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Abstract

In this thesis, I designed, implemented, and evaluated the energy consumption of a
system that uses a liquid crystal display to perform a one-dimensional transform. The
RMS response of the liquid crystal elements themselves were exploited to perform
a matrix multiplication (image transformation) over a single frame period. This
image transformation was used as the last step of the decompression process in an
image processing system. The system was implemented first in Matlab, then as a
printed circuit board, and finally as an integrated circuit. While the initial Matlab
and printed circuit board implementations looked promising, a number of practical
considerations arose during the integrated circuit design that ultimately resulted in
moderate performance: 14.3% energy savings.
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Chapter 1

Introduction

1.1 Motivation

Multimedia-enabled mobile devices have recently exploded into mainstream com-
mercial use. Two major, and often conflicting, demands exist in this market: low
power and high quality. High quality multimedia applications demand high resolu-
tion screens capable of displaying fast-moving images. Unfortunately, the higher the
resolution and the rate of change of the images, the more energy is required to process
and display them. Not only is more energy required, but higher bandwidth is also
necessary since more data must be processed in a fixed amount of time.

While the mobile market is the first to be concerned with energy and bandwidth
requirements, it is easy to see that as displays move to higher and higher resolu-
tions, these concerns begin to affect all manner of displays. For example, currently a
standard VGA screen has 640x480 pixels (307 200). At a refresh rate of 100Hz and
8-bits per pixel, a data rate of 250Mb/s is required. A higher definition screen that
is 6400x4800 pixels at a refresh of rate 100Hz and 8-bits per pixel, a data rate of
25Gb/s would be required. This bandwidth requirement increases as N* where N is
the number of pixels along either the vertical or horizontal dimensions.

Considering a 3-dimensional display, the requirements become even more extreme,
increasing with N3.

It is clear that techniques that can reduce energy/bandwidth and also scale with
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the size of a display will be extremely useful in facilitating the development of high-
resolution displays. This thesis attempts to address this issue.

Chapter 1 introduces the relevant technology as well as the technique by which
energy reduction may be possible. Chapter 2 addresses some of the practical consid-
erations of using the technique such as gray shade generation and the effectiveness
of the technique at reducing energy. Chapters 3 and 4 describes the design process
moving from software prototype, to various hardware implementations. Specifically,
it describes the Matlab implementation, the printed circuit board (PCB) implemen-
tation and finally the design of an integrated circuit (IC) display driver. Chapter 5
draws conclusions from the work done as well as suggesting further improvements to
the IC and future work that could be pursued in this area. Appendix A contains

time-domain simulations of the D/A and analog buffer used in the IC.

1.2 Liquid Crystal Displays (LCDs)

LCDs have quickly become a popular display technology because of their small size,
easy manufacture and relatively low energy consumption. They have made the most
headway in the mobile market where these qualities are particularly valued. There
are two types of LCD that exist in the market today: active matrix displays and

passive matrix displays.

1.2.1 Active Matrix Displays

An N x N (N rows by N columns) active matrix display incorporates the use of
an active element, often a transistor, and also allows for a memory of some sort at
the pixel itself. Active matrix displays have pixel elements that consist of a pass
transistor, hold capacitor and liquid crystal (LC) that can be modeled as a capacitor
in parallel with the hold capacitor. The hold capacitor is used to maintain a voltage
across the liquid crystal during the frame period while the pass transistor serves to
isolate the pixel element from all other pixel elements in the same column. The row

lines in this case are attached to the gates of the pass transistors while the column
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row2 _ - -
T - T
row3 _ - -
T - T
row4 _ _ _

Figure 1-1: Active Matrix Display

lines are connected to one end of the pass transistor. When a row is selected, the

pass transistor steers data from the column lines to the particular L.C pixel.

1.2.2 Passive Matrix Displays

The standard N x N passive matrix display consists of N parallel row wires and N
parallel column wires. The rows and the columns run perpendicular to each other
in planes separated by some fixed distance. Between the wires the liquid crystal
material is inserted, producing a row-liquid crystal-column sandwich. Where the row
and column wires intersect, a pixel forms. This pixel can be controlled by modulating
the voltage difference between the row and column wires.

In general, it has been shown that liquid crystals respond to both positive and
negative voltages (ie. the pixel turns on when either a positive or negative voltage
is applied) [12]. Given a step in voltage across the pixel, the change in light output
is not instantaneous but rather takes a certain amount of time, generally a few ms.

It has been shown that if a high enough frequency signal is applied across the liquid

12



rowline____

liquid crystal

column line

coll col2 col3 col4 col5col6 col7 /
A

rowl Py Fany Py Fany a a Pany
A\ AV A\ AV A\ AV A\
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rows Py Fany Py Fany a a Pany
A\ AV A\ AV A\ AV A\

Figure 1-2: Passive Matrix Display

crystal (ie. a square-wave whose period is much less than the response time of the
pixel), the light output through the pixel is a function of the RMS voltage across it
[2].

For reasons that will be discussed further below, this thesis concerns itself entirely

with passive matrix displays.

1.3 Addressing Techniques

Displays are generally addressed on a frame-by-frame basis where a single frame
consists of all the pixel data required to display a static image. More completely, the
data for one frame is placed into the display, then the data for the next frame is, and
so on. Each frame is in turn composed of N row periods. During each row period,
the data for that row is, in general, placed onto the column lines so that after N row
periods, all N rows have all of their data. Currently, there are two main techniques to

address a passive matrix display: row-at-a-time and multiple-line-addressing (MLA).

13



Figure 1-3: Row-at-a-time Addressing

1.3.1 Row-at-a-Time Addressing

Row-at-a-time addressing implies that one row is selected during a row period and
all of the data for that row is placed on the columns. During the next row period,
the next row is selected and the appropriate data is placed on the columns. As such,
all pixels receive their values after N row periods. Since there is no hold capacitor as
in the active matrix case, the row and column voltages must be carefully selected so
that the RMS of the pixel voltages yields the correct voltage to turn the pixel on or
off.

1.3.2 Multiple Line Addressing

=8
— H—

Figure 1-4: Multiple Line Addressing

MLA is an addressing technique in which instead of selecting a single row at a
time, multiple rows are selected and some function of their data is placed on the

columns.! This scheme was first implemented by Scheffer and Clifton [18]. Previous

'Tdeas for this section were taken from Ernst Lueder, Liquid Crystal Displays, John Wiley & Sons
Ltd., 2001

14



to them, Nehring and Kmetz [17] showed that given row and column voltage matrices,
each pixel will display the correct value if the row functions (ie. the values applied
to the rows over time) are orthonormal and the columns are computed as a function
of these row voltages as well as the pixel information matrix, A. This is illustrated
in more detail below.

Assume that the row voltages are given by Fj(t) and the column voltages by G(?)
in an N x N display, where 7 corresponds to the row and j to the column in the N x
N display matrix.

The column voltage waveforms must be calculated as a function of the row voltages
and the pixel information matrix (a matrix of the image values) A:

N—-1

Gi(t) =c ) AgiFi(t)

k=0

where Fj(t) are the row waveforms. This can also be expresed in matrix form as
G =cFTA.
To see more clearly how these conditions result in an undistorted image, we’ll

derive the pixel voltage after a single frame period below.

The voltage at a particular pixel at time t is simply the difference between the

row and column voltages.

Taken over a frame, the liquid crystal responds to the RMS voltage, given by

t=0

Pij. = J + T (A - G(0)?

where N is the number of row periods in a single frame.
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Clearly each pixel value, P;

Expanding this

If the rows signals are all orthonormal, then

N-1
> Fi(t)* = constant = NF?

=

N—

S B F(t) =0,i#k

t=0

—

Now, expanding G, (1),

Gy(t) = CNiI Ak Fr (1)

k=0

The new expression for the pixel voltage is,

Pije = \J% 2 (Fi(t)? — 2¢F(t) i: ApiFi(t) + (c i: Ay Fi(1))?)

t=0 k=0 k=0

If all A;; are +/- 1, this simplifies to,

1
P, s = \/N(NF2 — 2cNF?A;; + 2N2F?)
which in turn simplifies to,
Pijrms = F\/l - QCA,L] —|— C2N (11)

The constant ¢ can be determined such that the on/off voltage ratio is maximized.

is only a function of its data value A;; and therefore

Jrms

each pixel displays the correct value.

There are a number of benefits of MLA [9], two of which are:
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1. Decreased senstivity to fast liquid crystal response times,

2. Decreased energy consumption.

The first is apparent when one considers that if the liquid crystal response time is
fast, then instead of responding perfectly to the RMS voltage, the liquid crystal may
start to relax (ie. turn off) during the time when there is no voltage applied across
it. This would cause flicker in the display. In the row-at-a-time addressing scheme,
the liquid crystal only has sigificant voltage applied across it once per frame period,
making the possibility for flicker very high. With MLLA, on the other hand, the liquid
crystal has voltage applied across it multiple times per frame and is therefore unlikely
to have the opportunity to relax over the course of the frame period. The result is
that faster-responding liquid crystals can be used, allowing for higher frame rates.
This improved response to fast-responding liquid crystals was first demonstrated by
Scheffer and Clifton [18].

Decreased energy consumption with the MLA scheme is not readily apparent but
becomes so when one considers the required driving voltages to address a LCD. In the
row-at-a-time scheme, the driving voltages must be high enough such that the RMS
voltage across the liquid crystal is sufficient to turn the liquid crystal on, despite a long
frame period. As frame periods remain fixed, in order to maintain a constant frame
refresh rate, and resolutions increase, each pixel is driven for a decreasing percentage
of the total frame period. Because of this, higher and higher driving voltages are
required. If the driver circuits have any bias currents that are fixed, perhaps to bias
a differential or gain stage, the higher supply voltage implies increased power, and
therefore energy, consumption.

In a MLA display, since the pixel is being driven multiple times per frame period,
and since the RMS voltage needs to have approximately the same value as the row-
at-a-time scheme, the individual pixel voltages must be lower than the row-at-a-time
scheme. These reduced voltages in turn allow for reduced energy consumption. The
amount of reduction will depend heavily on the row waveforms used. This reduction

in energy has been demonstrated in [3] and [25].
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1.4 MLA and Matrix Multiplication

In the previous section, it was shown that even with multiple rows selected at once,
each pixel still displays the correct value as long as the row matrix is orthonormal.
This concept of the row and column waveforms as matrices is important since, as part
of the RMS response of the display, a matrix multiplication of the row and column
matrices is computed [11]. This multiplication is a by-product of the RMS response

of the liquid crystal and is outlined here for clarity:

0

t=2 —>

| = L |
10421
00202
03210
01202
04001

o NPEFE B~ W
A B W O O
O O O

O L NN W
R OO0~ FPDN

Figure 1-5: MLA as Matrix Multiplication

As seen in Figure 1-5, during each row period a series of column and row voltages
is placed on the display. Each liquid crystal element, because of its RMS response,
squares the difference of these voltages and adds it to its previous value. When all of
the row periods have passed, taking the square root of the average of this sum yields
the RMS value at the pixel. Now, during each row period, the liquid crystal squares
the difference of the row (F;(¢)) and column (G;(t)) voltages, yielding three terms.

(Fit) = G;(1)" = Fi(t)" — 2F;(1)G;(1) + G5 ()

18



The middle term corresponds to the multiplication of the row and column voltages
while the other two are just the square of the same. By summing these terms over

all row periods, three summation terms result.

>R - X 2R0G0)+ X G)°

The middle term is proportional to the corresponding value of the matrix mul-
tiplication of the row and column matrices. If the rows are all normalized then the
sum of their squares, the left term, will always be a constant, NF?. The third term
can also be made to sum to a constant, but this is explained later.

In sum, the display computes the square root of a single matrix multiplication

with some constant offset terms.

1.5 MLA Matrix Multiplication as Image Trans-
form

Any linear transform can be represented as a matrix multiplication. Because of this,
it is possible to view the matrix multiplication that is happening in the liquid crystal
display as being a 1-D transform. This transform is inherent to the liquid crystal
display and therefore costs nothing in energy. Its specific use in saving energy is

explained further in a later section.

1.6 Image Compression/Decompression

Image compression/decompression generally involves the following steps: transforma-
tion, quantisation, encoding, decoding, inverse quantization, and inverse transforma-
tion [4] [10]. Each step can be thought of as an operation performed on an original

image that is represented by the matrix, A.
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— Transform

FTAF

Compressed Image

Quantization

Encoding ——— Compressed Image

Figure 1-6: Generalized Image Compression

—— Decoding

Inverse Quanitization

FTAF

Inverse Transform —— A

Figure 1-7: Generalized Image Decompression
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Transformation of an image (a 2-D transformation) consists of two matrix mul-
tiplications each of which is a 1-D transformation. If A is the image matrix to be
transformed and F is the transform matrix then B, the transformed image of A, is

given by

B=FTAF

After the image has been transformed, it is then encoded using any of a number of
schemes. After encoding, it is in its most compact form and is ready for transmission
through a channel to a receiver. The receiver receives the encoded data, performs
decoding, and finally performs an inverse transform to recover the original image

matrix, A.

1.6.1 Wavelet Transforms

In this thesis, wavelets are generally used to perform the image transform. Wavelets
have proven to be particularly useful in image compression and have found adoption
in the latest coding standards, such as JPEG2000 [7]. In general, wavelets are useful
because they help to capture information in both the space and frequency domains.
These wavelet transforms can be expressed in terms of matrix multiplications though
it is also helpful to think of them as a filtering operation which produces some filtered
version of the image.

In the 1-D case, the wavelet transform is often computed using a 2-channel filter
bank as seen in Figure 1-8. The data is filtered using a pair of low-pass and high-
pass filters. This segregation of low-pass and high-pass data yields higher scales of
resolution. Essentially this means that more of the differences have been filtered out
through the action of the low-pass filter. The resultant low-pass image constains
less and less detail. Each high-pass output, on the other hand, represents some
of the detail of the image. In order to maintain a constant amount of data (ie.
constant number of samples), the outputs from the low-pass and high-pass filters are

downsampled by a factor of 2.
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The operation can be explained as follows:

In the first stage, the data is split into low-pass and high-pass bands. Subsequently,
the data from the low-pass filter is then filtered using the same low-pass and high-
pass filters, yielding subbands of the first low-pass band. This process of subsequent
filtering is continued until either there is no more data to process (only a single

sample is output from the previous low-pass filter) or the desired level of resolution

is achieved.

H — high-pass filter

L — low-pass filter

Figure 1-8: 1-D Transform as Mallat Decomposition
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One way to perform a two-dimensional transform is to simply perform 2 1-D
transforms on the image [26]. This is done by first filtering the data row-wise, and
then filtering it column-wise for each scale. Since there are two outputs from the filter
bank (low-pass, high-pass) and two dimensions (row, column), there will be four total
outputs, each depending on whether the rows or columns were low-pass or high-pass

filtered. This process is illustrated in Figure 1-9

LL |LH
LH

HL [HH
HL | HH

LL LH

HL | HH

HH — high-pass on rows, high-pass on columns
- LL — low-pass on rows, low-pass on columns
Original Image

HL — high-pass on rows, low-pass on columns

LH - low-pass on rows, high-pass on columns

Figure 1-9: 2-D Transform

Subsequent scales of resolution are achieved by taking the LL output and passing

it through the filter bank, yielding 4 outputs for the single input.
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Wavelet Transform Matrix Construction

Filter banks are one way to visualize the filtering operations that are necessary to com-
pute a wavelet transform? . However, these filtering operations can also be expressed
as matrices and the result of their operation computed using a matrix multiplication.
Let’s look at a very simple wavelet such as the Haar Wavelet.

The coefficients of the low-pass filter are, L =1 1 ]

The coefficients of the high-pass filter are, H = 1 —1 |

Let’s assume that we have an input image, A, that is 4 x 4 in size

2 3 3 —2]
1 0 2 -3 Aupper
A — _ pp
—2 1 -1 0 Alower

I 1 -3 2 1 |

In order to perform the first set of operations (ie. low-pass and high-pass filtering
followed by downsampling by a factor of 2), as shown in Figure 1-8, we can construct

a matrix as follows:

Lo [1 10 0]

a0 L] o0 1

H 0 1 10 0

0 H| |0 0 1 -1

By multiplying the two together we obtain:

(11 0 0][2 3 3 —2] [3 3 5 —5]
0 0 1 1 10 2 3| |1 -2 1 1
1 =10 0 201 -1 0| |1 3 1 1
000 1 -1 1 -3 2 1] |-3 4 -3 -1]

2Ideas for this section were taken from Gilbert Strang and Truong Nguyen, Wavelets and Filter
Banks, Wellesley-Cambridge Press, Wellesley, Massachusetts, 1996
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Symbolically,

L 0 | L(Aupper) |
0 L Aupper || L(Asower)
H 0 || Apwer || H(Aupper)

0 H | L H(Ajower) |

By going through the multiplication step-by-step, it becomes clear that the top
rows of the result matrix are the output of the low-pass filtering operation while the
bottom rows are the output of the high-pass filtering operation.

The downsampling has also been taken care of in the matrix multiplication. By
shifting the L operation to the right by two elements in the filtering matrix, one
of the normally-computed low-pass outputs has been skipped over, precisely what
would happen if it were first filtered and then downsampled. This can be more easily
illustrated via an example where just the filtering operations but no downsampling is
performed. Now, in order to compute just the filtering operations, a matrix such as

the following would be required:

11 0 0 L 0 0
01 1 0 0 L 0
000 1 1| |0 0L
1 10 0| |H 0 0
001 -1 0 0 H 0
000 1 -1] |0 0 H|

Because each filtering operation (L,H) is shifted to the right by only one element
in each successive row, all filter outputs will be computed. This makes sense since
each column will now be processed as if it were a single incoming stream of data and
after each time step (each successive row in the filter matrix) another filter output is
computed.

To proceed with the example, multiplying this with the image matrix yields the
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following:

11 0 0] 3 3 5 -5
o1 1 o |[2 3 3 —2] 1 1 1 -3
00 1 1 1 0 2 3| |1 -2 1 1
1 -1 0 o0 |l-21 -1 0| |1 3 1 1
001 -1 0 || 1 -3 2 1| 3 -1 3 -3
000 1 1| 3 4 -3 1]

Subsequent downsampling by a factor of two would remove the 2nd and 5th rows
(boldface type) and leave the matrix we had computed originally. It is important
to note that the downsampling occurs on the outputs of the low-pass and high-pass
filters independently; i.e., downsampling is started at the beginning of each filter’s
output so that only the second row in each filter’s output is removed. These rows
correspond to the 2nd and 5th rows in the matrix, respectively.

So far only the first scale of resolution (ie. the output of the first set of filter banks)
has been computed. In order to compute multiple scales of resolution, a number
of matrix multiplications can be cascaded together. For example, the first matrix,
F', performs the original operations of high-pass and low-pass filtering (along with
associated downsampling). In order to perform the next level of filtering operations
it is necessary to operate only on the output of the first low-pass filter and to simply
pass the output of the first high-pass filter. This can be accomplished with the

following matrix, Fj:

1 1 00
L 0
1 -1 00
FQZ =|H O
0O 0 1 0
0o [
0O 0 01
where
10
I =
0 1



In order to perform multiple scales of resolution, it is necessary to first multi-
ply the image by F', and then to multiply it by F,. However, given the knowledge
that multiple scales of resolution are desired, a single matrix can be constructed by
multiplying together the F' and F, matrices. Because of this, only a single matrix
multiplication need be performed in order to obtain multiple scales of resolution.

All of the above examples were 1-D transforms (ie. each matrix multiplication
resulted in filtering along the columns of the image matrix). In order to perform a
full 2-D image transform, it would be necessary to perform filtering along the rows
as well. This can be accomplished by post-multiplying the image matrix by F? and
(Fy)". The transpose operation flips the rows and columns so that the operations are
performed along the rows instead of the columns. In other words, to perform the full

2-scale, 2-D transform, the following would need to be computed:

B FAFT ()t

1.7 Image Decompression and MLA

FTAF

Compressed Image Decoding Inverse Quantisation

FTA
—2-D Inverse Transform Column Computation Display

Figure 1-10: Normal Image Decompression + Display Driving[10]

It has been shown that a LCD naturally computes a matrix multiplication of
its row and column matrices. This multiplication can be taken advantage of when
considered in the context of image decompression as outlined above[10]. In particular,
if the same matrix that is used to transform the image is used to drive the display and
this matrix is orthogonal, both inverse transformation and the driving of the display

can be accomplished simultaneously [10]. Consider the following example:
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In a normal MLA display system and an orthonormal matrix F, given the trans-

formed image matrix, B = FTAF, the processor first post-multiplies B by F'', giving

BF' = FTAFF" = FT A

It then pre-multiplies the result by F, giving

FFTA=A

Since A is the pixel information matrix, this is then transmitted to the display

where, as shown above, the column signals are computed as

G=cF'A

Now, since part of the inverse transform already results in F'7 A which are the
column signals needed by an MLA system, it makes sense to combine the inverse
transform and column computation steps together in order to reduce the total number

of operations.

FTAF

Compressed Image Decoding Inverse Quantisation

FTA .
1-D Inverse Transform Display

Figure 1-11: Image Decompression with Integrated Display Driving[10]

It is clear that by using an appropriate transform/driving matrix, both display
driving and inverse transformation can be accomplished at the same time. This can,

in turn, potentially save all of the energy required to compute a 1-D transform.
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1.8 Thesis Objectives and Contributions

This thesis attempts to contribute in two ways:

1. Evaluate the potential energy savings of using an MLA-decompression display

system.

2. Design and implement such an MLA-decompression system.

1.8.1 Evaluation of Potential Energy Savings

It is important to understand quantitatively the potential savings in energy that might
be realized. In this thesis, an attempt to evaluate these energy savings was made by
developing a model for the energy cost of the LCD itself as well as evaluating the cost

of performing a transform digitally. This is explained in further detail in Chapter 2.

1.8.2 Design and Implementation of an MLA-decompression
Display System

This thesis describes the design of a display system that performs a 1-D transform
digitally and then uses MLLA to implement another 1-D transform to obtain an image
on a display. It also outlines the different stages of design that were implemented as

well as some of the factors taken into account during the design process.
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Chapter 2

Using MLA to Lower Power and
Maintain Quality - Practical

Considerations

From the previous discussion, it would appear that MLA can provide a useful tech-
nique to save energy in systems where a decompression operation is performed. How-
ever, in order to evaluate the usefulness of this technique, a couple of factors must be

taken into account: energy consumption and image quality.

2.1 Energy Consumption

The energy consumption of the system can be quantitively compared by considering
the amount of energy required to compute a single 1-D transform. As explained
previously, MLA naturally computes a 1-D transform through the use of the LCD.
The other, more regularly used, method to compute this transform would be through
the use of digital circuitry or software. Since the LCD takes a single frame period to
compute a 1-D transform, the digital circuitry is allowed the same amount of time to
compute such a transform. The energy, in pJ, of each different method can then be
compared. The following outlines the various methods to compute the transform as

well as the nature of the energy consumption of each method. A more quantitative
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comparison is given in Chapter 3.

2.1.1 Digital Computation

For an arbitrary transform, one method of performing the transform is to simply use
a digital matrix multiplication circuit that is capable of processing the image quickly
enough to keep up with the display system frame rate.

Given a wavelet transform, it is possible to implement the transform as a simpler
set of operations than the strict matrix multiplication would imply. One method that
exploits this and is popular in today’s image standards is the Wavelet Lifting Scheme

[24].

Matrix Multiplication

The energy cost of a matrix multiplication stems from the multiply-and-accumulate
(MAC) operations that occur during computation. To compute a single element of
the result matrix, N MAC operations need to be computed. Each of these operations
is computed using two b-bit numbers as input and involves a single multiplication and
a single addition. In order to keep the same bit-width in the result matrix, the result
of the MAC operation is rounded to b bits. In order to compute all N? elements of

the result matrix, N? of these MAC operations need to be computed.

Wavelet Lifting Scheme

The energy cost of the Wavelet Lifting Scheme is similar to the matrix multiplication
case as it stems from multiply-and-accumulate operations. However, the wavelet

lifting scheme can reduce the overall number of these operations.

2.1.2 LCD Computation

The energy cost of computing a transform using the LCD comes from the charging of
the liquid crystal capacitances as well as the driver circuit energy. The cost of charging

and discharging the liquid crystal capacitances can be significant given the large area
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of the display. The driver circuit energy is heavily dependent on implementation.
This energy was not considered initially because of this dependence as well as the
assumption that the primary energy cost came from the liquid crystal capacitances

themselves.

2.2 Image Quality

Image quality is very difficult to measure quantitatively. One method that is often
used is to measure the resultant peak-signal-to-noise (PSNR) ratio of the image. It
works as follows.

Given a 'perfect’ initial image, A, whatever operations are necessary are performed

on A to obtain the result image, B.
B = f(4)

If the maximum value of A and B is 1, then the PSNR, in dB, of the image is

found by computing[5],

1

T N Ix~N-1/,4 1 \2
NZ 24i=0 245=0 (Aij — Bij)

PSNR = 10log

where the image is N x N.

Essentially, part of the PSNR equation is a computation of the average of the
squared differences between every element in B and every element in A. This is taken
to be a measure of the noise. It then divides the maximum value possible (the peak
signal) by this average of squared differences (noise). This ratio is then converted to

decibels.

2.3 Maintaining Image Quality

As outlined previously, the passive matrix LCD has a number of requirements placed

upon the row and column waveforms so that the resultant image is displayed with-
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out distortion. When using MLA to perform decompression as well as display, the
resultant image quality must be considered to ensure that it is still satisfactory. To
this extent, a couple of techniques to ensure the image quality found in row-at-a-time

addressed displays were explored.

2.3.1 Gray shade Generation

One of the components to maintaining image quality is to make sure that gray shade
generation is still possible using MLA. For LCDs, even for ones that use MLA, there

are a number of techniques to generate gray shades.

Frame Modulation

A simple technique is known as frame modulation [13]. This involves creating a
super-frame out of a number of sub-frames. Leaving a pixel black for some fraction
of the total number of frames and white for the rest will, on average, yield a gray
pixel. While this technique is relatively simple to implement, it can lead to excessively
high refresh rates to maintain an acceptably fast overall image refresh rate. In other
words, the sub-frames must be fast enough such that combining multiple sub-frames
into a single frame allows the LCD to respond to the single overall frame and not the
individual sub-frames. In general, this technique is useful for yielding up to about 16

gray levels [14].

Full-Amplitude Pulse Height Modulation

Another technique is known as full-amplitude pulse height modulation [15]. Tt works
as follows:

Previously, during the discussion of a MLA-driven LCD, it was assumed that
all pixel values were +/- 1 and the resultant pixel value was only dependent on its
associated image value. However, if the image values are not all 4+/- 1, the last term

in the expression cannot be simplified to a constant as it was before in equation 1.1.
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1 N—-1
Pijrme = J ~(NF2 = 2eNF2 A+ 3 G4(1)%) (2.1)

t=0
Clearly, the pixel now depends on all of the image values in its column. To correct
for this, an extra row period can be added. During this row period, all rows will take

on the value zero while each column will assume the value of:

JN Y G (22)

=0
In this way, this value will end up being squared and added under the square
root from above. This term will then cancel the -7 ' G;(#)? term leaving only the

constant N term and eliminating the dependence on other column values.

2.3.2 Correction for Biorthogonal Wavelets

When biorthogonal wavelets are used, the resultant row matrix has non-orthogonal
rows[22]. The non-orthogonality of the row matrix means that

N—

t=0

—_

This, in turn, implies that the RMS pixel voltage will depend not just on A;; but
other image values as well, causing distortion and loss of quality. In order to correct
for this, a simple approach is proposed.

Since the resultant row matrix is non-orthogonal, F*' # F~!. Therefore, in order
to obtain the image, A, the transformed image, FZ AF, needs to be post-multiplied
by F~'[11] and pre-multiplied by (F7)~'. The post-multiplication happens digitally
while the pre-multipliation occurs at the LCD. This means that the row driving

matrix, normally just F7, must instead be the matrix (F7)~!.
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Chapter 3

Matlab and Printed Circuit Board

Prototypes

The display driver design was completed in stages, moving from software prototype
to PCB prototype and finally to implementation as an integrated circuit. The Matlab
and PCB prototypes are detailed below.

3.1 Matlab/C Implementation

In the Matlab implementation, the transform using the LCD was simulated by build-
ing a model for the display in Matlab and iterating the model through a single frame
period. The digital transform using the lifting wavelet scheme was implemented in
C by using the transform component of Jasper [1], a software implementation of the

JPEG2000 standard.

3.1.1 Matlab Display Simulation

The display was modeled as an array of fixed capacitances whose values were esti-
mated based on the characteristics of an actual display: a transflextive graphic display
module with 64 rows and 128 columns, the Microtips MTG-F12864AFYHSAY-10A.

For ease of implementation (ie. only dealing with square matrices), the display was
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driven as a 64x64 display. The pixel capacitance was estimated as follows:

B Ae, €
ot

C (3.1)

Since the €, of the liquid crystal changes with applied electric field, a mean of
7 was used to simplify calculations. The mean of t, the thickness, was estimated
at dHum, a typical distance between the row and column lines. Using these values,
individual pixel capacitances were calculated. Later on, the total capacitance of all
pixels was measured and the individual pixel capacitance inferred.

The display model was iterated through a single frame period to determine both
the energy consumed as well as the resultant value of each of the pixels. Using these
pixel values as well as the original image, the PSNR was computed as a measure
of the quality. The energy was computed assuming each pixel capacitance charged
and discharged fully during each row period. For example, if a pixel were at 3V
during one row period and 4V during the next, the total energy consumed would be
computed as (32 4+ 4%)C. This energy computation was chosen as a worst-case value
since driver architectures could be chosen to obtain smaller pixel energies than this

but none could consume more than this.

Matlab/C Results

The energy consumed by the display depends on the image data since the pixels
rest naturally in either the black or white state, depending on the type of liquid
crystal, but require energy to keep them flipped in the opposite state. Because of this
dependence on image data a fixed test image as shown in Figure 3-1 was chosen for
energy and quality measurements. Various row matrices, based on a given wavelet,
and at different scales of resolution, were tested for both energy consumed (per frame)
and resultant image quality. The results are summarized below.

The wavelets with large PSNR (>200) are all those that are orthogonal. Recall-
ing that each pixel will display the correct value given an orthogonal row matrix,

these results appear consistent. The biorthogonal wavelets (BIOR) use (F7)~! as the
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Figure 3-1: Test Image

row driving matrix which greatly improves the quality. Unfortunately, driving with
(FT)~! does not remove all of the sources of distortion in the resultant image.

The energy consumption of different wavelets is approximately the same, which
is also a consistent result. If a pixel capacitance is charged and discharged fully each
row period, then the RMS voltage can be used as a measure of the energy consumed.
This RMS voltage also represents the pixel value which should be the same regardless
of wavelet since the resultant image should be the same regardless of the wavelet used.
Another point to note is that the energy required for multiple-scale decomposition
and single-scale decomposition is the same. The reason for this is that, as explained
previously, a multiple-scale decomposition can be formed with a single matrix since

it is the product of a series of single-scale matrices.

3.2 SA1100/Jouletrack

An excerpt from Jasper, an implementation of the JPEG2000 standard was used.
This program was run using JouleTrack [20], an SA1100 microprocessor simulator,
which reported the amount of energy consumed in the computation. Unfortunately,

it was possible to perform a transform using only the BIOR-2.2 wavelet. However, in
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Table 3.1: Matlab Simulation Results

Wavelet Scale || Energy (uJ) | PSNR (dB)
DB1 1 2.77 291
DB1 2 2.77 293
DB1 3 2.77 294
DB2 1 2.77 249
DB2 2 2.77 242
DB2 3 2.77 238
BIOR-2.2 1 2.92 18.9
BIOR-2.2 2 2.97 14.9
BIOR-4.4 1 2.79 29.4
BIOR-4.4 2 2.80 22.8

the lifting transform, this wavelet results in multiplications by powers of 2 (a simple
operation to compute), which should therefore provide a lower-bound on the energy
consumed by this method.
The energy consumed by a single 1-D transform on the test image was 318.6uJ.
From these simple implementations, it became clear that great savings in energy

without great loss in display quality could be obtained.

3.3 Printed Circuit Board (PCB) Prototype
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Figure 3-4: PCB System Photo
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In order to prototype the proposed idea before building an integrated circuit,
a PCB was constructed. The digital 1-D transform was implemented as a matrix
multiplication in Verilog on a Xilinx Field Programmable Gate Array (FPGA). The
FPGA also controlled a set of 7-bit high-voltage drivers that in turn drove a passive
matrix LCD to perform the other 1-D transform. The system as a whole was intended
to perform the inverse transform step of the decompression process, the result of
which was shown on the LCD. The system was designed to run in two different
configurations: display only and transform and display.

The digital transform was implemented as a generic matrix multiplication so that
any arbitrary transform at any scale could be computed. This matrix multiplication
was accomplished by using a single multiply-and-accumulate (MAC) unit running
fast enough to compute N? multiplications and additions in the required time. Four
separate random access memories (RAMs) were required: one to hold the row matrix
that drove the rows of the display, one to hold the column matrix that drove the
columns of the display, one to hold the transformed image matrix that served as input,
and one to hold the matrix that was multiplied with the transformed image to perform
a 1-D transform. An interface to the display driver chips was also implemented. This
interface read data from the row and column RAMs and sent it out to the display
driver chips asynchronous to the matrix multiplication. An asynchronous design was
chosen for modularity and to make testing simpler. The column RAM acted as the
asynchronous interface between the digital matrix multiplier and the display driver
interface. It was implemented as an asynchronous dual-port RAM.

At the highest level, the system can be broken into two subsections: display driver

and matrix multiplier.

3.3.1 Display Driver

The display driver section consists of digital control and interface logic for the display
driver chips, supporting analog circuitry for the display driver chips, and the LCD
itself.

Physically, the digital control runs from a Xilinx Virtex-II FPGA and connects
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to a secondary board with level shifters, a high-voltage ramp generator, the display
driver ICs (Supertex HV633), and the 64x128 display. Each display driver IC has 32
high-voltage outputs capable of delivering voltages as high as 80V with a precision of
7 bits. However, while the chips can support voltages of up to 80V, only a range of
up to 30V was required for this application. To drive the display, 4 ICs are used in
total: 2 to drive 64 total rows, and 2 to drive 64 total columns. The unused columns

are left disconnected.

3.3.2 Matrix Multiplier

The matrix multiplier section consists of user input logic, a single multiply-and-
accumulate (MAC) unit to perform the matrix multiplication, control logic, and mem-
ories to store the row and column waveforms as well as the matrices being multiplied.

The input logic consists of 3 switches: reset, display, and load-control. reset is a
general asynchronous reset for the whole system. display controls whether to simply
display the pre-loaded values in the row and column memories. load-control simply
loads in a set of control bits that determines whether there are any row-periods that
need to be addressed during the frame-period.

A single MAC unit is used to compute an entire matrix multiplication. This
decision saved on area and ensured simplicity in implementation. Although this
configuration means that a single MAC unit must compute N3 multiplications, this
number of multiplications needs to be computed only in time for a single frame period,
which is relatively long; a 100 Hz frame refresh rate gives a frame period of 10ms.
For a 64 x 64 display, each multiplication/addition can take 38ns, yielding a clock
frequency of only 25MHz.

There are 4 memories in total: row, column, frame and multiplier. The frame
memory is designed to hold a number of different input images for use possibly in a
very short video. Since it is implemented using the FPGA, its size can be arbitrary up
to the limits of the FPGA. The multiplier memory is used to store the matrix that will
be post-multiplied with the current matrix accessed in the frame memory. The row

memory stores the waveforms that will be applied to the rows of the LCD. Similarly,
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the column memory stores the waveforms that will be applied to the columns of the
LCD. This column memory is write-accesible to the MAC unit and read-accessible to

the display driver logic.

3.3.3 Results

Below is a number of photos of the display using various wavelets to perform the

image transform.

Figure 3-5: PCB vs. Matlab : Using DB1 Wavelet (1 scale of decomposition)

Figure 3-6: PCB vs. Matlab : Using DB1 Wavelet (3 scales of decomposition)
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Figure 3-7: PCB vs. Matlab : Using Bior2.2 Wavelet (1 scale of decomposition,
driving with (F1)™1)

Figure 3-8: PCB vs. Matlab : Using Biord.4 Wavelet (1 scale of decomposition,
driving with (F1)™1)

44



)

of decomposition

2 scales

(

Figure 3-9: PCB vs. Matlab : Using DB2 Wavelet
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Unfortunately, given the time, it was not possible to set up a system to measure
the PSNR of the resultant images on the LCD so only qualitative comparisons can be
made. However, from the images, it appears that the Matlab implementation closely
models that of the actual LCD. In particular, the distortion in Figure 3-7 in the
Matlab output is also clearly seen in the PCB implementation. It also appears that
while the orthogonal wavelets have exceptional quality and hence, very high PSNR, it
is difficult for the eye to discern the errors that result from having a PSNR of almost
30dB as is the case for the Bior4.4 Wavelet shown in Figure 3-8.
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Chapter 4

Integrated Circuit Design

The IC (chip) was designed to resemble the PCB system very closely; this made the

transition from one to the other a relatively simple process.

4.1 Architecture

The integrated circuit can be broken into two pieces: a matrix multiplier and a display
driver. These two pieces communicated with each other via an asynchronous off-chip
RAM (column memory) that acted as output for the matrix multiplier and as input
for the column drivers of the display driver. The frame-sync signal allowed the matrix
multiplier to know when the display driver was starting the display of a new frame
and therefore allowed somewhat synchronous operation of the two pieces.

The matrix multiplier took in the transformed image, normally FTAF, and a
multiplication matrix, either ¥ or F~!, and computed the matrix post-multiplication
to give FT A. This output of the matrix multplier was used as the column waveform
data for the display driver.

The display driver took in the row waveform matrix, either F' or (F1)™!, the
column waveform matrix from the output of the matrix multiplier, and drove the
display over a frame period with these two matrices. The result was displayed on the

LCD.
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Figure 4-1: Integrated Circuit Architecture
4.2 Detailed Design

Figure 4-2 shows the various blocks that composed the IC as well as the defining
boundaries of the two larger components that make up the design: the matrix mul-
tiplier and display driver.

The matrix multiplier section consisted of a number of off-chip RAMs to store
the frame data (frame memory), the matrix to be multiplied with the frame data
(multiplier memory), and the column data matrix (column memory). In addition to
this was a MAC unit to perform the operations necessary for a matrix multiplication,
and a control logic unit that generated the addresses for the off-chip RAMs.

The display driver section consisted of a number of off-chip RAMs that stored
the row (row memory) and column (column memory) waveforms to be used during
the current frame. On-chip it consisted of a block of control logic that generated the

addresses for the RAMs and other control signals, as well as a series of driver circuits
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Figure 4-2: Integrated Circuit Block Diagram

that handled digital-to-analog (D/A) conversion and analog buffering.

4.2.1 Chip Control Logic

The chip control logic consisted simply of a set of registers that held control bits used
in various parts of the chip as well as two reset signals. The reset signals indicated
whether the entire chip was in reset mode, loading-control-bits mode, or run mode.
There were 17 control bits total although only 16 of them were used; one bit was
used to determine when all of the control bits had been loaded. The other bits were
used to determine if there were any extra row periods to take into account beyond the
64 physical rows of the display. This extra row period would be used for gray-scale
images. Other bits were used to determine how often to run the matrix multiplier.
If a static image were shown on the display, the matrix multiplier wouldn’t need to

recompute the same multiplication over and over in order to display the image.
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The reset signals were reset, which reset the entire chip into a known state, and
control-reset, which reset everything but the logic that allowed the control bits to be

loaded.

4.2.2 MAC Unit

A

B_____._._-—r

+ | —— Register out

Figure 4-3: MAC

The matrix multiplier was built as a serial one in that it consisted of a single
MAC unit that ran quickly to perform a matrix multiplication. A number of possible
alternatives could have been chosen such as a 64-element-wide MAC unit or a fixed
number of MAC units (just enough to perform the required number of MAC opera-
tions for a given transform). However, the serial matrix multiplier was chosen because
of its small size and flexibility in performing any possible matrix multiplication. The
bit-width of 8 bits was chosen since the analog output driver specification was only
up to 8 bits.

The MAC unit consisted of a single adder (16 bit) and a multiplier (8 bit by

8 bit) as well as an extra-wide (16 bit) accumulate register to store partial results.
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While the accumulate register was 16 bits wide in order to accomodate the output of
the multiplier and adder, only the upper 8 bits were actually output to the column
memory since this was the bit-width of the analog driver circuitry. Both adder and

multiplier blocks were synthesized from Verilog code to meet timing specifications.

4.2.3 Matrix Multiplier Control Logic

The control logic for the matrix multiplier was a simple state machine on which a
number of different RAM addresses were based.

The state machine had the following states: clear(, load display data, clearl, load
grays, clear2, run matrix multiplier, clear3, run just display, clear4. The clear states
were necessary to allow counters and such to reset to their correct values. The rest

of the control logic was logic used to generate addreses for the off-chip RAMs.

4.2.4 Display Driver Control Logic

The control logic for the display driver consisted of a simple state machine, an asyn-
chronous reset, an address counter for the off-chip RAMs, a high-speed D/A converter
counter, as well as a 2’s complement to unsigned converter that was used to implement
frame inversion.

The state machine kept track of the phases of operation: reset, convert, settle,
and shift. reset was a general reset state. During convert, the D/A conversion was
taking place. settle was used to indicate the period of time when the driver outputs
were settling to their final values. During this settling state, new driver data was also
being shifted in for the next frame. Finally, shift was the state when only new driver
data was being shifted in for the next frame. During this state, all driver outputs
were to have settled.

The D/A converter counter ran at 42MHz, which enabled counting from 0 to 255,
and hence conversion, in about 6us or 2.9

The 2’s complement to unsigned converter was necessary so that the signed num-

bers could be converted to values from 0->255 that the D/A converter would under-
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stand. This converter also took as input an invert signal that told it whether the
data needed to be inverted first. This inversion enabled the driver to put a net 0V

DC across the pixels, a requirement necessary not to destroy liquid crystals[16].

4.2.5 Drivers

From off-chip RAM

or previous driver

Registers + Logic | DJ/A Coenverter Analog Buffer

{

Next driver

Row/Column
line of LCD

Figure 4-4: Single row/column driver block diagram

Each driver consisted of an 8-bit register to store the digital row/column value for
the current row period, a D/A converter to convert that value to an analog voltage,
an analog buffer to buffer that voltage and drive it on the row/column line of the
display, as well as a few control registers and logic associated with control of the

previous parts.

Registers + Logic and D/A Converter

The D/A converter consisted of an 8-bit register as well as control logic that turned

on and off a set of pass transistors. Its general operation was designed similarly
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Figure 4-5: D/A Converter

to the high-voltage drivers used in the PCB implementation[6]. The pass transistors
(Figure 4-5) were used to pass a high-voltage ramp signal until the counter value, from
the control logic, equaled the digital value to be output. Once the pass transistors
were turned off, a capacitor held the value. The 8-bit register that stored the digital
data was configured as a shift register as part of a chain comprising all the other
output drivers on the chip. This allowed for a simple serial mechanism to bring the
driver data into the chip.

The digital section that controlled whether the pass transistors were turned on
consisted of a digital comparator that compared the digital input to the current
counter value as well as a register to synchronize this comparison. This register was
necessary since the counter value would arrive at each individual row/column driver
at a different time because of wire delays. By synchronizing this value with this

register, it could be ensured that each driver would turn off its pass transistors at the
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same time.

The pass transistor circuit consisted of the usual NMOS and PMOS devices to
allow full output voltage range with a few additional transistors: an additional NMOS
and an additional PMOS device were added in series with the signal path to help
cancel charge injection [21]. These dummy transistors had both drain and source
connected to the signal line, creating a short-circuit. Their use, however, was to
absorb some of the charge injection that occurred when the NMOS and PMOS pass
transistors were turned off. When the pass transistors were turned off, charge would
flow out from under their channels into the source and drain regions[19]. Charge would
also flow through the gate-source/gate-drain capacitances of the pass transistors[19].
Since the sources/drains of the pass transistors were connected to the output node,
this could cause a voltage shift from the correct value. The dummy devices were
configured such that they turned on when the pass transistors were turning off. In
this way, the dummy devices attempted to absorb the extra charge injection into the
output node.

There were a number of design factors that contributed to the various sizes of the
pass transistors and dummy devices. In general, the dummy devices should have been
half the width/length of the pass transistors since each pass transistor would normally
inject half of its channel charge into the output node[23]. However, the pass transistors
were more difficult to size. Since the transistors were all high-voltage devices, they
had relatively large (on the order of 1k(2) series resistances in their sources and drains.
These resistances in combination with the output capacitor created a series resistor-
capacitor circuit (capacitor to ground) between the input ramp voltage and the output
node. The static error of this circuit to an input voltage ramp is given by RC. Thus,
to reduce the error, a reduction in the resistance or the capacitance was necessary.
This step makes sense intuitively since the time constant of the system becomes
smaller, allowing the output to follow the input signal more closely. However, a
smaller capacitor poses a problem since a large one is necessary to prevent leakage
effects from being significant and also to absorb any residual charge injection. A

smaller capacitor is also more susceptible to capacitive coupling from other nodes
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in the IC. Reducing the resistance also poses a problem since this reduction would
require that the width of the devices be increased. However, this increased width also
increases the size of the channel as well as the gate-to-source capacitance. Each of
these in turn increases the charge injection. An optimum for all devices was found

through iteration.

Analog Buffer
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Figure 4-6: Class B Buffer

The analog buffer was essentially a class-B opamp configured for unity gain [27].
It consisted of a single differential input stage, two common-source gain stages and a
class-B output stage.

Class-B operation was desired since large currents were necessary to slew the LCD
capacitances but only for a short period of time. Class-B insured no power-hungry

class-A bias currents at the output stage. In addition to a class-B output stage, the
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class-A bias currents that were used in the rest of the circuit could be shut off once all
of the drive voltages had settled. Therefore, once the D/A conversion was complete
and all row/column voltages were at their final values, the bias currents could be shut
off to save power.

Class-B operation of this circuit was ensured by sizing the NMOS devices of the
common-source gain stages so that the output voltages turned the output stage NMOS
and PMOS devices off when both the input and the output were equal. The major
source of DC error in this circuit was a result of the single transistor current source in
the differential stage. This caused a difference in the output and input voltages when
the input was at relatively low voltages (ie. < 5V). At such low voltages, this NMOS
transistor was not fully saturated and therefore had a finite output impedance which,
in turn, caused a mismatch between the output and input voltages.

Dynamically, this circuit was very difficult to use given that the output node could
see anywhere from zero capacitance to a very large capacitance from the LCD. This
difficulty stemmed from the fact that the outputs were tied to only one end of a pixel
capacitor. Not only that, but each common-source stage added a single pole of its
own in addition to the pole at the output stage. These poles from the common-source
stages were close to one another since the output impedances at these nodes were
similar. In order to properly compensate this system, it was necessary to introduce
a significant constant output capacitance that could act as a dominant pole. In
addition to this, minor loop compensation capacitors and resistors were added from
the output back to each common-source stage. Each capacitor-resistor pair added a
left-half-plane zero which improved the phase around the location of each pole from

the common-source stages.

4.2.6 Area Constraints

With no area constraints, the IC would have had a digital matrix multiplier and a
number of high-voltage analog outputs to drive the rows and columns of the display.
Unfortunately, area constraints allowed only 32 output drivers per IC. Because of

this, 4 ICs in total were required to drive the entire display, while only one matrix
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multiplier from a single IC was used. In order to cut down on the number of off-chip
RAMs that 4 ICs might require, the ICs were designed to share the same row and

column data bus. To facilitate this sharing, some extra logic was added to the design.

4.3 Results

A number of simulations were run on the post-layout and extracted circuits. The
most pertinent results are in the following sections. Further simulations of the analog
circuits can be found in Appendix A.

In each table below, the total energy refers to the energy for one frame period and
all of the elements in the system of that type. For example, in Table 4.2, Row/Column
Drivers refers to all 128 drivers that would be required to drive the display, even

though these 128 drivers would be spread across 4 1Cs.

4.3.1 Matrix Multiplier Energy Consumption

The energy consumption for a single matrix multiplication was simulated in Nanosim
and measured to be 118.7uJ. This includes the energy taken up by all on-chip circuitry
but does not include the energy consumed by off-chip RAMs or that consumed by

output buffers required to drive signals off-chip.

4.3.2 Display Driver: Analog Energy Consumption

Table 4.1: Display Driver: Analog Energy Consumption

Element Energy/Driver (uJ) | Total Energy
D/A + Analog Buffer 50nJ/row period 409.64.J

The above table was generated using a 210us row period, 105us conversion time
(ie. the time before all bias currents were shut off), and a 6us D/A conversion time.
This measurement does not include the energy that would be consumed by the ramp

voltage required for the D/A converters.
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The energy consumption of the analog components of the display driver are largely
taken up by the analog buffer. This energy consumption is in turn set by 2 currents:
bias and transient. The bias current can actually be adjusted since the ability to lock
the output voltage at a specified time was made part of the circuit. In this way, the

bias current can be shut off once the output voltage has settled.

4.3.3 Display Driver: Digital Energy Consumption

Table 4.2: Display Driver: Digital Energy Consumption

Element Energy Consumption
Control Circuitry 38.4uJ
Row/Column Drivers 144
Total 182.4pJ

This table does not include the energy that would be required by the off-chip
RAMs or output buffers required to drive signals off-chip.

From Table 4.2, it seems clear that the energy of the digital circuitry for the
row/column drivers dominated that of the control circuitry. For this reason, the en-
ergy consumption of the digital circuitry for the row/column drivers was investigated
further. In the analysis below, various elements that compose the row/column driver
circuitry were examined. Unfortunately, due to the setup of the design, only the en-
tire row/column driver could be simulated at one time. Back-calculations involving
typical energy characteristics for each component were then used to determine the

major sources of energy consumption.
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Table 4.3: Row/Column Driver Energy Consumption

Element Characteristics | Current/Driver | Total Energy

DFS8 381.2fA 16.01pA 91.12pJ
(D flip-flop) 1->1 transition
42MHz clock

JKSA2 8uW /MHz, 5.82uA 33.12uJ
(JK flip-flop) 303kHz

AN211 3.40,0W /M7 1.931A 10.9871)
(AND/NOR) 1.5 elements worth
42MHz, 2.9% of time

IN2 2.54 W /MHz 465nA 2.65J
(Inverter) 127/256 elements worth
42MHz, 2.9% of time

ON22 1.81uW/MHz 501nA 2.85d
(OR/NAND) 3/4 elements worth
42MHz, 2.9% of time

Total computed 140.76 1]

Total nanosim 144.5uJ
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From this analysis, it appears that the non-transition switching energy from the D
flip-flop is a significant drain on the overall energy. If this clock signal were gated the
energy consumption could be reduced a great deal since this flip-flop is required only
during the D/A conversion phase of the row period, a small fraction of the overall

row period time.
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Chapter 5

Conclusions and Future Work

The purpose of this thesis was to create a low power display driver that still main-
tained high quality images. The technique of using MLLA as a way of obtaining a free
image transform was explored since this allowed the elimination of this operation in
the digital domain. The system constructed consisted of a digital matrix multiplier
and a set of drivers to drive the rows and columns of the display. The digital matrix
multiplier, used to perform a single 1-D transform, consisted of a single MAC unit
operating quickly enough to compute the whole matrix multiplication in one frame
period. Each row/column driver consisted of a set of shift registers to store the digital
data, a D/A converter and an analog buffer. A ramp + counter-based D/A converter
was used to eliminate static power consumption in the conversion part of each driver.
A class-B output buffer was used to again eliminate static power caused by a class-A
output stage in each driver. In addition to the class-B output stage, transistors were

added to shut off the bias currents in the rest of the buffer circuit.

5.1 Conclusions

5.1.1 Energy Consumption

The following table summarizes the energy consumption of each major section of the

design and indicates the components in each section that consume the majority of
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that energy.

Table 5.1: Energy Consumption of the IC

Element Energy Consumption (one frame)
Digital Matrix Multiplier 118.7ud
Driver Control Circuitry 38ud
Drivers (digital) 144
Drivers (analog) 409.644J
Display Capacitance 2.77uJ
Total (Display driver circuitry) 592uJ

The energy consumption of the matrix multiplication system was 118.7uJ com-
pared with a total cost of driving the display of 592uJ.

From the table above, it is clear that the energy consumption of the display driver
system was larger than that of the matrix multiplier. This suggests that the usage
of the display to perform an image transform may not be the most efficient area
in which to develop the design. However, it should also be noted that this matrix
multiplication is inherent to the display driver system itself, and essentially comes for
free. Thus, the total savings can be computed as the energy of the 1-D transformation
that is saved, divided by the total energy of a system that does not use the LCD to

perform a 1-D transform.

118.7
092 4+ 2 % 118.7 + 2.77

= 14.3% (5.1)

These savings, while not insignificant, are nowhere near those originally predicted
by the Jouletrack and Matlab simulations. The reason for this stems from the assump-
tion that the primary energy consumption would come from the display capacitance

itself. In reality, the display driver energy was the most significant.

5.1.2 Quality

Another objective of this thesis was to maintain the quality of the displayed images. A

number of techniques were required in order to mitigate the effects of non-orthogonal
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driving matrices as well as to create gray levels.

From the PCB prototype, it is clear that the quality is dependent largely on
the orthogonality of the driving matrix. Other distortions undoubtedly arose from
the ability of the high-voltage drivers to produce accurate voltage levels as well as

producing them quickly enough so that the RMS of the voltage was accurate.

5.2 Lessons Learned

5.2.1 High-Voltage Devices

The high-voltage devices used in this thesis greatly limit the performance of the
output buffer circuit. Because they are able to withstand high voltages, their sizes
are generally quite large and their g,,/I ratio tends to be fairly low due to a larger
gate oxide thickness. Because of their large size, large parasitic diodes exist that add
capacitance at all nodes in the circuit. In general, all of these characteristics cause
these devices to be big and slow; precisely the opposite of what is desired in a driver

circuit.

5.3 Improvements and Future Work

5.3.1 Process

The current 0.8um process that was used in this project is not the latest available
from Austriamicrosystems. A smaller linewidth process that also has a high-voltage
option is available. This smaller process allows smaller high-voltage transistors which

would in turn result in smaller parasitics and hopefully improved performance.

5.3.2 Transform Used

The transform that is used in the system determines two things: the resultant com-
pression of the image, and the resultant driving voltages from the row and column

drivers. If a measure of the resultant compression a given transform might yield is
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used, it would be possible to select a transform that maximizes compression, mini-
mizes driving voltage, as well as minimizing distortion caused by non-orthogonality.
By minimizing the driving voltage, it would be possible to lower the energy consumed
by the driver circuits as well as possibly to move to a lower-voltage process resulting

in smaller, faster transistors.

5.3.3 Interframe Compression

Another way to lower energy consumption is to lower the bandwidth of the system,
ie. lower the amount of data that needs to be sent to the display system at any given
time. This could be possible through the use of interframe compression. This idea

has already been explored in the context of an OLED display [8].

5.3.4 Organic Light-Emitting Diode (OLED) Displays

OLEDs are hailed as being the up-and-coming display technology of choice. This
thesis, on the other hand, explored only the use of passive matrix LCDs as the display
technology. The results obtained are therefore not readily applicable to OLEDs.
However, while this thesis explored the use of the RMS response of the liquid crystal
to perform computation, with an OLED it might be possible to use their fast response
time and the eye’s ability to take an average to do the same. Using an OLED with
at-pixel multiplier circuitry as well as the eye’s natural ability to perform averaging,
a matrix multiplication could be obtained just the same as with an LCD.

However, one question left unanswered in this case is that of negative numbers.
The matrix multiplication uses negative numbers and therefore subtraction. However,
the eye cannot perform subtraction and so another means must be found to work

around this problem.
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Appendix A

D/A + Analog Buffer Simulations
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Figure A-1: Response over output load from 30p -> 400p
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Figure A-2: Response over all corners (digital value 1)

67



Active 5

Window Zoom Axes Curves Markers Annotation Edit Tools Help

i lE RN

rald
B

mouse L M
HIT-Kit: 360 Tech: cxz User: jzwalker

Figure A-3: Response over all corners (digital value 128)
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Figure A-4: Response over all corners (digital value 240)
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