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Abstract
The 21st century has seen the remarkable transformation of machine vision by deep learning. This has
enabled intelligent systems like autonomous vehicles and facial recognition software. However, the
success of deep learning is largely predicated on the availability of sufficient data; in many instances, data
may be scarce and expensive to source. In this thesis, we implemented two deep learning techniques: (1)
inpainting using partial convolution and (2) generative adversarial network (GAN) to generate synthetic
data to train deep learning image classifiers. We show that the addition of synthetic training images
dramatically improved the accuracies of our defect classifiers. Using Gradient- Class Activation Map
(Grad-CAM), we also demonstrate that the decision rules learned by the classifiers are significantly
enhanced where the classifiers are accurately activating at the specific defect locations upon addition of
synthetic training images. The study was performed at Amgen using real images of syringes and vials,
indicating the practicality of the technique for industrial applications.
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Chapter 1:
Introduction

1

1.1 Amgen
Amgen is a biotechnology company which specializes in the manufacture of parenteral biologics.
Amgen develops and delivers therapeutics for a broad range of diseases with focus in oncology, bone
health, nephrology and cardiovascular diseases. It has 22 commercially available products in
approximately 100 countries, and it employs more than 20,000 employees across different sites all over
the world[1].

1.2 Automated Visual Inspection (AVI) at
Amgen
At Amgen, every drug product unit is visually inspected for defects before distribution to final
patients. Amgen relies on both manual visual inspection (MVI) and automated visual inspection (AVI); in
MVI, the inspection is performed by highly trained human inspectors who carefully assess a drug product
unit for multiple attributes before deeming a unit as an accept or reject. In AVI, the same inspection is
performed by an automated machine. While AVI is advantageous because it offers up to 100-fold increase
in throughput compared to MVI, it is very inflexible. Current AVI systems rely on traditional vision

algorithm where vision engineers must hardcode strictly defined rules for detecting defects.
Traditional vision algorithms work by first extracting features such as corners and edges and,
converting them into a vector. A set of computations is then performed on the vector to see if a threshold
is exceeded; this will determine if the unit is defective or not[2], [3]. Some well-known algorithms
include SIFT (Scale-Invariant Feature Transform), SURF (Speeded-Up Robust Features), and BRIEF
(Binary Robust Independent Elementary Features). Traditional vision algorithms require significant
human input because the features, mathematical parameters, and thresholds are all set manually. Multiple
features are usually selected for high accuracy, and different sets of features are required for different
products. Because of this, algorithms are product-specific and new product introductions typically
require significant process characterization and technology transfer effort.

2

Figure 1.2.1 shows the process flow for developing an AVI algorithm for a new product at
Amgen. In the first step (defect set build), vision engineers “order” a reference panel containing units
which closely resemble the new product in terms of container shape, but which contain defects
specifically made for characterization purpose. In the second characterization step, the vision engineers
will use the reference units to tune their algorithm until it correctly identifies defects in the reference
units. These can take a few weeks to a few months depending on the complexity of the new product. In
the third step, the properly tuned algorithm undergoes a qualification process where it needs to exceed the
accuracy of manual inspection in order to pass. Once qualified, the algorithm can be deployed in real
inspection lines. This whole process must be repeated for every new product.

Figure 1.2.1: Process flow for development of AVI algorithm

1.3 Problem Statement
Deep learning has the potential to significantly improve the flexibility and accuracy of an AVI
system. Because a deep learning model contains a much larger set of parameters than a traditional
algorithm, it is better able to capture complex decision boundaries and is more robust against variations in
product features. And unlike traditional vision algorithms which require manual feature selection and
parameter tuning, a deep learning classifier learns the decision rules and parameters by itself during
training. The removal of the manual optimization step means a shortened timeline for characterization and
training can potentially only be done once for a broad range of products.

While deep learning is promising, their models typically require a lot of images for training in
order to achieve optimal performance. Producing sufficient units for training can be time consuming and
expensive for a pharmaceutical company like Amgen, especially if the number of images needed are on
the order of hundreds of thousands to millions.

Instead of relying on physical defects to provide defect images, in this thesis, we propose
synthetic image generation to create images for training. We implemented two deep learning models: (1)
inpainting using partial convolution, and (2) generative adversarial networks (GAN) to produce synthetic

3

images for training. Inpainting using partial convolution was used to create images of good and defective
units through defect removal and addition while GAN was used to generate whole images synthetically
from random seeds. We show that both techniques can be used to produce high quality images for
training, and that these synthetic images lead to dramatic improvement in the performance of deep
learning image classifiers.

4

1.4 Thesis Outline
In Chapter 1, we provide a brief introduction to Amgen and its automated visual inspection (AVI)
system. We identify key deficiencies in the current and proposed next generation AVI and provide
motivation for the thesis.

In Chapter 2, we provide some technical background which is necessary to understanding the
results presented in this thesis. The chapter starts with an introduction to convolutional neural network
(CNN), which is the basic architecture for implementation of deep learning in machine vision. We then
introduce two key techniques used in this thesis to generate synthetic images: (1) inpainting using partial
convolution, and (2) generative adversarial network. The chapter ends with a review of existing literature
on use of synthetic data for deep learning classifiers.

In Chapter 3, we provide details on the architecture of the inpainting models. We show how
inpainting models can be used to remove and add defects to images of drug product units. We also
perform ablation study to understand the loss terms used in the models.

In Chapter 4, we provide details on the architecture of the generative adversarial networks used in
this thesis. We look at different training strategies to produce high resolution, high variance images.

In Chapter 5, we provide details on the architecture of the refiner networks used in this thesis. We
show how refiners can be used to further increase the realism of synthetic images.

In Chapter 6, we show that the addition of synthetic training images dramatically improves the
test accuracy and classification rules of deep learning classifiers. We also introduce the concept of
differential training using a real-synthetic image pair.

In Chapter 7, we present a sample implementation of the image generation tools at Amgen. We
built a business case to justify the use of the developed tools at Amgen.
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Chapter 2:
Background

6

2.1 Convolutional Neural Network (CNN)
Convolutional Neural Network (CNN) [4], [5] is a deep learning architecture used for machine
vision where matrices of numbers called kernels are first convolved[6] with an input image to generate a
new tensor called a layer. The new layer is in turn convolved with another set of kernels to produce the
next layer, and the convolution process is repeated across all resulting layers until an output is generated
at the end of the network. For classification task, the output is a set of vectors representing different class
predictions. The parameters in the kernels are called weights, and they are tuned during training[7]. These
kernels can be thought of as interpreting important information in an image during inference to produce
the correct predictions.
CNN is inspired by biological systems and was first introduced in the field of machine learning
by LeCun et al in 1998[4] (Fig. 2.1.1) . The concept remains largely in the domain of academic research
until Krizhevsky et al[8], [9] deployed the network in the ImageNet Large Scale Visual Recognition
Challenge (ILSVRC) in 2012 and won the competition using their variant of CNN, AlexNet[9]. The
primary difference between AlexNet and earlier CNNs was the use of a much deeper network and the
implementation of GPU for the computationally expensive training process. Since AlexNet, there have
been many variations of CNNs. Today, two of the most popular CNN architectures are: (1) VGG[10] and
(2) ResNet[11], [12].

Figure 2.1.1: Convolutional Neural Network (CNN) proposed by LeCun et al[4] to classify digits 0
to 9.
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2.1.1 VGG
VGG[10] (Visual Geometry Group) is a CNN architecture which won the ILSVRC in 2014. It
achieves an improvement over AlexNet[9] by using smaller kernels with smaller receptive fields and
larger number of layers. Unlike AlexNet, the network is also broken into blocks of layers, and each block
ends with a max pooling layer. Figure 2.1.1.1(a) shows the layers of a VGG-16 network while figure
2.1.1.1(b) shows the layers of a VGG-19 network; they are similar in terms of overall configuration
except that VGG-19 has one additional convolutional layer for the last three blocks. The parentheses
show the number of kernels for each layer. All convolutional layers have 3x3 kernel size and a stride of 1
while the max pooling layers have window size of 2x2 and stride of 2. Both networks end with 3 fullyconnected layers; the last layer has a Softmax activation which produces the probability for each class.

Figure 2.1.1.1: Architectures of VGG-16 and VGG-19
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2.1.2 ResNet
ResNet is another well-established architecture which was first introduced by He et al in
2015[11]. It won the ILSVRC in the same year. ResNet, which stands for residual net, attempts to
overcome the problem of vanishing gradient in deep neural networks by introducing identity shortcut
connections between layers and reformulating the layers between the shortcut connections as residual
functions (Fig. 2.1.2.1(a)). The hypothesis is that the deeper architectures should always perform as well
as, if not better than shallower architectures using these shortcut connections. This is because a deeper
model can always reproduce the output of a shallower model by relying on the identity shortcut
connections in the last few layers. The use of shorcut connections allowed the author to construct a deep
network of up to 152 layers, which is 8x the layer number in a VGG-19.

Figure 2.1.2.1: Shortcut connections proposed by He et al in a ResNet.

Figure 2.1.2.2 shows the architecture of a ResNet-50 network. All convolutional layers (Conv)
have a stride of 1 and are followed by a batch normalization[13] layer with a ReLu activation. The values
in parentheses indicate the number of kernels.
There are five stages in ResNet-50 followed by a fully connected layer with Softmax activation.
The first stage consists of a convolution with a 7x7 kernel using stride 2, whereas the second to fifth stage
consists of multiple residual blocks each with a shortcut connection. The output dimension of each stage
is half the dimension of previous stage. In order to achieve this, the identity shortcut connection is
replaced with a convolutional shortcut connection (Fig. 2.1.1.1(b)) in the first residual block of every
stage. This convolutional shortcut connection uses a stride of 2 to achieve dimension reduction. In stage
2, instead of using a convolutional shortcut connection; the dimension is reduced using a max pooling
layer at the beginning of the stage.
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Figure 2.1.2.2: Architecture of ResNet-50

In the original ResNet (ResNetV1) architecture, batch normalization and ReLu activation are
applied after each convolutional layer in a “post-activation” step. In an improved version of ResNet
(ResNetV2) proposed by the same authors in 2016[12], batch normalization and ReLu activation are
applied before convolution in a “pre-activation” step. This increases the error reduction rate during the
start of training. The layer configurations for both ResNets are shown in Figure 2.1.2.3.

Figure 2.1.2.3: Original (ResNetV1) and improved (ResNetV2) ResNet.
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2.2 Visualization of CNNs using Gradient Class
Activation Map (Grad-CAM)
For industrial vision applications, it is important for deep learning systems to not just have high
classification accuracy, but also to have the right ‘reasoning’ for classifications made. To ensure the
robustness of deep learning systems in industries, there should also be clear, intuitive visual explanations
for decisions made [14]–[20].
One of the simplest and most effective ways to visualize the learned generalization of a CNN is
an approach called Grad-CAM[21] (Fig. 2.2.1). Grad-CAM is a heatmap technique which shows which
region of an image maximally activates the final neurons of a CNN classifier. The strength of activation is
defined by the gradient of the nodes in the last fully connected layer with respect to the last convolutional
layer. Because the spatial structure is conserved in all convolutional layers of a CNN, this gradient map
can be resized to the dimension of the input image to create a coarse heatmap indicating which region of
the image has the maximum effect on the decision node.

Figure 2.2.1: Overview of Grad-CAM

Figure 2.2.2 shows some sample Grad-CAM heatmaps for different classes. We can clearly
observe that the regions of maximum activations correspond very well to the positions of the cat and dog.
From this, it is evident why Grad-CAM can be very useful for industrial applications; it is an intuitive
method which can be easily understood and is class-discriminative. Unlike previous methods such as
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deconvolution, Grad-CAM can also be implemented for a large variety of CNN architectures such as
VGG and ResNet.

Figure 2.2.1: Sample GradCAM heatmaps. (a) Original image, (b) GradCAM heatmap of cat, and (c)
GradCAM heatmap of dog
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2.3 Inpainting using Partial Convolution
Inpainting using partial convolution[22] is a deep learning image reconstruction technique to
infill holes in images with plausible pixel predictions. Its basic architecture consists of a U-Net[23] with
partial convolution, and the training is performed using six losses which capture things like semantics and
smoothness[24]–[27].
Figure 2.3.1 shows the comparison between a linear Convolutional Neural Network (CNN) and a
U-Net. In a linear CNN, the dimensions of the layers are progressively reduced as they undergo repeated
convolutions[16]. The output is a vector representing a class prediction. In a U-Net structure, there is an
encoder section where dimensions of the layers are progressively reduced, and a decoder section where
the dimensions of the layers are progressively expanded. To prevent information loss, layers from the
encoder section are concatenated with corresponding layers on the decoder section. The output of a U-Net
is an image with the same dimension as the input image. The output image can be modified image (eg
infilled image using inpainting with partial convolution) or a pixel label map (eg semantic
segmentation[28]).

Figure 2.3.1: Comparison of a Linear CNN and a U-Net
Figure 2.3.2 shows the comparison between a normal convolution[6] and a partial convolution.
For a normal convolution, the only input is an image, and there is only one line of convolutional layers
originating from the input image. In the case of partial convolution, there are two inputs, a mask and an
image. In this case, there are two types of layers: the image layers and the mask layers. The image layers
are generated by first calculating the element-wise product of the previous mask and image layer,
followed by a convolution. The mask layers are generated in a similar way as a normal convolution.
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Figure 2.3.2: Comparison of a normal and partial convolution
Figure 2.3.3 shows the basic architecture of inpainting using partial convolution obtained by
combining a U-Net with partial convolution. In this case, both the image and mask layers from the
encoder section are concatenated with their corresponding layers on the decoder side. The number,
dimensions, and strides of the convolutional kernels are the same for both the image and mask layers. The
kernel weights for the image layers are trainable while the kernel weights for the mask layers are all set to
ones. Each mask layer generated from convolution of a previous layer is clipped to a value of between 0
and 1. This has the effect of contracting the size of any holes in the mask and image layers. This is an
important feature which enables infilling of holes in images.

Figure 2.3.3: Architecture of an inpainting using partial convolution model

14

Figure 2.3.4 shows some sample real images with holes which have been reconstructed using
inpainting with partial convolution. It is evident that the models are capable of infilling holes with
semantic, high resolution pixel predictions.

Figure 2.3.4: Reconstruction of images using inpainting with partial convolution

2.4 Generative Adversarial Network (GAN)
In the seminal paper on GAN by Goodfellow et al in 2014[29], the authors proposed a network
for training an image generator where they implemented an architecture consisting of a discriminator and
generator. The discriminator aims to discriminate real from synthetic images while the generator aims to
create realistic synthetic images to fool the discriminator. The two components are trained in an
adversarial manner; if the discriminator accurately distinguishes real from synthetic images, the generator
is penalized. If it makes the wrong classifications, the discriminator is penalized. Eventually, the
generator can generate very realistic images after multiple epochs of adversarial training. Figure 2.4.1
shows some sample MNIST digits created using a GAN generator.
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Figure 2.4.1: MNIST digits generated using Goodfellow et al’s GAN generator[29]
In Goodfellow et al’s seminal work, the authors used fully connected layers for both the
discriminator and generator. In 2015, Radford et al[30] replaced all fully connected layers with
convolutional layers and introduced batch normalization in the network. The authors also used ReLu and
Leaky Relu activations for the layers in the discriminator and generator respectively. Dubbed “deep
convolutional GAN”, these changes led to stable implementations of CNN for GANs which paved the
way towards more sophisticated GAN architectures such as Style GANs[31], [32] and BigGANs[33].
Figure 2.4.2 shows the architecture of the generator proposed by Radford et al. While the discriminator
uses normal convolutional layers for dimension reduction, the generator uses fractionally-strided
convolutions (or transpose convolution) to expand a random vector of length 100 to 64x64-pixels RGB
image. Figure 2.4.3 shows some sample bedrooms generated using DCGAN generator. It is evident that
the models are capable of generating highly complex synthetic images[34].

Figure 2.4.2: Deep convolutional GAN (DCGAN)
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Figure 2.4.3: Synthetic bedroom images generated using Radford et al’s DCGAN generator[30]

2.5 Synthetic Training Images to Improve
Performance of CNN Classifiers
Deep learning models for machine vision require a lot of training images to achieve optimal
performance[35]–[37]. In most instances, this amount of data can hard to obtain. Because of this, a lot of
effort has been put into creating synthetic images for training of deep learning models. The approaches
can be broadly classified into deep learning[38]–[41] and non-deep learning methods[42]–[47].

GAN is the primary deep learning approach to generate synthetic images for training because it
can create clear, high resolution images from random seeds. The images generated by GAN are
interpolation of data points between current images in the latent space. They can help regularize training,
prevent overfitting for a small training set, and help to better define decision boundaries between the
different classes. One example application of GAN is in the medical imaging field. In this field, image
acquisition and labelling tasks are very expensive and time consuming because medical expertise is
required. On top of that, there is severe imbalance between the classes due to varying frequencies of
diseases. GAN-generated images have been shown to significantly improve the accuracy of CNN
classifiers deployed for medical imaging. For instance, Frid-Adar et al[39] have shown that addition of
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GAN-generated images to their training set increased the accuracy and specificity of their liver lesion
CNN classifier from 78.6% and 88.4% to 85.7% and 92.4% respectively. Similarly, Bowles et al[40]
demonstrated an improvement in the Dice Similarity Coefficient of a brain segmentation task of up to 5%
using GAN-generated images (figure 2.5.1) . Besides GANs, deep learning techniques such as style
transfer have also been deployed in synthetic training image generation; these are refining tools to make
synthetic images more realistic for training CNN classifiers.

Figure 2.5.1: Sample GAN images for medical imaging. (a) Real and (b) GAN-generated CT-scans of
cerebrospinal fluid (CSF). The red, green and blue regions are the cortical, brain stem, and the ventricular
CSF respectively. (c) Real and (d) GAN-generated MRI scans of white matter hyperintensivity.

In addition to deep learning approach such as GAN, there are also non deep learning methods to
generate synthetic images for training. One such example is CAD-based methods where a user creates and
renders models as images for training CNN classifiers. During the design phase, users can manually insert
objects, manipulate their positions, or change the textures and shapes of their models. This makes CAD
useful for creating training images for object detection and semantic segmentation. For instance, Stefan et
al[42] were able to train their object detectors using CAD-generated images and obtain comparable
performance to detectors trained only on real images. Ros et al[43] showed significant improvement in
their semantic segmentation tasks of urban scenes by including synthetic training images rendered from
virtual cities. Alhaija et al[44] inserted virtual objects into real scenes in order to order to increase the
training dataset used for their semantic segmentation models. They found that a mixture of real and
synthetic images significantly improved the performance of the models in car segmentation tasks.

18

Figure 2.5.1: A virtual urban scene from the SYNTHIA dataset[43]
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Chapter 3: Data
Augmentation using
Inpainting with
Partial Convolution
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3.1 Architecture
The basic architecture of the inpainting model[22] used in this thesis is shown in Figure 2.2.3.
Figure 3.1.1 and Figure 3.1.2 show the layer details on the encoder and decoder side of the model. The
layers on both sides are symmetric to allow for proper concatenation, and the input image, input mask and
output image are all normalized to values between 0 and 1. For training, two sets of datasets are required;
an image dataset and a mask dataset. In this thesis, training masks are generated using a mask generator
which creates lines of variable widths at random length and position. The lines are holes and have pixel
value of 0 while the background has pixel value of 1 (normalized). Figure 3.1.3 depicts the training
process. Training is done by feeding the image-mask pair into the model with the input image as the
ground truth. Any reconstructed image which is different from the input image will result in losses which
would be backpropagated to adjust the weights of the kernels. There are six losses used for training[24]–
[26]:
a. Valid loss (𝑙1 ): per-pixel loss for the non-hole region. This loss is calculated by taking the
absolute difference in pixel values between the ground truth and reconstructed image for
the non-hole region.
b. Hole loss (𝑙2 ): per-pixel loss for the hole region. This loss is calculated by taking the
absolute difference in pixel values between the ground truth and reconstructed image for
the hole region.
c. Content loss (𝑙3 ): a form of loss to capture difference in content between ground truth and
reconstructed image. To calculate this loss, another image classifier (eg VGG16, ResNet
etc) is first trained on similar images. Content loss is then calculated by feeding both the
ground truth and reconstructed image into the pre-trained classifier, and taking the
difference in values of certain selected hidden layers between the ground truth and
reconstructed image. In this thesis, the term we use for the pre-trained classifier is
feature extractor.
d. Style loss 1 (𝑙4 ): a form of loss to capture style difference between ground truth and
reconstructed image. This loss is computed by taking the difference in Gram matrix
values of selected hidden layers in the feature extractor between the ground truth and
reconstructed image.
e. Style loss 2 (𝑙5 ): this loss is very similar to style loss 2; the only difference is instead of
using the whole reconstructed image to calculate style loss, we use a composite image
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consisting of ground truth in the non-hole region and reconstructed image in the hole
region.
f.

Variation loss (𝑙6 ): a form of loss to capture smoothness in the reconstructed hole region.
It is calculated by taking the difference in pixel values of the reconstructed hole region
when they are shifted by 1-pixel in the x direction and 1-pixel in the y direction.

The content and style losses are also known as perceptual losses.
The total loss used for training is the sum of all six losses:
𝐿 = 𝐴𝑙1 + 𝐵𝑙2 + 𝐶𝑙3 + 𝐷𝑙4 + 𝐸𝑙5 + 𝐹𝑙6
Equation 3.1.1
Where A, B, C, D, E, and F are the coefficients of the six losses respectively. These coefficients will be
varied as part of ablation studies in Chapter 3.4.
In this thesis, three types of feature extractors were used.
1) VGG 16: For inpainting models with VGG16 feature extractors, the three layers used for
calculations of 𝑙3 , 𝑙4 , and 𝑙5 are the first three max pooling layers (layer 3,6, and 10 respectively)
of the model shown in figure 2.1.1.1 . In the VGG 16 model loaded from the Tensorflow library,
the corresponding layer names are block1_pool, block2_pool, and block3_pool. Inpainting
models with a VGG 16 feature extractor are used to generate images used in Chapter 3.2-3.5 and
Chapter 6.1.
2) ResNetV1: For inpainting models with ResNetV1 feature extractor, the three layers used for
calculations of 𝑙3 , 𝑙4 , and 𝑙5 are layer 6 (max pooling layer), 37 (add layer), and 79 (add layer).
In figure 2.1.2.2, these layers correspond to the max pooling layer of the first stage, the addition
layer of the last block of the second stage, and the addition layer of the last block of the third
stage respectively. In the ResNetV1 model loaded from the Tensorflow library, the corresponding
layer names are pool1_pool, conv2_block3_add, and conv3_block4_add. Inpainting models with
a ResNetV1 feature extractor is only used to generate images used in Chapter 3.4 and 3.5.
3) ResNetV2: For inpainting models with ResNetV2 feature extractor, the three layers used for
calculations of 𝑙3 , 𝑙4 , and 𝑙5 are layer 4 (pooling layer), 39 (add layer), and 85 (add layer). In
figure 2.1.2.2, these layers correspond to the max pooling layer of the first stage, the addition
layer of the last block of the second stage, and the addition layer of the last block of the third
stage respectively. In the ResNetV2 model loaded from the Tensorflow library, the corresponding
layer names are pool1_pool, conv2_block3_add, and conv3_block4_add. Inpainting models with
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a ResNetV2 feature extractor are used to generate images used in Chapter 3.4-3.5, and Chapter
6.1.

Figure 3.1.1: Layer configuration in the encoder section of the inpainting model
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Figure 3.1.2: Layer configuration in the decoder section of the inpainting model
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Figure 3.1.3: Training of an inpainting model
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3.2 Data Augmentation using Inpainting with
Partial Convolution
3.2.1 Defect removal
In the context of automated visual inspection, inpainting using partial convolution can be used to
remove or add defects to images of drug product units; these synthetic images can in turn be used to
improve the training of deep learning classifiers. Table 3.2.1.1 show the parameters used to train an
inpainting model to remove defects from stoppers. The model is trained is on 1500 images of good
stoppers cropped from full size images of syringes with dimensions 251 x 1651 pixels (Fig. 3.2.1.1). The
cropped images were 251 x 251 pixels, which were resized to 256 x 256 pixels for training.

Table 3.2.1.1: Training parameters for an inpainting model trained on images of syringe stoppers

Figure 3.2.1.1: Image of a full-size syringe
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Figure 3.2.1.2 shows four sample images of defective stoppers where the defects have been
synthetically removed. The masked region is infilled with no defect because the model is trained on
images of good stoppers. Figure 3.2.1.3 shows four full size images of syringes where the stopper
sections are cropped, altered, before being reinserted back into the original images. In the last image, the
barrel section of the syringe is cropped and altered using a model trained on non-defective barrels. By
training an inpainting model on images of good units, we can remove defects by creating holes at the
defect location and infilling the holes using the inpainting model.

Figure 3.2.1.2: Real, masked, and synthetic images of syringe stoppers where defects were removed
using an inpainting model
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Figure 3.2.1.3: Real and synthetic images of full-size syringes where defects were removed using an
inpainting model
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3.2.2 Defect Addition
Figure 3.2.2.1 shows synthetic images of defects created from real images of goods. To do this, a
defect crop is first selected from a defect library and inserted into the image (this is equivalent to setting
the pixel values of a selected region of the image to the values of the defect crop). A mask is then
automatically generated at the boundary of the inserted defect crop and fed into an inpainting model
which infills the boundary mask. The infilling of the boundary mask creates a smooth transition between
the inserted crop and host image. The inpainting model used in this example is the same that of Table
3.2.1.1 (trained on images of good units). Figure 3.2.2.2 shows full-size images of syringes where defects
have been added to the stoppers. This is done by first cropping the stopper, altering the stopper, and
reinserting the stopper back into the original full-size images.
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Figure 3.2.2.1: Real and synthetic images of syringe stoppers where defects were added using an
inpainting model
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Figure 3.2.2.2: Real and synthetic images of full-size syringes where defects were added using an
inpainting model

Another method to create synthetic defects is through an inpainting model trained on real images
of defective units. During training, the model is fed images of defective units and masks which precisely
cover the defect location. By feeding this image-mask pair, the model is trained to infill any mask hole
with a defect. During inference, the model is fed an image of a good unit and a mask is placed at the
precise location where a user would like a defect; the inpainting model would then infill the mask hole
with a defect. Figure 3.2.2.3 shows some synthetic units created using this method. In this case, defect
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generation is faster compared to insertion of a defect crop; however, there is less control over the
generated defect. To reduce randomness, it is best to train a model on a specific defect class so that the
generated defect is only from that class.

Figure 3.2.2.3: Real and synthetic images of syringe stoppers where defects were added using an
inpainting model trained on defective units

3.2.3 General Augmentation
For visual inspection, it is desirable to have a general augmentation capability instead of just
defect removal and defect insertion. Inpainting using partial convolution can also be used to alter other
features of a unit by training the model on images with desired features. During inference, any masked
region will then be filled with the feature. Figure 3.2.3.1(a) shows an example where the shape of the
meniscus has been altered from a high curvature to a low curvature shape while Figure 3.2.3.1(b) shows
the full-size syringe. In this case, the inpainting model is trained on images of low curvature meniscus so
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that any holes at the meniscus position will be infilled with a low curvature shape. Augmentation of
features like meniscus shape allows one to standardize images of drug product units to a certain state so
that there’s less variability in the image dataset. This in turn allows classifiers to better focus on
anomalies and defects in images.

Figure 3.2.3.1: Alteration of meniscus position and shape using an inpainting model

3.3 Enhancement of Processable Image Size
using ResNet Feature Extractor
Inpainting using partial convolution was first proposed by Liu et al in 2018[22] where they used a
pre-trained VGG16 as the feature extractor. Their models were trained on images with dimensions of 512
x 512 pixels. For images with larger dimensions, we found that inpainting models using VGG16 feature
extractor failed to reconstruct high resolution images. Figure 3.3.1 shows an image of a vial neck with
dimension of 1024 x 512 while Figure 3.3.1b shows a synthetic image of the same vial where a trained
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inpainting model with VGG16 feature extractor has been used to infill the holes. If we zoom into the
infilled region, it is evident that the reconstructed hole region has a much lower resolution that the
surrounding area. This is after extensive training and hyperparameter optimization where the coefficient
for variation loss (l6) has been set to 0 (Table 3.3.1). Figure 3.3.2 shows another example where an image
of a vial base with dimension of 1024 x 512 was reconstructed using an inpainting model with VGG16
feature extractor. We again observe low resolution infilling in the hole region.

Table 3.3.1: Training parameters for inpainting models trained on images of vial necks

Figure 3.3.1: Hole infilling using an inpainting model with VGG16 feature extractor
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In this thesis, we introduce the use of ResNet as feature extractors in order to increase the image
size limit for the inpainting model. Figure 3.3.2 shows the same vial neck region reconstructed using
inpainting models with ResNetV1 and ResNetV2 feature extractors. Compared to the VGG16 feature
extractor, inpainting models with ResNet feature extractors were able to create infilling with much higher
resolution. Table 3.3.1 shows the details of the training for the inpainting models with ResNet feature
extractors. ResNetV2 is an improved version of the original ResNet (ResNetV1); in ResNetV2, activation
and batch normalization are applied before any convolution operations whereas in ResNetV1, they are
applied after convolutions. For both inpainting models, the outputs of the addition layers in selected
residual blocks are used for calculations of l3, l4, and l5. We observe that for large images, inpainting
models with ResNet feature extractors were able to reconstruct images with much better resolution.
Figure 3.3.3 compares the reconstructions of the inpainting models with ResNetV1 and ResNetV2 feature
extractors at higher magnifications. The reconstruction using ResNetV2 feature extractor is sharper, and
in general, ResNetV2 inpainting models have better resolution than ResNetV1 models given the same
training time.

Figure 3.3.2: Hole infilling using an inpainting models with ResNetV1 and ResNetV2 feature
extractors
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Figure 3.3.3: Hole infilling using inpainting models with ResNetV1 and ResNetV2 feature
extractors (magnified)

Figure 3.3.4 shows examples of defects being removed from full-size images of vials using the
same inpainting model (with ResNetV2 feature extractor) shown in Table 3.3.1. In Figure 3.3.4, the neck
region of the vials (1024 x 512) are first cropped and the cracks removed using the inpainting model,
before they are reinserted back into the original full-size vial images. While the use of ResNet feature
extractors allow for larger processable image size, the images still have to be cropped (for this thesis) due
to memory limitations. In Figure 3.3.5, glass particles are removed from magnified images of stoppers.
The training details of the inpainting model for Figure 3.3.5 are shown in Table 3.3.2.
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Figure 3.3.4: Real and synthetic images of vials where cracks were removed using an inpainting
model with ResNetV2 feature extractor

Table 3.3.2: Training parameters for inpainting model trained on magnified images of stoppers
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Figure 3.3.5: Real and synthetic images of stoppers where glass particles were removed using an
inpainting model with ResNetV2 feature extractor

Figure 3.3.6 shows examples of synthetic images where defects have been added using the same
inpainting model shown in Table 3.3.1 (with ResNetV2 feature extractor). Defect crops containing cracks
are inserted into the cropped neck section (1024 x 512) of the vials and fed into the inpainting model
Figure 3.3.7 shows full-size vial images where the altered images in Figure 3.3.6 are reinserted back into
their respective full-size vial images.
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Figure 3.3.6: Real and synthtic images of vial necks where cracks were inserted using an inpainting
model with ResNetV2 feature extractor
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Figure 3.3.7: Real and synthetic images of full-size vials where cracks were inserted using an
inpainting model with ResNetV2 feature extractor

3.4 Ablation Study of Different Loss Terms
In order to understand the effect of different loss terms on the reconstructed images of an
inpainting model, we varied their coefficients during training[24]–[27]. We focus on four losses: content
loss (l3) , style loss 1 (l4), style loss 2 (l5), and variation loss (l6), and investigated the effect of these losses
on inpainting models with VGG16, ResNetV1, and ResNetV2 feature extractors. The training and layer
details are shown in Table 3.4.1. More explanations regarding the layers and losses are given in Chapter
3.1.

40

Table 3.4.1: Training parameters and layers used to calculate content (l3) and style losses (l4, l5) for
ablation study

Table 3.4.2 shows a summary of VGG16 inpainting models trained on 1500 256 x 256 images of
syringe stoppers using different loss coefficients while figure 3.4.1 to 3.4.3 show reconstructed images
corresponding to these models. We can steer the model to focus more on a loss term by increasing its
coefficient. All models with VGG16 feature extractor are trained for 200 epochs. Figure 3.4.1
demonstrate the effect of content loss on the output of a VGG16 inpainting model. On the surface, there
does not seem to be large changes with variation in content loss coefficients. However, as we zoom closer
into the images, we observe that large content loss coefficient leads to checkerboard artifacts in the
reconstructed hole and certain background regions of the image. This is consistent with the results by
Johnson et al[24]. On the other hand, when the content loss is very small, the resolution of reconstructed
hole does not appear as sharp as models with large content loss. One likely reason for this is when content
loss is small, other terms such as variation loss start to dominate.

Table 3.4.2: Loss coefficients for inpainting models with VGG16 feature extractor
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Figure 3.4.1: Effect of content loss (l3) on outputs of inpainting models with VGG 16 feature
extractor

Figure 3.4.2 illustrate the effect of style losses 1 and 2 on the reconstructed images of VGG16
inpainting models. Style losses capture texture information; hence when it is removed, we observe a
distinct difference in texture between the hole and its surrounding region (Fig. 3.4.2 (a)). When style
losses are added in Figure 3.4.2 (b), the textures in both the hole and background appear almost the same,
and the hole region blends very well into its surrounding. When the style loss coefficients are made very
large, the discontinuity between the hole and background completely disappear; however, some
background artifacts begin to appear. In addition, for jagged edges such as the ribs of the stoppers, the
reconstruction of the hole region appears flawed as the model overemphasizes textures.
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Figure 3.4.2: Effect of styles losses (l4, l5) on outputs of inpainting models with VGG 16 feature
extractor

Figure 3.4.3 illustrates the effect of variation loss on the reconstructed images of VGG16
inpainting models. Variation loss is a regularizing term which acts to smooth out the reconstructed hole
region. When it is absent, the model can overemphasize resolution, producing an image which is very
sharp, but has discontinuity. When it is too large, it can cause the hole to become blurry.
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Figure 3.4.3: Effect of variation loss (l6) on outputs of inpainting models with VGG 16 feature
extractor

Table 3.4.3 summarizes the losses used to train different ResNetV1 inpainting models while
figure 3.4.4 to 3.4.5 show output images from these models. The layers used to compute the content and
style losses are shown in Table 3.4.1. The models are also trained on 1500 256 x 256 images of syringe
stoppers similar to VGG16 models; however, in this case, the models are only trained for 50 epochs. We
expect the effect of variation loss to be the same for inpainting models with different feature extractors,
hence we only focus on content and style losses.

Table 3.4.3: Loss coefficients for inpainting models with ResNetV1 feature extractor

Figure 3.4.4 illustrates the effect of content loss on reconstructed images of ResNetV1 inpainting
models. It is evident that larger content loss coefficient leads to higher resolution images; however, it also
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leads to checkerboard artifacts. In the case of small content loss where the coefficient is set to 1 (Fig.
3.4.4 (a)), the fidelity of the reconstructed images can be further increased with longer training time. For
instance, we can produce images with resolution similar to Figure 3.4.4 (b) using l3 coefficient of 1 by
increasing the number of training epochs from 50 to 200. Figure 3.4.5 illustrates the effect of style loss
coefficients on reconstructed images from ResNetV1 inpainting models. In this case, we do not observe
any distinct changes when we vary the style loss coefficients.

Figure 3.4.4: Effect of content loss (l3) on outputs of inpainting models with ResNetV1 feature
extractor

Figure 3.4.5: Effect of style losses (l4, l5) on outputs of inpainting models with ResNetV1 feature
extractor
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Table 3.4.4 summarizes the losses used to train different ResNetV2 inpainting models while
figure 3.4.6 to 3.4.7 show output images from these models. The layers used to compute the content and
style losses are shown in Table 3.4.1. All models are trained on 1500 256 x 256 images of syringe
stoppers for 50 epochs. Figure 3.4.6 illustrate the effect of content loss on output images from these
ResNetV2 inpainting models. Consistent with the results from VGG16 and ResNetV1 inpainting models,
larger content loss coefficient generally leads to higher fidelity and less blurry images. Figure 3.4.7
illustrate the effect of style losses on output images from ResNetV2 inpainting models. In this example,
we do not observe significant differences with changes in style loss coefficients. Figure 3.4.8 shows
another example where we do observe a difference in texture with a change in style loss coefficients for
inpainting model with ResNetV2 feature extractor. In this case, the texture of the hole matches its
background significantly better when the style loss coefficients are large; however, it also results in some
background artifacts in the image. The training details of the inpainting models used in Figure 3.4.8 are
shown in Table 3.3.2.

Table 3.4.4: Loss coefficients for inpainting models with ResNetV2 feature extractor
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Figure 3.4.6: Effect of content loss (l3) on outputs of inpainting models with ResNetV2 feature
extractor

Figure 3.4.7: Effect of style losses (l4, l5) on outputs of inpainting models with ResNetV2 feature
extractor: sample 1
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Figure 3.4.8: Effect of style losses (l4, l5) on outputs of inpainting models with ResNetV2 feature
extractor: sample 2
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3.5 Effective Strategies to Train Inpainting
Models
For defect removal and addition purpose, we rely on inpainting models which can infill holes
with desired features. In the case of defect removal, the mask hole is created at the defect so that upon
infilling, the defect has been replaced with no defect. In the case of defect addition, the mask hole is
created at the boundary of the defect crop and host image; this boundary hole is then infilled to create a
smooth transition between the crop and host image.
To build a model for infilling holes with no defects, the model can be trained in two ways. First,
the model can be trained on images of good units itself. This can be done when there are sufficient good
units to provide images for training. In cases where we do not have sufficient good units for training, we
can rely on cropping and pooling. We can select images from defect classes where the defects are not in
the region of interest. The region can then be cropped and pooled to provide sufficient good images for
training, as shown in Figure 3.5.1. During inference, the same procedure is followed where the region of
interest is first cropped, altered, before it is reinserted back into the full-size image.
The second way to build a model for defect removal and addition is to train the model on images
of defective units. The defects in these images should be at different locations so that any defects can be
“averaged” out and a trained model can infill holes with no defects. Figure 3.5.2 shows three images of
stoppers used for training where the defect is at different locations. Figure 3.5.2 (b) shows the results of
augmentation using an inpainting model trained on images of defective units depicted in Figure 3.5.2(a).
During inference, the mask hole is created at the specific location of the dark glass particle, and the hole
is infilled with an average no-defect state.
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Figure 3.5.1: Cropping and pooling of selected region of interest for training

Figure 3.5.2: Defective units for training. The averaging effect of defects at different locations lead to
infilling of holes with no defect
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Chapter 4: Data
Augmentation using
GANs
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4.1 Architecture
Generative adversarial network (GAN) is a deep learning technique to train a generator capable of
generating high resolution synthetic images. There have been multiple variants of GAN since its inception
in 2014; however, the basic framework remains the same; the network consists of a generator and a
discriminator (Fig. 4.1.1). The generator aims to create a realistic image to fool a discriminator into
thinking it is a real image while the discriminator aims to discriminate a real image from a synthetic
image. The two components are trained in an adversarial manner; during each training step, a set of
synthetic images from the generator is mixed with a set of real images. If the discriminator accurately
classifies the images in the set, the generator is penalized. If it makes the wrong classifications, the
discriminator is penalized. Eventually, the generator can generate very realistic images after multiple
epochs of training.

Figure 4.1.1: Generative Adversarial Network (GAN)

In this thesis, we primarily use deep convolutional GANs[30] to train our generators. The images
produced by these generators are used to increase the size of the image dataset used to train our deep
learning image classifiers. Figures 4.1.2 and 4.1.3 show the architecture of the generator and
discriminator respectively. The input to the generator is a random vector with length of 100, mean of 0,
and standard deviation of 1. The first layer is a dense layer which is reshaped into a matrix with
dimension of (4,4,4096). This is followed by 6 2D transpose convolutions where the output dimensions
get progressively larger with each convolution: 4x4 → 8x8 → 16x16 → 32x32 → 64x64 → 128x128 →
256x256. The generator output is an image with pixel range of [-1, 1]. The discriminator is a simple
image classifier with five 2D convolutional layers followed by a dense layer which output a value
between 0 and 1 (synthetic or real).
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Figure 4.1.2: Architecture of GAN generator
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Figure 4.1.3: Architecture of GAN discriminator

The loss functions used to train the generator and discriminators are:
𝑁−𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐

𝐺𝑒𝑛𝑒𝑟𝑎𝑡𝑜𝑟 𝑙𝑜𝑠𝑠 = − ∑𝑖=1

log 𝐷(𝐺(𝑧𝑖 ))

𝑁−𝑆𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐
𝐷𝑖𝑠𝑐𝑟𝑖𝑚𝑖𝑛𝑎𝑡𝑜𝑟 𝑙𝑜𝑠𝑠 = − ∑𝑁−𝑅𝑒𝑎𝑙
log 𝐷(𝑥𝑖 ) − ∑𝑖=1
log (1 − 𝐷(𝐺(𝑧𝑖 )))
𝑖=1

Equation 4.1.1

Equation 4.1.2

where:
𝑥𝑖

: real image

𝑧𝑖

: random vector input into generator

𝐺(𝑧𝑖 )

: synthetic image from generator

𝑁 − 𝑅𝑒𝑎𝑙

: number of real images in training batch
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𝑁 − 𝑆𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 : number of synthetic images in training batch
𝐷(𝑥𝑖 )

: discriminator output for a real image

𝐷(𝐺(𝑧𝑖 ))

: discriminator output for a synthetic image

Equations 4.1.1 and 4.1.2 are a form of minmax loss. Note that both losses are computed and
backpropagated into their respective networks during each training step. The generator loss is computed
over all synthetic images in the training batch while the discriminator loss is computed over both real and
synthetic images in the batch. For all GANs used in this thesis, the batch size during training is 30. This
means that the losses are computed using 30 real images and 30 synthetic images during each training
step. The training images in all cases have dimensions of 256 x 256 x 1, with each pixel value normalized
to [-1,1].

4.2 Effective Strategies to Train GANs
In this section, we describe the techniques which were used to improve the training stability,
image resolution, and image variability of GANs. For an exhaustive list of available techniques, we refer
the readers to references[48]–[56].
Figure 4.2.1 shows some sample synthetic images generated by a GAN with an architecture
shown in Figure 4.1.1. The GAN was trained for 100 epochs on 1500 256 x 256 images of good syringe
stoppers using Adam optimizers with a learning rate of 10-4 for both the discriminator and generator. A
minmax loss function and batch size of 30 were used for training. The architecture and learning rate lead
to fast convergence, and the model was able to generate images with relatively high resolution. However,
there is zero variability as all generated stoppers have the same shape and features except for varying
brightness.

Figure 4.2.1: Synthetic images from generator shown in figure 4.1.2
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Figures 4.2.2 and 4.2.3 show some sample images generated by GANs with the same
architecture; however, in this case we implemented two changes. First, we perform spectral
normalization[49] on each discriminator layer of the GAN in order to increase the likelihood of the
discriminator learning the true multimodal distribution of the training image set. This in turn guides the
generator to do the same. Spectral normalization is a form of weight normalization where the spectral
norm of the weight matrix is constrained. Secondly, we set the learning rate of the discriminator to be one
order of magnitude larger than the generator according to the Two-timescale Update Rule (TTUR)
proposed by Heusel et al[50]. The idea is to let a discriminator converge to a local minimum first with
little perturbation by the generator before the learning is transferred to the generator. This allows the
discriminator to crystallize current information before new information is learned. The GAN in Figure
4.2.2 was trained on 1500 256 x 256 images of good syringe stoppers while the GAN in Figure 4.2.3 was
trained on 1500 256 x 256 images of defective stoppers pooled from five defect classes: white stains,
incomplete mold, liquid in ribs, malformed ribs, and specks. In both cases, Adam optimizers were used
for the generator and discriminator, and the learning rates were set to 10-5 and 10-6 respectively. A
minmax loss function was used, and both GANs were trained for 2000 epochs with a batch size of 30. In
both figures, we observe image variability which is much larger than in Figure 4.2.1.

Figure 4.2.2: Synthetic images from generator shown in figure 4.1.2, with spectral normalization
and TTUR implemented
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In order to streamline image generation for visual inspection purpose, we next implemented a
conditional GAN in order to have one generator generate images from different classes depending on the
input vector. This way, we only need to train and store one generator. We created a set of one-hot vectors
as labels for each defect class. The vectors are then appended to the random seed to indicate to the
generators which defect class to generate. Similarly, to indicate to the discriminator which defect class
each image is from, additional label channels are appended to real and generated images as labels. These
channel labels are formed by duplicating the one-hot-vector labels as shown in Figure 4.2.4. The labels
for the discriminator and generator for each defect class should match at every training step, so that
during inference (after training), the generator is able to generate images from the correct defect class
when the corresponding label is fed into the generator.
The conditional GAN (cGAN) used to generate images in Chapter 6.2 was trained on five classes
of stopper images: goods, white stains, incomplete mold, malformed ribs, and specks. Each class has 300
training images. Table 4.2.1 shows the training details. Loss functions shown in Equations 4.1.1 and 4.1.2
were used, and spectral normalization was also implemented for all discriminator layers along with TTUR
training. Figure 4.2.5 show some sample images generated from the trained c-GAN. The images
generated have large variability and good resolution. Compared to a GAN trained on pooled defects (Fig.
4.2.3), the images generated from a cGAN are ‘pure’ where they belong to only one defect class. Because
of this, the images generated using cGAN to be used to train a multi-class image classifier.

Table 4.2.1: Training parameters for conditional GAN
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Figure 4.2.3: Modified generator and discriminator inputs for conditional GAN
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Figure 4.2.4: Synthetic images from generator with architecture shown in figure 4.1.2. The generator
and discriminator inputs are modified as shown in Figure 4.2.3 for conditional-GAN. Spectral
normalization and TTUR were also implemented.
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Chapter 5: Synthetic
Image Refining using
Sim-GAN
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5.1 Architecture
An adversarial network can also be used to train a refiner. The network, called a Sim-GAN was
first proposed by Shrivastava et al[57] to improve the realism of synthetic images which were generated
by a simulator. Figure 5.1.1 shows the basic architecture of a Sim-GAN; it is very similar to a GAN
except in this case, we replace the generator with a refiner. The input to the refiner is a synthetic image
and the output is a refined image. Both images have the same dimensions.
In Sim-GAN, the refiner aims to refine synthetic images to look more realistic by removing any
artifacts. On the other hand, the discriminator aims to accurately discriminate real images from synthetic
images. To train the refiner to produce realistic images, both components are trained in an adversarial
manner similar to a GAN. During each training step, a set of real images are mixed with a set of synthetic
images which have been refined. If the discriminator accurately identifies real and synthetic images in the
set, the generator is penalized. If it makes the wrong classifications, the discriminator is penalized. The
refiner is eventually trained to produce highly realistic images after multiple epochs of training. In this
thesis, refiners are primarily used to remove artifacts[27] from synthetic images produced using
inpainting with partial convolution.

Figure 5.1.1: Sim-GAN used to train a refiner

Figures 5.1.2 and 5.1.4 show the architecture of the refiner and discriminator respectively. The
input to the refiner is a synthetic image. The image then undergoes a 2D convolution with a ReLu
activation, followed by 10 ResNet blocks (Fig. 5.1.3) each with a ReLu activation. The output from the
ResNet blocks undergoes another 2D convolution with a tanh activation to produce the final refined
image. Both the input and output image pixel values are in the range [-1,1]. For the discriminator, there
are six 2d convolutions with ReLu activations, and a max pooling layer in the middle of the network.
Unlike a conventional classifier which outputs a vector representing a class prediction, in this case the
discriminator output is a 2D ‘image’ with two channels (Fig. 5.1.5). Each pixel in the output ‘image’
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represents a region of the input image and the two channels represent the probability that the region is
either real or synthetic. For calculating loss during training, the image labels are reshaped into the same
dimension as the discriminator output, as shown in Figure 5.1.5.

Figure 5.1.2: Architecture of a refiner

Figure 5.1.3: ResNet block used in refiner
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Figure 5.1.4: Architecture of a discriminator

Figure 5.1.5: Label maps for real and synthetic images, and a sample discriminator output
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The loss functions used to train the refiner and discriminator are:

𝑁−𝑅𝑒𝑓𝑖𝑛𝑒𝑑

𝑅𝑒𝑓𝑖𝑛𝑒𝑟 𝑙𝑜𝑠𝑠 =

𝑁−𝑅𝑒𝑓𝑖𝑛𝑒𝑑

𝐾 ∙ ||𝑦𝑖 − 𝑅(𝑦𝑖 )|| −

∑
𝑖=1

𝑁

∑

∑ log (𝐷𝑗 (𝑅(𝑦𝑖 )))

𝑖=1

𝑗=1

Equation 5.1.1

𝑁−𝑅𝑒𝑓𝑖𝑛𝑒𝑑 𝑁

𝑁−𝑅𝑒𝑎𝑙 𝑁

𝐷𝑖𝑠𝑐𝑟𝑖𝑚𝑖𝑛𝑎𝑡𝑜𝑟 𝑙𝑜𝑠𝑠 = −

∑ ∑ log 𝐷𝑗 (𝑥𝑖 ) −

∑

∑ log (1 − 𝐷𝑗 (𝑅(𝑦𝑖 )))

𝑖=1

𝑖=1

𝑗=1

𝑗=1

Equation 5.1.2
where:
𝑥𝑖

: real image

𝑅(𝑦𝑖 )

: refined image

𝑁 − 𝑅𝑒𝑎𝑙

: number of real images

𝑁 − 𝑅𝑒𝑓𝑖𝑛𝑒𝑑 : number of refined images
𝑁

: dimension of discriminator output

𝐷𝑗 (𝑥𝑖 )

: discriminator output for a real image

𝐷𝑗 (𝑅(𝑦𝑖 ))

: discriminator output for a refined image

𝐾

: regularization constant

The refiner loss consists of two terms: a regularization term and a discriminator misclassification
term. The regularization term prevents the refiner from completely changing the input synthetic image
during the refining process. It is expressed as the sum of absolute per-pixel difference between the input
image and refined image, and the term’s contribution can be changed by tuning the regularization
constant, 𝐾 . The discriminator misclassification term ‘rewards’ the refiner whenever the discriminator
misclassifies a refined image as a real image.
The discriminator loss is a simple cross entropy error for both real and refined images in the
batch. Note that because the discriminator output is an ‘image’ with two channels, the cross-entropy loss
is computed over all pixels of the discriminator output and summed over all outputs for images in the
training batch. Both losses are computed and backpropagated into their respective networks during each
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training step. The refiner loss is computed over refined images in the training batch while the
discriminator loss is computed over both real and refined images.

5.2 Effective Strategies to Train Refiners
There are two sets of images used for training: real and synthetic images. The choice of synthetic
images will depend on the intended use of the refiner. In this thesis, refiners are primarily used to remove
artifacts from synthetic images produced using inpainting with partial convolution. Hence, the real and
synthetic images used for training are the input and output images respectively from these inpainting
models. Figure 5.2.1 shows some exemplary real and synthetic images used to train a refiner. The
synthetic image is produced from a real image by feeding it into a trained inpainting model without any
mask holes. In Figure 5.2.1, we can clearly observe distinct artifacts in the background of the synthetic
image.

Figure 5.2.1: Real and synthetic images

In the first part of the training process (pre-training), the network is trained using a refiner loss
that only has a regularization term (Equation 5.2.1) while the discriminator loss is the same as Equation
5.1.2. The purpose of pre-training is to prime the refiner to reproduce the synthetic images. In the second
part of training, the full refiner loss is used (Equation 5.1.2) . Table 5.2.1 shows the training parameters
that are used for refiners in this thesis.
𝑁−𝑅𝑒𝑓𝑖𝑛𝑒𝑑
𝑅𝑒𝑓𝑖𝑛𝑒𝑟 𝑙𝑜𝑠𝑠 = ∑𝑖=1
𝐾 ∙ ||𝑦𝑖 − 𝑅(𝑦𝑖 )||

Equation 5.2.1

65

Table 5.2.1: Training parameters for refiners

Figure 5.2.2 shows samples of refined images during training. The refiner is trained on 1500 256
x 256 real and synthetic images of stoppers produced from an inpainting model. The network is trained
for 30 epochs and the batch size is 20 (there are 20 real images and 20 synthetic images in training batch).
At epoch 0, the artifact is very distinct. As training progresses, the pattern begins to fade with some
remnant patterns in the background. After 30 epochs, the pattern is completely removed and the image
looks nearly indistinguishable from a real image. Figure 5.2.3 shows more images produced from the
same refiner.We again observe that the checkerboard artifact has been removed from both the background
and stopper surface.

Figure 5.2.2: Progression of refined images during training
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Figure 5.2.3: Synthetic and refined images after training (sample 1)

Figure 5.2.4 shows sample images from a refiner trained on 1200 real and synthetic images (512
x 1024 pixels) of stoppers produced by an inpainting model. The network is trained for 30 epochs and the
batch size is 2. In this case, we observe repeating patterns of white dots in the synthetic images. Upon
refining, the pattern is removed.
In most cases, inpainting artifacts can be avoided by hyperparameter optimization of the loss
coefficients. However, in some cases, it may be difficult to tune the style losses to create the right texture
for both the hole and surrounding region while maintaining no artifacts. In this case, we can first tune the
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hyperparameters to create the right texture, then do a post-processing using a refiner to remove any
resulting artifacts.

Figure 5.2.4: Synthetic and refined images after training (sample 2)
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Chapter 6: Synthetic
Training Images to
Improve Performance
of Defect Classifiers
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6.1 Images from Inpainting with Partial
Convolution
In this thesis, synthetic images from inpainting models are used to (1) improve the classification
accuracy and (2) decision-making process of defect classifiers. Right classification should be made based
on the right reasoning and not by random chance. While it is hard to capture this process, a GradCAM
heatmap can be used to identify which region of the image maximally activates the neurons of the
classifiers during the classification process. This elucidates where the classifier is focusing on in the
image, and in the case defective units, the region of maximum activation should be the defect location or
its adjacent region. The efficacy of image augmentation should hence be measured against these two
goals. The details of the inpainting models used in Chapter 6.1 are described in Chapter 3.2.

6.1.1 Binary Deep Learning Classifiers
A. Syringes
To investigate the effect of synthetic (inpainting) images on the performance of deep learning
image classifiers, a control classifier was trained on only real images (Fig. 6.1.1.1) while a second set of
test classifiers was trained on a combination of real and synthetic images (Table 6.1.1.1). The two main
types of synthetic images are: (1) synthetic goods where defects were removed from defective units (Fig.
6.1.1.2), and (2) synthetic defects where defect crops were added to good units (Fig. 6.1.1.3). (In Fig.
6.1.1.2, defects were removed from their counterparts in Fig. 6.1.1.1 while in Fig. 6.1.1.3, different
classes of defect crops were added to the images of goods in Fig. 6.1.1.1). There are also synthetic images
where artifacts were added to real images without any major changes to the features. This can be done by
feeding real images into inpainting models with masks that do not have holes. It is important that artifacts
are present in training images of both classes to prevent any classifier from associating synthetic images
with a class.
The classifiers used in all experiments are pre-trained ResNetV2 classifiers which are loaded
from Tensorflow-keras repository. The top layers were replaced with a max pooling layer followed by a
Dense layer with one decision node for binary classification (goods and defects). Only the last stage of the
ResNetV2 classifiers were set to trainable, and they were trained for 3 epochs using a batch size of 16.
5 classifiers were trained for each defect class (Table 6.1.1.1) and the trained classifiers were tested on a
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new set of test images for the specific class. The test accuracies were then compared to quantify the
improvement due to image augmentation. GradCAM heatmaps were also studied in order to assess
whether the trained classifiers are accurately keying in on the defects.
Four syringe defect classes are selected for the study: (1) white stain, (2) incomplete mold, (3)
malformed rib, and (4) specks. All four defects are at the stopper region, and they were selected for this
study because their accuracies are the lowest among all defect classes. All training images are grayscale
and have the dimensions of 251x1651 pixels.

Table 6.1.1.1: Data structure used to train binary classifiers for syringes
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Figure 6.1.1.1: Real images of syringes
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Figure 6.1.1.2: Synthetic images of syringes where defects have been removed from their respective
counterparts in figure 6.1.1.1

Figure 6.1.1.3: Synthetic images of syringes where different defects have been added to the good
unit in figure 6.1.1.1
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Table 6.1.1.2 compares the test accuracies of (1) control classifiers which are trained on only real
images and (2) type A classifiers which are trained on real and synthetic images. The synthetic images
include synthetic goods where defects were removed from defective units and synthetic defects where
defect crops were inserted into good units. There are 94, 80, 83, and 86 test images for the defect class
white stain, incomplete mold, malformed rib, and speck respectively (given in parentheses in table
6.1.1.2). Table 6.1.1.3 shows the accuracies of the GradCAM heatmaps for the test defects. A GradCAM
heatmap is considered accurate when the maximum activation is localized to the specific defect location.
We observe that classifiers that are trained on only real images have low classification accuracies and the
GradCAM activations missed most defects. One likely reason for this is the small training image dataset
(270 goods and 270 defects). There is large variability within the image dataset and the classifier is unable
to narrow down exactly what feature constitutes a defect. In many cases, the classifier ends up identifying
the barrel, meniscus, or needle cap as the defect (Fig. 6.1.1.4 to Fig. 6.1.1.7). With the addition of
synthetic images, there is a dramatic improvement in the performance of the classifiers both in terms of
classification accuracy and defect localization (Fig. 6.1.1.4 to Fig. 6.1.1.7). In most cases, the
classification accuracies increased to more than 90%, and for incomplete mold, the improved classifier
has 100% accuracy. For all defect classes, the classifiers are able to precisely locate the defects in the test
images, except in cases where the defects are very close to the edge of the stoppers (Fig. 6.1.1.8). All
accurate test classifications have accurate GradCAM heatmaps. This however does not hold true in the
opposite direction. For instance, in Figure 6.1.1.9, the classifier is able to locate the white stain, but
concludes that there is no defect.
There are two key takeaways from these results. First, with the addition of synthetic images,
defect localization is improved because for every real image, there is now a corresponding synthetic
image where a defect has either been removed or added. Every region of this real-synthetic image pair is
similar except for the precise defect location. As a result, the classifier can directly focus on the image
difference and attribute this difference to a defect/no-defect classification. This concept is similar to a
differential amplifier, where a difference signal instead of an absolute signal is used to remove any noise
resulting in much better signal-to-noise ratio. In the context of deep learning, we term this training
method as differential training. The second key takeaway from this result is the large number of images
that are needed to guide the classifier to focus on the right regions of the image. One can think of training
as a two-step process; first the classifier learns the differences in images to narrow down which area to
focus on, then once it is able to focus on the right area, it learns the pixel distribution of the area to
understand what constitutes a defect. With the use of real-synthetic image pairs, the classifier no longer
needs to “dedicate” images for the first step, it can directly identify the right region through the difference
and learn the pixel distribution of the defect. Note that the accuracies of the control classifiers for these
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four defect classes are not representative of the accuracies of deep learning classifiers on all other defects.
These defects were selected for the study because the classification accuracies are the lowest among all
defect classes. We hence expect the improvement from image augmentation to be largest in this case.

Table 6.1.1.2: Classification accuracies of binary classifiers (syringe) trained on (1) real images, and
(2) real + synthetic images of syringes.

Table 6.1.1.3: GradCAM accuracies of binary classifiers (syringe) trained on (1) real images, and (2)
real + synthetic images of syringes.
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Figure 6.1.1.4: GradCAM heatmaps of binary classifiers (defect class: white stain) trained on (1) real
images only, and (2) real + synthetic images

Figure 6.1.1.5: GradCAM heatmaps of binary classifiers (defect class: incomplete mold) trained on
(1) real images only, and (2) real + synthetic images
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Figure 6.1.1.6: GradCAM heatmaps of binary classifiers (defect class: malformed rib) trained on (1)
real images only, and (2) real + synthetic images

Figure 6.1.1.7: GradCAM heatmaps of binary classifiers (defect class: speck) trained on (1) real
images only, and (2) real + synthetic images

77

Figure 6.1.1.8: GradCAM heatmap where classifier failed to locate defect (speck) even after addition
of synthetic training images

Figure 6.1.1.9: GradCAM heatmap where classifier was able to locate defect (white stain) but made
the wrong classification even after addition of synthetic training images

In order to better understand the effect of synthetic images, we also trained the ResNetV2
classifiers on other combinations of real and synthetic images. For classifiers that were trained on
synthetic goods where defects were removed from real defects, and synthetic defects where artifacts were
added to real defects (type B classifier), the classifiers also perform significantly better than the control
(Table 6.1.1.4 and Table 6.1.1.5). However, when real images were added to this image dataset for
training (type C classifier), the accuracies of the resulting classifiers are reduced. The GradCAM
accuracies of type B and type C classifiers are similar, however type C classifiers make the wrong
classifications in many cases where the GradCAM activations are accurate. The explanation for this is
unclear.
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For type D classifiers, there is also significant improvement over the control; however, the
improvement is not as large as classifier A. It is likely that the insertion of defect crop is not perfect; as a
result, the classifiers are trained to identify any reconstruction flaw as the defect itself. When tested on
real images, the classifiers misclassify defect images as goods due to the absence of any reconstruction
flaws in real images. With the addition of real images into the training dataset (type E classifier), the
classification accuracies increase significantly. This is likely due to the regularizing effect of real defects
which prevent classifiers from learning reconstruction flaw as the defect itself. This is illustrated in Figure
6.1.12 for a synthetic defect where an incomplete mold defect has been added to a good unit. For a
classifier trained on only synthetic images, we observe two distinct activations, one on the defect itself
and another adjacent to the defect. For the classifier trained on both real and synthetic defects, we only
observe a single activation at the defect. Note that this observation is not consistent across all tested
synthetic defects; more studies are hence needed to understand this.

Table 6.1.1.4: Classification accuracies of binary classifiers (syringe: all real + synthetic image
combinations)
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Table 6.1.1.5: GradCAM accuracies of binary classifiers (syringe: all real + synthetic image
combinations)

Figure 6.1.1.10: GradCAM heatmaps of a malformed rib defect for different binary classifiers
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Figure 6.1.1.11: GradCAM heatmaps of a speck defect for different binary classifiers
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Figure 6.1.1.12: Comparison of GradCAM heatmaps for binary classifiers (syringe) trained on (1)
only synthetic images and (2) both real and synthetic images
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B. Vials
Besides images of syringe units, images of vials were also altered and used to improve the
training of deep learning classifiers. There are two primary differences with syringes: first a much larger
region of vials (specifically the neck region) was cropped (1024 x 512 pixels) for training the inpainting
models. The second difference is the use of ResNetV2 instead of VGG feature extractor for the inpainting
models to accommodate larger images (1024 x 512 pixels). The details of inpainting models used in this
section are given in Chapter 3.3.
Figure 6.1.1.13 shows real images of good and defective vials; one with a cracked neck and another with
a cracked shoulder. Figure 6.1.2.14 shows synthetic images of vials where the cracks have been removed
from their counterparts in figure 6.1.1.13 to create synthetic goods. Figure 6.1.1.15 shows synthetic
images of vials where cracks have been added to the good units in figure 6.1.1.13 to create synthetic
defects. For the experiment, one type of classifiers (control) is trained on only real images of vials while
another type of classifiers (type A classifier) is trained on both real and synthetic images of vials (Table
6.1.1.6). Two defect classes are studied for this experiment: neck and shoulder cracks, and ResNetV2 pretrained classifiers (loaded from Tensorflow/Keras) were used for the binary classification experiment.
The top layers were replaced with a max pooling layer followed by a Dense layer with one decision node
for binary classification (goods and defects). Only the last stage of the ResNetV2 classifiers were set to
trainable. Whole images of vials with dimension of 1200 x 1920 pixels were used for training, and the
classifiers were trained for 3 epochs with a batch size of 2.

Table 6.1.1.6: Data structure used to train binary classifiers for vials
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Figure 6.1.1.13: Real images of vials

Figure 6.1.1.14: Synthetic images of vials where cracks have been removed from their respective
counterparts in figure 6.1.1.13
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Figure 6.1.1.15: Synthetic images of vials where cracks have been added to the good unit in figure
6.1.1.13

Table 6.1.1.7 compares the accuracies of both classifier types on 200 test images (100 goods and
100 defects) while Table 6.1.1.8 shows the accuracies of the GradCAM heatmaps generated for the test
defects. It is evident that for both defect classes, the addition of synthetic images for training increased the
accuracy of the classifiers significantly, consistent with results of the previous section. However, because
cracks are more obvious and have larger defect-to-image-size ratio compared to stopper defects, the
starting accuracies for the control (trained on only real images) are relatively high. The improvements in
GradCAM accuracies are more substantial, where in both defect classes the localization accuracies are
boosted to almost 100%. Figure 6.1.1.16 and Figure 6.1.1.17 show a few GradCAM heatmaps from the
classifiers. For the improved classifiers, the region of maximum activation is a lot more localized.

Table 6.1.1.7: Classification accuracies of binary classifiers (vials) trained on (1) real images, and (2)
real + synthetic images.
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Table 6.1.1.8: GradCAM accuracies of binary classifiers (vials) trained on (1) real images, and (2) real
+ synthetic images.

Figure 6.1.1.16: GradCAM heatmaps of binary classifiers (vials) trained on (1) real images, and (2)
real + synthetic images: sample 1.
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Figure 6.1.1.17: GradCAM heatmaps of binary classifiers (vials) trained on (1) real images, and (2)
real + synthetic images: sample 2.
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6.1.2 Multi-class Deep Learning Classifiers
Besides binary classification, we also investigated the effect of synthetic training images on
multiclass classifiers. Instead of two classes (goods and defects), the classifiers were trained on 5 classes
of syringe images: (1) good units, (2) white stain, (3) incomplete mold, (4) malformed rib, and (5) speck.
The images used for the experiment are the same as in Chapter 6.1.1, but they are structured differently as
shown in Table 6.1.2.1. There are two classifiers which are studied in the section (besides the control).
Classifier A was trained on real images mixed with synthetic goods where defects were removed
from the real images of defects. Synthetic defects were also used for training; however, these are real
defects with added artifacts. They act as regularizers as explained in Chapter 6.1.1.
Classifier B was also trained on real and synthetic images. In this case, the synthetic goods were
created from real defects by defect removal and synthetic defects were created from real goods by defect
addition. Pre-trained ResNetV2 classifiers (loaded from Tensorflow/Keras with include_top = False) with
final max pooling and Dense-5 layers were used for the experiment. Only the last stage of the ResNetV2
classifiers were set to trainable. The trained classifiers were tested on 165, 43, 50, 43 and 42 new images
of good units, white stains, incomplete molds, malformed ribs, and specks respectively (given in
parentheses in Table 6.1.2.2).

Table 6.1.2.1: Data structure used to train multi-class classifiers for syringes

88

Table 6.1.2.2 summarizes the test accuracies of the multi-class classifiers. The accuracy of the
control is low, but it can vary widely between different classes. For instance, for white stain, the accuracy
is 0% whereas for goods, the accuracy is 42%. In this case, most of the white stain images are
misclassified as goods (63%). When synthetic goods are added to the training set, the test accuracies of
good and incomplete mold classes increase to 100% and 64% respectively while the accuracies of other
classes remain relatively similar. The addition of synthetic goods to the training set likely reduces the
decision threshold for a unit to be considered good; as a result, a lot more images are classified as goods
as evidenced by the 100% accuracy of good images and the larger false negative rates for the white stain
and speck defect classes.

Table 6.1.2.2: Classification accuracies of multi-class classifiers (syringes) trained on (1) real images,
and (2) real + synthetic images

Table 6.1.2.3: GradCAM accuracies of multi-class classifiers (syringes) trained on (1) real images,
and (2) real + synthetic images.
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In classifier B where defects were also added to real goods to create synthetic defects, the
performance of the classifier improves further due to the larger number of image pairs in the training
dataset. Compared to the control, there is significant improvement in almost all classes. The improvement
is even larger when we look at the GradCAM accuracies. In this case, the accuracy of the white stain class
increases to 72% due to large reduction in its false negative rate. Tables 6.1.2.4 and 6.1.2.5 show the
distributions of classification accuracies and GradCAM results for the control and classifier B. In the case
of the control classifier, it is evident that in most instances where the classifications are accurate, the
GradCAM activations are not. This indicates that most correct classifications are made by random chance.
In the case of classifier B, in almost all cases, whenever a correct classification is made, the GradCAM
activation is also accurate (Fig. 6.1.2.1 to 6.1.2.4). This indicates that the addition of synthetic images
helps guide classifiers towards learning the correct classification rules.

Table 6.1.2.4: Distributions of classification and GradCAM accuracies for test syringe images
(control classifiers trained on only real images)
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Table 6.1.2.5: Distributions of classification and GradCAM accuracies for the test syringe images
(classifiers trained on real and synthetic images)

Figure 6.1.2.1: GradCAM heatmaps of a white stain defect for multi-class classifiers trained on
different sets of real and synthetic images
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Figure 6.1.2.2: GradCAM heatmaps of an incomplete mold defect for multi-class classifiers trained
on different sets of real and synthetic images

Figure 6.1.2.3: GradCAM heatmaps of a malformed rib defect for multi-class classifiers trained on
different sets of real and synthetic images
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Figure 6.1.2.4: GradCAM heatmaps of a speck defect for multi-class classifiers trained on different
sets of real and synthetic images

6.1.3 Non-deep Learning Classifiers
While deep learning classifiers form complex decision rules based on information contained in
training images, classification rules for non-deep learning classifiers are not learned, they are set by
human engineers. In traditional vision algorithms, engineers must first define a set of features to extract
from an image based on properties like pixel intensity and gradients. The features then undergo a set of
computations to generate a final decision output. Vision engineers play an important role because they
have to define the formula for feature extraction and set the decision threshold for defects. They do so by
inspecting a set of reference units and adjusting the algorithm until it is able to correctly classify all these
units.
Synthetic images created using the inpainting technique can help the process in a few ways. First,
the synthetic images can replace the physical reference units for characterization. These are expensive and
time-consuming to make especially in the pharmaceutical industries. Second, the inpainting tool vastly
expands the range of reference images that can be made as some physical features and defects are very
difficult to recreate in a lab. This allows engineers to account for these defects in their algorithms. Third,
there is also alignment between the person who makes the defect and the person who tunes the algorithm.
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With an inpainting tool, vision engineers can now modify synthetic defects using a computer and will
experience less “back-and-forth” with lab technicians to make units with the right specifications.
In this section, we perform a simple experiment to demonstrate that synthetic images created
using inpainting technique can in fact be used for traditional vision algorithms. We show that all synthetic
goods which were created from real defects through defect removal passed our vision algorithm as good
units. The experiment uses images of syringe stoppers (600 x 1024 pixels) with a glass particle defect. 10
syringe units were used for the study and for each unit, 40 images were taken while the syringe is rotated
along its longitudinal axis. Due to this rotation, the glass particle appears in different locations in the 40
images. The left column of Figure 6.1.3.1 shows images from 2 units with glass particles while the right
column shows synthetic goods where the particles have been removed from the real images on the left.
For the algorithm, a box is first drawn around the glass particle defect (at a specific location). The
mean squared error (MSE) range is then calculated for two sets of images: (1) one set which does not
include the image with the defect within the box (~39 images total) and (2) another set which includes the
image with the defect within the box (~40 images). The MSE value between two images is calculated
using Equation 6.1.3.1 and the maximum MSE range is simply the largest MSE value for all image-pair
combinations in the image set.
𝑀𝑆𝐸 =

1 𝑛−1
∑
| 𝐼1,𝑖
𝑛 𝑖=0

− 𝐼2,𝑖 |2

Equation 6.1.3.1

Where 𝑛 = the number of pixels in the image, 𝐼1,𝑖 is the intensity of the first image at pixel 𝑖 and 𝐼2,𝑖 is the
intensity of the second image at pixel 𝑖.
The maximum MSE range from the first set of images (without the defect image) is set as the
defect threshold; if inclusion of a new image in the calculation increases the maximum MSE range, then
the image is deemed to have a defect within the box region. If it does not, then we conclude that there is
no defect in the region. By looking at the maximum MSE range of the second set of images, we do
observe a large increase over the first set of images for all ten stopper units studied, indicating that the
algorithm is able to detect glass particles within the box (Table 6.1.3.1). To show that synthetic goods can
pass the vision algorithm as negative cases, we used the inpainting tool to remove the glass particles from
the box regions. We observe that the maximum MSE range fall back to the no-defect values in all ten
cases, indicating that the vision algorithm no longer detects any defect at the box location (Table 6.1.3.1).
This study shows that the inpainting tool can be used to create synthetic goods for traditional algorithm
optimization purpose. We expect to be able to do the same for synthetic defects since the requirements are
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more stringent for synthetic goods compared to synthetic defects. These capabilities can significantly
improve the workflow of traditional vision systems.

Figure 6.1.3.1: Real and synthetic images of syringe stoppers where glass particles were removed
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Table 6.1.3.1: Maximum MSE range for images of 10 syringe units
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6.2 Images from GANs
6.2.1 Binary Deep Learning Classifiers
Besides the use of inpainted images, we also investigated whether synthetic images generated
using generative adversarial network (GAN) improves the performance of binary deep learning
classifiers. For this experiment, we once again focus on syringe stoppers. The real images were cropped
from full-size images of syringe and rescaled to 256 x 256 pixels for training. The synthetic images
comprise GAN-generated images of stopper with the same dimensions. Four defect classes were chosen
for the study: white stain, incomplete mold, malformed rib, and speck. All synthetic images were
generated from a single generator trained in a conditional-GAN configuration. The details of the
generator are given in Chapter 4.
Figure 6.2.1.1 shows some examples of real and synthetic images while Table 6.2.1.1 shows the
data structure used for the study. There are 270 real images, and between 200 to 400 synthetic images for
each defect class. For binary classification test, the control classifiers were trained on only real images
while the test classifiers (type A classifiers) were trained on both real and synthetic images. Pre-trained
ResNetV2 classifiers (loaded from Tensorflow/Keras, include_top = False) with a final Dense-1 layer
were used for the experiment. Only the last stage of the classifiers was set to trainable. All classifiers were
trained for 3 epochs with a batch size of 32. The trained classifiers were tested on 94, 80, 83, and 86 new
images of white stains, incomplete molds, malformed ribs, and specks respectively (given in parentheses
in Table 6.2.1.2).

Figure 6.2.1.1: Real and GAN-generated images of syringe stoppers
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Table 6.2.1.1: Data structure used to train binary classifiers for syringe stoppers

Table 6.2.1.2 summarizes the classification results of the binary classifiers. The control classifiers
show low classification accuracies except for the case of incomplete mold. Based on the GradCAM
heatmaps (Fig. 6.2.1.2), it is evident that most of the control classifiers failed to learn the defects properly.
With the addition of synthetic images to the training dataset, we observe large improvement in
performance of the classifiers. The GradCAM accuracies show that the classifiers are accurately
activating at the defect locations; in fact, the GradCAM accuracy is close to 100% for the incomplete
mold defect (Table 6.2.1.3). For malformed rib and speck defects, significant improvements in defect
localization can be seen from the GradCAM accuracies and true positive rates.

Table 6.2.1.2: Classification accuracies of binary classifiers (syringe stoppers) trained on (1) real
images, and (2) real + GAN-generated images.
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Table 6.2.1.3: GradCAM accuracies of binary classifiers (syringe stoppers) trained on (1) real
images, and (2) real + GAN-generated images.

Figure 6.2.1.2: GradCAM heatmaps of binary classifiers (syringe stoppers) trained on (1) real
images, and (2) real + GAN-generated images
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6.2.2 Multi-class Deep Learning Classifiers
In addition to binary classification, we also investigated the effect of GAN-generated images on
multiclass classifiers. The image dimension, and data structure are similar to the binary classification test.
In this case, each multi-class classifier is trained on five classes: (1) goods, (2) white stain, (3) incomplete
mold, (4) malformed rib, and (5) speck (Table 6.2.2.1). The control classifier was trained on only real
images while the test classifier (type A classifier) was trained on both real and synthetic (GAN-generated)
images. Pre-trained ResNetV2 classifiers (loaded from Tensorflow/Keras, include_top = False) with a
final Dense-5 layer were used for the experiment. Only the last stage of the classifiers was set to trainable.
All classifiers were trained for 3 epochs with a batch size of 32. The trained classifiers were tested on
165, 43, 50, 43 and 42 new images of goods, white stains, incomplete molds, malformed ribs, and specks
respectively (given in parentheses in Table 6.2.2.2).

Table 6.2.2.1: Data structure used to train multi-class classifiers (syringe stoppers)

Table 6.2.2.2 shows the classification results of both classifiers on the test images. The
classification accuracy is very low for the control, and in the case of white stains and incomplete mold,
the value is roughly 0%. It interesting to note that the accuracy is drastically reduced for incomplete mold
when the classifier is configured for multi-class instead of binary classification. It is unclear as to why the
addition of the three other classes: white stain, malformed rib and speck can have such a large adverse
impact on the accuracy of incomplete mold defects.
With the addition of synthetic images for training, we observe large improvement in the accuracy
of white stain and incomplete mold defect. This is supported by a corresponding increase in GradCAM
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accuracies for both defect types (Table 6.2.2.3). Figure 6.2.2.1 shows some examples of GradCAM
heatmaps where the addition of synthetic training images improved defect localization.

Table 6.2.2.2: Classification accuracies of multi-class classifiers (syringe stoppers) trained on (1) real
images, and (2) real + GAN-generated images.

Table 6.2.2.3: GradCAM accuracies of multi-class classifiers (syringe stoppers) trained on (1) real
images, and (2) real + GAN-generated images.

In general, GAN-generated images can be thought of as interpolation of existing datapoint/images
in latent space. In a low data environment, GAN generated images can help prevent overfitting and better
define a decision boundary for different defect classes. In this study, GAN-generated images only
improve the accuracy of certain defect classes but not others. Possible sources of difference include the
range of images used to train the GAN and the complexity and size of the defects.
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Figure 6.2.2.1: GradCAM heatmaps of multiclass classifiers (syringe stoppers) trained on (1) real
images, and (2) real + GAN-generated images
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Chapter 7:
Implementation of
Deep Learning Tools
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7.1 Business Case
The image augmentation tools developed in this thesis can significantly enhance the capabilities
of current and future vision systems. Figure 7.1.1 shows a rough overview of process flow when
developing a vision algorithm for a new product. In the first step, the engineer orders a panel of reference
units which will be used for characterization and qualification. The panel lead time is ~45days and would
vary depending on the number of orders received by the defect laboratory during the same period. Upon
receiving the defect panel, images will be taken of the units at a camera station of the vision system.
During the characterization step, the engineers will use these images to finetune their vision algorithm.
This process can take a few weeks to a few months, depending on how similar the new product is to older
products, and on whether the defect set match the specifications of the engineers. Once the algorithm is
tuned, the system can proceed to the qualification step. To be qualified, the algorithm needs to exceed the
accuracy of manual inspection.

Figure 7.1.1: Process flow for development of AVI algorithm

With an image augmentation tool (infrastructure consisting of inpainting models, GANs, and
refiners), a large portion of the defect panel can be replaced with synthetic images for characterization
purpose. There are three primary benefits to using synthetic images.
1) Cost savings from obviated physical reference units
2) Reduced number of manual inspectors required to support AVI due to lower eject rate. This lower
rate is a result of higher accuracy from addition of synthetic images during training/
characterization step
Table 7.1.1 shows a comparison of the current state and envisioned state in the case of non- deep
learning visual inspection system. For each new drug product line, we assume there are 50 defect classes.
Currently, 20 reference units are made in laboratory for characterization and qualification purpose. With a
budgeted cost of $50/unit, the total cost to make these units add to $50,000 for each new product line. For
the envisioned state, the number of units required will be significantly smaller as a portion of images used
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will be synthetically generated. Assuming 10 units per defect class, the total cost for reference units
would only be $25,000. The total savings would hence be $25,000 per new product.

Table 7.1.1: Cost of reference panel for non-deep learning AVI

For next generation visual inspection system with deep learning, the number of reference units
required for training will be even larger. Using a baseline of 1000 images per defect class and assuming 1
image per unit, the total cost of making units for training will add up to $2.5mil for each new product. A
more practical scenario would have 100 units per defect class with each unit providing 10 images (1000
images per defect class). With the use of synthetic images for training, the number of required units and
cost can be reduced significantly. Table 7.1.2 shows a sample scenario and the projected cost with
synthetic images.

Table 7.1.2: Cost of reference panel for deep learning AVI

Besides obviated reference units, there is also reduced need for manual inspectors arising from
higher accuracy and reduced eject rates. Figure 7.1.2 shows the current AVI process flow. When a drug
product unit is inspected by the AVI system, it can either be accepted when the system is confident that
the unit has no defect, rejected when the system is confident the unit has a defect, or ejected when the
system has low confidence. When a unit is ejected, it undergoes manual inspections again before the unit
is either accepted or rejected. With higher classification accuracy, the number of units being ejected can
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be reduced along with the labor cost for re-inspection. Table 7.1.3 shows a summary of the number of
ejects, labor time, and number of inspectors required for different AVI eject rates. The calculation
assumes a total of 10mil units and labor time of 1300hours/year for each manual inspector. It also
assumes double reinspection (common industry practice) with a rate of 2 units/min.
Table 7.1.4 shows the net reduction in eject rates which we can expect for different defect
distributions. In general, smaller defects are harder to detect and hence we expect improvements from
addition of synthetic training images to be larger. In this calculation, we assume 5% and 30%
improvements in accuracy for large and small defects respectively based on experimental results in
Chapter 6. We also assumed a 1-1 negative correlation between classification accuracy and eject rates.
Table 7.1.4 shows that with just a 90-10 split between large and small defects, the number of inspectors
required for the double inspection process can be reduced by up to 5. These inspectors can in turn be
deployed for other tasks.

Figure 7.1.2: Manual inspection for ejected units from AVI

Table 7.1.3: Number of manual inspectors required for different AVI eject rates
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Table 7.1.4: Net reduction in manual inspectors for different defect distributions

There are also other advantages to using the augmentation tool which are harder to quantify but which
may have important consequences.
1) With a smaller number of reference (training) units required for AVI, the total orders in the
system will be smaller. This reduces the average lead time for these units.
2) The image augmentation tool vastly expands the range of defects available for characterization.
Some physical features are extremely difficult to recreate in a laboratory; having the capability to
create synthetic defects using all previously saved images of defects alleviates this problem.
Vision engineers are also able to tune their algorithm more robustly to detect a larger range of
defects. This can prevent defective units from reaching final customers with potentially disastrous
consequences.
3)

There is also alignment between who makes the defect and who tunes the algorithm. With this
alignment, vision engineers can synthetically modify any reference images to meet their
specifications without having to return the physical units to lab technicians.

It is however important to note that there is also cost associated with implementation of a deep
learning image augmentation tool.
1) The system would require engineers with deep learning knowledge in order to maintain and
upgrade. The engineers can either be trained internally or hired from outside; either way it
represents a cost with implementing the tool
2) Good Manufacturing Practice (GMP) guidelines would need to be developed for usage of these
synthetic images. A proper review of the effects of synthetic images on deep learning and
traditional classifiers will need to be conducted in creating these guidelines.
In an automated visual inspection system with image augmentation capability, data is cumulative. A
database containing defects cropped from all previous inspected units will be accessible to the vision
engineers. During new product introduction, goods and defects can be made synthetically to boost images
available from reference units. The goal is to make the system a lot more agile, accurate, and flexible.
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7.2 Sample Implementation
Figure 7.2.1 shows an image augmentation infrastructure developed during the thesis. This can
serve as reference for future systems. A central database contains all images, masks, trained models, and
defect crops required to perform image augmentation using inpainting with partial convolution. This
database is hosted on AWS S3.

Figure 7.2.1: Image augmentation infrastructure

There are two web tools to perform image augmentation: the defect remover app and defect
inserter app. The user interface of the defect remover app is shown in Figure 7.2.2. This app allows users
to load an image of a drug product unit with defect from the S3 bucket. The user can then paint on the
defect which will be saved and used as a mask during the inference process. The user can continually
process images in the database, and once done, perform inference on all the images by entering the name
of a pre-trained inpainting model before clicking the ‘Predict’ button.
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Figure 7.2.2: Defect remover app

The defect inserter app has a similar interface where users can load images directly from the
database (Fig. 7.2.3). In addition to the images, users will also load a defect to insert into images. A mask
will be automatically generated at the boundary of the defect and image, which will be used for inference.
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Figure 7.2.3: Defect inserter app

The inference engine consists of a simple Flask app hosted on AWS Elastic Beanstalk. When
triggered by either the defect remover or inserter app, the engine will load a trained model along with the
images and masks to create the synthetic images. These synthetic images will then be saved to the S3
bucket. The components described above cover the inference capability. Before users can perform
inference, they will need to train a model. This is currently being done in an AWS EC2 instance where a
trained model is directly saved to the S3 bucket for use by the inference engine. The current
implementation can serve as a template for the next generation capability. The layout of the infrastructure
would be similar; however, the inference engine would be able to handle larger web traffic using multiple
servers.
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