AN ANALYTICAL APPROACH TO
COMPUTERIZED NEWS LAYOUT FOR NEWSPAPERS

by

JOHN DANIEL DETREVILLE

© Massachusetts Institute of Technology
1978

Electronic Systems Laboratory
Massachusetts Institute of Technology
Cambridge, MA 02139
FOREWORD

This report is an unedited version of the doctoral thesis of John D. DeTreville. His research represents further results of continuing investigations by staff members of the M.I.T. Electronic Systems Laboratory of techniques for computer-assisted layout of newspaper pages, including layout of both display advertising and news items.

In an earlier doctoral thesis, Dr. Hsin-Kuo Kan presented an approach to automated news layout which utilizes a library of a priori layouts called "templates". He developed a special graphic language that permits template descriptions to be independent of news-item dimensions, thereby minimizing the size of the computer-stored template library. A comprehensive report describing computer-assisted display ads and news layout based on Dr. Kan's techniques has been published.*

In his research, Dr. DeTreville sought a layout method that would eliminate need for a computer-stored template library of layouts. His technique consists of an ad hoc generation of a series of candidate (legal) layout templates for each page of news. A search of legal templates for a page is then made to determine which among them will yield a layout for the specific news items assigned to the page. The final layout is chosen from the several possibilities. Since, in general, the number of legal templates is far too large to be tested in toto, a search strategy is necessary in order to find acceptable layouts quickly through partial testing. In his thesis, Dr. DeTreville examines the merits of several search strategies and draws conclusions about their relative effectiveness. In contrast to Kan's approach, which is built upon a manual formation of templates and a graphic-language description of them, DeTreville's layout algorithms rely on an analytical technique in which templates are generated from solutions to simultaneous inequalities.

As a result of our research in computer-assisted newspaper layout, we recognize that automating the newspaper-layout process poses a major challenge. Clearly, fresh new approaches that go beyond simply automating traditional manual procedures are needed in order to meet, simultaneously, requirements for cost effectiveness, speed, variety, and aesthetically pleasing layouts. We offer, as two possibilities, the approaches of Kan and DeTreville and hope these will serve as stimuli for others. More research and evaluation are needed before a complete operational computerized layout system can be postulated with confidence.

J. Francis Reintjes
Professor of Electrical Engineering

Donald R. Knudson
Staff Member
Electronic Systems Laboratory

AN ANALYTICAL APPROACH TO
COMPUTERIZED NEWS LAYOUT FOR NEWSPAPERS

by

JOHN DANIEL DeTREVILLE

Submitted to the Department of Electrical Engineering and Computer Science
on May 5, 1978 in partial fulfillment of the requirements
for the Degree of Doctor of Philosophy

ABSTRACT

Although many operations in newspaper production are being rapidly
automated, the operation of laying out news items on the individual pages
remains labor-intensive and time-consuming. This thesis presents an approach
to the design of algorithms for performing this operation automatically.

The news layout problem, which is to produce a page layout given a
numerical definition of the news items, is divided into two parts. The first part
produces a "template," which is an abstraction of a layout. The second part,
producing a layout from the template, can be accomplished by generating a set
of analytical "layout equations" from the template. Their solution, if any,
corresponds to a layout based on the template.

The problem of generating a suitable series of templates from the original
problem is made easier by the development of a "template grammar," which
defines the set of legal templates. From the generative form of the grammar,
all legal templates can be generated incrementally, although they are far too
numerous for all of them to be tested individually for correspondence to a
layout. Instead, an analogy with game-playing programs leads to the concept of
a "layout tree," which is to be searched for templates corresponding to layouts.
Intermediate nodes in the tree correspond to partial templates.

Various search strategies are examined, and it is concluded that the most
effective of these is a breadth-first search modified to consider a very limited
number of nodes at each ply. These nodes are selected on a semi-random
basis, with the selection biased toward partial templates whose corresponding
partial layout equations indicate that they are relatively likely to be successful.

Testing of this approach indicates that it can produce layouts of quality
comparable to layouts found on inside pages of current newspapers, but
requiring less human time and effort.
Acknowledgements

This thesis work would never have been attempted without the encouragement and support of Dr. Thomas F. Jones, who did everything possible to help me get back to work on my doctorate after a lengthy absence from school.

Prof. J. Francis Reintjes originally suggested the area of news layout as one for possible research, and offered to supervise my thesis work long before it became obvious exactly what that work would be. He has been a great help as my thesis supervisor, particularly in regard to helping me present my ideas and results far better than I could have without his assistance.

My readers, Prof. Joseph Weizenbaum and Prof. Donald Troxel, provided many helpful comments and suggestions during the course of this research. The diversity of interests of my committee members was a great help in producing a well-rounded thesis.

Don Knudson served as a day-to-day contact for me to describe my thesis work to, and helped me to work out many of my ideas. He and Mike Tersoff assisted in proofreading early drafts of this thesis. Gina Dallabetta helped in the preparation of experimental test cases.

Prof. Michael Dertouzos kindly arranged for me to receive financial support during my thesis work. Prof. William Martin and Ellen Lewis helped provide the computer facilities used in this research, and generously allowed the use of them over the entire period of the research.

This research was supported by the Advanced Research Projects Agency of the Department of Defense and was monitored by the Office of Naval Research under Contract Number N00014-75-C-0661.
Table of Contents

Abstract .................................................................................. ii
Acknowledgements ................................................................ iii
Table of Contents ................................................................ iv
List of Figures ....................................................................... vii
List of Tables ......................................................................... x

Chapter 1. Introduction .......................................................... 11
  1.1 Background .................................................................... 11
  1.2 Statement of Problem ......................................................... 16
  1.3 Overview of Thesis ............................................................. 19

Chapter 2. Templates ............................................................... 25
  2.1 Definition ....................................................................... 25
  2.2 Template Specification ...................................................... 25
  2.3 Layout Equations ............................................................... 30
  2.4 More Layout Equations ....................................................... 34
  2.5 Example ......................................................................... 45
  2.6 Summary ....................................................................... 47

Chapter 3. Template Grammar .................................................. 48
  3.1 Definitions ..................................................................... 48
  3.2 Descriptive Grammar ......................................................... 49
  3.3 Generative Grammar ........................................................ 52
  3.4 Summary ....................................................................... 56

Chapter 4. Layout Trees ........................................................... 57
  4.1 Definition ....................................................................... 57
  4.2 Partial Layout Equations ................................................... 59
  4.3 Shape of the Layout Tree .................................................... 61
  4.4 Basic Search Strategy ......................................................... 62
  4.5 Summary ....................................................................... 63

Chapter 5. Direction of Layout .................................................. 64
  5.1 Canonical Orderings .......................................................... 64
  5.2 Bottom-Up Layout ............................................................ 65
  5.3 Top-Down Layout ............................................................. 79
  5.4 A Comparison .................................................................. 86
  5.5 Summary ..................................................................... 91
Chapter 6. Layout Tree Searching ......................................................... 92
  6.1 Exhaustive Search ................................................................. 92
  6.2 Basis for Random Searching .................................................. 94
  6.3 Breadth-1 Search ................................................................. 96
  6.4 Breadth-N Search ................................................................. 97
  6.5 Breadth-(N1,N2) Search .......................................................... 102
  6.6 Other Approaches ................................................................. 107
  6.7 Summary ................................................................................. 107

Chapter 7. Template Esthetics ............................................................... 109
  7.1 Basic Procedure ....................................................................... 109
  7.2 Item Shapes ............................................................................. 111
  7.3 Importance Ranking ................................................................. 113
  7.4 Headline Bumping ................................................................... 113
  7.5 Pictures .................................................................................... 114
  7.6 Summary ................................................................................. 116

Chapter 8. Asynchronous Layout .......................................................... 117
  8.1 Introduction .............................................................................. 117
  8.2 Leading Factors ....................................................................... 117
  8.3 Additional Layout Equations ..................................................... 119
  8.4 A Problem ............................................................................... 120
  8.5 Definition ................................................................................. 121
  8.6 Evaluation ............................................................................... 124
  8.7 Summary ................................................................................. 127

Chapter 9. Examples of System Operation ............................................. 128
  9.1 The Experimental Implementation ........................................... 128
  9.2 Example Layouts ...................................................................... 129
  9.3 Summary ................................................................................. 138

Chapter 10. Implementation Considerations ......................................... 143
  10.1 Memory Size .......................................................................... 143
  10.2 Instruction Set ......................................................................... 147
  10.3 Speed of Execution .................................................................. 148
  10.4 Summary ................................................................................. 149

Chapter 11. Open Problems .................................................................. 150
  11.1 Biases in Move Selection ....................................................... 150
  11.2 Tuning ..................................................................................... 151
List of Figures

1-1. Example Page Dummy ........................................... 12
1-2. Examples of Single-Pyramid and Double-Pyramid Ad-Layout Styles 14
1-3. Example Newshole ........................................... 17
1-4. Example News Items ........................................... 20
1-5. Example Layout ........................................... 21

2-1. Layouts With the Same Abstract Template ........................................... 26
2-2. Abstract Template for Examples ........................................... 27
2-3. Example Template ........................................... 27
2-4. Derivation of Pictorial Form from Matrix Form ........................................... 27
2-5. Interpretation of Abstract Template Columns ........................................... 28
2-6. Layout in a Non-Rectangular Newshole ........................................... 29
2-7. Interpretation of Template Rows ........................................... 31
2-8. Solution of Layout Equations ........................................... 33
2-9. Example Non-Rectangular Newshole ........................................... 35
2-10. Example of Acceptable Headline Placement ........................................... 36
2-11. Example of Unacceptable Headline Placement ........................................... 37
2-12. Questionable Layout ........................................... 38
2-13. Format 1 ........................................... 41
2-14. Format 2 ........................................... 42
2-15. Format 3 ........................................... 43
2-16. Format 4 ........................................... 44
2-17. Final Layout for Example ........................................... 47

3-1. Illegal Template ........................................... 48
3-2. Legal Template ........................................... 49
3-3. Illegal Template Item Shapes ........................................... 50
3-4. Legal Template Item Shapes ........................................... 50
3-5. Generation of Example Template ........................................... 54
3-6. Generation of Example Non-Rectangular Template ........................................... 55

4-1. Part of the Complete Game Tree for Chess ........................................... 57

5-1. Bottom-Up Generation of Example Template ........................................... 66
5-2. Non-Rectangular Newshole ........................................... 68
5-3. Partial Template ........................................... 76
5-4. Non-Rectangular Newshole ........................................... 82
<table>
<thead>
<tr>
<th>Section</th>
<th>Title</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>6-1.</td>
<td>Average Times for Breadth-N Search for Tech Talk Example</td>
<td>98</td>
</tr>
<tr>
<td>6-2.</td>
<td>Average Times for Breadth-N Search for Tech Talk Example (Bottom-Up Layout)</td>
<td>99</td>
</tr>
<tr>
<td>6-3.</td>
<td>Decrease of Amount of Residue in Breadth-10 Search</td>
<td>102</td>
</tr>
<tr>
<td>6-4.</td>
<td>Decrease of Amount of Residue in Breadth-(10,15) Search</td>
<td>105</td>
</tr>
<tr>
<td>6-5.</td>
<td>Average Times for Breadth-(N₁,N₂) Search for Tech Talk</td>
<td>106</td>
</tr>
<tr>
<td>7-1.</td>
<td>Template with Item of Unusual Shape</td>
<td>111</td>
</tr>
<tr>
<td>7-2.</td>
<td>Possible Exception to the Convexity Rule</td>
<td>112</td>
</tr>
<tr>
<td>7-3.</td>
<td>Template with Item of Unusual Shape</td>
<td>112</td>
</tr>
<tr>
<td>7-4.</td>
<td>Example of Headline Bumping</td>
<td>113</td>
</tr>
<tr>
<td>7-5.</td>
<td>Example of Picture Bumping</td>
<td>114</td>
</tr>
<tr>
<td>7-6.</td>
<td>Examples of Undesirable Picture Placements</td>
<td>115</td>
</tr>
<tr>
<td>9-1.</td>
<td>Layout for First Boston Globe Example</td>
<td>131</td>
</tr>
<tr>
<td>9-2.</td>
<td>Layout for Second Boston Globe Example</td>
<td>132</td>
</tr>
<tr>
<td>9-3.</td>
<td>Layout for Third Boston Globe Example</td>
<td>133</td>
</tr>
<tr>
<td>9-4.</td>
<td>Layout for Fourth Boston Globe Example</td>
<td>135</td>
</tr>
<tr>
<td>9-5.</td>
<td>Layout for Fifth Boston Globe Example</td>
<td>136</td>
</tr>
<tr>
<td>9-6.</td>
<td>Layout for Sixth Boston Globe Example</td>
<td>137</td>
</tr>
<tr>
<td>9-7.</td>
<td>First Tech Talk Example</td>
<td>139</td>
</tr>
<tr>
<td>9-8.</td>
<td>Second Tech Talk Example</td>
<td>140</td>
</tr>
<tr>
<td>9-9.</td>
<td>Third Tech Talk Example</td>
<td>141</td>
</tr>
<tr>
<td>9-10.</td>
<td>Fourth Tech Talk Example</td>
<td>142</td>
</tr>
<tr>
<td>10-1.</td>
<td>Format of Possibility List</td>
<td>145</td>
</tr>
<tr>
<td>11-1.</td>
<td>Example of Template with Item of Unusual Shape</td>
<td>154</td>
</tr>
<tr>
<td>11-2.</td>
<td>Example of Template with Item of Unusual Shape</td>
<td>154</td>
</tr>
<tr>
<td>11-3.</td>
<td>Variable-Width Columns</td>
<td>155</td>
</tr>
<tr>
<td>1-1.</td>
<td>News Items for First Experiment</td>
<td>163</td>
</tr>
<tr>
<td>1-2.</td>
<td>Partial Layout for First Experiment</td>
<td>164</td>
</tr>
<tr>
<td>1-3.</td>
<td>Partial Layout for First Experiment</td>
<td>165</td>
</tr>
<tr>
<td>1-4.</td>
<td>Partial Layout for First Experiment</td>
<td>166</td>
</tr>
<tr>
<td>1-5.</td>
<td>Final Layout for First Experiment</td>
<td>166</td>
</tr>
<tr>
<td>1-6.</td>
<td>News Items for Second Experiment</td>
<td>168</td>
</tr>
<tr>
<td>1-7.</td>
<td>Partial Layout for Second Experiment</td>
<td>169</td>
</tr>
<tr>
<td>1-8.</td>
<td>Partial Layout for Second Experiment</td>
<td>170</td>
</tr>
<tr>
<td>1-9.</td>
<td>Partial Layout for Second Experiment</td>
<td>170</td>
</tr>
</tbody>
</table>
I-10. Partial Layout for Second Experiment .......................... 171
I-11. Partial Layout for Second Experiment .......................... 171
I-12. Partial Layout for Second Experiment .......................... 172
I-13. Final Layout for Second Experiment .......................... 172
I-14. Partial Layout for Third Experiment .......................... 173
I-15. Partial Layout for Third Experiment .......................... 174
I-16. Partial Layout for Third Experiment .......................... 175
I-17. Final Layout for Third Experiment .......................... 176

II-1. All Possible One-Column Abstract Templates for One Item .......... 181
II-2. All Possible One-Column Abstract Templates for Two Items .......... 181
II-3. All Possible Two-Column Abstract Templates for Two Items .......... 182
II-4. All Possible Three-Column Abstract Templates for Two Items .......... 182
II-5. All Possible One-Column Abstract Templates for Three Items .......... 182
II-6. All Possible Two-Column Abstract Templates for Three Items .......... 182
II-7. All Possible Three-Column Abstract Templates for Three Items .......... 183
II-8. All Possible Four-Column Abstract Templates for Three Items .......... 183
II-9. All Possible Five-Column Abstract Templates for Three Items .......... 184
II-10. Universally Applicable Template ................................ 184
II-11. Less Applicable Template ...................................... 184
II-12. Item Sizes Satisfying Template .................................. 186
II-13. More Applicable Template ...................................... 186
II-14. Item Sizes Satisfying Template .................................. 187
II-15. Related Template ................................................. 187
II-16. Item Sizes Satisfying Template with Leading Restriction .......... 189

III-1. Example of Successful Layout with Longtin's Algorithm ........... 190
III-2. Example of Unsuccessful Layout with Longtin's Algorithm ........... 190
List of Tables

1-I. Numerical Definition of Example Newshole ........................................ 17
1-II. Numerical Definition of News Items in Figure 1-4 .............................. 19

2-I. Example Layout Problem ............................................................... 32
2-II. News Item Sizes for Example ......................................................... 45
2-III. Layout Equations for Example ....................................................... 46

4-I. Partial Layout Equations ............................................................... 59

5-I. Example Item Areas .............................................................. 84
5-II. Solution to Layout Equations ......................................................... 85
5-III. Tech Talk Layout Problem .......................................................... 87
5-IV. Bottom-Up Layout Tree Statistics for Tech Talk Example ............... 88
5-V. Top-Down Layout Tree Statistics for Tech Talk Example .................. 88

8-I. Asynchronous Layout Equations for Example .................................. 122
8-II. Asynchronous Layout Equations for Example .................................. 123

II-I. Number of Templates ............................................................. 181
Chapter 1 - Introduction

1.1 Background

The use of computers in newspaper offices has increased rapidly within the last decade. Computers are now used to capture copy typed in at terminals locally and by wire services, to recall and edit the copy later, to make up pages of the paper interactively, to drive photocompositors, and to perform many other functions. Extensive use of computers helps to reduce the lead time required for newspaper production, thereby allowing the inclusion of later-breaking news, as well as reducing costs and improving the quality of production.

One of the newspaper production operations that has been partially computerized is that of page layout. Each page of the newspaper contains some combination of stories and pictures and ads; the problem is to find a layout which specifies where they are to be placed on the page. When this task is performed by hand, a layout person uses pencil and paper to produce a page dummy such as the one shown in Figure 1-1.

An approach which has been used in computerizing page layout is to replace the piece of paper with a display screen and the pencil with a light pen. This is the approach currently used in commercially available systems, as well as in the once-proposed NSDG system [NSDG 73].¹

A computer implementation of some facet of newspaper production can be judged successful to the extent that it allows the computer to perform a task formerly requiring human effort, and allows it to do so either faster or better than the person. Using such a criterion, we can judge the "scratch-pad"

¹. References inside brackets are listed in the References section at the end of the report.
implementation of news layout to be inherently unattractive on both counts, since the layout person will do essentially the same work as in the manual case, and will take essentially the same amount of time doing it, but now requires a computer to drive the display.

Another approach would be for the computer to produce page layouts automatically. In such a system, the layout person would instruct the system to lay out each of the pages of the paper, in turn. It might still be necessary or desirable for the layout person to lay out some pages by hand, such as the front page, but it should be possible for the less-important and less-demanding inside pages to be laid out mechanically. Such a procedure would have the advantage of greatly reducing the amount of human effort required for page layout by having the computer be able to do most of the work.

Layout persons normally divide the problem of page layout into two separate problems: ad layout and news layout. This approach has been found practical because of the different nature of the layout problems for ads and for news. Since the set of ads to be included in the newspaper is typically known long before the set of stories and pictures, the ads are laid out first; this involves decisions on the size of the edition (the greater the number of ads, then typically the greater the number of pages), the size of each of the departments, and the assignment of ads to the pages coupled with the placement of the ads on each individual page.

A computer program for ad layout was designed by Kan [Kan 73]. His program took as inputs the set of ads to appear in the edition, along with a policy file defining the rules to be used in laying out the ads. This program made a decision on the size of the edition and on the assignment of ads to pages, and produced as its output an ad layout for each page. Tests of this approach in an operating newspaper environment [Elkin 74] showed that it was able to produce layouts of comparable quality to those produced by the
newspaper staff, and in significantly less time and with far fewer manual steps required. The ad layouts produced were of the single-pyramid or double-pyramid style, identified as the style most used by newspapers and the style most acceptable to them. Examples of this style are shown in Figure 1-2. All of the ad layouts in the figure are single-pyramid except the last, which is double-pyramid.

After ad layout has been completed, each page not totally taken up by ads

---

Figure 1-2. Examples of Single-Pyramid and Double-Pyramid Ad-Layout Styles.

---

2. Although fewer manual steps were required, it was still possible to override any decision made by the layout program, on an interactive basis. This ability was judged a necessity for any such program to be acceptable for use at actual newspaper offices. Ideally, the necessity for such interactions should be kept as small as possible.
has some empty space; this space is called the newshole. For each of the departments of the paper (e.g., News, Editorial, Arts, Sports), the sum of the sizes of the newsholes represents the budget for the department. Generally, there will be more items available for each of the departments than the budget will allow. The next step in a computerized layout system has been identified [Longtin 72, Reintjes 77] as that of story assignment, in which each page is assigned some set of items\(^3\) out of the items available for that department. The sum of the areas of the items assigned to a given page will not exceed the size of the newshole on that page, and will usually be significantly less, because of the discrete sizes of the items. It is reasonable to expect the sum of the areas of the items to represent approximately 95% of the space available in the newshole. The presence of a margin between the actual amount of space needed for the items and the amount of space available makes it easier to produce layouts, since it does not require the items in the layout to fit together exactly, but only within the specified margin. The difference will be made up in the final layout either through the use of white space between items, or through the use of leading to increase the inter-line spacing in text. (The term "leading" derives from the hot-type method of inserting lead strips between lines of text.)

After story assignment has been performed, each page can be laid out separately. This process involves positioning each item assigned to the page within the newshole in a manner which is in accordance with established newspaper policy for acceptable layouts. Unfortunately, there seems to exist no explicit rules in use by newspaper layout persons which either describe the set of acceptable layouts, or which explain how to achieve such layouts. Indeed, when a layout man at one newspaper was asked what rules he used to

\(^3\) In this report, the term item is used to denote not only stories, possibly containing dependent pictures, but also independent pictures. A more complete definition of an item is given in the next section.
lay out pages, he replied that he did not know, but would appreciate being told
if someone could find out. Layout persons seem to be guided by experience
and instruction in such matters.

1.2 Statement of Problem

This thesis is concerned with the problem of *news layout*, which is the
problem of placing news items on the pages of the News departments of the
paper. In most newspapers, there are certain differences in style among the
various departments, but the News departments are prototypical. A procedure
for laying out news items, once achieved, can be adapted to other departments.

Each page to be laid out is considered as a separate layout problem. The
inputs to the layout procedure are a definition of the newshole, and a definition
of the news items assigned to the page. Generally, the number of news items
on a page is relatively small, as can be seen by an examination of a typical
newspaper. It is reasonable to consider approximately a dozen news items as
being a practical upper limit on the number of news items assigned to a page;
the number will usually be far less.

The newshole is defined by the number of columns in the newshole, and the
height of each. From the nature of pyramidal ad layout, we know that each
news column starts at the top of the newshole, and extends downward for
some height, terminating either at an ad or at the bottom of the page. For
example, the definition of the newshole shown in Figure 1-3 is shown in Table
1-1. In this table, heights are given in *points*, the height standard used in this
report. One point is approximately 1/72 inch. We assume that all of the
columns have equal width; the problem of variable-width columns is discussed
in Section 11.3.

The definitions of the news items are also expressed numerically. We
Figure 1-3. Example Newshole.

Table 1-I. Numerical Definition of Example Newshole.

<table>
<thead>
<tr>
<th>column</th>
<th>height</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>1000</td>
</tr>
<tr>
<td>2</td>
<td>1000</td>
</tr>
<tr>
<td>3</td>
<td>500</td>
</tr>
<tr>
<td>4</td>
<td>750</td>
</tr>
<tr>
<td>5</td>
<td>750</td>
</tr>
<tr>
<td>6</td>
<td>750</td>
</tr>
</tbody>
</table>

All heights are measured in points.

define a *news item* as either a *story*, which may or may not have some number of associated *dependent pictures*, or as an *independent picture*, which is not associated with any story on the page. We can identify the following components of a news item.

Stories have a *text* component, the definition of which specifies the area of the text for the story. We assume either that the text has already been
divided into lines of width equal to the width of a column, so that the number of lines required is definitely known, or else that this quantity has been estimated from the raw length of the story. We can measure the area in column-points (i.e., the number of points tall the text would be if it were laid out in one column). For some stories, part of the text may be cut from the final layout if necessary; in this case, it is necessary to know both the amount of text that is available, and the absolute minimum amount that can be run.

Stories also have a **headline** component, whose definition specifies the size of the headline for the story.\(^4\) In some cases, the layout person may wish to specify an exact headline to be used in the layout; in this case, the width of the headline, in columns, and its height, in points, are given. In other cases, a variety of headlines might be possible, and the height and width of each are given. As a limiting case, it is possible to mechanically estimate a probable headline area for a story given its text size, as described by Bracken [Bracken 75]; from this estimated area, a set of headline widths and heights can be generated, and the layout person can write a headline after the space allocated to the headline in the layout is known. In any case, the input to the layout program will be in the form of a set of possible headline widths and heights to be considered.

Still another item component is the **picture**. Pictures may be independent, or may occur as a part of a story. Pictures are defined by their widths, measured in columns, and their heights, measured in points. Pictures may often have a large range of possible heights, since they can be cropped; in such a case, the range of heights is given.

As an example, Table 1-II gives a definition of the news items in the layout shown in Figure 1-4.

---

4. Independent pictures may also have headlines, in rare cases.
Table 1-II. Numerical Definition of News Items in Figure 1-4.

<table>
<thead>
<tr>
<th>name</th>
<th>text</th>
<th>headline</th>
<th>picture</th>
</tr>
</thead>
<tbody>
<tr>
<td>PCP</td>
<td>1568</td>
<td>1x360,2x180,3x120,4x120,5x120,6x60</td>
<td>-</td>
</tr>
<tr>
<td>DiCara</td>
<td>760</td>
<td>1x192,2x96,3x96,4x48</td>
<td>4x343</td>
</tr>
<tr>
<td>Chase</td>
<td>532</td>
<td>1x252,2x126,3x84,4x84,5x84,6x42</td>
<td>-</td>
</tr>
<tr>
<td>Droney</td>
<td>352</td>
<td>1x144,2x72,3x72,4x36</td>
<td>1x221</td>
</tr>
<tr>
<td>School-Board</td>
<td>228</td>
<td>1x48,2x24</td>
<td>-</td>
</tr>
<tr>
<td>Chelsea</td>
<td>485</td>
<td>1x144,2x72,3x72,4x36</td>
<td>2x343</td>
</tr>
<tr>
<td>Volterra</td>
<td>333</td>
<td>1x72,2x36</td>
<td>-</td>
</tr>
<tr>
<td>Correction</td>
<td>114</td>
<td>1x18</td>
<td>-</td>
</tr>
</tbody>
</table>

The variety of headline sizes for each of the stories was generated from the headline width and height used in the layout shown in Figure 1-4, to simulate more closely an actual layout problem. The height listed for each picture includes the height of the cutline beneath the picture.

The output of the program is a layout for the given news items. This layout will be in the form of a page dummy which can be used to drive the page–makeup procedure. Figure 1-5 shows the page dummy for the page in Figure 1-4. Pictures are denoted by diagonal lines. Headlines are separated from the rest of the story by dotted lines, as are dependent pictures. This graphical notation is the standard used in this report.

In page makeup, following page layout, exact headlines are written and inserted, the text leaded and divided among the columns assigned to the stories, white space inserted, lines separating items drawn, and so forth.

1.3 Overview of Thesis

The basis of the approach taken in this thesis is to divide the news layout problem into two parts. The first part produces not a layout, but an abstraction of a layout called a template. The second part transforms a
PCP or angel dust, it's around and deadly

By Tony Abner

Drug experts are predicting that the availability of PCP (Phencyclidine) will increase in the next few years. PCP is known for its hallucinogenic and mind-altering effects. Addiction to PCP is high and deaths have been reported in patients who are dependent on the drug.

According to the Drug Enforcement Administration (DEA), PCP is a Schedule I controlled substance, meaning it has no accepted medical use and a high potential for abuse. The DEA reported that the availability of PCP has increased in recent years, especially among young people.

A number of factors contribute to the increased availability of PCP. One factor is the rise in the use of decentralized drug distribution systems. These systems allow for the illegal sale of drugs over the internet or through the mail. Another factor is the growing number of drug distributors who are willing to supply PCP to dealers.

The DEA is working with law enforcement agencies across the country to combat the growing availability of PCP. In recent months, several large-scale drug seizures have been made, including a case in California where 500 pounds of PCP were seized.

"We cannot underestimate the danger of PCP," said DEA Administrator Dan Hicken. "This drug can be fatal, and we must do everything in our power to prevent its misuse and abuse."

2 suspects shot by police during Dorchester chase

By John F. Curley

Two men were shot by police during a confrontation that began as a high-speed chase in Dorchester last night. The men were identified as John Smith and Joseph Jones. Both suspects were booked at the Dorchester Police Station, where they are being held without bail.

According to police, the chase began when officers spotted Smith and Jones driving a stolen car. The suspects fled from the officers and into an alleyway, where they were confronted by the police. During the confrontation, the suspects were shot by the police.

"The suspects displayed a flagrant disregard for the safety of others," said Chief of Police John O'Connor. "We owe a debt of gratitude to our officers for their quick thinking and decisive action in this matter."

DiCara wins with surprising ease

By Michael Smith

The two candidates in the race for the Dorchester state House of Representatives seat did not disappoint last night. The winner, John DiCara, was expected to win, but few expected him to do so with such ease.

DiCara, a member of the Massachusetts Democratic Party, easily defeated his opponent, Adam Thomas. DiCara won by a margin of 50% to 40%.

"I am humbled by this victory," said DiCara. "I am grateful to the people of Dorchester for placing their trust in me."

School board to pick leader today

By Karen Brown

The School Board of the Dorchester School System will meet today to select a new superintendent. The board is expected to announce its decision at the meeting.

The new superintendent will replace Jane Johnson, who left the position to take a job in another district.

Father of 7 charged in fatal Chelsea fire

By Jane Doe

A father of seven children was charged yesterday with murder in connection with the death of his five-year-old son. The incident occurred last night in Chelsea.

The father, Robert Smith, was arrested after police arrived at the scene of the fire. Smith told police that he had fallen asleep while smoking a cigarette.

Dukakis names Volterra

By Alice Johnson

Governor Michael Dukakis announced yesterday that he has appointed Dr. Charles Volterra as his new chief of staff. Volterra had been a member of the Governor's advisory board.

"Dr. Volterra is a highly respected leader in the field of public policy," said Governor Dukakis. "I am confident that he will be a valuable asset to our administration."
Figure 1-5. Example Layout.
template into a layout, by means of the solution of a set of simultaneous linear inequalities, called \textit{layout equations}, generated from the template (Chapter 2). If the equations based on a given template have a solution, then the template has a corresponding layout, which can be used as the solution to the original news layout problem. Otherwise, another template must be tried.

The problem of how a stream of templates is supplied in this procedure is made easier by the specification of a \textit{template grammar} (Chapter 3). Templates specify the set of geometric interrelationships between the items in the template; some sets of interrelationships can be specified as being grammatical and some ungrammatical, according to a \textit{descriptive grammar} based on the types of layouts commonly used in newspapers. A corresponding \textit{generative grammar} can be used to generate every legal (i.e., grammatical) template.

The operation of the generative grammar for a given layout problem can be modelled by a conceptual \textit{layout tree} (Chapter 4). The terminal nodes of the tree correspond to templates, while the non-terminal nodes correspond to \textit{partial templates}. Just as the validity of a template for a given layout problem can be determined through attempting the solution of a set of layout equations, the validity of a partial template can be partially determined through attempting the solution of a set of \textit{partial layout equations}. The problem of finding a valid template can then be viewed as the problem of searching through the layout tree until a node corresponding to such a template is encountered.

The effectiveness of this search depends on the exact nature of the layout tree. Certain modifications to the generative grammar can greatly increase the probability of a successful search. In particular, requiring that templates be built either upward from the bottom of the page (\textit{bottom-up}) or downward from the top of the page (\textit{top-down}) allows a significant strengthening of the conditions stated in the partial layout equations, allowing earlier detection of
invalid paths through the tree; it also greatly reduces the size of the tree (Chapter 5). Moreover, top-down layout gives certain advantages over bottom-up layout, because of the nature of the template grammar.

In any formulation of the generative grammar, the sheer size of the layout tree necessitates the use of highly efficient search strategies to enable the location of a valid template in a reasonable amount of time (Chapter 6). A simple exhaustive search can be ruled out, because of the nature of the layout tree. Instead, a limited-breadth search can be effectively used. Such a search can best proceed down the tree on a semi-random basis, biasing its selection of moves in a manner related to certain numerical criteria, derived from the partial layout equations; these criteria are statistically related to the eventual success of the paths.

Such a bias improves the chances of the search strategy reaching some valid terminal node, corresponding to a template which can be used to generate a legal layout. The additional incorporation of esthetic rules (Chapter 7) can assist in steering the search toward good-looking templates, which produce good-looking layouts.

In general, the presence of restrictions on acceptable layouts will make layouts harder to find. This is the case with setting an upper limit on allowable leading factors for stories (Chapter 8). Such a restriction can be represented by additional layout equations, but its effective incorporation necessitates a significant change in the basic nature of the layout equations, increasing the probability of their successful solution by weakening certain other restrictions in compensation.

The problem being solved is above all a practical problem. As such, the ultimate test of any approach is how well it works on practical cases. An experimental implementation of the layout algorithms has been programmed;
examples of its operation on news layout problems taken from actual newspapers are shown (Chapter 9).

Certain problems encountered in the design of implementations of the algorithms are discussed, along with suggested solutions (Chapter 10). Finally, a number of open research problems are listed (Chapter 11), and conclusions are presented (Chapter 12).

Appendix I presents a series of experiments performed to determine what rules, if any, are used by humans in performing news layout. Appendix II presents a number of theoretical considerations relating to the problem of news layout. Appendices III and IV compare past work on the computerization of news layout to the approach used in this thesis.
Chapter 2 - Templates

2.1 Definition

In his doctoral thesis [Kan 76], Kan introduced the concept of a template. As defined by Kan, a template contains purely geometrical information about a layout but specifies no numerical dimensions. A single template, therefore, can correspond to an (essentially) infinite number of layouts, each of them with different numerical dimensions, but all similar in the abstract shapes and locations of the items. Thus, a single template represents an abstraction of a large class of layouts. For example, all the layouts shown in Figure 2-1 can be represented by the same abstract template, shown in Figure 2-2. The template contains a number of template items, one for each news item in the eventual layout.

The problem of finding a suitable layout for a given page can be subdivided into the problem of first selecting a suitable template, and then the problem of finding a layout corresponding to that template. This chapter deals with the latter problem; template selection is covered in later chapters.

2.2 Template Specification

Before the problem of transforming a template into a layout can be attacked, it is necessary to specify exactly what information is held in a template. By definition, a template holds the geometrical information that will be used to produce the layout. But, how can this information be expressed?

In this thesis, templates are represented in a matrix form. Consider the template given pictorially in Figure 2-3. The matrix form for this template, for an arbitrary labelling of the template items, is:
Figure 2-1. Layouts with the Same Abstract Template.
Figure 2-2. Abstract Template for Examples.

Figure 2-3. Example Template.

A B B
A C C
D D C

We see that the matrix form of the template contains the same information as the pictorial form. Indeed, the pictorial form may be immediately derived from the matrix form, as shown in Figure 2-4.

Figure 2-4. Derivation of Pictorial Form from Matrix Form.
From here on, the matrix and pictorial forms of templates are used interchangably. The pictorial form is easier to grasp visually, while the matrix form makes it easier to understand the operation of the layout algorithms.

A template contains one or more template items; in the final layout, each template item will correspond to one of the news items to be laid out. We define a marked template as one in which the correspondence between the template items and the news items they represent is explicitly labelled in the template, and an unmarked template as one in which no such correspondence is given.

A template in the matrix form also contains some number of columns. Each of these template columns corresponds to one or more news columns in the final layout, as shown in Figure 2-5. A widened template is one which contains exactly the same number of columns as does the layout (i.e., as does the newshole), so that each template column corresponds to exactly one news column. An unwidened template is one without this restriction.

---

Figure 2-5. Interpretation of Abstract Template Columns.
Consider the layout in a non-rectangular newshole shown in Figure 2-6. A *fitted template* is one which has the same overall shape as the newshole, as for the widened fitted template:

```
A A A B B B
A A A C C
D D D D C
```

whereas an unfitted template is one which does not explicitly state the interaction between the newshole shape and the news items, such as:

```
A A A B B B
A A A C C C
D D D D C C
```

Of course, for rectangular newsholes, there is no difference between fitted and unfitted templates.

---

Figure 2-6. Layout in a Non-Rectangular Newshole.
A fitted, widened, marked template will be called a *concrete template*, because the correspondences of template items to news items, of template columns to layout columns, and of the shape of the template to the shape of the newshole are explicitly represented as part of the template. An unfitted unwidened unmarked template will be called an *abstract template*. In this thesis, we will be concerned primarily with the use of concrete templates. Unless otherwise qualified, the term "template" in this report will refer to a concrete template.

2.3 Layout Equations

Given a concrete template, how can a layout be generated? Since the only information held in a layout but not in the template is that of the numerical dimensions of the layout, the problem is to find appropriate dimensions to add to the template so as to produce the layout. A layout has two sets of dimensions: *width* and *height*. Since a concrete template is by definition widened, the width dimensions are represented explicitly in the template (i.e., each template column corresponds to precisely one layout column), and are thus known, leaving only the variable height dimensions to be determined.

Each row of a template correspond to some unknown height dimension, as shown in Figure 2-7. We can symbolically represent the height dimensions by a set of *height variables*, one for each row:

\[
\begin{align*}
&\text{A A A B B B } & h_1 \\
&\text{A A A C C C } & h_2 \\
&\text{D D D D C C } & h_3 \\
\end{align*}
\]

---

1. Abstract templates will be used in Appendix IV, however, in the discussion of the "template library" approach presented by Kan in his thesis.
The problem is to find appropriate numerical values for the height variables. These values can then be used to produce the layout. What, then, defines those values of the height variables which are appropriate? The approach taken in this thesis is to generate a set of simultaneous equations from the template. These equations will collectively state the necessary conditions on appropriate values of the height variables.

The first thing we note is that the sum of the height variables must equal the height of the newshole.$^2$ We can represent this restraint symbolically as:

$$h_1 + h_2 + \ldots + h_n = \text{height of newshole}$$  \hspace{1cm} (2-1)$$

We term this equation a height equation.

Also, the height variables must always be non-negative:

$$h_1, h_2, \ldots, h_n \geq 0$$  \hspace{1cm} (2-2)$$

Another set of restraints on the height variables can be derived from the sizes of the news items. Each news item has a certain known minimum area, and must be assigned at least that much space on the page. It might be

---

2. The problem of non-rectangular newsholes is discussed in Section 2.4.1.
assigned more, usually without any great harm, with the excess simply
remaining some form of white space. Alternatively, if there is more text or
other matter available for optional use, it can be run.

For each news item, then, we can generate an area equation, which states
that, for each item:

\[
\text{space assigned in layout} \geq \text{area (item)} \tag{2-3}
\]

For example, in the template shown above, the area equations are:

\[
\begin{align*}
3 \ h_1 + 3 \ h_2 & \geq \text{area (A)} \tag{2-4} \\
3 \ h_1 & \geq \text{area (B)} \tag{2-5} \\
3 \ h_2 + 2 \ h_3 & \geq \text{area (C)} \tag{2-6} \\
4 \ h_3 & \geq \text{area (D)} \tag{2-7}
\end{align*}
\]

These area equations, combined with the height equation:

\[
h_1 + h_2 + h_3 = \text{height of page} \tag{2-8}
\]

and the non-negative condition, form a set of layout equations. Any values of
\( h_1, h_2 \) and \( h_3 \) must satisfy these equations in order to correspond to a valid
layout.

For the given layout equations, consider the layout problem given in Table
2-l. Here there is 9000 column-points of space available, but the areas of the
news items sum to only 8600 column-points. The solution of the layout

---

Table 2-l. Example Layout Problem.

| height of page = 1500 \quad [\text{i.e., 1500 points}] |
| area (A) = 3000 \quad [\text{i.e., 3000 column-points}] |
| area (B) = 1500 |
| area (C) = 2500 |
| area (D) = 1600 |
equations is represented by the shaded region in Figure 2-8. The variable $h_3$ has been eliminated in this graph by use of the height equation:

$$h_1 + h_2 + h_3 = 1500 \quad (2-9)$$

The four area equations for the four template items are marked A, B, C, and D.

Since the layout equations are all linear equalities or inequalities, a simplex linear programming algorithm is sufficient for finding a solution to the layout equations. There is no function which needs to be maximized within the basic feasible region defined by the layout equations, so a linear programming algorithm which returns an arbitrary point in the region is adequate. The only caveat is that, because of the nature of linear programming, the solution returned will be at some vertex of the basic feasible region. In our

![Graph showing the solution of layout equations](image)

Figure 2-8. Solution of Layout Equations.
interpretation, then, some of the area equations will be satisfied as equalities (i.e., those news items will have zero leading), while others will be far from equalities (i.e., these news items will be leaded more than average).³

In this example, the layout equations a set of solutions. However, this may not always be the case. Most concrete templates, it develops, will have no corresponding layouts; their layout equations will therefore have no solutions. A simplex linear programming algorithm is capable of detecting such a case.

The layout equations, then, can be seen to represent the necessary conditions for a layout to be derived from a given template. A linear programming algorithm can determine whether the equations have a solution or not, and, if so, can generate the specific height dimensions for the layout.

2.4 More Layout Equations

The layout equations described in the previous section (the area equations and the single height equation), plus the non-negative condition, are necessary conditions on appropriate values of the height variables, but they are not necessarily sufficient. There are other necessary conditions which also need to be stated in the layout equations. Fortunately, these new equations are themselves in the form of linear inequalities, so that the linear programming approach can still be used to solve the resulting set of layout equations.

2.4.1 Non-Rectangular Newsholes

Consider the concrete (and therefore fitted) template:

³. This topic is discussed more fully in Chapter 8.
corresponding to the non-rectangular newshole shown in Figure 2-9. Here, the one height equation of the rectangular-newshole case must be replaced by a set of height equations:

\[
\begin{align*}
  h_1 &= 800 \\
  h_2 + h_3 &= 700
\end{align*}
\]  

(2-10)  

(2-11)

In general, for non-rectangular newsholes, there will be a height equation for each "level" in the newshole.

---

Figure 2-9. Example Non-Rectangular Newshole.
2.4.2 Headlines

Stories have headlines, and the dimensions of a story's headline must be taken into account in the layout equations. We shall assume the area needed for the headline is included in the total area needed for the story, as stated in the area equation. That is, the story's headline is not represented explicitly in the template, but is considered part of the containing template item.

There is, however, another restriction that must be stated as a layout equation. Consider the headline. We assume that we know its width, since the template is a widened template, and its height, from the numerical definition of the layout problem.\(^4\) Not only must the space assigned to the story be great enough to accommodate the headline, it must also be great enough to allow it to be constrained to a rectangular form. That is, while a headline placed as in Figure 2-10 is acceptable, the one shown in Figure 2-11 is not, even though the numerical area assigned to each is the same, since the space assigned to headlines must be rectangular.

This condition can be stated as a layout equation. Consider the template:

```
headline
\[\text{---}\]
text
```

**Figure 2-10. Example of Acceptable Headline Placement.**

\(^4\) If there is more than one possible headline height for the given headline width, then the minimum of these should be used, since we are stating only necessary conditions on the space allocated.
Figure 2-11. Example of Unacceptable Headline Placement.

A A A B B B
A A A C C C
D D D D C C

For story C, the headline equation is of the form:

\[ h_2 \geq \text{height of headline of C} \]  \hspace{1cm} (2-12)

This headline equation is in addition to the area equation for C:

\[ 3h_2 + 2h_3 \geq \text{headline area of C + text area of C} \]  \hspace{1cm} (2-13)

This headline equation guarantees only that there will be enough space to run a rectangular headline. It does not rule out the possibility of a resultant layout such as the one shown in Figure 2-12 with no text running under part of the headline. This is considered an acceptable layout at some newspapers. For newspapers where such layouts are not used, the headline equation can be changed to:

\[ h_2 \geq \text{height of headline of C + increment} \]  \hspace{1cm} (2-14)

where the increment is the minimum height of text which absolutely must run
underneath the headline. This can be either an absolute amount (e.g., two lines of text) or some amount relative to the headline size (e.g., 50% of the headline height).

The left-hand side of the headline equation will not always be a single height variable. In the template:

```
A A A B B B
C C C B B B
C C C D D D
C C E E D D
```

the headline equation for C is:

\[ h_2 + h_3 \geq \text{height of headline of } C + \text{increment} \quad (2-15) \]

for some appropriate value of the increment. In general, the left-hand side of a
headline equation is a sum of height variables, starting from the top of the template item, and terminating at the point where the template item ceases to be rectangular:

A corollary of this fact is that rectangular stories do not need their headline equations explicitly included in the set of layout equations. It is obvious that there can be no problem in providing a rectangular space for a headline within a rectangular story. Thus, in the above template, stories C and D need headline equations, while A, B and E do not, since their headline equations would simply be redundant: if we already require that:

\[
3 h_1 \geq \text{headline area of } A + \text{text area of } A \\
\text{[headline area of } A = \text{three times headline height of } A]
\]  \hspace{1cm} (2-16)

then the headline equation:

\[
h_1 \geq \text{headline height of } A + \text{increment}
\]  \hspace{1cm} (2-18)

is unnecessary.

Strictly speaking, this headline equation might not be automatically satisfied if the text area becomes relatively small compared to the increment. This situation, however, can be avoided by the choice of the increment as an appropriate function of the text area.

2.4.3 Independent Pictures

There are two types of pictures: independent pictures, which are not associated with any story on the page, and dependent pictures, which are. The layout equation for an independent picture is simple. First, we note that the template item corresponding to an independent picture must be rectangular, and that the width of the template item must correspond to the width of the picture. With this given, the picture equation is simply:
height assigned to picture ≥ height (picture) \hspace{1cm} (2-19)

where height(picture) represents the minimum possible height the picture can be cropped to, since the picture equation states only a necessary condition. In the template:

\[
\begin{array}{cccccc}
D & D & D & D & C & C \\
\end{array}
\]

if A is a picture, its layout equation is simply the picture equation.

\[ h_1 + h_2 ≥ \text{height (A)} \hspace{1cm} (2-20) \]

No separate area equation is needed for an independent picture, since it would state exactly the same condition, merely multiplied by the width of the picture.

Pictures typically have a cutline (or caption) beneath them, of the same width as the picture. The height of this cutline can be considered as part of the height of the picture for the purposes of the layout equations. The same is true for a headline appearing above the picture.

2.4.4 Dependent Pictures

Pictures which are associated with a story and which are to appear as part of the story are more difficult to handle. As with headlines, we assume that the location of a dependent picture or pictures within the template item corresponding to a story is not stated directly within the matrix form of a template, but is defined by a story-picture format, present as an adjunct to the template. The exact type of equation to be generated depends on the story-
picture format chosen. The following formats are typical.\textsuperscript{5}

2.4.4.1 Format 1

Format 1 is shown in Figure 2-13. The format is simply that of a picture to the left of the remainder of the story. Although the text shown in the figure is rectangular, this does not need to be the case. Of course, however, the picture must be rectangular. For the purposes of the layout equations, the two parts of the format, the picture and the headline-text combination, can be considered separately, with a picture equation for the picture, and an area equation and a headline equation for the remainder of the story. The area equation should include the area of the text plus the area of the headline, but not the area of the picture. Consider the template:

\[
\begin{align*}
A & A A A B B \\
C & C C A B B
\end{align*}
\]

where story A, with a two-column picture, is to be laid out in Format 1. The picture will be placed in the first two columns of item A; this is acceptable since these columns define a rectangular space. For story A, the layout equations are:

\[
\begin{align*}
\text{Figure 2-13. Format 1.}
\end{align*}
\]

\textsuperscript{5} By extension, we can consider the headline-text combination present in a story without independent pictures to represent the single possible "format" for such a case; the same is also possible for independent pictures.
Templates

h₁ ≥ picture height
2 h₁ + h₂ ≥ text area + headline area
h₁ ≥ headline height + increment

(2-21)  (2-22)  (2-23)

2.4.4.2 Format 2

In Format 2, shown in Figure 2-14, the picture appears directly above the headline, and is of the same width. In this case, the conceptual approach is to think of the combination of picture and headline as if it were a single very tall headline, and generate the layout equations appropriately. The text, of course, need not be rectangular. Consider the template:

A A A B B B
A A A B B C

where story B, with a three-column picture, is to be laid out in Format 2. The layout equations are:

h₁ ≥ picture height + headline height + increment
3 h₁ + 2 h₂ ≥ picture area + headline area + text area

(2-24)  (2-25)

Figure 2-14. Format 2.
2.4.4.3 Format 3

In Format 3, shown in Figure 2-15, the picture appears to the right of the headline, the headline has text running beneath it, and there may be text running beneath the picture. In the template:

```
A B C C C C
D D D C C C
E E E E E E
```

where story C, which has a picture two columns wide, is to be laid out in Format 3, the layout equations are:

\[
\begin{align*}
  h_1 & \geq \text{headline height} + \text{increment} \\
  h_1 + h_2 & \geq \text{picture height} \\
  4 \ h_1 + 3 \ h_2 & \geq \text{text area} + \text{headline area} + \text{picture area}
\end{align*}
\]

(2-26)  
(2-27)  
(2-28)

Here, we are requiring that the first two columns, which hold the headline, have sufficient minimum height (here, \( h_1 \)) for it, while requiring that the last two columns, which hold the picture, have sufficient minimum height (here, \( h_1 + h_2 \)) to do so. The use of the increment in the headline equation requires that there be enough space to run some text beneath the headline; the lack of such an increment in the picture equation means that, although it is possible for there to be room for text underneath the picture, this is not required.

---

**Figure 2-15. Format 3.**
2.4.4.4 Format 4

Format 4, shown in Figure 2-16, is very similar to Format 3. The only difference is that the headline runs above the picture, slightly modifying the picture equation. With the template:

A B B C C C
A B D D D D
E E E D D D

Laying out story D, with a two-column picture, in Format 4 gives the layout equations:

\[ h_2 \geq \text{headline height} + \text{increment} \quad (2-29) \]
\[ h_2 + h_3 \geq \text{headline height} + \text{picture height} \quad (2-30) \]
\[ 4 h_2 + 3 h_3 \geq \text{text area} + \text{headline area} + \text{picture area} \quad (2-31) \]

The only difference from Format 3 is in the right-hand side of the picture equation.

Figure 2-16. Format 4.
2.4.4.5 Other Formats

Other story-picture formats are possible, not only for stories with only one dependent picture, but also for those with more. The above examples, though, should be sufficient for showing how to develop the form of the layout equations needed for arbitrary formats, and for stories with an arbitrary number of pictures.

2.5 Example

Consider the concrete template:

A A B B B
C C C B B
C C C D D

where the news items are defined in Table 2-II. Item A and item C are stories with no dependent pictures. Item B is a story with one dependent picture, which will be laid out in Format 2. Item D is an independent picture. The newshole is five columns wide and 1160 points tall.

The resultant layout equations are shown in Table 2-III. The first three equations state the non-negative condition on the height variables. The next equation is the height equation, requiring that the sum of the height variables be equal to the height of the newshole. The area equation for item A requires

<table>
<thead>
<tr>
<th>item</th>
<th>text size</th>
<th>headline size</th>
<th>picture size</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>589</td>
<td>2x80</td>
<td>-</td>
</tr>
<tr>
<td>B</td>
<td>1121</td>
<td>3x40</td>
<td>3x270</td>
</tr>
<tr>
<td>C</td>
<td>2252</td>
<td>3x40</td>
<td>-</td>
</tr>
<tr>
<td>D</td>
<td>-</td>
<td>-</td>
<td>2x261</td>
</tr>
</tbody>
</table>
Table 2-III. Layout Equations for Example.

\[ \begin{align*} h_1 & \geq 0 \\ h_2 & \geq 0 \\ h_3 & \geq 0 \\ h_1 + h_2 + h_3 &= 1500 \quad \text{[height eqn]} \\ 2h_1 & \geq 589 + 2 \times 80 \quad \text{[area eqn for A]} \\ 3h_1 + 2h_2 & \geq 1121 + 3 \times 40 + 3 \times 270 \quad \text{[area eqn for B]} \\ h_1 & \geq 270 + 40 \quad \text{[picture-headline eqn for B]} \\ 3h_2 + 3h_3 & \geq 2252 + 3 \times 40 \quad \text{[area eqn for C]} \\ h_3 & \geq 261 \quad \text{[picture eqn for D]} \end{align*} \]

One solution to these equations is:

\[ \begin{align*} h_1 &= 389.33 \text{ points} \\ h_2 &= 509.67 \text{ points} \\ h_3 &= 261.00 \text{ points} \end{align*} \]

that the space allocated to A, namely 2 \( h_1 \), be large enough to hold the text and headline area of A. Story A needs no headline equation, because it is rectangular in shape. The area equation for item B requires that the space allocated for it, 3 \( h_1 + 2h_2 \), be large enough to hold the text, headline, and picture areas of B. Also, a picture-headline equation for B is necessary, requiring that the rectangular space at the top of the template item have sufficient height, here \( h_1 \), for the picture and the headline to be allocated rectangular spaces; for the sake of simplicity, the increment was left out of the right-hand side of this equation. The area equation for item C requires that the space allocated to C, namely 3 \( h_2 + 3h_3 \), be large enough to hold the text and headline area of C. The picture equation for item D requires that its height, \( h_3 \), be large enough to hold the picture. The layout based on the given solution to the equations is shown in Figure 2-17.
2.6 Summary

This chapter has introduced the concept of a template. A template contains the same non-numerical information as does a layout, but without specifying the numerical dimensions. Given a template corresponding to a given layout problem, it is possible to generate a set of layout equations whose solution, if any, is the set of numerical dimensions needed to transform the template into a layout.

The following chapters consider the problem of how these concrete templates are to be supplied.
Chapter 3 - Template Grammar

3.1 Definitions

Chapter 2 presents a template-layout procedure that produces a layout from a known concrete template, if a layout with that template is possible. In the general layout problem, however, no such template will be available a priori. It will be necessary somehow to produce one or more templates based on the given layout problem, and then to test each of these templates for correspondence to a layout. Testing can stop when a layout has been achieved, or, alternatively, a number of layouts can be generated, with the layout person deciding when to stop this process, and then choosing from among the layouts produced up to that point.

When generating a number of likely templates, not all possible templates need be considered. Some, such as the one shown in Figure 3-1, would be considered illegal at any newspaper, while others, like the one shown in Figure 3-2, are definitely legal. When generating templates, we should restrict ourselves to the legal ones only. What, then, defines a legal template?

In the theory of linguistics, there is the concept of a grammar, which

![Diagram](image)

Figure 3-1. Illegal Template.
defines the syntax of a language. The grammar consists of rules which specify
the set of legal constructs (e.g., sentences) in the language; a construct is legal
if, and only if, it belongs to the set of legal constructs thereby defined.

By analogy, then, we can develop a template grammar which will specify
which templates are legal and which are not. Two types of grammar will be
considered. The first, a descriptive grammar, gives rules for determining if an
arbitrary template belongs to the set of legal templates. The second, a
generative grammar based on the first, gives rules whereby the set of legal
templates may be generated.

3.2 Descriptive Grammar

Unfortunately, not all newspaper personnel would agree on what
constitutes a legal layout. To the extent that this disagreement involves
geometrical issues, this implies that not all newspapers would agree on what
constitutes a legal template. Even so, a careful study of layouts in a variety of
newspapers shows that there are some common rules for legal templates which
can be stated. Individual newspapers may wish to make changes to these
rules.¹ Still, these rules do a good job of stating what features concrete templates at different newspapers have in common. There are seven rules, as follows.

Rule 1. The shapes of template items must never become larger as one scans from top to bottom.

For example, template item shapes such as the ones shown in Figure 3-3 are illegal, while those shown in Figure 3-4 are legal. In other words, a template item must have a unique flat top.

Rule 2. Each template item must be contiguous.

Figure 3-3. Illegal Template Item Shapes.

Figure 3-4. Legal Template Item Shapes.

¹ Better yet, those newspapers could change their layout rules to conform to those given here. The latter is especially advisable considering that the simplicity of the generative grammar, as given in the next section, depends on the exact details of this descriptive grammar.
Obviously, items should not jump about on the same page.

Rule 3. There must be one and only one template item for each news item.

This rule ensures that the template is a properly marked template.

Rule 4. The width of the top of a template item must be a possible one for the associated news item.

For example, a story whose only possible headlines are four and five columns wide should not have an associated template item with a one-column top. An independent picture always has exactly one possible width for its template item. For stories with dependent pictures, the choice of the story-picture format determines the possible top widths for the template item.

Rule 5. Each story with dependent pictures must have associated with it an acceptable story-picture format.

The story-picture formats given in Chapter 2 are all acceptable. Others are also acceptable, still others are not. There seems to be no simple general rule for determining which are which without utilizing human judgement. Thus, if template generation is to performed automatically, the layout program should have access to a list of pre-approved story formats to use, either built in or provided by the layout person.

Rule 6. Template items corresponding to pictures must be rectangular.

This includes that, for template items in Format 1, or similar formats, the part of the template item which will hold the picture must be rectangular.

Rule 7. The template items must be placed together in such a way as to produce a template which has the same width and the same overall shape
as the newshole,\(^2\) with no holes left.

These seven rules collectively specify what will be considered in this thesis the set of legal templates. They require that the template be a concrete template, that the template items correspond correctly to their news items, and that template items have only certain legal shapes.

The purpose of these rules is only to outlaw those templates which should definitely be avoided. They are not intended to make any further distinctions between the various levels of quality found among the legal templates. The issue of template quality is discussed in Chapter 7.

3.3 Generative Grammar

The above descriptive grammar enables us to test a given template for legality. Moreover, this grammar can be transformed into a generative grammar which can be used to generate legal templates.

This generative grammar will give rules for generating templates incrementally, one template item at a time. At an intermediate stage in this process, we will have constructed a partial template. At the very beginning, the partial template is empty. At the end, the partial template becomes the final template. Each step of the template-generation procedure involves the addition of a single template item, corresponding to some particular news item, to the partial template, thereby obtaining a new partial template. At any step, there might be more than one possible item to add, and more than one possible way to add it. These rules do not tell which possibility to choose; they only state which possibilities are legal.

This generative grammar is based on a simple observation about the set of

\(^2\) I.e., they must produce a fitted widened template.
legal templates as defined in the previous section. Consider such a template:

\[
A \quad A \quad A \quad B \quad B \quad B \\
A \quad A \quad A \quad C \quad C \quad C \\
D \quad D \quad D \quad D \quad C \quad C
\]

The set of allowable shapes for template items is such that if we know where in the template the tops of the items are to go:

\[
A \quad A \quad A \quad B \quad B \quad B \\
- \quad - \quad C \quad C \quad C \\
D \quad D \quad D \quad D \quad - \quad -
\]

it is possible to construct the remainder of the template mechanically. Therefore, when generating templates, it is necessary only to choose the positions of the tops of the stories: the rest of the template can be automatically filled in later. For the remainder of this report, templates may be represented in this latter manner, so as to make it easier for readers to locate the tops of the template items and thereby see how the templates were generated.

To lay out an item in a partial template, some legal top width is chosen, then a top of that width is inserted somewhere in the template. The template above could be generated in the four steps shown in Figure 3-5. In fact, this template could be generated in a total of 24 ways (i.e., 4! ways), depending on the order in which the items are added.

In the generation of templates for a non-rectangular newshole, the conceptually simplest approach is to begin with an empty template marked with the location of the ads, and to modify the above procedure so that tops may not be laid out inside the marked regions. The template:
could be generated as shown in Figure 3-6, where ads are marked with a "$\$".

To generate a template, then, one starts with the empty template, and repeatedly adds individual items to it, until all the items have been used. Each time a template item is added, an appropriate top and an appropriate format must be chosen. If this is done, the resulting final template will be guaranteed
Figure 3-6. Generation of Example Non-Rectangular Template
to follow most of the rules for legal templates listed in the descriptive grammar. Some rules, however, will have to be checked independently. For example, the descriptive grammar requires that there be no holes left in the template. The only way that this could happen, given our interpretation of item shapes in terms of the tops of items, is for the very top line of the template not to be filled in. This condition must be checked. It is also necessary to check that the parts of the template corresponding to pictures are rectangular. If these criteria are satisfied, then a template built in the manner described is a legal one.

3.4 Summary

This chapter has introduced the class of legal templates, and has outlined a number of rules for recognizing legal templates and for generating them. These rules for template generation state only what templates can be generated, not which templates should be generated. This dichotomy can be compared to the relationship in linguistics between syntax and semantics. A grammar for English may tell you how to form correct sentences, but it cannot tell you what to say.

The issue of template syntax is developed more fully in the next two chapters, and then template semantics (the problem of determining which templates to generate) is considered.
Chapter 4 - Layout Trees

The preceding chapter outlines a scheme whereby an arbitrary template may be generated by a series of incremental operations. This chapter further develops this idea, using an analogy with game-playing programs.

4.1 Definition

Many computer programs have been written to play games such as checkers and chess against human opponents [Newborn 75]. Although these programs differ in detail, they all use the concept of a game tree in generating moves.

The nodes of a game tree are all of the board positions achievable in the game, and the edges are the moves which relate one position to another. Figure 4-1 shows part of the complete game tree for chess. The root node of the tree corresponds to the board at the beginning of the game. The nodes at the first ply represent the 20 possible board positions after White makes his first move; the edges leading to them represent the 20 possible moves. Similarly, the nodes at the second ply represent the 400 possible board positions after Black has replied with his first move, and so forth.

Figure 4-1. Part of the Complete Game Tree for Chess.
The complete game tree for chess is finite, since the rules for chess set an upper limit on the length of a game. Even so, it is estimated that there are approximately $10^{120}$ possible paths through the tree [Shannon 50]. Obviously, the complete game tree for chess will never be enumerated; it remains forever a conceptual entity, which, still, has intellectual value. Playing a game of chess can be compared to following a path downward through this tree; the players alternate in choosing edges (moves). Some of the nodes (positions) in the tree represent a win for White; some represent a win for Black. White’s aim is to force a path to one of his winning nodes, and vice-versa for Black. Unfortunately, a chess-playing program will not have an overview of the entire tree; it will be able, though, to "mentally" explore some neighborhood of the tree for each of its moves, starting from the then-current position, and use the information thereby gained to determine the seemingly-best move.

By analogy, one can consider a given news layout problem to be a game, although a solitaire one. We call its game tree a layout tree. The playing board is the template being constructed. At the beginning, the template is empty. Each move consists of adding an item to the template, leading to a new node in the layout tree corresponding to the new position. The final positions are those where all of the items have been added; these occur in the tree at the $n^{th}$ ply, where $n$ is the number of items to be laid out on the page.

Some of these final positions, as we have seen in the last chapter, will be syntactically illegal. These count as losses. Others will be syntactically legal, but semantically invalid. These are the templates without associated layouts, and also count as losses. The wins are those legal templates which do have associated layouts.

1. Assuming that certain current assumptions about the nature of the physical universe are correct.
The problem is to move through the tree to a winning position, thereby obtaining a layout. As in chess, the complete tree for a given layout problem is far too large to enumerate. It is necessary to search through the tree based on imperfect knowledge of where the search will lead. There are, however, some ways of increasing that knowledge, as described below.

4.2 Partial Layout Equations

As we have seen, the final nodes in the layout tree correspond to completed templates. Given one of these templates, we can generate a set of layout equations which tell us whether or not there is a layout based on that template, and, if there is, give its dimensions.

Each of the intermediate nodes in the layout tree corresponds to a partial template. Given one of these, it is possible to generate a set of partial layout equations, based on the partial information available, which tell whether there is any possibility of this partial template giving rise to a completed template which has a layout. Consider, for example, the partial template:

```
  A  -  -  -  -
      -  -  -  F  F
    -  C  C  C  C  -
```

A set of partial layout equations for this partial template is shown in Table 4-1. If there exist any $h_1$, $h_2$, and $h_3$ which satisfy these equations, then there is the

<table>
<thead>
<tr>
<th>Equation</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>$h_1 + h_2 + h_3 = \text{height of page}$</td>
<td>[partial height eqn]</td>
</tr>
<tr>
<td>$h_1 + h_2 + h_3 \geq \text{area (A)}$</td>
<td>[partial area eqn for A]</td>
</tr>
<tr>
<td>$4h_3 \geq \text{area (C)}$</td>
<td>[partial area eqn for C]</td>
</tr>
<tr>
<td>$2h_2 + h_3 \geq \text{area (F)}$</td>
<td>[partial area eqn for F]</td>
</tr>
<tr>
<td>$h_2 \geq \text{headline height (F)}$</td>
<td>[partial headline eqn for F]</td>
</tr>
</tbody>
</table>
possibility that a completed template with an associated layout can be built from this partial template. If not, then there is no such chance, since the partial layout equations necessarily state a strictly weaker condition on the existence of height variables than will any of the possible eventual sets of final layout equations. The actual values of the height variables which satisfy the partial layout equations are irrelevant; what matters is whether any such height variables exist. The problem being solved here is not to determine partial numerical dimensions for the layout, but to determine if any such layout can exist. No actual numerical dimensions can necessarily be inferred from a partial template, since it is not yet known where the remaining template items will be inserted. Different subsequent choices will force different layout positions of the items already placed.

In this example, if news item A is too large to fit into one column, then the partial layout equations will fail. Similarly, if news items C and F are too large to fit together in the manner specified by the template, the equations will also fail. If the equations do succeed, there is still the possibility that the partial template might not lead to any layouts, because of the particular mix of news items remaining to be inserted into the template. However, this will be because of conditions not expressible in the partial layout equations.

A partial template whose set of partial layout equations succeeds is termed valid, as is a legal completed template whose set of final layout equations succeeds; all other templates are invalid. By analogy, the various nodes of the layout tree for a particular layout problem can be considered valid or invalid, as can the particular moves leading to them. Since the partial layout

---

2. Adding an item to a template does not, in general, simply add new layout equations to the set of partial layout equations, but various existing equations may also change.
3. All partial templates are considered legal, since they are constructed by legal moves. In general, only a final template can be considered definitely illegal for such reasons as a non-rectangular shape for a picture, since such faults in a partial template might be corrected by the time it becomes final.
equations state necessary conditions on the existence of an eventual layout, no invalid node can have valid descendants (although the reverse can obviously be true). Therefore, any subtree of the layout tree originating from an invalid node will be uniformly invalid; in particular, all of the templates corresponding to final nodes in that subtree will be invalid and will not lead to layouts. Such a subtree can be totally ignored by any search procedure. In terms of our analogy, this means that, when adding an item to a partial template, the layout equations of the new template should be checked for satisfiability. If they fail, the move is invalid and should not be considered.

Similarly, any illegal completed templates can be removed from the tree, and the final moves leading to them considered invalid. With the use of lookahead, it is sometimes possible to determine whether or not intermediate positions can possibly lead to legal final templates; those that cannot should be considered invalid.

4.3 Shape of the Layout Tree

Although there will be a different layout tree for each layout problem, some generalities can be made about the shapes of layout trees.

There are more possible moves early in layout than there are later on. At the beginning, there are simply more news items remaining to be laid out. Toward the end, there are fewer remaining, and the requirements for legal completed templated must also be dealt with, potentially reducing the number of possible placements for each remaining item.

There is a higher probability that a legal position early in the tree will be valid than for positions later in the tree. The root position is always valid, of course. Positions at the first ply have small sets of partial layout equations, which state relatively weak conditions, and therefore stand a good chance of
being valid. For positions at subsequent plies, the sets of partial layout
equations change, growing in size as they do, and become more and more
difficult to fulfill, causing a decrease in the probability of a valid position.

4.4 Basic Search Strategy

To find a layout, it is necessary only to search through the layout tree until
a valid final node is located. This, unfortunately, is more easily said than done,
because of the great size of the tree. The basic approach to search strategy
taken in this thesis is to start at the root node of the layout tree and move
downward, making only legal moves, and checking the validity of each move by
generating and attempting to solve each set of partial layout equations. This
procedure may lead directly to a layout. Alternatively, there may come an
intermediate point where there are either no legal moves possible, or where
there are no valid moves among the legal ones. Either case can be termed a
dead end. Upon encountering a dead end, the search procedure will backtrack,
trying other possible paths. Eventually, if there are layouts, one will be found.
This procedure should be monitored by the layout person to catch the rare
cases in which there are no layouts possible with the given items on the given
page, as well as the cases where the number of layouts is so small that finding
one is like finding a needle in a haystack, becoming excessively difficult.

The amount of time that this search procedure takes depends on the
number of positions in the tree it must consider. One obvious conclusion is that
the effectiveness of the procedure depends on the effectiveness of the partial
layout equations generated at each step. The more blind alleys (paths leading
only to dead ends) that can be detected at their offset, the less time will be
required to generate a layout.

---

4. This approach is developed more fully in Chapter 6.
4.5 Summary

The concept of a layout tree provides a convenient conceptual framework for understanding the layout problem. Generating a template is equivalent to moving downward through the tree; producing a final layout can be performed by searching through the tree, generating partial templates along the way, until a valid final template is reached.

The following chapter considers certain modifications of the rules for legal moves which make the search procedure more effective.
5.1 Canonical Orderings

As was shown in Chapter 3, a single template can be built in a variety of different ways, corresponding to the variety of possible orders in which the template items can be inserted into the partial templates. With \( n \) items to be laid out, there will be \( n! \) possible orders of insertion. These \( n! \) orderings will correspond to \( n! \) distinct paths through the layout tree, terminating at \( n! \) final nodes, each of which will correspond to the same final template.

Since the order of insertion of the items into the partial templates does not matter, restricting any particular final template to be constructed in a single particular order will reduce the size of the layout tree, potentially making searching easier. In this case, it matters not how you play the layout game, but whether you win or lose. These changes will represent changes in the rules of the layout game, making it potentially easier to win. Of course, the winning positions will still correspond to the same set of valid legal final templates. Each valid legal final template will appear once and only once in the restricted layout tree, and there will be only one path leading to each such template.

We define a canonical ordering based on the matrix form of the template. An item whose top appears on a template row higher than the top of another item will appear earlier in the ordering than the other item. For items whose tops appear on the same template row, the ones appearing the further left will appear earlier in the ordering. For example, for the template:

\[
\begin{array}{ccccc}
A & A & A & B & B \\
D & D & D & D & C & C
\end{array}
\]
the canonical ordering will be A, B, C, D. This ordering, which represents a total ordering on the items, will be called the top-down ordering. This ordering goes from left to right, top to bottom.

Another possible canonical ordering is the bottom-up ordering, which we define to be precisely the reverse of the top-down ordering. This ordering proceeds from right to left, bottom to top.

Either of these two possible orderings will satisfy the goal given above of there being only one possible path through the layout tree to a given final template. In this way, these orderings represent additions to the template grammar, in that they restrict the set of possible moves. As will be seen, each of these orderings has its unique advantages. Layout using the bottom-up ordering will be considered first, since it is the easier to understand.

5.2 Bottom-Up Layout

5.2.1 Equation-Generation Method

5.2.1.1 Basic Method

Consider building the template:

\[
\begin{array}{cccc}
A & A & D & D \\
C & C & C & D \\
C & C & C & B & B
\end{array}
\]

bottom-up. This will proceed as shown in Figure 5-1. The template items are inserted in the order B, C, D, A. The unique advantage of bottom-up layout lies in the fact that it is possible to generate the layout equations of the items as soon as they are inserted into the partial templates. For example, the area equation for B is:
\[ 2 h_1 \geq \text{area (B)} \]  

(5-1)

where height variables are numbered from the bottom up, so that \( h_1 \) is the height variable corresponding to the lowest row of the template under construction.\(^1\) This area equation can, of course, be easily generated from the final template, but it can also be generated in the same form at the very first point that item B is added to the partial template, because of the bottom-up direction of layout. The other area equations, which can also be generated in

---

1. This reversal of the usual numbering scheme will be used throughout the discussion of bottom-up layout.
Direction of Layout

- 67 -

Bottom-Up Layout

turn, are:

\begin{align*}
3 \, h_2 + 3 \, h_1 & \geq \text{area (C)} \quad (5-2) \\
3 \, h_3 + 2 \, h_2 & \geq \text{area (D)} \quad (5-3) \\
2 \, h_3 & \geq \text{area (A)} \quad (5-4)
\end{align*}

As can be seen, each of these area equations can be generated as soon as the corresponding template item is inserted into the template. This is because the exact symbolic shape of each template item is known immediately, due to the interaction between the bottom-up direction of layout and the template grammar; the symbolic shape of a template item does not depend on the placements of the following items.

Headline equations and picture equations can be generated with equal simplicity. None of the layout equations will need to be changed as further template items are inserted, with the exception of the height equation, which will have to be changed so as to incorporate the new height variables.

5.2.1.2 Height Equation

At an intermediate point in template generation, the set of height variables will be incomplete. Therefore, the height equation at an intermediate point cannot refer directly to the sum of the height variables, but must state that the sum of the subset of the height variables that have been introduced up to that point, plus some dummy variable \( h_n \), equals the height of the newshole. The dummy variable \( h_n \) represents the sum of the height variables yet to be introduced. In the above example, for instance, after the first template item is inserted, the height equation is:

\[ h_1 + h_n = \text{height of newshole} \quad (5-5) \]

In case of a non-rectangular newshole, only a little more processing is
required for generating the multiple height equations. Consider the newshole shown in Figure 5-2. We divide the newshole into a number of levels, one for each of the height equations that will be generated. In this case, there are three levels, leading eventually to three height equations. Layout begins in the bottom level. When deciding where to place the top of an item, one possibility is to terminate the current level and move to a higher level, possibly skipping over some number of intermediate levels. At any point, the variable $h_n$ refers to the sum of the height variables yet to be introduced in the current level.

Template construction in the above newshole might progress as in the following sequence. We start with:

$$ S \quad S \quad E \quad E \quad S \quad S $$

The current height equation is now:

$$ h_1 + h_n = 350 \quad (5-6) $$

Figure 5-2. Non-Rectangular Newshole.
At this point, let us suppose that the next higher level is chosen. The height equation:

$$h_1 = 350$$  \hspace{1cm} (5-7)

is final, and a new one is started. The partial template becomes:

\[
\begin{array}{cccccc}
$ & $ & D & D & D & D \\
$ & $ & E & E & $ & $ \\
\end{array}
\]

and the new height equation is:

$$h_2 + h_n = 250$$  \hspace{1cm} (5-8)

Above, the next-level operation was performed in such a way as to require that the top of $E$, already placed in its level, be at the same height as the top of its level in the final layout. Another possibility is to perform the next-level operation as in:

\[
\begin{array}{cccccc}
- & C & C & C & - \\
$ & $ & - & - & - \\
$ & $ & D & D & D \\
$ & $ & E & E & $ & $ \\
\end{array}
\]

which allows there to be some distance between the top of $D$ and the top of its level in the final layout. Here, the height equation:

$$h_2 + h_3 = 250$$  \hspace{1cm} (5-9)

is final; the height variable $h_3$, which may or may not be zero in the final layout, represents the distance between the top of $D$ and the top of its level. A new height equation:
Direction of Layout - 70 -

Bottom-Up Layout

\[ h_d + h_n = 900 \]  \hspace{1cm} (5-10)

is started, and template construction continues.

In summary, before a template item is inserted into a partial template, one or more next-level operations may be performed. These may specify whether the item previously inserted is or is not to be constrained to be at the same height as the top of its level.

5.2.1.3 Items on the Same Row

Consider the two partial templates:

\[ ------E E C C \]

and

\[ ------E E ------ \]

\[ ------ ------ C C \]

The effective difference between these two partial templates is that, in the first, the top of item E is constrained to be at the same height as the top of C, whereas no such constraint exists in the second partial template. The first partial template can be viewed as a special case of the second, since the height variable \( h_2 \) in the second partial template can take on the particular value zero, making it equivalent to the first in such a case. If any final template built with the first of these partial templates can achieve a layout, so can an equivalent template built with the second. Moreover, it may be the case that layouts exist based on the second partial template that have no counterpart based on the first partial template, since the height variable \( h_2 \) in their final templates is effectively constrained to be greater than zero. Thus, we can consider the second partial template to be a generalization of the first. In fact, the first partial template represents so special a case that it is
reasonable to outlaw such partial templates, in order to increase the proportion of valid nodes in the layout tree.

In certain situations, however, final templates built with the first partial template may have no equivalents built with the second. Consider the partial template:

```
- - D D D -
- - E E C C
```

where D represents a picture. Since D requires a rectangular space, it can be placed above E and C only if E and C are constrained to be at the same height. Similarly, the top row of a final template will usually contain a number of items, and all of these will of necessity be on the same row.

Even so, there can never be any reason for allowing more than one item top to occur on the same line of a partial template if the tops are non-adjacent. Partial templates such as:

```
- E E - C C
```

are never desirable, since they can lead to neither of the special cases mentioned. They can therefore be considered illegal, potentially increasing the proportion of valid nodes in the layout tree.

5.2.1.4 Lookahead

The top row of a template is the last row to be filled in when using bottom-up layout. By the rules of the template grammar, there must be no holes in the top row. If partial templates are not carefully chosen, though, it might become impossible to fill the top row with the item or items remaining. A lookahead procedure can help to forecast such a situation early enough to avoid it.
For example, in the partial template:

```
- - C C -
- B B B -
```

if there is only one item, A, remaining, then it is necessary for A to have a possible top width of five; otherwise, the top of the template cannot possibly be filled in. If there are several template items remaining, there must be some subset with possible top widths totalling five. Similarly, with the partial template:

```
- - - C C
- B B B -
```

either a width of five or a width of three must be achievable.

5.2.2 Augmented Partial Layout Equations

As shown above, generating the partial layout equations is straightforward when proceeding bottom-up. Another advantage of bottom-up layout is that the partial layout equations can be augmented to state a stronger condition than is possible without an inherent direction of layout. The partial layout equations, as shown so far, make no statement related to the items remaining to be inserted into the template.

With bottom-up layout, we know that the remaining items will be inserted above the items already present. This knowledge can lead to an additional equation. With the partial template:

```
- - C C C -
- D D D - -
```
we can generate an additional area equation for the remaining items:\(^2\)

\[ 6 \, h_n + 3 \, h_2 + 2 \, h_1 \geq \text{area of remaining items} \quad (5-11) \]

This equation is in addition to the area equations:

\[ 3 \, h_1 \geq \text{area (D)} \quad (5-12) \]
\[ 3 \, h_2 + h_1 \geq \text{area (C)} \quad (5-13) \]

Note that if these three equations are added together, we obtain:

\[ 6 \, h_n + 6 \, h_2 + 6 \, h_1 \geq \text{area of items} \quad (5-14) \]

which is to be expected. This shows that the new equation effectively requires that the total amount of space available in the newshole be sufficient to hold all the news items. This equation, in fact, states a much stronger condition.

This new equation can be called the *remaining-items equation*. To understand its operation, a basic concept is needed. In a given layout problem, there will be more newshole space available than the sum of the areas of the news items. We define the amount of *residue* to be the difference between these two quantities.

At the beginning of template construction, there is positive residue. The remaining-items equation is:

\[ \text{total space available} \geq \text{total area of items} \quad (5-15) \]

This is true, since the residue is non-negative.

---

\(^2\) If the newshole is non-rectangular, then the numerical sum of the sizes of all levels higher than the current one should be added into the left-hand side of this equation. This is because these levels form part of the space available for the remaining items.
When the first item is added to the template, the symbolic "space available" splits into two parts: the part assigned to that item, and the part left for the remainder of the items. The "space available" is symbolically decreased by the area of the item inserted, and the "area left" is numerically decreased by the same area, so that the residue remains the same.

At all points in template construction, the remaining-items equation requires the residue to be non-negative. After the first template item is inserted, though, the residue can begin to shrink. Consider, for example, the partial template:

B B B B --
D D C C --

The amount of space allocated for D is constrained to be exactly equal to the amount of space allocated for C. If the areas needed for these two items are unequal, then this partial template represents a forced transfer of some of the residue from the "space available" into the space for the smaller of items C and D. The remaining-items equation requires that the remaining residue be non-negative after such a transfer.

Residue can decrease because of a great number of template constructs. If the residue ever becomes negative (strictly speaking, if the maximum value of the residue ever becomes negative), then the partial template is invalid. This will be marked by the failure of the augmented partial layout equations. In such a case, the amount of space available can not possibly be large enough to hold the remaining items. The augmented partial layout equations therefore provide the ability to detect unsatisfiable situations before they would be detected by unaugmented partial layout equations.

3. Strictly speaking, it is decreased by a symbolic quantity, whose achievable minimum in this case is the area of the item.
5.2.3 An Efficient Equation Solution Method

All of the layout equations are simple linear equalities or inequalities. As stated in Chapter 2, a simplex linear programming technique is adequate for solving them. There is an even simpler and much faster method which can be used to solve the class of layout equations generated by bottom-up layout.

This method is primarily intended for determining only whether a set of layout equations or partial layout equations has a solution. As it turns out, this method does produce values of height variables as a by-product, but the simplex method would tend to produce ones of a better quality. That is, better in the quality of the layout produced. This method, if used for final layouts, would produce layouts with the bottommost items leaded as little as possible and the topmost items leaded as much as possible. The simplex method would tend to assign leading more evenly among the items. Still, this method can be used to check sets of partial layout equations, and to quickly check sets of final layout equations before performing the slower simplex method to obtain the numerical dimensions to be used for the final layout.

Consider an arbitrary set of partial layout equations. The layout equations for the items already added to the partial template say only that the space allocated to these items must meet certain minimum requirements, such as area, space for headline, etc.; the finalized height equations, if any, state similar requirements. The other equations are the current height equation and the remaining-items equation. These require that the space left must also meet certain requirements.

For an arbitrary partial template, such as the one shown in Figure 5-3, one way of satisfying these requirements is to find height variables to minimize the space assigned to the items already present, and to simultaneously maximize the space left. Consider the items at the $h_1$ row. If their tops are numerically
Figure 5-3. Partial Template.

placed as low as they can possibly be, based on these items' layout equations, thus minimizing $h_1$, this cannot possibly force the tops of any of the other items to be numerically higher than they might otherwise be. This is obvious for the partial template shown. It is also true in general, because of the restrictions on legal shapes of template items.

Similarly, consider the items at the $h_2$ row. If their tops are now placed as low as possible, minimizing $h_2$ with known $h_1$, this cannot cause the tops of any of the other items to move up numerically. Moreover, the choice of minimum $h_1$ necessarily leads to minimum $h_1 + h_2$ at this point.

This process can continue up to the highest row yet used. This assignment of values to the height variables will simultaneously maximize $h_n$ and maximize the space available for the remaining items. If these quantities are sufficient, then the values of the height variables represent solutions of the partial layout equations. Otherwise, there are no solutions.

This process can be incorporated in the template-building procedure as follows. Each time a new height variable $h_i$ is introduced, it is assigned a value, initially 0. When an item is added whose top is on the height variable's row, the layout equations for that item are generated, and tested for truth with the current value of $h_i$. If necessary, $h_i$ is increased until the equations become
true. The finalizing of an old height equation might also make it necessary to increase \( h_j \). If increasing \( h_j \) causes \( h_n \) to become negative or the remaining-items equation to become false, then the partial template is invalid; otherwise, it is valid.

Consider an example. The newshole is rectangular, six columns wide and 1500 points tall. Thus, \( h_n \) is initially 1500. We shall assume there is 8600 column-points of news to fit into the 9000 column-points of newshole. Story D, with area 1600 column-points, is inserted:

\[
\begin{array}{cccccc}
D & D & D & D & - & -
\end{array}
\]

This introduces a new height variable \( h_1 \). Since we know that:

\[
4 \, h_1 \geq 1600
\]  \hspace{1cm} (5-16)

(considering only area equations here), this sets \( h_1 \) to 400, which is the minimum possible. Doing so decreases \( h_n \) to 1100 and the available space to 7400. Next, story C, with area 2500, is inserted:

\[
\begin{array}{cccc}
- & - & C & C & C
\end{array}
\]

\[
\begin{array}{cccccc}
D & D & D & D & - & -
\end{array}
\]

This introduces a new height variable \( h_2 \). Since we require that:

\[
3 \, h_2 + 2 \, h_1 \geq 2500
\]  \hspace{1cm} (5-17)

this sets \( h_2 \) to 566.67, which is \((2500-2\times400)/3\), decreasing \( h_n \) to 533.33, and the available space to 4900. Story B, with area 1500, is inserted:

\[
\begin{array}{cccc}
- & - & B & B & B
\end{array}
\]

\[
\begin{array}{cccc}
- & - & C & C & C
\end{array}
\]

\[
\begin{array}{cccccc}
D & D & D & D & - & -
\end{array}
\]
Direction of Layout - 78 -

Bottom-Up Layout

This introduces $h_3$, and, since we require that:

$$3h_3 \geq 1500$$

(5-18)

we set $h_3$ to 500, reducing $h_n$ to 33.33, and the available space to 3400. Last, story A, with area 3000, is inserted:

\[
\begin{array}{ccccccc}
- & - & C & C & C & \\
D & D & D & D & - & \\
\end{array}
\]

This requires that:

$$3h_3 + 3h_2 \geq 3000$$

(5-19)

but $3h_3 + 3h_2 = 3200$ already, so $h_3$ does not need to be increased further. All of the items have now been inserted, and $h_n$ is still positive, as is the residue, which is all that remains of the space available (in this case, in fact, none of the residue was used up). This signifies that the final template is valid, as were, of course, all of the partial templates.

As an example of an invalid partial template, consider item C having been inserted as:

\[
\begin{array}{cccc}
- & - & C & C & - & \\
D & D & D & D & - & \\
\end{array}
\]

This would have set $h_2$ to 1250, forcing $h_n$ negative.
5.3 Top-Down Layout

5.3.1 Equation Generation Method

5.3.1.1 Basic Method

Top-down layout is quite different. Consider the following partial template with one item:

A   A   A

Here, there is no immediate knowledge of the symbolic shape of the item A just inserted into the template. It could have any of a number of possible final shapes, depending on the placements of the succeeding items below A. None of the advantages associated with the presence of such knowledge in bottom-up layout exist here in top-down layout.

Even so, it is still possible to generate partial layout equations. Consider what is known in the above partial template. The space allocated for A, although not yet known for certain, will be at least $3 \, h_1$. We can express this as:

$$3 \, h_1 + x_A \geq \text{area } (A) \quad (5-20)$$

where $x_A$ symbolically represents the part of the space eventually to be allocated to A which is not contained in the $3 \, h_1$. We know that:

$$x_A \leq 3 \, h_n \quad (5-21)$$

where $h_n$, of course, is defined here by:

$$h_1 + h_n = \text{height of newshole} \quad (5-22)$$

since area A cannot occupy more than three columns at any lower point in the
Direction of Layout

In the subsequent partial template:

\[ A \ A \ A \ B \ B \]

similar partial layout equations for B can also be generated:

\[ 2 \ h_1 + x_B \geq \text{area (B)} \]
\[ x_B \leq 2 \ h_n \] \hspace{1cm} (5-23)
\[ x_B \leq 2 \ h_n \] \hspace{1cm} (5-24)

In the partial template:

\[ A \ A \ A \ B \ B \]
\[ - \ - \ C \ C \ C \]

the partial layout equations for C can be generated in the same manner:

\[ 3 \ h_2 + x_C \geq \text{area (C)} \]
\[ x_C \leq 3 \ h_n \] \hspace{1cm} (5-25)
\[ x_C \leq 3 \ h_n \] \hspace{1cm} (5-26)

For A and B, however, matters now become more complicated. For one thing, the space for B is now completely known, so B's layout equations can be generated in final form:

\[ 2 \ h_1 \geq \text{area (B)} \] \hspace{1cm} (5-27)

plus any necessary headline and picture equations. The area equation for A becomes:

\[ 3 \ h_1 + 2 \ h_2 + x_A \geq \text{area (A)} \]
\[ x_A \leq 2 \ h_n \] \hspace{1cm} (5-28)
\[ x_A \leq 2 \ h_n \] \hspace{1cm} (5-29)

since A will be at most two columns wide at any lower point. Additionally, more is known about the shape of A. We know, for instance, that its headline
equation, if any, should be:

\[ h_1 \geq \text{headline height of A} + \text{increment} \]  \hspace{1cm} (5-30)

Also, we know that the shape of A will be non-rectangular, making it illegal if A is a picture. If A contains a dependent picture, the generation of a picture equation might now be possible, depending on the story-picture format chosen.

The point is that information about the exact symbolic shapes of template items is accumulated slowly in top-down layout. Layout equations must be generated and modified as the construction of the template progresses. As more information becomes known concerning the shapes of items, these shapes should be checked against the set of legal shapes.

5.3.1.2 Special Cases

Special cases such as those described in the presentation of bottom-up layout can be handled similarly in top-down layout.

Non-rectangular newsholes can be divided into a number of levels in the same way as in bottom-up layout. Here, there is a choice as to whether the item being inserted is to be in a lower level, and, if so, whether its top is or is not to be constrained to be at the same height as the top of that new level. The definition of the x-variables should be changed appropriately. Finally, in cases such as the partial template:

\[
\begin{array}{cccccc}
C & C & C & C & & \\
\end{array}
\]

in a newshole such as the one shown in Figure 5-4, partial headline and picture equations for C should be generated until its shape is more certain than it is in this partial template.
Figure 5-4. Non-Rectangular Newshole.

As in bottom-up layout, there is never any reason for the tops of two non-adjacent items to appear on the same template row.

Since the top row of the template is filled in first in top-down layout, there is no need for complicated lookahead procedures to assure the absence of holes in the top row, as is needed in the bottom-up case. Holes at the bottom, of course, cannot occur, due to the nature of the template grammar.

5.3.2 Augmented Partial Layout Equations

As in bottom-up layout, it is possible in top-down layout to augment the partial layout equations to take into account the set of items remaining. Consider the partial template:

\[
\begin{array}{ccc}
A & A & A
\end{array}
\]

Here, we change the partial layout equations for A to:
\[ 3 h_1 + x_A \geq \text{area (A)} \]  
\[ x_A + f_A = 3 h_n \] (5-32)

The latter of these equations can be seen to be equivalent to the formerly defined \( x \)-variable equation in terms of the restraints it places on \( x_A \), since all variables in linear programming are constrained to be non-negative.\(^4\) This new equation symbolically divides the space left below \( A \) (the \( 3 h_n \)) into that which will be used for the remainder of the symbolic shape of \( A \) (the \( x_A \)), plus that which will be used for other items (the \( f_A \)).

These changes in the \( x \)-variable equations make it possible to generate a remaining-items equation. In this case, it is:

\[ f_A + 2 h_1 + 2 h_n \geq \text{area of remaining items} \] (5-33)

The \( 2 h_1 + 2 h_n \) appears in this equation because that part of the template is not under any template item, and thus is totally free for the allocation of the remaining items. For the partial template:

\[
\begin{array}{cccccc}
A & A & A & B & B \\
\end{array}
\]

the remaining-items equation would be:

\[ f_A + f_B \geq \text{area of remaining items} \] (5-34)

In:

\[
\begin{array}{cccccc}
A & A & A & B & B \\
\end{array}
\]

\[
\begin{array}{ccc}
- & - & C & C & C \\
\end{array}
\]

it is:

4. In case of a non-rectangular newshole, the numerical sum of the areas of the lower levels should be added to the right-hand side of this equation.
Direction of Layout - 84 - Top-Down Layout

\[ f_A + f_C \geq \text{area of remaining items} \quad (5-35) \]

Of course, the layout equations for B in this latter partial template will no longer include references to \( x_B \) or \( f_B \), since the exact symbolic shape of B is known.

5.3.3 Absence of an Efficient Equation Solution Method

For bottom-up layout, there exists an efficient method available for solving the layout equations generated, in the order generated. No analogous method exists for top-down layout.

Consider the partial template:

\[
\begin{align*}
A & \quad A & A & B & B \\
- & - & - & C & C & C
\end{align*}
\]

where the item areas are as shown in Table 5-I, and the newshole height is 1500 points. Given this partial template, it might seem that it would be simple to generate a value for \( h_1 \), namely 500, the minimum possible one. Consider, however, the final template:

---

Table 5-I. Example Item Areas.

<table>
<thead>
<tr>
<th>Area</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>(A)</td>
<td>3800 column-points</td>
</tr>
<tr>
<td>(B)</td>
<td>1000 column-points</td>
</tr>
<tr>
<td>(C)</td>
<td>900 column-points</td>
</tr>
<tr>
<td>(D)</td>
<td>1200 column-points</td>
</tr>
<tr>
<td>(E)</td>
<td>1500 column-points</td>
</tr>
</tbody>
</table>
Here, it develops that there is only one solution possible, which is shown in Table 5-II; this solution has a greater-than-minimum $h_1$. On the other hand, the minimum $h_1$ is achievable in this final template:

\[
\begin{array}{cccccc}
  & - & - & C & C & C \\
  E & E & E & - & - & - \\
  & - & - & D & D & D 
\end{array}
\]

which is also based on the same partial template. Indeed, the minimum $h_1$ possible with the partial template corresponds to the only solution with this final template.

The point here is that it is not possible in top-down layout, based only on a partial template, to determine universally acceptable values for the height variables which can be used regardless of the placement of the remaining items. Instead, the set of partial layout equations must be kept and completely checked at the point of insertion of each new item, without such a shortcut as is possible with bottom-up layout. It is interesting to note that the only

---

Table 5-II. Solution to Layout Equations.

\[
\begin{align*}
h_1 &= 800 \\
h_2 &= 200 \\
h_3 &= 100 \\
h_4 &= 400
\end{align*}
\]
exception to this general rule is when all template items are rectangular. This is because rectangles are the only legal template item shapes which are still legal upside-down.

One computational shortcut that is possible, given a partial or final template constructed top-down, is to reconstruct the template bottom-up, checking for validity in doing so. This method, of course, works perfectly as a validity check for a final template constructed top-down (or, indeed, in any manner); for partial templates, though, it cannot yield a correct value for the space remaining, because of the mismatch in layout directions. Thus, for partial templates, this method can be used only for checking a subset of the necessary conditions stated in the layout equations. Still, the procedure is fast, and, if it fails, then the more complicated linear programming method need not be tried, because it would certainly fail also. If the procedure succeeds, then linear programming must still be used to check the validity of the layout equations augmented with the remaining-items equation.

For final templates, this shortcut always gives the same result as linear programming. For partial templates, the correlation grows less as the template grows less complete.

5.4 A Comparison

The previous sections outlining the use of bottom-up layout and of top-down layout strongly suggest that the layout game is inherently easier to play when proceeding bottom-up than when proceeding top-down. The important point of comparison between them, though, is to determine which one makes the layout game easier to win. The answer, surprisingly, is that it is much easier to win the layout game when proceeding top-down than when proceeding bottom-up.
Consider the layout problem given in Table 5-III. This example is taken directly from Page 8 of the February 9, 1977 issue of Tech Talk, an M.I.T. administrative newspaper of tabloid size (this page is shown in Figure 1-1 in Appendix I). In this example, as in others in this report which are based on actual newspaper layouts, a number of possible headline sizes are included in the layout problem listed, all based on the single headline size actually used in the layout, so as to make the problem more representative of actual layout problems.

The complete layout trees for this example layout problem have been experimentally enumerated, both for the bottom-up layout case and the top-down layout case. There were found to be exactly 66 distinct layouts possible for this layout problem; therefore, the layout trees for both bottom-up layout and for top-down layout have exactly 66 valid legal final nodes. What matters, though, is how difficult those 66 nodes are to reach.

The layout tree, ignoring descendants of invalid nodes, contains 4317 nodes in the bottom-up case, but only 1011 nodes in the top-down case. More statistics are shown in Tables 5-IV and 5-V. We see that proceeding top-down gives a significantly smaller layout tree for this example than does

<table>
<thead>
<tr>
<th>name</th>
<th>text</th>
<th>headline</th>
<th>picture</th>
</tr>
</thead>
<tbody>
<tr>
<td>Engineering</td>
<td>2252</td>
<td>3x40, 4x40</td>
<td>-</td>
</tr>
<tr>
<td>Dancing</td>
<td>1121</td>
<td>2x80, 3x40, 4x40</td>
<td>3x270</td>
</tr>
<tr>
<td>Symposium</td>
<td>589</td>
<td>2x60, 3x30, 4x30</td>
<td>-</td>
</tr>
<tr>
<td>AARP</td>
<td>-</td>
<td>-</td>
<td>2x261</td>
</tr>
</tbody>
</table>

The newshole is rectangular, 5x1160. Formats 1, 2, and 3 are legal format choices for the Dancing story. The increment in the headline equations is equal to the headline height. The convexity rule from Section 7.2 is an absolute rule.
Table 5-IV. Bottom-Up Layout Tree Statistics for Tech Talk Example.

<table>
<thead>
<tr>
<th>Ply</th>
<th>No. of posns w/valid final descendants</th>
<th>No. of posns w/valid descendants</th>
<th>No. of valid posns</th>
<th>No. of posns</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>11</td>
<td>22</td>
<td>22</td>
<td>23</td>
</tr>
<tr>
<td>2</td>
<td>44</td>
<td>141</td>
<td>235</td>
<td>332</td>
</tr>
<tr>
<td>3</td>
<td>64</td>
<td>64</td>
<td>424</td>
<td>2174</td>
</tr>
<tr>
<td>4</td>
<td></td>
<td></td>
<td>66</td>
<td>1787</td>
</tr>
</tbody>
</table>

Table 5-V. Top-Down Layout Tree Statistics for Tech Talk Example.

<table>
<thead>
<tr>
<th>Ply</th>
<th>No. of posns w/valid final descendants</th>
<th>No. of posns w/valid descendants</th>
<th>No. of valid posns</th>
<th>No. of posns</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>6</td>
<td>7</td>
<td>9</td>
<td>9</td>
</tr>
<tr>
<td>2</td>
<td>17</td>
<td>30</td>
<td>36</td>
<td>38</td>
</tr>
<tr>
<td>3</td>
<td>40</td>
<td>40</td>
<td>154</td>
<td>291</td>
</tr>
<tr>
<td>4</td>
<td></td>
<td></td>
<td>66</td>
<td>672</td>
</tr>
</tbody>
</table>

proceeding bottom-up. The top-down tree contains fewer dead ends and blind
alleys than does the bottom-up tree. As a measure of this, consider a tree-
searching algorithm which starts at the root node, and repeatedly moves to
some valid descendant node selected at random, stopping either when a valid
final node has been reached or a dead end has been detected.5 The probability
of success of a single pass of this simplistic search algorithm can be derived
from the information in the two tables; it is 0.091 with bottom-up layout and
0.168 with top-down layout.

As noted in Section 5.3.3, there is a very efficient equation solution method
possible with bottom-up layout which has no analogue under top-down layout.
This method reduces the amount of time necessary to check a given node in the
layout tree for validity. This time reduction, however, is wiped out by the
relatively greater number of nodes that must be checked in bottom-up layout.

5. More sophisticated tree-search algorithms are the subject of the following chapter.
Generating these layout trees required 359 seconds bottom-up but only 287 seconds top-down,\(^6\) even with the more efficient equation solution method possible with bottom-up layout. The difference in these figures is made even more significant by the fact that the implementation of bottom-up layout used to generate the layout tree was a drastically stripped version which was suitable only for generating the bottom-up layout tree as quickly as possible, while the one for top-down was a relatively inefficient general-purpose top-down layout program adapted for generating the layout tree.

There are many sources of the advantages of top-down layout over bottom-up layout. For example, the top of the page is laid out first with top-down layout. This eliminates the need for the complicated and less-than-perfect look-ahead procedures that are necessary with bottom-up layout for ensuring that the top of the page can be filled in at all. Furthermore, since the top of the page "governs" the rest of the page, a partial template going top-down tells more about the overall nature of the layout than a partial layout going bottom-up. Top-down layout places the stories at the bottom of the page last. There are a number of possible legal placements for these items; this increases the probability of some valid placement, and helps to avoid a dead-end late in the tree. Bottom-up layout, on the other hand, places the last items at the top of the page, where there are only a few placements possible if the top of the template is to have no holes, thus reducing the probability of one of these few placements leading to a valid final template.

Dead ends can be detected earlier with top-down layout than with bottom-up layout. Experience with both top-down and bottom-up layout algorithms shows that this is true not only for the Tech Talk example, but also

\(^6\) These timing figures are, of course, based on a particular implementation running on a particular machine. More information on the timing characteristics of this implementation are given in Chapter 9.
in the general case. The number of nodes in the complete layout tree grows exponentially with the number of items.\(^7\) Since dead ends are detected earlier with top-down layout than with bottom-up layout, and since there are simply fewer dead ends to find, the ratio between the number of nodes to be examined with bottom-up layout and with top-down layout grows exponentially with the number of items. On the other hand, the ratio between the speeds of the equation solution methods of bottom-up layout and top-down layout grows at only a polynomial rate,\(^8\) which becomes insignificant. This suggests that, for any layout problem of equal or greater complexity than the Tech Talk example, top-down layout will be faster than bottom-up layout. For simpler problems, bottom-up layout may be faster, but, since the amount of time taken by either direction of layout should be relatively small, it would not be unreasonable to use top-down layout for these cases too.

This discussion has been based on the overall shape of the layout trees for bottom-up layout and top-down layout, showing that it is reasonable to believe that top-down layout will be faster than bottom-up layout. In actual practice, this is true. The problem with bottom-up layout is that it is difficult to control its path toward a layout, because of the shape to its layout tree. It will often achieve partial templates which look distinctly improbable to a human observer, because of their geometrical shapes, but which are nonetheless valid at that

---

\(^7\) It is this fact that makes it effectively impossible to generate the complete layout trees for any examples larger than the Tech Talk example. Another example was tried, which also had four items, but with a greater relative choice of possible headline sizes (and therefore of possible top widths). This example lead to 3080 distinct layouts, with 14038 nodes in its layout tree in the top-down case, requiring over 4500 seconds (one and a quarter hours) to generate. The bottom-up layout tree was not attempted. An attempt at a complete top-down layout tree for an example with five items was halted partway through; it is estimated that it would have required several hours to exhaustively enumerate. This exponential increase is related to the exponential increase in the number of possible templates, explored in Appendix II.

\(^8\) That is, the equation solution method for bottom-up layout takes constant time per item, and thus linear time overall, while linear programming can be cleverly implemented to take quadratic time per item, and cubic time overall.
ply. These partial templates later turn out to have no valid final descendants. In top-down layout, however, a human observer is usually unable to predict the probability of success of a partial template much better than do the partial layout equations.

5.5 Summary

Choosing a fixed direction of layout not only drastically reduces the size of the layout tree, but also allows the partial layout equations to be augmented by a remaining-items equation. This strengthens the condition on valid intermediate positions, assisting in the earlier detection of dead ends. Although the bottom-up layout game is easier to play, the top-down layout game is easier to win.

The following chapter will consider the problem of efficient searching of the top-down layout tree.
Chapter 6 - Layout Tree Searching

Once the form of the layout tree has been made more certain by the choice of top-down layout, it is possible to study the effectiveness of the various possible tree-searching procedures. All of the search strategies presented in the chapter have been implemented and tested. The analyses presented are based on the experience thereby obtained.

6.1 Exhaustive Search

One search procedure is exhaustive search. An exhaustive search procedure simply searches the entire layout tree, in a depth-first (backtracking) search, looking for valid final nodes. Remember that moving down through the tree corresponds to adding to the partial template under construction, combined with checking the new partial layout equations for satisfiability, while backtracking up the tree corresponds to undoing a previous choice, returning the partial template to a former valid state before another possibility is tried. When a valid final node has been found, the corresponding layout is output. We assume that the layout person has control over whether the search procedure will then terminate, or whether it will continue to search for further valid final nodes.

This search procedure has the advantage of simplicity. It does, however, present certain problems. A layout tree is usually too large to search completely in any reasonable amount of time. Assume that, at each ply, the search procedure cycles through the various possible valid moves, trying each in turn. If there are only three or so items on the page, this search procedure will be able to traverse all the possible paths through the layout tree in a reasonable amount of time. If there are more than about three items, not all of the tree can be searched within the time available. That part of the tree reachable by an exhaustive search procedure will all be based on the same
move at the first ply (since the procedure will not have exhausted the consequences of that move yet), the same move at the second ply, and so forth, with only the moves on the last three or so plies examined fully. This will result in a noticeable lack of variety in the final templates tested for validity, since the top of the page will be identical in each of them. This has two consequences.

First, all the layouts produced will look quite similar. If the top of the page resulting from the single early choices that could be tried looks good, then this is no problem. If, however, it represents an esthetic "mistake", then the layouts produced will tend to be equally unacceptable.

Secondly, all the templates generated will have similar layout equations. Experience shows that valid nodes tend to cluster together in various parts of the tree, instead of being evenly distributed. This relates to the fact that various early choices in building the templates are better than others for reasons not expressible by the dichotomy of simple validity or invalidity of partial templates. If that part of the tree visited first happens to be relatively dense in valid final nodes, exhaustive search will be effective. If that part of the tree has no valid final nodes, then exhaustive search will fail because of a pragmatic "mistake" having been made early in the search.

It is possible to design a tree-searching algorithm so that it can make certain judgements concerning the probability of the validity of descendants of a given node in the layout tree. One such judgement, of course, is in the distinction between validity and invalidity of a node; a more sophisticated judgement is discussed in Section 6.5. It is also possible to design the tree-searching algorithm so that it can make certain judgements concerning the eventual esthetic qualities of layouts based on descendants of a given node. One such judgement is related to the rule of trying to place the more important
news items nearer to the top of the page than the less-important ones.\footnote{Others esthetic judgements are discussed in Chapter 7.}

The use of such judgements of perceived template quality can improve the efficiency of searching, but neither of these judgements is foolproof. It will be still possible to make mistakes in choosing the early moves which, under exhaustive searching, cannot be taken back. Paradoxically, exhaustive searching can fail because it can not search enough of the tree. Instead of exhaustively searching what must be at most a very small and closely-related part of the tree, it might be better to try to search incompletely through a greater part of the tree. Such a search strategy will not work as well as exhaustive search does in the best case, but it should represent an improvement over the worst case.

6.2 Basis for Random Searching

Only a small part of the complete layout tree for any reasonably large layout problem will be practical to search, no matter what particular search strategy is used. The search strategy must select, from the set of all moves that could be made, those that will actually be considered. How are these moves to be selected?

In this thesis, the premise is that the moves are selected at random, with probabilities related to their perceived quality. This may seem a strange choice at first. It might seem more reasonable always to use those moves which have the highest perceived quality, without running the risk associated with a lower quality one. There are, however, reasons why such an analysis is incorrect.

As mentioned in the last section, the perceived quality of a move is not a...
perfect indication of its actual worth, to which it is related only statistically. In other words, there is uncertainty over the conditions governing the choice of a move. Game Theory\(^2\) is a branch of mathematics which deals with decision-making in uncertain situations. It shows that, in many situations where one has a choice of strategies to be pursued, selecting randomly from the strategies according to mathematically derived odds can lead to a higher degree of success than simply following the most reasonable single strategy. This suggests that such an approach might also be reasonable in searching a layout tree, where there is incomplete information about the quality of possible moves. Unfortunately, a direct application of game-theoretic analysis to this problem seems impractical, precluding the possibility of deriving optimal odds for the various moves. It is necessary to use rule-of-thumb measures of move quality for this purpose. In this way, we can at least increase the probability of success of a partial tree search.

If a probabilistically directed partial search of the tree fails to produce a layout, the search can be repeated until a layout is found. Alternatively, the layout person may choose to intervene after a reasonable amount of time has passed. If a probabilistic search of the layout tree fails to produce a layout after a reasonable amount of time, it is more reasonable to conclude that there are either no layouts in the tree, or very few, than it would be with other search techniques. If layouts do exist, as is usually the case, this procedure will eventually find some. One important measure associated with such a search procedure is the amount of time required to find the first layout, or the first few. The use of a probabilistic search algorithm can be expected to improve the variance of this amount of time as compared to the exhaustive-search case, since it is not as badly affected by the clustering of the valid

---

\(^2\) Game Theory, despite its name, is only indirectly related to the study of games such as chess, and to elements of that theory, such as game trees.
nodes.\(^3\) Thus, it will increase the probability that a layout will be found within the fixed amount of time available. Also, the layouts achieved should prove less similar to each other than those produced in the exhaustive-search case, increasing the set of real choices available to the layout person.

6.3 Breadth-1 Search

The breadth-1 search procedure was briefly introduced in the last chapter. This procedure starts at the root node of the layout tree and attempts to form a single continuous path to a valid final node by continuously adding purely random valid moves. Eventually, either a valid final node is reached, in which case the corresponding layout is output, or a dead end is reached, in which case the algorithm starts again from the beginning.

Discarding the entire path thus constructed might not be the optimal strategy here. However, it does have the advantage of simplicity, and is not totally unjustified. It is known that the path leads nowhere, and it is not known which particular move or sequence of moves is to blame for this. Starting an entirely new path represents cutting our losses, rather than continuing to spend time trying to patch the path.

This algorithm will eventually produce layouts. As might be expected, it performs less well as the number of news items grows. Its implementation, however, is quite simple. At each intermediate point, there is some partial template representing the current position, from which a new position is chosen by randomly selecting from among the set of possible legal moves until a valid

---

3. Rabin [Rabin 76] has studied the class of probabilistic algorithms, and shows that the time performance of many algorithms can be improved through the use of randomization. For example, certain sorting algorithms have good average-case running times, but bad worst-case times. If the inputs to such an algorithm are first randomized, then all sets of inputs of a given size will have an expected running time equal to the average running time of the algorithm for sets of input of that size.
6.4 Breadth-N Search

One improvement on breadth-1 search is to let the set of current positions kept at each ply be of size \( N \), for some constant \( N \) possibly greater than 1. Here, each step of the search involves choosing \( N \) valid moves from the moves possible from the \( N \) current positions. (Of course, there will be only one current position, the empty template, at the start, and exceptional numbers of dead ends may force a smaller number of current positions at other plies.) At the end of a successful search, there will be \( N \) final layouts produced. This search strategy will be called breadth-\( N \) search. If \( N=1 \), then breadth-\( N \) search is the same as breadth-1 search.

On the average, we can see that this procedure will take approximately \( N \) times as much time as breadth-1 search, ignoring the occurrence of dead ends. On the other hand, dead ends do occur frequently, and are the source of the potential superiority of breadth-\( N \) search over breadth-1 search.

Consider a layout tree for five items, where each valid node has a 0.5 chance of being a dead end, except for the root node and final nodes. With breadth-1 search, there is a chance of only \( 0.5^4 \), or 0.0625, that a layout will be found in one pass, requiring an average of 16 passes to find a layout (the 4 in the exponent comes from the fact that there are four moves following the first). With breadth-2 search, the probability that both of the current positions will be a dead end is only 0.25, giving a 0.75 chance of success at single ply, and a \( 0.75^4 \), or 0.316, chance of success in one pass, requiring an average of only 3.16 passes. Thus, a doubling of the amount of work performed at each ply can lead to the number of passes through the tree being better than halved. Further increases in \( N \) lead to further overall improvements, up to a point, after which the probable number of passes becomes so close to unity...
that diminishing returns set in.

The above analysis is quite simplistic. To confirm its results, an experiment was performed in which the complete top-down layout tree for the Tech Talk example given in Chapter 5 was used to simulate the breadth-N search procedure for various values of N, thereby determining the expected amounts of time that would be required. This required the simulation of several hundred searches for each N, more than would be practical if the complete layout tree were not available. Figure 6-1 shows the expected times as a function of N. Time is expressed in seconds, estimated from performance measurements of the layout program. The curve represents the amount of time required to achieve one layout.\footnote{Of course, for large N, not much more time would be required to achieve some number of layouts after the first.} The vertical lines for each N

\begin{figure}[h]
\centering
\includegraphics[width=\textwidth]{figure61.png}
\caption{Average Times for Breadth-N Search for Tech Talk Example.}
\end{figure}
represent 90% bounds for the distribution of the times.

As can be seen, the expected time reaches a minimum here at $N = 2$, and then increases with increasing $N$. The variance in the amount of time required decreases with increasing $N$. Thus, breadth-$N$ search can be seen to represent an improvement on the less-general breadth-1 search.

For the sake of interest, part of the equivalent graph for the bottom-up layout tree for the Tech Talk example is shown in Figure 6-2. For this example, it achieves approximately the same minimum expected time, but at a

![Graph showing time (sec.) vs. N for Breadth-N search for Tech Talk example.](image)

**Figure 6-2. Average Times for Breadth-$N$ Search for Tech Talk Example (Bottom-Up Layout).**

---

5. The irregularities in the curve are probably caused by the finite sample size.
relatively greater $N$, reflecting the greater proportion of dead ends in the bottom-up layout tree. It is believed that the optimum value of $N$ also grows as the number of items increases.

In the above analysis of breadth-$N$ search, it was stated that an increase in the number of current positions would lead to a certain decrease in the probability of failure at a given ply. There was an implicit assumption that the probabilities of failure of each of the individual positions were statistically independent. To the extent that this is true, the analysis is correct. At the other extreme, if the probabilities of failure were perfectly correlated, then breadth-$N$ search will be no more successful than breadth-1 search, but will require $N$ times as much work. In general, some correlation between the probabilities of failure of the current positions will lead to some decrease in the effective breadth of search.

This consideration suggests that there should be some attempt made to keep the set of current positions uncorrelated. Consider breadth-2 search. At the first ply, there will be two current positions, from which two new positions are selected. These two current positions are "brothers" in the layout tree. If the two new positions at the second ply are based on different old positions, then they will be "cousins" in the tree to each other. If they are both based on the same old position, however, then they will themselves be brothers. For the Tech Talk top-down layout tree, analysis shows that the coefficient of correlation of eventual failure is 0.289 between brothers but only 0.008 between cousins.

This leads to differences in effectiveness between the possible ways to select the next $N$ positions. One possibility is to assign all of the descendants of the $N$ current positions equal weights. Another is to divide the descendants into $N$ sets, based on which of the $N$ current positions they are derived from, give each of these sets equal aggregate weight, and give the members of each
set equal weight among themselves. In other words, to pick a move to check for validity, it will be necessary first to pick at random a current position on which to base it, and then to pick at random one of the legal moves from that position.

Certain of the current positions will have more valid moves than will others, usually because they simply have more legal moves. Here, the former "one-bucket" approach will tend to give more weight to such such positions than will the latter "N-bucket" approach. On the other hand, if certain positions have a higher proportion of valid moves than others (that is, if they are more "robust"), then N-bucket move selection will tend to give them higher weight. Experience and experimentation show the N-bucket approach to work better. One-bucket move selection has too great a tendency to select multiple descendants of the same prolific current position; prolificity is less of an indication of quality than is robustness.

An improvement that works even better is to similarly subdivide the moves in each of the N sets, depending on which item is being inserted by the move. This keeps moves involving independent pictures, which have only one possible top height, from being swamped by moves involving stories, which can have several possible top heights. Otherwise, moves inserting independent pictures have much lower aggregate probability than moves inserting stories, producing a tendency toward leaving pictures to be inserted last, which is unpleasing esthetically as well as difficult practically.

A further possible improvement to ensure that brothers occur as seldom as possible might be never to pick more than one move from the same current position, unless this becomes necessary because of the occurrence of dead ends. Such a method might reduce the number of passes necessary, but, experience shows, requires a roughly equivalent increase in the amount of time spent at each ply. Some of the positions are simply difficult to get valid moves
from, being close to failure though not yet failing (this concept is explored more closely in the following section). The expense of squeezing the inferior moves from these positions does not seem to be reasonable.

6.5 Breadth-\((N_1, N_2)\) Search

In the previous chapter, the concept of residue was introduced, as a measure of the difference between the amount of space available for the remaining items and the sum of the areas of those news items. The amount of residue decreases monotonically as one moves downward on a path through the layout tree. If the amount of residue ever becomes negative, this signals an invalid position. Figure 6-3 shows how the average amount of residue decreased in one particular breadth-10 search of a layout tree for a layout problem with 12 items (such a large value of N as 10 is used to provide a smoother graph). The first few items are all laid out on the top line. The amount of residue cannot decrease while they are being laid out, except for very small amount related to new-found knowledge of exact headline sizes.

![Figure 6-3. Decrease of Amount of Residue in Breadth-10 Search.](image-url)
After the first few items, the amount of residue begins to drop almost linearly, until it approaches zero. At this point, many moves would lead to negative residue; these, being invalid, are ignored. Still, the amount of residue moves asymptotically closer to zero, making it harder and harder to find a valid move.

During the linear section of the curve, no effort is being made to try to minimize the amount of residue lost, which is why the curve approaches zero so rapidly. If the amount of residue associated with a position could be directly computed, however, such information could be used to avoid this situation. To compute the residue, we can remember that the remaining-items equation is of the form:

\[
\text{space remaining} \geq \text{area remaining} \tag{6-1}
\]

for symbolic "space remaining" and numerical "area remaining". This equation is used to form a set of augmented partial layout equations, which are then checked to see if any solution exists. A different approach would be, instead of including this equation explicitly in the set of layout equations, to use linear programming to maximize the "space remaining" within the constraints given by the other equations.\(^6\) The known total area of the remaining items can then be subtracted from this quantity to compute the residue. If the residue is non-negative, then the position is valid. Moreover, the exact amount of residue is thereby known and can be used to judge the quality of the position.

A relatively large amount of residue remaining can be viewed as an indication that a position is more likely than average to have valid descendants. To understand this, consider that a position has some number of possible legal sequences of moves following it. Each of these uses up some amount of residue. The greater the amount of available residue associated with the

---

6. This is done implicitly by the bottom-up equation solution method discussed in the previous chapter.
current position, the greater the proportion of these move sequences that will be valid.

Another measure of position quality that can be used in conjunction with the amount of residue is the total area of the remaining items. In general, templates with the larger items placed at the top of the page are more successful than those with the large items placed at the bottom of the page. Thus, a template with a smaller "area remaining" should tend to be chosen over templates with larger ones. The smaller items will be easier to place than would larger ones. One numerical measure of position quality that experience has proven useful is \((\text{residue})/\text{(area remaining)}\). When this expression is maximized, this tends to maximize the amount of residue while minimizing the area remaining. This function will be used as the criterion function related to the probability of valid descendants of a position. Note that, since \(\text{residue} = \text{space remaining} - \text{area remaining}\), maximizing the criterion function is the same as maximizing \((\text{space remaining})/(\text{area remaining})\), which seems reasonable, considering the overall relation in layout problems between this factor and ease of layout. This relation is explored in more depth in Appendix II. Note that this criterion function predicts that it is harder to solve layout problems with news items all of the same size, or nearly so, than it is to solve problems with the same number of items but where there is a great dissimilarity in sizes, since the maximum decrease of the "area left" in the first case is less than in the second. Experience shows this to be the case.

The availability of a criterion function leads to breadth-\((N_1,N_2)\) search. Here, there are \(N_1\) current positions, and there are \(N_2\) valid descendants chosen, where \(N_2 \geq N_1\); the value of the criterion function is computed for each.

---

7. This criterion is related to the numerical probability of template success, and should not be confused with the esthetic criterion whereby important news items should be placed near the top of the page, although these two criteria usually work toward the same goals.
Finally, the \( N_1 \) of these with the highest values of the criterion function are chosen as the \( N_1 \) new current positions. Of course, if \( N_1 = N_2 \), then breadth-(\( N_1, N_2 \)) search is equivalent to breadth-N search.

This procedure gives roughly the same results as would be obtained by selecting \( N_1 \) valid moves with all valid moves being weighted according to their values of the criterion function, but requires the computation of the criterion function for only \( N_2 \) valid positions. Checking for validity, of course, takes time, so it is desirable to limit checking to as few positions as possible.

Figure 6-4 shows the results of using breadth-(10,15) search. As can be seen, the amount of residue decreases significantly more slowly with breadth-(10,15) search than with breadth-10 search, since the effort to keep the residue large begins earlier. The presence of upward slopes on this curve may seem confusing at first, since adding to a partial template can only decrease the residue left, not increase it. Actually, this curve represents the average amount of residue in the ten positions at each ply. At plies where

![Graph](image-url)

Figure 6-4. Decrease of Amount of Residue in Breadth-(10,15) Search.
proportionately many of the positions are derived from a relatively small set of high-residue positions in the previous ply, the average amount of residue can, and sometimes does, increase.

This consideration points out that breadth-(\(N_1,N_2\)) search does tend toward the selection of somewhat correlated positions at a given ply, where the correlation is related to the values of the criterion formula. This correlation is related to a correlation between the probabilities of failure of the positions, and thus works partially at cross purposes to the principle expressed in the previous section of selecting uncorrelated positions. Still, moderate use of breadth-(\(N_1,N_2\)) search can result in faster layout.

Figure 6-5 illustrates the expected amount of time required for breadth-(\(N_1,N_2\)) layout for various values of \(N_1\) and \(N_2\), for the Tech Talk example. These figures were obtained in a similar way to the breadth-N figures. The minimum is reached here at \((N_1,N_2) = (2,4)\), with an average time

Figure 6-5. Average Times for Breadth-(\(N_1,N_2\)) Search for Tech Talk.
of 6.1 seconds. This shows that breadth-\((N_1,N_2)\) search can provide a significant improvement over the less general breadth-N search.

6.6 Other Approaches

Other approaches to searching layout trees are possible. However, none of the alternatives tested seem as well adapted to the particular nature of layout trees as the ones described above. It seems that any efficient searching algorithm should be based on one of these.

One approach that has not been completely tested is the possibility of variable-breadth search, where the breadth of the search can vary with the depth of the ply. This would let the breadth increase toward the bottom of the tree, where proportionately more work is needed to avoid dead ends. Such an increase can be effective, but it seems difficult to formulate general rules of when and by how much the breadth should be increased for the best results.

A limiting case of the above is to increase the breadth toward infinity near the end of the search, which is the same as having a randomly ordered exhaustive search. Doing so for the final ply is effective, since further layouts can thus be achieved cheaply, though they will be similar to the earlier ones. Doing so for forming the next-to-final ply is also effective, but doing so any earlier requires too many positions to be checked.

6.7 Summary

This chapter has examined the problem of searching through a layout tree. A simple exhaustive search is shown to be inappropriate, and a partial probabilistic search to be more promising. A series of probabilistic search

---

8. In such a case, keeping lists of all the current positions will be too space-consuming, since their number will be so great. Instead, a backtracking search should be used.
techniques was considered, culminating in a breadth-\((N_1, N_2)\) search with a fast exhaustive search at the end. Experience and experimentation show this method to be the best of the ones considered. Success in achieving layouts was the measure of quality of a search technique used in this chapter.

Now that it is clear that layouts can be reached by searching the layout tree, the next chapter is devoted to the related problem of achieving esthetically pleasing layouts.
Chapter 7 - Template Esthetics

7.1 Basic Procedure

Preceding chapters have shown how layouts for a given layout problem may be generated by searching the layout tree for valid final nodes. The procedures shown, although adequate for their task of finding some layout, made no special effort to find a "good-looking" layout.

The rules of template grammar given in Chapter 3 are hard-and-fast rules on template construction, which may never be violated. They are few in number and provide only enough restrictions on the form of templates to allow the layout procedures to operate. There are other rules which one might wish to state, which make more subtle judgements on template quality. Such rules may be broken, but layouts will tend to be of better quality if they are not. On the other hand, these rules give only a partial indication of template quality.

The approach used to implement such rules will be to have the moves selected for consideration tend to be moves judged esthetically good. Thus, we will in effect be combining the criterion function described in the last chapter, which judges a partial template on a numerical basis related to its perceived ability to produce layouts, with esthetic criteria related to how good-looking the template is perceived to be. This could present a problem if these criteria tended to oppose each other. In actual practice, this does not seem to be the case. All of the esthetic criteria considered here seem at worst to make no real difference in the probability of a successful layout, and many seem to improve the probability. This interesting fact is possibly due to the tendency on the part of newspaper readers (and especially editors) to consider commonly used layout types as esthetically pleasing, coupled with the tendency on the part of newspaper layout people to produce layouts which are easy to achieve.
This chapter considers a representative set of possible rules governing template esthetics. These rules make their judgement based solely on the form of the template or partial template. Thus, they cannot incorporate certain judgements based on numerical properties of the eventual layout. For example, it is considered poor form to have a headline placed exactly half-way down the first page of a section, since that is where the fold in the paper occurs. It is hard to see how such a consideration could be detected in the framework of basing esthetic criteria on properties of the templates alone.

As was argued in the last chapter, rules for move selection are best used as the basis for the assignment of probabilities in a probabilistic search of the layout tree. One satisfactory way to implement these esthetic rules is to use them to assign a numerical quality factor to each legal move, and to use this factor to control the random selection of legal moves for testing for validity. Each time a legal move is to be chosen, the probability that a given move will be selected is proportional to its quality factor. This bias will affect the order in which the moves are chosen, and will tend to have the more highly rated moves chosen before the lower rated ones. Since the search procedures discussed in the previous chapter require only some certain number of valid moves, this method will tend to make the chosen moves be more esthetically pleasing than average.

These esthetic rules will be rules on the form of final templates, and will list certain bad features which should not be present. These bad features can be detected when they are incorporated into partial templates. For each newly constructed partial template, there might be some set of bad features present in it which were not detectable in its immediate predecessor. Each of these bad features can be considered to have some numerical weight, associated with

---

1. In case of a multiple-bucket selection procedure, such as described in the last chapter, each bucket should have assigned to it a derived aggregate quality.
its severity; the worse the feature, the greater the weight. The sum of these weights can be used to generate the quality factor for each position. One formula for the quality factor that has been found useful is $1/(1+\text{sum})$. Thus, the poorer a position, the greater the sum of the weights for the position, thus the less the quality factor, and the less the probability that the position will be selected.

The rules listed here are only part of the set of possible esthetic rules. In experimental implementations, the choice of which rules to include, and what weights to assign to them, was based on experience. Further research is needed to understand this problem better.

7.2 Item Shapes

Templates containing extremely unusual item shapes are undesirable. For example, in the template shown in Figure 7-1, the topmost item has an obviously undesirable shape. This item violates the *convexity rule*, which states that there should not be such holes in the shapes of items (i.e., no horizontal line drawn through an item should pass through the item twice or more).\(^2\) Violations of the convexity rule should be given great weight, except

![Figure 7-1. Template with Item of Unusual Shape.](image)

2. The presence of this feature could not be detected at the point when the second item was inserted, since there would be no way of knowing that the third item would not be inserted immediately to the right of the second item, extending to the end of the row. Such a placement would result in a shape for the top item that did not violate the convexity rule.
possibly for the common case shown in Figure 7-2, where one item is centered beneath the other and the overall shape of the two items is rectangular.

Another example of a strange template item shape is the top item in the template shown in Figure 7-3. It is hard to say exactly how bad a layout based on this template will look, since the numerical dimensions are not known, but it is reasonable to assign some weight against moves that drastically reduce the width of a template item.

---

**Figure 7-2. Possible Exception to the Convexity Rule.**

---

**Figure 7-3. Template with Item of Unusual Shape.**
7.3 Importance Ranking

The relative importances of news items can be provided to the layout program in the hope that the eventual layout will have the more important items near the top of the page, and the less important items near the bottom. Taking into account the fact that the more important items tend to be the larger, and that the breadth-$(N_1, N_2)$ search procedure already tends to place larger items nearer the top of the page, it would be possible to let this suffice as a treatment of importance ranking. Otherwise, giving some weight to the presence of unimportant items near the top of the template is reasonable.

7.4 Headline Bumping

In a layout such as the one shown in Figure 7-4, the headlines of the two stories on the top row are said bump, since they are directly adjacent. Bumping headlines are undesirable visually. Such a condition can usually be detected when constructing the template, and should be assigned a weight. On

![Diagram of headline bumping](image)

Figure 7-4. Example of Headline Bumping.
the other hand, given only a template such as:

\[
\begin{array}{cccc}
A & A & B & B \\
C & C & C & - \\
- & - & D & D \\
\end{array}
\]

it is impossible to tell what the relative heights of the tops of C and D are. If \( h_2 \) is zero or near-zero in the final layout, this will cause the headlines to bump, but this cannot be detected in the template, since it depends on numerical knowledge found only in the layout and not in the template. However, such an occurrence tends to be relatively improbable, especially with the asynchronous layout procedure discussed in Chapter 8.

7.5 Pictures

Templates with pictures that touch each other are less desirable than they would be otherwise. Cases such as the one shown in Figure 7-5 can be

---

Figure 7-5. Example of Picture Bumping.
detected by the same procedures that detect headline bumping. That is, the
top of each item can be considered to be either headline or picture at the left,
and headline or picture at the right. A story with no dependent pictures is
headline-headline, an independent picture is picture-picture, a story in Format
1 is picture-headline, and so forth. Headlines bump against headlines, and
pictures bump against pictures. Other undesirable cases include such layouts
as the ones shown in Figure 7-6, in which pictures are positioned adjacent to
each other in other manners.

Caution should be exerted when choosing the weights associated with the
violations of these rules, or of any of the esthetic rules. Since there are so
many bad template features potentially associated with pictures, this can
produce a tendency not to choose partial templates containing pictures, since
such partial templates tend to be judged of lower quality, such lower quality
being difficult to avoid. One partial solution to this problem is also to include
esthetic rules against leaving pictures to be inserted last, but such a rule might

Figure 7-6. Examples of Undesirable Picture Placements.
prove difficult to control.

7.6 Summary

This section has presented a basic procedure whereby template selection may be directed toward the production of esthetically pleasing templates. The definition of such templates is embodied in a set of esthetic rules, the violations of which are assigned various weights. These rules may be broken, but only at the cost of a reduced probability that such templates will be selected.

The exact choice of rules and their associated weights is an implementation decision. Implementations to date have made this decision based solely on experience.
Chapter 8 - Asynchronous Layout

8.1 Introduction

The layout equations associated with a particular template place constraints on the set of layouts possible with the template. This chapter considers certain additional layout equations which outlaw a certain class of undesirable layouts. The additional constraints thereby incorporated, however, make the generation of layouts very difficult, since the constraints are so strong as to drastically reduce the number of valid nodes in the layout tree.

This chapter also introduces a change in the method of generating layout equations from a template, in order to make the relationship between template and layout more flexible and to allow a single template to correspond to a greater class of layouts. This change leads to an increase in the number of valid nodes in the layout tree sufficient to allow the additional layout equations mentioned above to be used.

8.2 Leading Factors

The preceding chapters have presented a method whereby a given set of news items can be laid out in a given newshole. In the resulting layout, each news item is allocated an amount of space which is greater than or equal to the area it is known to need. This allocation of space includes a distribution of the available residue among the various items; the residue present in a particular layout item will represent leading or some other form of unused space.¹ Each item in the layout will have an associated leading factor, which indicates the ratio between the amount of residue assigned to the item and the area of the item. For example, if an item with an area of 1000 column-points is assigned

¹. Technically, only text areas can be leaded. However, analogous procedures are possible with headlines and, to an extent, pictures.
1050 column-points of space, this corresponds to 50 column-points of residue, or a 5% leading factor.

In general, we can observe that layouts with extreme discrepancies among the leading factors of the various items on the page will be less pleasing visually than layouts where the leading factors are more nearly equal. As we have seen, there are typically many possible solutions to the linear programming problem represented by a set of layout equations, one solution for each point inside the basic feasible region. Of course, all of these layouts will be based on the same template, and will therefore differ from each other only in the particular values of the height variables. Of these solutions, some will be more desirable than others, because of their particular distribution of leading factors. Certain mathematical techniques (such as coefficient ranging or quadratic programming) can be used in conjunction with linear programming to produce final layouts where the leading factors of the items are as nearly equal as possible within the constraints imposed by the layout equations.

In some cases, this will not be good enough. Even the particular solution to the layout equations that minimizes the differences among the leading factors might still represent an undesirable layout, because of unfortunate constraints imposed by the layout equations. Consider, for example, the template:

```
A A B B B C
D D D ----
---- E E E
```

Assume that the average leading factor on the page (i.e., the ratio between the total residue on the page and the sum of the areas of the news items) is 5%, and that news item B is equal in area to news item A. This template, however, requires that the space allocated to B be at least 50% greater than that allocated to A, since the space allocated to B is $3 h_1 + 2 h_2$, whereas the
space allocated to A is only \(2h_1\). It is possible, although improbable, that layouts could exist for such a layout problem and for such a template, but in any such layout, B's leading factor will be at least 50% (since A's leading factor is at least 0%). Any leading factor so much larger than the average leading factor on the page can be judged totally unacceptable.

8.3 Additional Layout Equations

Templates which have no layouts with appropriate leading factors can be considered to have no layouts at all. Such templates can be outlawed by the use of additional layout equations, which set maximum leading factors permissible for the various items. Thus, the only layouts generated will be layouts with acceptable leading factors.

Such an additional layout equation, for a typical item, will be of the form:

\[
\text{space allocated for item} \leq \text{maximum space allowable} \quad (8-1)
\]

where the right-hand side of the equation is some constant which represents the maximum amount of space which should be allowed to be allocated to the item. A reasonable value is an amount 15% greater than the maximum area possible for the item,\(^2\) resulting in a maximum leading factor of 15%. Of course, the leading factors of most of the items in the layouts produced can be expected to be less than 15%, which is simply the maximum leading factor deemed at all acceptable.

Remembering that the area equation for the item is of the form:

\[
\text{space allocated for item} \geq \text{minimum space allowable} \quad (8-2)
\]

---

2. For items where text can be cut, or where pictures may be cropped, or where headlines may be rewritten, there is no one area associated with the item, but rather a range of values.
where the minimum space allowable is simply the minimum possible area for the item, we can consider Equation 8-1 as also being a type of area equation. The two area equations for each item both have the same symbolic left-hand side, but differ in their numerical right-hand sides. Together, these two area equations set numerical bounds on the amount of space that can be permitted to be allocated for the item.

In addition to the inclusion of the new area equations in the set of layout equations, a new remaining-items equation along the same lines must also be included in sets of partial layout equations. This remaining-items equation is of the form:

\[
\text{space remaining} \leq \text{maximum space allowable} \quad (8-3)
\]

where the maximum space allowable is the sum of the maximum amounts of space allowable for each of the items remaining.

8.4 A Problem

The use of these additions to the set of layout equations will lead only to layouts with reasonable leading factors. Unfortunately, experience shows that they tend in general to make it extremely difficult to find such layouts. In fact, it was found impossible to determine experimentally any reliable figures on how much more difficult the new equations make the layout problem; these equations make layouts so rare that, for most layout problems tested, no layouts at all could be generated within a reasonable period of time. It is to be expected that the addition of restrictions on possible layouts will make layouts harder to find; what is unexpected is that these restrictions on maximum leading factors make layouts so much harder to find.

The inclusion of the additional area equations, by making the set of layout equations much more restrictive, vastly increases the number of dead ends in
the layout tree, thereby reducing the occurrence of successful layouts. The approach taken in this thesis is to make certain changes in the nature of the layout equations which, by independently increasing the incidence of successful layouts, help to offset this effect. These changes are discussed below.

8.5 Definition

In almost all templates, certain items appear above certain others. For example, in the template:

\[
\begin{array}{cccccc}
C & C & C & - & - & - \\
- & - & - & D & D & D \\
\end{array}
\]

A appears above C, and B appears above D. For any template, these relationships define a partial ordering on the positions of the tops of the items. Obviously, if item X appears above item Y in the template, it must also do so in the layout. This partial ordering, like any other, is transitive, in that if X is above Y and Y is above Z, then X is defined to be above Z.

The layout equations as presented so far, however, define a total ordering on the positions of the tops of the items. For example, for the template above, even though C is not above D, C’s top is constrained by the layout equations to be above (or at the same height as) D’s top in the final layout. Asynchronous layout is a manner of generating layout equations in such a way that unnecessary relations, such as the relation between the positions of the tops of C and D, are not included in the necessary conditions stated in the layout equations; this is opposed to synchronous layout, presented in the previous chapters, where these relations are included as necessary conditions. With asynchronous layout, the above template can be used to generate layouts where D’s top is positioned higher than C’s top, as well as the reverse case.
(and of course the special case where they both have the same height).

The method used is a change in the nature of the layout equations. Instead of a simple sequential set of height variables \( h_1, h_2 \) and \( h_3 \) used in the synchronous case, the asynchronous layout equations are based on other types of height variables. For the template shown above, let the height variable \( h_{AC} \) represent the vertical distance between the top of A and the top of C. Similarly, let \( h_{BD} \) represent the vertical distance between the top of B and the top of D. The height variable \( h_{Cs} \) represents the distance between the top of C and the bottom of the newshole, and \( h_{Ds} \) represents the distance between the top of D and the bottom of the newshole. These height variables do not represent the heights of template rows as in the synchronous case; rather, they represent the heights between the tops of items and either the tops of the items directly below or the bottom of the newshole.

For this template, the asynchronous layout equations are shown in Table 8-1. The first equation is the non-negative condition on the asynchronous height variables. The next two equations are the height equations; two separate height equations are needed here. The next four equations are the area equations for the four items. It may be seen that these asynchronous layout equations embody the same constraints on the layouts produced as do

---

Table 8-1. Asynchronous Layout Equations for Example.

\[
\begin{align*}
\text{Table 8-1. Asynchronous Layout Equations for Example.} \\
& h_{AC}, h_{BD}, h_{Cs}, h_{Ds} \geq 0 \\
& h_{AC} + h_{Cs} = \text{height of newshole} \\
& h_{BD} + h_{Ds} = \text{height of newshole} \\
& 3 \, h_{AC} \geq \text{area (A)} \\
& 3 \, h_{BD} \geq \text{area (B)} \\
& 3 \, h_{Cs} \geq \text{area (C)} \\
& 3 \, h_{Ds} \geq \text{area (D)}
\end{align*}
\]
the equivalent synchronous layout equations, except that they allow D's top to appear higher than C's (since $h_{AC}$ may be less than $h_{BD}$, although $h_1$ is never less than $h_1 + h_2$). In short, the relative heights of items in the template do not unnecessarily carry over into the layout; layout items may have any reasonable heights, which are not totally "synchronized" with the relative heights of the template items.

Consider a more complicated example. For the asynchronous template:

\[
\begin{array}{ccccccc}
C & C & C & - & - & - & \\
- & - & - & D & D & \\
E & E & E & E & - & \\
\end{array}
\]

the asynchronous layout equations are shown in Table 8-II. The first equation states the non-negative condition on the height variables. The next two equations are the height equations. One is necessary for each item which

Table 8-II. Asynchronous Layout Equations for Example.

\begin{align*}
    h_{AC}, h_{BD}, h_{BE}, h_{CE}, h_{DS}, h_{ES} & \geq 0 \\
    h_{AC} + h_{CE} + h_{ES} & = \text{height of newshole} \\
    h_{BD} + h_{DS} & = \text{height of newshole} \\
    3 h_{AC} & \geq \text{area (A)} \\
    h_{BE} & + 2 h_{BD} \geq \text{area (B)} \\
    3 h_{CE} & \geq \text{area (C)} \\
    2 h_{DS} & \geq \text{area (D)} \\
    4 h_{ES} & \geq \text{area (E)} \\
    h_{BE} & \geq \text{headline height of B + increment} \\
    h_{BD} & \geq \text{headline height of B + increment} \\
    h_{AC} + h_{CE} & = h_{BE}
\end{align*}
Asynchronous Layout

3. The next five equations are the area equations for the five template items. The next two equations are the headline equations for B (only item B has a non-rectangular shape); since both E and D appear under B, and since their relative heights are not known, two headline equations are necessary. The last equation is a new type of equation, called a synchronization equation; when E is inserted into the template, it cuts across two independent sections of the template (that is, it lies beneath both B and C), necessitating a synchronization equation to state that the height of the top of E is the same in both sections. (Indeed, the height equations may themselves be considered a special form of synchronization equation, forced by the occurrence of the bottom of the newshole.)

In the asynchronous layout equations shown, no statement is made about the relative heights of the tops of C and D, or of D and E; such restrictions are considered unnecessary. On the other hand, the asynchronous layout equations do require that, for example, the top of B be higher than the top of E, since such a restriction is obviously required by the fact that B is above E in the template.

8.6 Evaluation

Synchronous templates, since they define total orderings, place restrictions on the relative heights of all of their items. They are often inappropriate for particular layout problems because of the relative sizes of the news items; in such cases, they might lead either to no layout, or to excessively leaded ones. To understand the connection between these two possibilities, consider that excessive leading is caused by the transfer, under the control of the layout equations, of an excessive amount of residue into one or more of the layout

---

3. If the newshole is non-rectangular, there must be a separate height equation, along with a separate height variable, for each distinct place that an item touches the bottom of the newshole.
items. If the layout equations force the transfer of more residue than is available, then there is no solution. If they force no more than is available, they can still cause excessive leading factors in one or more of the items.

The equivalent asynchronous templates are more flexible in the sets of layouts they can produce, and in the sets of item sizes they are appropriate for. Therefore, asynchronous layout is inherently more efficient than synchronous layout. To understand this, consider that each asynchronous template can correspond to a number of synchronous templates, where each synchronous template represents some permutation of the relative heights of certain items. Since the asynchronous template will be valid if any of these synchronous templates are valid, it has a greater chance of being valid than a single one of the synchronous templates. Interestingly enough, even though each asynchronous template can correspond to more than one synchronous template, the total number of asynchronous templates is the same as the total number of synchronous templates, since they have the same template grammar. This is because more than one asynchronous template can have the same set of layout equations, making such asynchronous templates equivalent. Thus, the same asynchronous template may be possible to generate in a number of ways, corresponding to alternative orderings of the placement of the template items. Even though these items are placed top-down in the template, they are not necessarily being placed top-down in the resulting layout. Although this leads to a repetition of equivalent templates in the layout tree, this causes no real problem here when probabilistic search, which considers only part of the tree in any case, is used.

Asynchronous layout owes its efficiency also to the fact that it allows fewer ways to force the transfer of residue into layout items. For example, in the synchronous template:
if item D were larger than item C, this would force residue into item C (since item C is constrained to have at least the same amount of space allocated to it as item D). On the other hand, this particular case of forced transfer does not occur in asynchronous layout.

We see, then, that asynchronous layout simplifies the search for layouts, since it increases the occurrence of valid nodes in the layout tree. The use of asynchronous layout can help to counteract the decrease in the occurrence of valid nodes caused by the use of additional layout equations to set maximum leading factors. In fact, we can expect asynchronous layout to be especially useful here, since it lowers the probability of an allowable residue transfer which would result in a violation of the new layout equations. Experience shows that this is indeed the case, and that that a combination of asynchronous layout with the additional layout equations is effective, and that layout programs using the two techniques together are only slightly slower than those using neither. This is considered a reasonable price to pay for the assurance of appropriately leaded layouts.

There are some miscellaneous special problems caused by the use of asynchronous layout, relating to the fact that the template bears a less direct relation to the resulting layout. For example, in an asynchronous template such as:
the shape of A in the layout will not necessarily be that shown in the template, depending on the relative heights of B, C, and D. In particular, the shape of A can violate the convexity rule of Section 7.2 if C is placed higher than both B and D in the final layout. Similarly, in the asynchronous template:

```
  A A A A A A
  B B   -   -
  -   C C   -
  -   -   D D
```

where items C and D correspond to pictures, it is impossible to tell whether C and D will border on each other in the final layout. These examples show that the great computational advantages of asynchronous layout are combined with a slight decrease in the ability to make esthetic judgements on asynchronous templates; both the advantage and the disadvantage stem from the more flexible relationship between template and final layout.

8.7 Summary

Restrictions on the maximum amounts of space allocated to layout items can be expressed as additions to the set of layout equations. Such equations are practical to solve only in the case of asynchronous layout, which makes the connection between template and layout more flexible.
Chapter 9 - Examples of System Operation

9.1 The Experimental Implementation

To test the validity of the approaches to news layout described in the preceding chapters, several experimental implementations were prepared at various stages of the research. These implementations were programmed in MacLisp, a dialect of Lisp, running on a DECsystem-10 computer.

The most recent, the most complete, and the most effective of these experimental implementations uses top-down asynchronous layout, with breadth-(N_1,N_2) search of the layout tree; for the sake of experimental flexibility, this implementation allows the user to choose N_1 and N_2 dynamically at each ply. All of the layout equations described in the preceding chapters are implemented, including the additional area equations described in Chapter 8 for setting maximum leading factors. All of the particular esthetic rules listed in Chapter 7 are included. For the sake of simplicity, this implementation incorporates only story-picture formats 1, 2 and 3; therefore, it allows stories to have at most one dependent picture. This implementation was used to generate the example layouts in this chapter.

As shown below, this implementation has proven its ability to produce layouts for the problems given it, taking less time than it is estimated would be required if the layout were done by hand. This is especially impressive considering the relatively slow instruction execution rate (about 300,000 instructions per second) of the particular computer used.
9.2 Example Layouts

This chapter shows the results of applying the experimental implementation to several news layout problems taken from actual newspapers. For each of these example problems, a page from a newspaper was selected, and a layout problem prepared from it. The layout program then operated on the layout problem to produce a set of possible layouts. One layout was chosen manually, and a page was pasted up using the specified layout and news items cut from the original page.

For each story to be laid out, the maximum leading factor for text was set at 15%. A set of possible headline widths and heights was generated from the headline used in the original layout; the maximum leading factor for headlines was approximately 15%, based on a formula related to the number of lines in the headline. Picture heights were constrained to be at most 10% larger or smaller than they appeared in the original layout, to simulate the range of cropping factors typically possible. It is believed that these constraints are, if anything, less flexible than those found in real newspaper layout. For example, in actual practice, headlines can easily be made larger or smaller as needed, text can be cut, pictures can be cropped more, and so forth.

9.2.1 Boston Globe Examples

This section shows layouts generated for pages taken from various daily editions of the Boston Globe.

---

1. That is to say, 15% was the absolute maximum leading factor that could be tolerated. Actual leading factors in the generated layout could be expected to be somewhat less.
9.2.1.1 First Example

Figure 9-1 shows a layout generated for the items on Page 3 of the Boston Globe on January 10, 1978. The sandwich (the boxed copy appearing in the text area) in the First-Blacks story was included in the text length in the layout problem. This layout was produced in 19 seconds of CPU time. In all, four layouts were produced in one pass of the layout algorithm, the first being generated after 11 seconds of CPU time and the last after 19 seconds, at which point the pass terminated. In this example, as in the others, the values of $N_1$ and $N_2$ were chosen large enough so as virtually to guarantee a layout being achieved in one pass, making the amounts of time for the various examples more nearly comparable. Of course, use of the optimal values of $N_1$ and $N_2$, if they were known, would result in a reduction in the expected time for a layout.

9.2.1.2 Second Example

Figure 9-2 shows a layout generated for the items on Page 3 of the Boston Globe on January 11, 1978. The kicker (the smaller headline appearing over the main headline) in the Councilman-Deficit story was included in the headline height in the layout problem. This layout was produced in 1 minute 53 seconds of CPU time. In all, two layouts were produced in one pass of the layout algorithm, the first being generated after 1 minute 52 seconds of CPU time; the pass required 2 minutes 7 seconds.

9.2.1.3 Third Example

Figure 9-3 shows a layout generated for the items on Page 3 of the Boston Globe on April 21, 1977. This layout was produced in 2 minutes 52 seconds of CPU time. In all, ten layouts were produced in one pass of the layout algorithm, the first being generated after 2 minutes and 40 seconds of
Turnover continues at Somerville city hall

By Ray Longmore
Globe Staff

Michael Thomas P. Toomey of Somerville, in his capacity as city mayor, has turned over the reins of direction to a new group of city officials. Toomey has been in office for more than a year and, although he has not publicly announced his retirement, it appears that he will not seek re-election.

In the past, city officials have been critical of Toomey's leadership, but it is believed that he will continue to be a force in local politics.

First blacks on the block — worried but they won't run

City plans more BCH consolidation

By Lawrence E. Smith
Globe Staff

Burlington County Hospital Board has been considering the consolidation of the BCH with the Somerville Hospital. A meeting was held last night to discuss the matter.

The meeting was attended by representatives of both hospitals and members of the BCH Board. It was decided that further study be made of the proposal and that a meeting be held with the Somerville Hospital Board to discuss the matter in more detail.

Hope for dragger all but lost after body is discovered at sea

By Alexander R. Morse
Globe Staff

The body was discovered on a dragger off Block Island and was identified as that of Mrs. John H. Smith, of Somerville. Mrs. Smith was last seen on the block.

The dragger was en route to Block Island to take on water when the body was discovered. The dragger was then turned back to Somerville, where the body was taken to the hospital. No cause of death was immediately available.
State auditor blasts lack of restraint in MBTA spending

By Faye Jacob

The Massachusetts Bay Transportation Authority, which operates the MBTA, has been criticized for its spending practices. The auditor general, who is responsible for overseeing the agency's finances, has found that the MBTA has been spending excessively, leading to a $15 million deficit. The auditor general also found that the MBTA has been awarding contracts to companies that do not meet the necessary qualifications, which has led to inefficiencies in the agency's operations.

Can-dating up for action soon

By James Murray

The Massachusetts Institute of Technology (MIT) is planning to increase its undergraduate enrollment by 20% over the next five years. The university has been under pressure to increase its diversity and make higher education more accessible to a wider range of students. The increase in enrollment is expected to bring in additional funding for the university, which will help to support its programs and facilities.

A family of "boat people" in Boston

By Elizabeth Brown

The Brown family, who are living in a sailboat in Boston Harbor, has been attracting attention from the local community. The family has been living on their sailboat for over a year, and they are using it as a base for their work as environmentalists. The family is pushing for more sustainable living practices, and they believe that their lifestyle is a step towards a more sustainable future.

Power drain slows down march of time

By John Doe

The rate at which energy is being consumed is slowing down, and this is having significant implications for the future of our planet. The global consumption of energy has been rising steadily, but recent trends suggest that this growth may be slowing down. This could have important implications for the future of our planet, as it may indicate a shift towards more sustainable living practices.

Health council turns down Lahey clinic probe

By Richard A. Knox

The Public Health Council has turned down a proposal to investigate the Lahey Clinic, which has been under scrutiny for its practices. The council has cited a lack of evidence to support the need for an investigation, and it has recommended that the clinic continue to operate as usual. This decision has been met with criticism from some quarters, who believe that the Lahey Clinic is not operating in the best interests of its patients.

City spokesman disagrees

By Clark Bark

The mayor's spokesman has disputed the claims made by the city council about the state of the city's finances. The mayor's spokesperson has said that the city is in good shape and that the council's claims are unfounded. The mayor's spokesperson has also criticized the council for not doing enough to address the city's financial problems.

EPA says Cape radar not a hazard

By Sarah Thompson

The Environmental Protection Agency (EPA) has said that a Cape Cod radar is not a hazard to human health. The radar, which is used by the military, has been the subject of concerns from local residents who believe that it is causing health problems. The EPA has conducted a study of the radar and has found no evidence to support these claims.

Figure 9-2. Layout for Second Boston Globe Example.
Beat changed through years — now it ends
CPU time; the pass required 4 minutes 2 seconds.

9.2.1.4 Fourth Example

Figure 9-4 shows a layout generated for the items on Page 3 of the Boston Globe on March 10, 1977. The format for the '73-Murders story was manually changed from Format 1, produced by the layout program, to the format shown for esthetic reasons. This layout was produced in 5 seconds of CPU time. In all, four layouts were produced in one pass of the layout algorithm, of which this was the first; the pass required 13 seconds.

9.2.1.5 Fifth Example

Figure 9-5 shows a layout generated for the items on Page 3 of the Boston Globe on May 14, 1977. This layout was produced in 2 minutes 20 seconds of CPU time. In all, four layouts were produced in one pass of the layout algorithm, of which this was the first; the pass required 2 minutes 28 seconds.

9.2.1.6 Sixth Example

Figure 9-6 shows a layout generated for the items on Page 3 of the Boston Globe on January 6, 1978. In an actual layout, lines would be inserted to better isolate the Patriarca picture from the story beneath it. This layout was produced in 1 minute 52 seconds of CPU time. In all, two layouts were produced in one pass of the layout algorithm, of which this was the first; the pass required 2 minutes 7 seconds.
'73 murders changed nonviolent Hanafis!

Examples of System Operation - 135 -

Study predicted wave of terror in the US

Figure 9-4. Layout for Fourth Boston Globe Example.
**Examples of System Operation** - 136 -

**Timely slated for 2d US job**

President Bush recently announced that a team of experts will be deployed to the Philippines on an emergency basis to help deal with the effects of Typhoon Haiyan. The team will be led by Secretary of State John Kerry and includes representatives from various government agencies.

**Hair transplants reaching new height**

Hair transplant techniques have continued to evolve over the years, with advancements in surgical techniques and the use of stem cells leading to improved results. Some experts predict that hair transplant surgery will soon become a routine procedure, similar to other cosmetic procedures.

**COMING MONDAY**

Should fathers earn welfare? Should welfare money be shared with children? These are some of the questions that will be discussed in our upcoming article.

**Powers battles court house plan**

Ex-Navy brig as Hub jail urged

The British County Courthouse, located in the hub of the city, has been proposed as a site for a new type of jail. Supporters argue that it would be more efficient and cost-effective than the current jail, which is overcrowded and has outdated facilities.

**Mass. eyes workfare in Utah**

There is a growing interest in workfare programs in Massachusetts, with some lawmakers advocating for a similar program to be implemented in the state. The program would require able-bodied adults to work or participate in job training in order to receive welfare benefits.

**Edison nears end of storm cleanup**

The nation has been impacted by widespread outages and power outages, with many areas still experiencing blackouts. Edison, a major power provider, has been working to restore power to affected areas.

**A day of grace**

The Massachusetts legislature will be holding a special session to address the ongoing crisis caused by the storm. The session will be held in the State House, with priority given to emergency legislation.

**Hair transplants reaching new height**

Some experts predict that hair transplant surgery will soon become a routine procedure, similar to other cosmetic procedures.

**It's still winter**

Despite the recent warm weather, winter is still lingering in many parts of the country. The season has been characterized by below-freezing temperatures and snowfall in some areas.

Figure 9-5. Layout for Fifth Boston Globe Example.
Witness alleges harm to patient

By Marc Bovio

Cranston Hospital forensic psychiatrist Dr. Patricia E. Anderson said yesterday that a young woman who was a patient at the hospital is being treated for psychological problems that may have caused her to harm other patients.

Anderson said the woman, who is in her mid-20s, had been admitted to the hospital several times in the past year because of violent behavior. She said the woman had been diagnosed with bipolar disorder and was being treated with lithium and antipsychotic medications.

Anderson said the woman had been discharged from the hospital earlier this month and was being treated on an outpatient basis.

Anderson said the woman had not been in contact with the hospital since her discharge.

Revival plans follow fires

Hope in Fenway disaster area

Three years ago, in a disused brownstone overlooking the Fenway, a fire destroyed part of the building, killing 15 people. The site has been vacant ever since.

Now, a group of volunteers is working to transform the space into a community center. They have raised $1 million in donations and plan to complete the project by next year.

Patriarca, 69, hasn't retired

By Richard L. Cowen

John G. "Junior" Patriarca, 69, is still a powerful figure in organized crime. He is currently on trial in federal court for racketeering and other charges.

Some observers believe Patriarca is a-striped, scraggly figure who is no longer a major player in the criminal underworld. But others say he is still a major player and that his trial is just a distraction.

Motorists can keep doubts, court rules

By Richard L. Cowen

The Massachusetts Supreme Judicial Court ruled yesterday that motorists have a legal right to keep their vehicles parked until they are towed.

The court ruled that motorists cannot be stopped by police on suspicion alone.

Somerville mayor names brother to job

By Douglas McSweeney

Somerville Mayor Matthew S. Kennedy has appointed his brother, Matthew S. Kennedy, to fill the seat of a city council member who resigned last month.

The mayor's brother, who is 37, has been involved in local politics for many years. He will fill the seat vacated by Councilor Christian L. Wilcox, who resigned last month to take a job as a software engineer.

The mayor said his brother's appointment was based on his qualifications and experience.

BRA's Plaza expert leaving

By David Hergen Rea

The Boston Redevelopment Authority's (BRA) expert on the plaza at the corner of Boylston Street and Park Street is leaving the agency.

The BRA's plaza expert has been with the agency for 30 years and is well known for his work on the project.

Figure 9-6. Layout for Sixth Boston Globe Example.
9.2.2 Tech Talk Examples

This section shows layouts generated for Page 8 of the February 9, 1977 edition of Tech Talk, an M.I.T. administrative newspaper. The layout originally used by Tech Talk is shown in Figure I-1 in Appendix I. The same news items, as defined by Table 5-1 in Chapter 5, were laid out in a number of different ways to illustrate the variety of layouts possible.

Figures 9-7 and 9-8 show two different layouts for the news items. These layouts were produced in separate passes of the layout program. Figures 9-9 and 9-10 show examples of layouts in non-rectangular newsholes.

9.3 Summary

This chapter has presented examples of the class of layouts possible with the layout algorithm presented in this thesis. The quality of the layouts produced can be seen to compare favorably with the quality of layouts on inside pages of typical newspapers. This is particularly impressive in light of the fact that the numbers of items in many of the layout problems solved were significantly greater than the number of items on a typical newspaper page.
Katie Earnshaw Mixes MIT Duties with Dancing Future

By NADINE C. JONES

Katie Earnshaw has always been a dedicated student and a leader in her field. As a student at MIT, she is currently a senior in the Department of Electrical Engineering and Computer Science.

To support her studies and extracurricular activities, Katie earned a Bachelor of Science in Electrical Engineering from the Massachusetts Institute of Technology. She is currently pursuing a Master of Science in Electrical Engineering at MIT with a focus on computer science.

In addition to her academic pursuits, Katie is an active member of the MIT TechTalk Student Organization. She has contributed to several projects, including the organization of the annual TechTalk conference and the development of the organization's website.

Katie's passion for technology and her leadership skills have been recognized by her peers and faculty. She has received several awards and scholarships, including the MIT Presidential Scholarship and the MIT Presidential Fellowship.

In her free time, Katie enjoys dancing. She has been a part of the MIT Cheerleading Team for the past three years. She is currently the co-captain of the team and has helped to plan and organize several events and competitions.

Katie's dedication to her studies and her love for dancing make her an inspiration to her peers and an asset to the MIT community.

Summary

16 Named in Engineering School

The following notable individuals have been appointed to positions in the Engineering School.

1. Dr. Yi N. Wang, appointed professor in the Department of Chemical Engineering at MIT. Dr. Wang received his Ph.D. in Chemical Engineering from the University of California, Berkeley in 1984, and has been a professor at MIT since 1992. His research focuses on the development of new materials for energy conversion and storage.

2. Dr. Laura E. Brumley, appointed associate professor in the Department of Mechanical Engineering at MIT. Dr. Brumley received her Ph.D. in Mechanical Engineering from the Massachusetts Institute of Technology in 2002, and has been a research scientist at MIT since 2003. Her research interests include the development of novel methods for the design and analysis of complex systems.

3. Dr. David J. C. Frank, appointed assistant professor in the Department of Electrical Engineering and Computer Science at MIT. Dr. Frank received his Ph.D. in Electrical Engineering from Stanford University in 2001, and has been a research scientist at MIT since 2002. His research focuses on the development of new materials for energy conversion and storage.

Toric Chemicals Symposium February 15

A symposium on the analysis and modeling of organic reactions will be held at MIT on February 15.

The symposium aims to provide a forum for discussion and the exchange of ideas related to the analysis and modeling of organic reactions. The event will feature keynote lectures, panel discussions, and poster sessions.

Participants will have the opportunity to present their research and discuss new developments in the field.

Figure 9-7. First Tech Talk Example.
Katie Earnshaw Mixes MIT, Dancing

By KATHARINE E. JONES

Katherine Earnshaw, a graduate student in biochemistry, is juggling her academic work at MIT with a busy social calendar. As a member of the newly formed TechTalk Club, she has been invited to speak on the subject of "The Biology of Concrete Structures." Her talk will focus on the development of self-healing concrete, a technology that has gained significant attention in recent years. The event will be held at the MIT Student Center at noon on Tuesday, March 10, and is open to the public.

Earnshaw's research interests lie in the fields of biochemistry and materials science. She is particularly interested in the biological processes that govern the formation and degradation of concrete structures. Her work has led to the development of new materials that can repair themselves after damage, a significant advance in the field of civil engineering.

In addition to her academic pursuits, Earnshaw is also a skilled dancer. She has studied ballet since she was a child and has performed in various dance competitions. She recently won the MIT Dance Competition and is looking forward to showcasing her skills at the upcoming event.

The TechTalk Club, founded by graduate students at MIT, is dedicated to bringing together scholars and experts from diverse fields to share their research and insights. The club aims to foster a community of learning and collaboration, and to provide a platform for students to engage with the larger academic and professional community.

16 Named in Engineering School

Dr. William J. Reilly, a veteran professor of mechanical engineering at MIT, has been named the new dean of the school. Dr. Reilly has held the position since 1992 and has been a member of the faculty for over 30 years. He has made significant contributions to the field of engineering, particularly in the areas of materials science and automation.

Throughout his career, Dr. Reilly has been a leader in the development of new technologies and has collaborated with industry partners to bring innovative solutions to market. His work has led to numerous patents and publications, and he has been recognized with several awards for his contributions to the field.

Dr. Reilly's appointment has been met with widespread support from the MIT community. "We are delighted to have Dr. Reilly as our dean," said President L. Rafael Reif. "His leadership and vision will be instrumental in shaping the future of our engineering school and the broader technological landscape."
Examples of System Operation

16 Named in Engineering School

In a recent issue of the engineering school newsletter, the names of 16 students were published as having been named in the engineering school. The newsletter is published quarterly and distributed to all students and faculty members. The names of the students were published in alphabetical order, with the names of the students who have been named in the engineering school in the past two years. The newsletter also includes information about the engineering school, including the number of faculty members, the number of undergraduate and graduate students, and the number of research projects that are currently underway. The newsletter is published by the engineering school and is available online for students and faculty members to view.

Katie Earnshaw Mixes MIT, Dancing

Katie Earnshaw, a student at MIT, is also a skilled dancer. She has been dancing since she was a young child and has been performing professionally for several years. She has performed in a number of productions, including a recent performance at the Boston Opera House. Despite her busy schedule, she continues to attend classes at MIT and is involved in a number of extracurricular activities. Her dedication to her studies and her passion for dancing has been recognized by her professors and peers. She has been named in the engineering school newsletter, and her performance at the Boston Opera House was featured in the local newspaper.

Toxic Chemicals Symposium Planned For February 15

The Toxic Chemicals Symposium is a conference that is held annually to bring together experts in the field to discuss the latest research and developments in the area of toxic chemicals. The symposium is sponsored by the National Institute of Environmental Health Sciences and is held at MIT. The conference includes a variety of presentations, panel discussions, and workshops, and is open to the public. The symposium provides an opportunity for researchers, practitioners, and students to network and exchange ideas on the latest research and developments in the field of toxic chemicals. The symposium is scheduled for February 15 at MIT.

Figure 9-9. Third Tech Talk Example.
Chapter 10 - Implementation Considerations

If the algorithms presented in this report were to be used in an operating
newspaper production environment, they would probably be implemented on a
relatively small computer system, such as a minicomputer system, for reasons
of cost-effectiveness. There are special problems for such an implementation.

One problem is limited memory size. Many minicomputers have stringent
inherent limitations on the possible size of memory. Even when this is not the
case, the cost of the memory needed is an incentive to develop a space-
efficient implementation. Another problem is limited instruction set. For
example, most minicomputers do not include a standard floating-point package;
this lack presents problems in the implementation of linear programming. Speed
of execution is another possible problem, depending on the exact minicomputer
to be used. This chapter examines each of these problems, and considers the
impact of each on software system development.

10.1 Memory Size

As was mentioned in the previous chapter, the experimental implementation
made for the purpose of testing the algorithms in this thesis was programmed
on a large-scale computer. Because of the relative absence of memory
constraints, this implementation was able to be very inefficient in its use of
memory. For certain large layout problems, the data structures generated at
intermediate points required almost 100,000 36-bit words for their storage.
This amount can easily be decreased.

This section presents the major data bases used by the layout algorithms,
and considers how each may be implemented efficiently. Data storage is
expected to be the major factor in memory requirements for an implementation,
with program storage being less significant.
10.1.1 Templates

In the experimental implementation, templates (and partial templates) were represented as data structures containing over twenty separate elements. Almost all of these elements, however, could be regenerated from a lesser amount of basic information.

The least information necessary to represent a template is a history of which items have been inserted, and where. This means a list of which news items have been inserted, listed in the order of insertion, along with a specification of the columns occupied by their tops. Additionally, it is necessary to note for each item whether its top is or is not required to be at the same height as the previous item's top, or at the same height as the top of a level, and it is necessary to specify the set of story-picture formats chosen. If this information is known, all other necessary data can be generated. In particular, the matrix form of the template can be generated, and from it, the layout equations.

As space permits, more data can be included in the representation of a template, which, although redundant, will increase the speed efficiency of the algorithm. In particular, state information concerning the template construction can be helpful. In the partial template:

\[
\begin{array}{cccc}
A & B & B & B \\
D & D & D & - \\
\end{array}
\]

where B is a picture, the next item inserted must begin in the fourth column, and must be constrained to be at the same height as D. This fact can be effectively encoded as a state variable. Other state variables might include the set of news items remaining, their total area, the total area of the items already present in the partial template, and so forth.
10.1.2 Tableaux

The linear programming tableaux can require a great amount of space for their storage. A tableau is represented as a two-dimensional array of numbers, where there is a row for each equation, and a column for each variable. Of course, it is necessary to provide space for only one tableau at a time. The tableaux are not particularly sparse (i.e., most elements are non-zero, especially toward the end of the solution of the linear programming problem), so representation techniques for sparse arrays are not applicable here.

10.1.3 Possibility Lists

A possibility list can be used to store the set of possible moves based on the set of current positions. One structure for the possibility list is shown in Figure 10-1. Beneath each current position are listed the items which could be inserted, and below each of the items is listed the set of possible moves which could be made to insert that item. Each of the current positions should be represented in the format for a partial template; this information need not be repeated in the list of moves, leading to a space-efficient implementation which

---

Figure 10-1. Format of Possibility List.

---

1. And for each "slack variable", implicit in each inequality.
is particularly desirable in light of the fact that there can be hundreds of moves possible.

Each move should also be associated with its quality factor, as described in Chapter 7. This factor can be used to control the selection of possible moves in the following fashion, assuming that all factors are between 0 (the worst) and 1 (the best). When a set of moves is to be selected, a current position is chosen at random, then an item to be inserted into that position, then a move inserting that item. When such a randomly determined move is reached, a random number between 0 and 1 is generated, and compared to the quality factor of the move. If the random number is less than or equal to the quality factor, the move is removed from the tree and, if valid, inserted into the set of valid moves. If the random number is greater than the quality factor, the move is left untouched. This method can be seen to tend to examine higher-quality moves before lower-quality ones. It is superior to direct selection of moves with the probability of selection of each move equal to its quality factor in that it is unnecessary to compute and update aggregate probabilities for each of the current positions and items.

A move which has been selected is removed from the possibility list so that it will not be selected twice. A current position or an item for which there are no possible moves remaining should also be removed.

In breadth-(N₁,N₂) search, once a valid move is selected, it is placed in a set of valid moves, which will reach size N₂. These moves can perhaps best be represented in the partial template format, with their associated values of the criterion function.

2. Although some moves may have a factor of 1, no moves should have a factor of 0, since this will signify that the move is never to be chosen. Such a move should not be placed in the possibility list initially.
10.2 Instruction Set

Minicomputers typically have a more limited repertoire of instructions than do larger computers. This limited instruction set is usually accompanied by a smaller word size. In general, neither of these limitations should prove a real problem. Most of the operations performed by the layout algorithm can be represented by logical operations on small fields, with few arithmetic operations required. The arithmetic operations which are needed are typically simple, and no difficulty should be caused by the smaller word size.

The exception to the above is the simplex algorithm for linear programming. The tableau will contain non-integral numerical values. If the machine being used has floating-point operations, then the floating-point number format can be used for these values. Experience shows that a floating-point number format with a 27-bit mantissa presents no real problems with the accumulation of round-off and truncation errors during linear programming. This should also be the case with a slightly smaller mantissa.

If floating-point operations are not present, they could be simulated through the use of software routines. It is probably more efficient, though, to implement routines for rational arithmetic, in which each number is represented in the form a/b, where a and b are integers. Assuming that rational numbers are always represented in reduced form (i.e., where a and b have a greatest common denominator of 1), the sizes of a and b should remain sufficiently small to be stored as 16-bit numbers. In particular, denominators seem to stay below 10 in value, assuming a six-column page. Numerators can be higher, especially when representing values of variables, which are measured in the relatively small units of column-points. If they are measured in larger units, this can cause the sizes of the numerators to shrink, possibly accompanied by some growth in the size of the denominators.
Implementation Considerations

It is also possible, of course, to store numbers in a fixed-point format. It is not known what particular problems this might cause, but it is suspected that this might lower the accuracy of the numerical operations.

When numerical values are obtained by linear programming, these results, representing some number of points of height, might be fractional. In general, replacing these values by the next higher integral number of points is appropriate.

10.3 Speed of Execution

As was described in the last chapter, the test implementation was able to achieve a reasonable speed of execution, taking only a few minutes to solve large layout problems. It is believed that this speed can be improved upon in a production implementation.

The test implementation was written in Lisp, and run on a computer with only a 300,000 instruction-per-second execution rate. This basic rate can be greatly surpassed by modern minicomputers. Moreover, hand-coding of the layout procedures can produce a further improvement in their speed.

Monitoring of the test implementation shows that the majority of time is spent in generating possibility lists and in linear programming. Special attention should be paid to these sections.

One cause of the large amount of time spent in generating possibility lists is the large number of possible moves that must be enumerated. Not all of the possibility list, however, will typically be examined once it has been generated. A more time-efficient implementation would be to have the possibility list generated incrementally, while it is being examined. In other words, only a skeleton of the possibility list is generated initially; the set of moves for a given current position and a given item to be inserted is generated the first
time that pair is selected. In cases where the number of such pairs possible is
greater than the number that will be considered, such incremental generation
can result in significant time savings, by generating only that part of the
possibility list that is actually needed. Further compartmentalization of moves
in the possibility list can result in further efficiency gains. It should be kept in
mind, though, that changes in the structure of the possibility list might lead to
undesirable biases in move selection.

Of course, the amount of time used to generate a single move should also
be kept as small as possible. One way of doing this, as mentioned above, is to
include redundant data in the representation of a template, trading off space
efficiency for time efficiency.

The speed of linear programming can be improved through the use of
careful coding techniques. It will be slower, however, if software simulation of
arithmetic is necessary.

10.4 Summary

Special care must be taken when implementing the layout algorithms
described in this report on a minicomputer system, because of the limitations of
such machines. Consideration of these limitations can lead to implementations
for which the first consideration is space efficiency, but where the time
efficiency is also adequate.
Chapter 11 - Open Problems

There exist certain open research problems relating to the news layout procedures outlined in this report. Before these procedures can be implemented and used in a production environment, these problems must be considered and resolved. They relate both to understanding more fully the layout algorithms developed in this thesis, and to evaluating the utility of possible additions to the basic approach.

As was stated in the last chapter, production versions of the news layout program will probably be implemented on relatively small computer systems. Such systems, however, are seldom the best choice for basic development work. To the extent that these unresolved research problems deal with the layout algorithms themselves, independent of the particular implementation, this work can be performed on a large-scale computer system offering a wide range of program-development tools. Once the complete details of the layout algorithms to be used have been determined, these algorithms should be transferrable to the desired target computer system without creating any significant problems of a research nature.

This chapter presents a number of known research problems which should be considered. It begins with problems pertaining to features of the layout program described in this report, and leads into problems related to possible additional features.

11.1 Biases in Move Selection.

Any particular method of move selection is based on some particular bias. Any such bias will have an effect on the relative probabilities of selection of the various possible final layouts. For example, in the experimental implementation, for the Tech Talk layout example presented in Chapter 5, the
probability of selection of the final template:

```
E E E S S
E E D D D
E A A D D
```

is 0.14, while the probability of selection of:

```
D D D D D
D E E E E
A A E E E
A A S S S
```

is only 0.00089, assuming a totally random breadth-1 search. This is primarily because the partial template:

```
E E E - -
```

has far fewer possible next-moves than the partial template:

```
D D D D D
```

since the top row must be filled in in the first case, meaning that each individual next-move has a greater chance of being selected. A basis is needed for understanding which move-selection method produces the "best" results.

### 11.2 Tuning

An implementation of the layout algorithm will include many parameters which can take on various values. It has been shown that the particular values used for these variables can have significant impact on system efficiency. A process of *tuning* is necessary to achieve appropriate values for these
parameters. Since each layout problem is different, it seems unlikely that perfectly optimum values could be determined, although certain uniformly good values might exist. More research is necessary to better understand this process.

One possibility in some cases is automatic tuning. This would have the system itself automatically adjust the parameters as necessary. For example, if multiple passes through the layout tree were necessary for a particular layout problem, the breadth of search could be increased on each pass in recognition of the apparent difficulty of the problem. Similarly, it might be possible to automatically tune the weights of the esthetic rules, based on feedback from the layout person on the esthetic quality of the layouts produced.

11.3 Internal Story Formats

There are more possible elements to a story than have been considered in this research; hence, it must be determined how the additional elements affect the generation of layout equations. These elements include secondary headlines (kickers), boxed excerpts (sandwiches), and so forth. All such story elements should be considered, and a disposition determined for each.

Stories with more than one picture present a problem. Experience shows that a small number of possible story-picture formats is sufficient for stories with only one picture. (In this way, the set of possible story-picture formats acts like the template library proposed by Kan, discussed in Appendix IV, except on a smaller scale; only three or four formats are needed.) For stories with more than one picture, it is expected that this number would have to be much larger, causing a vast increase in the number of possible moves when such stories are inserted. Instead, it is proposed that a set of appropriate formats be specified by the layout person for every story with more than one picture. This is particularly reasonable in light of the fact that the proportion
of such stories is small.

In this case, and in the case when unusual story formats are desired, the layout person will have to provide a format to be used by the layout program. It would be desirable to have a very powerful general means for doing this, whereby even unusual formats could be described and used.

One partial alternative to the use of internal formats for generating layout equations might be to represent all item components directly in the matrix form of the template. Coupled with the use of asynchronous layout, it might be possible for such a representation to be no less general than the representation scheme used in this thesis.

11.4 Unusual Item Shapes

Chapter 3 presents a template grammar which, it is believed, is the simplest such grammar which does a good job of representing the set of legal templates. However, it will not necessarily describe the exact set of legal templates for any particular newspaper. If desired, the rules can be changed to reflect the local conditions at the newspaper. On the other hand, since the rules given in Chapter 3 lead to such a simple generative grammar, it might be more reasonable to leave these rules as they are.

As a example of a possible change to the template grammar, the template shown in Figure 11-1 contains an item of illegal shape. It is believed that in most newspapers such shapes are used only for the sake of expediency, and are not as desirable as shapes considered legal in this thesis. (On the other hand, the New York Times uses items of such a shape often.) Similarly, item shapes such as the illegal one in Figure 11-2 are used in some newspapers.

If the generative grammar were to expanded to allow these shapes by permitting a growth in the width of an item after its top has been inserted into
the template, this would have an undesirable effect on the partial layout
equations. For instance, it would be impossible to determine what part of a
partial template would be available to hold the incomplete items.

11.5 Variable-Width Columns

Most newspapers have a nominal six-column or eight-column structure. In
many cases, though, the sizes of ads sold do not conform directly to the chosen
structure. In such cases, various column sizes must be used, sometimes on the
same page, as shown in Figure 11-3. Variable-width columns can also be
forced by pictures of odd width, or may even be used voluntarily.

It is expected that achieving layouts with variable-width columns might
prove difficult within the framework provided in this thesis. It is difficult to
see how the definition of a widened template might be appropriately changed.
It would also be necessary for the layout program to do some amount of
planning ahead to anticipate transitions between the column widths. On the other hand, such layouts are often ugly, and are not strictly necessary, as evidenced by the New York Times, which entirely avoids them in its news sections. It might be more reasonable at least to decrease the need for such layouts.

11.6 Item Clustering

If related items are to appear on the same page, they should be adjacent to each other. One way to achieve this might be by means of an esthetic rule, as discussed in Chapter 7. Such a rule could not guarantee that related items would be clustered properly, but could only penalize those templates that failed to comply. It is expected that such an approach might prove very difficult to control.

Another approach might be to note that the overall shape of such a cluster is typically the same as a legal shape for a single item. Thus, the "top" of the
cluster could be inserted into the template, the appropriate items inserted underneath it in following steps, and then the rest of the items inserted. This procedure assumes the use of asynchronous top-down layout, of course. More restrictive partial layout equations could be generated at intermediate points in this process, since it would be known that the items in the cluster could be inserted only under the cluster top.

11.7 Outside-In Layout

As was shown in Chapter 5, top-down layout is superior to bottom-up layout. A combination of the two might prove superior to either. Such a scheme can be called outside-in layout, because it inserts items both top-down and bottom-up, working both ends against the middle. The use of top-down layout alone, for example, is unlikely to produce layouts with a large item at the very bottom of the page, but such layouts are often used in actual newspapers.

The problem with such an approach would be to tune it properly. For example, we know that top-down layout alone is better than bottom-up layout, which suggests that relatively more items should be inserted from the top of the page than from the bottom. What proportion of items placed from the bottom of the page will result in the greatest improvement over basic top-down layout, if any, is not known.

11.8 Incremental Story Assignment

The number of dead ends increases dramatically toward the bottom of the layout tree. This is partially because the set of items remaining to be inserted into the template becomes much smaller, allowing less flexibility in move selection. It has been assumed in this thesis that a story-assignment phase provides the layout program with the exact set of items which are to appear
on the given page. An alternative would be to provide a larger set of items than will fit, allowing the layout program some discretion in choosing which items to place. In practice, this will increase the number of possible moves, decreasing the probability of dead ends. Of course, the definition of a final position would have to be changed to be that of a position where enough of the items have been inserted, measured by comparing the sum of their areas to some threshold value. Note that, in this scheme, valid final positions might have descendants.

A basic version of this approach has been implemented and seems to work well. It requires that story assignment be executed incrementally, since it is not until the page has been finally laid out that it is known which items will be available for the remaining pages. This might require a number of subsidiary changes in the organization of story assignment.

This incremental story-assignment approach seems particularly applicable to pages containing stories that might be jumped to some other page. In the non-incremental version, it is necessary to pick for each such story some arbitrary fraction to be laid out on the given page, with the rest then being assigned to following pages. With incremental story assignment, it is possible to allow more of a choice for the layout program. This means that the layout equations can be very loose in stating the minimum and maximum amounts of each story that will appear on the page, increasing the ease of layout. Unfortunately, this seems to mean that virtually any generated template will be valid, possibly leading to ugly random layouts. On the other hand, since pages containing such stories, such as the first page, would tend to be laid out by hand anyway, this ability might not be necessary. This topic should be considered further.
11.9 Planning

The layout algorithm presented in this thesis makes no real effort to plan ahead when constructing a template, due primarily to the use of the layout tree as its conceptualization of the layout game. A similar lack of planning has been observed in chess-playing programs. An opposite approach would be an algorithm which began by making an overall plan for how it would go about producing the template, modifying the plan as it encountered problems. Although this extreme is probably unrealizable given the current understanding of the problem, perhaps certain aspects of it could be incorporated into the layout algorithm.

11.10 Criticism

Some of the layouts produced by the layout program will be unacceptable to the layout person. In certain cases it might be possible for the layout person to determine the reason for the unacceptability of the layout. It would be desirable if such reasons could be communicated to the layout program, and if the program could then produce a similar layout without the offending feature.

11.11 Human Interface

Any production implementation of the layout program will have to pay particular attention to the human interface to be provided for the layout person. The current view of the interface is as follows.

We assume that the layout person is seated at a display console. For each page, the layout person is presented with a list of the news items to be placed on that page, and can override the choice manually if desired. (In general, it is desirable for the layout person to be able to override any system decision; on the other hand, the number of points where it is necessary for the layout
person to make decisions for the layout program should be kept as small as possible.)

For each of the items, it will be possible to specify certain constraints, such as a fixed headline or set of headlines, fixed format or set of formats, and so forth. If these constraints are not explicitly stated, default values will be assumed, such as a set of possible headline widths and heights based on the size of the story. As noted above, although a set of default formats can easily be provided for stories with one picture, this will probably be less reasonable for stories with more than one picture.

The layout person will then be allowed to pre-place some items in the template, if desired. This might be restricted to placing items either at the top of the template or at the bottom, as opposed to starting in the middle. If desired, the layout person can construct the entire template manually. If not, the layout program will generate one or more itself.

During the operation of the layout program, there is not much information that can reasonably be displayed. In breadth-(N₁, N₂) layout, the current state includes N₁ current positions and N₂ moves based on them. This is too much information to be absorbed by the layout person in the short amount of time during which it will be applicable. Instead, it is suggested that various indications of system operation be displayed, such as the amount of time spent on the page so far, the number of passes through the layout tree, the depth of the current ply, how many moves were examined at each ply, and so forth. The information provided should be sufficient to enable the layout person to decide how well the page layout is proceeding, and to vary the appropriate system parameters if necessary.

At any intermediate point, the layout person can halt the layout program and supply a template manually, or modify the input to the program, such as the
set of items to be laid out, and try again.

The layout person will be shown each layout produced, and will be allowed to decide whether it should be accepted or whether more layouts should be generated. It will also be possible to return to a previous layout.

After a layout has been produced, it will be displayed. This will be a skeleton layout. It will still be necessary to determine a number of details, such as writing remaining headlines, deciding on headline typefaces, drawing lines around items, and so forth. It will also be possible to modify the numerical component of the layout at this stage, if desired.

11.12 Summary

There are a number of remaining research problems associated with the approach to computerized news layout presented in this thesis. Any potential implementor should consider these before finalizing the system design.
Chapter 12 - Conclusions

The conclusion to be presented here is that an approach to the problem of news layout based on the incremental generation of templates is feasible. As shown in Chapter 9, the algorithms developed are capable of laying out news pages in actual newspapers, and of producing layouts of quality comparable to layouts produced by hand. Although much developmental work remains to be done before the results can be applied operationally, the basic approach has been demonstrated to be sound, and it is believed that there are no significant obstacles to its ultimate use in a newspaper environment. The ability to lay out many newspaper pages by computer should provide an important diminution in the amount of time and effort required for a newspaper office to produce an edition.
Appendix I - Human Layout Methods

1. Background

One approach to the construction of a computerized news-layout system might be to discover how humans solve the problem. In the past, when layout persons have been asked to explain their "algorithms", they have been unable to do so. This appendix presents a series of experiments which examine the performance of a layout person when solving layout problems.

2. The Experiments

In these experiments, an experienced layout person from The Tech, a student newspaper at M.I.T., was presented with a set of layout problems based on layouts taken from Tech Talk, an M.I.T. administrative newspaper. Both newspapers are tabloid-size, five columns wide and 16 inches tall. The layout person was asked to verbalize her thought processes as she laid out the pages.

2.1 The First Experiment

In this experiment, the news items shown in Figure 1-1 were to be laid out. This is Page 8 of the February 9, 1977 issue of Tech Talk. The original Tech Talk layout was provided only to allow the layout person to acquire a feel for the relative sizes of the news items; numerical size measurements were also provided. The following is an edited transcript of the layout person's commentary.

"One thing I could try would be putting.... I could either put the [Dancing] picture in the upper-right corner with the headline running above it, or having the headline just a little.... For the time being, I'll leave the headline the same
The Experiments

Human Layout Methods

163

Katie Earnshaw Mixes MIT Duties with Dancing Future

The Experiments

Dancing a Cheerleader Routine at "Monday Morning Quarterback" are members of the Dance Clinic. Participants in the program include undergraduate and graduate students from the Department of Electrical Engineering and Computer Science.

16 Named in Engineering School

1983-1984: A description of the Engineering School at the Massachusetts Institute of Technology. (Page 1 of 4)


1983-1984: A description of the Engineering School at the Massachusetts Institute of Technology. (Page 8 of 4)


1983-1984: A description of the Engineering School at the Massachusetts Institute of Technology. (Page 34 of 4)


1983-1984: A description of the Engineering School at the Massachusetts Institute of Technology. (Page 60 of 4)
as they, and.... Well, all right, I'll assume half an inch [for the headline]. Try putting the headline across 5 columns with the picture 3 1/4 inches deep, three columns. Well, just so it's even, I'll make it [the picture] a little bit bigger. That's 3 1/3, with two lines underneath, so that's about a third of an inch. And the story is 15 1/2. So I can run it in these two columns [see Figure 1-2].

"And I can either run it [the text]... I could run it under the picture, so that it's even, and then have another.... I could try a five-column headline [for the Engineering story] since the story's so long. All right, I'll try that [see Figure 1-3].

"That's a little more than half an inch [for the Engineering headline]. I think I'll try putting the AARP picture down here for balance, I guess.... The lower

Figure 1-2. Partial Layout for First Experiment.
Figure 1-3. Partial Layout for First Experiment.

left-hand corner.... So that's 2 3/4 inches high, plus about an inch or so of cutline [see Figure 1-4].

"And if I run this headline across 5 columns.... All right, so that means if I put the Symposium story down here, everything should work out [see Figure 1-5].

"That's one possibility. I'm not saying it's the best layout, but at least it gets the headlines apart from each other."

The elapsed time for this experiment was 4 minutes 50 seconds.
Figure I-4. Partial Layout for First Experiment.

Figure I-5. Final Layout for First Experiment.
2.2 The Second Experiment

In this experiment, the layout person was to lay out the news items shown in Figure 1-6. This is Page 5 of the February 9, 1977 issue of Tech Talk.

"I think I'll try to get rid of this big blotch here [the Energy jump] for one thing, since the.... I could try to put the Energy jump lower down, and put some stories that are starting here on the top. So, let's see. Well, the longest one is Media, so I guess I'll try putting that at the top, moving over 3 columns, I guess. If I spread it over 5 columns.... Well, I think I'll try keeping the picture in the upper right corner: that's the Edgerton picture that doesn't go with anything [see Figure 1-7].

"So that's 3 inches of picture and about 2 inches of cutline, and run the Media story in the upper left [see Figure 1-8].

"I think I'll try to run a story in 3 columns underneath the picture, and have the copy of Media in the first two columns [see Figure 1-9].

"Okay, three short stories and one long one are left. I could put a story in here [under Edgerton], say.... That's a little too big for any of these stories.

"I'm thinking of maybe putting the.... That picture could get a little bigger. Let's see. That would come down half an inch, and then I would have about a 5-inch story [under Edgerton]. Booklet.... It's probably a stupid place to put it, since Booklet can't be very important. Oh well, nothing looks terribly important. All right, I'll try putting ... [see Figure 1-10].

"Now, I could either have a five-column headline [for the Energy jump], or ... or I could run it in 3 columns and put the graphic in [to the right of the headline]. I don't really like this. It's working out so I can either.... I could put the chart on one side here [on the left], and the headline here [on the right],
Human Layout Methods

Energy Savings Reported

A centrally controlled intelligent power system has been implemented by utility companies to optimize the use of energy. The system, termed "SmartPower," allows load management and demand-side management to work together seamlessly.

With SmartPower, three levels of control are introduced: system, building, and device. At the system level, a central computer analyzes the electrical load profile and suggests strategies for energy conservation. At the building level, a microprocessor controls the devices within the building, such as lighting and HVAC systems. At the device level, individual appliances are controlled to optimize their energy usage.

The SmartPower system has been implemented in several cities, and results have shown significant energy savings. In one example, a large office building saved over 20% of its energy consumption after implementing SmartPower.

The system is currently being rolled out in several other cities, with the goal of saving millions of dollars in energy costs annually. Overall, SmartPower represents a significant step forward in energy management and conservation.

MIT Experts Assess Media Influence on 1976 Election

Two members of the MIT Department of Political Science, John King and Senior Lecturer Elizabeth Noelle-Neumann, have conducted a study on the impact of media on the 1976 presidential election. Their research uses a media audit to analyze how media coverage influenced voter behavior.

The study found that media coverage had a significant influence on the election outcome. The candidates' television interviews, debates, and advertisements were pivotal in shaping public opinion. The study also revealed that media coverage helped to set the agenda for the election, influencing policy debates and public discussion.

Booklet Includes MIT Women

Thoughts of five present or former MIT faculty women are included in the booklet "Space and Women: Perspectives on Rapport and Power in Science." The booklet was published by the Harvard-Smithsonian Center for Astrophysics.

The women included are
- Tanya F. Leitner, professor of physics at MIT
- Jennifer L. Milliken, professor of biology at MIT
- Mary E. Williams, professor of physics at MIT
- Jane L. Scheck, professor of physics at MIT
- Martha A. Kim, professor of electrical engineering at MIT

The booklet is available at no cost. To order a copy, please send your request to the MIT Media Relations Office.

Newstead to Close Election

Robert Newstead will give a lecture at the "Democracy in Action" conference, held by the University of California at Berkeley, on the topic of "The Future of American Politics." The lecture will be held on Thursday, February 9th, at 4:00 PM in the Wheeler Room at the University of California at Berkeley.

Newstead is a political scientist and a professor at the University of California at Berkeley. He has written extensively on the topic of American politics and has contributed to several books and academic journals.

Sobiesek to Discuss Photo Images

Robert Sobiesek will give a lecture at the "Photography in contemporary arts" conference, held by the Museum of Fine Arts, Boston, on the topic of "The History of Photography." The lecture will be held on Friday, March 3rd, at 7:00 PM in the Blumenschein Hall at the Museum of Fine Arts, Boston.

Sobiesek is a photographer and a professor at the University of Massachusetts at Amherst. He has written extensively on the history of photography and has contributed to several books and academic journals.
which would mean two three-column headlines right on top of each other, or I could put the graphic over here [on the right], which would mean both pictures on the same side of the page. Well, maybe I'll try... I'll try a five-column headline, and I'll try putting... I'll try putting the graphic in the lower left corner [see Figure I-11].

"And that leaves two stories down here, and I can just run.... Well, both of them could be fairly small-point headlines, I guess. In fact, they can still be 24, slightly less than 1/2 inch, say, and I guess I'll put the longer one on top, that's Neudstadt, and that's ... [see Figure I-12].

"Down here, that's Sobieszek ... [see Figure I-13].

"I sort of changed their one-column thing. We [at The Tech] don't run too
Figure I-8. Partial Layout for Second Experiment.

Figure I-9. Partial Layout for Second Experiment.
Figure I-10. Partial Layout for Second Experiment.

Figure I-11. Partial Layout for Second Experiment.
Figure I-12. Partial Layout for Second Experiment.

Figure I-13. Final Layout for Second Experiment.
many one-column headlines, except on very tiny jumps."

The elapsed time for this experiment was 8 minutes 5 seconds.

2.3 The Third Experiment

In this experiment, the layout person was to lay out the same news items as in the first experiment, was asked to find a better-looking layout than the first one produced.

"Well, I guess with 31 inches of copy, there's not going to be much way to break it up, very much. All right, I could try.... Well, working from the bottom, I could put the AARP picture, sort of stick it in either the 2nd and 3rd or 3rd and 4th columns and run Engineering around it. I want to keep Engineering in 5 columns, I think, because it'll spread it out more. So, okay, AARP is.... I'll try putting it here in the 2nd and 3rd columns [see Figure I-14].

Figure I-14. Partial Layout for Third Experiment.
"And just run Engineering around it [see Figure I-15].

"And headline is about 1/2 inch. That takes up about half the page. That still looks moderately ugly. All right, so, Symposium I could put.... Symposium takes up a total of about 5 inches over 2 columns. Let's see. I could keep the Dancing picture in the upper right corner and put the Symposium story in 3 columns down here, and run copy underneath the picture, which is okay, or.... I really can't put the Symposium story at the top, because then I'd end up with something else underneath it, which would be ugly. So, I think I'll do that. All right, Symposium is ... [see Figure I-16].

"And, see what happens with Dancing. I could either have the Dancing picture in the upper right-hand corner with no headline above it, and have the headline, say, 2 columns by 2 lines over here, or I could have the headline all the way across. I think it would look better all the way across, with the

Figure I-15. Partial Layout for Third Experiment.
picture underneath it [see Figure I-17].

"Well, the only problem with this is that there's not very much copy in-between the.... Once you put in the cutline, there's not very much copy in-between these two stories, but it's almost an inch. I don't know, let's see. The top of the page looks too crowded.

"I could have tried putting Symposium down here at the bottom of the page, below the Engineering story, instead. Then I would have had two pictures somehow on the top half of the page.

"If I run the [Dancing] headline in 2 columns here, that would have moved the picture up a little bit, which would have separated it more from this block over here.

"It's really hard to make 31 inches of copy look nice."
Figure I-17. Final Layout for Third Experiment.

The elapsed time for this experiment was 7 minutes 45 seconds.

3. Conclusions

It would seem that no significant layout rules can be extracted from the performance of this layout person. For example, she works both top-down and bottom-up, depending on the layout problem. As compared with the layout procedure presented in this thesis, the layout person’s method seems to be based on her ability to plan ahead, to reason abstractly, and to understand the consequences of her actions in terms of their effects on the possible placements of the remaining items. Instead of working solely with local criteria, she is able to understand the global impact of her decisions.

It should be noted that this layout person does not depend solely on an innate reasoning ability, but also seems to use a number of learned rules, for their esthetic effect. These rules would seem to be primarily of an esthetic
nature, and are goal-oriented. For example, she makes an effort to achieve picture balance on the page. It should also be noted that the layouts she produces can be identified as being more in the style of The Tech than the style of Tech Talk (e.g., there are more five-column headlines in The Tech than in Tech Talk, while Tech Talk uses more one-column headlines than The Tech).
Appendix II - Theoretical Considerations

1. Computational Complexity

In a 1972 paper [Karp 72], Karp first identified the set of computationally intractible problems now called the \textit{NP-complete} problems. The best algorithms known for the solution of these combinatorial problems require an amount of time that grows exponentially with the size of their input. This means that there exists some limit on the size of the input, usually a small limit, beyond which any such algorithm becomes impractical because of its astronomical running times. Any NP-complete problem can be reduced to any other in polynomial time, which is less than exponential time. Therefore, if any of the NP-complete problems could be solved by some algorithm in less than exponential time, then all of the NP-complete problems could, by first transforming them to that problem and then solving them using the fast algorithm. This consideration, combined with the large class of problems known to be NP-complete, strongly suggests that it will never be possible to develop an algorithm to solve any NP-complete problem in less than exponential time.

One of the problems shown NP-complete by Karp is the \textit{partition problem}. In this problem, a set of positive integers is given, and the problem is to determine whether the integers can be divided into two subsets whose sums are equal. The best approach known for solving this problem relies basically on generating and testing all possible partitions of the original set into two subsets.

We present the following theorems:
Theorem 1. The news layout problem is NP-complete.\(^1\)

Proof. (This problem is obviously a member of the class of NP problems.\(^2\))
Consider an arbitrary instance of the partition problem; we transform it into an instance of the news layout problem as follows. Each integer in the original set becomes a picture, of height equal to that integer, and of width 1. The newshole has height equal to half the sum of the set of integers, and width 2. Obviously, any layout achieved for the transformed problem represents a solution of the original partition problem. Since this transformation shown can be performed in polynomial time (in particular, it can be done in linear time), this shows that the news layout problem is NP-complete.

Theorem 2. The problem of news layout with a known abstract template is NP-complete.\(^3\)

Proof. (This problem is obviously a member of the class of NP problems.)
Consider an instance of the partition problem where there are \(n\) integers in the set. We transform the problem as in the previous proof. We also note that there are only \(n-1\) distinct abstract templates which could possibly be applicable to the layout problem, assuming asynchronous layout; these are the abstract templates with two columns, having \(i\) items in the first column and \(n-i\) items in the second, as \(i\) ranges from 1 to \(n-1\). Since \(n-1\) is a polynomial function of the size of the input, we see that the problem of news layout with a known abstract template is NP-complete, since solving it \(n-1\) times would suffice for solving the partition problem.

\(^1\) Actually, what is being proven NP-complete here is the problem of determining whether any layout exists for a given layout problem; this is necessary because of the "yes-no" nature of the class of NP-complete problems. Obviously, the problem of finding some layout if layouts exist can be expected to be no easier than this problem.

\(^2\) Membership in the class of NP problems, also defined by Karp, is a precondition to membership in the class of NP-complete problems.

\(^3\) That is, the problem of determining whether a given abstract template is valid for a given layout problem is NP-complete.
These results show that the news layout problem can be considered as computationally intractible. The best known algorithm for solving the problem depends on an exhaustive search of all possible concrete templates. This algorithm is applicable up to about three news items, beyond which the amount of time required is excessive.

One approach which is often used when dealing with computationally intractible problems is to solve some different problem, related to the original problem but computationally simpler. The approach taken in this thesis is simply to try to find some layouts based on the given layout problem. If layouts are found, then that shows that layouts exist; if none are found, then either none exist or the algorithm was unlucky. Also, instead of trying to find the best of all possible layouts, the approach will be only to try to find good layouts. For the mix of layout problems commonly found, this approach, as incorporated into the layout algorithm presented in this thesis, seems adequate, in that it will typically find some layouts in a reasonable amount of time.

2. Number of Templates

The number of possible templates is very large. To count their number, a program has been written which generates all distinct legal synchronous abstract templates. The templates generated are all reduced templates, in that no column is identical with an adjacent column, nor any row with an adjacent row. Table II-I shows the number of possible templates for up to five items, broken down by the number of items and by the number of columns in the reduced template. As can be seen, the number of abstract templates grows quite rapidly with the number of items. The number of concrete templates grows even more rapidly. There are n! possible ways that an abstract template with n items can be marked. The number of ways an abstract template with i columns can be widened into a newshole with j columns is C(j-1,i-1). The number of ways an abstract template can be fitted into a
Theoretical Considerations

Number of Templates

Table II-I. Number of Templates.

<table>
<thead>
<tr>
<th>items = 1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
</tr>
</thead>
<tbody>
<tr>
<td>columns = 1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>2</td>
<td>3</td>
<td>12</td>
<td>42</td>
<td>141</td>
</tr>
<tr>
<td>3</td>
<td>1</td>
<td>29</td>
<td>280</td>
<td>2185</td>
</tr>
<tr>
<td>4</td>
<td>24</td>
<td>716</td>
<td>12163</td>
<td></td>
</tr>
<tr>
<td>5</td>
<td>7</td>
<td>874</td>
<td>33430</td>
<td></td>
</tr>
<tr>
<td>6</td>
<td>519</td>
<td>50978</td>
<td></td>
<td></td>
</tr>
<tr>
<td>7</td>
<td>121</td>
<td>44142</td>
<td></td>
<td></td>
</tr>
<tr>
<td>8</td>
<td>20382</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>9</td>
<td>3907</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

sum = 1  5  73  2553  167329

newshole depends on the shape of the template items, as well as on numerical factors. It can easily be seen that exhaustive searching of all possible concrete templates is generally impractical.

Figures II-1 through II-9 show the set of possible abstract templates for up to three items, broken down by the number of template columns. It can be seen that certain of these templates look noticably worse than others. The best general rule that has been developed to explain this esthetic difference is the convexity rule presented in Section 7.2; most of the worst-looking templates violate the convexity rule. This rule, when incorporated into the

Figure II-1. All Possible One-Column Abstract Templates for One Item.

Figure II-2. All Possible One-Column Abstract Templates for Two Items.
Figure II-3. All Possible Two-Column Abstract Templates for Two Items.

Figure II-4. All Possible Three-Column Abstract Templates for Two Items.

Figure II-5. All Possible One-Column Abstract Templates for Three Items.

Figure II-6. All Possible Two-Column Abstract Templates for Three Items.

layout program as an esthetic rule, helps the program to avoid the generation of such templates.
Figure II-7. All Possible Three-Column Abstract Templates for Three Items.

Figure II-8. All Possible Four-Column Abstract Templates for Three Items.
3. Template Satisfiability

3.1 General Observations

Some templates are more easily satisfied than others. That is, the probability that a given set of news items will satisfy the template is greater for some templates than for others. We note, for example, that a template such as the one shown in Figure II-10 is applicable for any pair of stories, while a template such as the one shown in Figure II-11 is applicable in fewer

Figure II-10. Universally Applicable Template.

Figure II-11. Less Applicable Template.

4. This section considers just the areas of stories, and ignores their internal structure. It also ignores pictures. All templates considered in this section are abstract templates.
Theoretical Considerations

cases, because column boundaries are discrete, leading to a limited number of possible positions for the boundary between the two stories.

Figure II-12 shows the set of item sizes which will satisfy the template in Figure II-11, based on a six-column page, assuming that the sum of the item sizes must be at least 90% of the area of the rectangular newshole. Assuming a uniform distribution of item sizes, there is a 26.3% probability that a random pair of items obeying the overall size restriction will satisfy this template.

We can expect that the template shown in Figure II-13 will have a higher probability of satisfying a given pair of items, since the item in the corner is not restricted to occupy all of the area in its columns. Figure II-14 shows the set of item sizes which satisfy this template. This template has a 87.7% probability of being satisfied with an arbitrary marking. Similarly, the template in Figure II-15 has a 70.2% probability of being satisfied with an arbitrary marking.

3.2 Residue

It can be seen from these graphs that the probability of satisfaction of a template grows less as the sum of the item sizes approaches the size of the newshole, forcing the amount of residue to zero. For the template in Figure II-11, the probability of satisfaction drops to zero as the limit, while the probability of satisfaction for the template in Figure II-13 drops to 83.3%. Conversely, the probability of satisfaction can be seen to grow monotonically as the proportion of residue grows.

This predicts that layout problems with a low proportion of residue will be harder to lay out, since fewer templates will be satisfied by them, while layout problems with a high proportion of residue will be easier to lay out.
Figure II-12. Item Sizes Satisfying Template.

Figure II-13. More Applicable Template.
Figure II-14. Item Sizes Satisfying Template.

Figure II-15. Related Template.
3.3 Columns

It can also be seen from these graphs that the probability of satisfaction of an abstract template grows greater with the number of columns on the page. If the template in Figure II-11 were to be laid out in a newshole with eight columns, the probability of success would climb to 35.1%, an increase proportional in this case to the increase in the number of columns.

A limiting case would exist if there were an infinite number of columns. This would have the space in the newshole arbitrarily divisible in the horizontal direction as well as the vertical. It is conjectured that it might be possible to lay out any legal unwidened template in such a case.

3.4 Restrictions

It can be seen that placing restrictions on acceptable layouts decreases the number of layouts possible. Consider, for example, the template in Figure II-11. Assuming the same conditions as before, if it is additionally required that the maximum leading factor for either of the stories be 10%, this decreases the probability of satisfaction to 8.5%, as shown in Figure II-16.

In general, reducing the proportion of valid templates can be expected to make layouts harder to find.
Figure II-16. Item Sizes Satisfying Template with Leading Restriction.
Appendix III - Comparison with Longtin’s Work

1. Background

In his 1972 thesis [Longtin 72], Longtin presented an approach to news layout in which layouts were to be built incrementally, as illustrated in Figure III-1. The insertion of an item could entail the modification of the placements of the previously inserted items, as necessary.

Implementations of Longtin’s algorithm [Polansky 74] showed this approach to be inadequate. Impasses in layout occurred very often, as illustrated in Figure III-2. Although the implementation included a number of heuristics to

![Figure III-1. Example of Successful Layout with Longtin’s Algorithm.](image)

![Figure III-2. Example of Unsuccessful Layout with Longtin’s Algorithm.](image)
modify the partial layouts to sidestep such situations, none were found that were strong enough to allow the layout of more than about three items. Beyond that point, no layout could typically be found because of the nearly inevitable occurrence of dead ends.

2. Analysis

Longtin’s approach and the approach taken in this thesis are similar, in that they both involve the incremental placement of the items to be laid out. The difference lies in the fact that Longtin’s approach was to build \textit{layouts} incrementally, while the approach in this thesis is to build \textit{templates} incrementally.

Implementations of Longtin’s algorithm were attempted both for bottom-up layout and for top-down layout. As was shown in Section 5.2.3, template generation in the bottom-up case can be considered as being essentially the same as layout generation, since the incremental solution of the layout equations possible in bottom-up layout can be immediately applied to the partial templates to produce partial layouts, which themselves grow incrementally. Therefore, Longtin’s approach and the approach in this thesis are very similar in the case of bottom-up layout. As was shown in Section 5.4, however, bottom-up layout is inefficient for all but the smallest layout problems, because of the high probability of dead ends. Longtin’s algorithm, upon encountering a dead end, would simply halt without producing a layout. In this way, it resembles a breadth-1 search which is restricted to operate in only one pass. As shown in Section 6.3, such a search has only a small probability of success.

In the case of top-down layout, the methods are more dissimilar. Longtin’s method, since it produces layouts incrementally, must specify the exact shape and dimensions of an item as soon as it is inserted into the partial layout.
Although these may be changed somewhat later, the inclusion of numerical dimensions can overly restrict top-down layout, as shown in Section 5.3.3. Since the approach presented in this thesis is to generate templates incrementally, where neither the shapes of items nor their actual dimensions are determined until the information for doing so is available, it is more successful in avoiding dead ends.

Longtin’s algorithm does not seem to include the concept of a grammar whereby legal item shapes can be distinguished from illegal ones. The implementation of his approach tend to produce layouts with extremely bad item shapes, especially in the top-down case.

As was noted, Longtin’s algorithm restricted itself to finding a layout in one pass, taking the perceived best move at each step. The approach in this thesis allows for multiple passes through the layout tree, picking moves probabilistically; this vastly increases the potential for successful layout.
Appendix IV - Comparison with Kan's Work

1. Background

In his 1976 thesis [Kan 76], Kan presented a different approach to news layout, based on his concept of a template as an abstraction of a layout. The problem of news layout was reduced to first finding an appropriate template, and then producing a layout based on that template. Templates were to come from a template library, a large stored collection of abstract templates. For a given layout problem, the template library would be searched for templates with the same configuration of stories, independent pictures, and dependent pictures, and layouts would be attempted for those templates matching the layout problem. The template library would be sufficiently large for there to be a high probability, for an arbitrary layout problem, of producing a successful layout from at least one template in the library.

2. An Experiment

The size needed for a template library is crucial in determining how practical such an approach would be. Kan estimated that about 500 templates would be needed, but admitted that this number was uncertain. To better determine the size necessary for a template library, an experiment was designed in which a small prototype template library with only a few dozen abstract templates was to be implemented. Although the performance of this small library would be expected to be less than the desired level, it was believed that it would be possible, based on the performance level thereby achieved, to estimate some lower bound on the template library size needed to satisfy 95% of all layout problems, where 95% was chosen as a reasonable performance level for a template library. The difference between the number of templates needed for 95% performance and the number needed, for example,
for 90% performance can be expected to be less than a third.

In the implementation of this experiment, the templates\textsuperscript{1} in the library were all based on layouts appearing on Page 3 of the daily edition of the Boston Globe. This page was chosen because the layouts on the page are stylistically consistent over time, making it an ideal candidate for use with a template library. Additionally, Page 3 never contains jumps or ads, which could cause experimental complications. Templates from 23 pages were used to form the template library.

To test this template library, 23 layout problems based on the same 23 pages were used. Each layout problem was tried with each template, except, of course, for the template that was used for its layout in the Globe, since such a combination would be guaranteed to succeed. Of the 506 combinations possible, 14 were found to have the same story-picture configuration in both the layout problem and the template\textsuperscript{2}.

In each layout problem for which a layout was attempted, the height of the newshole was artificially set to make the space available be 1.05 times the sum of the areas of the news items, to allow for experimental consistency. For the 14 problem-template matches, no layouts were achieved. This suggests an overall success rate of less than one success per 506 problem-templates, which would require a template library of more than 1500 templates in order to have a 95% success rate for layout problems.

---

1. The template representation scheme used in this thesis and that used by Kan are quite dissimilar, because of their different intended uses. However, it is believed that the scheme used in this implementation (basically supplying abstract templates asynchronous in both the horizontal and vertical directions) can, if anything, surpass Kan's in its descriptive power.

2. These matches were based on three equivalence classes: one of three pages each having two stories with no pictures, two stories with one picture, and one independent picture; one of three pages each having four stories with no pictures, one story with one picture, and one independent picture; and one of two pages each having six stories with no pictures, one story with one picture, and two independent pictures.
The experiment was rerun with the space available equal to 1.10 times the sum of the areas of the news items, with the expectation that this might produce more layouts. In this case, there were layouts achieved for three of the problem-template matches, suggesting a template library size of about 500, as estimated by Kan.

3. Analysis

Obviously, these figures have a high degree of uncertainty, which could be remedied by an increase in the experimental template library size. It was decided, though, that a template library size sufficient to raise the number of problem-template matches from the 14 achieved in this experiment to a more significant number would be sufficiently great to represent a major undertaking. It seems that it might be necessary for the experimental template library to become fairly near the size needed for 95% performance for a meaningful estimate of that size to be produced.

In the absence of hard quantative results, though, it is possible to argue quantitatively against a template library approach. Consider a layout problem with 7 stories and no pictures. There would be 7!, or 5040, possible ways to mark each appropriate abstract template from the template library in the process of turning it into a concrete template; this is a large number of concrete templates to test for validity. There are methods by which such tests can be done more efficiently than on a simple one-by-one basis; these methods reduce the number of individual tests somewhat, but the number of tests can still be expected to grow exponentially with the number of items.

Such testing would have to be done, on the average, for many of the

3. Although Kan did not use the same distinction between abstract templates and concrete templates as is used in this thesis, he did use a process of marking during layout using an abstract template.
templates for seven stories and no pictures before a layout would be achieved. It seems likely that this number of templates would have to be greater than the equivalent number for six stories and no pictures. This suggests that the amount of time required might grow excessively great for complex layout problems.

Moreover, there would have to be some set of templates stored for most story-picture configurations possible. Since the number of configurations is quite large, this suggests that the size of a template library might be exceptionally great. On the other hand, of course, some configurations are more probable than others. The most probable of all are those with a small number of news items, such as are found on most inside pages. A template library which was biased toward the simpler layout problems might be able to achieve a high proportion of layouts, averaged over all of the pages in the newspaper. The above arguments, though, cast doubt on its ability to handle complex layout problems very rapidly or in very many cases.

It is believed that the layout algorithm given in this thesis will perform better than a template-library scheme. The approach in this thesis does not entail storing a large set of templates, since all possible templates can be mechanically generated. While Kan was forced to use an exhaustive search procedure to search through the set of appropriate abstract templates and to determine whether a given abstract template could produce a layout, more effective search procedures are possible in the framework given in this thesis.
References


