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Abstract

The advent of DNA sequencing has revolutionized biological research by providing virtual
blueprints of living organisms and offering insights into complicated biochemical processes.
DNA sequencing is a process encompassing both chemical reactions and signal processing
techniques to identify the order of chemical bases in a DNA molecule. In this thesis, we focus
on the base-calling stage, during which base order is estimated from data collected through
electrophoresis and florescence detection. In particular, we examine the possibility of jointly
base-calling two superposed DNA sequences by applying the sum-product algorithm on
factor graphs. This approach allows a single electrophoresis experiment to process two
sequences, using the same quantity of reagents and machine hours as for a single sequence.
A practical heuristic is first used to estimate the peak parameters, then separate those
into two sequences (major/minor) by passing messages on a factor graph. Base-calling on
the major alone yields accuracy commensurate with single sequence approaches, and joint
base-calling provides results for the minor which, while being of lesser quality, incurs no
additional cost and can be ultimately used in the genome assembly process.
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Chapter 1

Introduction

1.1 Motivation

The availability of the DNA sequence of the human genome has revolutionized biomedical

research. Knowledge about gene contents and functionalities can lead to new ways to

prevent, diagnose and treat diseases. In addition, genomic studies of other organisms provide

new venues for biotechnological advances in agriculture, alternative energy production, and

possibly other areas unexplored at the moment. Although several genome projects have

successfully employed automated sequencing technologies to determine the basic genome

sequences of some organisms, these results only serve as a starting point for comparative

studies across individuals. Moreover, given that genomes easily contain millions of bases

and that repetitions are needed to achieve high accuracy, a large number of machine days is

required to sequence a single genome, yet the fixed cost of the machine and variable cost of

the reagents sum to thousands of dollars per machine day. There is, therefore, a continuing

need to increase the throughput while reducing the cost of current sequencing technologies.

In this thesis, we study a new base-calling algorithm for Sanger DNA sequencing, the

method most widely used by commercial sequencers. Base-calling is the process where the

nucleotide order of a short DNA fragment is determined from data collected through chem-

ical experiments. We propose to jointly base-call two superposed data traces by applying

the sum-product algorithm on factor graphs, a method commonly used for iterative decod-

ing in digital communication systems. Data used for analysis are provided courtesy of Jim

Meldrim from the High-Throughput Sequencing Team of the Broad Institute of MIT and

Harvard. The commercial sequencers employed are from Applied Biosystems (ABI) [1].



1.2 Overview of the Base-Calling Process

The most widely used chemical experiment for collecting DNA sequencing data is the chain

termination method developed by Frederick Sanger in 1977 [2]. A DNA molecule has

the structure of a double helix, where each strand is a chain composed of four types of

monomers, identified by their constituting nitrogenous bases. Genetic knowledge is en-

coded in the ordering of these bases. In the Sanger experiment, a single strand of DNA

is mass replicated starting from a fixed position, but terminated at random locations by

fluorescently-labeled markers. The resulting partially extended fragments are electrophoret-

ically separated through gels or capillaries by length. Optical detection for base-specific

dyes then gives rise to a set of time series data in the form of a four-component inten-

sity vector, corresponding to the four base-types: Adenine(A), Cytosine(C), Guanine(G)

and Thymine(T). The raw data is pre-processed to remove background noise, normalize

mobility, and color-correct any correlation between components caused by overlapping dye

emission spectra.

Base-calling is the process of identifying the order of DNA bases from pre-processed data,

into a sequence of the four base types (A, C, G, T). Owing to random motion of the segments

as they pass the detection region, the collected data are successive pulses corresponding to

the spread of fragment concentrations around their nominal positions. Figure 1-1 shows

a pre-processed trace at the beginning and towards the end, with different base types

represented by different line styles. The vertical axis represents the fluorescence signal

intensity, while the horizonal axis represents sample number. A typical run, which requires

more than 30 minutes to complete, gives approximately 600 to 800 bases, corresponding to

7000 to 10,000 sample points.
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Figure 1-1: Sample pre-processed DNA trace data; single sequence.

As discussed previously, we aim to increase the throughput of the overall sequencing

process while maintaining cost. Specifically, we mix two DNA segments in electrophoresis.
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The resulting data is a combination of the two independent ones. Figure 1-2 is an example

where the average amplitude ratio between the sequences has been set to approximately 2

by adjusting reagent concentrations.

1000

500

0
3200 3250 3300 3350 3400

Figure 1-2: Sample pre-processed DNA trace data; two sequences.

A natural approach to base-calling two combined traces is to extend existing single-

sequence algorithms. To base-call a single sequence, an automated sequencer needs to

take into account at least three undesirable features of the data: amplitude variation,

increasing pulse widths that deteriorate peak resolutions as in Figure 1-1, and jitter in

peak spacings. For example, the inherent randomness of the jitter in peak spacing makes

data association with individual peaks hard to determine. For the two-sequence case, also

observe that although some regularities in peak spacings still exist within each sequence, the

offset between the two is not constant. These inherent properties of the data make accurate

base-calling a difficult task, even in the single sequence case. In the next chapter, we will

examine these characteristics in much more detail to establish a statistical data model.

The most widely used algorithm for base-calling a single sequence is Phred [3], which

combines a set of heuristics such as the running average peak spacing, peak areas and

concavity measures to determine the bases. Other approaches include parametric decon-

volution [4]; combining Kalman prediction of peak locations with dynamic programming

to find the maximum likelihood sequence [5]; and performing Markov Chain Monte Carlo

methods with a complete statistical model to estimate the peak parameters [6]. Again,

we will look at these in much more detail in the next chapter. It turns out that a direct

extension of these single-sequence base-calling methods to sequencing two combined traces

is not trivial, for the two traces are not synchronized in time, nor is separation into indi-

vidual sequences an easy task. Also, the average amplitude ratio is imperfectly related to

the reagent concentration. It can only be set to some range instead of a specific value.



1.3 Overview of Factor Graphs for Base-Calling

From data samples shown in the previous section, it is not difficult to observe that the base-

calling problem has much resemblance to the detection of pulse amplitude modulated signals

in a communication channel. Indeed, Davies et al. developed the DNA-ML algorithm to find

the most-likely single base sequence [5]. Comparing to other base-calling algorithms which

are almost all heuristical in nature, the DNA-ML algorithm fully exploits the statistical

information available in sequencing data, and shed much insight into our problem at hand:

to base-call two sequences simultaneously, we can simply double the number of parameters

to be estimated. With an expanded parameter space, however, it turns out that we will need

an alternative approach to find the maximum likelihood estimates. In the next chapter, we

will explain why this is the case. For now, it is suffice to say that a possible solution is

to visualize the extended statistical model with a factor graph and apply the sum-product

algorithm to such a graphical model.

A factor graph contains only two types of nodes: variable nodes and factor nodes. A

edge exists between a variable x and a factor f if and only if x is an argument of f. As a

simple example, consider a function g(xI, x2, x3), with the factorization

g(Xl, X2, 3) = fA(X1)fB(X2)fC(X1, 2, 3).

Figure 1-3 below is the corresponding factor graph.

fA fB fc

Figure 1-3: Factor graph for g(x1, x2 , x3).

In the case where g(xl, x 2, X3) is a joint probability distribution, this factor graph de-

scribes explicitly the local dependencies among the random variables. For example, if fA

and fB are the marginal distributions of xl and x2, we see that xl and x2 are statistically

independent. Such locality properties of the factor graph can be exploited to simplify in-



ference over the joint distribution g(xl, x2, x3 ). Specifically, by passing values, or messages,

along the edges, we can compute the marginal functions for each individual variable. This

process is termed the sum-product algorithm. In the next chapter, we will discuss in detail

the properties of factor graphs, and how the sum-product algorithm can be used to estimate

base sequences.

1.4 Thesis Contribution and Outline

Previous base-calling algorithms have all focused on single sequences. This thesis explores

the possibility of base-calling two superposed sequences jointly to achieve higher through-

put while maintaining cost. We establish a statistical model for two-sequence data, and

show that with appropriate amplitude ratios between the two sequences, base-calling on

the one with higher amplitudes alone yields accuracy commensurate with single sequence

approaches. To base-call the second sequence which has lower amplitudes, a practical heuris-

tic is proposed to first locate all bases of the two sequences by estimate the peak parameters;

those are then assigned to two separate sequences by applying the sum-product algorithm

on a factor graph. The results from the joint base-calling process is of lesser quality, but

incur no additional cost and can be ultimately used in the genome assembly process.

As this work addresses both the biological, and the signal processing and communica-

tions community, we will give an extended background discussion. Some sections that seem

trivial to those in one field may be new to those in the other. The rest of the thesis is

organized as follows.

Chapter 2 covers relevant background, define terminologies, and informally discusses

the problem addressed in this thesis. The structure of DNA molecules is explained and

the sequencing process described. We look at existing single-sequence base-callers to show

that they can not be extended easily for base-calling two superposed traces. In addition,

we introduce factor graphs and the sum-product algorithm in detail. The overall objective

is to provide enough information such that discussions of the proposed algorithm can be

facilitated in later chapters.

Chapter 3 explores the possibility of base-calling two superposed sequences. It first for-

mally defines the problem to be addressed. Sets of sample data are examined to establish

statistical data models and learn about the model parameters. It is shown that the maxi-



mum a posterior estimation of a single sequence using factor graphs is possible, while the

estimation of two sequences is computationally prohibitive from a practical point of view.

Instead, a two-stage model is proposed. We first try to find the spike train underlaying the

mixed sequencing data using nonlinear minimum mean square estimation; next we assign

the spikes to identify the two source sequences.

Chapter 4 concludes this thesis with a summary of our results and discussions on pos-

sible future work. Base-calling with a single-sequence base-caller on double sequence data

achieves accuracy comparable to that of existing algorithms, and jointly sequencing with

the two stage algorithm gives an error rate of approximately 80% on the other sequence.

Increasing the complexity of dependency model for peak locations and performing the joint

base-calling algorithm in an iterative fashion may improve the overall performance.



Chapter 2

Background

2.1 The Sanger DNA Sequencing Process

Although genome sizes often exceed millions of base pairs, owing to intrinsic limitations

of the underlying chemical processes, current methods typically sequence short fragments

only, where each read measures 300 to 1000 bases in length. To process an entire strand,

multiple rounds of sequencing are conducted and subsequent fragment assembly reconstructs

the desired genome from overlapping reads. Various techniques have been developed and

commercialized through automated sequencers and assemblers in the past decades. In

this thesis, we focus on the technology typical to ABI sequencers: paired-end whole-genome

shotgun sequencing based on cycle sequencing and dye-termination capillary electrophoresis.

The term whole-genome shotgun refers to the random division of an entire genome before

fragments are sequenced individually; cycle sequencing is a signal amplification process

similar to the better known Polymerase Chain Reaction (PCR), which we will explain later;

the dye-termination method was developed by Frederick Sanger in 1977 [2] and has been

the fundamental basis for DNA sequencing ever since. In this section, we limit ourselves

to a description of only the general principles underlying signal amplification and dye-

termination based electrophoresis. The intention is to establish terminology and notations

for readers who may not be familiar with the necessary background. For more details on

the working chemistry and instrumentation of the ABI sequencers, see the ABI Automated

DNA Sequencing Chemistry Guide [7] or other application manuals available on the ABI

website [1]. For further descriptions of the Sanger sequencing chemistry, see [8][9][10]. For

other sequencing technologies, references [11] and [12] give comprehensive reviews of some



recent developments, while [131, [14], [15], [16], and [17], refer to several emerging techniques

including pyrosequencing and polony sequencing.

As a starting point, let us first examine the chemical structure and properties of DNA.

Deoxyribonucleic acid (DNA) is a double-strand of phosphate backbone supported polymers

held together by hydrogen bonds between constituent deoxyribonucleotide monomers. Each

nucleotide also contains one of four types of nitrogenous bases: Adenine(A), Cytosine(C),

Guanine(G), and Thymine(T). It is the order of these bases along the backbone that encodes

genetic information in living organisms. The two strands are said to be complementary

because the only possible bonding between a base on one strand and a base on the other

strand are A to T and C to G. Such complementary base-pairing provides an mechanism

for DNA replication, since the knowledge of one strand allows the recreation of the other.

Figure 2-1 illustrates the ladder-like structure of the DNA. The vertical lines here represent

hydrogen bonds between the nucleotides. Due to different molecular structures, the ends of

a single strand is labeled as either 5' or 3', where the base sequence is read from the 5' end

to the 3' end.

5'1 3'
C T G T G G T C G A C T G C

G A C A C C A G C T G A C G
3'- 5'

Figure 2-1: A double-stranded DNA fragment. After [18][19].

During DNA replication, the hydrogen bonds are first broken to separate the two strands.

An enzyme called DNA polymerase then catalyzes the polymerization of free nucleotides,

in the order complementary to the existing template strands. Two molecules identical to

the original DNA result from this process. A property of DNA polymerase is that it can

only add nucleotides to a pre-existing 3' end. Initiation of a new chain therefore requires a

nucleotide precursor, called a primer. This synthesis of DNA strands from the 5' to the 3'

end is called primer extension. Figure 2-2 illustrates this process that is key to the Sanger

sequencing method.
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Figure 2-2: DNA replication through primer extension.

2.1.1 Sequencing a Single DNA Template

With an ultimate objective of determining the order of nucleotides within a short DNA

fragment, DNA sequencing refers to a procedure encompassing four stages: DNA ampli-

fication based on primer extension, size separation and fluorescent detection of molecules

through electrophoresis, data preprocessing to remove noise and condition the signal, and

determining base-orders through base-calling, the focus of this thesis.

DNA Amplification

Before a piece of DNA can be studied, it first needs to be amplified (i.e., replicated) to

reach a significant concentration. The most widely used technique for this purpose in

molecular biology is Polymerase Chain Reaction (PCR), in which the primer extension

process discussed previously is set into a chain reaction through thermal cycling. A DNA

fragment generated from one cycle is itself used as a template for replication during the

next cycle, leading to an exponential amplification rate.

During PCR, a double-stranded DNA segment containing the targeted DNA region is

first prepared into a buffer solution. A designed primer, complimentary to the strand of

interest, is added to the solution. Controlled temperature changes are then repeated 20 to 30

cycles, each consisting of three steps: denaturation, where the mixture is heated to a certain

temperature to break the hydrogen bonds holding the double-strand together; annealing,

where cooling allows designed primers to anneal to DNA templates; and elongation, where

incubation allows new DNA molecules to be synthesized from added DNA polymerase and

free nucleotides of the four different types. Elongation is directional from the 5' end to the

3' end. Within the added nucleotides, about 1% are dideoxynucleotides, molecules identical

to the normal nucleotides, except they lack a functional group that gives rise to a free

T 1,T T'



3' end which sustains the synthesis process. In other words, once a dideoxynucleotide is

incorporated, further elongation does not occur during subsequent cycles. Furthermore, the

terminating dideoxynucleotides are stained with fluorescent dyes, one color per base type.

These serve as radioactive labels during the detection phase, which we will explain in the

next section.

PCR cycles are usually repeated until all the free nucleotides are used up. Because

elongation stops when a dideoxynucleotide is incorporated, the resulting mixture contains

partially extended DNA molecules of different lengths. Table 2.1 below demonstrates this

phenomenon. A template single strand is given vertically on the left; the corresponding

resulting pieces are given horizontally on the right. Here we use the first three bases CAA

to represent the section where the primer attaches to.

Table 2.1: Output of PCR for DNA Sequencing.

C
A
A
C CAAC
A CAACA
C CAACAC
C CAACACC
T CAACACCT
G CAACACCTG
C CAACACCTGC
G CAACACCTGCG

In ABI sequencers, a thermal cycling process very similar to the PCR is employed.

Instead of a chain reaction, the same template molecules are reused to achieve a linear rate.

This makes the overall process less susceptible to contamination. Such a variant of the

signal amplification process is called cycle sequencing.

Once amplified, the partially extended DNA strands can be separated by length and

each ending base identified fluorescently; thus giving the order of bases along the segment

of interest. This is the objective of electrophoresis, a technique we discuss next.

Dye-Termination Electrophoresis

In electrophoresis, electrically charged molecules travel across a medium under the influence

of an electric field. In traditional gel electrophoresis for DNA sequencing, the mixture



solution produced from PCR is placed on one end of a gel slab, across which an electrical

field is applied. DNA molecules have a net negative charge, due to the phosphate backbone

[18]. The fragments travel at an average velocity inversely proportional to their charges,

equivalent to the number of bases they contain. Optical detection is performed at the

end of the gel slab by exciting the fluorescent dyes on the terminator with a laser. A

camera periodically records the fluorescence intensity across the finish line for subsequent

analysis. By using base-type specific dyes for the terminating nucleotides combined with

simultaneous detection at different wavelengths, the four base-types can be differentiated in

the collected time-series data. For this reason, the Sanger sequencing method is frequently

referred to as the dye-termination method , or the chain-termination method if the primers

are radioactively labeled instead of the terminators [2].

More recent development in DNA sequencing sees much more commonly the use of

capillary electrophoresis. Relying on the same chemical principle as gel electrophoresis,

capillary electrophoresis passes DNA fragments through a narrow glass tube (capillary)

filled with electrolytes. The DNA molecules separate as they migrate. Again, a fluores-

cence detector samples periodically at the end of the capillary to give an electrophero-

gram, displaying the ending bases as peaks with different retentions times. The random-

ness involved in the replication mechanism results in concentration variations among the

molecules, leading to random amplitudes for the observed peaks. The raw data stream is

in the form of a four-component intensity vector. Assuming a sequencing-run samples at

N points in time, the resulting electropherogram, which we call a trace, can be written as

yn(t), 1 < n < 4, 1 < t < N. Figure 2-3 shows an example of yn(t) for t = 5600 to 6200

from a sample sequencing-run 1. A typical sequencing run contains approximately 6K to

12K sample points, which translate to 500 to 1000 base units.

Data Preprocessing

Due to random motion of the segments as they pass the detection region, the collected

data are successive pulses corresponding to the spread of DNA fragment concentrations

around their nominal positions. Ideally the acquired pulses would be uniformly spaced,

with equal amplitudes, and resolved well enough such that the base types can be identified

directly by sampling at the peak locations. Actual experimental data, however, contains not

1Trace file name: 00000000001ablA Olol.abl; run name: Run-ABI3730 - PE2005 - 12 - 12.07 - 35_0150;
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Figure 2-3: Sample raw data from capillary electrophoresis.

only measurement noise, but distortions inherent from the chemical reaction kinetics [20].

Additional preprocessing of the raw data is thus required before base-calling. There are

four functions that are commonly carried out.

First, baseline correction removes the slowly varying background fluorescent intensity

level, as can be seen from the solid curve in Figure 2-3. This is achieved through low-

frequency noise filtering operations. Although not shown here, these noises are slowly

drifting, and different for each base type. Second, overlaps among the dye emission spectra

leads to correlation among the components, where the presence of a peak in one component

may result in peaks in the three others. This cross-talk effect can be eliminated using

a linear filtering process called color correction. Third, measurement noise and possible

impurities in the reagents lead to additional random noise in the signal. Denoising through

a low-pass filter is therefore needed. As a demonstration, Figure 2-4a below gives a sample

set of data which has be baseline corrected, color corrected, and denoised.

The last but the most important preprocessing step is electrophoretic mobility correc-

tion. The presentence of the fluorescent labels affects the mobility of DNA molecules under

electrophoresis. This causes compression of the four discrete data series at different rates.

Mobility correction aims to scale along the time axis, such that the peak spacings are ap-

proximately uniform, and only one of the four concentration levels is dominant around

each peak. Figure 2-4b displays the electropherogram for the same data set after mobility

correction.

Base-Calling

As stated at the beginning of this chapter, base-calling is the process where the nucleotide

order of a short DNA fragment is determined from an electropherogram. It is intuitive
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Figure 2-4: Sample data from capillary electrophoresis, at the beginning of a trace.

that the well-resolved peaks in Figure 2-4b can be called easily by tracking positions of

local maximums. However, such good behavior is observed only at the beginning of a trace.

Figure 2-5 shows a section towards the end of a typical trace. Here effects inherent to the

chemical process reduce the peak resolution. Such irregularities in data make base-calling

difficult. The interference between neighboring pulses are referred to as Inter-Symbol Inter-

ference (ISI) in digital communications. A simple explanation is that during electrophoresis,

the longer partially extended pieces travel through the detection region at a lower speed;

hence the overall time duration for which the detected fluorescent intensity is significant

becomes longer in comparison to that taken by the shorter pieces. An empirical observation

is that the cumulative area below each peak is approximately constant.

In addition, even with mobility correction, the stochastical nature of of the experiment

makes the peaks deviate from uniformly spaced locations. Such jitters in time make unique

data association difficult. In the next chapter we will quantify these observations.

Currently the most widely used commercial base-caller is provided by Applied Biosys-

tems (ABI) with their sequencing machines. Its high accuracy and reliability makes this

base-caller the standard software. However, no publication regarding this proprietary tech-

nology has been made available in the public domain. This lack of understanding of their
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Figure 2-5: Sample raw data from capillary electrophoresis, towards the end of a trace.

algorithm greatly impedes the development of programs for other sequencing-related tasks.

Research into other base-callers have therefore been under great interests over the past

decade. To compensate for signal variations, these base-calling algorithms rely on either

heuristic rules based on pulse shapes, or a statistical model describing the inter-dependence

of base types, pulse shapes, and peak locations. Several techniques have been shown to

achieve error probabilities comparable to that of the ABI machines. We will examine those

briefly in the next section.

Paired-End Whole-Genome Shotgun Assembly with ARACHNE

Since the number of DNA bases that can be read from one template in a single reaction does

not exceed thousands, automated mapping strategies are required to cover an entire genome.

A classical approach is primer walking [21], which requires extensive manual handling of

the samples. Shotgun sequencing, on the other hand, shears DNA at random locations,

performs reads, then assembles fragments on the basis of overlaps. Figure 2-6 below gives

an idealized representation of this process.

AGCTTTCATATGGCTAACAGCG
TGGCTAACAGCGTGACGGTCAGCGT

AGCGTCCTAGTCTGGA

AGCTTTCATATGGCTAACAGCGTGACGGTCAGCGTCCTAGTCTGGA

Figure 2-6: Idealized representation of sequence assembly by overlaps.

There are two dominant shotgun sequencing techniques: hierarchical, and whole-genome

shotgun (WGS) sequencing. In the former, intermediate-sized pieces called contigs are chem-

ically mapped to the original genome, before each is sequenced with the shotgun approach.

I



In WGS sequencing, an entire genome is read at random locations before assembly. Automa-

tion is therefore easier to implement, although more complex computations are required,

and large-scaled misassembly errors are prone to happen. The choice between these two

techniques can often be decided based on the amount of repetitions and complexity of the

genomes under study. In this project, we focus on creating base-calling algorithms that are

intended to be used with WGS sequencing. In particular, we are interested in paired-end

WGS assembly with the program ARACHNE [22], developed locally at the Broad Institute.

Taken into account of the assembly algorithm in ARACHNE, which we do not discuss in

detail here, there are two points to keep in mind while developing a base-calling algorithm.

First, because overlaps determine the matching of different pieces, but perfect base-calling

results are not guaranteed, we often sequence the same location multiple times. The average

number of reads covering a base in the reconstructed sequence is referred to as the coverage.

A full coverage often corresponds to approximately 8-fold repetition [221. This definition is

important, for if we could provide more coverage at lower accuracy, it may still be possible

to achieve the same assembly result. Second, paired-end reads [23] are commonly employed

to assist merging paired pairs of overlaps [22]. Data are produced by sequencing both ends

of a template of known length in separate reactions. This template is chosen to be long

enough such that the resulting reads will not overlap towards the end of the corresponding

traces. Merged sections around each end-read are then linked through the known distance.

Note if such paired-end reads can be performed within one reaction, manual handling of

the samples can be reduced. This observation is the basis for the problem of interest to us:

sequencing two reads with one chemical reaction.

2.1.2 Sequencing Two DNA Templates

Figure 2-7 below illustrates the data collection process for base-calling two sequences si-

multaneously. By mixing two independent templates in one reaction and controlling their

relative concentration, we obtain the superposition of two traces, identifiable through varied

amplitudes and relative peak spacings. In this thesis, we call the sequence with higher aver-

age amplitude the major(M), and the sequence with lower average amplitude the minor(m).

In the two-sequence electropherogram on the right of Figure 2-7b, the peaks labeled as A

and C are very likely to be from the minor sequence, while B is very likely to be from the

major.
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Figure 2-7: Sequencing two DNA templates. &: DNA Amplification. @: Electrophoresis.

Observe from the electropherogram in Figure 2-7b that coinciding bases of the same

type from the two sequences, and arbitrary peak locations of the minor relative to that

of the major, make base-calling from such a superposed electropherogram difficult. In the

next chapter we will state this problem formally. For now, we will look at several existing

single-sequence base-calling methods to draw some insights towards achieving our goal.

2.2 Single-Sequence Base-Calling Methods

As mentioned in the previous section, even with data pre-processing, variable signal inten-

sity, interference from noise, pulse shape distortion, and many other anomalies still exist.

Current sequencing algorithms take these into account by either explicitly tracking the

variations, or modeling the underlying data structures. We now look at some of these ap-

proaches, including the renowned Phred sequencer, which is available for both commercial

and research use. The goal is to determined if these can be extended to accommodate two

superimposed traces.

2Trace file name: 000016240928_I07_024.abl; run name: Run.AB13730- PF-2006 - 04 - 27_15- 52_0327;
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2.2.1 Phred

Developed in the University of Washington, Phred is widely used by both academic and

commercial DNA sequencing laboratories because of its very high accuracy and the easy

access to its underlying algorithms. Phred analyzes DNA chromatogram files to call bases

and assign base-specific Phred scores, which are log-transformed error probabilities. The

algorithm is based on empirical rules derived by iterative refinement to achieve the desired

accuracy. In short, Phred is composed of four phases [24]:

1. Locating predicted peaks: Fourier methods are used in this step to predict evenly

spaced "true" locations for the peaks. In particular, peaks are first detected by finding

local maximum values or the midpoints between pairs of inflection points. A subset

of the detected peaks are retained according to their relative amplitudes compared

with their neighbors. a damped synthetic trace is constructed to overcome the effects

of varying amplitudes. The region with the most uniformly spaced peaks is used

as the starting region for peak location prediction. By applying fourier analysis on

sections of the trace in either the "rightward" or the "leftward" direction and retaining

harmonics with periods from a small set dynamically computed at each step, a series

of peak locations can be predicted to represent the "true" locations of the peaks. In

essence, by constraining the pulses to have slowly varying periods and widths, this

step eliminates noise peaks and merged peaks.

2. Locating observed peaks: Each of the four traces corresponding to the four different

bases are processed separately to find observed pulses, which are contiguous data

segments satisfying the concavity condition: 2y(t) _> y(t - 1) + y(t + 1). The peak

area is estimated by summing the intensity levels and the peak location is defined to

be the point that bisects the peak area.

3. Matching predicted and observed peaks: the observed bases are aligned to the pre-

dicted peaks using a dynamic programming algorithm. Any observed peaks not as-

signed are also examined individually. Used as the matching criterion are relative

spacing between the predicted and observed peaks, and relative areas between the

observed peaks of different base types. In cases where several well predicted peaks

are within the vicinity of one single observed peak, splitting of the observed peak by



area is allowed to account for merged pulses, which occur frequently at the end of the

sequence.

4. Finding missed peaks: as a final step, any well-defined observed peak that has not

been assigned a predicted peak is checked against several criteria to determine if it is

a missed peak. If so, an additional predicted peak is created for matching.

After base-calling, Phred estimates the accuracy of the result by examining several

parameters that quantify the data quality around each identified peak [25]. Using a look-up

table, parameter values are mapped to an expected error probability for each base. The

trace parameters are chosen empirically according to their power to discriminate errors from

correct base-calls; while the look-up table is built through an error probability calibration

algorithm, with the goal of nearly maximizing discrimination power, but maintaining low

total expected error rate for the entire sequence. The resulting estimated error probabilities

are transformed logarithmical to Phred scores for use in subsequent sequence assembly

programs.

To compare the accuracy of Phred with that of the standard ABI base-callers, the

output of both system are first aligned to finished sequences using the Smith-Waterman

algorithm, explained later in this article. Phred achieves similar error probabilities as the

ABI base-callers.

Now suppose we would like to take a similar approach in sequencing two superimposed

traces. One major difficulty is the dependence of the predicted peak locations on the

uniformity of peak timing distribution. We will show in the next chapter that the major

and minor peak locations are not synchronized, and the random local timing differences

prohibit the prediction of peak locations.

2.2.2 Maximum Likelihood Sequence Detection

While Phred achieves very high base-calling accuracy, it is inherently ad hoc and does not

fully utilize the statistical information present in the underlying electrophoresis data. By

comparison, the DNA-ML algorithm [5] developed at the University of Toronto employs

a generative data model to construct the optimal maximum-likelihood sequence detector,

similar to that used in a digital communication system for ML decoding [26, 27].

The block diagram [5] in Figure 2-8 summarizes the DNA-ML processor. A novel ap-



proach taken by this algorithm is to describe the timing jitter with a state-space model,

where the process is driven by a white, zero-mean Gaussian source. A Kalman predictor

is developed using the innovations method to estimate the peak locations, which in turn

are fitted to prototype pulses for comparison with the original data. The most likely se-

quence is determined using a forward dynamic programming algorithm, commonly called

the Viterbi Algorithm in communication theory. The cost function for this optimization

problem incorporates not only individual base calls, but also peak amplitudes and locations.

To reduce computation and storage complexity, only the first M mostly likely hypothesis

are maintained at each stage.

DNA Time Series

Figure 2-8: Summary block diagram of DNA-ML processor.

In [5], properties of the DNA-ML algorithm are examined using both simulated and real

data. The real data are collected with a Pharmacia automated luminescence fluorescent

(ALF) sequencer based on gel electrophoresis. Each base type occupies a single gel lane,

and is labeled by the same fluorescent marker. A generic, unit-width prototype pulse

was used, with the pulse width function manually extracted from the data series. M was

chosen to be 100. The resulting base-calling error rate for 300 bases was approximately

2%, including substitution, insertion, and deletion errors. This is less accurate than the

Pharmacia base-caller, although further improvements are possible.

Again, we want to consider whether this algorithm can be extended to the case where

two sequences are superposed. Since the data available to us are obtained using the Applied

Biosystems Inc. (ABI) sequencer based on capillary electrophoresis and dye termination

with different markers, first we want to check if this algorithm gives reasonable results with

our data. This is carried out in MATLAB on one sample set of single-sequence data. As a

simplification, we replace the Kalman predictor for peak locations with a first order markov

chain. The end result is very encouraging: more than 99% of the first 400 bases are called



correctly. Nonetheless, several observations can be made if we try to superpose two DNA

sequences.

First of all, the search space for peak parameters grows exponentially, and the algorithm

becomes computationally prohibitive. Recall that maximum likelihood sequence estimation

based on dynamic programming can be viewed as a search on a trellis graph. A trellis is

similar to a Markov chain, except the different nodes are used to represent the system state

at different time instances. An example is given below in Figure 2-9.

Figure 2-9: Sample trellis graph for maximum likelihood sequence detection.

For the DNA-ML algorithm, each node corresponds to one set of peak parameters in-

cluding the base type, amplitude, and location. Transitions between nodes give rise to

additions to the cost function. To achieve high base-calling accuracy, it is important that

the search space for peak parameters be finely discretized. A result of such discretization

is an exponential increase in the total number of hypothesis that needs to be checked for

each base. Even though the M algorithm maintains only a small number of hypotheses,

comparison among all possibilities is still needed at each stage to determine which M of

those are to be propagated to the next stage.

Second, unique data association is almost impossible because there is little synchroniza-

tion between the peak locations of the major and the minor sequences. We have discussed

this synchronization issue at the end of the previous section. For example, a section of data

may contain the 115-th base of the major, but the 113-th base of the minor sequence. It is

unclear if this piece of data should be assigned to the 115-th stage of the trellis, or 113-th

stage of the trellis.

The third observation from this process is that forward dynamic programming maximizes

the likelihood of the overall sequence, rather than that of the individual bases. Computing

0 0 0



the latter requires the BCJR algorithm [28], which is even more difficult to perform.

In summary, a direct extension of the DNA-ML algorithm to sequencing two superposed

sets of traces is difficult, due to constraints on computational power and problems with

data association. Instead, we consider utilizing factor graphs, which we explain later in this

chapter.

2.2.3 Other Single-Sequence Base-calling Algorithms

There are several other existing base-calling algorithms for single sequences. Giddings et al.

[20] propose a modular approach to base-call data from gel-electrophoresis; Li and Speed

[4] perform parametric deconvolution by finding peak location using an annihilating filter;

Boufounos [29] formulates the problem as a pattern recognition problem, and solve it by

combing Hidden Markov Models and Artificial Neural Networks. A close examination to

these algorithms show that directly extension to the two-sequence case is impossible, for

reasons similar to those discussed in the previous two section.

2.3 Sequence Alignment for Performance Evaluation

To evaluate the performance of existing single sequencing base-callers and any algorithm

we propose, we need to compare base-calling results to reference sequences which have

guarantee high accuracies. Instead of doing such alignments manually, we will use the

cross_match program developed by Phil Green [3]. Sequence alignment is performed through

a restricted Smith-Waterman Algorithm, which uses dynamic programming to find the best

local alignment between two sequences. Given a set of penalties for different error types

including mismatch, insertion, and deletion, it finds the best run of matched bases to achieve

the smallest cost.

2.4 Factor Graphs

Before discussing the main work for this thesis, in the following sections we present more

background information necessary for the development of our algorithm. In particular, we

first introduce factor graphs, which can represent a global function of many variables as the

product of local functions that depend on a subset of the variables. We then discuss a specific



message-passing algorithm, the sum-product algorithm, that operates on the factor graph

to give associated marginal functions. To put these concepts in the context of this thesis,

we will view global functions in a probabilistic setting, as joint probability mass functions

of multiple random variables. The discussion will follow closely parts of the tutorial paper

by Kschischang et al. [30]. Readers familiar with graphical models can safely skip to the

next chapter. All figures and examples discussed below are cited from this tutorial. For

more detailed discussions and in-depth derivations, please see the paper directly.

Together with Bayesian Networks and Markov Random Fields, factor graphs are graph-

ical models that describe the dependencies among components of complicated functions. A

factor graph is an undirected, bipartite graph, in which vertices can be divided into two

disjoint sets, where no vertices from the same set are connected. Two types of vertices exist

in a factor graph: one type for random variables, and the other for factors, or functions of a

subset of the variables. An edge connects a variable node x to a factor node f, if and only

if x is an argument of the function f(-).

Consider a collection of discrete random variables X = {z, x2 ,... , n}, each from an

finite alphabet Ai. Let g(xI,... , x) be the joint probability mass function (PMF), with

domain

S = Al x A2 x ... x An,

also called the configuration space for the set X. Each element s E S is called a particular

configuration of the variables. Suppose g(xl,...,x,) can be factored into a set of local

distributions F = {fl, f2,..., fj}, each marginalized onto a subset Xj C X. We can write

the factorization as

g(XI,.. ,Xn)' = nfj(X 3 )
jEJ

where J is a discrete index set. The topology of dependencies can be visualized with a

factor graph.

As a simple example, consider a PMF g(xl,..., x 5), with the factorization

g(1,.. .,5) = fA (X1) fB (x2)fC(X 1, 2, 3)fD(X3, 4) fE (x3, X5) .

Here J = {A,B,C,D,E}, XA = {Xl}, XB = {x2}, XC = {xI,x 2,x 3 }, XD = {X3 , X4}, XE

{x3, x5 }. Figure 2-10 below is the corresponding factor graph.
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Figure 2-10: Factor graph for g(x1,..., x5).

2.5 The Sum-Product Algorithm

As we will illustrate next, the importance of a factor graph is that under the cycle-free

condition, its structure gives not only how a global function factors into local ones, but also

a method for computing associated marginal functions for each individual variable node.

This method, called the sum-product algorithm, exploits the locality properties of the factor

graph by passing messages along the edges.

2.5.1 Marginal Functions

Given a joint PMF g(xi,..., n), we often need to find the associated marginal functions

gi(xi) for inference or other purposes. This is accomplished by summing g(-) over all config-

urations containing the same value for xi. To facilitate the development of the sum-product

algorithm later, an operation called "not-sum" or summary can be introduced. Denoted by

E-•~C }, it indicates the variable xi, that is not being summed over:

gi(xi) Zk 1 g(xl Xn)= Z g(xii-1 ,...,Xn).
*-I{Xi} XkE {X1,i ... Xn }

In other words, the summary for xi of the PMF g(.) is the marginal distribution of xi.

With this notation, it is possible to write a factored global function as a series of

summary operations. Consider again the example shown in Figure 2-10. The associated



marginal distribution for xl is

91g(X1) =  fA(X1)fB(x2)fC (X1,X 2, 3)fD (X3, 4)fE3,X5)
X2,.•..X5

=fA(X1) ( fB(X2)fC(X X2, (3D) X34)) () fE(X3, X5)))
\ 2, 3 X4 X5

In summary notation, this becomes

91(x1)= fA(X1) X Z B (X2) fC ( X12, X3) X (3) fD(X3,)) X4 fE(X3, X5)))

(2.1)

Observe that Equation 2.1 represents a series of summary (not-sum) and multiplication

operations for any given value of xl, in an order that performs summations over the smallest

number of variables first. A natural question to ask, given that we already have a factor

graph representing which variables are arguments of each functions, is whether there is a

systematical way of evaluating this expression by looking at the factor graph.

To answer this question, first note xl is the variable we do not sum over during any step

of the process. Hence, it should be the last node examined by the desired method. Next,

observe that since the number of arguments for each function is the same as the number of

edges connected to the corresponding factor node, we want to start the evaluation process

from the nodes with the lowest degrees. If we redraw the factor graph as a tree rooted in

xl, and consider evaluating the desired marginal starting from the leaves of the tree, these

two conditions are satisfied. Such a tree is given on the left of Figure 2-11.

By comparing this tree representation of the factor graph and Equation 2.1, we see that

the desired expression can be performed by traversing an expression tree with a similar

structure. Expression trees, commonly used in computer science for evaluating algebraic

expressions, use leaves to represent variables, or operands, and internal nodes to represent

operators. Operations on a lower level are carried out first, and the results are propagated

upwards. Operations on the same level possess the same priority. The expression tree

associated with Equation 2.1 is displayed on the right of Figure 2-11. It can be obtained

from the tree representation of the given factors, by replacing each variable node x with

a multiplication, and each factor node f with a "product and multiply by function f(.)"
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Figure 2-11: Tree representation of the factor graph in Figure 2-10, and a tree representation of
Equation 2.1.

operation followed by a summary over the variable represented by the parent node of f.

Figure 2-12 illustrates these local substitutions that transform a factor graph in the form

of a tree to an expression tree. The one on the left is for variable nodes, while the one on

the right is for factor nodes.

Xx

f

Figure 2-12: Local substitutes that transform a factor graph to an expression tree.

One condition we have intentionally omitted until now is that in this example, the factor

graph we considered does not contain any cycles. It is this cycle-free condition that enables

the tree representation, and subsequent conversion to an expression tree for evaluating a

single marginal function. We will briefly discuss the case where a factor graphs contains

cycles in a later section.

So far we have seen how to convert factor graphs to expression trees for the evaluation

of a single marginal function. Because there is a one-to-one correspondence between the

fB



two structures, instead of always performing this conversion, we could have equivalently

associated operations with nodes on the factor graph. Specifically, we could consider in-

formation passed form one node to another as messages. Given a cycle-free factor graph

rooted at variable xi, to compute the marginal distribution of xi, a variable node x simply

sends the (point-wise) product of messages received from its children to its parent, while a

factor node f with parent x first computes the product of f(.) and messages received from

its children, then performs the summary operation F~{z} before sending the result to x.

The messages being passed may be either numerical or parametric, depending on what form

the function f is in.

2.5.2 Computing All Marginal Functions

In the previous section we discussed how to compute a single marginal function by converting

cycle-free factor graphs to expression trees, and explained why this is equivalent to passing

messages directly on the factor graph. In many cases, it is desirable to compute more than

one marginal functions from a global function. One way of solving this problem is to apply

the same technique separately to each variable, xi, of interest. However, such repetitions are

inefficient, since many of the subcomputations and messages passed between nodes will be

the same. Instead, we can perform the separate computations simultaneously by considering

vertexes as neighbors rather than parent/child pairs. This gives rise to the sum-product

algorithm.

As in the single marginal case, message passing can be initiated at the leaves. An internal

node v waits until messages are available on all but one of the incident edges. Let's label

the neighboring node connected by this single edge w. v computes and passes a message

to w. It then waits until a message is relayed back from w. With the returned message,

v is now able to compute messages to be sent to all neighboring nodes other than w. The

sum-product algorithm terminates when two messages have been passed on every edge, one

in each direction. The distribution function marginalized on a variable xi is the product of

all incoming messages to the corresponding variable node.

To describe the algorithm qualitatively, let's use px-.f (x) to denote the message from a

variable node x to a function node f, and pf-,x(x) to denoted the message from a function

node f to a variable node x. Also, use n(v) to represent the set of nodes neighboring v,

and X to represent the arguments n(f) to function f. Then the messages passed locally



between nodes by the sum-product algorithm can be described as:

variable to factor

factor to variable

x--'f(x) = II
hEn(x)\{f}

PIh-x(X),

1f (X) = EIf (X) n P{x' f(Y)
~ {z}( yEn(f)\{x}

These operations are illustrated by Figure 2-13. Observe that the summary operation is

carried out only at factor nodes. Also, a variable node with only one incoming edge and

one outgoing edge simply relays the message without performing any computations.

Figure 2-13: A local view of the Sum-Product Algorithm.

Below is a detailed example of the sum-product algorithm, where Figure 2-14 illustrates

the flow of the messages:

Figure 2-14: An exampleE of the Sum-Product Algorithm.

Figure 2-14: An example of the Sum-Product Algorithm.

Step 1:

n(f)\fx'• .



PfA 'X1 (X1

PfB-x2 (x2)

IfD--4x4 (X4 )

ItfE-*X5 (X5)

S fA(xl) = fA(x1)

= fB(x) = fB(X2)
~{X2}

-- I

=1.

Step 2:

I-xi- fc(X1) -= fAx1(X1) = fA(Xl)

tX 22fC (X2) = I-LfB+X2(X2) = fB(X2)

PIfD3-'x 3 (x3) 4E S 'X4 "fD(X4)fD(X3,X4)
I{X3}

pI-fEL * 3(x3) = S •_-5* fE(5)fE(X3,X5).
~{Z3)

Step 3:

I3fc-.+3 (X3) = i-.+x-fc (X31)X 2fC (X2)fC(X, X2 , 3 )

PX3VfC(X3) = PfD* 3 (X3)I fE *x,3 (X3) .

Step 4:

1lfc-*x1 (xi)

Ifc-+z2 (X2)

I-x3--fD (X3)

I•X3-fE (x3)

E= x-"fc(x3),x-2 fc(X2)fC(Xl, X2, 3)

~{X2}

- fC-_•x3 (X3) fD Ex 3 (X3 )
Pf-3X31t -X(3

Step 5:



xrfA(X1) = A LfC-+21(Xi)

Ax24fB (X2) = AfcX2 (X2)

/IfD-*x4(X4) = E 1 x34fD (X3)fD(x3, X4)
~{x4}

IfE-3x5 (X5) = Psx3 fE(X3)fE(X3,X5)
~{X2}

Termination:

gi(Xi) = I1fA1-*Xl (Xl)f.'-X (Xi)

92(X2) = PfB-x2(X2)Ifc--zX2(X2)

93(X3) = /lfC*X3 (X3)~tfD--- 3 (X3)fifE-X3 (X3)

g4(x4) = IPfD--x 4 (X4)

g5(X5) = PfE-x 5( (5)*

2.5.3 Factor Graphs with Cycles

As we have stated previously, for a cycle-free graph, it is always possible to identify leaf

nodes, from which the sum-product algorithm can be initiated, with messages sent upwards

one level at a time. Propagation of messages from the parent nodes back to the leaves

signals the termination of the algorithm, giving the exact marginal functions associated

with all variable nodes. When cycles exist in factor graphs, however, several ramifications

present additional difficulties that need to be addressed.

First of all, a cycled graph may not contain any nodes of degree one. It is unclear

how the sum-product algorithm should be initiated. Kschischang et al. circumvented this

problem by by assuming on every edge, a unit message has just been transferred, hence a

node can sent a message at every time along every edge.

Second, with cycles, messages may be sent through an edge multiple times, with no

natural indication for termination. Such iterative nature calls for proper scheduling of the

process, i.e., a specification of the order in which the messages are passed. Two possibilities

exist [31]. The first one is a flooding schedule, where messages are sent on every edge in each

direction at every time step. The algorithm terminates when every node has sent out an

non-trivial message on each of its outgoing edges. The flooding schedule is advantageous in

parallel implementation of the sum-product algorithm. A second message passing schedule



is the serial one, where only one message is propagated in the graph at each time step. An

incident message to a node inflicts the computation and outbound transfer of messages on

all other edges except the incident one. Termination occurs only after one message has been

sent in each direction on each edge within the graph. Combinations of the flooding and

serial schedules are also possible, depending on the specific structures of the factor graph.

In particular, the sum-product algorithm can be applied across subsets of the edges with a

fixed number of iterations, as if the graph were cycle free.

Furthermore, as messages iterate on a cycled factor graph, the end-results of the sum-

product algorithm are no longer exact marginals, but rather approximations that may or

may not be accurate. Intuitively speaking, locality of a graph is better exploited when

cycles in the factor graph are larger in radius, i.e., messages passed in one part of the graph

does not affect those in other parts immediately. When edges are less sparse and very small

cycles exist, on the other hand, we can only hope for the best, as the sum-product algorithm

has not be verified to give a good approximation.



Chapter 3

Base-Calling with Factor Graphs

Now familiarized with the DNA sequencing process and how to use factor graphs for com-

puting a posterior distributions, we bridge the two and develop an algorithm to sequence

two superposed DNA traces. First, we will give a formal statement of the problem to be

addressed in this thesis. We then develop a statistical data model, and investigate the

properties of model parameters. This training process acknowledges that factor graphs are

suitable as an solution. Next we present a full factor graph for a single DNA sequence.

This can be used to find the maximum a posterior base estimates. A simple extension of

this approach to two combined sequences reveals that such factor graph structures suffer

from the similar problems as the DNA-ML algorithm we discusses in Chapter 2. Instead,

we explore an alternative topology that leads to a two-stage sequencing algorithm.

3.1 Sequencing Two DNA Templates: Problem Statement

In this thesis, we propose to first combine two independent DNA templates at the first

stage of polymerase chain reactions, with controlled concentration ratios, such that data

preprocessing gives a superposition of two traces, as illustrated by Figure 3-1. This is the

same set of data displayed in Figure 2-7. Referring to the sequence with a larger average

amplitude as the major and the other as the minor, we want to develop a base-calling

algorithm such that the major can be base-called with accuracy comparable to that of the

single sequence case, while the minor can be base-called as accurately as possible.
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Figure 3-1: Pre-processing data with two sequence trace combined.

3.2 A Statistical Data Model

To better capture the characteristics of the electropherogram data, we represent the DNA

time series using a generative statistical model, as in [5]. In this section, we give descrip-

tions for both single and double sequence data, and examine empirical distributions on

corresponding parameters to draw some insights towards the development of base-calling

algorithms.

3.2.1 Single Sequence

Electropherogram data for a single DNA sequence is a four component vector y(t) repre-

senting pulse trains corresponding to different bases. A mathematical description is

N N

y(t) = > cipi(t - Ti)Xi + e(t) = > aipi(t - iT - T*i)xi + e(t), (3.1)
i=1 i=1

where N is the number of pulses (bases) in the sequence; ai represents the amplitude for

the i-th peak; 7i is the absolute peak location; T is the average pulse width; xT takes on

one of the four codewords {0001, 0100, 0010, 0001}, corresponding to four base types; and

e is an noise term that captures all additional distortions which we have not accounted

for during preprocessing. pi(t) represents a generic pulse shape, with unit amplitude and

time-varying widths, where the dependency is denoted through the index i. Characteristics

of the general pulse shape will be discussed later in this chapter. Since the peaks are not

uniformly spaced; we rewrite their locations Ti as iT + T,i, where 7,i can be considered as

timing deviation, or jitters, from the nominal uniform peak locations.



3.2.2 Two Sequences

Just as in the single sequence case, a statistical model can be constructed for superposed

traces obtained using two DNA templates:

N1  N2

y(t) = alip2 (t - Tri)xi + E a2jPj(t -- T2j )2j + e(t). (3.2)

i=l j=1

Here N1 , N2 represent the number of pulses in the major and minor sequences respectively.

In writing the above expression, we have assumed that mixing two sequences in one reaction

does not alter the underlying chemistry, hence the resulting data is a trivial linear combi-

nation of individual traces. Examination of sample data sets shows that this assumption is

empirically valid.

3.2.3 Average Peak Spacing

Since electropherograms are discrete data sets, we constrain the average peak spacing T to

be an integer. Such a simplification may be justified by attributing any decimal differences

to the timing jitters 7.i. For the single sequence sample data set partially displayed in

Figure 2-4b, we manually locate peak locations, then compute the average peak spacing

within several windowed sections. Table 3.1 below lists the values used.

Table 3.1: Average peak spacing.
Start End Avg No. T
base base base Spls.

69 143 106 893 11.91
200 270 235 864 12.17
365 435 400 862 12.14
605 678 641.5 916 12.38
754 814 784 782 12.82

Observe that the average peak spacing increases. Inspection of the data sets shows that

the same trend is followed by the average pulse width.

In Figure 3-2, the quadratic regression of the measured average peak spacing is plotted.

The horizontal axis represent the pulse number, and the vertical axis is the computed

average peak spacing. The regression model is:

T = 1.456 x 10-6b2 - 1.624 x 10-4b + 11.99.
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Figure 3-2: Average peak spacing with a quadratic regression model, for sample data set
shown in Figure 2-4b

From the above estimates, we conclude that the most appropriate average peak spacing

is 12 samples.

3.2.4 Timing Jitter

With an average peak spacing of T = 12, next we want to find out how close the peak spacing

is to being exactly uniform, i.e., the distribution of ',i. As mentioned before, the slowly

increasing pulse width causes interference between neighboring peaks. This is referred to as

Inter-Symbol Interference (ISI) in the field of digital communication. There are available

algorithms for estimation in the presence of ISI, as long as the peaks are uniformly spaced,

possibly with a constant timing jitter offset. To find ri, we first locate the peaks by

inspection, then subtract iT to see how much offset there is. Figure 3-3 below gives ri and

Ari as a function of base number. Clearly the timing jitter is not constant. Instead, the

plot of ATi, the difference in peak locations, shows that Ti are first order Markov, where

given the peak location for the current pulse, the next pulse is located 10 to 14 sample away,

with high probability.

3.2.5 Peak Amplitude

As seen from the data shown in Figure 2-4b, the amplitude of peaks is a random variable.

This also needs to be taken into account when base-calling, because its non-constant value

means simple thresholding is not sufficient to find where the peaks are, or to determine which
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Figure 3-3: Timing jitter for sample data set: r.i and ATi.

base should be called at a specific location. To characterize ai, we

for this particular data set. The histogram is shown in Figure 3-4.

look at its distribution

00

Figure 3-4: Peak amplitude distribution for sample data set.

This is approximately an gamma distribution, with a mean of near 600. This information

may become helpful if we want to give a confidence estimation for a called base. For

example, a identified peak with an amplitude of 600 would be correct with high probability.

Nonetheless, we need to keep in mind that due to the nature of chemical experiments, the

mean of this variation may not be 600 for all cases.
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3.2.6 Generic Pulse Shape

The last but probably the most important characteristic of the electrophoresis data is the

generic pulse shape p(t), because the better we can approximate it, the less error there is

in our model, and the more accurate base-calling would be.

Nelson [18] has proposed to model p(t) as the distribution function of the sum of two

independent random variables: one Gaussian with distribution A/N(, a 2 ), and one exponen-

tial with parameter A. The result is an exponentially mediated Gaussian curve, which has

tails heavier on the right than on the left:

f (t; t, a, A) oc e_/A t - (L + u) du = exp 1 + erf (

We selected 100 pulses manually to fit the above model in MATLAB, 25 from each base type.

Each parameter was represented as a function of base position b, also manually identified.

Generic pulses can then be generated using the fitted model at different base positions.

Figure 3-5 shows the results at three locations. We have centered all three at sample

number 18 for easy comparisons. By inspection, we see that this approach of estimating

p(t) is good, if the parameters have been determined. Nonetheless, owing to variations of

data quality across different data sets, and the impracticality of manually estimating the

parameters for each sequence to be base-called, we need to retrieve to simpler heuristics

rather than using this complete model.

Figure 3-5: normalized generic pulse shape.



Davies et al. [5] proposed a simpler unit-width pulse shape with a central gaussian

part, and uneven exponential tails. The pulse width is set to be linear in time. Since the

automated sequencers they used are different from the ABI machines, we could not use

their model directly.

Instead, we propose a heuristical procedure to obtain generic pulse shapes for each data

set. One observation from the single sequence sample data set is that although the average

pulse width increases with time, the increments are always very small. We could therefore

view the average pulse width as being constant locally. Also, smaller pulse widths at the

beginning of a trace lead to less interference across neighboring bases. Given a sequencing

data set, we first divide it into windows of 500 samples. Note the number 500 is arbitrary

and can be changed if needed. To reduce edge effects, the overlap between neighboring

windows is set to be 250 samples. Within each window, we collect good pulses, which have

significant areas below, and have small tails on both sides. These are then normalized to

unit peak amplitude and averaged. If we look at the full widths at half maximum (FWHM)

of the average good pulses across all windows, we see an increasing trend as expected.

Figure 3-6 is a smoothed version of these FWHM, normalized by the smallest value. On the

horizontal axis is the window number, and the vertical axis represents the scaling factors.

We see that the fifth and sixth windows contain the narrowest average good pulses.

Figure 3-6: Normalized full width at half maximum values.

Although not shown explicitly here, it turns out that towards the end of a trace, even

the average good pulses have very large tails in comparison to those at the front. To avoid

this problem, we instead take the average good pulse with the smallest FWHM as the unit

generic pulse p(t). With the current sample set, this is the average pulse in the fifth window.

3



For all other windows, the corresponding generic pulse is the unit generic pulse scaled by the

factors shown in Figure 3-6. The resulting set of generic pulses are displayed in Figure 3-7.

Figure 3-7: Generic pulse shapes for all windows, normalized to unit amplitude.

3.3 Maximum a Posteriori Base Estimation

Armed with a statistical data model and knowledge of the model parameters, we can now

try to base-call by estimating peak amplitudes, location and types.

3.3.1 Single Sequence

If we could group the data into sets of sample points, yi, each corresponding to a unique

peak, the joint probability density function between data and the peak parameters can be

written as the product of conditionals and marginals:

(yNb b Nb Nb N (Yi i-i Nb Nb b b b Nb Nb
b , Ceo 0 , 0  ), X bf(a 0 j 0 ,

= f(yolao, To70 )f(ao)f(To)f (o)

(Nb- i+ i+1 i+

f(YN NNb f-N Nb Nb 1fa)f Nbl, - (Nb)Nb-l, TlXNb-l



In deriving the above expression, we have explicitly assumed that intersymbol inter-

ference exists only for immediately neighboring pulses. Furthermore, we assume that am-

plitude and base types are independently identically distributed (i.i.d.) random variables,

while the peak timing locations is first order Markov, as we have discussed earlier in this

chapter; i.e., f(Qi+ 11i) satisfies

f(r +iIr) = far(Ti+I -i)

where fr has its mean equal to the slowly varying average peak spacing, and standard

deviation is less than two samples. Also for simplicity, let's assume the additive noise is

white Gaussian, with zero mean and standard deviation ae.

The factor graph corresponding to this setup is shown in Figure 3-8.

f(yll 1 1• J•, f.(Y21a, 1• f1 Y31a24 2, 2!

Figure 3-8: Factor Graph for MAP estimation of individual bases: single sequence.

To validate the applicability of using factor graphs for solving DNA sequencing prob-

lems, we first performed the sum-product algorithm on this graph to compute the marginal

distributions for each individual variable, then maximized those for the base type variable

to find the maximum a posterior (MAP) estimates. The data processed were the same set

displayed in Figure 2-4b. The marginal and conditional distributions substituted into the

algorithm were obtained again through manually located peaks. Because of timing jitters,

data association was completed on the run, i.e., at the k-th stage, the section of samples

to be included for the (k + 1)-th stage was determined by the location of the k-th peak.

Observe that very small loops exist in this factor graph; hence posing potential problems

f(al"



for convergence. Nonetheless, we allowed the sum-product algorithm to run for two itera-

tions only, and convergence was already observed then. The overall error probability was

approximately 5%. Although far from the desired accuracy of less than 1%, clearly using

factor graphs is a reasonable approach to solve this problem.

3.3.2 Two Sequences

Extending the idea from the previous section, joint base-calling is the process of estimating

the parameters xl and x 2 in Equation 3.2. The dependencies between the peak parameters

can be represented by an FG, as shown in Figure 3-9.

f(O11) f(r11) f (12 I11) f(T13 112)
ff--..

a2221

f(oC21) f(21) f(T221721) f(723 122)

Figure 3-9: Factor Graph for MAP estimation of individual bases: two sequences.

One simplification we have made in composing this graph is to assume that near uniform

alignment between the major and minor exists; hence interference is caused only by adjacent

peaks in both sequences. In reality, this assumption is not true, nor is alignment information

known a priori. A consequence is that there will be many more edges in the graph, but only a

few will carry significant information. The strength of the links can only be determined after

at least one iteration of the algorithm. Similar to the DNA-ML algorithm, any parallelism

in structuring the data model for the two sequences leads to difficulties in data association.

Clearly this approach for joint base-calling is computationally impractical, albeit being

theoretically optimal.

12,jail



3.4 Two Stage Base-calling Formulation

Having understood the problems associated with using a full size factor graph for MAP

estimation of individual bases, let us look at the expression for this estimator directly to

see if any simplification is possible. Assuming the additive noise is white, Gaussian, with

zero mean and variance a 2 , the MAP estimator of the parameters are

arg max f(1, 1, 1_, 2s,2 2 2 Y)

arg max f(y4,__,z•1, 2 22 )12 1•91)112 7q2 12)
Z1,91,1 11,-,2,a 2 ,r 2

f 1 N1  N2arg max - log o- v  I( ly(t) - alip(t - 71i)li + E a2jp(t - 72j) 2 j 112
t i=1 j=l

N1  N1

+ logf(aii) + log f ) + log f (l, a 2)
i=l i=1

N2  N2

+ E log f (a2j) + E log f (2j)
j=1 j=1

The above expression can be rewritten with a new set of variables Z, M , m, where

k= {4 Ui2}, a= {A1AUA2 t} { -  ,  mk E {(00),(10),(01),(11)}.

Here we introduce an indicator variable mk, representing whether a spike at time -rk has

originated from noise, the major, the minor, or both. Clearly if we could estimate values of

a, x, I, m for each base with high accuracy, the two constituent sequences could be identified.

If we assume the amplitude and types of neighboring bases are independent, the MAP

estimator can be rewritten with the new set of variables as:

, T,7 m = arg max - log v o - Iry(t) kP(t - 'Tk)Xk 2
2 t k=l

N N

+ 10og f (akm) + 0log 9f(_klm) + 10og f(111 2 m )

k=l k=1



Let us look at each of the four terms in the above expression to see whether simplifications

are possible. First of all, the mean squared error for fitting pulse trains to the data should

be independent of the indicator variable associated with each base, since peak amplitude,

location, and type already give sufficient information. For each individual base, we can

assume that its amplitude is distributed independently of its neighbors. In other words, the

only indicator variable affecting ai is mi. Similarly, since we have assumed that different

types of bases occur uniformly, xi is independent of m for all i. On the other hand, since

peak spacings are approximately first order Markov within a single sequence, once we take

the union of T1 and 12 , the dependency becomes at least second order. As an simple

illustration, consider the case where the current base of interest is labeled as major. If the

previous base is labeled as both, then it is highly likely that these two peaks are distanced

approximately 12 samples away (12 being the average peak spacing). If instead the previous

base is labeled as minor, then the offset between these two peaks can be of any value up

to the average peak spacing, while the offset between the current base and the one next to

its immediate neighbor should be approximately 12 samples. As a starting point, we could

approximate this higher order Markov model of the peak spacings with a first order one.

The MAP estimator can therefore be approximated as

Sarg max -log a - Iy(t) - akP(t - Tk)k 112
. t k=l

A(x,,r_): does not depend on m

N N N

+ logf(aklmk) + Elogf(lk) + 0logf(71) + Elogf(kTkl-1,mk, mk-1)
k=l k=l1 k=2

assume uniform assume first order

= arg max {A(xa, r) + B(1, ,, m)}
x,a,,,m

= argmax argmax [A(x, , r) + B(x, , i, m)] (3.3)

By expressing the cost function using two components as in Equation 3.3, we have

essentially derived a two stage algorithm for joint base-calling: the first stage is to determine



peaks for all possible indicator variable, and the second stage is to find the best indicator

sequence to identify the source sequence for each peak. The solution found through this

optimization process is indeed the MAP estimate which is optimal in terms of base error

probability. However, it is easy to see that solving this problem is not easy.

As a further simplification, we instead consider a sub-optimal solution, derived by ne-

glecting the effect of B(x, 1, I, m) on the estimate of the peak parameters:

i, &, _ = arg max A(x, , r) (3.4)

m = arg max B(i, &, l, m) (3.5)

Note A(x, a, r) is similar in form to the cost function associated with a minimum mean

square error estimator. Indeed, Equation 3.4 describes a deconvolution process, aiming at

finding the minimum mean squared error estimate of the peak parameters. Equation 3.5,

on the other hand, describes the MAP estimation of the indicator variable m given x, a, -.

Again, this can be carried out by using an FG.

To establish the desired FG, let us re-examine the expression for B(g, _, Z, m):

N N N

B(,a,, rn) = logf(ak1mk) + Elogf(xk) +logf(Tl)+ Elogf(rTkTk-1,mk, mk-1)
k=1 k=1 k=2

assume uniform assume first order

N N

= log f (aklmk) + E log f(k) + 10og f(T)
k=1 k=1

log f (mklrk, rTkk--1, fk-1)f(Tk Tk-1, mk-1)
k=2 f (mkk--l mk-l )

-log f(mk A'Tk,k-_1)

N N

= -logf(aklmk) + logf( k) + ogf(1r) +0logf(mkATrk, mk1) (3.7)
k=1 k=1

Note B(xa, -, rm) can be further divided into three parts, each associated with a dif-

ferent peak parameter. To better differentiate the major and minor sequences, it is more

desirable to resolve the peak amplitude distributions for the two sequences as much as pos-

sible, although we also want a significant average peak amplitude for the minor to maintain



the signal to noise ratio. Also, we assume that the number of bases coming from each base

type is the same. It is known that in some special cases, more prior information on the base

type distribution is available, depending on the organism or the gene being sequenced, such

that the distribution of x becomes non-uniform.

Moreover, what we have done going from Equation 3.6 to Equation 3.7 is to simplify

the inter-dependencies of the peak locations and the indicator variables further, such that

m becomes first order markov when the difference in peak locations is given. An example

of such markovianity is the case where a first peak is from the major sequence and the next

peak is 6 samples away. Since 6 is half the average peak spacing, with very high probability,

we can conclude that the latter is from the minor sequence.

We are now

variable. Let

ready to construct a factor graph for the MAP estimation of the indicator

Rk = f(aklmk), Tk = f(mk)

Sf(mklmk-l, ATk)

k = 1

we have

Figure 3-10: Factor graph for MAP estimation of the indicator variable.

In applying the sum-product algorithm, the messages from variable nodes to function



nodes are:

/.Rk-.-mk = Rk

tLmk_.Tk = •LRk+mk * LTk+ l-mk

'mnk--Tk+l = IRk-mk "/ITk-- k

Messages from function nodes to variable notes (k > 1) are:

ITk-mk-1 = E TklPmk'Tk = E P(mklmk-l, A1rk).lmkTk
m k--1 mk

'Tk-rmk = E TkALmk-1--Tk = E P(mjmkk, A7k)Imk....l-1,Tk
"Nmk nk--1

Before examining the results of this two-stage jointly base-calling algorithm, recall that

we have tried to simplify the conditional distribution of the peak parameters to be first

order, i.e., those for one peak depends on only those for its immediate neighbor. Such

simplifications facilitate easy computation, but a second order model is more appropriate.

A possible second order approximation to the joint distribution of r1 and T2 is:

N

log f (rl, 2) = log f( lm) = 10og f(71 ,72) + E 10og f(kk-1, k2, mk, k=l, mk-2)
k=3

where

log f (lrkrl, Trk-2, ink, k=, ink-2) =

log fT(rk - Tk --1) mk-1 = 11

log fT(Tk - 7-k2) (mk-2, mk) = (11, 11)

or mj $ 11, k- 2 < j < k

log fT(7k - (rk-=1 + Tk-2)) mk-2 5 1 1 , mk_ 1 = 1 1 ,k 11

(3.8)

The alternative factor graphs is shown in Figure 3-11.

In performing the Sum-Product algorithm, messages from variable nodes to function
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Figure 3-11: Factor Graph for MAP estimation of the indicator variable, second order.

nodes are:

PlRk-*k = Rk

'mk--Tk - IIRk--mk Tk+l--•k * /'Tk+2-- k

Imk-*Tk+l = Rk-*mk I'Tk--mk Tk+2-- k

ILmk--*Tk+ 2 - Rk-*mk "- Tkm-k ILTk+ 2 -- mk+l

Messages from function nodes to variable notes (k > 2) are:

I'Tk-*mk = TkI0mk-2-*Tk/ mk-1-Tk

Sf(Tk Tk--1, Tk-2, mk, mk-1, mk-2)/mk2-2Tk/'mk-1-Tk
k-1 ,mk-2

[ITk-.mk_ 1 = E TkPmkTkAk-_2 Tk

S f(TklTk-lTk--2, mkmk-=1 k-2)#mk*Tk mk-2 Tk
mk,mk-2

PTk-*mk-2 = C Tk tmk -*T k-1 l-Tk
,mk-2

-kMk-1
nk ,in -1

f(Tk ITk, Tk-1, ink, ink, mk-1)Lmk-Tk mk 1_-ITk

R6 R7



Chapter 4

Results, Conclusions and Future

Work

4.1 Results

We applied the first-order two-stage algorithm stated in the previous chapter to two sample

data sets. The first one was shown in Figure 2-7. There were a total of 7000 sampling points,

corresponding to about 580 bases starting from sample index 1401 to 8400. The front section

was removed because the chemical process begins sporadically but settles after a short time

period. Data collected after sample 8400 was not used because ISI compounded with the

larger pulse widths made it more difficult to distinguish the two sequences. The second

data set also contained 7000 sample points, although the starting position was adjusted

according to the quality of the trace.

For Rk in Figure 3-10, we assumed the conditional distribution of ak was Gaussian,

parameterized by ink. The generic pulse shape was obtained through the process discussed

in Section 3.2.6. To evaluate the joint base-calling error rate, the sequencing result was

compared with reference sets using the crossmatch program. The dynamic programming

based Smith-Waterman algorithm was employed to find the longest lengths of consecutive

bases which gave the best local alignment. Results are listed in Table 4.1. Also given in

this table is the performance of a single sequence base-caller on the same data sets. This

base-caller was constructed similar to a phase lock loop (PLL), where the envelop of the

trace was used to track the peak locations one at a time in the forward direction. It can



Table 4.1: Performance of joint (J) and single (S) sequence base-calling.

length of best % substi- % %
single match tution deletion insertion

Vn inr(Ja A40 2.87 5.50 2.39

also be considered a much simplified version of the DNA-ML algorithm, with the number

of hypothesis set to 1 only.

One observation from using the PLL base-caller is that mixing two sequences in elec-

trophoresis has little effect on the single sequence base-calling accuracy. In other words, we

could use existing techniques for calling the major, while employing the joint base caller for

the minor. This corresponds to the shaded cells in Table 4.1. The first data set was called

with higher accuracy, for some over-fitting has occurred when estimating f(mklmk-1, ATk).

A throughput gain is achieved with the additional minor sequence, which has come at no

extra cost. Although of lesser accuracy, this information might be used in the subsequent

process to assemble DNA segments to their original order. As discussed in Section 2.1.1, to

reach the high accuracy needed for genome study, each DNA segment is sequenced multiple

times before assembly. It maybe be possible to replace some repetitions with the minor

base-calls. Furthermore, to close gaps between segments in more complex genomes with

repeated genes, the major and minor can be set to a known distance away; alignment of

the major may help the utilization of the minor in the assembly process.

4.2 What Needs to be Done

Although performance of the joint base-calling algorithm is not comparable to that of single

sequence base callers, it does have the potential to do better. Several issues have not been

addressed in this thesis. Below, we give a list of problems that can be further studies. This

is by no means exhaustive.



Factor Graph Initialization

The first stage of our algorithm is deconvolution to find a set of amplitudes, peak locations,

and base types that can be used to initialize the corresponding factor graph for the second

stage. We see from Table 4.1 that single sequence base-calling results on the major is much

more accurate than that of the joint base-calling results on the major. This is expected,

for in the joint case, a higher percentage of deletion in the minor is reflected as a higher

percentage of insertion in the major. To improve the joint sequencing accuracy, we could

initialize the factor graph first with results from single-sequence base-calling. In other

words, we first anchor some variable nodes in our factor graph. This may ensure less errors

propagate and thus improve the overall performance on the minor.

Factor Graph Topologies

Examination of the sequencing results shows that many errors occur near spikes labeled

as having originated from neither of the source sequences. These errors can be explained

as local disturbances caused by erroneous messages passed through such nodes, i.e., when

a pulse is noise, it can provide no valid information to its immediate neighbors regarding

base types. A first order markov model, therefore, does not suffice to capture all the local

dependencies. A second order model is more appropriate, as we have also discussion at the

end of the last chapter. We did not implement the second order model while completing

this thesis; study of this more complicated model and its associated factor graph is left for

future work. It is also important to study the convergence properties of such second order

models for they correspond to factor graphs with cycles.

Another observation from the sequencing results is that as time progressed, the am-

plitude distribution f(akl k) reduced in mean value, hence some cases where mk = 11

(the pulse is contained in both sequences) were erroneously identified as mk = 01(the pulse

is from the major sequence). To counter such problems, heuristic compensation may be

possible.

Iterative Processing

Currently our algorithm contains two steps only: first to identify pulses, next to separate

those into two source sequences. A problem here is that any deletion error at the end of



the first stage will not be corrected. As a solution, we can insert peaks based on spacing

uniformity before the second stage is carried out again. The overall process can be repeated

as needed.

4.3 Conclusion

In this thesis, we explored the possibility of base-calling two superposed sequences jointly

by deconvolution and source sequence identification using factor graphs. Combined with

single sequence base-calling, this algorithm enables the sequencing of an additional segment.

Although not at the same accuracy as single sequence base-callers, the results are promising.

Several venues for further exploration emerges: matching the quality of the major joint calls

to that of the major single calls should lead to improvement in that of the minor joint calls.

Also, more complex factor graphs, and additional iterations between deconvolution and

source sequence identification may lead to improved performance.
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