A Computational Model of
Quantification in Natural Language

by

Avril Kenney

Submitted to the Department of Electrical Engineering and Computer Science
in partial fulfillment of the requirements for the degree of

Master of Engineering in Electrical Engineering and Computer Science

at the

MASSACHUSETTS INSTITUTE OF TECHNOLOGY

June 2012

© Avril Kenney, MMXII. All rights reserved.

The author hereby grants to MIT permission to reproduce and to distribute publicly
document in whole or in part in any
medium now known or hereafter created.

Author

Department of Electrical Engineering and Computer Science

May 29, 2012

Certified by

Joshua B. Tenenbaum
Professor of Cognitive Science and Computation
Thesis Supervisor

Accepted by

Dennis M. Freeman
Chairman, Masters of Engineering Thesis Committee
A Computational Model of
Quantification in Natural Language

by
Avril Kenney

Submitted to the Department of Electrical Engineering and Computer Science
on May 29, 2012, in partial fulfillment of the
requirements for the degree of
Master of Engineering in Electrical Engineering and Computer Science

Abstract

Natural languages have various ways of expressing quantification, such as the English words “some” and “all.” Different such words exist in different languages, and the same word can communicate quite different quantities depending on the context. This thesis presents a computational framework for modeling quantificational meanings and their use in communication. The model can represent meanings that depend on absolute amounts (e.g., two) as well as relative amounts (e.g., half of the total) and context-dependent amounts. It can also represent meanings with presuppositions. Communication between a speaker and a listener is modeled as single exchanges in which both participants have noisy perception of the actual state of the world, the speaker tries to communicate some quantity to the listener by using some word chosen to be informative, and the listener tries to infer the quantity using the word and the assumption that the speaker was being informative. The usage patterns predicted by the model are qualitatively similar to how the words are actually used. The model also shows that the sets of words in real languages result in more efficient communication than randomly selected sets of words with comparable meanings.

Thesis Supervisor: Joshua B. Tenenbaum
Title: Professor of Cognitive Science and Computation
Acknowledgements

I would like to acknowledge the following people for their (direct or indirect) contributions to this thesis.

- Josh Tenenbaum, for being my thesis advisor and trusting me to know what I was doing.
- Steve Piantadosi, for thinking my ideas are good and making them better, and for lots of helpful feedback on drafts of this thesis.
- Noah Goodman, for good advice and discussions.
- Mike Frank, for showing me how to do experiments and that it’s okay to try crazy ideas.
- Rebecca Saxe, for teaching me how to be a scientist.
- Ted Gibson, for being my undergrad advisor.
- Irene Heim, for making me excited about quantifiers and compositional semantics.
- My family and friends, for the hugs.
## Contents

1 **Introduction** 9
   1.1 Quantificational Words ........................................ 9
   1.2 Efficient Communication ....................................... 10
   1.3 Overview .................................................... 12

2 **Computational Model** 13
   2.1 Representation of Meanings .................................... 13
   2.2 Communication Scenarios ...................................... 14
      2.2.1 World Setup ........................................... 14
      2.2.2 Speaker ................................................ 15
      2.2.3 Listener ............................................... 19

3 **Results** 21
   3.1 Efficiency of Real Languages ................................. 21
      3.1.1 Empirical Data .......................................... 21
      3.1.2 Analysis of Sets of Meanings ............................ 23
   3.2 Usage Patterns ............................................... 26
      3.2.1 Example Words .......................................... 26
      3.2.2 Numbers ................................................ 27
      3.2.3 Presupposition ......................................... 29

4 **Conclusion** 31
   4.1 Summary .................................................... 31
   4.2 Possible Extensions .......................................... 31
      4.2.1 Additional Features .................................... 31
4.2.2 Additional Experiments ............................................. 32

References ........................................................................ 35
Chapter 1

Introduction

In natural languages, there are words that express different quantities or amounts – for example, English has words such as “some” and “all”. However, across languages there is a large amount of variation in which quantificational meanings are encoded as words, and there are many such meanings for which there are not known to exist words in any languages. This thesis presents a computational model of quantificational words, on the basis that the purpose of words is to effectively communicate meaning, given a noisy perception of the world.

Quantificational words are a useful class of words to study because, unlike others such as nouns or adjectives, they do not refer to specific objects, actions, or properties in the real world; they are abstract linguistic constructs. The overall frequency of their use is high and is in many ways independent of non-linguistic circumstances: unlike a content word such as “red,” which is likely to be used only in situations where red things are relevant, a quantifier such as “some” could easily be used in almost any situation. Furthermore, quantificational words are a “closed class” of words: each language has essentially an unchanging set of them, which makes them easier to enumerate and compare across languages.

1.1 Quantificational Words

In English, “quantifiers” are often equated with “determiners” (which are, roughly, words that act as specifiers for nouns), but there is not currently a consensus on what words actually are “quantifiers.” This project will therefore sidestep the issue of these formal categorizations and deal with “quantificational words,” which will be defined loosely as
single words used to indicate "how much" or "how many." This excludes many other determiners, such as those that specify "which" (for example, "this" or "my").

Much of the past research on quantification has focused on formally characterizing the syntactic and semantic details of quantifiers in specific languages (e.g., Barwise & Cooper, 1981; Keenan & Stavi, 1986). Languages vary widely in terms of how they express quantification. In many languages, quantificational words do not occupy the syntactic position of determiner as they (arguably) do in English. They are sometimes expressed as adverbs or modifiers (similar to the English "dogs are always animals" as opposed to "all dogs are animals") (Matthewson, 1996; Bach, Jelinek, Kratzer, & Partee, 1995). Other languages use nouns with meanings like "part" or "small amount" (Everett, 2005). This thesis aims to account for the meanings of quantificational words, regardless of their grammatical roles.

1.2 Efficient Communication

Recent work has shown that language is in many ways optimized for efficient communication. Particularly relevant to the domain of quantification are other domains in which a finite set of words must be allocated to a large continuous space of meanings. Cross-linguistics studies of words for colors (Regier, Kay, & Khetarpal, 2007) and for spatial relationships (Khetarpal, Majid, & Regier, 2009) have found that the set of words in any language tends to maximize informativeness, given people's perception of similarity within the domain.

Perception of quantities is known to be inexact, and in particular, it follows Weber's Law, which states that the smallest perceivable change in a stimulus is proportional to the size of the stimulus itself (Weber, 1846). When judging exact number, people's estimates are centered around the correct number, and the standard deviation of the estimates is approximately a constant proportion of that number (Whalen, Gallistel, & Gelman, 1999; Dehaene, 1999). In other words, the smaller a number is, the more precisely people can estimate it. Therefore it would be expected that words for smaller quantities should also be more precise.

Some attempts have been made to map quantificational words directly to numerical values (e.g., Bass, Cascio, & O'Connor, 1974). Others have tried to characterize words as distributions over quantities, where each word has a range of amounts it could denote but some are more likely than others (e.g., Wallsten, Budescu, Rapoport, Zwick, & Forsyth,
However, this approach can only be taken so far, because some quantificational words are explicitly context-dependent. For almost any quantity there exists some situation in which it could be called “many,” but in any particular situation there is a more limited set of quantities that “many” likely applies to. People’s interpretations of such words rely heavily on world knowledge and expectations. When judging the proportions referred to by words like “many” or “few,” people’s estimates vary depending on their prior beliefs, judging “few” to be a smaller proportion when the proportion expected is smaller (Moxey & Sanford, 1993b) or when the total set is larger (Newstead, Pollard, & Riezebos, 1987). Judgments can even be influenced by the grouping of visible objects or the similarity of other objects present (Coventry, Cangelosi, Newstead, Bacon, & Rajapakse, 2005; Coventry, Cangelosi, Newstead, & Bugmann, 2010).

Furthermore, even with well-defined literal meanings, words can convey additional information through pragmatic inference. Unlike in a domain such as color, where the meanings are fairly absolute, a quantity word can convey more information than its literal meaning because certain inferences are licensed by the non-linguistic context. For example, in English the word “some” is often used with the implication “some but not all,” based on the reasoning that if “all” were true then the speaker would have used that word instead. Such implicatures can be explained by assuming that speakers choose words informatively, based on how well the words specify the intended referent (Frank, Goodman, Lai, & Tenenbaum, 2009; Frank & Goodman, 2012). Goodman and Stuhlmüller (2012) show that listeners’ inferences are sensitive to the speaker’s knowledge state (if the speaker cannot see all of the objects, the “not all” implicature for “some” is cancelled), and they develop a computational model that predicts this behavior as rational communication.

In addition to the quantities that they are making statements about, some quantificational words also have presuppositions. A presupposition is something that is assumed to be true in order for a statement to be evaluated at all. For example, the word “the” presupposes that there exists a unique thing for it to refer to, and so a statement such as “the king of France is bald” is neither true nor false but simply nonsensical, because there is no king of France. It is usually infelicitous to use a word without a presupposition when there exists another word with a satisfied presupposition and otherwise the same meaning (such as using “a” in a situation where “the” could be used). Heim (1991) postulates a “maximize presupposition” maxim to explain this observation. Presuppositions are gener-
ally assumed to be common knowledge to all conversational participants, so it would seem that they provide no information. However, there are certainly some contexts in which a listener is not aware of (or has forgotten) whether a presupposition is satisfied, but upon hearing a statement that presupposes it, gains that information (Schlenker, to appear). It can therefore be more informative to use words with presuppositions than those without presuppositions.

1.3 Overview

The purpose of this thesis is to produce a computational model that can account for what sets of quantificational words exist in natural languages and how they are used. Specifically, the model accurately predicts what words are likely to be used in what contexts, and it shows that the sets of words in existing languages are efficient for communication.

This work differs from previous approaches in that it takes into account people’s real-world perceptual uncertainty, so although it uses strict logical representations (a word either applies or does not apply in a given situation, there are no distributions contained in the meaning), the model’s distribution for how likely a word is to be used for particular quantities in practice can be substantially nonuniform.

Chapter 2 describes a computational model for informative communication of noisily-perceived quantities. Chapter 3 presents results from the model and compares its behavior to real-world languages. Chapter 4 summarizes the thesis and discusses possible future work.
Chapter 2

Computational Model

The basis of the model is that in the world there are various quantities that need to be communicated, and there are words with which to communicate them. A speaker is presented with a situation in which there is some total set of objects, and some subset of the total set is the reference set, whose magnitude he needs to convey using a word. A listener perceives the same total set but does not know the reference set, so she needs to use the speaker’s word to guess the size of the reference set.\footnote{For disambiguation purposes, the speaker will be referred to with masculine pronouns and the listener will be referred to with feminine pronouns.} Both the speaker and the listener have imperfect perception of the exact quantities.

2.1 Representation of Meanings

The meaning of a word has two parts, the presupposition and the assertion. The presupposition constrains the size of the total set, and the assertion constrains the size of the reference set. Each of these two parts is represented as an interval, with an upper and lower bound (which can be contained in the interval or not – i.e., it can be open or closed). The endpoints of an interval are not necessarily numbers, but are one of three types of points: absolute numbers (such as two), proportions relative to the total amount (such as one-half), or a special point that refers to some context-dependent “default” proportion of the total set size. For computational reasons, the upper bound for presuppositions is infinity, and the upper bound for assertions is 100% of the total set size. All quantities get rounded to the nearest integer. Table 2.1 shows examples of how the meanings of some English
quantifiers are represented. This representation certainly ignores some of the subtleties of natural-language meanings – for example, it cannot represent the difference between “all” and “every” – but it is sufficient to capture many of the important features (also see Section 4.2.1 for a discussion of how the model can be extended).

<table>
<thead>
<tr>
<th>Word</th>
<th>Presupposition</th>
<th>Assertion</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Bottom Top</td>
<td>Bottom Top</td>
</tr>
<tr>
<td>the</td>
<td>≥ 1 &lt; 1</td>
<td>≥ 1 ≤ 1</td>
</tr>
<tr>
<td>some</td>
<td>≥ 0 &lt; ∞</td>
<td>≥ 2 ≤ 100%</td>
</tr>
<tr>
<td>many</td>
<td>≥ 0 &lt; ∞</td>
<td>&gt; default % ≤ 100%</td>
</tr>
<tr>
<td>all</td>
<td>≥ 0 &lt; ∞</td>
<td>≥ 100% ≤ 100%</td>
</tr>
</tbody>
</table>

Table 2.1: The model’s representations of the meanings of some English quantifiers.

2.2 Communication Scenarios

2.2.1 World Setup

For each communication exchange, three parameters specify the context: the total set size, the reference set size, and the “default” proportion to be used by meanings that depend on it in context. In the results reported here, the total set size follows a uniform distribution from 1 to some specified maximum, and the reference set size follows a uniform distribution from 0 to the total set size. The default proportion is uniformly distributed from 0 to 1, but for computational simplicity it is rounded to the nearest 0.05 (and cannot be 0). The speaker and listener both know the distributions of these parameters.

There are two types of perceptual uncertainty about the exact quantities in a given situation. First, there is some probability that the total set is not completely visible. If it is not, the size of the visible portion is distributed uniformly from 0 to the total set size (including 0 but not including the total set size), and the size of the visible portion of the reference set is distributed uniformly from 0 to the actual reference set size (including 0 but not including the reference set size) with the restriction that the visible reference set size cannot be larger than the visible total set size. Second, there is uncertainty about the exact quantity of a set. The quantity a person perceives is sampled from a Gaussian distribution whose mean is the actual visible quantity and whose standard deviation is some constant multiple of the mean (the constant is a model parameter, called the coefficient of variation, that can be specified). Values for the perceived set sizes are sampled separately by the
speaker and the listener. Each person knows whether he can see the whole set, but he does not know whether the other person can. The default proportion is known exactly by both participants.

Table 2.2 defines the variables that will be used for the derivations in the remaining sections. Figure 2-1 shows a diagram of the directed graphical models (Pearl, 1998); each variable is a node, and an arrow from a node $x$ to another node $y$ indicates that $y$’s distribution is conditionally dependent on $x$. The variables’ values are actually sampled from the full distribution, but the speaker and listener each have their own simpler model of the other’s behavior.

<table>
<thead>
<tr>
<th>Variable</th>
<th>Definition</th>
</tr>
</thead>
<tbody>
<tr>
<td>$r$</td>
<td>actual reference set size</td>
</tr>
<tr>
<td>$r_{vs}$</td>
<td>reference set size visible to speaker</td>
</tr>
<tr>
<td>$r_s$</td>
<td>speaker’s perceived reference set size</td>
</tr>
<tr>
<td>$r_l$</td>
<td>listener’s guessed reference set size</td>
</tr>
<tr>
<td>$t$</td>
<td>actual total set size</td>
</tr>
<tr>
<td>$t_{vs}$</td>
<td>total set size visible to speaker</td>
</tr>
<tr>
<td>$t_s$</td>
<td>speaker’s perceived total set size</td>
</tr>
<tr>
<td>$t_{vl}$</td>
<td>total set size visible to listener</td>
</tr>
<tr>
<td>$t_l$</td>
<td>listener’s perceived total set size</td>
</tr>
<tr>
<td>$v_s$</td>
<td>whether set is completely visible to speaker</td>
</tr>
<tr>
<td>$v_l$</td>
<td>whether set is completely visible to listener</td>
</tr>
<tr>
<td>$w$</td>
<td>word</td>
</tr>
<tr>
<td>$d$</td>
<td>default proportion</td>
</tr>
</tbody>
</table>

Table 2.2: Variables used in the model.

### 2.2.2 Speaker

The speaker has some noisy perception of the total set size and the reference set size, and has to choose a single word to say to the listener, to maximize the probability that the listener will correctly guess the actual reference set size (not the speaker’s perceived reference set size). He considers a communication successful only if he communicates the exact quantity, so if the actual reference set size is 99, it is just as undesirable for the listener to guess 98 as to guess 2 (this assumption is for computational simplicity and could straightforwardly be generalized).

To choose a word, the speaker has to consider three things: his own perceptual uncertainty, the listener’s perceptual uncertainty, and the method by which the listener will guess
Figure 2-1: Directed graphical models. Blue-outlined variables are known to the speaker, and red-outlined variables are known to the listener.
a reference set size after hearing a word. To avoid infinite-recursive definitions (in which the speaker considers that the listener considers that the speaker considers that ...), the speaker assumes that the listener will guess a reference set size uniformly from all those of which the word is true in her perception of the world. He also assumes that although the listener has imperfect perception of the total set size, she will only consider total set sizes consistent with the presupposition of the word she has heard. However, he does not assume this about the word’s assertion – for example, he assumes that if the listener only perceives a total set size of 1 but he says “two,” then she cannot guess correctly, whereas if he says “both,” she will revise her belief about the total set size and guess 2. This difference in treatment between the presupposition and assertion is motivated by computational simplicity but also seems not unreasonable for real communication.

For each word, the speaker computes the probability that the listener (or rather, his simplified approximation of the listener), after hearing that word, will guess the correct reference set size. This depends on two factors. The first factor is the reference set size: the speaker does not know the actual value $r$, so he must marginalize over all possible values. The second factor is, for each possible value of the actual reference set size $r$, the probability that the listener’s guessed size $r_\ell$ will in fact equal $r$. Putting these two factors together, the speaker gets:

$$P(\text{correct}|w, r_s, t_s, v_s, d) = \sum_r P(r|r_s, t_s, v_s)P(r_\ell = r|w, r, t, v, d).$$ (2.1)

The probability of each actual reference set size can be computed using Bayes’ Rule:

$$P(r|r_s, t_s, v_s) \propto P(r_s|r, t, v_s)P(r|t_s, v_s).$$ (2.2)

Now the speaker must consider his own perceptual uncertainty. If $v_s$ is true (the set is completely visible), then the first term in (2.2), $P(r_s|r, t, v_s)$, is Gaussian with a known coefficient of variation, so it can be computed directly. If $v_s$ is false, then the speaker must marginalize over the possible values of the actual total set size, the visible total set size, and the visible reference set size:

$$P(r_s|r, t_s, v_s) = \sum_t \sum_{t_{vs}} \sum_{r_{vs}} P(t|t_s, v_s)P(t_{vs}|t, v_s)P(r_{vs}|r, t_{vs}, v_s)P(r_s|r_{vs}, t_{vs}).$$ (2.3)
Similarly in the second term in (2.2), the speaker marginalizes over the possible values of the actual total set size, and applies Bayes’ Rule:

\[
P(r|t_s, v_s) = \sum_t P(r|t)P(t|t_s, v_s) \propto \sum_t P(r|t)P(t_s|t, v_s)P(t).
\] (2.4)

The speaker knows the distribution for the reference set size \( P(r|t) \) (uniform) and the distribution for the total set size \( P(t) \) (also uniform). The distribution of his observed total set size \( P(t_s|t, v_s) \) can be computed analogously to \( P(r_s|r, t_s, v_s) \) above: if \( v_s \) is true (the entire set is visible), then it is Gaussian; otherwise, the speaker must marginalize over the possible values of the visible total set size.

Returning now to the second term in equation (2.1), the probability of the listener’s guessing a given reference set size \( r \), the speaker must consider the listener’s perceptual uncertainty. For simplicity he assumes that the set is completely visible to the listener, so he can ignore \( v_l \). The listener’s guess depends both on the word \( w \) and on her perceived total set size \( t_\ell \), so the speaker must marginalize over values of \( t_\ell \) (and therefore also \( t \)):

\[
P(r_\ell = r|w, r, t_\ell, v_\ell, d) = \sum_t \sum_{t_\ell} I_{w \text{ applies}}P(t|t_\ell, v_\ell)P(t_\ell|t, w)P(r_\ell = r|w, r, t_\ell, d),
\] (2.5)

where \( I_{w \text{ applies}} \) is equal to 1 if word \( w \) is true for the given \( r, t_\ell \), and \( d \), and 0 otherwise. This equation represents the speaker’s model of how the listener interprets a word. There is some total set size \( t \); the speaker’s belief distribution over this value, \( P(t|t_\ell, v_\ell) \), has already been computed. The listener perceives the total set size to be \( t_\ell \), which depends on \( t \) in the same way that \( t_s \) does (in equation (2.4); the speaker assumes that \( v_\ell \) is true). When the listener hears the word \( w \), any values of \( t_\ell \) that do not satisfy \( w \)’s presupposition get their probabilities set to 0 (and the probabilities for the remaining values are renormalized). Finally, the listener assumes that the word is true, and (in the speaker’s model) guesses a reference set size \( r_\ell \) uniformly at random from all the values of which the word is true given her perception. So \( P(r_\ell = r|w, t_\ell, d) \), the probability that she guesses the correct value \( r \), is \( 1/|w| \), where \( |w| \) is the number of values of which \( w \) is true given \( t_\ell \) and \( d \).

The speaker’s probability for a word \( w \) in a given context will be defined as the ex-
pression from equation (2.1), \( P(\text{correct}|w, r, t, v, d) \), normalized such that the speaker’s probabilities for all words in a context sum to 1. In other words, the speaker’s probability for a word is proportional to the probability that if he uses that word in that context, the (simplified) listener will guess the correct reference set size. Using these probabilities, the model has a parameter to choose between two options for how the speaker selects a word: either his probability of selecting a word can be proportional to its speaker’s-probability, or he can choose the word with the maximum speaker’s-probability.

### 2.2.3 Listener

The listener has some noisy perception of the total set size but not the reference set size, and hears a word from the speaker. She assumes that the speaker’s word is true, and that the speaker chose the word to be informative – that is, that his probability of choosing a given word was inversely proportional to the number of possible reference set sizes of which it was true. She also assumes that the speaker has perfect perception of the world, i.e., that he knows the total set size \( t \) and the reference set size \( r \) exactly.

She first computes a distribution over the total set size, based on her perception and on the presupposition of the speaker’s word (but not the assertion of the word). Then she computes the distribution over reference set sizes:

\[
P(r|w, t, v, d) = \sum_t P(t|t, v, w) P(r|w, t, d)
\]

\[
\propto \sum_t P(t|t, v, w) P(t) P(w|r, t, d) P(r|t).
\] (2.6)

Most of the terms in (2.6) are analogous to those from the speaker’s computation. The distribution \( P(w|r, t, d) \) is the probability that the speaker (or rather, the listener’s idealized version of him) would choose word \( w \) given \( r \), \( t \), and \( d \), and is equal to \( 1/|w| \), where \( |w| \) is the number of values of which \( w \) is true given \( t \) and \( d \).
Chapter 3

Results

The model was evaluated using simulations and comparisons to existing languages. Parameters for perceptual uncertainty were chosen to approximate reality, though of course real-world conditions vary widely. Unless stated otherwise, the coefficient of variation for exact-number uncertainty was 0.2 (see, for example, Whalen et al., 1999), and the probability of the entire set being visible was 0.8. The total set size was drawn uniformly from 1 to 100.

3.1 Efficiency of Real Languages

If the model is assumed to be an approximately accurate representation of real communication with quantificational words, then it can be used to assess properties of existing languages. This analysis focuses not on the individual words but on the efficiency of communication using particular sets of words.

3.1.1 Empirical Data

In order to use the model on real languages, data had to be gathered about what quantificational words exist in what languages. A survey was conducted in which speakers of non-English languages reported the quantificational words that exist in those languages. They were given the following description:

Quantifiers are, roughly, words that specify amounts— in English, they are approximately the words that can be answers to “how much”/“how many”. Some examples of quantifier words in English are
"some", "all", "every", "each", "none", "a", "the", "both", "half", "neither", "either", "any", "few", "several", "enough", "many", "much", "most", etc.

Some examples of quantifier meanings that English does not have single words for are things like "all but one", "less than half", "some but not all", "almost all", "about how much you’d expect", etc.

They were then asked to report all of the quantifier words in their language, along with English translations.

There were a total of 45 respondents, of whom 5 were excluded for not following instructions. Some of the respondents were contacted with followup questions, to clarify their definitions and cross-check the responses of other people about the same language. The resulting data included 13 languages\(^1\) (plus English).

<table>
<thead>
<tr>
<th>Word</th>
<th>Number of Languages</th>
<th>Included in Model</th>
</tr>
</thead>
<tbody>
<tr>
<td>a / one</td>
<td>10</td>
<td>✓</td>
</tr>
<tr>
<td>about half / a good amount</td>
<td>1</td>
<td>✓</td>
</tr>
<tr>
<td>all</td>
<td>14</td>
<td>✓</td>
</tr>
<tr>
<td>any</td>
<td>9</td>
<td>✓</td>
</tr>
<tr>
<td>both</td>
<td>12</td>
<td>✓</td>
</tr>
<tr>
<td>(a) couple</td>
<td>5</td>
<td>✓</td>
</tr>
<tr>
<td>every / each</td>
<td>14</td>
<td>✓</td>
</tr>
<tr>
<td>either</td>
<td>3</td>
<td>✓</td>
</tr>
<tr>
<td>(a) few</td>
<td>6</td>
<td>✓</td>
</tr>
<tr>
<td>half</td>
<td>14</td>
<td>✓</td>
</tr>
<tr>
<td>(a) little</td>
<td>10</td>
<td>✓</td>
</tr>
<tr>
<td>many</td>
<td>6</td>
<td>✓</td>
</tr>
<tr>
<td>most</td>
<td>11</td>
<td>✓</td>
</tr>
<tr>
<td>much</td>
<td>11</td>
<td>✓</td>
</tr>
<tr>
<td>neither</td>
<td>4</td>
<td>✓</td>
</tr>
<tr>
<td>no / none</td>
<td>10</td>
<td>✓</td>
</tr>
<tr>
<td>several</td>
<td>8</td>
<td>✓</td>
</tr>
<tr>
<td>some</td>
<td>14</td>
<td>✓</td>
</tr>
<tr>
<td>the</td>
<td>8</td>
<td>✓</td>
</tr>
<tr>
<td>very few</td>
<td>1</td>
<td>✓</td>
</tr>
</tbody>
</table>

Table 3.1: Frequency of quantificational words in 14 different languages. The words with checkmarks are the ones capable of being represented in the model. The words with parenthesized checkmarks cannot be exactly represented by the model, but can be considered the same as other words that can (for example, if a language has a word for “much” but not “many,” for modeling purposes it is considered to have “many”).

\(^1\)Chinese, French, German, Haitian Creole, Hindi, Marathi, Polish, Portuguese, Romanian, Russian, Serbian, Spanish, and Yiddish.
Many respondents reported words that were questionably not (or clearly not) quantificational. The criteria for inclusion were that a word should be something that would be used to indicate how much or how many of something have some particular quality, if a situation were presented with no context. Thus words that depend on specific other context-dependent quantities, such as “enough” or “more,” were not included.

Table 3.1 shows a list of the approximate meanings of the reported words that fit the criteria. Not all of these meanings are exactly the same as English’s, however. For example, in some languages the word for “some” can also mean “few” or “several” or “any.” The reason these meanings are not listed separately is that many respondents only gave single-word English translations even when the English word had a different meaning, so it would be inaccurate to count separately the words that did have more thorough translations.

It is also likely that some existing words were not reported. There is the concern that the instructions could bias respondents toward simply translating the English examples into the other languages; the inclusion of examples that do not have English words was intended to mitigate this factor. In addition, few respondents listed all of the words that were reported for their language, even words that were specifically given as examples in English. And for many of the languages, many of the meanings that were not reported were indeed confirmed not to have words.

The primary observation is that different languages do not seem to divide the space of meanings along different boundaries (as they do with, for example, color words). Rather, languages with fewer quantificational words tend to have a subset of the same meanings used in languages with more words. This is perhaps not surprising, given that unlike in domains such as color, there are few well-defined boundary points, and the meanings of the words overlap significantly. It should also be noted that even if the literal meanings are the same, the usages in practice could be substantially different.

### 3.1.2 Analysis of Sets of Meanings

For each of the languages, the set of its meanings representable by the model was analyzed. For comparison, other random sets of words were generated from a larger set consisting of all of the words from the real languages, plus other plausible words that were not reported in
any of the languages ("some but not all," "less than half," "exactly the default-proportion," "not the" (i.e. "zero of one"), and "not all").

Across languages, the average proportion of words that are literally true in a situation is negatively correlated with the total number of quantificational words in the language ($r = -0.90$, $p < .01$) (Figure 3-1). In languages that have few quantificational words, a larger proportion of them tend to be true in each situation, whereas in languages with many quantificational words, a smaller proportion of them tend to be true. This result would be expected if languages with fewer words tend to have broader, more generally applicable words, and the additional words in bigger languages are specific to certain scenarios. In contrast, when sets of words are selected randomly, there is no correlation between the number of words and the average proportion that are true.

![Figure 3-1: Average proportion of words true in a given situation, plotted against total words in the language, for real languages and for random sets of words.](image)

To assess the communicative efficiency of sets of words in existing languages, simulations
were run in which 1000 scenarios were randomly sampled for each language. For each scenario, the speaker chose a word with probability proportional to (his estimate of) the probability that the listener would guess the correct reference set size. Figure 3-2 plots the average proportional difference between the actual reference set size and the quantity that the listener guessed, for each of the languages. Languages with more words have lower average errors ($r = -0.92, p < .01$); this is not just a result of the informative communication assumption, because random sets of words did not show this correlation ($r = -0.34, p = .24$). The random sets of words also had an overall higher average error than the real languages ($t = -4.81, p < .01$).

![Figure 3-2: Average proportion difference between actual reference set size and listener’s guessed reference set size, as a function of number of words in the language. Error bars show ± one standard error of the mean.](image-url)
3.2 Usage Patterns

The model also makes specific predictions about how individual words will be used, depending on the context and on what other words are available. The accuracy of these predictions shows that the model is a reasonable representation of real-world communication of quantities.

3.2.1 Example Words

For a given set of words, the speaker’s probabilities across different situations qualitatively correspond to how the words are used in real communication. Figure 3-3 shows, for a particular set of seven words and a constant total set size, the speaker’s probability for each word across different sizes of the reference set. Even though the literal meanings of the words are either true or false for a given reference set size, the probabilities are graded rather than all-or-nothing. It is also important to note that the probabilities are not simply how likely the speaker believes each word to be true: for example, “all” is true of only a single reference set size, yet the speaker gives it a high probability for all large reference set sizes because it would make the listener more likely to guess correctly.

This example for the most part accords with intuition about how these words are used in communication. The probabilities assigned by the model seem to approximate the appropriateness of each word. For small quantities, the speaker is relatively certain about the best words to use, and for larger quantities there are more words that could be used.

The results also bring to attention some unrealistic features of the model. One noticeable fact is that the speaker can assign a high probability to a word even if that word has a very low probability of actually being true. This can be viewed as a tradeoff between two factors: on the one hand there are precise words like “all,” with a low probability of being true but a high probability of communicating an exact quantity; and on the other hand there are broad words like “some,” with a high probability of being true but a low probability of communicating an exact quantity. In real-world communication, precision is somewhat important, but the model overemphasizes this factor because it treats correctness as a binary value. For the same reason, the word “some” in this example is not given as
3.2.2 Numbers

Number words were not included in the sets of words for real languages because all of the languages from the survey have effectively infinitely many words for integers. However, the model can be used just as well for numbers, and they provide a particularly clean example that demonstrates the interaction between informativeness and perceptual uncertainty.
(a) Exact number meanings.

(b) Lower-bounded number meanings.

Figure 3-4: Speaker’s probabilities for (a) exact meanings of number words and (b) lower-bounded meanings of number words (e.g. “at least three”), over different reference set sizes (the total set size is 20).
Figure 3-4 shows the speaker's probabilities for a vocabulary with lower-bounded number meanings (such as “at least three”) versus a vocabulary with exact number meanings. For smaller quantities, the distributions are very peaked around the exact reference set size that the speaker perceives: he is fairly sure of the quantity, and consequently fairly sure that the listener will guess correctly if he uses that number word (and not if he uses another word). As the numbers get larger, the distributions get flatter because of perceptual uncertainty. If the coefficient of variation for perceptual uncertainty is set to a lower value (corresponding to, for example, a person explicitly counting), then the speaker's probabilities become much more peaked around the exact quantities.

For the lower-bounded meanings the same general pattern is visible. Words with lower bounds closer to zero are more likely to be true, but they are less informative because there are more possible reference set sizes of which they are true. The results for the lower-bounded meanings demonstrate a case where an additional level of recursion might be useful. In the current model, the speaker assumes that the listener will guess uniformly from all reference set sizes of which the word is true, and so there is not much difference in informativeness between “at least n” and “at least n + 1” (especially if the total set size is large). If the speaker knew that the listener was assuming that he was speaking informatively, this difference would be more important.

3.2.3 Presupposition

In this model, the purpose of a word’s presupposition is for the speaker to provide information about the total set size, which can be useful because of the listener’s perceptual uncertainty. The model demonstrates that even without an explicit “maximize presupposition” maxim, presuppositions will naturally be maximized by a speaker trying to communicate informatively to a listener with imperfect perception. Figure 3-5 shows the speaker’s probability for numerical words with and without presuppositions (such as “two” versus “both”), compared with the word “all.” As the quantities get bigger, the presupposition becomes less useful, because it is less likely to be true. This result is consistent with the observation that in the survey data, all of the words that have presuppositions presuppose a total set size of 1 or 2, never any larger numbers.
Figure 3-5: Speaker’s probability for exact number words ("n of the things") versus number words with presupposition ("n of the n things") versus the word "all," for scenarios in which the reference set size is equal to the total set size.

Similar to the example in Figure 3-3, the model does seem to care too much about exact quantity, and the relative probabilities of "all" compared with the presuppositional words are lower than one might expect. Another fact not captured here is that although words with stronger presuppositions might be more informative, they are applicable in fewer situations. It might therefore not be worthwhile for a language to give them their own words, because in the few situations where they would be used, a combination of other words could be used instead (for example, "all n" or "the n" in English).
Chapter 4

Conclusion

4.1 Summary

This thesis has presented a new framework for modeling linguistic communication of quantities. The model uses a simple representation of word meanings as intervals that can depend on both relative and absolute quantities, and includes realistic assumptions about communicating informatively in the presence of perceptual uncertainty. Each word is either true or false in a given situation, but the model predicts that some words are more likely than others to be used in certain situations, just as is observed in real-world communication. Furthermore, when the sets of words from real languages are used by the model, they tend to result in lower error rates for communication than sets of words selected randomly.

4.2 Possible Extensions

4.2.1 Additional Features

Some of the features in the meanings of real quantificational words and communicative situations are not currently represented in this model but could be incorporated into it.

The communicative intention of the speaker is quite simplified in the basic model. In the real world, a speaker often does not care about the exact quantity, and in fact sometimes there is not any exact quantity. A speaker might want to convey only a particular aspect of the quantity (for example, that it is larger than expected) and be satisfied if the
listener inferred any quantity in some range. Or a speaker might want to convey a particular distribution over quantities. It would be straightforward to modify the model such that the speaker considered a communication equally successful if the listener guessed any quantity within some range, or such that the speaker tried to communicate a specific belief distribution over quantities instead of having the listener guess any single quantity.

The model also does not include any representation of subjective “degree,” such as the difference between “many” and “very many.” This is because in any particular communicative context it only has one “default” proportion. It would be possible to instead keep track of multiple default proportions, a different one for each word that needed one, so that “many” could be represented as “more than Default Proportion \( x \)” and “very many” could be represented as “more than Default Proportion \( y \)”. It could also be useful to have default absolute amounts in addition to default proportions.

Relatedly, the meanings of some real words depend on both relative quantities and absolute quantities. For example, it would sound odd to use “many” to refer to two out of three, because “many” generally has to be a large absolute amount in addition to being a large proportion. Such meanings could be represented in the model by allowing the interval representation of a meaning to have multiple lower and upper bounds, so that the meaning only applied to quantities that were greater than all of its lower bounds and less than all of its upper bounds.

### 4.2.2 Additional Experiments

The model’s results are consistent with general intuition about the meanings and usage of quantificational words; however, it will be useful to quantitatively compare the predictions with real speakers’ probabilities of using words and real listeners’ probabilities of guessing quantities. These probabilities could easily be obtained by presenting people with the same controlled contexts used in the model, and either asking for probabilities directly or asking for a single choice selected from a list of options and computing the probabilities across participants.

It would also be interesting to conduct a more thorough investigation of what quantificational words exist in what languages. To address the possible English-bias of the survey
from Chapter 3, an experiment could be conducted in which words are elicited not by giving English examples but by displaying actual scenarios. This method would provide more precise information about the meanings, and could be structured to determine each word's literal meaning as well as in what contexts it is actually used.

Overall, the model presented here has provided some interesting insights into the workings of quantificational words, and has set up a foundation for further investigations.
References


Hunter, T., & Lidz, J. (submitted). *Some (but not all) unattested determiners are unlearnable.*


