Patterns of methylation heritability in a genome-wide analysis of four brain regions

Gerald Quon1,2, Christoph Lippert1,*, David Heckerman1,* and Jennifer Listgarten1,*

1eScience Group, Microsoft Research, 1100 Glendon Avenue, Suite PH1, Los Angeles, CA 90024, USA and
2Computer Science and Artificial Intelligence Laboratory, Massachusetts Institute of Technology, 32 Vassar Street, Room 32-D516, Cambridge, MA 02139, USA

Received August 14, 2012; Revised December 7, 2012; Accepted December 12, 2012

ABSTRACT

DNA methylation has been implicated in a number of diseases and other phenotypes. It is, therefore, of interest to identify and understand the genetic determinants of methylation and epigenomic variation. We investigated the extent to which genetic variation in cis-DNA sequence explains variation in CpG dinucleotide methylation in publicly available data for four brain regions from unrelated individuals, finding that 3–4% of CpG loci assayed were heritable, with a mean estimated narrow-sense heritability of 30% over the heritable loci. Over all loci, the mean estimated heritability was 3%, as compared with a recent twin-based study reporting 18%. Heritable loci were enriched for open chromatin regions and binding sites of CTCF, an influential regulator of transcription and chromatin architecture. Additionally, heritable loci were proximal to genes enriched in several known pathways, suggesting a possible functional role for these loci. Our estimates of heritability are conservative, and we suspect that the number of identified heritable loci will increase as the methylome is assayed across a broader range of cell types and the density of the tested loci is increased. Finally, we show that the number of heritable loci depends on the window size parameter commonly used to identify candidate cis-acting single-nucleotide polymorphism variants.

INTRODUCTION

The identification of genetic markers that impact the phenotype of an individual is an important step towards identifying the genetic basis of disease. Replicated findings of such associations have become increasingly common (1). However, a formidable remaining challenge is finding the mechanisms through which these identified markers act to ultimately drive phenotypic variation. The epigenome is now recognized as playing a critical role in developmental processes and is also likely to be involved in ultimately determining phenotypic traits (2). For example, DNA methylation of CpG dinucleotides can exert regulatory influence on gene expression levels, which in turn can influence phenotype (3). Methylation levels vary between cell types (4), between individuals (5), and they are known to be influenced by both environmental and genetic factors (6). Importantly, methylation has been implicated in a wide range of diseases, including cancers, autism-spectrum disorders (2), as well as several autoimmune diseases (7). It, therefore, stands to reason that finding and characterizing the genetic determinants of methylation could yield insight into mechanisms of disease and the functional consequences of genetic variation.

Genetic sequence has been implicated as a determinant of DNA methylation in a number of contexts. Individuals who are heterozygous at a gene locus can exhibit allele-specific methylation that is dependent on DNA sequence and leads to differential gene expression patterns between the alleles (i.e. allele-specific gene expression) (8–11). Hellman and Chess (12) found that individuals who shared more parental chromosomes (i.e. are more related) tend to exhibit more similar methylation patterns. Single-nucleotide polymorphisms (SNPs) may also disrupt CpG dinucleotides (i.e. causing them to no longer be CpG), thereby preventing methylation there or at neighbouring loci (8). Several methylome-wide studies have identified individual SNPs that are correlated with specific methylation loci (13–15).

Despite these findings, the extent to which differences in stretches of cis-DNA sequence (i.e. multivariate SNP signal) explain differences in methylation of a given CpG dinucleotide between individuals, and, correspondingly, to
what extent methylation is deemed heritable when estimated from SNP data from unrelated individuals, remains unclear. Recently, Bell et al. (14) used the differences in correlation between monozygotic and dizygotic twins to estimate the heritability of methylation in blood samples, finding a genome-wide mean heritability of 18%.

Twin-based analyses are important in shedding light on an upper bound of heritability, but yield no information as to the mechanism of action underlying heritability, a critical piece of the story. Before this, several more focused studies have been conducted on examining the heritability of methylation in particular contexts, such as between cell divisions of cancer cells (16), for a particular gene (17) or for the major histocompatibility complex region in a twin study focused only on immune cells (18).

Herein, we identify ‘heritable methylation loci’—those loci for which cis-SNPs explain more of the phenotypic variance than expected by chance—within the human methylome, in four distinct brain regions across 150 unrelated individuals from publicly available data. Our goals were to investigate what role stretches of cis-DNA sequence plays in influencing methylation, what is an optimum definition of cis (i.e. locality) in this context, whether the additive effects of measured SNPs could explain the twin-based estimates of heritability previously reported and whether CpG dinucleotides with heritable methylation were more likely to be within or neighbouring particular classes of genes or genomic features.

MATERIALS AND METHODS

Individual SNP data and chromosomal coordinates were downloaded from dbGAP Study Accession phs000249.v1.p1. Normalized methylation levels across four brain regions [cerebellum (CRBLM), frontal cortex (FCTX), caudal pons (PONS) and temporal cortex (TCTX)] from 150 individuals were obtained from the Gene Expression Omnibus (GEO) database (accession GSE15745). This data profiled methylation levels of 27,578 CpG loci assayed using an Illumina HumanMethylation27 BeadChip. Methylation locus chromosome coordinates were obtained from GEO (GPL8490). SNP data for the same individuals were generated from tissue collected in the cerebellum brain region. All SNPs missing in >1% of the individuals, or whose minor allele frequency was <0.01 were discarded. All individuals missing >5% of their SNP data were removed. Several methylation loci and individual samples were removed because of data quality concerns [see Supplementary Information of Gibbs et al. (13)].

Initially, we found that our estimates of heritability were significantly correlated with the number of SNPs within the methylation probe region. Thus, to avoid erroneously identifying methylation loci as heritable from such artefacts, we filtered out any methylation loci whose respective probe overlapped a SNP with minor allele frequency ≥0.05 (using the highest reported minor allele frequency from dbSNP, and the list of probe SNPs as provided by Illumina). This filter further removed 5816 methylation loci, leaving 21,000 methylation loci for our analysis. Individual covariate data were obtained from Supplementary Table S1 from Gibbs et al. (13) and converted to a 1-of-(M-1) encoding for discrete variables. Table 1 reports the final number of individuals and SNPs for each of the four brain regions.

Identification of heritable methylation loci

We used linear mixed models (LMMs) to assess the narrow-sense heritability of each methylation locus (19). Let the vector $y_{it}$ of length $N$ represent the methylation levels of locus $i$ at brain region $t$ across $N$ individuals. Using LMMs, we can decompose the variance associated with $y_{it}$ as the sum of a linear additive genetic ($\sigma^2_{g_{it}}$) and residual ($\sigma^2_{r_{it}}$) component,

$$p(y_{it}) = N(y_{it}|X_\beta; \sigma^2_{g_{it}}, \sigma^2_{r_{it}})$$

where $X$ is the $N \times Q$ matrix of $Q$ individual covariates (gender, age, post-mortem interval, region source and methylation assay batch) and offset term, $\beta$ is the $Q \times 1$ vector of covariate effects, $I$ is the $N \times N$ identity matrix and $K$ is the realized relationship matrix (RRM) (20) of size $N \times N$. Note that $K$ factors as $K = WW^T$, where $W$ of dimension $N \times s$ contains the $s$ SNPs in our window local to the gene and that when $s < N$, parameter estimation and computation of the log likelihood becomes extremely efficient (21). We used the method of Lippert et al. (21) to compute restricted maximum likelihood estimates of $\sigma^2_{g_{it}}$ and $\sigma^2_{r_{it}}$. Narrow-sense heritability for a particular methylation locus $i$ in brain region $t$ was then estimated as (19)

$$h^2_{it} = \frac{\sigma^2_{g_{it}}}{\sigma^2_{g_{it}} + \sigma^2_{r_{it}}}$$

To compute a $P$-value for whether a methylation locus, $y_{it}$, was heritable—that is, to compute the significance of the genetic variance component in the model—we set $\sigma^2_{g_{it}} = 0$ to obtain the null model, and then used a modified likelihood ratio test, which accounted for the fact that the parameter being tested was on the boundary of the allowed space in the null model (22,23). That is, $\sigma^2_{g_{it}} = 0$ in the null model, and $\sigma^2_{g_{it}} ≥ 0$ in the alternative model because it is a variance parameter. However, on checking the calibration of $P$-values by way of permutation tests, we discovered the $P$-values to be conservative, owing partly to the small sample size, but also to the approximation of the null distribution in this case [e.g. (24)], and thus used the permutation-based $P$-values instead (using 420,000 permutations of the individuals in the methylation data, and using the same permutations for each methylation locus). We defined a ‘heritable locus’ as one in which the $P$-value of association was smaller than a significance level of 0.05 after Bonferroni correction. Note that this test can be viewed as a test for association between the SNPs in focus and the phenotype in question, and it has been used in a similar manner in (25,26).

Determining an optimum cis window size

To find an optimal cis window size across all methylation loci for inclusion of cis-acting SNPs, we systematically varied...
the genomic control factor (28), loci, randomly chosen, did not show significant deviation of closely; thus, we did not filter any individuals by this criter-

Table 1. Number of individuals and SNPs used in analyses for each of the four brain regions

<table>
<thead>
<tr>
<th>Region</th>
<th>Number of individuals</th>
<th>Number of SNPs</th>
</tr>
</thead>
<tbody>
<tr>
<td>CRBLM</td>
<td>106</td>
<td>495 788</td>
</tr>
<tr>
<td>FCTX</td>
<td>132</td>
<td>495 873</td>
</tr>
<tr>
<td>PONS</td>
<td>124</td>
<td>495 870</td>
</tr>
<tr>
<td>TCTX</td>
<td>125</td>
<td>495 866</td>
</tr>
</tbody>
</table>

Computing correlation of heritable loci with open chromatin regions and known regulatory elements

We explored whether heritable loci were enriched for loci lying in open chromatin regions or in known regulatory elements. To do so, we used Fisher’s exact test (FET) (32), using our results of which loci were deemed heritable, in conjunction with external data sources which could be used to annotate the loci. In particular, we obtained open chromatin regions from data published by the encyclopedia of DNA elements (ENCODE) Project Consortium (33). Briefly, the University of North Carolina at Chapel Hill has collected formaldehyde-assisted isolation of regulatory elements (FAIRE) evidence of open chromatin and has made this data available through the University of California, Santa Cruz Genome Browser (34), from which we obtained it on 19 November 2012. In particular, we obtained all 273,110 open chromatin annotations for normal human astrocyte cells (cell type NH-A), the only cell type relevant to brain tissue that was available at this time, and used the LiftOver tool to map the coordinates to build hg18. For computing the overlap of heritable loci with known regulatory elements, we used publicly available data obtained from the ORegAnno database containing 23,206 known regulatory elements (35) downloaded on 19 November 2012. The majority (17,744 of 23,206, or 76%) of regulatory elements stored in ORegAnno are binding sites of CTCF; therefore, we restricted the regulatory elements to CTCF sites only. Determination of overlap between methylation loci and genomic annotations was computed using the BEDTools software (36).

Gene set enrichment testing

We performed gene set enrichment testing using FET, which tests whether the proportion of heritable methylation loci belonging to a gene set is larger than that expected by chance. We hypothesized that the FET P-values may be inaccurate because FET treats loci as independent and, therefore, does not account for correlated loci (2). Thus, we computed permutation-based P-values (using permutations of individuals) for the FET and found that the closed-form FET P-values were inflated. Consequently, we used the permutation-based P-values, from 200,000 permutations of the individuals, calling those with Bonferroni-corrected P-values <0.05 as significant.

Identification of genes preferentially expressed in brain regions using the same individuals

To identify genes that were preferentially expressed in each brain region (those expressed more highly in that region as compared with other regions), we used the matching gene expression data from our publicly available data set (GEO accession GSE15745). For this analysis, only individuals for whom all four brain regions were profiled (and were done so within the same batch) were kept, leaving 122 individuals. For each probe and each individual, the ranks of the probe intensities across the
Identification of genes preferentially expressed in brain regions using independent data

To identify genes that were highly expressed in brain tissue regions using independent data linked to a methylation locus, were considered. These genes were preferentially expressed.

RESULTS

The number of heritable loci depended on the window size for defining cis-acting SNPs

To find an optimal window size across all methylation loci for inclusion of cis-acting SNPs, we centred a window symmetrically around each methylation locus, extending the size of this window through 10kb, 50kb, 100kb, 500kb and 1Mb, and we also tried the entire local chromosome, as well as the entire genome. We then deemed the optimum window to be the one yielding the largest number of heritable methylation loci among those loci which had at least one SNP for every window size. As shown in Figure 1a, a window size of 50kb led to the highest number of heritable methylation loci. After more permutations to obtain more accurate P-values (see ‘Materials and Methods’ section), we found 654, 812, 600 and 636 heritable methylation loci for FCTX, TCTX, PONS and CRBLM, respectively. Although the number of heritable loci is similar for both the 50- and 100 kb windows, it is clear that using too large of a window (e.g. ≤10kb), dramatically reduced the number of heritable loci.

We believe that our loss of power to detect heritable loci when the window size was extended beyond 50 kb is related to the loss of power we observed when using LMMs to correct for confounding variables in genome-wide association studies (40,41), although we now have a better understanding of this effect (http://research.microsoft.com/apps/pubs/default.aspx?id=178646). In particular, in the present context, most SNPs influencing a methylation locus are expected to be physically near to the locus (i.e. are cis-acting); therefore they can be captured by a relatively small window such as the 50 kb window we identified in Figure 1a. Below this window size, many influential SNPs are likely to be missed, causing a downwards bias in the estimate of 𝜎_𝑖,𝑡,𝑐𝑖,𝑡 and, therefore, of heritability. With increasing window sizes, more and more extraneous SNPs are included in the RRM, causing an increase in the variance of the estimate of heritability. This bias-variance trade-off is perhaps best understood in light of the fact that an LMM with no fixed effects, using genetic similarities constructed from a set of SNPs, is equivalent to a form of linear regression of those SNPs on the phenotype. Thus, using extraneous SNPs in the estimation of the RRM is equivalent to using them as additional covariates in this form of linear regression, which increases the variance of the estimate of 𝜎_𝑖,𝑡,𝑐𝑖,𝑡 diminishing our power to detect heritable loci (𝜎_𝑖,𝑡,𝑐𝑖,𝑡 > 0). Therefore, in our analysis, as we included more and more SNPs up to and including a window which contained most influential SNPs (i.e. the 50 kb window), the downwards bias on heritability decreased (and the estimate of heritability increased). As we went beyond this optimal window size, an increasing proportion of extraneous SNPs were included in the RRM, up until the point where the variance of the estimate of heritability almost completely diminished our power to detect significantly heritable loci. This bias-variance effect would be mitigated by a larger sample size.

Figure 1b illustrates the number of SNPs included in the local sequence window, for all methylation loci, at the selected optimal 50 kb window size. Our locality result is similar to that found by Price et al. (42), where it was found that heritability of gene expression was primarily because of SNPs at cis loci. In the univariate SNP-methylation association analysis of Bell et al. (14), they examined SNPs within 100 kb, but found that most associations were actually within a few kilobases, whereas Gibbs et al. (13) reported finding a peak at 45 kb. However, as noted in (19), use of a stringent, multiple-testing correction to select significantly associated univariate SNPs, as done in these two studies, is likely to miss much of the weaker signal that the LMM can capture. Thus, it is not surprising that our analysis finds an optimal local window which is slightly larger than what one might have speculated from stringent univariate analyses.

We also found that heritable methylation loci tended to have larger number of SNPs within their windows than non-heritable loci: for CRBLM, the median number of SNPs in the 50 kb window was nine versus seven, whereas for all other tissues, the median number was
eight versus seven (all \( P < 10^{-8} \), Wilcoxon rank-sum test). This result suggests that with more SNPs, there is more power to uncover heritable methylation loci. The number of SNPs in each window are provided in Supplementary Table S1.

Figure 2 illustrates the distribution of estimated narrow-sense heritability over all 21000 methylation loci for all four regions (region-specific distributions were similar to one another). The mean estimated heritability of all methylation loci deemed heritable (aggregated across all four brain regions) was 29.9%, indicating the extent to which local sequence alone can account for variation in methylation at those loci. Across all loci (including those not deemed heritable), the mean estimated heritability was 2.8%.

**Concordance of heritable loci across brain regions and with eQTL and methQTL**

We next assessed the extent to which heritable methylation loci were shared across regions when using the 50 kb window size. We found that 181 loci were heritable across all four regions with mean estimated heritability of 41.4%, whereas 207 loci were heritable across at least three regions (Figure 3a). The estimated narrow-sense heritability shows generally good agreement among FCTX, TCTX and PONS (Figure 3b). Supplementary Table S2 reports the list of all methylation loci, their estimated heritability and the significance of association with their 50 kb cis-sequence window.

We compared the set of heritable loci to the set of methylation loci identified by Gibbs et al. as being associated with at least one cis-methylation quantitative trait locus (methQTL). We found that on average, 43% of each tissue’s set of heritable loci was identified as being associated with at least one cis-methQTL in the Gibbs study, indicating that we identified overlapping but distinct loci from that of Gibbs et al. (Figure 3c). We also identified on average 54% more methylation loci (with cis association) than did Gibbs et al. in their univariate scan. Note that their multiple-testing burden was larger because they also looked for trans-methQTLs. We next cross-referenced our list of heritable loci with the expression quantitative trait loci (eQTLs) reported by Gibbs et al. (first restricting the set of eQTLs to those within the 50 kb window of the 21000 methylation loci and whose target gene is the same gene as the one we assigned to the respective methylation locus). We observed that in three of the four tissues (all but PONS), the heritable methylation loci were enriched for genomic regions containing cis-eQTLs [Figure 3d; \( P = 1.05 \times 10^{-6} \) (FCTX), \( P = 3.16 \times 10^{-6} \) (TCTX), \( P = 0.076 \) (PONS), \( P = 0.0202 \) (CRBLM); FET].

To explore the relationship between heritable methylation loci in each of the four brain regions and levels of gene expression in these brain regions, we again used the expression data corresponding to our samples, now to identify genes preferentially expressed in each region—genes expressed higher in that region than in others (see ‘Materials and Methods’ section). We found that the genes assigned to heritable loci identified in the frontal cortex and cerebellum brain regions were significantly depleted in genes preferentially expressed in that region [\( P = 0.024 \) (FCTX), \( P = 6.20 \times 10^{-5} \) (CRBLM), \( P = 0.55 \) (TCTX), \( P = 0.90 \) (PONS), FET]. For a more general investigation of heritable loci and brain-specific expression, we obtained genome-wide expression profiles for 73 different cell types so as to identify those genes preferentially expressed in the brain compared with all other tissues. We found that heritable loci identified in three of the four brain regions (frontal
Figure 2. Narrow-sense heritability estimates over all methylation loci in all four brain regions. Loci were divided based on whether they were located in (a) CpG islands (15469 loci) or (b) not in CpG islands (5531 loci). Within each plot, loci are then further grouped based on whether they were identified as heritable. The smoothed histograms were constructed using density estimation with a Gaussian kernel with default parameters in R, and the y-axis is scaled to a maximum of 1. The number of individuals used in this analysis is reported in Table 1.

Figure 3. Concordance of heritable loci across the four brain regions and with eQTL and mQTL from Gibbs et al. (a) Number of heritable loci found to be overlapping in each of the four regions, using the 50kb window size. (b) Correlation of the estimated narrow-sense heritability for each methylation locus, between tissue regions, using only the 1451 loci that were significant in at least one region. (c) Breakdown of heritable methylation loci according to whether a locus was also found to have at least one cis-mQTL in the Gibbs study—‘common’ refers to a locus we identified as heritable and for which Gibbs found at least one mQTL; ‘Quon-specific’ means the locus was found to be heritable but did not have an mQTL in the Gibbs study; and ‘Gibbs-specific’ means Gibbs et al. found at least one mQTL for a locus that we did not find to have heritable methylation. (d) Percentage of heritable loci for which at least one eQTL was reported by Gibbs et al. for the gene nearest to the heritable methylation locus (and where the eQTL was within the 50kb window of the heritable locus), as compared with the number for all methylation loci. An asterisk indicates significant to a threshold of 0.05, as determined by a FET.
cortex, temporal cortex and cerebellum) were significantly depleted near genes expressed more highly in the brain compared with other tissues \( P = 4.64 \times 10^{-4} \) (FTCX), \( P = 4.44 \times 10^{-3} \) (TCTX), \( P = 2.32 \times 10^{-4} \) (CRBLM), \( P = 0.19 \) (PONS), FET. These results suggest that heritable loci are not regulating genes highly expressed in either brain-specific regions or whole-brain tissue, both of whom may be critical to brain function.

**Heritable methylation loci were enriched for genomic locations containing regulatory elements**

To assess the potential role of heritable methylation loci in gene regulation, we checked to see whether our heritable loci lay in regions previously annotated with genomic features that are indicative of gene regulatory elements. Using data from the ENCODE project (see ‘Materials and Methods’ section), we found that the heritable loci for all four brain regions were enriched in open chromatin regions \( P = 9.43 \times 10^{-3} \) (CRBLM), \( P = 0.02 \) (PONS), \( P = 0.0122 \) (FTCX), \( P = 0.018 \) (TCTX) FET. Furthermore, when comparing our heritable loci with known CTCF binding sites [by way of ORegAnno (35), see ‘Materials and Methods’ section] we also found significant enrichment for overlap between the heritable loci and these regulatory elements \( P = 0.031 \) (CRBLM), \( P = 0.035 \) (PONS), \( P = 0.035 \) (FTCX), \( P = 0.027 \) (TCTX), FET. CTCF is implicated in both diverse genomic regulatory functions (activation, repression, insulation) and the global organization of chromatin architecture (43). Furthermore, DNA methylation of CTCF’s binding site is the best understood mechanism for modulating CTCF binding (43). As an example, methylation of CpG loci within the CTCF binding site eliminates binding of CTCF in vivo and has been demonstrated to disrupt its regulatory activity at the methylated binding site (44). These results suggest that heritable loci may play a regulatory role in the expression of neighbouring genes by modulating binding and activity of regulators, such as CTCF.

We also investigated whether those methylation loci found to be heritable favoured any particular position relative to the nearest transcription start site (TSS). We found the heritable methylation loci for each brain region were enriched for loci lying outside of CpG-islands (all \( P < 1.84 \times 10^{-4} \), FET). Furthermore, as illustrated in Figure 4, we found that the heritable loci in the PONS tissue region were preferentially located downstream of the TSS relative to other methylation loci (median position relative to TSS was 72 versus \(-2 \) bp, \( P = 2.6 \times 10^{-3} \), Wilcoxon rank-sum test); we did not find similar preferences for the other three tissue regions (all other \( P > 0.57 \)). Heritable loci located much farther downstream from the TSS indicate possible genetic influence over alternative splicing events (45).

**Genes proximal to heritable methylation loci are involved in a variety of processes**

One of the primary roles of DNA methylation is to control gene expression of particular genes. We next identified whether heritable loci seemed to be controlling any specific classes of genes. To do so, we first assigned methylation loci to genes, based on proximity (see ‘Materials and Methods’ section). We then performed a gene set enrichment analysis on all genes assigned to heritable methylation loci, using 3607 gene sets from the Gene Ontology (GO) Process hierarchy, canonical biological pathways from the Molecular Signatures Database (MSigDB) and drug-targeted pathways from the Pharmacogenomics Knowledgebase (PharmGKB).

**DISCUSSION**

Epigenetic mechanisms, such as DNA methylation, play a critical role in controlling the gene expression programme of cells, which in turn is thought to have significant impact on phenotype (3). Epigenetic markers, therefore, represent a potential mechanism through which genetic variation can affect phenotype. Herein, we examined how *cis*-DNA sequence influences methylation across the human genome in four phenotypically normal brain regions from unrelated individuals. We found that between 3 and 4% of the tested loci were heritable with respect to an empirically selected optimal *cis* DNA window of size 50 kb. Furthermore, the heritable loci were shown to be
enriched in open chromatin regions, and also enriched in locations of known binding sites of CTCF, suggesting a functional role for at least some of these heritable loci in disrupting or modulating binding of transcription factors, such as CTCF. Also, genes associated with heritable loci in some of the brain regions were enriched in several pathways, including those involved in neurotransmitter processing, regulation of energy production and the immune system. None of the enriched gene sets are clearly brain region specific, suggesting the heritable loci we identified may be heritable in a wide range of tissues rather than brain-specific.

The number of heritable methylation loci depended on how large of a window of SNPs was considered local. We found that a window size of 50 kb was optimum in achieving a maximal number of heritable loci across all regions, and informs on a window in which the mechanistic action through which SNPs alter CpG methylation could be investigated. As the window size was extended beyond an optimal range, we hypothesize that the variance in the estimate of heritability became extremely high (especially with such a small cohort), and, therefore, that our ability to detect significance was diminished (http://research.microsoft.com/apps/pubs/?id=178646).

Our estimates of heritability were less than that reported in the twin-based study of Bell et al. (14), who found a mean genome-wide heritability of 18% from blood samples, as compared with our 3%. In Gervin et al. (18), heritability of the major histocompatibility complex region in cultured lymphocyte cells was investigated using a twin-based approach and was found to be low (2–16%). The discrepancy between our estimates and the twin-based estimates could be explained by unmeasured SNPs (46), the cohort or tissue in which measurements were performed, the upwards bias of twin-based studies (47–49) and limited sample size. Further studies should shed more light on this issue.

Figure 5. Gene set enrichment of the heritable loci in each of the four brain regions. (a) A black rectangle indicates significant enrichment ($\alpha = 5 \times 10^{-4}$) for the specified set and brain region combinations. (b) Network illustration of gene sets found to be enriched for heritable loci. Each node represents one gene set, whereas each edge represents an overlap of at least one methylation locus between the two gene sets. The size of each node is proportional to the number of methylation loci assigned to the respective gene set, and the width of each edge is proportional to the gene set coherence, defined as the number of loci in the overlap divided by the smaller size of the two gene sets. The legend depicts the minimum and maximum node sizes, as well as the edge width corresponding to the minimum gene set coherence (0.05) and maximum gene set coherence (1.0).
SUPPLEMENTARY DATA
Supplementary Data are available at NAR Online: Supplementary Tables 1–5.

ACKNOWLEDGEMENTS
The authors thank Jonathan Carlson and Carl Kadie for help with tools to manage and analyse the data, Jim Jernigan and the MSR HPC team for cluster support and anonymous reviewers for their suggestions. Division of Aging Biology and the Division of Geriatrics and Clinical Gerontology, NIA; Intramural Research Program, NIA.

FUNDING
Microsoft Research. Funding for open access charge: Microsoft Research.

Conflict of interest statement. J.L., C.L. and D. H. own stock in Microsoft.

REFERENCES


