Comprehensive experimental fitness landscape and evolutionary network for small RNA

The MIT Faculty has made this article openly available. Please share how this access benefits you. Your story matters.

<table>
<thead>
<tr>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>As Published</td>
<td><a href="http://dx.doi.org/10.1073/pnas.1307604110">http://dx.doi.org/10.1073/pnas.1307604110</a></td>
</tr>
<tr>
<td>Publisher</td>
<td>National Academy of Sciences (U.S.)</td>
</tr>
<tr>
<td>Version</td>
<td>Final published version</td>
</tr>
<tr>
<td>Accessed</td>
<td>Thu Dec 20 14:49:21 EST 2018</td>
</tr>
<tr>
<td>Citable Link</td>
<td><a href="http://hdl.handle.net/1721.1/89105">http://hdl.handle.net/1721.1/89105</a></td>
</tr>
<tr>
<td>Terms of Use</td>
<td>Article is made available in accordance with the publisher's policy and may be subject to US copyright law. Please refer to the publisher's site for terms of use.</td>
</tr>
<tr>
<td>Detailed Terms</td>
<td></td>
</tr>
</tbody>
</table>
Comprehensive experimental fitness landscape and evolutionary network for small RNA

José I. Jiménez*a,†, Ramon Xulvi-Brunetb,†, Gregory W. Campbellob, Rebecca Turk-MacLeodc, and Irene A. Chen*a,b,2

*aFAS Center for Systems Biology, Harvard University, Cambridge, MA 02138; and bDepartment of Chemistry and Biochemistry and Program in Biomolecular Sciences and Engineering, University of California, Santa Barbara, CA 93106

Edited by Peter Schuster, University of Vienna, Vienna, Austria and approved August 2, 2013 (received for review April 24, 2013)

The origin of life is believed to have progressed through an RNA world, in which RNA acted as both genetic material and functional molecules. The structure of the evolutionary fitness landscape of RNA would determine natural selection for the first functional sequences. Fitness landscapes are the subject of much speculation, but their structure is essentially unknown. Here we describe a comprehensive map of a fitness landscape, exploring nearly all of sequence space, for short RNAs surviving selection in vitro. With the exception of a small evolutionary network, we find that fitness peaks are largely isolated from one another, highlighting the importance of historical contingency and indicating that natural selection would be constrained to local exploration in the RNA world.

The nucleotide sequence of an organism’s genome determines its fitness in a given selective environment. All possible sequences of length L constitute a discrete sequence space containing 4^L points. Including fitness as another variable creates a “landscape” in sequence space, in which highly fit sequences occupy peaks (1, 2). Evolution can be thought of as a random walk on this landscape with a bias toward climbing peaks (3). Knowledge of the fitness landscape is a fundamental prerequisite for a quantitative understanding of evolution. Although several models of theoretical landscapes have been proposed (reviewed in refs. 4 and 5), there is a lack of empirical data. Landscapes based on RNA secondary structure have been explored computationally, but the relationship to function is unknown (6–10). Experimental efforts at determining a comprehensive fitness landscape are generally stymied by the astronomical size of sequence space, but synthesis of nearly every variant is feasible for relatively short sequences (i.e., RNAs with length L ≤ 30 nucleotides). Therefore, complete landscapes for short RNAs could be mapped in principle. Such landscapes are of particular interest for understanding evolution in the RNA world of early life (11–14).

Limited fitness landscapes localized around known functional sequences have been explored for proteins (15–17), viruses (18, 19), and functional nucleic acids, including ribozymes and ribosomal RNA (20–24). The local fitness landscape around a known RNA ligase ribozyme (L = 54) was mapped using high-throughput sequencing (25). However, random sampling of RNA and DNA sequence space can be done by in vitro selection, or SELEX, for de novo discovery of functional molecules (26–29). Such studies generally take very sparse samples of sequence space, owing to their focus on obtaining functional, and therefore longer, sequences. Thorough sampling techniques have been used to explore all possible DNA targets for a known DNA-binding protein (30). Such studies illuminate the biology of extant organisms but do not address the initial evolution of macromolecular activity. The entirety of a macromolecular fitness landscape has not yet been explored. Therefore, fundamental questions about the shape of fitness landscapes remain, such as the absolute frequency and distribution of fitness peaks in sequence space [in one review, estimates range over 45 orders of magnitude (31)]. An important unknown is whether sequence space contains “neutral networks” that connect distant sequences by evolution without loss of fitness (32–34); such networks are thought to be necessary for optimization by natural selection (1).

In this work, we determine the fitness landscape for nearly all possible short RNA sequences (starting pool with L = 24) during in vitro selection for binding to GTP agarose resin as a model selection for the RNA world (SI Appendix, Fig. S1). GTP was presumably an important “nutrient” molecule for the RNA world, so RNAs that could sequester GTP would be associated with greater fitness. Isolated examples of longer GTP aptamers are known (35). The short length studied here does not preclude functional activity, because even shorter RNAs have been found during ribozyme selections (36), although longer sequences are more common in longer pools up to a point (37, 38), and activity correlates positively with length [or more precisely, with functional information (39)]. Our results give an experimental determination of a comprehensive fitness landscape. A limited neutral network is present, but most fitness peaks are evolutionarily isolated from one another.

**Results**

**Starting Library.** High-throughput sequencing (HTS) of the synthetic RNA library showed good coverage of sequence space, with a monomer ratio of 0.225:0.282:0.236:0.257 (A:C:G:U) in the sequence reads (Materials and Methods). These ratios suggest that >99.99% of the possible 4^L sequences are represented in the library (SI Appendix, Fig. S2) with roughly ~1,000 copies of each sequence present on average. The experimental duplicates were done using two separate synthesizes of the starting pool.

**Selection Progress.** Bulk GTP binding of the pool increased as the selection progressed (SI Appendix, Fig. S3A). At the same time, a small cohort of sequences came to represent a disproportionate fraction of the pool by round 3 (SI Appendix, Fig. S3B), suggesting the enrichment of fit sequences and a diminishment of

**Significance**

Evolution by natural selection is driven by fitness differences, which define a “fitness landscape” in the space of all possible genetic sequences. Understanding the landscape is critical for understanding and predicting natural selection, yet very little is known about the structure of a real fitness landscape. Here we experimentally determine the complete fitness landscape of small RNA selected to interact with GTP, a building block for early life. We find that the landscape is composed of largely disconnected islands of active sequences. This scenario suggests that natural selection under these conditions would be constrained to local exploration of sequence space but that replaying the initial emergence of a functional RNA could lead to a different outcome.


The authors declare no conflict of interest.

This article is a PNAS Direct Submission.

1J.I.J. and R.X.-B. contributed equally to this work.

2To whom correspondence should be addressed. E-mail: chen@chem.ucsb.edu.

This article contains supporting information online at www.pnas.orglookup/suppl/doi:10.1073/pnas.1307604110/-/DCSupplemental.

www.pnas.org/cgi/doi/10.1073/pnas.1307604110

PNAS Early Edition | 1 of 6
unfit sequences. Relatively few peaks survived by the end of round 4, prompting an end to the selection.

**Fitness Landscapes.** To reconstruct the fitness landscape after each round, the relative fitness of each sequence identified by HTS was estimated from its relative frequency in the sequence reads for that sample, corrected for biases in RNA synthesis and ligigation. Sequences related to the HTS adapter sequences were removed from analysis. In addition, because an abundant sequence would produce several spurious point mutants through sequencing errors, frequencies were also corrected for the estimated contribution from this process. Corrected relative frequencies are referred to as “fitness” (Materials and Methods). The correction procedure did not substantially alter the pattern of frequencies observed per round (SI Appendix, Fig. S4). Sequences were grouped into families, corresponding to fitness peaks, if a small number of mutations could convert the sequence into the most fit sequence of that peak (≤3 single-base substitutions, insertions, or deletions, i.e., an edit distance of ≤3) (40). The selection experiment was performed twice independently, to ascertain the reproducibility of the results. The structure of the fitness landscape is shown in Fig. 1A.

Nonfunctional, unfit sequences are likely to comprise the vast majority of possible sequences. These represent a substantial source of random noise in the HTS data, which presumably decreases over the course of the selection. We therefore required that each peak contain at least two unique sequences. Very few sequences appeared in isolation, that is, without closely related sequences being simultaneously identified (SI Appendix, Table S1). To verify the significance of the detected peaks, we performed a replicate selection experiment. Because the number of possible spurious sequences is very large, the chance that the same spurious peak would be detected in more than one experiment is extremely small. The significant peaks found after each selection round are given in Fig. 2 (also SI Appendix, Table S2). Fifteen peaks were found in common between the two experiments. The fraction of peaks found in common was highest in round 3, and we therefore focused our attention on the data from this round. Overall, the fitness for a given sequence in both experiments was correlated (Pearson’s r = 0.79 for sequences detected in both experiments; SI Appendix, Table S3 shows individual peaks) (Fig. 1B). Reproducibility between experiments also indicates that sequence space was largely covered, because sparse sampling in the initial library would yield different results in a repeated experiment.

**Fitness Peaks and Functional Information.** To determine whether certain areas of sequence space were enriched for functional peaks, we compared the distribution of interpeak distances with a control distribution generated from random sampling of the same number of sequences. The observed distribution was similar to the control distribution (Fig. 3A), with the exception that peaks in a small subset were more closely related to one another than expected by random chance (Evolutionary Pathways, discussed below).

Within individual peaks, average and median fitness dropped as the edit distance from the peak center increased (SI Appendix, Fig. S10). In general, the drop in fitness was most pronounced for the single mutants; additional mutations tended to affect fitness to a lesser degree.

We found a statistically significant correlation between peak rank according to fitness and number of unique sequences in the peak, suggesting that higher fitness peaks are more robust to mutation (Spearman’s ρ ~ −0.5 to −0.6; SI Appendix, Fig. S11). However, previous work analyzing RNA aptamers and ribozymes indicated that greater activity is correlated with greater specification of the sequence, that is, “functional information,” suggesting that more active sequences are correspondingly more difficult to find in random sequence space (39). We calculated the functional information for the 15 peaks found in common between the two experiments. Functional information measured from one experiment correlated well with that measured in the second experiment but did not seem to be well correlated with peak fitness or number of sequences within a peak in

![Fig. 1. Fitness landscape. (A) Network representation. Each sequence is represented by a point whose color indicates relative fitness (red is high; green is low). Related sequences are clustered around the fittest sequence, with successive rings of single, double, and triple mutants. The darkness of the lines indicates the number of mutations needed to convert one peak sequence into another (see legend). The data shown are all detected sequences from round 3 for one replicate experiment; peaks highlighted in blue were also found in the second replicate (SI Appendix, Figs. S5–S8 give peak identification and other rounds). (B) Reproducibility of fitness in two replicate experiments. All peaks are shown; sequences detected in only one replicate are shown at fitness 0 in the other replicate. The dotted line is the line of best fit for log-transformed data (ln y = 0.33 +0.74*ln x; r = 0.79 for sequences detected in both experiments).](image-url)
Peaks tended to be recovered in greater amounts as flow-through from agarose resin and also as elution from the GTP agarose resin, compared with the initial pool and control sequences (SI Appendix, Fig. S13 and Table S5). Ligation efficiency for each sequence was estimated as described in Materials and Methods, and no clear difference was seen between the peak sequences and other sequences (SI Appendix, Fig. S13 and Table S5). PCR efficiency was measured for each sequence and tended to be higher for peak sequences than for others (SI Appendix, Fig. S13 and Table S5). The relative efficiencies in each process were multiplied together to obtain a crude survival score for each sequence (Fig. 4A). Although this decomposition of fitness is oversimplified, most peak sequences showed significantly higher survival scores compared with the controls. Interestingly, peak sequences from round 3 with lower survival scores did not survive into round 4 (Fig. 2), suggesting that further selection removed these lower-activity sequences.

**Predicted Secondary Structures.** The minimum free-energy secondary structures of the sequences identified in the peaks were predicted using a nearest-neighbor thermodynamic model. Of the 15 peak sequences shared in common between the replicate selection experiments, 11 were predicted to have folds with free energies of $-0.4$ to $-3.7$ kcal/mol (SI Appendix, Fig. S14). Four did not have predicted folds, which could be consistent with an induced-fit mechanism of folding in the presence of ligand (41, 42). For peaks with substantial folding energies, the predicted secondary structure tended to be conserved within the peak (Fig. 4B). The structural conservation index (SCI) has been proposed as a measure of such conservation; noncoding, structured RNAs tend to have SCI $>0.5$ (43, 44), as did several of our peaks (SI Appendix, Fig. S14). However, the utility of the SCI may be limited here, because it does not consider fitness differences within a peak and cannot account for folding by induced fit.

**Discussion**

In this work, we determine properties of a fitness landscape of short RNA molecules. We define fitness in terms of the relative survival of sequences during an in vitro selection on immobilized GTP, selecting for sequences that might sequester this nutrient molecule. We began with a pool that nearly saturated sequence space with $\sim 1,000$-fold coverage. The selection process whittled away the vast majority of sequences and a small fraction survived. We avoided PCR amplification between rounds to minimize amplification bias. However, in this approach, sequences that are lost during the selection cannot be recovered (e.g., by mutation during amplification of related sequences). In principle, this limits the resolution for defining the fitness landscape in sequence space. Nevertheless, we observed reasonable concordance between the experimental replicates, indicating that loss of sequences did not obscure the landscape. Interestingly, the yield of recovery of a radiolabeled RNA sequence increases as the total amount of RNA decreases (SI Appendix, Fig. S15), possibly owing to increased availability of binding sites on the GTP agarose resin, suggesting that sequences that survived the initial rounds would have been better able to survive subsequent rounds.

Although we avoided PCR between selection rounds, the fitness of a sequence is likely to be influenced by multiple factors, such as survival during sample preparation and PCR efficiency before sequencing. Indeed, the relationship between representation during in vitro selection and molecular activity is not consistent (45). Fitness in the RNA world would have been even more complex and determined by replication efficiency, survival probability, and environmental variables. However, in vitro laboratory selections can model molecular activities that influence “true” fitness and thus can be informative about prebiotic fitness landscapes.

Our results show a peak density of $\sim 10^{-13}$ in the total space of possible sequences ($\sim 15$ peaks in $4^{24}$ sequences) for the particular selection undertaken here. This density depends on the definition of fitness, including the environmental conditions, and these experiments (SI Appendix, Fig. S12). One possible reason for the difference between the studies is the length, and therefore the potential activity, of the selected sequences; whereas the present selection began with 24-mers, the prior study used a longer region (64 nt) (39), which would presumably allow tighter binding and therefore have greater power to resolve a correlation with activity. Also, functional information in ref. 39 was determined by selecting for peak sequences instead of a pool of sequences. It is possible that the observed differences are due to an experimental bias. However, the utility of the SCI may be limited here, because it does not consider fitness differences within a peak and cannot account for folding by induced fit.

**Evolutionary Pathways.** Although most peaks were not very closely related, we studied whether potential evolutionary pathways could be found within the experimental dataset that connected peak sequences. We did find pathways connecting a subset of peak sequences (m10j11, m06j06, and m01j03) in both replicates (Fig. 3B). Upon inspection, these peaks were found to share a common 12-base motif (Fig. 3C), with most variants having insertions or deletions at the 5' or 3' ends. This motif was also identified independently using the Gibbs Motif Sampler (no other motifs were found among the 15 peaks found in common between the two experiments). For the majority of peak pairs, it was not possible to find step-by-step mutational pathways through the observed sequence data.

**Biochemical Characterization and Fitness.** The apparent fitness of a sequence during the selection is likely to be influenced by several experimental factors in addition to the interaction with GTP agarose resin, such as the efficiency of preparation for Illumina sequencing (ligation to adapter sequences and amplification during PCR). We assayed binding to agarose resin, binding to GTP agarose resin, and PCR efficiency for 14 peak sequences, the initial pool, and four control sequences (SI Appendix, Text S1 for methods; Table S4 gives a list of sequences).
the threshold for detection. Our selection detected relatively low affinity sequences ($K_d$ in the low millimolar range; SI Appendix, Fig. S16), presumably owing to the high concentration of GTP used for elution, suggesting that this is an upper limit for peak density in this type of selection under relatively constant conditions. The peak density measured here should be considered a single snapshot of the fitness landscape, because the density would increase if multiple conditions were tested and the peaks were aggregated together. The distribution of peaks in sequence space was largely indistinguishable from random expectation. Such a sparse distribution is expected to fall below the percolation threshold, signifying a structure of isolated fitness “islands” (5, 46). This distribution contrasts with the predicted landscape for RNA secondary structure, which is characterized by large neutral networks (9). Indeed, only a few evolutionary pathways connecting a small subset of peaks were found in our data. At a mechanistic level, the generally disconnected nature of the fitness landscape may correspond to multiple possible modes of binding (47), although nucleotide-binding aptamers also sometimes share a similar mode of binding (48). Our study determined the connectivity of the landscape directly, without reference to the mode of binding. The finding of low connectivity implies that the role of historical contingency (e.g., the RNA sequences that happened to be present during the origin of life) might have been relatively large in a constant landscape, because substantial movement through sequence space would lead to low fitness sequences that represent evolutionary dead ends. Mechanisms causing large leaps through sequence space, such as ligation, recombination, or multiple simultaneous mutations (49–52), would be important for crossing fitness valleys. Perturbations to the landscape, such as environmental change, might also uncover evolutionary pathways. Indeed, the RNA landscape itself is likely to be highly dependent on conditions such as ionic composition (e.g., the concentration of Mg$^{2+}$ and other divalent cations), presence of cofactors, temperature, and water activity, and therefore may be quite dynamic in response to changing conditions (53, 54). Fitness peaks for one functional activity can be near in sequence space to peaks for another activity, potentially leading to adoption of new function (55–58), suggesting that changing selection conditions could have an important role. Further studies are required to evaluate the generality of these findings, their robustness to environmental conditions, and possible mechanisms for optimization within the fitness landscape. Nevertheless, our study suggests that replaying the “tape of life” at the very origin of life might lead to quite different results.

**Materials and Methods**

**Synthesis of the Library.** The library of 24-mer random RNA oligonucleotides was synthesized by University Core DNA Services at the University of Calgary (UCDNA) using the following composition; A:C:G:U = 0.95:1.43:0.66:0.96. This ratio was found to maximize the evenness of the distribution of the four bases, as measured by illumina sequencing of the initial library (the procedure is discussed below). The library was synthesized at 1-μmol scale (yielding 2.8–6.6 mg, on the order of 10^15 molecules). The desalted RNA was resuspended in 100 μL of water before use. Separate syntheses were used for replicate experiments. The nucleotide frequencies for the initial library were 24.4% A, 29.5% C, 23.3% G, and 22.8% U for one replicate and 22.5% A, 28.2% C, 23.6% G, and 25.7% U for the other.

**Selection.** Two successive purification steps composed each round of selection (SI Appendix, Fig. S1). The RNA samples were first subjected to a negative selection on an agarose resin. The unbound RNA from that step was then loaded into a GTP agarose resin (γ-phosphate-linked; >6 μmol/mL). Both resins were obtained from Innova Biosciences. The appropriate volume of fresh resin (50–200 μL) was packed into Pierce Spin (initial round) or MicroSpin columns (subsequent rounds) (Thermo Scientific) and washed and equilibrated with water and at least three volumes of binding buffer [20 mM Tris- HCl (pH 7.5), 300 mM NaCl, and 5 mM MgCl2].

labeled in the plot. Pathways among the three main peaks were identified in both replicates; the smallest peak (m13) was only identified in one replicate.
Before the selection, 100 pmol of the RNA pool were radioactively labeled at the 5′ end using T4 polynucleotide kinase (New England Biolabs) and [γ-32P]ATP (Perkin-Elmer) following the manufacturer’s instructions. The resulting radiolabeled RNA was precipitated with ethanol, resuspended, and mixed with the remaining cold RNA pool. Gel analysis of the radiolabeled RNA showed that the amount of free radiolabel in the resuspended pellet was negligible.

The RNA pool was mixed with an appropriate amount of 5x binding buffer and water to obtain a solution in 1x binding buffer at a volume equal to the resin volume at that step. The resin volume was 20 μL in round 1 and 50 μL in subsequent rounds. The solution was incubated at 65 °C for 5 min, cooled down at room temperature for 5 min, and loaded onto the agarose column. After 15 min of incubation, the unbound RNA was removed from the column by brief centrifugation at 1,000 × g in a microfuge. The recovered solution was then loaded into the GTP agarose resin and incubated for 15 min at room temperature for 5 min, and loaded onto the agarose column. After elution, samples were brought to a volume of 500 μL by addition of water and desalted on a Sephadex PD midi Trap G-25 column (GE Healthcare) containing 25 mM GTP (Sigma-Aldrich) followed by centrifugation at 1,000 × g.

After elution, samples were brought to a volume of 500 μL by addition of water and desalted on a Sephadex PD midi Trap G-25 column (GE Healthcare). Fractions were collected (~1 mL). The first fractions eluting contained the radiolabeled RNA were collected and dried in a speed-vac. Pellets were resuspended in 50 μL of water and two aliquots of 5 μL each were taken either for deep sequencing or for relabeling with [γ-32P]ATP, following the procedure described above, to be used in the next round of selection. No PCR amplification was performed on the RNA carried to the next round.

As a positive control, the class-III GTP aptamer (39) with the sequence 5′-ggacagaagcagcuaaagcagaag-3′ created artificially from the sequence families, whereas distances greater than 8 created spurious connections between peaks (causing peaks to collapse together). Intermediate distances of 4 to 8 were also tried, but they did not change the number of peaks or their features, and seemed to add only sequences of relatively low fitness. Because the probability of detecting the same peak in two different experiments by chance is exceedingly small (~10^-10 assuming peaks contain 1,000 sequences), we set a fitness cutoff so as to maximize the overlap of peaks between the two replicates. Peaks below this fitness level were not analyzed further. All analyzed peaks contained at least one sequence above this cutoff. This threshold allowed us to focus our analysis on the most important peaks. Distances thresholds other than 3 were also tried, but it was found that distances below 3 created artificial separations within sequence families, whereas distances greater than 8 created spurious connections between peaks (causing peaks to collapse together). Intermediate distances of 4 to 8 were also tried, but they did not change the number of peaks or their features, and seemed to add only sequences of relatively low fitness. Because the probability of detecting the same peak in two different experiments by chance is exceedingly small (~10^-10 assuming peaks contain 1,000 sequences), we set a fitness cutoff so as to maximize the overlap of peaks between the two replicates. Peaks below this fitness level were not analyzed further. All analyzed peaks contained at least one sequence above this cutoff. This threshold allowed us to focus our analysis on the most important peaks, 20 from replicate 1 and 22 from replicate 2, with 15 peaks common to both replicates. All analyzed peaks contained at least one sequence above this cutoff. This threshold allowed us to focus our analysis on the most important peaks, 20 from replicate 1 and 22 from replicate 2, with 15 peaks common to both replicates. Isolated sequences above this threshold were also recorded.

A metric based on the Hamming distance was also considered as the measure of evolutionary distance. For this metric, the usual Hamming distance was used if the two sequences were of identical length. For sequences of different length, the minimum Hamming distance among the possible alignments (without gaps) was used. Using this metric, peaks tended to contain fewer sequences, but no essential difference with the analysis using the edit distance was seen.

**Estimation of Fitness from Observed Sequence Frequency.** The fitness of a sequence was estimated from its observed frequency in the sequence reads, corrected for expected sequencing errors, biases during adapter ligation, and the expected abundance of the sequence in the initial pool given biases during synthesis. A complete description of the fitness estimation is given in SI Appendix, Text S1.

**Computer Analysis of Evolutionary Networks.** Evolutionary distance was defined as the minimum number of operations required to convert one sequence into another, in which operations could be single-base insertions, deletions, or substitutions. This distance is also known as the edit distance (40). Sequences were organized into families, or fitness peaks, containing at least two sequences, according to the following algorithm. First, a sequence was randomly chosen from the pool of sequence reads. The fitness of this sequence was then compared with the fitness of all its neighboring sequences, that is, all sequences that could be converted into the chosen sequence with three or fewer single-base operations. Neighbors were found by performing pairwise sequence comparisons base-by-base until a difference was found, at which point single-base edits were introduced until either the second sequence was converted into the first or more than three edits were required. This method was exhaustive in testing all possible combinations of edits (3L possible substitutions, 4L + 1 possible insertions, L possible deletions) to relate two sequences up to a distance of 3, and the lowest number of edits was taken to be the edit distance. Sequences without any neighbors were designated as isolated sequences. If a nonisolated sequence had a higher relative fitness than all of its neighbors, it was defined as a peak center. A peak consists of the peak center and all of its neighbors. Edit distance thresholds other than 3 were also tried, but it was found that distances below 3 created artificial separations within sequence families, whereas distances greater than 8 created spurious connections between peaks (causing peaks to collapse together). Intermediate distances of 4 to 8 were also tried, but these did not change the number of peaks or their features, and seemed to add only sequences of relatively low fitness. Because the probability of detecting the same peak in two different experiments by chance is exceedingly small (~10^-10 assuming peaks contain 1,000 sequences), we set a fitness cutoff so as to maximize the overlap of peaks between the two replicates. Peaks below this fitness level were not analyzed further. All analyzed peaks contained at least one sequence above this cutoff. This threshold allowed us to focus our analysis on the most important peaks, 20 from replicate 1 and 22 from replicate 2, with 15 peaks common to both replicates. Isolated sequences above this threshold were also recorded.

A metric based on the Hamming distance was also considered as the measure of evolutionary distance. For this metric, the usual Hamming distance was used if the two sequences were of identical length. For sequences of different length, the minimum Hamming distance among the possible alignments (without gaps) was used. Using this metric, peaks tended to contain fewer sequences, but no essential difference with the analysis using the edit distance was seen.
Motif analysis and secondary structure prediction were done using the Gibbs Motif Sampler (59), mfold from the Matlab 2011b Bioinformatics toolbox, and RNAz (43). Details are given in SI Appendix, Text S1.

Calculation of Functional Information. To calculate functional information for a peak, sequences were aligned, including gaps, and the information content at each site was calculated based on a previously described measure (39).

SI Appendix, Text S1 gives details.


ACKNOWLEDGMENTS. We thank Sudha Rajamani, Jack Szostak, Martin Novak, David Liu, Eugene Shakhnovich, and James Carothers for discussions. I.A.C. was a Bauer Fellow at Harvard University and is a Simons Investigator (Grant 290356 from the Simons Foundation). J.I.I. was a Foundational Questions in Evolutionary Biology (FQEB) fellow at Harvard University sponsored by the John Templeton Foundation. R.X.-B. received a fellowship from the Human Frontiers Science Program. This work was supported by National Institutes of Health Grant GM068763 to the National Centers of Systems Biology and Grant RFP-12-05 from FQEB.

6 of 6 | www.pnas.org/cgi/doi/10.1073/pnas.1307604110
Jiménez et al.