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Abstract
Cancer is a leading cause of death both in the United States and worldwide. In this
thesis we use machine learning and optimization to identify effective treatments for
advanced cancers and to identify effective screening strategies for detecting early-stage
disease.
In Part I, we propose a methodology for designing combination drug therapies for
advanced cancer, evaluating our approach using advanced gastric cancer. First, we
build a database of 414 clinical trials testing chemotherapy regimens for this cancer,
extracting information about patient demographics, study characteristics, chemotherapy regimens tested, and outcomes. We use this database to build statistical models
to predict trial efficacy and toxicity outcomes. We propose models that use machine
learning and optimization to suggest regimens to be tested in Phase II and III clinical
trials, evaluating our suggestions with both simulated outcomes and the outcomes of
clinical trials testing similar regimens.
In Part II, we evaluate how well the methodology from Part I generalizes to
advanced breast cancer. We build a database of 1,490 clinical trials testing drug
therapies for breast cancer, train statistical models to predict trial efficacy and toxicity
outcomes, and suggest combination drug therapies to be tested in Phase II and III
studies. In this work we model differences in drug effects based on the receptor
status of patients in a clinical trial, and we evaluate whether combining clinical trial
databases of different cancers can improve clinical trial toxicity predictions.
In Part III, we propose a methodology for decision making when multiple mathematical models have been proposed for a phenomenon of interest, using our approach
to identify effective population screening strategies for prostate cancer. We implement
three published mathematical models of prostate cancer screening strategy outcomes,
using optimization to identify strategies that all models find to be effective.
Thesis Supervisor: Dimitris Bertsimas
Title: Boeing Leaders for Global Operations Professor
Co-Director, Operations Research Center
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Chapter 1
Introduction
Cancer is a leading cause of death worldwide, causing 8.2 million deaths worldwide in
2012, and 14.1 million new cases of cancer were diagnosed that year [165]. This leads
to a large global economic burden: The total cost in the first year after diagnosis
of all new cancer cases in 2010 was an estimated $290 billion, and that number will
increase to an estimated $458 billion for new cancer cases diagnosed in 2030 [30].
Given the enormous global health impact and cost of cancer, it is unsurprising
that screening and treatment for cancer have received significant attention in operations research (OR) and related communities. OR researchers have studied optimal
population cancer screening strategies for decades, modeling strategies for a wide
variety of cancers including breast cancer [19, 20, 81, 107, 123, 144, 154], cervical
cancer [120, 125], and colorectal cancer [47, 85, 117]. Research into cancer treatment
has considered many angles, including decision making in pharmaceutical research
and development [73, 145, 160], clinical trial design [7, 27, 28], radiation therapy
planning [32, 42, 146, 158, 159], optimizing chemotherapy dosing schedules [5], sequential decision making in cancer treatment [105, 151], and individualized mortality
prediction [116, 149, 180].
This dissertation breaks new ground by applying OR techniques to cancer screening and treatment in two new ways. First, we develop a framework for learning from
large databases of clinical trials that test drug therapies for cancer, providing patients and oncologists with information about the therapies that have been tested to
19

date, developing statistical models that could be used by clinical trial planners to
prioritize which therapies are tested in new trials, and using optimization to design
novel combination drug regimens. Additionally, we develop an approach for identifying population screening strategies for cancer that perform well when evaluated
by mathematical models of screening effectiveness that have structural differences;
this robustness to model structure could improve decision makers’ confidence in the
quality of the identified strategies.

1.1

Models to Design Drug Regimens for Advanced
Cancer

Advanced cancer occurs when the disease has spread within a patient’s body; for most
forms of cancer, patients’ long-term prognosis is poor when they reach this disease
stage and treatment focuses on extending life and improving quality of life. Combination drug therapy, in which patients are treated with multiple drugs, is a popular
treatment option for advanced cancers, as evidence from randomized controlled trials
suggests that these therapies extend patient survival compared to single-agent drug
therapies [40, 56, 67, 172]. Given the large number of drugs available to treat each
advanced cancer and the many dosing schedules that could be used for each drug,
there is an enormous number of feasible combination drug regimens for each advanced
cancer.
Oncology researchers use clinical trials to evaluate the effectiveness of new therapies — a Phase I study evaluates the safety of a proposed therapy, a Phase II study
further evaluates safety and also evaluates efficacy, and a Phase III clinical trial
performs a large, randomized comparison of a therapy against a standard regimen.
Clinical trials are expensive, costing on average more than $10 million for Phase II
studies and $20 million for Phase III trials [153]; these costs are typically incurred
either by a pharmaceutical company or the government.
Given the significant costs of running trials and the large number of potential com20

bination drug therapies that could be tested, researchers use a number of techniques
to identify promising drug regimens. Clinical trials often cite in vitro or animal experimentation as motivations for testing a new drug regimen, and other tools such as
molecular simulation [45] and virtual clinical trials [108] are also available to help design new regimens. Researchers further rely on previously published randomized controlled trials in a systematic way through meta-analyses, which test a hypothesis by
combining the results of all published randomized trials that evaluate that hypothesis.
While meta-analyses can provide broad guidance in clinical trial design, for instance
showing that combination chemotherapy regimens for advanced gastric cancer yield
longer survival than single-agent regimens [172] or that anthracycline-containing combination chemotherapy regimens for advanced breast cancer yield longer survival than
non-anthracycline-containing combination chemotherapy regimens [67], they cannot
be used to predict the efficacy of a specific untested drug regimen and do not incorporate evidence from any non-randomized clinical studies. Researchers also rely on
evidence from the literature collected in a non-systematic way, often referencing a
successful Phase II study as motivation for testing a particular regimen.
In this dissertation, we present a framework for constructing and learning from
large databases of clinical trials that test combination drug therapies. Like metaanalysis, our approach relies on previously published clinical trials in a systematic way.
Unlike meta-analysis, our approach incorporates information from non-randomized
studies, can be used to predict efficacy and toxicity outcomes for proposed therapies,
and can be used to design totally new combination drug regimens. The framework
includes the following steps:

∙ Clinical trial database: We first perform a literature review to identify all
Phase II and III clinical trials that test drug regimens for the cancer of interest,
extracting information about the patients in the study, the study itself, the drugs
being tested, and efficacy and toxicity outcomes of interest. This database could
be used by cancer patients and their doctors to observe the outcomes of the full
set of drug therapies that have been tested to date for a particular cancer.
21

∙ Statistical models for efficacy and toxicity outcomes: We train statistical
models using the results of previously published clinical trials and use these
models to predict survival and toxicity outcomes of new clinical trials, evaluating
regimens whose drugs have individually been tested before, but potentially in
different combinations or dosages. These models could be used by clinical trial
planners to prioritize a portfolio of proposed clinical trials, focusing on the ones
most likely to exhibit high efficacy and acceptable toxicity.
∙ Optimization models to design new combination drug therapies: We
propose and evaluate tools for suggesting novel drug therapies to be tested in
Phase II studies and for selecting previously tested regimens to be further evaluated in Phase III clinical trials. Our methodology balances the dual objectives
of exploring novel drug therapies and testing treatments predicted to be highly
effective, and it could be used by clinical trial planners to identify promising
therapies for testing.

In Chapter 2, we present this framework in detail, demonstrating that it is feasible
by building a clinical trial database, statistical models, and optimization models for
advanced gastric cancer drug therapies. In Chapter 3, we test the degree to which the
framework generalizes to advanced breast cancer, again performing all three steps of
the framework for that disease. We further investigate whether data from multiple
cancers can be combined to improve the quality of toxicity predictions.

1.2

Optimizing Screening Strategies Using Multiple
Mathematical Models

Early detection of cancer via screening has the potential to improve long-term prognosis, and the U.S. Preventative Services Task Force (USPSTF) recommends population
screening for breast cancer [169], cervical cancer [128], and colorectal cancer [168],
additionally encouraging screening in high-risk populations for lung cancer [130].
22

Many population screening strategies are possible for a given cancer, which vary
based on the age to start and stop screening, the interval between consecutive screening tests, and the age-specific modality or intensity of screening. Given the infeasibility of comparing a large number of strategies with a randomized controlled trial
(RCT) coupled with the large enrollment and long follow-up needed for a screening
RCT, mathematical modeling is a popular tool for evaluating competing screening
strategies. Many models of cancer screening and treatment have been published in
the OR and medical literatures.
There is considerable uncertainty in mathematical models for cancer screening
regarding the natural history of cancer in the human body, the ability of screening
tests to detect cancer, and the impact of subsequent treatment of screen-detected
cancers. Uncertainty about parameters in mathematical models, such as the agespecific cancer incidence rate or the rate at which untreated cancer advances in stage,
has received considerable attention in the modeling literature. Sensitivity analysis
and probabilistic sensitivity analysis [59] can be used to determine the uncertainty
in model outcomes based on parameter uncertainty, while methodologies such as
stochastic optimization [29], robust optimization [24], and robust control [184] can be
used to make decisions that perform well across a range of possible parameter values.
In this dissertation, we instead focus on the structural uncertainty of models,
which captures uncertainty due to the simplifications and assumptions made as part
of the modeling process [31]. Examples of structural uncertainty include the probability distribution selected to model the dwelling time before a cancer advances
in stage or whether a stage-shift or cure model is used to capture screening benefit [174]. Traditionally, structural uncertainty is quantified using a comparative
modeling approach, in which multiple models with different structures are used to
evaluate proposed health interventions. If models with different structures yield the
same or similar conclusions about the effectiveness of a health intervention, this could
increase the confidence of a decision maker in the accuracy of those conclusions. Comparative modeling approaches have been used to identify effective screening strategies
for many cancers including colorectal cancer [178], breast cancer [124], and lung can23

cer [53]. The results of the models in a comparative modeling study can be combined
through model averaging, in which the average or weighted average of model outcomes is used to assess a health intervention [31], though in practice results are often
presented separately for each model, with differences discussed in the text of the
study [53, 124, 178].
In this dissertation, we present a framework for identifying health interventions
that perform well across all models in a comparative modeling study, using mathematical optimization to identify effective interventions from a large set of competing
strategies. We extend previous work by considering not only the average of models’
assessments of strategies but also the most pessimistic assessment, giving decision
makers tunable control over the degree of conservatism to take when identifying effective interventions.
In Chapter 4, we present this framework in detail and use it to identify prostate
cancer screening strategies that perform well across three structurally different models of screening for that disease. We show that strategies found to be effective by one
mathematical model in a comparative modeling setting may not be found effective
by all models, highlighting the importance of considering all models when evaluating
screening strategies. We further show that our approach can mitigate some weaknesses of unweighted model averaging, which can favor overly aggressive screening
strategies. Finally, we discuss how our framework could be applied in a broad array
of comparative modeling settings, including evaluating strategies to screen for other
cancers, to screen for other diseases, to prevent infectious diseases, and to control
chronic diseases.
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Chapter 2
Designing Chemotherapy Regimens
for Advanced Gastric Cancer
2.1

Introduction

Cancer is a leading cause of death worldwide, accounting for 8.2 million deaths in
2012. This number is projected to increase, with an estimated 13.1 million deaths
in 2030 [177]. The prognosis for many solid-tumor cancers is grim unless they are
caught at an early stage, when the tumor is contained and can still be surgically
removed. At the time of diagnosis, the tumor is often sufficiently advanced that it
has metastasized to other organs and can no longer be surgically removed, leaving
drug therapy or best supportive care as the best treatment options.
A key goal of oncology research for advanced cancer is to identify novel chemotherapy regimens that yield better clinical outcomes than currently available treatments [139, 148]. Phase II clinical trials are used to evaluate the efficacy of novel
regimens, with a focus on exploring treatments that have never been previously tested
for a disease — in this chapter we found that 89.4% of Phase II trials for advanced
gastric cancer test a new chemotherapy regimen. While some trials evaluate a new
drug for a particular cancer, the majority (84.6% for gastric cancer) instead test novel
combinations of existing drugs in different dosages and schedules; in this chapter we
focus primarily on this type of chemotherapy regimen. The most effective regimens
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identified in Phase II trials are then evaluated in Phase III studies, which are large
randomized controlled trials comparing one or more experimental regimens against
a control group treated with the best available standard chemotherapy regimen [70].
Treatments that perform well against standard treatments in Phase III trials may
then be considered new standard regimens for advanced cancer; identifying such regimens and thereby improving the set of treatments available to patients is a key goal
of oncology research for advanced cancer [139, 148].
Finding novel, effective chemotherapy treatments for advanced cancer is challenging in part because the most effective chemotherapy regimens often contain more than
one drug. Meta-analyses for a number of cancers have demonstrated efficacy gains
of combination chemotherapy regimens over single-agent treatments [56, 172], and in
this chapter we found that 80% of all chemotherapy clinical trials for advanced gastric
cancer have tested multi-drug treatments. As a result of the large number of different
chemotherapy drugs, there are a huge number of potential drug combinations that
could be investigated in a new Phase II trial, especially when considering different
dosages and dosing schedules for each drug. However, testing any chemotherapy regimen in a clinical trial is expensive, costing on average more than $10 million for
Phase II studies and $20 million for Phase III trials [153]; these costs are often incurred either by pharmaceutical companies or by the government. Furthermore, even
after a Phase II study has been run testing a new regimen, it can be difficult to
determine whether this regimen is a good candidate for testing in a larger Phase III
study because Phase II trials often enroll patient populations that are not representative of typical advanced cancer patients [70]. For these reasons, it is a challenge for
researchers to identify effective new combination chemotherapy regimens.
Our aspiration in this chapter is to propose an approach that could serve as a
method for selecting the chemotherapy regimens to be tested in Phase II and III
clinical trials. Because Phase III clinical trials are used to test the most promising
chemotherapy regimens to date and can directly affect standard clinical practice, our
central objective in this chapter is to design tools that can improve the quality of the
chemotherapy regimens tested in Phase III trials compared to current practice. The
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key contributions of the chapter are:
Clinical Trial Database We developed a database containing information about
the patient demographics, study characteristics, chemotherapy regimens tested,
and outcomes of all Phase II and III clinical trials for advanced gastric cancer
from papers published in the period 1979–2012 (Section 2.2). Surprisingly, and
to the best of our knowledge, such a database did not exist prior to this study.
Statistical Models Predicting Clinical Trial Outcomes We train statistical
models using the results of previous randomized and non-randomized clinical
trials (Section 2.3). We use these models to predict survival and toxicity outcomes of new clinical trials evaluating regimens whose drugs have individually
been tested before, but potentially in different combinations or dosages. To our
knowledge, no previous papers have employed statistical models for the prediction of clinical trial outcomes of arbitrary drug combinations and performed an
out-of-sample evaluation of the predictions.
Design of Chemotherapy Regimens We propose and evaluate tools for suggesting novel chemotherapy regimens to be tested in Phase II studies and for selecting previously tested regimens to be further evaluated in Phase III clinical trials
(Section 2.4). Our methodology balances the dual objectives of exploring novel
chemotherapy regimens and testing treatments predicted to be highly effective.
To our knowledge, this is the first use of statistical models and optimization
to design novel chemotherapy regimens based on the results of previous clinical
trials.
We summarize the models developed and evaluated in this chapter in Table 2.1.
In Section 2.4.4 we approximate the quality of our suggested chemotherapy regimens
using both simulated clinical trial outcomes and the true outcomes of similar clinical
trials in our database. In Section 2.5, we discuss the next step in evaluating our
models: using clinical trials to evaluate the quality of the chemotherapy regimens we
suggest.
27

Model

Approach

Evaluation Techniques

Prediction of clinical
trial efficacy and
toxicity outcomes

Statistical models trained on
a large database of previous
clinical trials (Section 2.3.2)

Sequential out-of-sample 𝑅2 ,
root mean square error, and
area under the curve
(Section 2.3.3), as well as
evaluation of whether models
could aid planners in avoiding
unpromising trials
(Section 2.3.4)

Design of novel
chemotherapy
regimens for
evaluation in Phase II
studies

Integer optimization using our
statistical models to select
novel chemotherapy regimens
with high predicted efficacy
and acceptable predicted
toxicity (Section 2.4.1)

Selection of previously
tested chemotherapy
regimens for further
evaluation in Phase
III clinical trials

Using our statistical models
to identify previously tested
regimens with high predicted
efficacy and acceptable
predicted toxicity
(Section 2.4.2)

The simulation and matching
metrics, which use both
simulation and the outcomes
of true clinical trials to
compare our suggested
chemotherapy regimens
against those selected in
current clinical practice
(Section 2.4.4)

Table 2.1: A summary of the models developed and evaluated in this chapter.

The approach we propose in this chapter is related to both patient-level clinical
prediction rules and meta-regressions, though it differs in several important ways.
Medical practitioners and researchers in the fields of data mining and machine learning have a rich history of predicting clinical outcomes. For instance, techniques for
prediction of patient survival range from simple approaches like logistic regression
to more sophisticated ones such as artificial neural networks and decision trees [137].
Most commonly, these prediction models are trained on individual patient records and
used to predict the clinical outcome of an unseen patient, often yielding impressive
out-of-sample predictions [37, 57, 95, 101, 116]. Areas of particular promise involve
incorporating biomarker and genetic information into individualized chemotherapy
outcome predictions [63, 141]. Individualized predictions represent a useful tool to patients choosing between multiple treatment options [171, 182, 183], and when trained
on clinical trial outcomes for a particular treatment can be used to identify promising
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patient populations to test that treatment on [181] or to identify if that treatment
is promising for a Phase III clinical trial [54]. However, such models do not enable
predictions of outcomes for patients treated with previously unseen chemotherapy
regimens, limiting their usefulness in designing novel chemotherapy regimens.
The technique of meta-regression involves building models using the effect size of
randomized trials as the dependent variable and using independent variables such as
patient demographics and information about the chemotherapy regimen in a particular trial. These models are used to complement meta-analyses, explaining statistical
heterogeneity between the effect sizes computed from randomized clinical trials [162].
Though in structure meta-regressions are similar to the prediction models we build,
representing trial outcomes as a function of trial properties, they are used to explain differences between existing randomized trials, and study authors generally do
not evaluate the out-of-sample predictiveness of the models. Like meta-analyses,
meta-regressions are performed on a small subset of the clinical trials for a given
disease, often containing just a few drug combinations. Even when a wide range of
drug combinations are considered, meta-regressions typically do not contain enough
drug-related variables to be useful in proposing new trials. For instance, [94] uses only
three variables to describe the drug combination in the clinical trial; new combination
chemotherapy trials could not be proposed using the results of this meta-regression.
Finally, meta-analyses and meta-regressions are typically performed on a subset of
published randomized controlled studies, while our approach uses data from both
randomized and non-randomized studies.
Because approaches such as patient-level clinical prediction rules, meta-analysis,
and meta-regression cannot be readily used to design new chemotherapy regimens to
be tested in clinical trials, other methods, collectively termed preclinical models, are
instead used in the treatment design process. Following commonly accepted principles
for designing combination chemotherapy regimens [140], researchers seek to combine
drugs that are effective as single agents and that show synergistic behavior when
combined; drugs that cause the same toxic effects and that have the same patterns
of resistance are not combined in suggested regimens. Molecular simulation is a
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well developed methodology for identifying synergism in drug combinations [45], and
virtual clinical trials, which rely on pharmacodynamic and pharmacokinetic models
to analyze different drug combinations, can also be used to suggest new treatments
[108]. Animal studies and in vitro experimentation can be used to further evaluate
novel chemotherapy regimens; results of these preclinical studies are often cited as
motivations for Phase II studies of combination chemotherapy regimens [43, 100,
115]. A key limitation of current preclinical models is that most do not incorporate
treatment outcomes from actual patients, while the new models we propose in this
chapter leverage patient outcomes reported in previous clinical trials.
We believe the data-driven approaches we propose in this chapter would complement existing preclinical models. For instance, an in vitro experiment could be
performed to evaluate the anti-tumor activity of a combination chemotherapy regimen suggested by our model from Section 2.4.1. Such experimentation could be used
to evaluate and refine chemotherapy regimens suggested by our models, which would
be especially important when our model suggests a regimen that combines drugs that
have never been tested together in a prior clinical trial. Because our models cannot
accurately predict outcomes of clinical trials testing new drugs, existing preclinical
models would need to be used to design therapies incorporating these new drugs. On
the other hand, our statistical models could be used to predict the efficacy and toxicity of chemotherapy regimens designed using other preclinical models, identifying
the most and least promising suggested regimens.
In this chapter, we evaluate our proposed approach on gastric cancer. Not only is
this cancer important — gastric cancer is the third leading cause of cancer death in the
world [165] — but there is no single chemotherapy regimen widely considered to be the
standard or best treatment for this cancer [135, 172, 176], and researchers frequently
perform clinical trials testing new chemotherapy regimens for this cancer. We believe,
however, that our approach has potential to help in selecting regimens to test in trials
for many other diseases; we discuss the application of the approach to advanced breast
cancer in Chapter 3 and additional potential applications in Section 2.5.
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Term
Arm
Controlled trial
Cycle
Exclusion criteria
Inclusion criteria
Phase I Study
Phase I/II Study
Phase II Study
Phase III Trial
Randomized trial
Sequential treatment

Definition
A group or subgroup of patients in a trial that receives
a specific treatment.
A type of trial in which an experimental treatment is
compared to a standard treatment.
The length of time between repeats of a dosing schedule
in a chemotherapy treatment.
The factors that make a person ineligible from
participating in a clinical trial.
The factors that allow a person to participate in a
clinical trial.
A clinical study focused on identifying safe dosages for
an experimental treatment.
A study that combines a Phase I and Phase II
investigation.
A clinical study that explores the efficacy and toxicity
of an experimental treatment.
A randomized controlled trial that compares an
experimental treatment with an established therapy.
A type of trial in which patients are randomly assigned
to one of several arms.
A treatment regimen in which patients transition from
one treatment to another after a pre-specified number of
treatment cycles.

Table 2.2: Definitions of some common chemotherapy clinical trial terms.

2.2

Clinical Trial Database

In this section, we describe the inclusion/exclusion rules we used and the data we
collected to build our database. Definitions of some of the common clinical trial
terms we use are given in Table 2.2.
In this study, we seek to include a wide range of clinical trials, subject to the
following inclusion criteria: (1) Phase I/II, Phase II or Phase III clinical trials for advanced or metastatic gastric cancer,1 (2) trials published no later than March 2012,
the study cutoff date, (3) trials published in the English language. Notably, these
1

Clinical trials for gastric cancer often contain patients with cancer of the gastroesophageal
junction or the esophagus due to the similarities between these three types of cancer. We include
studies as long as all patients have one of these three forms of cancer.
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criteria include non-randomized clinical trials, unlike meta-analyses, which only include randomized studies. While including non-randomized trials provides us with a
significantly larger set of clinical trial outcomes and the ability to generate predictions
for a broader range of chemotherapy drug combinations, this comes at the price of
needing to control for differences in demographics and other factors between different
clinical trials.
Exclusion criteria were: (1) trials testing sequential treatments, (2) trials that involve the application of radiotherapy,2 (3) trials that apply chemotherapy for earlier
stages of cancer, when the disease can still be cured, and (4) trials to treat gastrointestinal stromal tumors, a related form of cancer.
To locate candidate papers for our database, we performed searches on PubMed,
the Cochrane Central Register of Controlled Trials, and the Cochrane Database of
Systematic Reviews. In the Cochrane systems, we searched for either MeSH term
“Stomach Neoplasms” or MeSH term “Esophageal Neoplasms” with the qualifier “Drug
Therapy.” In PubMed, we searched for a combination of the following keywords in the
title: “gastr*” or “stomach”; “advanced” or “metastatic”; and “phase” or “randomized
trial” or “randomised trial”. A single individual reviewed these search results, and
these searches yielded 350 clinical trials that met the inclusion criteria for this study.
After this search through medical databases, we further expanded our set of papers
by searching through the references of papers that met our inclusion criteria. This
reference search yielded 64 additional papers that met the inclusion criteria for this
study. In total, our literature review yielded 414 clinical trials testing 495 treatment
arms that we deemed appropriate for our approach. Since there are often multiple
papers published regarding the same clinical trial, we verified that each clinical trial
included was unique.

2

Radiotherapy is not recommended for metastatic gastric cancer patients [135], and through
PubMed and Cochrane searches for stomach neoplasms and radiotherapy, we only found three clinical
trials using radiotherapy for metastatic gastric cancer.
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2.2.1

Manual Data Collection

A single individual manually extracted data from clinical trial papers and entered
extracted data values into a database. Values not reported in the clinical trial report
were marked as such in the database. We extracted clinical trial outcome measures
of interest that capture the efficacy and toxicity of each treatment. Several measures
of treatment efficacy (e.g. tumor response rate, median time until tumor progression,
median survival time) are commonly reported in clinical trials. A review of the
primary objectives of the Phase III trials in our database indicated that for the
majority of these trials (60%), the primary objective was to demonstrate improvement
in the median overall survival (OS) — the length of time from enrollment in the study
until death — of patients in the treatment group. As a result, this is the metric we
have chosen as our measure of efficacy.3 To capture the toxic effects of treatment,
we also extracted the fraction of patients experiencing any toxicity at Grade 3 or 4,
designating severe, life-threatening, or disabling toxicities [133].
For each drug in a given trial’s chemotherapy treatment, the drug name, dosage
level for each application, number of applications per cycle, and cycle length were
collected. We also extracted many covariates that have been previously investigated
for their effects on response rate or overall survival in prior chemotherapy clinical
trials for advanced gastric cancer. To limit the number of missing values in our
database, we limited ourselves to variables that are widely reported in clinical trials.
These variables are summarized in Table 2.3.
We chose not to collect many less commonly reported covariates that have also
been investigated for their effects on response and survival in other studies, including
cancer extent, histology, a patient’s history of prior adjuvant therapy and surgery, and
further details of patients’ initial conditions, such as their baseline bilirubin levels or
body surface areas [11, 21, 103, 111]. However, the variables we do collect enable us
3

The full survival distribution of all patients, which enables the computation of metrics such
as 6-month and 1-year survival rates, was available for only 348/495 (70.3%) of treatment arms.
Meanwhile, the median OS was available for 463/495 (93.5%) of treatment arms. Given the broader
reporting of median OS coupled with the established use of median OS as a primary endpoint in
Phase III trials, we have chosen this metric as our central efficacy measure.
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to control for potential sources of endogeneity, in which patient and physician decision rules in selecting treatments might limit the generalizability of model results. For
example, we collect performance status, a factor used by physicians in selecting treatments [135]. Although other factors, such as comorbidities and patient preferences
for toxicities, are important in treatment decisions for the general population [135],
clinical trials uniformly exclude patients with severe comorbidities, and toxicity preferences do not affect actual survival or toxicity outcomes. The only other treatment
decision we do not account for in our models is that patients with HER2-positive
cancers should be treated with the drug trastuzumab [135], while this treatment is
ineffective in other patients. We address this issue by excluding trastuzumab from
the combination chemotherapy regimen suggestions we make in Section 2.4.
In Table 2.3, we record the patient demographics we collected as well as trial
outcomes. We note that the set of toxicities reported varies across trials, and that the
database contains a total of 9,592 toxicity entries, averaging 19.4 reported toxicities
per trial arm.

2.2.2

An Overall Toxicity Score

As described in Section 2.2.1, we extracted the proportion of patients in a trial who
experience each individual toxicity at Grade 3 or 4. In this section, we present
a methodology for combining these individual toxicity proportions into a clinically
relevant score that captures the overall toxicity of a treatment. The motivation for
an overall toxicity score is that there are 370 different possible averse events from
cancer treatments [133]. Instead of building a model for each of these toxicities, some
of which are significantly more severe than others, we use an overall toxicity score.
To gain insight into the rules that clinical decision makers apply in deciding
whether a treatment has an acceptable level of toxicity, we refer to guidelines established in Phase I clinical trials. The primary goal of these early studies is to assess
drugs for safety and tolerability on small populations and to determine an acceptable
dosage level to use in later trials [74]. These trials enroll patients at increasing dosage
levels until the toxicity becomes unacceptable. The “Patients and Methods” sections
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Outcomes

Study Characteristics

Patient Demographics

Variable

Avg. Value

Range

% Rep.

Fraction male

0.72

0.29 – 1.00

97.8

Fraction of patients with prior
palliative chemotherapy

0.14

0.00 – 1.00

98.2

59.60

46 – 80

99.0

Mean performance status1

0.88

0.11 – 3.00

84.2

Fraction of patients with primary
tumor in the stomach

0.89

0.00 – 1.00

94.9

Fraction of patients with primary
tumor in the gastroesophageal
junction

0.08

0.00 – 1.00

94.3

Country
Dependent

0.00 – 1.00

95.8

Fraction of study authors from an
Asian country2

0.42

0.00 – 1.00

95.8

Number of patients

53.9

11 – 521

100.0

Publication year

2003

1979 – 2012

100.0

9.2

1.8 – 22.6

93.5

Median age (years)

Fraction of study authors from
each country (11 different
variables for countries in at least
10 trial arms)2

Median overall survival (months)

Toxicity Dependent3

Incidence of every Grade 3/4 or
Grade 4 toxicity

1

The mean Eastern Cooperative Oncology Group (ECOG) performance status of patients in a
clinical trial, on a scale from 0 (fully active) to 5 (dead). See Appendix A.1 for details.
2
The studies that did not report this variable instead reported affiliated institutions without linking
authors to institutions. The proportion of authors from an Asian country serves as a proxy to
identify study populations with patients of Asian descent, who are known to have different treatment
outcomes than other populations.
3
See Appendix A.2 for details on data preprocessing for blood toxicities.

Table 2.3: Patient demographic, study characteristic, and outcome variables extracted
from gastric cancer clinical trials. These variables, together with the drug variables,
were inputted into a database.

of Phase I trials specify a set of so-called dose-limiting toxicities (DLTs). If a patient
experiences any one of the toxicities in this set at the specified grade, he or she is said
to have experienced a DLT. When the proportion of patients with a DLT exceeds a
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pre-determined threshold, the toxicity is considered “too high,” and a lower dose is
indicated for future trials. From these Phase I trials, we can learn the toxicities and
grades that clinical trial designers consider the most clinically relevant and design a
composite toxicity score to represent the fraction of patients with at least one DLT
during treatment.
Based on a review of the 20 clinical trials meeting our inclusion criteria that also
presented a Phase I study (so-called combined Phase I/II trials), we identified the
following set of DLTs to include in the calculation of our composite toxicity score:
∙ Any Grade 3 or Grade 4 non-blood toxicity, excluding alopecia, nausea, and vomiting. 18 of 20 trials stated that all Grade 3/4 nonblood toxicities are DLTs, except some specified toxicities. Alopecia
was excluded in all 18 trials and nausea/vomiting were excluded in
12 (67%). The next most frequently excluded toxicity was anorexia,
which was excluded in 5 trials (28%).
∙ Any Grade 4 blood toxicity. Of the 20 trials reviewed, 17 (85%)
defined Grade 4 neutropenia as a DLT, 16 (80%) defined Grade 4
thrombocytopenia as a DLT, 7 (35%) defined Grade 4 leukopenia as
a DLT, and 4 (20%) defined Grade 4 anemia as a DLT. Only one trial
defined Grade 3 blood toxicities as DLTs, so we chose to exclude this
level of blood toxicity from our definition of DLT.
The threshold for the proportion of patients with a DLT that constitutes an unacceptable level of toxicity ranges from 33% to 67% over the set of Phase I trials considered,
indicating the degree of variability among decision makers regarding where the threshold should be set for deciding when a trial is “too toxic.” In this chapter we use the
median value of 0.5 to identify trials with an unacceptably high proportion of patients experiencing a DLT. Details on the computation of the proportion of patients
experiencing a DLT are presented in Appendix A.3. The 372 clinical trial arms in the
dataset with non-missing median OS and DLT proportion are plotted in Figure 2-1.
This figure shows that a typical clinical trial in our database has a median OS be36
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Figure 2-1: The results of the 372 clinical trial arms in our database with non-missing
median OS and DLT proportion. The size of a point is proportional to the number
of patients in that clinical trial arm.

tween 5 months and 15 months, and a proportion of patients with a DLT between 0
and 0.75.

2.3

Statistical Models Predicting Clinical Trial Outcomes

This section describes the development and testing of statistical models that predict
the outcomes of clinical trials. These models are capable of taking a proposed clinical trial involving chemotherapy drugs that have been seen previously in different
combinations and generating predictions of patient outcomes. In contrast with metaanalysis and meta-regression, whose primary aim is the synthesis of existing trials,
our objective is accurate prediction on unseen future trials (out-of-sample prediction).
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2.3.1

Data and Variables

We used the data we extracted from published clinical trials described in Table 2.3
together with data about the drug therapy tested in each trial arm to develop the statistical models. This data can be classified into four categories: patient demographics,
study characteristics, chemotherapy treatment, and trial outcomes.
One challenge of developing statistical models using data from different clinical
trials comes from the patient demographic data. The patient populations can vary significantly from one trial to the next. For instance, some clinical trials enroll healthier
patients than others, making it difficult to determine whether differences in outcomes
across trials are actually due to different treatments or only differences in the patients. To account for this, we include as independent variables in our model all of
the patient demographic and study characteristic variables listed in Table 2.3. The
reporting frequencies for each of these variables is given in Table 2.3, and missing
values are replaced by their variable means or estimates described in Appendix A.1
before model building. In total, we included 20 patient demographic and study characteristic variables in our models.4
For each treatment protocol we also define a set of variables to capture the
chemotherapy drugs used and their dosage schedules. There exists considerable variation in dosage schedules across chemotherapy trials. For instance, consider two
different trials that both use the common drug 5-fluorouracil5 : in the first, it is administered at 3, 000 𝑚𝑔/𝑚2 once a week, and in the second, at 200 𝑚𝑔/𝑚2 once a day.
To allow for the possibility that these different schedules might lead to different survival and toxicity outcomes, we define variables that describe not only whether or not
the drug is used (a binary variable), but we also define variables for both the instantaneous and average dosages for each drug in a given treatment. The instantaneous
4

Variables include the fraction of patients who are male, the fraction of patients with prior
palliative chemotherapy, the median patient age, the mean ECOG performance status of patients,
the fraction of patients with a primary tumor in the stomach, the fraction of patients with a primary
tumor in the gastroesophageal junction, the fraction of study authors from each country (11 total
variables), the fraction of study authors from an Asian country, the number of patients in the study,
and the study’s publication year.
5
[122] and [163]
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dose is defined as the dose of drug 𝑑 administered each day 𝑑 is given to patients, and
the average dose of a drug 𝑑 is defined as the average dose of 𝑑 delivered each week.
We do not encode information about loading dosages, which are only given during the
first cycle of a chemotherapy regimen, and we use the average instantaneous dosage
if a drug is given at different dosages on different days during a cycle. In total, we
included 72 drugs in our models, which are listed in Appendix B. As a result, we
included 216 drug-related independent variables in our models.
Lastly, for every clinical trial arm we define outcome variables to be the median
overall survival and the combined toxicity score defined in Section 2.2.2. Trial arms
without an outcome variable (and for which we cannot replace the value by estimates
described in Appendices A.2 and A.3) are removed prior to building or testing the
corresponding models.

2.3.2

Statistical Models

We implement and test several statistical learning techniques to develop models that
predict clinical trial outcomes. Information extracted from results of previously published clinical trials serve as the training database from which the model parameters
are learned. Then, given a vector of inputs corresponding to patient characteristics
and chemotherapy treatment variables for a newly proposed trial, the models produce
predictions of the outcomes for the new trial.
The first class of models we consider are regularized linear regression models. If
we let x represent a mean-centered, unit-variance vector of inputs for a proposed trial
(i.e. patient, study, and treatment variables) and 𝑦 represent a particular outcome
measure we would like to predict (median OS or DLT proportion), then this class
of models assumes a relationship of the form 𝑦 = 𝛽 ′ x + 𝛽0 + 𝜖, for some unknown
vector of coefficients 𝛽, intercept 𝛽0 , and error term 𝜖. We assume that the noise
terms 𝜖𝑖 are independent with variance of the form 𝑉 (𝜖𝑖 ) = 𝜎 2 𝑛−1
𝑖 , where 𝜎 is an
unknown constant and 𝑛𝑖 is the number of patients in trial arm 𝑖. We adjust for
this expected heteroskedasticity by assigning weight 𝑤𝑖 = 𝑛𝑖 /¯
𝑛 to each trial arm 𝑖
for all linear models, where 𝑛
¯ is the average number of patients in a clinical trial
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arm. It is well known that in settings with a relatively small ratio of data samples
to predictor variables, regularized models help to reduce the variability in the model
parameters. We obtain estimates of the regression coefficients 𝛽^ and 𝛽ˆ0 by minimizing
the following objective:

min
^ 𝛽^0
𝛽,

𝑁
∑︁

′
^ 𝑝𝑝 ,
𝑤𝑖 (𝛽^ x𝑖 + 𝛽ˆ0 − 𝑦𝑖 )2 + 𝜆‖𝛽‖

(2.1)

𝑖=1

where 𝑁 is the number of observations in the training set and 𝜆 is a regularization parameter that limits the complexity of the model and prevents overfitting to the training data, thereby improving prediction accuracy on future unseen trials. We choose
the value of 𝜆 from among a set of 50 candidates through 10-fold cross-validation on
the training set.6
The choice of norm 𝑝 leads to two different algorithms. Setting 𝑝 = 2 yields the
more traditional ridge regression algorithm [90], popular historically for its computational simplicity. More recently, the choice of 𝑝 = 1, known as the lasso, has gained
popularity due to its tendency to induce sparsity in the solution [164]. We present
results for both variants below, as well as results for unregularized linear regression
models.
The use of regularized linear models provides significant advantages over more
sophisticated models in terms of simplicity, ease of interpretation, and resistance to
overfitting. Nevertheless, there is a risk that they will miss significant nonlinear effects
and interactions in the data. Therefore, we also implement and test two additional
techniques which are better suited to handle nonlinear relationships: random forests
(RF) and support vector machines (SVM). For random forests [34], we use the nominal
values recommended by [86] for the number of trees to grow (500) and minimum node
size (5). The number of variable candidates to sample at each split is chosen through
10-fold cross-validation on the training set.7 For SVM, following the approach of [93],
Candidate values of 𝜆 are exponentially spaced between 𝜆𝑚𝑎𝑥 /104 and 𝜆𝑚𝑎𝑥 . We take 𝜆𝑚𝑎𝑥 to
^ are (numerically) zero.
be the smallest value for which all fitted coefficients 𝛽
7
Candidate
values
are
chosen
from
among
exponentially
spaced
values
([1.5−4 𝑣3 ], [1.5−3 𝑣3 ], . . . , [1.52 𝑣3 ]), where 𝑣 is the total number of input variables and [·] denotes
rounding to the nearest integer.
6
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we adopt the radial basis function kernel and select the regularization parameter 𝐶
and kernel parameter 𝛾 through 10-fold cross validation on the training set.8
All models were built and evaluated with the statistical language R version 3.0.1 [143] using packages glmnet [69], randomForest [119], and e1071 [127].

2.3.3

Statistical Model Results

Following the methodology of Section 2.2, we collected and extracted data from a set
of 414 published journal articles from 1979–2012 describing the treatment methods
and patient outcomes for a total of 495 treatment arms of gastric cancer clinical trials.
To compare our statistical models and evaluate their ability to predict well on
unseen trials, we implement a sequential testing methodology. We begin by sorting
all of the clinical trials in order of their publication date. We then only use the data
from prior published trials to predict the patient outcomes for each clinical trial arm.
Note that we never use data from another arm of the same clinical trial to predict
any clinical trial arm. This chronological approach to testing evaluates our model’s
capability to do exactly what will be required of it in practice: predict a future trial
outcome using only the data available from the past. Following this procedure, we
develop models to predict the median overall survival as well as the overall toxicity
score. We begin our sequential testing 20% of the way through the set of 495 total
treatment arms, setting aside the first 98 arms to be used solely for model building
so that our training set is large enough for the first prediction. Of the remaining 397
arms, we first remove those for which the outcome is not available, leaving 383 arms
for survival and 338 for toxicity. We then predict outcomes only for those arms using
drugs that have been seen at least once in previous trials (albeit possibly in different
combinations and dosages). This provides us with 347 data points to evaluate the
survival models and 307 to evaluate the toxicity models.
The survival models are evaluated by calculating the root mean square error
(RMSE) between the predicted and actual trial outcomes. They are compared against
8
−5

2

Candidate values are chosen from an exponentially spaced 2-D grid of candidates (𝐶 =
, 2−3 , . . . , 215 , 𝛾 = 2−15 , 2−13 , . . . , 23 ).
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Survival: 4−Year Sequential R2
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Figure 2-2: Sequential out-of-sample prediction accuracy of survival models calculated
over 4-year sliding windows ending in the date shown, reported as the coefficient of
determination (𝑅2 ).

a naive predictor (labeled “Baseline”), which ignores all trial details and reports the
average of previously observed outcomes as its prediction. This is a standard baseline method used in evaluating sequential prediction models. Model performance is
presented in terms of the coefficient of determination (𝑅2 ) of our prediction models
relative to this baseline. For each 4-year period of time we compute the RMSE and 𝑅2
of each model. To assess statistical fluctuation of these quantities, for each prediction
we additionally train 40 models with bootstrap resampled versions of the training
set, and for each 4-year period we report the mean, 2.5% quantile, and 97.5% quantile of the RMSE and 𝑅2 obtained when randomly sampling one of the 40 bootstrap
model predictions for each of the predictions made during that 4-year period. Figure 2-2 displays the 4-year sliding-window statistical fluctuation of the out-of-sample
𝑅2 value, and Table 2.4 displays the values of the RMSE and 𝑅2 over the most recent 4-year window of sequential testing, both for the cross-validation results and the
out-of-sample predictions.
To evaluate the toxicity models, recall from the discussion of Section 2.2.2 that
the toxicity of a treatment is considered manageable as long as the proportion of
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Root Mean Square Error (RMSE)
Model X-Val OOS
Bootstrap
Baseline —
3.75 3.76 [3.73,3.78]
Linear
—
2.72 3.16 [2.67,4.58]
Ridge
2.02
2.50 2.57 [2.47,2.67]
Lasso
2.00
2.44 2.66 [2.50,2.83]
RF
2.05
2.61 2.68 [2.59,2.77]
SVM
2.00
2.60 2.65 [2.54,2.77]

Coefficient of Determination (𝑅2 )
X-Val OOS
Bootstrap
—
0.00 0.00 [-0.01,0.01]
—
0.48 0.27 [-0.49,0.50]
0.49
0.56 0.53 [0.50,0.57]
0.50
0.58 0.50 [0.43,0.56]
0.48
0.52 0.49 [0.45,0.53]
0.50
0.52 0.50 [0.46,0.54]

Table 2.4: Root mean square prediction error (RMSE) and 𝑅2 for the cross-validation
set (“X-Val”), for out-of-sample predictions (“OOS”), and for bootstrapped out-ofsample predictions (“Bootstrap”) for survival predictions in the most recent 4-year
window of data (March 2008–March 2012), which includes 132 out-of-sample predictions.
patients experiencing a dose-limiting toxicity (DLT) is less than a fixed threshold —
a typical value used in Phase I studies for this threshold is 0.5. Thus, we evaluate
our toxicity models on their ability to distinguish between trials with “high toxicity”
(DLT proportion > 0.5) and those with “acceptable toxicity” (DLT proportion ≤ 0.5).
The metric we will adopt for this assessment is the area under the receiver-operatingcharacteristic curve (AUC). The AUC can be naturally interpreted as the probability
that our models will correctly distinguish between a randomly chosen unseen trial arm
with high toxicity and a randomly chosen unseen trial arm with acceptable toxicity.
As was the case for survival, we calculate the AUC for each model over a 4-year sliding
window and assess statistical fluctuation using bootstrapping, with the results shown
in Figure 2-3 and Table 2.5.
We see in Figures 2-2 and 2-3 that models for survival and toxicity all show a trend
of improving prediction quality over time, which indicates our models are becoming
more powerful as additional data is added to the training set. The decrease in the
AUC of the toxicity model toward the end of the testing period might be attributable
to the large number of new drugs tested in gastric cancer in recent years — 8% of
trial arms from 2007–2009 evaluated a drug that had been tested in fewer than three
previous arms, while 21% of arms from 2010–2012 tested such a drug. We see that
ridge regression, lasso, SVM, and RF all attain similar performance when predicting
both survival and toxicity, with sequential 𝑅2 of more than 0.5 for recent survival
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Toxicity: 4−Year Sequential AUC
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Figure 2-3: Four-year sliding-window sequential out-of-sample classification accuracy
of toxicity models, reported as the area under the curve (AUC) for predicting whether
a trial will have high toxicity (DLT proportion > 0.5).

Area Under
Model X-Val
Baseline —
Linear
—
Ridge
0.76
Lasso
0.77
RF
0.78
SVM
0.78

the Curve (AUC)
OOS
Bootstrap
0.43 0.49 [0.36,0.61]
0.82 0.77 [0.70,0.84]
0.83 0.81 [0.77,0.85]
0.82 0.81 [0.76,0.85]
0.81 0.80 [0.75,0.84]
0.87 0.84 [0.80,0.89]

Table 2.5: AUC for the cross-validation set (“X-Val”), for out-of-sample predictions
(“OOS”), and for bootstrapped out-of-sample predictions (“Bootstrap”) for toxicity
predictions in the most recent 4-year window of data (March 2008–March 2012),
which includes 119 out-of-sample predictions. Of these, 24 (20.1%) actually had high
toxicity.
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predictions and AUC of more than 0.8 for recent toxicity predictions. For both
prediction tasks, statistical fluctuations overlap for these four models’ performances
in the final 48-month window. Especially for earlier predictions, the unregularized
linear model is not competitive, likely due to overfitting to the training set.
As a result of this performance assessment, we identified the regularized linear
models as the best candidates for inclusion in our optimization models, as they have
good prediction quality, are the least computationally intensive, and are the simplest
of the models we evaluated. We conducted additional testing to determine whether
the explicit inclusion of pairwise interaction terms between variables improved the
ridge regression models for survival and toxicity in a significant way. We found that
out-of-sample results were not significantly improved by the addition of drug/drug,
drug/demographic, or drug/trial information interaction terms, and therefore chose
to proceed with the simpler models without interaction terms. The lack of improved
out-of-sample performance due to interaction terms may be due to insufficient sample
size to identify interaction effects or due to nonlinear interactions that could not be
captured by the regularized linear models. We ultimately selected the ridge regression
models to carry forward into the optimization.
While we rely on a naive baseline throughout this section to evaluate our prediction
models, it would be challenging to improve this baseline. Clinical trial authors do
not publish predictions of trial survival and efficacy outcomes, so we cannot compare
our predictions to oncologists’ predictions. In Section 2.3.4 we evaluate whether these
models could be used by clinical trial planners to identify unpromising clinical trials
before they are run, and in Section 2.4 we evaluate if our prediction models could
help us design effective combination chemotherapy regimens.

2.3.4

Identifying Unpromising Clinical Trials Before They Are
Run

One application of statistical models for predicting a trial’s efficacy and toxicity is
to identify and eliminate or modify unpromising proposed trials before they are run.
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Figure 2-4: Performance of the ridge regression model for toxicity at flagging hightoxicity trials among the 397 trials arms in the testing set.
Such a tool could assist clinical trial planners in deciding whether to run a proposed
trial.
First, clinical trial planners might use the models predicting toxicity to avoid
clinical trials predicted to have a high DLT rate or to adjust the dosages of the
drugs being tested. The ridge regression model for the proportion of patients with
a DLT could be used to rank trials based on their predicted DLT proportion, and
trials with predicted values exceeding some cutoff 𝑐𝐷𝐿𝑇 could be flagged. Figure 2-4
plots the proportion of trials with a high DLT proportion (more than 50%) and the
proportion of trials with a low DLT proportion that are flagged with various cutoffs
𝑐𝐷𝐿𝑇 across all 397 studies in the statistic model testing set (studies published since
1997). Overall, the ridge regression model achieves an AUC of 0.75 in predicting if
a trial will have a high DLT rate. Further, 10% of all trials with a high DLT rate
can be flagged while only flagging 0.4% of trials with a low DLT rate, and 20% of all
trials with high DLT rate can be flagged while only flagging 1.9% of trials with a low
DLT rate.
Planners might also use the models predicting median OS to identify clinical trials
predicted not to attain a high efficacy compared to recent trials in a similar patient
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Figure 2-5: Performance of the ridge regression model for median OS at flagging trials
that do not achieve top-quartile efficacy among the 397 trials arms in the testing set.
population. We stratify trials based on their patient demographics9 and define a study
to have high efficacy if it exceeds the 75th percentile of median OS values reported
in trial arms within its strata in the past four years. The ridge regression model for
the median OS could be used to rank trials based on the ratio between the predicted
median OS and the strata-specific cutoff for high efficacy, and the trials with a ratio
below some cutoff 𝑐𝑂𝑆 could be flagged as being unlikely to achieve high efficacy.
Figure 2-5 plots the proportion of flagged trials that did and did not achieve the
strata-specific cutoff for high efficacy for various cutoffs 𝑐𝑂𝑆 across the 397 studies in
the testing set. Overall, ridge regression model achieves an AUC of 0.72 in predicting
if a trial will not achieve high efficacy. Further 10% of all trials that do not achieve
high efficacy can be flagged while only flagging 0.8% of trials with high efficacy, and
9

The first strata is trials for which at least half of patients had received prior palliative chemotherapy. These 55 arms in the test set had an average median OS of 7.6 months. The remaining four
strata all consist of trial arms with fewer than half of the patients with prior palliative chemotherapy
(or that value not reported) and varying patient health levels as measured by the average ECOG
performance status in the trial. We include a strata for arms with good performance status (average
value 0 to 0.5; these 57 arms in the test set had an average median OS of 11.8 months), with medium
performance status (average value 0.5 to 1.0; these 173 arms in the test set had an average median
OS of 10.0 months), with poor performance status (average value of 1.0 or greater; these 77 arms in
the test set had an average median OS of 9.0 months), and unreported performance status (these
35 arms in the test set had an average median OS of 9.3 months).
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20% of trials that do not achieve high efficacy can be flagged while only flagging 3.1%
of trials with high efficacy.

2.4

Design of Chemotherapy Regimens

This section describes an approach for designing novel chemotherapy regimens to be
tested in Phase II studies using mixed integer optimization, using the extracted data
and the statistical models we have developed in Sections 2.2 and 2.3. Further, we
present a methodology that leverages the statistical models from Section 2.3 to select
the best-performing regimen already tested in a Phase II study for further evaluation
in a Phase III trial. Finally, we evaluate the quality of the regimens we suggest for
Phase II and Phase III trials against those actually selected by oncology researchers
using two evaluation approaches: the simulation metric and the matching metric.

2.4.1

Phase II Regimen Optimization Model

Given the current data from clinical trials and the current predictive models that we
have constructed, we would like to select the next best regimen to test in a Phase
II clinical trial. Following the objectives for designing clinical trials laid out in Section 2.1, we seek to identify trials that have high efficacy, that have acceptable toxicity,
and that test novel treatments.
To identify regimens with high efficacy, we include the predicted median OS of
patients in the trial in the objective of our optimization model. Our reasoning for
this is that for the majority of Phase III trials in our database that clearly stated
a primary objective, the objective was to demonstrate improvement in the overall
survival (OS) of patients in the treatment group.10
To limit our suggestions to regimens with acceptable toxicity, we add a constraint
to our optimization model to bound the predicted proportion of patients experiencing
a DLT to not exceed some constant 𝑡. No Phase III studies in our database listed
10

Out of the 20 Phase III trials in our database with a clearly stated primary objective, 12 of
them listed OS as a primary objective.
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a toxicity outcome as a primary objective, validating our choice to address toxicity
using a constraint instead of as part of the objective. Even in cases where our model
predicts that a regimen will be acceptably non-toxic, a Phase I study would still be
necessary to ensure patient safety, potentially resulting in changes to the dosage levels
suggested by our models.
We seek novel treatments using three approaches. First, we require that all regimens (the combination of drug and dose selections) suggested by our models have
never been previously tested in a clinical trial; hence, our model always suggests novel
regimens. Secondly, we require that new drugs are tested in a clinical trial as soon as
they are available, ensuring we evaluate new drugs as quickly as possible. Finally, our
models assign higher weight to regimens containing drugs that have not been extensively tested. Motivated by the standard deviation of the sample mean,11 we assign
−1/2

weight 𝑢𝑑 = 𝑡𝑑

to drug 𝑑, where 𝑡𝑑 is the number of times drug 𝑑 has previously

been tested in a clinical trial, defining u to be the vector of all such weights. In the
model (1), we increment the objective by Γ𝑢𝑑 if drug 𝑑 is selected for testing in the
regimen, where Γ is a parameter that controls the aggressiveness of the exploration.
Our mathematical model includes decision variables for the chemotherapy variables described in Section 2.3.1. We define three variables for each drug, corresponding to the chemotherapy treatment variables used in the statistical models: a binary
indicator variable 𝑏𝑑 to indicate whether drug 𝑑 is or is not part of the trial (𝑏𝑑 =
1 if and only if drug 𝑑 is part of the optimal chemotherapy regimen), a continuous
variable 𝑖𝑑 to indicate the instantaneous dose of drug 𝑑 that should be administered
in a single session, and a continuous variable 𝑎𝑑 to indicate the average dose of drug
𝑑 that should be delivered each week. We define x in our optimization model to be
the demographic and trial information variables for which the chemotherapy regimen
is being selected; these values are treated as a constant in the optimization process.
We use the ridge regression models from Section 2.3.2 to parameterize the op∑︀𝑡
Recall that sd(( 𝑖=1 𝑋𝑖 )/𝑡) = 𝜎𝑡−1/2 when 𝑋𝑖 are IID random variables with standard deviation
𝜎. If we view each 𝑋𝑖 as the observed impact of some drug 𝑑 on the efficacy or toxicity of a regimen
that tests it, then the standard deviation of the sample mean estimate of that drug’s effect scales
−1/2
with 𝑡𝑑 , where 𝑡𝑑 is the number of times the drug has been tested.
11
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𝑏 ′
timization model. Let the model for overall survival (OS) be denoted by 𝛽^𝑂𝑆
b+
𝑥 ′
𝑎 ′
𝑖 ′
x, with drug variables b, instantaneous dose variables i, avera + 𝛽^𝑂𝑆
i + 𝛽^𝑂𝑆
𝛽^𝑂𝑆

age dose variables a, demographic and study characteristic constants x, and coefficients corresponding to each set of variables indicated with superscripts. Similarly,
we have a model for the proportion of patients with a DLT, which we will denote by
′
′
′
′
𝑥
𝑎
𝑖
𝑏
x. Note that these models are all linear in the
a + 𝛽^𝐷𝐿𝑇
i + 𝛽^𝐷𝐿𝑇
b + 𝛽^𝐷𝐿𝑇
𝛽^𝐷𝐿𝑇

variables.
We can then select the drug therapy to test in the next clinical trial using the
following mixed integer optimization model:
max
b,i,a

subject to

^𝑏 + Γu)′ b + 𝛽
^𝑖 ′ i + 𝛽
^𝑎 ′ a + 𝛽
^𝑥 ′ x
(𝛽
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆

(1)

′
′
^𝑏
^𝑖
^𝑎 ′
^𝑥 ′
𝛽
𝐷𝐿𝑇 b + 𝛽𝐷𝐿𝑇 i + 𝛽𝐷𝐿𝑇 a + 𝛽𝐷𝐿𝑇 x ≤ 𝑡,
𝑛
∑︁

(1a)

𝑏𝑑 ≤ 𝑁,

(1b)

𝑑=1

Ab ≤ c,

(1c)

(b, i, a) ∈
/ 𝑃,

(1d)

(𝑏𝑑 , 𝑖𝑑 , 𝑎𝑑 ) ∈ Ω𝑑 ,

𝑑 = 1, . . . , 𝑛,

(1e)

𝑏𝑑 ∈ {0, 1},

𝑑 = 1, . . . , 𝑛.

(1f)

The objective of (1) maximizes the predicted overall survival of the selected chemotherapy regimen plus some constant Γ times 𝑢𝑑 , the weight capturing how often drug 𝑑
has previously been tested, for each drug 𝑑 in the regimen. This “exploration constant” Γ controls how much weight is assigned to exploring drugs that have not been
extensively tested in the training set; a large Γ would value exploration of new drugs
over identifying a combination with high predicted efficacy, while Γ = 0 optimizes the
efficacy of the regimen with no consideration for exploration. We experiment with a
number of Γ values in Section 2.4.4.
Constraint (1a) bounds the predicted toxicity by a constant 𝑡. This constant
value can be defined based on common values used in Phase I/II trials or can be
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varied to suggest trials with a range of predicted toxicities. In Section 2.4.4, we
present results from varying the toxicity limit 𝑡. Constraint (1b) limits the total
number of drugs in the selected trial to 𝑁 , which can be varied to select trials with
different numbers of drugs. We limit suggested drug combinations to contain no
more than 𝑁 = 3 drugs, which encompasses 89.1% of our database. We chose not to
select a limit of 𝑁 = 4 or higher both because the average number of drugs tested in
combinations in our database is 2.3 and because all preferred regimens in the National
Comprehensive Cancer Network (NCCN) guidelines for gastric cancer contain three
or fewer drugs [135].
We also include constraints (1c) to constrain the drug combinations that can be
selected. In our models, we require a new drug to be included if it has never been
evaluated in a previous clinical trial and we incorporate generally accepted guidelines
for selecting combination chemotherapy regimens [74, 140, 142].12 As discussed in
Section 2.2.1, we also eliminate the drug trastuzumab because it is only indicated
for the subpopulation of HER2-positive patients. We leave research into effective
treatments for this subpopulation as future work. Additional requirements could be
added to constraints (1c), though we do not do so in this chapter. Such additional
constraints may be necessary due to known toxicities and properties of the drugs, or
these constraints can be used to add preferences of the business or research group
running the clinical trial. For example, a pharmaceutical company may want to
require a new drug they have developed and only tested a few times to be used in the
trial. In this case, the optimal solution will be the best drug combination containing
the necessary drug.
Constraints (1d) force our selected regimen to differ from the set 𝑃 of all regimens
12

We limit the combinations to contain no more than one drug from any drug class. There are
23 classes of drugs used in total in our database, using the classes defined by [74]. The most
common classes are: platinum-based, antimetabolites, anthracyclines, taxanes, camptothecins, alkylating agents, and chemoprotectants. We disallow pairs of drug classes from being used together
if this pairing appears no more than once in our database and is discouraged in the guidelines for
selecting regimens. The following pairs of classes were disallowed from being used together: anthracycline/camptothecin, alkylating agent/taxane, taxane/topoisomerase II inhibitor, antimetabolite/protein kinase, and camptothecin/topoisomerase II inhibitor. If a chemoprotectant drug is used,
it must be used with a drug from the antimetabolite class that is not capecitabine.
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previously tested in the training set. Constraints (1e) limit the instantaneous and
average dose of drug 𝑑 to belong to a feasible set Ω𝑑 . This forces 𝑖𝑑 and 𝑎𝑑 to equal 0
when 𝑏𝑑 = 0 and to match the instantaneous and average dosages of drug 𝑑 in some
clinical trial in the full database when 𝑏𝑑 = 1. These constraints force the dosage
for a particular drug to be realistic. Lastly, constraints (1f) define b to be a binary
vector of decision variables.
The optimization model was implemented in C++ and solved using the Gurobi
optimizer [82].

2.4.2

Phase III Regimen Selection Model

Phase III trials are large randomized controlled trials that evaluate the most promising
regimens tested in previous Phase II studies, and treatments that perform well against
historical controls in Phase III trials may then be considered new standard therapies
for advanced cancer. A relatively small number of Phase III trials are run (7% of
trials in our database are Phase III), both because a Phase III trial is only run when
a therapy is shown to be particularly effective in a Phase II study and because Phase
III trials enroll more patients than Phase II studies and are therefore more expensive.
Both due to the impact of Phase III results on clinical standards and the relatively
small numbers of these trials run, it is especially important that we select high-quality
regimens to test in the experimental arms of these clinical trials.
One option for selecting a regimen to test in a Phase III trial would be to identify the prior Phase II study with DLT proportion not exceeding parameter 𝑡 that
achieved the highest median OS, selecting the regimen tested in that Phase II study.
However, Phase II studies are often performed using patient populations that are not
representative of the patients tested in Phase III trials and standard clinical practice [70]. As a result, we instead use the statistical models from Section 2.3 to select
the regimen to be tested in the experimental arms of Phase III clinical trials. Using
the demographic and trial variables x from the new Phase III trial being designed, we
select the regimen previously tested in a Phase II study that has the highest predicted
median OS in population x, limiting to regimens with predicted DLT proportion not
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exceeding a toxicity limit parameter 𝑡. Each of the prior Phase II studies is already in
the training set of the statistical model being used to select Phase III regimens, but
using the prediction model enables us to control for the patient population of trials
and variability in trial outcomes due to chance. The experimental arms of Phase III
clinical trials seek novel chemotherapy regimens, so we limit our selected regimens to
those whose set of drugs do not exactly match the set of drugs tested in any arm of
a prior Phase III trial.

The effects of using prediction models instead of published clinical trial outcomes
are displayed in Figure 2-6. The figure on the left shows, for each regimen tested in a
Phase II study in our database that does not match the drug combination tested in a
Phase III clinical trial, the proportion of patients experiencing a DLT and the median
overall survival, as they were reported in the Phase II study. The figure on the right
shows the predicted performance of each drug regimen, using the average of trial and
demographic variables across all Phase III trials in our database. The red points show
the five best trials according to the data, and the green points show the five best trials
according to the prediction models (we define the best trials here as the ones with
the highest overall survival, subject to a DLT proportion of no more than 0.5). These
figures show that our method will often suggest different regimens than we would
select by just using the data published in the individual trials. These differences occur
because our method takes into account patient and trial characteristics, controlling for
trials run in particularly healthy populations (where strong efficacy outcomes may be
due to demographics) and for trials with fewer enrolled patients (where strong results
are more likely to be due to chance). For instance, the trials indicated in red in
Figure 2-6 were smaller on average than the trials in green (37 vs. 51 patients),
which may indicate why our models had more confidence in the quality of the trials
labeled in green. We will investigate how the regimens suggested by our models
compare to those selected in current clinical practice in Sections 2.4.3–2.4.4.
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Figure 2-6: Median OS and DLT proportion for chemotherapy regimens that could
potentially be selected for a Phase III trial experimental arm by our models. The
left figure plots outcomes of the Phase II study that tested each regimen, and the
right figure plots predicted outcomes for the regimen in a typical Phase III clinical
trial patient population. The red points show the top five trials according to the data
reported in the Phase II trials, and the green points show the top five trials according
to the prediction models.

2.4.3

Evaluation Techniques

Evaluating the quality of chemotherapy regimens suggested by our optimization model
against those selected for clinical trials by oncologists is an inherently difficult task.
The only definitive way to evaluate a chemotherapy regimen in a given population is
through a clinical trial, and the only definitive way to evaluate the performance of
some regimen A suggested by our models against some regimen B designed without
the models is through running a randomized controlled trial in a population, testing
A against B.
While ultimately clinical trial evidence is needed to evaluate the effectiveness of
the proposed models, it is important to first perform preclinical evaluations of the
proposed approach to determine if it shows promise in improving the results of clinical
trials compared to current practice. As described in Section 2.1, preclinical evaluations estimate the quality of an approach before testing it in humans and are used
extensively in the design of chemotherapy regimens for advanced cancer. Preclinical
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evaluation cannot be used to conclusively confirm the effectiveness of a new therapy,
but it can be used to rule out unpromising approaches. For instance, a new drug
that has a high cell kill rate in vitro may or may not be effective at treating cancer
in the human body, but a new drug that performs poorly in preclinical testing would
likely not be tested in humans. We similarly use preclinical evaluation to determine
if our proposed models show promise, which could help in deciding whether clinical
evaluation is appropriate.
To perform preclinical evaluation of our proposed models, we use two different
techniques to approximate the quality of suggestions from our model compared to
those made in real clinical trials: the simulation metric and the matching metric.

Simulation Metric
Through clinical trials, oncologists learn about the efficacy and toxicity of regimens
they test and use this information when designing further chemotherapy regimens.
To evaluate the ability of our approach to learn through time, we simulate the efficacy
and toxicity outcomes of clinical trials that test the chemotherapy regimens proposed
by our models. To simulate clinical trial outcomes, we first select plausible coefficient
*
*
vectors 𝛽𝑂𝑆
and 𝛽𝐷𝐿𝑇
for our survival and toxicity prediction models, which we use

to represent the ground truth impact of the explanatory variables from Section 2.2
on efficacy and toxicity. We then simulate the median OS and the proportion of
*
*
patients with a DLT in a proposed clinical trial using 𝛽𝑂𝑆
and 𝛽𝐷𝐿𝑇
, respectively,

in both cases adding normally distributed noise with variance based on the number
of patients in the clinical trial. To compare the regimens selected by our models
with toxicity limit 𝑡 and exploration parameter Γ against the regimens tested in
clinical trials in current practice, we start 20% of the way through the clinical trial
database (in 1997), selecting the regimen to be tested in each Phase II study using the
optimization model from Section 2.4.1 and selecting the regimen to be used in each
Phase III trial experimental arm using the procedure described in Section 2.4.2. For
each trial, both the regimen selected by our models and the regimen run in current
*
*
practice are evaluated using 𝛽𝑂𝑆
and 𝛽𝐷𝐿𝑇
. The outcomes for the regimen selected
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by our models, plus normally distributed noise, are added to the training set and can
be used to design subsequent chemotherapy regimens. We evaluate each parameter
*
*
. Each set of coefficients
and 𝛽𝐷𝐿𝑇
set (𝑡, Γ) using 40 different sets of coefficients 𝛽𝑂𝑆

is obtained by drawing a bootstrap sample of the entire database of clinical trials and
training ridge regression models for the efficacy and toxicity outcomes as described
in Section 2.3; because these coefficients are obtained using bootstrap resampling of
true clinical trial outcomes, they are plausible according to clinical trial data. Details
of the simulation metric procedure are provided in Appendix C.
As with many procedures developed to simulate complicated real-world systems,
the simulation metric may make a biased evaluation of our proposed model. First,
the approach simulates outcomes using the same linear model specification used by
the ridge regression model from Section 2.3, which mean that the statistical models
used to make decisions are assumed to be structurally accurate. Model performance
might be worse if there were a mismatch between the structure of the ridge regression
model and the true structure of the relationship between the covariates and outcomes.
Further, while we include a number of constraints in the optimization models to
prevent infeasible regimens from being suggested, there there is no guarantee that
all chemotherapy regimens in the feasible set of the optimization model are indeed
biologically, legally, or practically feasible. This could lead the optimization model
to obtain a strong evaluation for a suggestion that is actually infeasible, which would
favorably bias the evaluation of our approach. Due to the potential biases in the
simulation metric, results indicating our models improve over current practice might
merit further study in a clinical trial setting, while results indicating our models do not
improve over current practice would suggest that no further evaluation is warranted.

Matching Metric
While the simulation metric enables us to evaluate our ability to learn through time
by providing feedback about the chemotherapy regimens selected by our optimization
model, a shortcoming of this technique is that it relies on simulated outcomes instead
of actual clinical trial outcomes, introducing a number of potential biases. As a result,
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we also evaluate our model’s suggested regimens for Phase III trial experimental arms
using the results of similar clinical trials that were run in practice. To compare the
regimens selected by our models with toxicity limit 𝑡 against the regimens tested
in clinical trials in current practice, we start 20% of the way through the clinical
trial database (in 1997), selecting the regimen to be used in each Phase III trial
experimental arm using the procedure described in Section 2.4.2. For each Phase
III experimental arm, the regimen selected by our models is evaluated using the
clinical trial in the database testing the most similar chemotherapy regimen, taking
into account how well the drug classes, drugs, and dosages match13 and limiting to
chronologically future clinical trials. Meanwhile, the regimens tested in the actual
Phase III experimental arms are evaluated using the outcomes of those trials. Details
of the matching metric procedure are provided in Appendix C.
A key benefit of the matching metric as defined is that it does not use the statistical
models developed in this chapter in any way to evaluate proposed regimens, not even
to adjust for the population in the matched clinical trial. As a result, the matching
metric may make a biased evaluation of proposed chemotherapy regimens because
it evaluates a chemotherapy regimen using the outcomes of a trial run in a different
population. If the matched trial used to evaluate a proposed chemotherapy regimen is
run in a healthier population than the population for which the regimen was selected,
favorable bias would be introduced to the evaluation. Correspondingly if the patients
in the matched trial are less healthy, unfavorable bias is introduced. Due to the
potential bias in the matching metric’s evaluation of our model, any improvements
over current practice indicated by the matching metric would require confirmatory
testing in a clinical trial setting.

13

For each drug in our suggested regimen, we assess a penalty of 0 if the same drug is tested at the
same dosage in the future regimen, a penalty of 1 if the same drug is tested at a different dosage, a
penalty of 10 if a different drug from the same drug class is tested, and a penalty of 100 if no drugs
from the same drug class are tested in the future regimen. The penalties are summed for each drug
in our suggested regimen, and the future clinical trial with the smallest penalty score is considered
the best match.
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Figure 2-7: Comparison between Phase III experimental arm suggestions (n=27)
from our models and from current practice according to the simulation metric. Each
point represents a simulation of our approach and highlighted points are averages
across simulations. Points to the left of the y-axis improved over current practice in
the proportion of trials with unacceptably high toxicity, and points above the x-axis
improved over current practice in average median OS.

2.4.4

Optimization Results

To compare our models’ suggested regimens with those of oncologists, we sequentially
*
*
computed the simulation metric for 40 sets of simulated coefficients (𝛽𝑂𝑆
, 𝛽𝐷𝐿𝑇
),

testing all nine combinations of parameter settings 𝑡 ∈ {0.3, 0.4, 0.5} and Γ ∈ {0, 2, 4}.
As detailed in Appendix C, for each set of parameter values (𝑡, Γ), we obtain 40
vectors of overall survival values for the 27 Phase III experimental arms for both
CP
Mod
current practice (yOS
) and for the proposed models (yOS
). Additionally, we obtain

40 vectors of “high toxicity” indicator values for the Phase III experimental arms both
CP
Mod
for current practice (yDLT
) and for the proposed models (yDLT
).

Figure 2-7 and Table 2.6 compare the performance of the regimens selected by this
chapter’s models for the 27 Phase III experimental arms against the 27 Phase III experimental arms selected by oncologists, reporting the average differences in outcomes
Mod
CP
Mod
CP
across the 27 arms, 1′ (yOS
− yOS
)/27 and 1′ (yDLT
− yDLT
)/27. Figure 2-7 plots

each individual bootstrap replicate and the average comparative performance across
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Γ
0
0
0
2
2
2
4
4
4

𝑡
0.3
0.4
0.5
0.3
0.4
0.5
0.3
0.4
0.5

∆ OS (95% CI)
2.8 [0.9, 5.0]
3.1 [1.8, 4.9]
3.2 [1.6, 6.3]
3.6 [1.6, 5.9]
4.3 [1.8, 5.6]
4.5 [2.1, 6.7]
3.7 [0.7, 6.0]
4.4 [2.0, 6.3]
4.7 [2.6, 6.5]

∆ DLT (95% CI)
-0.06 [-0.15, 0.04]
-0.06 [-0.15, 0.04]
-0.01 [-0.18, 0.18]
-0.05 [-0.15, 0.07]
-0.05 [-0.15, 0.11]
0.02 [-0.18, 0.26]
-0.06 [-0.18, 0.07]
-0.04 [-0.15, 0.07]
0.02 [-0.18, 0.33]

Table 2.6: Comparison between Phase III experimental arm suggestions (n=27) from
our models and from current practice according to the simulation metric, reporting for
each optimization model with parameters Γ and 𝑡 the change in average median OS
and proportion of trials with unacceptably high DLT compared to current practice.

replicates, and Table 2.6 additionally reports 95% bootstrap percentile confidence intervals [51] of comparative performance, computed using the R boot package [39]. In
all 360 simulation runs, the average simulated median OS of the regimens suggested
by the proposed models was higher then the average simulated median OS of the regimens tested in current practice, with the average differences ranging from 2.8 months
(95% CI 0.9, 5.0) for the model with (𝑡, Γ) = (0.3, 0) to 4.7 months (95% CI 2.6, 6.5)
for the model with (𝑡, Γ) = (0.5, 4). The simulated proportion of trials with a high
DLT rate did not significantly differ from current practice for any model. Although
on average models with high Γ values have better simulated survival outcomes and
models with restrictive toxicity limits have worse simulated survival outcomes and
better simulated toxicity outcomes, the bootstrap 95% confidence intervals for all
these differences include 0.
The regimens selected by our proposed models for Phase II studies and Phase
III trial experimental arms are qualitatively different from the ones tested in current
practice, which may explain some of the differences in simulated performance. Due to
the nature of the formulation of optimization problem (1), nearly all regimens selected
by the proposed models for Phase II studies (100%) and Phase III experimental arms
(98%) contain exactly three drugs. While this is similar to the average number of
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𝑡 Match Drugs
0.3
56%
0.4
59%
0.5
59%

Match Classes
82%
85%
89%

∆ OS
2.3
3.5
3.9

∆ DLT
0.02
0.05
0.12

Table 2.7: Comparison between Phase III experimental arm suggestions (𝑛 = 27) from
our models and from current practice according to the matching metric, reporting for
each optimization model with parameter 𝑡 the proportion of model suggestions that
match all drugs and all drug classes of the matched future trial as well as the average
change in median OS and proportion of trials with an unacceptably high DLT rate
compared to current practice.

drugs tested in Phase II study arms (2.3) and Phase III trial experimental arms (2.4),
these studies test many other combination sizes (only 31% of Phase II study arms
and 37% of Phase III trial experimental arms test three-drug combinations). Given
that there are benefits to regimens with fewer drugs (e.g. ease of administration and
lower cost) and regimens with more drugs (e.g. better combatting drug resistance
in the cancer), oncology researchers may prefer to test a range of regimen sizes. For
Phase III trial experimental arms, the proposed models selected regimens with newer
drugs (newest drug tested in a median of 5 previous trials) than the regimens tested in
practice (newest drug tested in a median of 22 previous trials). Given the significant
cost of Phase III trials, this could represent risk aversion on the part of clinical trial
planners that is not captured in the procedure from Section 2.4.2. By design 100%
of regimens suggested by our models for Phase III experimental arms had never been
tested before (even in different dosages), similar to the 89% rate seen in clinical
practice. In contrast, the proportion of suggested regimens testing new combinations
(ignoring dosages) for Phase II studies was 14% in the proposed models with Γ = 0,
25% in the proposed models with Γ = 2, 37% in the proposed models with Γ = 4,
and 41% in current practice. This suggests the proposed models with Γ = 0 and
Γ = 2 may spend more effort optimizing dosages within a combination and less effort
exploring new combinations compared to clinical practice.
To further compare our models’ suggested regimens for Phase III experimental
arms with those of oncologists, we used the matching metric to evaluate our sug60
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Figure 2-8: Comparison between Phase III experimental arm suggestions (𝑛 = 27)
from our models and from current practice according to the matching metric.

gested regimens obtained using each toxicity limit 𝑡 ∈ {0.3, 0.4, 0.5}. As detailed in
Appendix C, for each parameter value 𝑡 we obtain overall survival values for the 27
CP
) and for the proposed
Phase III experimental arms for both current practice (yOS
Mod
models (yOS
) as well as “high toxicity” indicator values for the Phase III experimenCP
Mod
tal arms both for current practice (yDLT
) and for the proposed models (yDLT
).

Using the matching metric, Figure 2-8 compares the performance of the suggested regimens for Phase III experimental arms from the three models with 𝑡 ∈
{0.3, 0.4, 0.5} against the regimens selected by oncologists. The plot uses the same
axes as Figure 2-7 and captures statistical fluctuations with 2-standard deviation ellipses fitted by bootstrap resampling the matching metric results for the 27 Phase III
experimental arms. According to the matching metric, the regimens suggested by the
proposed models with 𝑡 = 0.3, 0.4, and 0.5 had on average 2.3, 3.5, and 3.9 months
higher median OS than current practice and 0.02, 0.05, and 0.12 proportion higher
rate of trials with unacceptably high toxicity, respectively. The ellipses for all three
models include only positive changes in survival but positive and negative changes in
proportion of trials with unacceptably high toxicity.
61

2.5

Discussion and Future Work

In this chapter, we built a database of clinical trials for gastric cancer, built statistical
models to predict out-of-sample efficacy and toxicity of clinical trials, and designed
models that propose combination chemotherapy regimens to be tested in clinical
trials. Out-of-sample evaluation suggests that the statistical models could be used
by clinical trial planners to identify 10–20% of the trials with high toxicity or that
fail to achieve high efficacy, in both cases with a small number of misclassifications.
Further, two preclinical evaluation techniques indicate that the models presented in
this chapter might improve the efficacy of the regimens selected for testing in Phase
III clinical trial experimental arms without major changes in toxicity outcomes.
A key limitation of the results presented in this chapter is that we do not run
clinical trials to evaluate our suggested chemotherapy regimens; instead, we evaluate
our suggestions using simulated results or the results of clinical trials testing similar
chemotherapy regimens. As detailed in Section 2.4.3, such preclinical evaluation
of proposed approaches is important, as it can be used to eliminate unpromising
approaches without needing to run a clinical trial. Given that both the simulation
and matching metrics indicated that the proposed approach could improve the efficacy
of the regimens tested in Phase III trials, we believe it merits further evaluation in
a clinical trial setting. We believe the technique should first be evaluated using a
single-arm clinical trial testing a regimen designed by our optimization models from
Section 2.4.1. Key outcomes of this clinical trial would be the acceptability of our tools
to clinical trial decision makers and the efficacy and toxicity outcomes of the trial.
If this initial evaluation is deemed a success, we could then perform a randomized
controlled trial comparing a regimen designed by our approach against a regimen
designed using standard clinical trial design methodology.
Another limitation of our methodology is that clinical studies with negative results such as disappointing efficacy outcomes are less likely to be published in the
medical literature, a phenomenon called publication bias [62]. This means the clinical trial arms in the database from Section 2.2 may be biased toward studies with
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more positive outcomes, in turn causing the statistical models from Section 2.3 to
make overly optimistic predictions for clinical trial outcomes. If publication bias is
more concentrated in clinical trials testing some sorts of therapies than others, then
this bias may cause the optimization models from Section 2.4 to prefer these sorts of
therapies over others.
We believe the models presented in this chapter have the potential to significantly
improve the quality of chemotherapy regimens tested in clinical trials. However, there
are a number of promising future directions that have the potential to strengthen the
results presented in this chapter. One opportunity would be to integrate preclinical
models, such as in vitro experimentation and molecular simulation studies, into our
optimization framework. This integration could take the form of adding constraints to
eliminate drug combinations found to be biologically infeasible and adding interaction
terms between pairs of drugs found to be synergistic or antagonistic in preclinical
models. Another avenue of future work is to use more sophisticated techniques such
as the Knowledge Gradient algorithm [68] or Q-learning [55] when exploring the space
of combination chemotherapy regimens using Phase II studies.
While in this chapter we focused on designing combination chemotherapy regimens
for gastric cancer, we believe data-driven tools leveraging databases of clinical trial
results could prove useful in other settings. Combination therapy is used to treat
many other cancers, and in Chapter 3 we evaluate the degree to which the results in
this chapter extend to advanced breast cancer. Further, combination therapy is used
to treate other diseases such as hypertension and diabetes, so our models could be
applied to design therapies for these diseases. Models trained on a subset of clinical
trial results for a specific patient subpopulation, such as HER2-positive patients,
could be used to design specialized regimens for these subgroups. Other applications
might include improving clinical prognostic models for individual cancer patients,
identifying the best available therapies for a particular disease from amongst all those
tested in clinical trials, and comparing treatments that have never been compared in
a randomized setting.
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Chapter 3
Designing Drug Therapies for
Advanced Breast Cancer
3.1

Introduction

Breast cancer is the most common non-skin cancer among women in the United
States and the second-leading cause of cancer death in that population [156]. Among
women worldwide, it is both the most common non-skin cancer and the leading cause
of cancer death [165]. Drug therapies are the main treatments for advanced breast
cancer [134], and meta-analysis evidence suggests multi-drug therapies yield better
survival outcomes than monotherapies [67, 40]. Given the significant health burden
posed by breast cancer, techniques to identify promising combination drug regimens
for this disease are of interest.
A number of techniques are used to design combination drug therapies for Phase
II studies of patients with advanced breast cancer. Preclinical models that do not
rely on the results of prior clinical trials, such as animal studies and in vitro experimentation, are often cited as the motivation for combination therapies tested in
Phase II studies [3, 4, 10]. Further, authors often cite the results of previous clinical
trials both for breast cancer [2, 6, 14] and other cancers [9, 13, 18] as motivation
for testing a combination therapy. Meta-analyses, which synthesize the results of
prior randomized controlled trials, are also used to select one broad class of therapies
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(e.g. anthracycline-containing regimens) instead of another (e.g. non-anthracyclinecontaining regimens) for testing [1, 8, 132]. In Chapter 2, we proposed a new methodology for synthesizing published clinical trials that can be used to design combination
drug therapies, evaluating the approach for advanced gastric cancer.
Advanced breast cancer provides a good opportunity to evaluate the generalizability of the statistical and optimization models proposed in Chapter 2 due to the
differences between breast cancer and gastric cancer. Due to differences in cancer
biology, the most effective drugs for treating the two cancers differ, and only four
of the 10 most frequently used drugs in gastric cancer clinical trials are also top-10
drugs in breast cancer clinical trials (see Section 3.2 for details). Further, efficacy
outcomes qualitatively differ between the cancers: Clinical trials for advanced gastric
cancer have an average median overall survival of 9.2 months, while clinical trials for
advanced breast cancer have an average median overall survival of 17.6 months.
In this chapter, we investigate whether the statistical and optimization models
developed in Chapter 2 show promise for the design of combination drug regimens
for advanced breast cancer. Key contributions parallel those from Chapter 2:
Breast Cancer Clinical Trial Database We build a database of clinical trials that
test drug therapies for advanced breast cancer (Section 3.2). This database contains
information about patient demographics, study characteristics, drug regimens tested,
and efficacy and toxicity outcomes from 1,490 clinical trials describing 2,097 treatment
arms, published 1968–2013.
Predicting Breast Cancer Clinical Trial Outcomes Given information about
the patient demographics, study characteristics, and chemotherapy regimens tested
in a clinical trial, we use statistical models to predict efficacy and toxicity outcomes
of that trial (Section 3.3). We evaluate whether these models can be used by clinical
trial planners to avoid unpromising proposed clinical trials.
Designing Breast Cancer Chemotherapy Regimens We evaluate models for
designing novel combination drug therapies for breast cancer to be tested in Phase II
studies as well as models for selecting the most promising previously tested regimen
for further testing in a Phase III trial (Section 3.5).
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We extend the analysis from Chapter 2 in two major ways, taking advantage of
cancer receptor information and the availability of data from multiple cancers when
making predictions.

Accounting for Cancer Receptor Status Several well-known proteins affect the
prognosis and treatment options for breast cancer patients. The estrogen receptor
is a protein present in roughly 75% of breast cancers, and the progesterone receptor
is also present in the majority of these cancers [61]. Estrogen receptors trigger cancer cell growth when they encounter estrogen. Hormonal drugs can be used to treat
cancers with these receptors either by blocking production of estrogen, as is done
by aromatase inhibitors (AIs), or by blocking estrogen from binding to the receptors
themselves, as is done by selective estrogen receptor modulators (SERMs) and estrogen receptor downregulators (ERDs). The human epidermal growth factor receptor 2
(HER2) protein is overexpressed in roughly 25% of breast cancers [38], which causes
more aggressive cancer growth and spread. Several drugs such as trastuzumab and
lapatinib can be used to treat cancer with HER2 overexpression. In Section 3.3, we
use interaction terms to model receptor-specific efficacy and toxicity effects of drugs,
and in Section 3.5 we take receptor status into account when designing combination
chemotherapy regimens.

Toxicity Predictions Using Data from Multiple Cancers Phase I clinical studies, which are used primarily to assess the toxicity of a chemotherapy regimen [70],
are often performed across patients with a range of cancers [84, 170]. As a result,
it seems natural to predict the toxicity of a chemotherapy regimen using published
toxicity outcomes from clinical trials for multiple cancers instead of limiting to data
from a single cancer as we did in Chapter 2; this would be expected to especially
improve toxicity predictions for cancers with relatively few published clinical trials.
In Section 3.4, we predict toxicity outcomes using data from clinical trials for both
gastric and breast cancers.
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3.2

Breast Cancer Clinical Trial Database

The first step in building a database of outcomes for advanced breast cancer clinical
trials was searching the published medical literature to identify papers meeting our
criteria for inclusion in the study. We included English-language clinical trials testing
drug therapies for advanced or metastatic breast cancer. To ensure a more heterogeneous mix of studies that could be analyzed together, we used a number of exclusion
criteria:
∙ Phase I or IV clinical trials
∙ Trials including non-drug therapies such as surgery or radiotherapy
∙ Trials reporting that fewer than half of patients had metastatic disease
∙ Trials testing a drug designed to treat side effects of cancer (e.g. therapy
for painful bone metastases) or side effects of chemotherapy (e.g. granulocyte
colony stimulating factor treatment for low neutrophil counts)
∙ Trials testing sequential therapies, in which patients transition from one treatment to another after a pre-specified number of treatment cycles
To find candidate papers for inclusion in the study, we queried the Cochrane Central Register of Controlled Trials in October 2012, searching for studies with MeSH
term “Breast Neoplasms" and qualifier “drug therapy." Additionally, we searched
Pubmed in October 2012 with the following query:
"breast" in title AND
("advanced" OR "metastatic") in title AND
("trial" OR "phase") in title
In July 2013, we expanded our query by further searching Pubmed with the query:
(Breast Neoplasms/drug therapy[MAJR] OR
Breast Neoplasms/drug therapy[MeSH Terms]) AND
(Clinical Trial[ptyp] OR Phase[Title])
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To determine whether results should be included in the study, team members
reviewed the titles and abstracts of search results, when necessary also accessing the
main text of the article. In total 1,490 clinical trials describing 2,097 treatment arms
were included as a result of the literature review.

3.2.1

Manual Data Collection

Next, we built a database containing the detailed information from each clinical trial
arm we identified. For clinical trials testing multiple treatments, we added multiple
observations to our database, one for each treatment tested.
To capture key prognostic factors for metastatic breast cancer, we included a
number of demographic characteristics of patients in each clinical trial arm. Disease
stage has a large impact on disease outcomes [156], so we include the proportion of
patients in each arm with advanced, non-metastatic disease (the remaining patients
have metastatic disease). Prior therapy is an important prognostic factor [97], so we
extracted the proportion of patients with prior chemotherapy for breast cancer and
the proportion of patients with prior chemotherapy for advanced breast cancer. The
location of metastatic disease has a large effect on cancer survival [96, 97, 110], so we
include the proportion of patients in each clinical trial arm with visceral involvement
(lung, liver, or brain), as these patients have the worst prognosis. Receptor status
affects disease prognosis [52, 97, 110, 157], so we include the proportion of patients
in each arm with positive steroid hormone receptor status (either estrogen receptor
or progesterone receptor positive cancer) as well as the proportion of patients in each
arm with HER2-overexpressing cancer. Finally, we include several other commonly
reported pieces of demographic information: the proportion of patients in each clinical
trial arm who are male, the median age of patients in each arm (mean age when the
median is not reported), the average ECOG performance status of patients in each
arm, and the proportion of patients in the arm who are premenopausal women.
We collect several other variables from each clinical trial arm. To capture the size
of each study, we collect the number of patients receiving the study drugs in each
clinical trial arm. To capture changes in advanced breast cancer care through time,
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we collect the year each study was published. To capture region-specific differences
between studies, we collect the proportion of study authors who are from an Asian
country, as well as the proportion of study authors who are from each country, limiting
to countries for which at least 10 clinical trial arms have been published with the
plurality of authors on the study report from that country.
For each drug tested in a clinical trial arm, we extract several pieces of information, following the approach from Chapter 2. The instantaneous dosage is the
amount of the drug scheduled to be given each day (if the dosage is different on different days of a chemotherapy cycle, then the average of the daily dosages is used).
The average dosage is the average amount of the drug that is delivered per week of
therapy. For instance, if a drug is given at dosage 20 𝑚𝑔/𝑚2 on days 1, 8, and 15
of a 28-day chemotherapy cycle, then its instantaneous dosage would be extracted as
20 𝑚𝑔/𝑚2 and its average dosage would be extracted as 15 𝑚𝑔/𝑚2 . In cases where
a higher loading dose is provided at the beginning of treatment, this loading dose is
not extracted. In cases where different dosage levels were used for different patients
in the clinical trial arm, the dosage level used with the largest number of patients is
encoded.
Finally, we extract information about the outcomes of each clinical trial arm. To
measure the efficacy of the arm, we extract the median overall survival of patients.
To measure the toxicity of an arm, we extract the proportion of patients experiencing
a dose-limiting toxicity (DLT), following Chapter 2 by defining a DLT as any Grade
4 blood toxicity or any Grade 3/4 non-blood toxicity, excluding alopecia, nausea, and
vomiting. Toxicity grades are defined using the NCI CTCAE v3.0 guidelines [166].
Where necessary, Grade 4 blood toxicities are imputed from reported Grade 3/4
values, as detailed in Appendix D. Toxicity values are not extracted in cases where
toxicities are reported as the proportion of chemotherapy cycles for which the toxicity
occurred instead of the proportion of patients experiencing the toxicity, and they are
also not reported in cases where the toxicity grade is not clear from the clinical trial
report.
Table 3.1 summarizes the extracted demographic, study characteristic, and out70

Range

% Rep.

Fraction of patients with
advanced, non-metastatic disease

0.02

0.00 – 0.50

76.5

Fraction of patients with prior
chemotherapy

0.65

0.00 – 1.00

83.6

Fraction of patients with prior
palliative chemotherapy

0.33

0.00 – 1.00

73.4

Fraction of patients with visceral
disease

0.58

0.00 – 1.00

60.1

Fraction of patients with positive
steroid hormone receptor status

0.69

0.00 – 1.00

57.5

Fraction of patients with HER2
overexpression

0.39

0.00 – 1.00

19.3

Fraction of patients who are male

0.00

0.00 – 0.08

80.8

55.97

36 – 77

92.2

Mean ECOG performance status

0.70

0.04 – 2.27

50.8

Fraction of patients who are
premenopausal females

0.18

0.00 – 1.00

50.0

Study Characteristics

Number of patients

64.8

4 – 681

100.0

Publication year

1997

1968 – 2013

100.0

Fraction of study authors from an
Asian country

0.06

0.00 – 1.00

100.0

Country
Dependent

0.00 – 1.00

100.0

Median overall survival (months)

17.6

2.0 – 72.0

61.7

Fraction of patients with a
dose-limiting toxicity

0.31

0.00 – 1.00

64.9

Patient Demographics

Avg. Value

Outcomes

Variable

Median age (years)

Fraction of study authors from
each country (27 different
variables)

Table 3.1: Average value, range, and reporting rate of patient demographic, study
characteristic, and outcome variables extracted from breast cancer clinical trials.

come variables across the 2,097 treatment arms in the database. Missing demographic
values were imputed, as described in Appendix D.
Figure 3-1 displays the median overall survival and proportion of patients with
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Median Overall Survival

Number of
Patients
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Proportion of Patients with a DLT

Gastric Cancer Trial Arms Using Drug

Figure 3-1: The results of the 887 clinical trial arms in our database with non-missing
median OS and DLT proportion. The size of a point is proportional to the number
of patients in that clinical trial arm.
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Figure 3-2: The number of times each drug was used in a breast cancer clinical trial
arm and in a gastric cancer clinical trial arm.
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a DLT across the 887 clinical trial arms that report both values, demonstrating the
high variability in clinical trial efficacy and toxicity outcomes. Figure 3-2 displays the
number of breast cancer and gastric cancer clinical trial arms that used each drug.
Most drugs were used only a small number of times for both cancers — of the 257
drugs tested across the two cancers, 188 (73%) were tested five or fewer times in
both cancers. Though several drugs, like 5-fluorouracil, cisplatin, and docetaxel were
tested broadly for both types of cancer, many were tested predominantly in one of
the cancers. Several drugs, like S-1, irinotecan, and oxaliplatin, were primarily tested
in gastric cancer. Many of the remaining drugs (most notably cyclophosphamide)
were tested almost exclusively for breast cancer — 17 drugs (7%) were tested more
than 20 times in breast cancer but five or fewer times in gastric cancer. Notably, no
hormonal therapies were tested in any gastric cancer clinical trials. The set of all 237
drugs tested in at least one arm in the breast cancer clinical trial database is available
in Appendix E.

3.3

Statistical Models for Breast Cancer Outcomes

We next use statistical models to predict the efficacy and toxicity outcomes of breast
cancer clinical trials, with a goal of high out-of-sample prediction accuracy. We predict
the outcomes of a clinical trial arm based on the patient demographics of the arm,
the study characteristics, and the drug dosages used in the arm. The models used for
the prediction are trained on chronologically prior clinical trials.
For each clinical trial arm, we use all variables defined in Section 3.2.1. In particular, we use the 10 demographic variables defined there, the 30 study characteristic
variables (including 27 variables indicating the proportion of authors from different
countries). Additionally, we define three variables for each of the 237 drugs tested
at least once in a breast cancer clinical trial arm: a binary indicator for whether
that drug was used in the current arm and the instantaneous and average dosages as
defined in Section 3.2.1, encoding value 0 for both if the drug is not used.
Some drugs are expected to have different effects based on a patient’s receptor
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status, so we introduce interaction terms as independent variables to capture these
receptor-specific effects. Hormonal drugs are only beneficial for patients with positive
steroid hormone receptor status, so for each of the 32 hormonal drugs that were tested
in at least one breast cancer clinical trial arm, we include interaction terms between
the drug’s binary, average, and instantaneous dose variables and the proportion of
patients in the arm with positive steroid hormone receptor status. Drugs that target
the HER2 receptor are expected to be more beneficial for patients with HER2 overexpression, so for each of the six drugs tested in at least one breast cancer clinical
trial arm that target the HER2 receptor (afatinib, lapatinib, neratinib, pertuzumab,
trastuzumab, and trastuzumab emtansine), we included interaction terms between
the proportion of patients with HER2 overexpression and the binary, average, and
instantaneous dosages for those drugs.
Due to the large number of independent variables (865 — 10 for demographics, 30
for study characteristics, 711 for drugs and dosages, and 114 for dosage-receptor status interaction) relative to the number of clinical trial arms in our database (2,097),
we use ridge regression to avoid model overfitting [90]. Ridge regression models are
simple linear models that balance the quality of the model fit (measured by the sum
of the squared residuals) with the model complexity (measured by the 2-norm of the
fitted coefficients) using a regularization parameter 𝜆. In Chapter 2, we showed that
ridge regression models predicting median overall survival and proportion of patients
with a dose-limiting toxicity yielded equivalent out-of-sample performance to more
complicated prediction models including random forest models [34] and support vector machines with radial basis functions [33, 48]. To account for higher variance in
reported outcomes for clinical trial arms with fewer patients, we assign each observation 𝑖 weight 𝑤𝑖 = 𝑛𝑖 /¯
𝑛, where 𝑛𝑖 is the number of patients in the arm and 𝑛
¯ is the
average number of patients across all trial arms.
We set aside the earliest 20% of clinical trial arms (419 arms), which span the
years 1968–1988, to be used solely for training models. For each of the remaining
1,678 clinical trial arms, which span the years 1988–2013, we train a ridge regression
model using the trials chronologically prior to the one being predicted using the
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Figure 3-3: Four-year sliding-window 𝑅2 value of the statistical models’ predictions
of median OS.
R glmnet package [69], normalizing all training-set variables to have 0 mean and
unit variance before fitting models and using 10-fold cross-validation to select the
regularization parameter from an exponentially spaced grid of 50 candidate values
spanning 𝜆𝑚𝑎𝑥 /104 to 𝜆𝑚𝑎𝑥 , where 𝜆𝑚𝑎𝑥 is the smallest regularization parameter for
which the fitted coefficients are numerically zero.

3.3.1

Results

We evaluate the statistical models’ out-of-sample predictions on all trial arms for
which the relevant outcome is reported and all drugs being tested have previously
been tested in at least one trial arm. Figure 3-3 displays the 4-year sliding-window
𝑅2 value of the predictions of median overall survival. For instance, the value plotted
at 2010 represents the 𝑅2 value of all out-of-sample predictions made from 2006–2010.
To calculate the 𝑅2 , the baseline prediction for each observation is the average median
OS value across that observation’s training set. The black line in the figure indicates
the model trained with all variables including the dosage-receptor status interaction
terms, while the gray line indicates the model trained with all variables except the
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Figure 3-4: Four-year sliding-window AUC of the statistical models’ predictions of
the proportion of patients experiencing a DLT, labeling trials as having unacceptably
high toxicity if more than 50% of patients experience a DLT.

dosage-receptor status interaction terms. The model trained with interaction terms
obtains slightly better performance than the one trained without interactions, obtaining an out-of-sample 𝑅2 value of 0.59 in the final four years of the dataset compared
to the value of 0.58 for the model with no interaction terms. During this time period,
65% of trials testing a HER2-targeting drug had improved predictions in the model
with interaction terms compared to the model with no interaction terms, and 58% of
trials testing a hormone-targeting drug had improved predictions. The rather modest
impact was expected, as overall 82% of the trial arms testing hormonal drugs that
reported steroid hormone receptor status rates had at least 80% of patients with positive receptor status, and 81% of the trial arms testing HER2-targeting drugs that
reported HER2 overexpression rates had at least 80% of patients with HER2 overexpression. As a result, dosage-receptor interaction terms often take similar values in
trials testing receptor-specific drugs.
Figure 3-4 displays the 4-year sliding-window performance of the toxicity model, as
measured by the area under the ROC curve (AUC) for predicting whether more than
50% of patients in a trial will experience a DLT. This cutoff was used for computing
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the AUC as it is a common value used to define the maximum tolerated dose in
Phase I studies, as demonstrated in Chapter 2. The black line indicates models
trained with all variables including the dosage-receptor interaction terms, while the
gray line indicates models trained with all variables except the interaction terms. The
models with and without interactions obtained nearly identical performance, with an
AUC of 0.80 in the final four years of out-of-sample predictions.
For both toxicity and survival predictions, models show strong performance in
the late 1990s and weaker performance for much of the next decade. This might be
partially explained by an increased number of new drugs being tested after 2000 —
13% of trial arms from 1996–2000 evaluated a drug that had been tested in fewer than
three previous arms, while 17% of trial arms since 2001 tested such a drug. Decreases
in the 𝑅2 of survival predictions may also be partially explained by changes in the
distribution of this outcome through time — the median OS of trial arms published
from 1996–2000 had a standard deviation of 7.4 months, while the median OS of trial
arms published since 2001 had a standard deviation of 8.4 months.

3.3.2

Identifying Unpromising Trials

We next evaluate whether the statistical models for toxicity and efficacy outcomes can
be used by clinical trial planners to flag unpromising proposed clinical trials before
they are run.
For each of the 1,678 clinical trial arms in the statistical model test set (all arms
since 1988), we use the model for toxicity to rank trial arms by their predicted DLT
proportion, flagging all arms exceeding some limit 𝑐𝐷𝐿𝑇 . Figure 3-5 plots the proportion of high-toxicity (DLT rate exceeding 50%) and acceptable-toxicity trial arms
that are flagged with different 𝑐𝐷𝐿𝑇 limits. The toxicity model achieves an AUC of
0.77 in predicting whether a trial will have a high toxicity rate. The model can flag
10% of high-toxicity trials while only flagging 1.5% of acceptable-toxicity trials, and
it can flag 20% of high-toxicity trials while only flagging 4.3% of acceptable-toxicity
trials.
For each test-set trial arm, we follow Chapter 2 in defining strata of arms with
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Figure 3-5: Performance of the statistical model for toxicity at flagging high-toxicity
arms among the 1,678 arms in the testing set.
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Figure 3-6: Performance of the statistical model for efficacy at flagging trial arms
that fail to reach the top quartile of efficacy among the 1,678 arms in the testing set.

78

similar patient demographics,1 defining a trial arm as achieving high efficacy if its
median OS exceeds the 75th percentile of median OS values of trials within the past
four years in its strata. We use the model for efficacy to rank trial arms by the ratio
of their predicted median OS value to their strata-specific high efficacy value, flagging
all arms that fall below some limit 𝑐𝑂𝑆 . Figure 3-6 plots the proportion of flagged
trials that do and do not achieve their strata-specific high efficacy value with different
𝑐𝑂𝑆 limits. The efficacy model achieves an AUC of 0.78 in predicting whether a trial
will fail to reach the high efficacy cutoff. The model can flag 10% of trial arms that
don’t reach the high-efficacy cutoff while only flagging 1.2% of arms that reach the
cutoff, and it can flag 20% of arms that don’t reach the high-efficacy cutoff while only
flagging 1.8% of arms that reach the cutoff.

3.4

Combined Databases for Toxicity Prediction

Though the efficacy of a chemotherapy regimen may differ dramatically when given
to patients with different cancers, its toxicity should be similar across patients with
different cancers, leading many Phase I clinical trials to test combinations across
patients with multiple types of cancer. In this section, we explore whether combining
toxicity data from breast and gastric cancers can improve the toxicity predictions
compared to predictions made with cancer-specific data only.
We build a database that combines all clinical trial arms from both the breast
cancer database from Section 3.2 and the gastric cancer database from Chapter 2,
defining independent variables for our statistical models only when their underlying
data is present in both databases. This includes four demographic variables: the
1

The first strata is trial arms for which at least 50% of patients have received prior palliative
chemotherapy; the 480 arms in the test set with this property achieved average median OS of 13.6
months. The remaining four strata all have either fewer than 50% of patients who have received prior
palliative chemotherapy or do not report this value, and they differentiate clinical trial arms based
on the average ECOG performance status of patients, which measures their general healthiness. We
include strata for trials with the most healthy patients (these 258 arms with average performance
status 0 to 0.5 have average median OS 23.6 months), with moderately health patients (these 358
arms with average performance status 0.5 to 1.0 have average median OS 19.8 months), with the
least healthy patients (these 97 arms with average performance status of 1.0 or greater have average
median OS of 14.5 months), and with unreported performance status (these 485 arms have average
median OS of 19.5 months).

79

True Positive Rate

1.00

0.75

0.50

0.25
Combined Databases
Single Database
0.00
0.00

0.25

0.50

0.75

1.00

False Positive Rate

Figure 3-7: Receiver operating characteristic curve for out-of-sample toxicity predictions of the 331 gastric cancer clinical trial arms published since 1998 with extractable
toxicity data.

fraction of patients with prior palliative chemotherapy, the fraction of patients who
are male, the median age of patients, and the mean ECOG performance status of
patients. Further, we include 33 study characteristic variables: the number of patients
in the clinical trial arm, the publication year of the study, the fraction of study authors
from an Asian country, and 30 variables indicating the fraction of study authors from
different countries, limiting to commonly appearing countries as we did in Section 3.2.
Finally, we include a binary, instantaneous, and average dosage variable for each of
the 257 drugs tested at least once in a breast or gastric cancer clinical trial arm. As
dosage-receptor interaction terms had no impact on toxicity prediction in Section 3.3,
we do not include them as independent variables in this analysis.
As in Section 3.3, we perform a sequential evaluation, in which we train a new ridge
regression model for each prediction made, using the chronologically prior clinical
trial arms as the training set. Parameters for the ridge regression model are selected
through cross-validation.
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Figure 3-8: Receiver operating characteristic curve for out-of-sample toxicity predictions of the 883 breast cancer clinical trial arms published since 1998 with extractable
toxicity data.

3.4.1

Statistical Model Results

Figure 3-7 displays the ROC curve for toxicity predictions of the 331 gastric cancer clinical trial arms since 1998 with extractable toxicity data, where a trial arm
is labeled as unacceptably toxic if at least 50% of its patients experience a DLT.
The out-of-sample performance of the model using data from both the gastric cancer
database and the breast cancer database is plotted in black, while the out-of-sample
performance of the model using only the gastric cancer database is plotted in gray.
The AUC of the combined model, 0.79, exceeds the 0.75 AUC of the model trained
with only gastric cancer clinical trials, though this difference is not statistically significant (p = 0.12).
Figure 3-8 displays the ROC curve for the toxicity predictions of the 883 breast
cancer clinical trial arms since 1998 with extractable toxicity data, again plotting the
results for the combined prediction model in black and the model trained using only
data from breast cancer clinical trial arms in gray. Both models achieved an AUC of
0.76 and did not significantly differ (p = 0.89).
As expected, the combined toxicity model yielded the most benefit in clinical trial
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Figure 3-9: Receiver operating characteristic curve for out-of-sample toxicity predictions of the 35 gastric cancer clinical trial arms and 22 breast cancer clinical trial
arms published since 1998 for which a drug in the study had been tested in no more
than two prior clinical trial arms for that cancer and had been tested in the other
cancer.
arms testing relatively new drugs for one cancer that had been tested in the other
cancer. There were 35 gastric cancer clinical trial arms and 22 breast cancer clinical
trial arms with a drug that had been tested no more than twice for that cancer but
that had been tested in the other cancer. Figure 3-9 plots the AUC of the combined
and single-cancer models among these 57 clinical trial arms. The combined model
obtained an AUC of 0.81 while the single-cancer models obtained an AUC of 0.62,
significantly lower (p = 0.01). In light of Figure 3-2, it is unsurprising that most of
the benefit of the combined models was for gastric cancer predictions. Cancers with
even fewer published clinical trials could stand to benefit even more from combined
prediction models for toxicity.

3.5

Design of Chemotherapy Regimens

Given the out-of-sample 𝑅2 of efficacy predictions and AUC of toxicity predictions
observed in Sections 3.3–3.4, it is natural to investigate whether these models can be
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used to identify high-quality combination drug therapies for testing in Phase II and
III clinical trials. In this section, we follow the procedures from Chapter 2 to design
and evaluate drug therapies proposed for clinical trials, sequentially computing the
regimens we would have tested in each clinical trial arm in the breast cancer database
given that arm’s patient demographics and study characteristics.
Following Chapter 2, we use optimization to design novel chemotherapy regimens
for testing in Phase II clinical trials. When designing a chemotherapy regimen, we
first train statistical models for predicting clinical trial efficacy and toxicity outcomes,
using ridge regression models with a training set of chronologically prior clinical trial
𝑏−
,
arms as described in Section 3.3. The efficacy model yields coefficient vectors 𝛽^𝑂𝑆
𝑖−
𝑎−
𝛽^𝑂𝑆
, and 𝛽^𝑂𝑆
, corresponding to the binary, average, and instantaneous dosages of
𝑥
each drug, respectively, as well as coefficient vector 𝛽^𝑂𝑆
corresponding to demo-

graphic and study characteristic variables. This model additionally yields dosage𝑏𝛼
𝑖𝛼
𝑎𝛼
steroid hormone receptor status interaction coefficients 𝛽^𝑂𝑆
, 𝛽^𝑂𝑆
, and 𝛽^𝑂𝑆
, as well
𝑏𝛾
𝑖𝛾
𝑎𝛾
as dosage-HER2 overexpression interaction coefficients 𝛽^𝑂𝑆
, 𝛽^𝑂𝑆
, and 𝛽^𝑂𝑆
. Each of

these vectors contains value 0 for any drug not interacted with the relevant receptor
variable and otherwise contains the value of the interaction term’s coefficient. When
designing a chemotherapy regimen for a clinical trial arm with 𝛼 proportion of patients with positive hormone receptor status and 𝛾 proportion of patients with HER2
𝑏𝛾
𝑏−
𝑏
𝑏𝛼
overexpression, we define aggregate coefficient vectors 𝛽^𝑂𝑆
= 𝛽^𝑂𝑆
+ 𝛼𝛽^𝑂𝑆
+ 𝛾 𝛽^𝑂𝑆
,
𝑖𝛾
𝑎𝛾
𝑖−
𝑎−
𝑖
𝑖𝛼
𝑎
𝑎𝛼
𝛽^𝑂𝑆
= 𝛽^𝑂𝑆
+ 𝛼𝛽^𝑂𝑆
+ 𝛾 𝛽^𝑂𝑆
, and 𝛽^𝑂𝑆
= 𝛽^𝑂𝑆
+ 𝛼𝛽^𝑂𝑆
+ 𝛾 𝛽^𝑂𝑆
. Correspondingly, the
𝑏−
𝑖−
𝑎−
𝑥
𝑏𝛼
𝑖𝛼
toxicity model yields coefficient vectors 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
,
𝑏𝛾
𝑖𝛾
𝑎𝛾
𝑎𝛼
𝑏
𝑖
𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, and 𝛽^𝐷𝐿𝑇
, with aggregate coefficient vectors 𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
,
𝑎
and 𝛽^𝐷𝐿𝑇
. These coefficients, together with vector x specifying the patient demo-

graphics and study characteristics for the trial arm being optimized, parameterize the
optimization model for selecting a new combination drug therapy:

max
b,i,a

subject to

′

′

′

^𝑏 + Γu)′ b + 𝛽
^𝑖 i + 𝛽
^𝑎 a + 𝛽
^𝑥 x
(𝛽
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆
′
′
^𝑏
^𝑖
^𝑎 ′
^𝑥 ′
𝛽
𝐷𝐿𝑇 b + 𝛽𝐷𝐿𝑇 i + 𝛽𝐷𝐿𝑇 a + 𝛽𝐷𝐿𝑇 x ≤ 𝑡,
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(2)
(2a)

𝑛
∑︁

𝑏𝑑 ≤ 𝑁,

(2b)

𝑑=1

Ab ≤ c,

(2c)

(b, i, a) ∈
/ 𝑃,

(2d)

(𝑏𝑑 , 𝑖𝑑 , 𝑎𝑑 ) ∈ Ω𝑑 ,

𝑑 = 1, . . . , 𝑛,

(2e)

𝑏𝑑 ∈ {0, 1},

𝑑 = 1, . . . , 𝑛.

(2f)

−1/2

As in Chapter 2, u is a vector with elements 𝑢𝑑 = 𝑡𝑑

for each drug 𝑑, where 𝑡𝑑

is the number of times drug 𝑑 has previously been tested in a clinical trial; together
with specified exploration parameter Γ, the term Γu′ b in the objective encourages
the exploration of drugs that have not been extensively tested in prior clinical trials.
Constraint (2a) limits the predicted toxicity not to exceed a specified limit 𝑡, and constraint (2b) limits the total number of drugs tested not to exceed a limit 𝑁 (𝑁 = 3 in
all experiments in this chapter). Constraints (2c) require that a new drug be tested
in a clinical trial as soon as it is available and also limit the drug class combinations
that can be tested in a clinical trial, as was done in Chapter 2. Further, if fewer than
half of patients in a clinical trial arm have HER2 overexpressing cancer, then the
HER2-specific drugs trastuzumab and trastuzumab emtansine are disallowed. Constraints (2d) require that the selected regimen differs from all previously tested drug
therapies, and constraints (2e) require that the binary, average, and instantaneous
dosages of any selected drug must match the dosages used in some clinical trial arm
in the breast cancer database. The optimization model was implemented and solved
in R using the lpSolveAPI package [112].
We select the drug therapies to test in the experimental arms of Phase III clinical trials using statistical models trained using the methodology in Section 3.3. We
evaluate each regimen previously tested in a clinical trial arm, limiting to drug combinations that have not previously been tested (ignoring dosage) in a Phase III clinical
trial arm. Using receptor status proportions 𝛼 and 𝛾 and demographic and study
characteristic variables x from the experimental arm we are designing, we evaluate
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each candidate regimen using the statistical models, selecting the one with the highest
predicted efficacy and limiting predicted toxicity not to exceed the specified limit 𝑡.
Following Chapter 2, we use the simulation and matching metrics to evaluate
the effectiveness of the proposed approaches. Briefly, the simulation metric obtains
*
*
by training ridge regression
and 𝛽𝐷𝐿𝑇
efficacy and toxicity model coefficients 𝛽𝑂𝑆

models on a bootstrapped version of the full clinical trial database; models are trained
using patient demographic, study characteristic, drug, and drug-receptor interaction
variables. These coefficients are used to simulate the outcomes of clinical trial arms,
and observed clinical trial outcomes are simulated as noisy observations of the true
*
*
underlying values indicated by 𝛽𝑂𝑆
and 𝛽𝐷𝐿𝑇
. To avoid extreme simulated values, we

limit the simulated impact of each drug in a combination therapy on the median OS to
not take extreme values.2 While the simulation metric enables us to learn from earlier
suggested regimens when designing newer ones, limitations include that it does not use
actual clinical trial outcomes to evaluate suggestions, assumes our statistical models
are structurally accurate, and assumes that all regimens designed by optimization
model (2) are feasible. As in Chapter 2, we also evaluate suggested regimens using
the matching metric, in which suggested regimens are evaluated using the most similar
regimen tested in the future. While this evaluation approach has the benefit of
evaluating our suggested regimens using real clinical trial outcomes, it has drawbacks
of not enabling us to learn from trials we design and of the matching clinical trial
having been run in a different patient population from the one being designed. Despite
the limitations of the simulation and matching metrics, we use them to determine if
our models have promise at improving the quality of the regimens tested in Phase III
clinical trial experimental arms — if these metrics show no improvement then there is
2

Let 𝑆 be the set of all valid dosing schedules of any drug that is available at the time of the
simulated trial arm. For each drug 𝑑 at instantaneous dosage 𝑖 and average dosage 𝑎 in set 𝑆, the
*
simulated incremental survival benefit in the linear survival model with coefficient vector 𝛽𝑂𝑆
is
*,𝑏−
*,𝑏𝛼
*,𝑏𝛾
*,𝑖−
*,𝑖𝛼
*,𝑖𝛾
*,𝑎−
*,𝑎𝛼
*,𝑎𝛾
𝛽𝑂𝑆,𝑑 + 𝛼𝛽𝑂𝑆,𝑑 + 𝛾𝛽𝑂𝑆,𝑑 + 𝑖𝛽𝑂𝑆,𝑑 + 𝛼𝑖𝛽𝑂𝑆,𝑑 + 𝛾𝑖𝛽𝑂𝑆,𝑑 + 𝑎𝛽𝑂𝑆,𝑑 + 𝛼𝑎𝛽𝑂𝑆,𝑑 + 𝛾𝑎𝛽𝑂𝑆,𝑑 , where 𝛼 is the
proportion of patients in the arm with positive hormone receptor status and 𝛾 is the proportion of
patients in the arm with HER2 overexpression. Let 𝐼 be the set of all incremental survival benefits
of the dosing schedules in 𝑆. We limit the simulated incremental survival benefit of any drug in
a proposed regimen not to exceed the 95th percentile of values in 𝐼 and not to fall below the 5th
percentile of values in 𝐼.
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Figure 3-10: Comparison between Phase III experimental arm suggestions (𝑛 = 193)
from our models and from current practice according to the simulation metric.
no reason to further test the methodology, while if they do show promise there could
be merit to further evaluation in a clinical trial setting.
Beginning 20% of the way through our breast cancer clinical trial database, we
used our models to design all Phase II studies and Phase III experimental arms,
obtaining efficacy and toxicity outcomes using the simulation metric. Figure 3-10
and Table 3.2 display the average difference between the median OS and proportion
of trials with a high DLT rate for the 193 Phase III experimental arms selected by our
model and the 193 Phase III experimental arms selected in current practice. Each
point indicates one of the 33 simulation runs performed at each parameter setting, and
the outlined points are the averages across simulation runs for a parameter setting.
The shape of a point indicates the toxicity limit 𝑡 used when selecting regimens for
Phase II and III trials and the color of a point indicates the exploration parameter Γ
used in the simulation run. All 297 simulation runs averaged a survival improvement
compared to current practice, with an average improvement of 7.2 months and no
significant differences as Γ was varied in the set {0, 0.05, 0.1}. 290 simulation runs
(98%) decreased the proportion of trial arms with an unacceptably high DLT rate,
with an average reduction in that rate of 0.18 for models with 𝑡 = 0.3, 0.17 for models
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Γ
𝑡 ∆ OS ∆ DLT
0
0.3
7.2
-0.18
0
0.4
7.9
-0.17
0
0.5
7.8
-0.12
0.05 0.3
7.4
-0.18
0.05 0.4
7.2
-0.17
0.05 0.5
7.3
-0.12
0.10 0.3
7.1
-0.18
0.10 0.4
6.3
-0.17
0.10 0.5
6.2
-0.12
Table 3.2: Comparison between Phase III experimental arm suggestions (n=193) from
our models and from current practice according to the simulation metric, reporting for
each optimization model with parameters Γ and 𝑡 the change in average median OS
and proportion of trials with unacceptably high DLT compared to current practice.
𝑡 Match Drugs
0.3
30%
0.4
32%
0.5
33%

Match Classes
57%
56%
55%

∆ OS
1.4
1.5
1.7

∆ DLT
-0.16
-0.12
-0.10

Table 3.3: Comparison between Phase III experimental arm suggestions (𝑛 = 193)
from our models and from current practice according to the matching metric, reporting for each optimization model with parameter 𝑡 the proportion of model suggestions
that match all drugs and all drug classes of the matched future trial, as well as the
average change in median OS and proportion of trials with unacceptably high DLT
compared to current practice.

with 𝑡 = 0.4, and 0.12 for models with 𝑡 = 0.5.
Beginning 20% of the way through our breast cancer clinical trial database, we
used our models to design all Phase III experimental arms, estimating efficacy and
toxicity outcomes using the matching metric. Figure 3-11 displays efficacy and toxicity outcomes relative to current practice as assessed by the matching metric across
the 193 Phase III experimental arms considered. Each point displays the results for
the model with a specified toxicity limit 𝑡, and all models were run with Γ = 0. Statistical uncertainty is captured by bootstrap resampling the results for the 193 arms
evaluated, and the 95% confidence ellipse of these bootstrap results is plotted for
each parameter setting in Figure 3-11. All models averaged a survival improvement
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Figure 3-11: Comparison between Phase III experimental arm suggestions (𝑛 = 193)
from our models and from current practice according to the matching metric.
over the Phase III experimental arms, ranging from 1.4–1.7 months, and all models
averaged a decrease in the proportion of trials with unacceptable high DLT rates,
with the decrease ranging from 0.10–0.16. Roughly 32% of evaluations were made
with a clinical trial arm that matched all drugs in the proposed regimen, and roughly
56% of evaluations were made with a clinical trial arm that matched all drug classes
from the proposed regimen.

3.6

Discussion

In this chapter, we evaluated how well the results from Chapter 2 generalize from advanced gastric cancer to advanced breast cancer. We confirm that statistical models
for the efficacy and toxicity of advanced breast cancer clinical trial arms achieve similar out-of-sample predictive accuracy to the performance observed in Chapter 2 for
advanced gastric cancer clinical trials and could potentially be useful to clinical trial
planners seeking to flag unpromising proposed trials. We further find that adding
drug-receptor interaction terms yields a small improvement in predictive accuracy for
statistical models predicting clinical trial efficacy and that statistical models trained
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with both gastric and breast cancer clinical trial arms can obtain better out-of-sample
toxicity predictions than a model trained using only gastric cancer trials. The simulation and matching metrics indicate that our proposed models for designing drug
therapies may simultaneously improve the efficacy and toxicity outcomes of Phase III
experimental arms.
As in Chapter 2, the experiments in this chapter have several limitations, and
further experimentation is needed to confirm the benefit of the proposed models.
First, the database of advanced breast cancer clinical trial arms used in this work may
suffer from publication bias, in which researchers selectively publish their promising
results but do not publish their unpromising results [62]. Such a bias would cause
to statistical models developed in Section 3.3 to be overoptimistic about the impact
of drug therapies, and uneven publication bias across different types of therapies
might bias the sorts of drug therapies favored by the models in Section 3.5. Further,
the simulation and matching metrics used to evaluate the quality of suggested drug
therapies in Section 3.5 both have a number of limitations that may lead to positive
bias in their evaluation of the proposed therapies. The only way to conclusively
evaluate the impact of the proposed models would be evaluation in a clinical trial
setting.
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Chapter 4
Identifying Effective Screening
Strategies for Prostate Cancer
4.1

Introduction

Prostate cancer is the most common non-skin cancer among United States men and
the second-leading cause of cancer death in this population [155]. Worldwide, it is
the second most common non-skin cancer among men and the fourth leading cause of
cancer death in this population [165]. Routine screening for prostate cancer with the
Prostate-Specific Antigen (PSA) blood test is a topic of controversy due to uncertainty
about the survival benefits of screening and due to the risk of overdetection, in which
disease that would never grow to be clinically meaningful is screen detected and
treated. The United States Preventative Services Task Force (USPSTF) does not
recommend routine PSA-based screening among asymptomatic men [129], while the
American Cancer Society (ACS), American Society for Clinical Oncology (ASCO),
and American Urological Association (AUA) recommend shared decision making to
determine whether to screen for the disease [175, 22, 41]. Evidence from randomized
controlled trials is inconclusive, with the European Randomized Study of Screening
for Prostate Cancer (ERSPC) showing a mortality advantage from screening [152] and
the United States Prostate, Lung, Colorectal, and Ovarian (PLCO) Cancer Screening
Trial showing no mortality improvement from screening [15].
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Though randomized controlled trials (RCTs) represent the gold standard in evaluating the efficacy of medical interventions in many settings, it is challenging to
evaluate the effectiveness of competing population screening strategies for cancer using RCTs like the ERSPC or PLCO. First, patients often do not follow their allocated
screening strategy in such trials, making it challenging to compare screening strategies. For instance, patients in the control arm of the PLCO were directed not to
perform routine PSA screening, yet 40% performed a PSA test in the first year of the
trial and 52% performed a test in the sixth year [15]. Further, given the serial nature
of screening for cancer, many screening strategies are possible with different start and
end ages, intra-screening intervals, and screening intensities. Given that it is infeasible to test more than a few of these strategies in an RCT, trials cannot be used to
find the best population screening strategy among the many available. Finally, because less than 1% of the male population dies of prostate cancer by age 75 [165] and
the disease often develops slowly, RCTs investigating the mortality impact of prostate
cancer screening must have large enrollment and long follow-up times, leading to high
costs for the trials.
Given the challenges in evaluating screening strategies using RCTs, modeling is
an important tool for evaluating strategies [65]. A number of works have proposed
models that could be used to evaluate competing screening strategies for prostate
cancer, typically modeling the natural history of the disease, the effectiveness of a
specified screening strategy at detecting the disease, and post-detection outcomes for
patients [78, 88, 109, 113, 147, 167].
Due to challenges in observing the natural history of cancer and the impact of
screening on long-term health outcomes, mathematical models for cancer screening
have significant uncertainty. One such form of uncertainty is parameter uncertainty,
which is addressed in nearly all modeling studies using sensitivity analysis or probabilistic sensitivity analysis [59]. A less commonly addressed form of uncertainty
is structural uncertainty, which is caused by the simplifications and scientific judgments made as part of the modeling process [31]. Structural uncertainty is addressed
using comparative modeling, in which multiple mathematical models with different
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structures are used to evaluate the same phenomenon and differences between model
outcomes are explored in a systematic way [99]. Comparative modeling has previously
been used to quantify the role of PSA screening in U.S. prostate cancer mortality [64],
to estimate lead time and overdiagnosis due to PSA screening [60], and to evaluate
the impact of control arm contamination on perceived screening efficacy in the PLCO
trial [80]. To our knowledge comparative modeling has not been used to evaluate
competing screening strategies for prostate cancer, though it has been used to evaluate screening strategies for other cancers, including colorectal cancer [178], breast
cancer [124], and lung cancer [53].
In comparative modeling studies of screening strategies, every competing screening
strategy is evaluated by each mathematical model, and relatively few techniques exist
to combine the evaluations of multiple models. In a systematic review of methods
for characterizing structural uncertainty, [31] found that most methods for combining
results from structurally distinct models, such as model selection [23, 25, 114, 136],
Bayesian model averaging [46, 91, 173], and non-Bayesian model averaging [44], come
from the statistics literature and require an observable outcome that can be used to
assess the quality of each model’s predictions. When using mathematical models to
assess screening strategies, there are typically multiple outcomes of interest (e.g. how
well model outcomes match observed population incidence rates and how well they
match observed population mortality rates), so combining results from multiple models has been limited to taking (potentially weighted) averages of model outcomes. In
practice, comparative modeling for screening strategies has been carried out by using
each model to evaluate a set of competing strategies and building model-specific efficient frontiers of strategies that trade off screening benefit with intensity; typically no
attempt is made to combine results across models. In cases where models’ evaluations
of strategies differ, such as in [178] where the SimCRC model found all colonoscopy
screening strategies starting at age 40 to be efficient while the MISCAN model found
only a subset of these strategies to be efficient, these discrepancies are discussed in
the text of the paper. Typically the number of screening strategies evaluated (145
in [178], 20 in [124], and 576 in [53]) is small compared to the enormous number of
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population screening strategies that are possible.
In this chapter, we propose a comparative modeling methodology that considers
not only the average of models’ assessments of strategies but also the most pessimistic
assessment of a given strategy across the models, giving decision makers tunable
control over the degree of conservatism to take when identifying effective interventions.
Using mathematical optimization, we search a large set of implementable screening
strategies instead of a smaller number of hand-selected strategies. We evaluate the
proposed methodology using decision analyses for prostate cancer screening identified
through a systematic review of the medical literature.

4.2

Methods

Using a systematic literature review detailed in Appendix F, we identified three decision models published since 2010 that can estimate quality-adjusted life expectancy
(QALE) in the general population for PSA-based screening strategies with age-specific
PSA thresholds for biopsy. The selected decision analyses included two Markov models [167, 179] and a microsimulation model [78].
The model from [179] is a Markov model; the state encodes both a man’s age and
health state: no prostate cancer, prostate cancer (a state encapsulating organ-confined
prostate cancer, lymph node-positive prostate cancer, and metastatic prostate cancer), death from prostate cancer, and death from all other causes. Patients’ PSA levels
are not explicitly modeled through time, and each PSA test result is independent of
previous test results. All patients are modeled to receive radical prostatectomy as a
treatment for screen-detected prostate cancer. We re-implemented this model based
on its description in [179].
The model from [167] is a Markov model similar to the model from [179], but it
explicitly models patients’ PSA levels through time. The state space for the model
contains not only a patient’s age and cancer state (no prostate cancer, non-metastatic
prostate cancer, metastatic prostate cancer, and death) but also their current PSA
level. All patients are modeled to receive radical prostatectomy as a treatment for
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screen-detected prostate cancer. We re-implemented this model based on its description in [167], confirming the accuracy of the re-implementation using source code
provided by the authors.
The model from [78] is a microsimulation model developed as part of the Cancer Intervention and Surveillance Modeling Network (CISNET). A patient’s prostate
cancer health state is defined by both the stage (loco-regional or distant) and grade
(Gleason 2–7 or 8–10) of their cancer, and their PSA level at each age is simulated
jointly with their health state. Patients with detected loco-regional cancer select active surveillance, radical prostatectomy, or radiation based on treatment patterns in
the United States. The authors of [78] provided us with the full source code for their
model.

4.2.1

Model Parameters

Each model uses a number of parameters, many of whose values are difficult to know
with certainty. [167] and [179] model age-specific PSA levels using PSA test results
from 11,872 men who underwent PSA testing in Olmsted County, Minnesota, and parameterize disease progression and mortality using various sources including the Mayo
Clinical Radical Prostatectomy Registry, published clinical studies [12, 35, 72, 150],
and SEER. [78] model PSA levels through time using data from the control arm of
the Prostate Cancer Prevention Trial [66, 79, 161], selecting values for disease progression parameters that cause model-projected disease incidence to match observed
incidence in the United States.
We perform one-way sensitivity analysis over key parameters identified in the
respective studies, as detailed in Appendix G.

4.2.2

Quality of Life

Early detection of prostate cancer via screening is a two-edged sword, with potential
health benefits from extended life and decreased incidence of metastatic disease but
harms from increased biopsy rates and unnecessary treatment due to overdiagnosis.
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As a result, in this chapter we study the net quality-of-life impacts of prostate cancer
screening. The three models included in this chapter take different approaches to
reporting this outcome of interest. [167] and [179] explicitly model QALE, assigning
quality-of-life decrements for biopsies, treatment, metastatic disease, and early death
due to cancer. Meanwhile, [78] reports a number of metrics that capture quality of
life, including the number of screening tests, false positive tests, overdiagnoses, lives
saved, and months of life saved.
As is common in comparative modeling, we updated all models to ensure they
share the same definition of the outcome of interest. We adopted the detailed QALE
specification from [88], assigning quality-of-life decrements for screening attendance,
biopsy, cancer diagnosis, radiation therapy, radical prostatectomy, active surveillance,
palliative therapy, and terminal illness. We use sensitivity ranges from [88] for each
QALE decrement in the one-way sensitivity analysis in this chapter, as detailed in
Appendix G. As a further sensitivity analysis, we optimize screening strategies using
the most pessimistic sensitivity range value for each QALE decrement, using the
lowest sensitivity range value for the QALE decrements due to palliative therapy
and terminal illness and the highest sensitivity range value for each remaining QALE
decrement.

4.2.3

Screening Strategies

Many PSA-based screening strategies for prostate cancer are possible, with different
start and end ages, inter-screening intervals, and age-specific PSA levels that trigger
a confirmatory biopsy. To select a screening strategy that is easy to implement, we
consider all annual and biennial screening strategies with age-specific PSA cutoffs (in
𝑛𝑔/𝑚𝐿) from the set {0.5, 1.0, 1.5, . . . , 6.0}, fixed PSA cutoffs for 5-year age ranges,
and PSA cutoffs that are non-decreasing in a patient’s age. In total, there are more
than 5.4 million such screening strategies, which motivates the use of mathematical
optimization instead of enumeration to identify effective strategies.
In a comparative modeling setting, we seek to identify screening strategies that
perform well according to all models included in the analysis, as this increases the
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confidence of the modeler that the identified strategies are of high quality. In our case,
we seek to identify screening strategies that maximally improve QALE compared to
a strategy of not screening. Given a screening strategy 𝑠 and models’ evaluations of
that strategy’s improvement over not screening, 𝑚1 (𝑠), 𝑚2 (𝑠), and 𝑚3 (𝑠), we define
the average assessment of the models to be (𝑚1 (𝑠) + 𝑚2 (𝑠) + 𝑚3 (𝑠))/3 and the most
pessimistic assessment of the models to be min{𝑚1 (𝑠), 𝑚2 (𝑠), 𝑚3 (𝑠)}. Depending on
a modeler’s preferences, they might seek to optimize either of these objectives or some
combination of the two. In this chapter, we compute an efficient frontier of strategies
trading off the average assessment and most pessimistic assessment of the strategies.
Due to the large number of feasible screening strategies, we use a constrained local
search procedure to construct the efficient frontier of strategies (see Appendix H for
details).
To determine the utility of the comparative modeling framework, we also optimize
screening strategies using the incremental QALE compared to not screening according
to each individual mathematical model, as is typically done in comparative modeling
studies. This represents the best screening strategy according to a single mathematical model. Finally, we compare the screening strategies to five expert-generated
strategies from [147] and 17 expert-generated strategies from [78].

4.3

Results

Figure 4-1 displays the average and most pessimistic assessments of each strategy in
the efficient frontier trading off these two quantities (black dots), the screening strategies optimized using a single decision model (red dots), and the expert-generated
strategies (gray dots). The strategy with the highest pessimistic assessment across
the three models yielded 0.5 months of incremental QALE compared to not screening
according to the model from [78], 1.7 incremental months according to the model
from [167], and 5.4 incremental months according to the model from [179]. Meanwhile, the strategy with the highest average assessment across the models yielded
0.1 months of incremental QALE according to the model from [78], 4.7 incremental
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Figure 4-1: Average and most pessimistic assessments of identified and expertgenerated screening strategies.

months according to the model from [167], and 6.1 incremental months according
to the model from [179]. All screening strategies on the efficient frontier, as well as
the strategy optimized using only model [78] and the strategy optimized using only
model [179], improve over not screening according to all three models. However, the
strategy optimized according to model [167] yields a decrease of 0.2 months of QALE
according to the model from [78]. All expert-generated strategies improved over not
screening according to all three models, though none were on the efficient frontier.
For each expert-generated strategy, there was a strategy on the efficient frontier with
at least as good of a pessimistic assessment and at least 0.5 more incremental months
of QALE according to the average assessment. Further, for each expert-generated
strategy, there was a strategy on the efficient frontier with at least as good of an
average assessment and at least 0.05 more incremental months of QALE according to
the pessimistic assessment.
Figure 4-2 displays all 64 screening strategies on the efficient frontier, plotting a
transparent line connecting all age-specific biopsy thresholds specified in each strategy. 57 of the strategies are annual strategies, and the remaining seven strategies
are biennial strategies. The strategy optimizing the most pessimistic assessment of
the three models is plotted in red with a point for each screening test labeled with
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Figure 4-2: The 64 screening strategies on the efficient frontier trading off average
and most pessimistic QALE assessment, with the strategy optimizing the pessimistic
assessment highlighted in red.
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Figure 4-3: Average and most pessimistic assessments of identified and expertgenerated screening strategies, using the most pessimistic QALE decrements
from [88].
the specified biopsy threshold. Under this strategy, patients perform biennial PSA
screening at even ages from 45–74, using biopsy threshold 1.5 ng/mL from ages 45–
54, 2.5 ng/mL from ages 55–59, 3.5 ng/mL from ages 60–64, 4.0 ng/mL from ages
65–69, and 6.0 ng/mL from ages 70–74. The other policies on the efficient frontier are
more aggressive, starting at earlier ages, ending at later ages, and generally employing
lower biopsy thresholds. All screening policies show a pattern of increasing screening
threshold as age increases.

4.3.1

Sensitivity Analysis

The first sensitivity analysis uses the most pessimistic QALE decrements in the sensitivity ranges from [88]. Figure 4-3 displays the average and most pessimistic assessments of the strategies on the efficient frontier trading off these two quantities (black
dots), the screening strategies optimized using a single decision model (red dots), and
the expert-generated strategies (gray dots). The strategy with the highest pessimistic
assessment across the three models yielded 0.2 months of incremental QALE according to the model from [78], 0.2 months according to the model from [167], and 3.0
months according to the model from [179]. Meanwhile, the strategy with the highest
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Figure 4-4: The 112 screening strategies on the efficient frontier trading off average
and most pessimistic QALE assessment, using the most pessimistic QALE decrements
from [88]. The strategy optimizing the pessimistic assessment is highlighted in red.
average assessment across the models yielded a 0.5 month decrease in incremental
QALE according to the model from [78], 2.4 incremental months according to the
model from [167], and 4.0 incremental months according to the model from [179].
73 of the screening strategies on the efficient frontier improved QALE compared to
not screening according to all three models, while the remaining 39 strategies were
non-improving according to the model from [78].
Figure 4-4 displays all 112 screening strategies on the efficient frontier optimized
using the most pessimistic QALE values from [88]. 88 of the strategies are annual
strategies, and the remaining 24 strategies are biennial strategies. Under the best
strategy according to the most pessimistic assessment of the three models (plotted
in red), patients perform biennial screening from ages 50–69, using biopsy threshold
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3.5 ng/mL from ages 50–54, 5.0 ng/mL from ages 55–59, and 6.0 ng/mL from ages
60–69.
In one-way sensitivity analysis testing, we assessed each strategy plotted in Figure 4-1 under the 80 sensitivity scenarios specified in Appendix G. Several strategies
were found to improve over not screening in all scenarios: all 22 expert-generated
strategies, 53 of the 64 strategies on the efficient frontier including the 41 most conservative strategies, and the strategy optimized according to the model from [78]. The
remaining 11 strategies on the efficient frontier as well as the strategies optimized according to the models from [167] and [179] all performed worse then not screening
at all for at least one model with a single parameter adjusted to an endpoint of its
sensitivity range.

4.4

Discussion

In this chapter, we proposed a methodology to identify screening strategies that perform well across multiple mathematical models, which could be used to systematically
identify strategies that are broadly supported in a comparative modeling framework.
We demonstrate this methodology using three models for prostate cancer screening
effectiveness derived from a systematic literature review, identifying screening strategies that all three models find to improve QALE compared to not screening, even
with all QALE decrements simultaneously set to the most pessimistic value in their
sensitivity range. Screening strategies obtained using only one model may not perform well when evaluated with another model; strategies optimized using the model
from [167] were assessed as decreasing QALE compared to not screening at all when
evaluated using the model from [78].
In this chapter we used mathematical optimization to identify screening strategies
that form an efficient frontier trading off the average and most pessimistic assessment
of multiple mathematical models, and we demonstrate that none of the 22 expertgenerated strategies derived from the prostate cancer screening literature fall on this
efficient frontier. This suggests that mathematical optimization is a promising ap102

proach to find the best possible screening strategy according to a model or set of
models when there are a large number of possible strategies.
After setting all QALE decrements to their most pessimistic values, the screening
strategy that best improves the unweighted model average outcome is considered to be
0.6 months of QALE worse than not screening at all by the model from [78], and several nearby points on the efficient frontier were similarly found to be non-improving
for some scenarios in one-way sensitivity analysis. This decreases confidence that
these screening strategies improve over not screening and motivates this chapter’s approach of also considering the most pessimistic assessment when optimizing screening
strategies.
A limitation of this chapter is that [167] and [179] did not compare model predictions for observable quantities like prostate cancer incidence or mortality against
population or clinical trial data to validate their modeling assumptions. This could
explain the significant differences between these models’ assessments of strategies and
the assessment by the model from [78], which validated the incidence and mortality
outputs of the model using population data as well as data from the ERSPC [78, 79].
Though we form efficient frontiers between an unweighted average of model assessments and the most pessimistic assessment in this chapter, decision makers could
choose to instead compute an efficient frontier between a weighted average of model
assessments and the most pessimistic assessment, selecting model-specific weights to
approximate confidence in each model’s outputs.
Though in this chapter we provided an example of our methodology for comparative modeling of prostate cancer screening strategies, the same approach could
be applied to any medical decision making problem for which multiple models have
been proposed to select from a large number of competing strategies. First, the approach could be applied more broadly for cancer screening, as the sequential nature
of cancer screening ensures there are a large number of possible screening strategies
for any cancer and multiple models to assess these strategies have been published
for many cancers including colorectal cancer [178], breast cancer [124], and lung cancer [53]. The approach could also be used to assess the impact of screening followed
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by treatment in diseases other than cancer, as multiple models have been proposed
to assess the health impacts of screening for diseases such as HIV [76, 92] and type
2 diabetes [77, 89, 102]. Beyond screening, the methodology could be used to optimize disease prevention strategies for diseases for which multiple models to assess
the efficacy of strategies have been proposed; for instance, the approach could be
used to identify effective population vaccination strategies for hepatitis B [75, 106]
or to optimally allocate resources between different HIV prevention modalities in a
resource-limited setting [49, 121]. Finally, the approach could be used to identify
effective strategies for controlling chronic diseases for which multiple models of effectiveness have been proposed, such as determining when to switch therapy when
treating HIV [50, 185] or determining how to control the blood glucose levels of diabetic patients [26, 58, 71, 118, 131].
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Appendix A
Data Preprocessing for Gastric
Cancer Database
We performed a series of data preprocessing steps to standardize the data collected
from clinical trials. Many of these steps involved imputation of some value 𝑦 from
a closely related value 𝑥. In all such cases, we consider linear imputation via linear
regression equation 𝑦 = 𝛽0 + 𝛽1 𝑥 + 𝜖 and quadratic imputation via linear regression
equation 𝑦 = 𝛽0 +𝛽1 𝑥2 +𝜖, selecting the model that obtains the lowest sum of squared
residuals.

A.1

Performance Status

Performance status is a measure of an individual’s overall quality of life and wellbeing. It is reported in our database of clinical trials predominantly using the Eastern
Cooperative Oncology Group (ECOG) scale [138], and less often using the Karnofsky
performance status (KPS) scale [104]. The ECOG scale runs from 0–5, where 0 is a
patient who is fully active and 5 represents death. Among the 495 treatment arms
evaluated in this work, 423 (85.5%) reported performance status with the ECOG scale,
71 (14.3%) reported with the KPS scale, and 1 (0.2%) did not report performance
status. We include mean ECOG score as a variable in our prediction models.
In 94 treatment arms, the proportion of patients with ECOG score 0 and 1 was
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reported as a combined value. To compute the weighted performance score for these
arms, we first obtain an estimate of the proportion of patients with ECOG score 0 and
score 1, based on the proportion of patients with score 0 or 1. This estimation is done
by taking the 𝑛 = 302 trial arms with full ECOG breakdown and nonzero 𝑝0 + 𝑝1 and
fitting linear and quadratic imputation models to estimate 𝑝0 /(𝑝0 + 𝑝1 ) from 𝑝0 + 𝑝1 ;
the quadratic model was selected because it had the lowest sum of squared residuals
and achieved an 𝑅2 value of 0.26. For the 18 treatment arms with the proportion of
patients with each KPS score reported, we perform a conversion from the KPS scale
to the ECOG scale based on data in [36]. For treatment arms reporting performance
status with other data groupings, the combined score is marked as unavailable. In
total, 100 trial arms (20.2%) were assigned a missing score.

A.2

Grade 4 Blood Toxicities

We need to compute the proportion of patients with each Grade 4 blood toxicity to
compute the proportion of patients with a DLT, as defined in Section 2.2.2. Many
treatment arms report the proportion of patients with a Grade 3/4 blood toxicity but
do not provide the proportion of patients specifically with a Grade 4 blood toxicity.
For neutropenia, thrombocytopenia, anemia, and lymphopenia, we built linear and
quadratic imputation models to predict the Grade 4 toxicity from the Grade 3/4
toxicity, training on arms reporting both values. The models were trained using
217, 311, 254, and 8 treatment arms, respectively. The quadratic imputation model
was most effective in predicting grade 4 neutropenia and the linear models were the
most effective for the remaining three imputations, with the models obtaining 𝑅2
values of 0.88, 0.67, 0.28, and 0.04, respectively. The models were used to impute the
proportion of patients with a Grade 4 toxicity in 119, 93, 101, and 3 treatment arms,
respectively.
Two of the most common blood toxicities, leukopenia and neutropenia, are often
not reported together due to their similarity (neutrophils are the most common type
of leukocyte). Because neutropenia is more frequently reported than leukopenia in
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clinical trial reports, we chose this as the common measure for these two toxicities.
We trained quadratic and linear imputation models using the proportion of patients
experiencing Grade 3/4 leukopenia to predict the proportion of patients experiencing
Grade 4 neutropenia, training on the 142 arms that reported both proportions. The
linear model was the most effective with 𝑅2 = 0.75, and we used that model to
convert data from 99 treatment arms that reported leukopenia toxicity data but not
neutropenia. Overall, we used some form of imputation to compute Grade 4 blood
toxicities in 230 treatment arms (46.5%).
As a sensitivity analysis to evaluate the effects of imputing these dependent variables, we sequentially evaluated ridge regression models limited to the 265 treatment
arms for which no imputation was performed on the dependent variables. The ridge
regression model predicting the proportion of patients with a DLT had a test-set sequential AUC of 0.82 (bootstrap 95% CI [0.76, 0.87]) on the last four years of the
limited dataset and did not significantly differ from the AUC of 0.83 (bootstrap 95%
CI [0.77, 0.85]) on the last four years of the full dataset.

A.3

Proportion of Patients with a DLT

The fraction of patients with at least one DLT during treatment cannot be calculated
directly from the individual toxicity proportions reported. For instance, in a clinical
trial in which 20% of patients had Grade 4 neutropenia and 30% of patients had Grade
3/4 diarrhea, the proportion of patients with a DLT might range from 30% to 50%.
Here we compare approaches for computing the proportion of patients experiencing
at least one DLT. We consider five options for combining the toxicities:
∙ Max Approach: Label a trial’s toxicity as the proportion of patients with the
most frequently occurring DLT. This is a lower bound on the true proportion
of patients with a DLT.
∙ Independent Approach: Assume all DLTs in a trial occurred independently
of one another, and use this to compute the expected proportion of patients
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with any DLTs.
∙ Sum Approach: Label a trial’s toxicity as the sum of the proportion of patients
with each DLT. This is an upper bound on the true proportion of patients with
a DLT.
∙ Grouped Independent Approach: Define groups of toxicities, using the 20
broad anatomical/pathophysiological categories defined by the NCI-CTCAE v3
toxicity reporting criteria [133]. Assign each toxicity group a “group score” that
is the incidence of the most frequently occurring DLT in that group. Then,
compute a toxicity score for the trial by assuming toxicities from each group
occur independently, with probability equal to the group score.
∙ Grouped Sum Approach: Using the same groupings as in the Grouped
Independent Approach, compute a toxicity score for the trial as the sum of the
group scores.
We evaluate how each of these five approaches does at estimating the proportion
of patients with Grade 3/4 toxicities in clinical trials that report this value given
the individual Grade 3/4 toxicities. Because there is a strong similarity between
the set of Grade 3/4 toxicities and the set of DLTs, we believe this metric is a good
approximation of how well the approaches will approximate the proportion of patients
with a DLT. 40 trial arms (8.1%) report this value, though we can only compute the
combined metric for 36 of them due to missing toxicity data. The quality of each
combination approach is obtained by taking the correlation between that approach’s
results and the combined grade 3/4 toxicities.
As reported in Table A.1, all five combination approaches provide reasonable
estimates for the combined toxicity value, though in general grouped metrics outperformed non-grouped metrics. The best approach is the “grouped independent
approach,” because it allows the best approximation of the combined Grade 3/4 toxicities. We use this approach to compute the final proportion of patients experiencing
a DLT.
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Combination Approach
Grouped Independent
Independent
Max
Grouped Sum
Sum

Correlation
0.893
0.875
0.867
0.855
0.820

Table A.1: Correlation of estimates of total Grade 3/4 toxicity to the true value.

If one or more of the toxicities for a trial arm are mentioned in the text but their
values cannot be extracted (e.g. if toxicities are not reported by patient or toxicity
grades are not provided), then the proportion of patients experiencing a DLT for that
trial arm is marked as unavailable. This is the case for 104 (21.0%) of trial arms in
the database.
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Appendix B
Coefficients of Models Predicting
Gastric Cancer Outcomes
Table B.1 contains the coefficients of the drug dosage variables in the ridge regression
𝑏
models trained using the entire gastric cancer clinical trial database. Columns 𝛽^𝑂𝑆
,
𝑖
𝑎
𝛽^𝑂𝑆
, and 𝛽^𝑂𝑆
represent the coefficients for the binary, instantaneous, and average

dosages of each drug in the model predicting median overall survival, while columns
𝑏
𝑖
𝑎
𝛽^𝐷𝐿𝑇
, 𝛽^𝐷𝐿𝑇
, and 𝛽^𝐷𝐿𝑇
are the same coefficients in the model predicting the pro-

portion of patients with a dose-limiting toxicity. Though the models were trained
using normalized versions of these variables, the coefficients in this table have been
de-normalized.
Drug

Unit

9-Aminocamptothecin

𝜇𝑔/𝑚2

^𝑏
𝛽
𝑂𝑆

^𝑖
𝛽
𝑂𝑆

^𝑎
𝛽
𝑂𝑆

^𝑏
𝛽
𝐷𝐿𝑇

^𝑖
𝛽
𝐷𝐿𝑇

^𝑎
𝛽
𝐷𝐿𝑇

-2.83E-02

-4.72E-05

-9.90E-05

-9.29E-04

-1.55E-06

-3.25E-06

Actinomycin

𝑚𝑔

0.00E+00

0.00E+00

0.00E+00

2.45E-04

4.88E-04

6.83E-03

BBR 3438

𝑚𝑔/𝑚2

-1.82E-01

-3.63E-03

-1.02E-01

1.03E-02

2.06E-04

5.75E-03

Bevacizumab

𝑚𝑔/𝑘𝑔

6.24E-01

6.63E-02

1.36E+00

-4.48E-03

5.77E-04

1.53E-02

BMS-182248-01

𝑚𝑔/𝑚2

BOF-A2

𝑚𝑔

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

-1.22E-01

-3.05E-04

-6.10E-04

1.09E-03

2.72E-06

5.43E-06

Bortezomib

𝑚𝑔/𝑚2

-4.00E-02

-3.16E-02

-1.79E-01

1.33E-02

1.02E-02

5.29E-02

Bryostatin-1

𝜇𝑔/𝑚2

-4.10E-02

-1.02E-03

-9.55E-03

0.00E+00

0.00E+00

0.00E+00

Caelyx

𝑚𝑔/𝑚2

3.45E-01

4.37E-03

1.57E-01

-8.98E-04

-8.53E-05

-1.77E-03

Capecitabine

𝑚𝑔/𝑚2

2.42E-01

2.84E-04

4.97E-04

-4.45E-03

-8.63E-06

2.24E-06

Carboplatin

𝐴𝑈 𝐶

-5.05E-02

2.59E-03

-1.93E-02

-9.06E-03

3.47E-04

-2.12E-02

Carmustine

𝑚𝑔/𝑚2

-2.10E-01

-4.94E-03

-5.26E-02

0.00E+00

0.00E+00

0.00E+00

Cetuximab

𝑚𝑔/𝑚2

1.82E-01

4.33E-05

2.60E-03

2.14E-03

-1.97E-05

6.92E-05
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Cisplatin

𝑚𝑔/𝑚2

7.01E-01

1.03E-02

-1.64E-02

2.00E-02

1.05E-03

2.49E-03

Cyclophosphamide

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

2.44E-04

4.07E-07

5.71E-06

Cytarabine

𝑚𝑔/𝑚2

1.91E-01

5.79E-03

4.06E-02

2.41E-04

7.31E-06

5.13E-05

DHA-paclitaxel

𝑚𝑔/𝑚2

1.14E-01

1.04E-04

2.18E-03

0.00E+00

0.00E+00

0.00E+00

Diaziquone

𝑚𝑔/𝑚2

-2.37E-02

-5.93E-04

-1.25E-02

0.00E+00

0.00E+00

0.00E+00

Docetaxel

𝑚𝑔/𝑚2

1.13E+00

5.60E-03

9.16E-02

5.47E-02

1.59E-03

1.81E-02

Doxifluridine

𝑚𝑔/𝑚2

8.30E-02

-2.03E-04

-7.25E-05

-8.43E-03

-1.03E-05

-3.41E-05

Doxorubicin

𝑚𝑔/𝑚2

3.22E-02

-4.05E-03

2.68E-01

2.51E-02

2.19E-04

2.03E-02

Epirubicin

𝑚𝑔/𝑚2

2.89E-01

8.36E-03

7.13E-03

1.18E-02

8.33E-05

1.07E-03

Erlotinib

𝑚𝑔

-9.49E-02

-6.32E-04

-6.33E-04

-9.85E-03

-6.57E-05

-6.56E-05

Esorubicin

𝑚𝑔/𝑚2

-5.26E-02

-1.50E-03

-3.16E-02

0.00E+00

0.00E+00

0.00E+00

Etoposide

𝑚𝑔/𝑚2

2.61E-01

1.96E-04

-1.05E-02

2.48E-02

2.20E-04

9.36E-04

Everolimus

𝑚𝑔

2.82E-01

2.82E-02

2.82E-02

9.99E-04

1.00E-04

1.00E-04

Flavopiridol

𝑚𝑔/𝑚2

-7.19E-02

-1.44E-03

-6.71E-03

6.36E-03

1.27E-04

5.94E-04

Fluorouracil

𝑚𝑔/𝑚2

2.17E-01

3.23E-04

1.50E-04

-2.93E-03

1.14E-05

1.04E-04

Fotemustine

𝑚𝑔/𝑚2

-7.02E-02

-7.02E-04

-1.47E-02

0.00E+00

0.00E+00

0.00E+00

Gefitinib

𝑚𝑔

-1.43E-01

-5.72E-04

-5.73E-04

-1.83E-02

-7.33E-05

-7.33E-05

Gemcitabine

𝑚𝑔/𝑚2

1.88E-01

1.33E-04

1.24E-03

-2.30E-03

-3.19E-06

-2.98E-05

Heptaplatin

𝑚𝑔/𝑚2

-6.39E-02

-2.24E-04

-6.11E-03

-4.04E-03

-9.10E-06

-1.11E-04

IFN

𝑀𝑈

-2.34E-02

-2.60E-03

-5.94E-03

5.42E-03

6.02E-04

1.84E-03

Iproplatin

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

Irinotecan

𝑚𝑔/𝑚2

8.68E-01

6.09E-04

4.99E-02

4.30E-02

3.23E-04

3.45E-03

Irofulven

𝑚𝑔/𝑘𝑔

-9.93E-02

-2.21E-01

-2.32E+00

2.58E-03

5.74E-03

6.03E-02

Ixabepilone

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

4.72E-03

3.96E-04

3.54E-03

-1.39E-01

-9.27E-05

-9.28E-05

0.00E+00

0.00E+00

0.00E+00

1.04E+00

1.04E-03

-4.68E-03

3.16E-03

-7.82E-05

5.16E-04

Lapatinib

𝑚𝑔

Leucovorin

𝑚𝑔/𝑚2

Levoleucovorin

𝑚𝑔/𝑚2

5.86E-01

1.63E-03

1.90E-02

-9.52E-03

-6.84E-05

-5.71E-04

Lovastatin

𝑚𝑔/𝑘𝑔

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

Matuzumab

𝑚𝑔

-9.54E-02

-1.19E-04

-8.36E-04

4.51E-03

5.63E-06

3.94E-05

Merbarone

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

Methotrexate

𝑚𝑔/𝑚2

-2.58E-01

-2.75E-05

-9.65E-04

-6.21E-04

1.01E-05

2.65E-04

methyl-CCNU

𝑚𝑔/𝑚2

2.41E-01

1.61E-03

1.12E-01

0.00E+00

0.00E+00

0.00E+00

Mitomycin

𝑚𝑔/𝑚2

5.26E-01

6.45E-03

-4.65E-01

-1.43E-02

-2.30E-03

3.44E-03

Mitoxantrone

𝑚𝑔/𝑚2

-1.67E-01

-1.34E-02

-2.60E-01

-6.74E-03

-3.15E-04

-1.14E-02

NK105

𝑚𝑔/𝑚2

6.47E-01

4.31E-03

9.06E-02

4.84E-03

3.23E-05

6.78E-04

OSI-7904L

𝑚𝑔/𝑚2

1.53E-01

1.28E-02

2.69E-01

0.00E+00

0.00E+00

0.00E+00

Oxaliplatin

𝑚𝑔/𝑚2

3.55E-01

6.57E-03

3.21E-02

-1.21E-04

1.50E-04

1.69E-03

Paclitaxel

𝑚𝑔/𝑚2

8.99E-01

4.29E-03

8.67E-02

5.80E-04

9.47E-05

1.34E-03

PALA

𝑚𝑔/𝑚2

-6.72E-02

-2.69E-04

-1.88E-03

5.42E-03

2.17E-05

1.52E-04

Pegamotecan

𝑚𝑔/𝑚2

1.77E-01

2.53E-05

5.31E-04

3.56E-03

5.08E-07

1.07E-05

Pemetrexed

𝑚𝑔/𝑚2

-1.18E-01

-2.36E-04

-4.95E-03

2.92E-03

5.84E-06

1.23E-04

Pirarubicin

𝑚𝑔

-8.15E-02

-4.08E-03

-5.70E-02

6.68E-05

3.33E-06

4.61E-05

Piroxantrone

𝑚𝑔/𝑚2

-6.69E-02

-4.46E-04

-9.37E-03

-7.44E-04

-4.96E-06

-1.04E-04

PN401

𝑔

-1.23E-01

-2.57E-03

-2.39E-02

-4.35E-03

-9.04E-05

-8.44E-04

Pravastatin

𝑚𝑔

-8.56E-02

-2.14E-03

-2.14E-03

5.46E-03

1.37E-04

1.37E-04
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Raltitrexed

𝑚𝑔/𝑚2

-1.95E-01

-6.46E-02

-1.36E+00

7.94E-03

2.92E-03

6.13E-02

S-1

𝑚𝑔/𝑚2

7.51E-01

1.44E-02

1.80E-02

-1.71E-02

9.74E-07

2.89E-06

Saracatinib

𝑚𝑔

6.03E-02

3.45E-04

3.45E-04

1.55E-03

8.85E-06

8.85E-06

Sorafenib

𝑚𝑔

2.55E-01

3.18E-04

3.18E-04

-2.55E-03

-3.18E-06

-3.19E-06

Sunitinib

𝑚𝑔

8.03E-02

1.61E-03

2.41E-03

1.01E-02

2.03E-04

3.04E-04

Thioguanine

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

Topotecan

𝑚𝑔/𝑚2

4.73E-04

3.32E-04

1.35E-03

0.00E+00

0.00E+00

0.00E+00

Trastuzumab

𝑚𝑔/𝑘𝑔

9.17E-01

1.53E-01

3.21E+00

-1.20E-02

-2.00E-03

-4.20E-02

Triazinate

𝑚𝑔/𝑚2

1.50E-01

7.63E-04

1.32E-02

5.71E-03

2.84E-05

5.53E-04

Trimetrexate

𝑚𝑔/𝑚2

7.59E-03

-4.45E-03

-2.33E-02

1.19E-02

3.67E-04

2.58E-03

UFT

𝑚𝑔/𝑚2

2.54E-01

6.14E-04

-2.70E-04

1.20E-02

3.26E-05

4.84E-05

Vincristine

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

2.44E-04

1.74E-04

2.45E-03

Vindesine

𝑚𝑔/𝑚2

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

0.00E+00

Vinorelbine

𝑚𝑔/𝑚2

1.86E-01

8.89E-03

1.14E-01

2.89E-03

7.71E-05

-1.39E-03

Table B.1: Coefficients of drug dosage variables in the ridge regression models predicting efficacy and toxicity outcomes.

In several cases we converted between different dosing units so all dosages reported
for a particular drug matched in unit. For the trials using cisplatin, 5-fluorouracil,
leucovorin, or levoleucovorin and reporting dosages in unit 𝑚𝑔, we converted to
𝑚𝑔/𝑚2 by dividing by 2, a typical body surface area. For trials using cytarabine
or 5-fluorouracil and reporting dosages in unit 𝑚𝑔/𝑘𝑔, we converted to 𝑚𝑔/𝑚2 by
multiplying by 82 and dividing by 2.
Table B.2 contains the coefficients for each non-drug variable in the ridge regression models predicting median OS (𝛽^𝑂𝑆 ) and the proportion of patients experiencing
a DLT (𝛽^𝐷𝐿𝑇 ). Models were trained using the entire gastric cancer clinical trial
database.
The intercept term for the model predicting median OS is 6.04 months, and the
intercept term for the model predicting DLT is 0.22.
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Variable
Male
Prior palliative chemotherapy
Median age
Mean performance status
Primary tumor in stomach
Primary tumor in GEJ
Authors from USA
Authors from Germany
Authors from UK
Authors from Japan
Authors from South Korea
Authors from France
Authors from Italy
Authors from Spain
Authors from Taiwan
Authors from China
Authors from Netherlands
Authors from Asia
Trial size
Publication year

Unit
𝛽^𝑂𝑆
𝛽^𝐷𝐿𝑇
Proportion
0.2906 0.0185
Proportion
-2.1137 -0.0197
Year
-0.0003 -0.0002
Performance Status -1.1918 -0.0353
Proportion
-0.6780 -0.0378
Proportion
-0.2066 0.1427
Proportion
-0.3970 0.0769
Proportion
0.6626 -0.0151
Proportion
0.4848 0.0136
Proportion
0.8799 0.0079
Proportion
0.1193 0.0233
Proportion
0.4466 -0.0063
Proportion
0.7057 -0.0217
Proportion
-0.0671 0.0305
Proportion
-0.2651 0.0438
Proportion
0.5208 -0.0709
Proportion
0.5004 -0.0395
Proportion
1.1485 0.0080
Patients
-0.0023 0.0002
Year
0.0677 0.0012

Table B.2: Coefficients of the non-drug variables in the ridge regression models predicting efficacy and toxicity outcomes.

114

Appendix C
Pseudocode of Evaluation Techniques
for Proposed Regimens
Figure C-1 provides the full pseudocode for the simulation metric evaluation technique, and Figure C-2 provides the full pseudocode for the matching metric evaluation
technique.
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Input: Clinical trial database X (rows in chronological order) containing 𝑞 arms (the
first 𝑟 := ⌈𝑞/5⌉ − 1 will be used as a training set), corresponding trial weight vector
w, and corresponding Phase III study indicator pIII . Vectors of binary, instantaneous,
and average dose variables and demographic/study characteristic variables for trial 𝑘 are
indicated by bk , ik , ak , and xk , respectively. Further input: outcome vectors yOS and
yDLT and parameters 𝑡 and Γ.
boot , yboot , wboot ← bootstrap resampled versions of the 𝑞 arms in X, y
Xboot , yOS
OS ,
DLT
yDLT , and w
* , 𝛽*
𝛽𝑂𝑆
𝐷𝐿𝑇 , rOS , rDLT ← coefficients and residuals of ridge regression models with paboot , yboot , and wboot
rameters selected via cross-validation, trained with Xboot , yOS
DLT
2
′
boot
𝜎𝑂𝑆 ← rOS diag(w
)rOS /(𝑞 − 𝑓 − 1), with ridge regression degrees of freedom 𝑓 [87]
2
𝜎𝐷𝐿𝑇
← r′DLT diag(wboot )rDLT /(𝑞 − 𝑓 − 1)
⋃︀
P ← 𝑟𝑘=1 {(bk , ik , ak )}, PIII ← {bk | 1 ≤ 𝑘 ≤ 𝑟, 𝑝𝐼𝐼𝐼
= 1}
𝑘
train
train
train
X
← X{1,...,r} , yOS ← yOS,{1,...,r} , yDLT ← yDLT,{1,...,r} , wtrain ← w{1,...,r}
CP
Mod ← [ ], yCP ← [ ], yMod ← [ ]
yOS ← [ ], yOS
DLT
DLT
for 𝑘 = 𝑟 + 1 to 𝑞 do
^𝑂𝑆 , 𝛽
^𝐷𝐿𝑇 ← coefficients of ridge regression models trained using Xtrain , ytrain ,
𝛽
OS
train
yDLT , and wtrain
if Trial 𝑘 is a control arm of a Phase III trial⋃︀then
b* ← bk , i* ← ik , a* ← ak , PIII ← PIII {bk }
else if Trial 𝑘 is an experimental arm of a Phase III trial then
′
′
^𝑏
^𝑖
^𝑎 ′
^𝑥 ′ k
P̃ ← {(b, i, a) ∈ P ∖ PIII | 𝛽
𝐷𝐿𝑇 b + 𝛽𝐷𝐿𝑇 i + 𝛽𝐷𝐿𝑇 a + 𝛽𝐷𝐿𝑇 x ≤ 𝑡}
^𝑏 ′ b + 𝛽
^𝑖 ′ i + 𝛽
^𝑎 ′ a + 𝛽
^𝑥 ′ xk , with ties broken
b* , i* , a* ← arg maxb,i,a∈P̃ 𝛽
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆
randomly
⋃︀
PIII ← PIII {b* }
else if Trial 𝑘 is an arm of a Phase II study then
^𝑂𝑆 and 𝛽
^𝐷𝐿𝑇 , vector u computed
Solve optimization model (1) using coefficients 𝛽
train
k
using X
, and patient demographic variables x , obtaining optimal binary, instantaneous, and average dosage variable values b* , i* , and a* , respectively. Use parameter Γ
in the objective, 𝑡 in constraint (1a), 𝑁 = 3 in constraint (1b), set P in constraint (1d),
and sets Ω𝑑 derived from X for constraints (1e).
end if ⋃︀
P ← P {(b* , i* , a* )}
Append Xtrain with a row derived from b* , i* , a* , and xk , and append wtrain with 𝑤𝑘
train with a sample from 𝒩 (𝛽 *𝑏 ′ b* + 𝛽 *𝑖 ′ i* + 𝛽 *𝑎 ′ a* + 𝛽 *𝑥 ′ xk , 𝜎 2 /𝑤 )
Append yOS
𝑘
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆
′ *
′ *
′ *
train
*𝑏
*𝑖
*𝑎
Append yDLT with a sample from 𝒩 (𝛽𝐷𝐿𝑇 b + 𝛽𝐷𝐿𝑇 i + 𝛽𝐷𝐿𝑇 a +
*𝑥 ′ xk , 𝜎 2
𝛽𝐷𝐿𝑇
𝐷𝐿𝑇 /𝑤𝑘 )
if Trial 𝑘 is the experimental arm of a Phase III trial then
CP with 𝛽 *𝑏 ′ bk + 𝛽 *𝑖 ′ ik + 𝛽 *𝑎 ′ ak + 𝛽 *𝑥 ′ xk
Append yOS
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆
Mod with 𝛽 *𝑏 ′ b* + 𝛽 *𝑖 ′ i* + 𝛽 *𝑎 ′ a* + 𝛽 *𝑥 ′ xk
Append yOS
𝑂𝑆
𝑂𝑆
𝑂𝑆
𝑂𝑆
CP with 1
′ k
′ k
Append yDLT
𝛽 *𝑏
b +𝛽 *𝑖
i +𝛽 *𝑎 ′ ak +𝛽 *𝑥 ′ xk ≥0.5
𝐷𝐿𝑇

𝐷𝐿𝑇

𝐷𝐿𝑇

𝐷𝐿𝑇

Mod with 1
′ *
′ *
Append yDLT
′ *
′ k
*𝑥
*𝑏
*𝑖
*𝑎
𝛽𝐷𝐿𝑇
b +𝛽𝐷𝐿𝑇
i +𝛽𝐷𝐿𝑇
a +𝛽𝐷𝐿𝑇
x ≥0.5
end if
end for
CP , yMod , yCP , and yMod
Output: yOS
OS
DLT
DLT

Figure C-1: Pseudocode of the simulation metric procedure.
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Input: Clinical trial database X (rows in chronological order) containing 𝑞 arms
(the first 𝑟 := ⌈𝑞/5⌉ − 1 will be used as a training set), corresponding trial weight
vector w from Section 2.3.2, and corresponding Phase III study indicator pIII . Vectors of binary, instantaneous, and average dose variables and demographic/study
characteristic variables for trial 𝑘 are indicated by bk , ik , ak , and xk , respectively.
The vector of drug class indicators [74] for trial 𝑘 is indicated by ck . Further input
includes outcome vectors yOS and yDLT and parameter 𝑡.
= 1}
PIII ← {bk | 1 ≤ 𝑘 ≤ 𝑟, 𝑝𝐼𝐼𝐼
𝑘
Mod
CP
Mod
CP
←[]
← [ ], yDLT
← [ ], yDLT
← [ ], yOS
yOS
for 𝑘 = 𝑟 + 1 to 𝑞 do
if Trial 𝑘 is a control
⋃︀ k arm of a Phase III trial then
III
III
P ←P
{b }
else if Trial 𝑘 is an experimental arm of a Phase III trial then
train
train
Xtrain ← X{1,...,k−1} , yOS
← yOS,{1,...,k−1} , yDLT
← yDLT,{1,...,k−1} ,
train
w
← w{1,...,k−1}
𝛽^𝑂𝑆 , 𝛽^𝐷𝐿𝑇 ← coefficients of ridge regression models with parameters setrain
train
lected via cross-validation (see Section 2.3), trained using Xtrain , yOS
, yDLT
, and
train
w
⋃︀
j j
j
P ← 𝑘−1
𝑗=1 {(b , i , a )}
′
′
′
′ k
𝑏
𝑖
𝑎
𝑥
P̃ ← {(b, i, a) ∈ P ∖ PIII | 𝛽^𝐷𝐿𝑇
b + 𝛽^𝐷𝐿𝑇
i + 𝛽^𝐷𝐿𝑇
a + 𝛽^𝐷𝐿𝑇
x ≤ 𝑡}
′
′
′
′
𝑏
𝑖
𝑎
𝑥
b* , i* , a* ← arg maxb,i,a∈P̃ 𝛽^𝑂𝑆
b+ 𝛽^𝑂𝑆
i+ 𝛽^𝑂𝑆
a+ 𝛽^𝑂𝑆
xk , with ties broken
randomly
⋃︀
PIII ← PIII {b* }
c* ← vector of drug class indicators [74] from b*
F ← arg max𝑘≤𝑗≤𝑞 90c* ′ cj + 9b* ′ bj + b* ′ [1a* =aj and i* =ij . . . 1a*n =ajn and i*n =ijn ]
1
1
1
1
CP
CP
Append yOS
with 𝑦𝑂𝑆,𝑘 and∑︀append yDLT
with 1𝑦𝐷𝐿𝑇,𝑘 ≥0.5
Mod
Mod
Append yOS
with
and append yDLT
with
𝑗∈F 𝑦𝑂𝑆,𝑗 /|F|
∑︀
𝑗∈F 1𝑦𝐷𝐿𝑇,𝑗 ≥0.5 /|F|
end if
end for
CP
Mod
CP
Mod
Output: yOS
, yOS
, yDLT
, and yDLT
Figure C-2: Pseudocode of the matching metric procedure.
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Appendix D
Data Preprocessing for Breast Cancer
Database
D.1

Imputation of Demographic Data

As displayed in Table 3.1, each of the 10 demographic variables extracted from breast
cancer clinical trials is missing from some study arms.
Six of the demographic variables were imputed by setting all missing values equal
to the average value across the training set:
∙ The 492 clinical trial arms with missing data for the proportion of patients with
advanced, non-metastatic disease were imputed to mean value 0.01.
∙ The 837 clinical trial arms with missing data for the proportion of patients with
visceral disease were imputed to mean value 0.58.
∙ The 1,693 clinical trial arms with missing data for the proportion of patients
with HER2 overexpression were imputed to median value 0.21.
∙ The 402 clinical trial arms with missing data for the proportion of patients who
are male were imputed to mean value 0.00.
∙ The 164 clinical trial arms with missing data for the median age of patients
were imputed to mean value 56.
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∙ The 1,048 clinical trial arms with missing data for the proportion of patients
who are postmenopausal females were imputed to mean value 0.18.
Due to the similarity between the proportion of patients with prior chemotherapy
and the proportion of patients with prior palliative chemotherapy, these two outcomes
are jointly imputed. To do so, we trained models to predict the proportion of patients
with prior palliative chemotherapy in trial arm 𝑖, 𝑃 𝑃𝑖 , using the proportion of patients
with prior chemotherapy in trial arm 𝑖, 𝑃𝑖 . We trained both a linear model of the
form 𝑃 𝑃𝑖 = 𝛽𝑃𝑖 + 𝜖 as well as a quadratic model of the form 𝑃 𝑃𝑖 = 𝛽𝑃𝑖2 + 𝜖,
training both models with the 1,316 clinical trial arms reporting both proportions.
We selected the quadratic model due to its superior 𝑅2 value (0.83 vs. 0.74). We
used the selected model to impute the proportion of patients with prior palliative
chemotherapy in the 437 clinical trial arms that do not report that value but that do
report the proportion of patients with prior chemotherapy. We used the same model
to impute the proportion of patients with prior chemotherapy in the 223 clinical trial
arms that do not report that value but that do report the proportion of patients
with prior palliative chemotherapy. Finally, we impute the two proportions in the
121 clinical trial arms that report neither using the mean reported value, assigning a
value of 0.33 for the proportion of patients with prior palliative chemotherapy and a
value of 0.65 for the proportion of patients with prior chemotherapy.
To impute the proportion of patients with positive steroid hormone receptor (HR)
status — which means estrogen receptor (ER) positivity, progesterone receptor (PR)
positivity, or both — we use ER and PR status information if it is reported. In
118 clinical trial arms, the proportion of patients who were ER+, PR+, and HR+
were all reported; we use these clinical trial arms to train a number of models to be
used for imputation. First, we impute the HR status in the clinical trial arms for
which the ER and PR status are both reported. We trained both a linear model
of the form 𝐻𝑅𝑖 = 𝛽0 + 𝛽1 𝐸𝑅𝑖 + 𝛽2 𝑃 𝑅𝑖 + 𝜖 and a quadratic model of the form
𝐻𝑅𝑖 = 𝛽0 + 𝛽1 𝐸𝑅𝑖2 + 𝛽2 𝑃 𝑅𝑖2 + 𝜖, selecting the linear model due to its superior 𝑅2
value (0.85 vs. 0.77). We used this model to impute the proportion of patients with
positive HR status from the 239 trial arms with ER and PR status reported but no
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HR status reported. To impute when only ER status was reported, we trained both
a linear model of the form 𝐻𝑅𝑖 = 𝛽0 + 𝛽1 𝐸𝑅𝑖 + 𝜖 and a quadratic model of the form
𝐻𝑅𝑖 = 𝛽0 + 𝛽1 𝐸𝑅𝑖2 + 𝜖, selecting the linear model due to its superior 𝑅2 value (0.84
vs. 0.77). We used this model to impute the proportion of patients with positive
HR status from the 462 trial arms with ER status reported but no HR status or PR
status reported. To impute when only PR status was reported, we trained both a
linear model of the form 𝐻𝑅𝑖 = 𝛽0 + 𝛽1 𝑃 𝑅𝑖 + 𝜖 and a quadratic model of the form
𝐻𝑅𝑖 = 𝛽0 + 𝛽1 𝑃 𝑅𝑖2 + 𝜖, selecting the linear model due to its superior 𝑅2 value (0.70
vs. 0.59). We used this model to impute the proportion of patients with positive HR
status from the 2 trial arms with PR status reported but no HR status or ER status
reported. Finally, we assigned the median HR positivity proportion, 0.68, to the 891
trial arms with neither ER nor PR status reported.

When reporting ECOG performance status across a patient population, studies
often report the proportion of patients who had a performance status of either 0 or
1, 𝑡. To enable computation of the average performance status of patients in these
trials, we impute the proportion of the patients with performance status 0 or 1 who
had performance status 0, 𝑝. Using the 948 clinical trial arms that reported both the
proportion of patients with ECOG status 0 and the proportion with ECOG status 1,
we trained both a linear model of the form 𝑝𝑖 = 𝛽0 + 𝛽1 𝑡𝑖 + 𝜖 and a quadratic model
of the form 𝑝𝑖 = 𝛽0 + 𝛽1 𝑡2𝑖 + 𝜖, selecting the linear model due to its superior 𝑅2 value
(0.21 vs. 0.20). We used this model to impute the proportion of patients with ECOG
status 0 and 1 in the 190 trials that only reported these values in a combined manner.
Further, in the 34 clinical trial arms that only reported performance status using the
Karnofsky Performance Status (KPS) scale, providing a complete breakdown of the
proportion of patients with each score, we imputed the proportion of patients with
each ECOG performance status using the mapping from [36]. Finally, we assigned
the mean value of 0.70 in the 1,031 trial arms that did not fully report the average
ECOG performance status even after these imputation steps.
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D.2

Imputation of Toxicity Outcomes

The definition of DLT used in this chapter only includes grade 4 blood toxicities, but
many clinical trials report the proportion of patients experiencing either a grade 3
or grade 4 blood toxicity, without breaking down that proportion into its constituent
grades. As a result, we use imputation to obtain the proportion with grade 4, 𝑓 ,
from the proportion with grade 3/4, 𝑡, for each of the five blood toxicities reported in
breast cancer clinical trials — neutropenia, leukopenia, thrombocytopenia, anemia,
and lymphopenia. For each toxicity, we train both a linear model 𝑓𝑖 = 𝛽0 + 𝛽1 𝑡𝑖 + 𝜖
and a quadratic model 𝑓𝑖 = 𝛽0 + 𝛽1 𝑡21 + 𝜖. Models were trained using 632, 592, 848,
708, and 22 trial arms, respectively. The linear models achieved 𝑅2 values of 0.81,
0.64, 0.65, 0.30, and 0.81, respectively, while the quadratic models achieved 𝑅2 values
of 0.90, 0.73, 0.66, 0.30, and 0.85, respectively; the linear model was selected for
imputation of the anemia toxicity outcomes and the quadratic models were selected
for the remaining outcomes. We used the five models to impute outcomes in 204, 167,
178, 178, and 7 trial arms, respectively.
As in Chapter 2, we impute the proportion of patients with grade 4 neutropenia,
𝑛, from the proportion of patients with grade 4 leukopenia, 𝑙, due to the similarities between these two toxicity outcomes, discounting the proportion experiencing
leukopenia in all further computations. To do so, we use the 312 trial arms that
report both values to train a linear model, 𝑛𝑖 = 𝛽0 + 𝛽1 𝑙𝑖 + 𝜖, and a quadratic model,
𝑛𝑖 = 𝛽0 + 𝛽1 𝑙𝑖2 + 𝜖. We selected the quadratic model due to its superior 𝑅2 value
(0.72 vs. 0.72). We used this model to impute the proportion of patients with grade
4 neutropenia from the proportion of patients with grade 4 leukopenia in the 364
clinical trial arms that only reported the leukopenia value.
We use the “Grouped Independent” approach from Chapter 2 to estimate the
proportion of patients in a clinical trial who experienced a DLT. For each of the 20
categories of toxicities defined in the NCI-CTCAE v3 toxicity reporting criteria [166],
we compute the proportion of patients in a clinical trial experiencing a DLT in that
category, 𝑡1 , 𝑡2 , . . . , 𝑡20 . We then estimate the proportion of patients in the trial with
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a DLT using the formula 𝐷𝐿𝑇 = 1 −

∏︀20

𝑖=1 (1
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− 𝑡𝑖 ).
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Appendix E
Drugs Appearing in Breast Cancer
Clinical Trial Database
Table E.1 lists all 237 drugs used at least once in the breast cancer clinical trial
database.
9-nitro-camptothecin

Acivicin

Aclarubicin

Adecatumumab

Adozelesin

Afatinib

Aflibercept

Altretamine

Aminoglutethimide

Amonafide

Amsacrine

Anastrozole

Angiozyme

Anguidine

Arzoxifene

AS1402

Atamestane

Axitinib

BCG

Bendamustine

Bestrabucil

Bevacizumab

Bexarotene

Bisantrene

Bleomycin

BMS-182248-01

Bortezomib

Brequinar

Bromocriptine

Buserelin

Cabazitaxel

Cabergoline

Calusterone

Capecitabine

Carboplatin

Carminomycin

CB-3717

Cemadotin

Centchroman

Cetuximab

CG-603

Chlorambucil

Chlorozotocin

CI-941

CI-973

Ciclosporin

Cisplatin

Clomiphene
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Corynebacterium parvum

CT-2103

Cyclocytidine

Cyclophosphamide

Cytarabine

Cytembena

Cytomel

Danazol

Dasatinib

DENSPM

DES

DFMO

DHA

Dianhydrogalactitol

Didemnin B

Didox

Docetaxel

Dolastatin-10

Doxifluridine

Doxorubicin

Droloxifene

Echinomycin

Edatrexate

Elliptinium

Eniluracil

Enzastaurin

Epirubicin

Eribulin

Erlotinib

Esorubicin

Estramustine

Etanercept

Ethinyl estradiol

Etoposide

Everolimus

Exatecan

Exemestane

Exisulind

Fadrozole

Fazarabine

Fludarabine

Fluorouracil

Fluoxymesterone

Flutamide

Formestane

Fulvestrant

Ganitumab

Gefitinib

Gemcitabine

Goserelin

Gusperimus

Idarubicin

Idoxifene

Ifosfamide

Imatinib

Iniparib

Interferon

Iododoxorubicin

Iproplatin

Irinotecan

Isotretinoin

Ixabepilone

KRN8602

L-alanosine

Lanreotide

Lapatinib

Larotaxel

LCM

Letrozole

Leucovorin

Leuprorelin acetate

Levamisole

Levoleucovorin

Liarozole

Lomustine

Lonidamine

Lymphoblastoid interferon

Marimastat

Maytansine

Medroxyprogesterone ac-

Megestrol acetate

etate
Melatonin

Melphalan

Menogaril

Mepitiostane

Methenolone enanthate

Methotrexate
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methyl-CCNU

methyl-GAG

Mifepristone

Mitolactol

Mitomycin C

Mitoxantrone

Motesanib

Nab-paclitaxel

Nafazatrom

Nafoxidine

Nandrolone decanoate

Neratinib

Novobiocin

Octreotide

Octreotide pamoate

Orantinib

Orathecin

Oxaliplatin

Oxylone acetate

Paclitaxel

PALA

Pazopanib

PCNU

Pegylated liposomal dox-

Pemetrexed

Peplomycin

Peptichemio

Perifosine

Perillyl alcohol

Pertuzumab

Piperazinedione

Pirarubicin

Piritrexim

Piroxantrone

Prednimustine

Prednisone

Premarin

Pyrazofurin

Pyrazoloacridine

Raltitrexed

Razoxane

Rebeccamycin

Recombinant interleukin-2

Recombinant tumor necro-

Non-pegylated

liposomal

doxorubicin

orubicin

sis factor
Rubidazone

S-1

Sagopilone

Saracatinib

Satraplatin

Sorafenib

Spirogermanium

Streptozocin

Sulofenur

Sunitinib

Suramin

Tamoxifen

Tanespimycin

TAS-108

Tauromustine

Tegafur

Temozolomide

Temsirolimus

Teniposide

Tesmilifene

Testololactone

Testosterone propionate

Thalidomide

Thioguanine

Thiotepa

THP-adriamycin

Tibilone

Tipifarnib

Topotecan

Toremifene

Trabectedin

Trastuzumab

Trastuzumab emtansine

Tretinoin

Triazinate

Triciribine
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Trifluoperazine

Trilostane

Trimetrexate

Trioxifene mesylate

Triptorelin

UFT

Valspodar

Vandetanib

Vapreotide

Verapamil

Vinblastine

Vincristine

Vindesine

Vinflunine

Vinfosiltine

Vinorelbine

Vorinostat

Vorozole

VX-710

ZD-0473

Zindoxifene

Table E.1: All drugs tested in at least one clinical trial arm in the breast cancer
clinical trial database.
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Appendix F
Literature Review Details
We performed a literature review to identify studies presenting mathematical models that can evaluate PSA-based prostate cancer screening strategies. We included
mathematical models that were published in 2010 or later and that can evaluate the
lifetime effectiveness of screening strategies with different PSA screening frequencies
and age-specific PSA levels that trigger a confirmatory biopsy. Lifetime effectiveness could be measured in terms of life expectancy gained or quality-adjusted life
expectancy (QALE) gained compared to not screening. Included articles were limited to English-language manuscripts and decision analyses for a general population
of screening-age men.
In October 2013, we searched Pubmed using the following query:
("Early Detection of Cancer"[Mesh] OR "early diagnosis"[Mesh] OR
"Prostatic Neoplasms/Diagnosis"[Mesh] OR "Mass Screening"[Mesh]
OR screening)
AND ("decision analysis" OR "decision analyses" OR
"Decision Support Techniques"[Mesh] OR "Decision Trees"[Mesh] OR
"decision trees" OR "Cost-Benefit Analysis"[Mesh] OR
"cost-benefit analysis" OR "Markov Chains"[Mesh] OR
"Computer Simulation"[Mesh] OR "computer simulation" OR
simulate OR simulation[all fields] OR simulating OR
"Monte Carlo Method"[Mesh] OR "monte carlo method" OR markov)
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Abstracts reviewed (𝑛 = 311)

Articles reviewed (𝑛 = 29)

Articles excluded (𝑛 = 23)
Not decision analysis for PSA-based
screening (𝑛 = 9)
Not for general population (𝑛 = 2)
Can’t evaluate age-specific PSA cutoffs (𝑛 = 7)
Can’t evaluate varying screening
intervals (𝑛 = 2)
No lifetime outcomes (𝑛 = 3)

Articles included (𝑛 = 6)
3 decision analyses
Figure F-1: Literature review to identify decision analyses.
AND ("prostate cancer" OR "Prostatic Neoplasms"[Majr])

A single reviewer evaluated 311 abstracts and 29 full-text articles, identifying six
papers describing three decision analyses as appropriate for inclusion (see Figure F-1).
In December 2014, we additionally searched the Tufts Cost-Effectiveness Analysis
Registry for the term “prostate,” which returned 68 search results. Three results were
retrieved, but none met the inclusion criteria and had not already been found.
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Appendix G
Ranges Used in Sensitivity Analysis
To perform sensitivity analysis, we varied parameters based on sensitivity ranges used
in the papers describing each model. For the model from [167], we defined sensitivity
ranges as in that paper:
∙ 𝑑𝑡 : The rate of other-cause (non-prostate cancer) mortality at age 𝑡 was varied
±20% from the base-case parameter values from [16, 98].
∙ 𝑤𝑡 : The prostate cancer incidence rate for a man at age 𝑡 was varied using
sensitivity ranges from [35]. For patients aged 40–49, the sensitivity range was
defined as [0.00020, 0.00501]; for patients aged 50–59, the sensitivity range was
defined as [0.00151, 0.00491]; for patients aged 60–69, the sensitivity range was
defined as [0.00243, 0.00852]; for patients aged 70–79, the sensitivity range was
defined as [0.00522, 0.01510]; and for patients aged 80 or more, the sensitivity
range was defined as [0.00712, 0.01100].
∙ 𝑏𝑡 : The annual probability of metastasis among patients with detected cancer
treated with radical prostatectomy was varied ±20% from the base-case parameter value of 0.006 derived from the Mayo Clinic Radical Prostatectomy
Repository.
∙ 𝑒𝑡 : The annual probability of metastasis among patients with undetected cancer
was varied ±20% from the base-case parameter value of 0.069 from [72, 150].
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∙ 𝑧𝑡 : The annual probability of dying from prostate cancer among men aged
𝑡 with metastatic disease was varied using the sensitivity range [0.07, 0.37]
from [126, 17] around the base-case values of 0.074 for patients aged 40–64 and
0.070 for patients aged 75 and older [98].
∙ 𝑓 : The probability of a biopsy detecting cancer in a patient with prostate cancer
was varied ±20% from its base-case value of 0.8 from [83].
The sensitivity analyses in [179] varied QALE decrements derived from the literature and cost parameters; as a result, none of the parameters varied in that sensitivity
analysis are included in this work. Given the similarities of the model in that paper
to the model from [167], we used identical sensitivity ranges for the 𝑑𝑡 , 𝑤𝑡 , and 𝑓
parameters, additionally varying the following parameters:
∙ 𝑏𝑡 : The annual probability of a man of age 𝑡 with detected prostate cancer
treated with radical prostatectomy dying of the disease was varied ±20% from
its base-case value of 0.0067 for men aged 40–64 and 0.0092 for men aged 65
and older [98].
∙ 𝑒𝑡 : The annual probability of a man of age 𝑡 with undetected prostate cancer
dying of the disease was varied ±20% from its base-case value of 0.033 from [12].
The model from [78] performs sensitivity analysis by providing 100 sets of the
following parameters that were fitted to calibrate the model to observed population
health outcomes:
∙ grade.onset.rate: A rate controlling how quickly patients experience prostate
cancer onset.
∙ grade.metastasis.rate: A rate controlling how quickly patients with undetected
prostate cancer experience metastasis.
∙ grade.clinical.rate.baseline: A rate controlling how quickly a patient’s cancer is
clinically detected.
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∙ grade.clinical.rate.distant: A rate controlling how quickly a patient’s cancer is
clinically detected after metastasis.
∙ low.grade.slope: A parameter controlling the likelihood that a patient who developed cancer has a low-grade cancer.
In the one-way sensitivity analysis performed in this work, we varied each of these
five parameter to the maximum and minimum value in the 100 sets of sensitivity
parameters used in [78].
Each model in this work uses the QALE definition from [88], and we use the
sensitivity ranges for the parameters defined in that work:
∙ Screening attendance: The utility estimate for the week following screening was
varied in range [0.99, 1.00] from base estimate 0.99.
∙ Biopsy: The utility estimate for the three weeks following biopsy was varied in
range [0.87, 0.94] from base estimate 0.90.
∙ Cancer diagnosis: The utility estimate for the month following cancer diagnosis
was varied in range [0.75, 0.85] from base estimate 0.80.
∙ Radiation therapy: The utility estimate for the first two months after radiation
therapy was varied in range [0.71, 0.91] from base estimate 0.73, and the utility
estimate for the next 10 months after radiation therapy was varied in range
[0.61, 0.88] from base estimate 0.78.
∙ Radical prostatectomy: The utility estimate for the first two months after radical
prostatectomy was varied in range [0.56, 0.90] from base estimate 0.67, and the
utility estimate for the next 10 months after radical prostatectomy was varied
in range [0.70, 0.91] from base estimate 0.77.
∙ Active surveillance: The utility estimate for the first seven years of active
surveillance was varied in range [0.85, 1.00] from base estimate 0.97.
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∙ Postrecovery period : The utility estimate for years 1–10 following radical prostatectomy or radiation therapy was varied in range [0.93, 1.00] from base estimate
0.95.
∙ Palliative therapy: The utility estimate during 30 months of palliative therapy
was varied in range [0.24, 0.86] from base estimate 0.60.
∙ Terminal illness: The utility estimate during six months of terminal illness was
varied in range [0.24, 0.40] from base estimate 0.40.

134

Appendix H
Building an Efficient Frontier of
Screening Strategies
Given a screening strategy 𝑠, let 𝐴(𝑠) be the average assessment of the strategy across
all mathematical models and let 𝑃 (𝑠) by the pessimistic assessment of the strategy
across all mathematical models. To construct an efficient frontier of strategies trading
off the average and most pessimistic assessment, we use mathematical optimization to
maximize the objective function 𝜆𝐴(𝑠) + (1 − 𝜆)𝑃 (𝑠) for 𝜆 ∈ {0, 0.1, 0.2, . . . , 1.0} over
annual screening strategies and biennial screening strategies, optimizing a total of 22
times. From the set of all screening strategies encountered during the optimization
process (not just the final values identified through optimization), we construct an
efficient frontier trading off the average and pessimistic assessments.
The key step in constructing the efficient frontier is solving max𝑠∈𝑆 𝜆𝐴(𝑠) + (1 −
𝜆)𝑃 (𝑠), where 𝑆 is the set of all feasible screening strategies. We consider strategies
with age-specific PSA cutoffs limited to 0.5, 1.0, 1.5, . . ., 6.0 𝑛𝑔/𝑚𝐿, fixed cutoffs for
5-year age ranges, and cutoffs that are non-decreasing in a patient’s age. We consider
screening from ages 40 through 99, so there are 5.4 × 106 possible screening strategies;
as a result, it would be time consuming to use enumeration to identify the strategy
with the highest average incremental QALE compared to not screening. Instead, we
use constrained iterated local search to identify a locally optimal strategy that cannot
be improved by changing a single age-specific PSA threshold.
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The central step in the iterated local search is the local search, which changes the
PSA cutoff to the best possible value for a single age range, adjusting others to ensure
that PSA cutoffs are non-decreasing in age. Consider a screening strategy for which
annual screening is performed for ages 45–69, with cutoff 2.0 ng/mL from ages 45–49,
3.0 ng/mL from ages 50–54, and 5.0 ng/mL from ages 55–59, 60–64, and 64–69. We
can write this screening strategy compactly as (2, 3, 5, 5, 5), with each value in the
vector representing the cutoff for a 5-year period. If we apply local search to the
cutoff for ages 55–59, then we will consider changing the cutoff for that age range
to each value in {0.5, 1.0, 1.5, . . . , 6.0} ng/mL, adjusting other cutoffs as necessary to
ensure all cutoffs are non-decreasing in age. For instance, if the cutoff for ages 55–59
were set to 2.5 ng/mL, then the cutoff for ages 50–54 would also need to be decreased
to 2.5 ng/mL in order to maintain non-decreasing cutoffs, yielding final screening
strategy (2, 2.5, 2.5, 5, 5). The set of all possible screening strategies considered by a
local search on age range 55–59 is:
(0.5, 0.5, 0.5, 5, 5)
(1, 1, 1, 5, 5)
(1.5, 1.5, 1.5, 5, 5)
(2, 2, 2, 5, 5)
(2, 2.5, 2.5, 5, 5)
(2, 3, 3, 5, 5)
(2, 3, 3.5, 5, 5)
(2, 3, 4, 5, 5)
(2, 3, 4.5, 5, 5)
(2, 3, 5, 5, 5)
(2, 3, 5.5, 5.5, 5.5)
(2, 3, 6, 6, 6)
Among these strategies, the one resulting in the largest objective value 𝜆𝐴(𝑠) +
(1 − 𝜆)𝑃 (𝑠) is the one selected by the local search.
The iterated local search begins with a strategy of never screening for prostate
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cancer. The procedure repeatedly loops through a random permutation of the age
ranges, performing local search on an age range if it’s within 5 years of an age range
for which the current strategy screens with PSA. The procedure terminates when
no single age-specific threshold can be changed to improve the overall quality of the
screening strategy.
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