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Abstract

I present the state-space multitaper approach for analyzing non-stationary time series. Non-
stationary time series are commonly divided into small time windows for analysis, but ex-
isting methods lose predictive power by analyzing each window independently, even though
nearby windows have similar spectral properties. The state-space multitaper algorithm com-
bines two approaches for spectral analysis: the state-space approach models the relations
between nearby windows, and the multitaper approach balances a bias-variance tradeoff in-
herent in Fourier analysis of finite interval data. I illustrate an application of the algorithm
to real-time anesthesia monitoring, which could prevent traumatic cases of intraoperative
awareness. I discuss issues including a real-time implementation and modeling the system’s
noise parameters. I identify the new problem of phase censorship, by which spectral leakage
hides some information necessary to relate signal phases across windows in time.
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Chapter 1

Background and Objective

1.1 Overview

Non-stationary time series data appears in a variety of fields, from brain recordings to stock

prices to weather patterns and more. It is often useful to analyze non-stationary time

series by tracking how their frequency components change over time: this generally involves

dividing them into small time windows, assuming the data are roughly stationary within

those windows, and finding frequency components in those windows. But current methods

of analysis are less accurate than they could be, because they ignore information about

the relationships between time windows. If a signal’s frequency components change slowly

enough that they are approximately the same within one time window, then those frequency

components must also change slowly from one time window to the next. In other words,

knowing the frequencies in one window gives information about the frequencies in nearby

windows. Current analysis methods throw away that information by analyzing each window

separately.

The state-space multitaper (SS-MT) algorithm is an analysis method that models the

relationships between time windows to give more accurate results. I discuss the SS-MT

algorithm and its applications to EEG anesthesia monitoring. An accurate anesthesia mon-
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itor could prevent patients from waking up during surgery, which can cause long-lasting

psychological trauma. Applying SS-MT to anesthesia monitoring raises several problems.

The algorithm must run fast enough to analyze data in real time, and the algorithm must

account for the complicated spectral shape of noise in EEG recordings. Recorded data also

raise the problem of phase censorship, which makes it difficult to relate the phase of frequency

components between two time windows when the exact frequency is unknown.

1.2 Existing methods for spectral analysis

A common method of non-parametric analysis for non-stationary time series is to divide the

non-stationary series into many shorter series, or windows, short enough to be approximately

stationary. Once a long time series is divided into short windows, each window can be

analyzed using analysis methods for stationary series: common methods include Fourier

analysis with tapering (Mitra and Bokil, 2007; Percival and Walden, 1993; Babadi and Brown,

2014) or wavelets (Koornwinder, 1993). These methods analyze each window independently

of all other windows, which leads to several shortcomings:

• First, these independent-window methods are less accurate than they could be, because

windows are dependent. In order for window-based methods to apply in the first place,

the data must be approximately stationary within a given window, because Fourier

analysis of non-stationary data is meaningless. If the data are divided into windows

of one second each, then window-based methods need to assume that the frequency

components of the data change slowly on the time scale of one second. That assumption

also implies that the frequency components shouldn’t change much faster on the scale

of two or three seconds — except in the rare case that the data jump around at precise

one-second intervals. If there is a strong component at 10 Hz between 3 seconds and 4

seconds into the signal, then there should also be a strong component at 10 Hz between

4 seconds and 5 seconds. In this way, every window is statistically dependent on the
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windows around it. Independent-window methods discard that information, and so

they are less able to recover a signal from a noisy environment than a method that

could take it into account.

• Second, it is hard to run statistical comparisons between two signals given only an

independent representation of each time window in each signal. When existing window-

based methods compare signals, they rely on techniques such as the jackknife and

bootstrap methods to estimate confidence intervals. (Mitra and Bokil, 2007; Percival

and Walden, 1993) However, if an analysis method were to provide an explicit joint

distribution for each signal to be compared, a wider variety of statistical tools could

compare the signals. For example, Bayesian statistical methods could provide explicit

probabilities rather than confidence intervals.

• Third, multitaper Fourier-based methods typically compute the power of a signal at

various frequencies, but they ignore phase information. This makes it impossible to

extract time-domain or frequency-domain signals from the analyzed data.

The state-space multitaper (SS-MT) algorithm performs spectral analysis of non-stationary

data, and it explicitly models the relationships between nearby time windows. Compared

to existing independent-window based methods, it is more robust to noisy measurements,

more versatile for comparing signals to each other, and better able to extract time-domain

or frequency-domain signals from the analysis results. SS-MT is based on a combination of

two approaches: multitaper spectral analysis and the state-space paradigm.

Under the state-space paradigm, an algorithm or model tracks an underlying state, which

evolves over time; the observed data are noisy observations of this state. State-space models

have been used to analyze both continuous (Fahrmeir and Tutz, 2013; Durbin and Koopman,

2012) and discrete (Brown et al., 1998; Smith and Brown, 2003) time-varying data. They

have also been used for parametric time-series models (Bohlin, 1977; Kitagawa and Gersch,

2012) harmonic regression models (Qi et al., 2002), and non-parametric time-series models
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(Ba et al., 2014).

Multitaper spectral analysis is a method to address limitations of the periodogram, or

short-time Fourier transform, on a time window: the periodogram is a biased and incon-

sistent estimate of the true power spectrum. When a signal is divided into windows, each

window can be represented as a pointwise multiplication between the time series and a win-

dowing function; the windowing function is 0 everywhere outside the window. Because of

the relations between time-domain and frequency-domain operations in Fourier transforms,

multiplying the signal with a finite-width window in the time domain is equivalent to con-

volving the signal with an infinite-width smoothing kernel in the frequency domain. This

smoothing kernel introduces bias to each frequency-domain measurement, because a mea-

surement in the frequency domain actually incorporates data from the entire spectrum. This

phenomenon is called spectral leakage, because power from other frequencies “leaks” into any

given measurement. It is possible to apply a taper to the window in order to change the shape

of the smoothing kernel: this can control whether spectral leakage comes mostly from nearby

frequencies (narrow-band bias) or far-away frequencies (broad-band bias). Furthermore, pe-

riodogram estimators have high variance: in fact, the periodogram estimator’s variance does

not tend to zero with large amounts of data.

Multitaper spectral analysis finds an optimal tradeoff between bias and variance by ap-

plying many orthogonal tapers to a time window, instead of just one taper. The power

for each taper is analyzed separately, giving an eigenspectrum, and then the eigenspectra

are averaged together to yield the final spectrum. Using several orthogonal tapers means

that the various tapered measurements of a window are uncorrelated. By averaging together

multiple uncorrelated estimates, the multitaper estimate decreases the variance by a factor

corresponding to the number of tapers. The more data that are available, the more tapers

can be used, and so the more the variance decreases; this is enough for the variance to tend

to zero for large amounts of data. In practice, multitaper analysis also greatly decreases

broad-band bias: at a given frequency measurement, power from nearby frequencies will still
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leak in, but power from far-away frequencies will not.

For a detailed overview of multitaper spectral analysis, see Babadi and Brown (2014).

1.3 Existing methods for anesthesia monitoring

Out of the many applications for improved spectral analysis, I focus on monitoring gen-

eral anesthesia patients by analyzing electroencephalogram (EEG) signals. Without good

measurements of depth of anesthesia, patients sometimes wake up during surgery, which

can cause long-lasting psychological trauma. Established methods of monitoring depth of

anesthesia are limited in that they cannot monitor the brain, the organ on which general

anesthetics act. Instead, established monitoring instruments generally measure correlates

of unconsciousness in the respiratory and cardiovascular system, including pulse oximetry,

blood pressure, electrocardiogram readings, airway pressure, and concentration of oxygen,

carbon dioxide, and anesthetic gas. Some instruments have been developed to monitor the

brain during anesthesia, but those monitors do not effectively prevent awareness during

surgery. However, the EEG signal does exhibit signatures that correspond to depth of anes-

thesia. Improved spectral analysis could contribute to an improved EEG anesthesia monitor

and attack several major causes of intraoperative awareness.

Without good anesthesia monitoring, patients may become conscious during surgery, in a

phenomenon called intraoperative awareness. The rate of intraoperative awareness has been

estimated as high as 1-2 patients per 1000. (Orser et al., 2008) Aware patients may experi-

ence pain and long-lasting psychological symptoms including post-traumatic stress disorder.

Aware patients are often paralyzed, mostly because of neuromuscular blocks administered

alongside the anesthetic. In a study of 11,785 patients, 19 became aware during general

anesthesia: 7 of the 19 (36%) reported pain to some degree, and of 12 patients who tried to

move, 11 were unable to move. (Sandin et al., 2000) In another study, of 2,681 patients, 46

had experienced intraoperative awareness at some point in their lives: 20 (43%) experienced
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pain during the surgery, and 15 (33%) experienced late psychological symptoms afterward,

including nightmares, anxiety, and flashbacks. Duration of the psychological symptoms

ranged from weeks to decades. (Samuelsson et al., 2007)

If an accurate depth-of-anesthesia monitor were developed, it would greatly decrease the

risk of intraoperative awareness. There are four hypothesized categories of causes that might

lead to awareness:

1. Individual differences in the expression or function of the receptors for anesthetics,

leading to variability in dose requirement;

2. Conditions such as poor cardiac functions preventing a patient from tolerating a suffi-

cient dose of anesthetic;

3. Physiological signs that a patient needs a dose change being hidden by factors such as

a pacemaker;

4. Improper drug delivery because of equipment malfunction or misuse. (Orser et al.,

2008)

For all of these causes, an accurate monitor would alert the anesthesiologist. Anesthesia

monitoring is therefore a promising method of preventing intraoperative awareness, but

existing EEG-based measurements, such as the bispectral index (BIS), have not proven

accurate enough for general use.

Studies on the effectiveness of brain monitors have had mixed results. A 2014 Cochrane

review of BIS monitors found four studies of high-risk patients across which BIS decreased the

risk of awareness compared to monitoring only clinical signs (7,761 participants; odds ratio

0.24; 95% confidence interval 0.12 to 0.48; heterogeneity 𝐼2 = 0). However, the same review

found four studies of high-risk patients across which BIS did not decrease the risk of awareness

compared to monitoring end tidal anesthetic gas (26,530 participants; odds ratio 1.13; 95%

confidence interval 0.56 to 2.26; heterogeneity 𝐼2 = 37%). (Punjasawadwong et al., 2014) A
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2006 task force on intraoperative awareness reported that brain monitors — including BIS,

entropy-based monitors, and monitors based on auditory evoked potentials (AEP) — were

not indicated for routine use. The task force reported that brain monitors’ indices tended

to vary in parallel with established correlates of depth of anesthesia. (American Society of

Anesthesiologists Task Force on Intraoperative Awareness, 2006)

However, where BIS and other brain monitors fail to stop awareness, we should not con-

clude that brain monitoring is a dead end: the EEG does contain information about depth

of anesthesia. Rather, the technology is still immature, and there is room to improve on

current designs. In particular, current brain monitors report the same measurement for

all anesthetic drugs. However, different anesthetics act according to different neurophysio-

logical mechanisms (Brown et al., 2011; Schwartz et al., 2010) and produce different EEG

signatures. (Akeju et al., 2014a,b; Purdon et al., 2015) For example, ketamine (Hayashi

et al., 2007; Tsuda et al., 2007) and nitrous oxide (Foster and Liley, 2011, 2013) result in

relatively fast EEG oscillations, resulting in inaccurately high consciousness indices; con-

versely, dexmedetomidine produces particularly slow oscillations, and can produce inaccu-

rately low indices. (Akeju et al., 2014a; Huupponen et al., 2008) There is, however, an

expanding body of evidence for signatures to characterize each individual anesthetic. Propo-

fol and dexmedetomidine both have alpha-band power, but dexmedetomidine’s alpha power

is mostly spindle patterns, and also about 2 Hz higher than propofol’s more steady alpha

power. (Akeju et al., 2014a) Sevoflurane shows patterns of coherence in the theta band,

around 5 Hz. (Akeju et al., 2014b) Thiopental induces beta oscillations around 20 Hz.

(Feshchenko et al., 2004) Adding ketamine to propofol shifts alpha peaks up by about 5

Hz. (Hayashi et al., 2007) For a comprehensive review of signatures for propofol, ketamine,

dexmedetomidine, sevoflurane, isoflurane, desflurane, and nitrous oxide, see Purdon et al.

(2015). If a depth-of-anesthesia monitor can take all these variations into account, it can

produce accurate results where current monitors might be stymied by drug variations.
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1.4 Objective

By taking into account variations in anesthetic drugs, an EEG depth-of-anesthesia monitor

can decrease rates of intraoperative awareness. However, such a monitor must still deal with

the noisy environment of an EEG recording. I explore the SS-MT algorithm as a method for

reducing noise in EEG, so that an EEG anesthesia monitor can receive more accurate data

and report more accurate results.
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Chapter 2

Theory

2.1 The State-Space Multitaper framework

Figure 2-1: The state space model. Frequency-space states evolve according to a Gaussian
random walk, and are observed with Gaussian noise.

2.1.1 Untapered state-space periodogram

The state-space approach works by representing a time series in terms of an underlying state

that changes smoothly over time. To formulate the algorithm, we will take a time series and

relate it to the state, which we will later denote ∆𝑍𝑘. We will then impose the constraint

that the state should change smoothly. Finally, we will derive an algorithm for estimating

the state given observations.
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Extracting the state Suppose that we have a time series 𝑥𝑡, and we take noisy observa-

tions:

𝑦𝑡 = 𝑥𝑡 + 𝜀𝑡

where the observation noise 𝜀𝑡 is independent, zero-mean Gaussian noise with time-

independent variance 𝜎2
𝜀 . Let the samples be discrete in time, with a sampling rate 𝐹𝑠.

Suppose that the time series is non-stationary, but it is locally stationary for some interval

length 𝐽𝐹𝑠: on a given interval with 𝐽 samples, 𝑥𝑡 is approximately stationary, and therefore

so is 𝑦𝑡.

Let 𝑌𝑘 be the vector of 𝐽 observations within one such window, so that the 𝑗th element

of 𝑌𝑘 is 𝑌𝑘,𝑗 = 𝑦𝐽(𝑘−1)+𝑗. Using the spectral representation theorem (Shumway and Stoffer,

2013), each 𝑌𝑘 can be expressed in terms of an increment process ∆𝑍𝑘:

𝑌𝑘 = 𝑋𝑘 + 𝜖𝑘 = ℱ−1 {∆𝑍𝑘} + 𝜖𝑘

where ℱ−1 denotes the inverse Fourier transform. This ∆𝑍𝑘 is the state referred to in

the name of the state-space algorithm. To expose ∆𝑍𝑘, we can rewrite this in terms of the

Fourier transforms of the observation and noise, respectively denoted 𝑌 𝐹
𝑘 and 𝜀𝐹𝑘 :

𝑌 𝐹
𝑘 = ∆𝑍𝑘 + 𝜀𝐹𝑘 (2.1)

Because the Fourier transform of white noise is still white noise, the elements of 𝜀𝐹𝑘 are

still independent, zero-mean complex Gaussian noise with variance 𝜎2
𝜀 , with the exception

that the values at positive frequencies are the conjugates of their counterparts at negative

frequencies (because the original noise 𝜀𝑘 is real-valued).
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State continuity Equation 2.1 relates the observed data 𝑌 𝐹
𝑘 to the underlying state ∆𝑍𝑘,

plus independent Gaussian noise 𝜀𝐹𝑘 . Now that the state is exposed, we can add the constraint

that it should vary smoothly over time. We model the state as a Gaussian random walk:

∆𝑍𝑘 = ∆𝑍𝑘−1 + 𝑣𝑘 (2.2)

where the state noise 𝑣𝑘 is, like the observation noise 𝜀𝐹𝑘 , a vector of zero-mean complex

Gaussian noise samples, independent except that the values at positive frequencies are the

conjugates of their counterparts at negative frequencies. Unlike the observation noise, the

state noise does not have equal variance everywhere: we would like to model systems in

which some frequencies change more quickly than others, and we capture this by giving the

quickly-changing frequencies higher state noise variance. Let 𝜎2
𝑣,𝑗 be the state noise variance

for frequency index 𝑗, where 𝑗 ranges from 1 to the window length 𝐽 .

This random-walk assumption completes the model.

Estimating state from observations Now that we have written out all the assumptions

of our model, we can perform inference. Given a series of observations 𝑌𝑘, we would like to

infer a distribution on the states ∆𝑍𝑘. The form of our model (equations 2.1 and 2.2) allows

a solution using the well-studied Kalman filter algorithm. I will list the algorithm here; see

Ba et al. (2014) for a detailed derivation.

First, new notation is necessary. The Kalman filter derives a Gaussian distribution for

the states ∆𝑍𝑘, so we must specify both a mean and a covariance matrix. Furthermore, we

must specify which observations were used to compute a given estimate.

• ∆𝑍𝑘|ℓ denotes our estimate of ∆𝑍𝑘 given the observations 𝑌1, 𝑌2, . . . , 𝑌ℓ.

• Σ𝑘|ℓ denotes the covariance matrix of our estimate ∆𝑍𝑘|ℓ.

• 𝑄 denotes the covariance matrix of the state noise 𝑣𝑘. Because the state noise compo-

nents are independent, it is diagonal with 𝑄𝑗,𝑗 = 𝜎2
𝑣,𝑗.
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• 𝑅 denotes the covariance matrix of the observation noise 𝜀𝐹𝑘 . The observation noise is

independent white noise, so 𝑅 = 𝜎2
𝜀𝐼.

This gives the Kalman filter for estimating the state at time 𝐾 given observations up to

time 𝐾. Let initial conditions ∆𝑍0|0 and Σ0|0 be provided. Then, iterate from 𝑘 = 1, . . . , 𝐾:

∆𝑍𝑘|𝑘−1 = ∆𝑍𝑘−1|𝑘−1

Σ𝑘|𝑘−1 = Σ𝑘−1|𝑘−1 + 𝑄

𝐶𝑘 = Σ𝑘|𝑘−1

(︀
Σ𝑘|𝑘−1 + 𝑅

)︀−1

∆𝑍𝑘|𝑘 = ∆𝑧𝑘|𝑘−1 + 𝐶𝑘

(︀
𝑌 𝐹
𝑘 − ∆𝑍𝑘|𝑘−1

)︀
Σ𝑘|𝑘 = Σ𝑘|𝑘−1 − 𝐶𝑘Σ𝑘|𝑘−1

(2.3)

Similarly, the Kalman smoother can take observations up to time 𝐾 and give more precise

estimates for earlier states ∆𝑍𝑘|𝐾 , with 𝑘 < 𝐾:

𝐵𝑘 = Σ𝑘|𝑘Σ−1
𝑘+1|𝑘

∆𝑍𝑘|𝐾 = ∆𝑍𝑘|𝑘 + 𝐵𝑘

(︀
∆𝑍𝑘+1|𝐾 − ∆𝑍𝑘+1|𝑘

)︀
Σ𝑘|𝐾 = Σ𝑘|𝑘 + 𝐵𝑘

(︀
Σ𝑘+1|𝐾 − Σ𝑘+1|𝑘

)︀
𝐵⊤

𝑘

(2.4)

When comparing states between different different time steps, it is important to note

that the Kalman smoother does not give independent estimates for each time step. The

covariances of the smoother’s estimates can be found by evaluating:

Σ
(𝑚)
𝑘,𝑢|𝐾 = 𝐵𝑘Σ

(𝑚)
𝑘+1,𝑢|𝐾 (2.5)

Decomposing the filter The above equations solve for the state distribution given the

observed data, but solving them in their current form is inefficient. In this section, I improve
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the algorithm’s speed from a runtime complexity of 𝑂(𝐽2.8) to a much faster 𝑂(𝐽 log 𝐽).

Computing the Kalman filter in matrix form involves inverting a 𝐽 × 𝐽 matrix to com-

pute the Kalman gain, as well as several matrix multiplications per time step. The matrix

inversion can be avoided through methods such as limiting Kalman filters or sequential al-

gorithms (Chui and Chen, 2008), but the remaining matrix multiplications still have time

complexity 𝑂(𝐽2.8) in practice. (Robinson, 2005)

Instead of leaving the filter equations in matrix form, the equations for each frequency

coefficient can be decoupled. Assume that the initial covariance matrix Σ0|0 is diagonal;

in other words, our initial estimates for each frequency coefficient are independent. The

noise covariance matrices 𝑄 and 𝑅 are already diagonal; going through the equations for the

Kalman filter, this means that every matrix in the filter is diagonal at all time steps. Then

the estimates at each frequency are independent of the other frequencies, and the single

𝐽-dimensional Kalman filter can be decomposed into 𝐽 1-dimensional filters:

∆𝑍𝑘|𝑘−1 (𝜔𝑗) = ∆𝑍𝑘−1|𝑘−1 (𝜔𝑗) (2.6)

𝜎2
𝑘|𝑘−1,𝑗 = 𝜎2

𝑘−1|𝑘−1,𝑗 + 𝜎2
𝑣,𝑗 (2.7)

𝐶𝑘,𝑗 =
𝜎2
𝑘|𝑘−1,𝑗

𝜎2
𝑘|𝑘−1,𝑗 + 𝜎2

𝜀

(2.8)

∆𝑍𝑘|𝑘 (𝜔𝑗) = ∆𝑧𝑘|𝑘−1 (𝜔𝑗) + 𝐶𝑘,𝑗

(︀
𝑌 𝐹
𝑘,𝑗 − ∆𝑍𝑘|𝑘−1 (𝜔𝑗)

)︀
(2.9)

𝜎2
𝑘|𝑘,𝑗 = (1 − 𝐶𝑘,𝑗)𝜎

2
𝑘|𝑘−1,𝑗 (2.10)

where the various 𝑗 subscripts denote the 𝑗th frequency.

The Kalman smoother can be decomposed similarly.

Each equation now takes constant time to compute one time step for one frequency,

given the frequency-domain observations 𝑌 𝐹
𝑘 . Now the runtime complexity is bounded by

computing 𝑌 𝐹
𝑘 from the observed data 𝑌𝑘. 𝑌 𝐹

𝑘 can be computed with a fast Fourier transform,
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for a final runtime complexity of 𝑂(𝐽 log 𝐽), enough to scale well with large 𝐽 and high

frequency resolution.

2.1.2 Adding tapers

We have derived a state-space periodogram model, which decreases noise by exploiting slow-

changing properties of a signal. However, our model so far is based on the single-taper

periodogram, and it inherits some of that technique’s limitations. In particular, our model

so far is inconsistent in its power estimates: it will not converge to the true power density

given infinite data, because its variance will not tend to 0. (Babadi and Brown, 2014) To

solve this problem, we can use the multitaper spectral estimator, which reduces variance

by averaging multiple uncorrelated samples of the same data. The multitaper state-space

algorithm can be derived from the single-taper state-space periodogram as follows:

• Choose a number of eigenspectra 𝑀 and construct 𝑀 orthogonal tapers by taking the

first 𝑀 tapers from the Slepian sequence (also called the discrete prolate spheroidal

sequence, or DPSS) corresponding to the window length. Denote the 𝑚th taper by

ℎ(𝑚).

• Create 𝑚 uncorrelated data sets: for each taper, create one data set by multiplying each

window by the 𝑚th taper: 𝑌 (𝑚)
𝑘 = ℎ(𝑚)∘𝑌𝑘, where ∘ represents pointwise multiplication.

• Perform the state-space on each tapered data set to yield estimates ∆𝑍
(𝑚)
𝑘|ℓ , following

equations 2.6 through 2.10.

• Average the tapered estimates together for a final estimate: ∆𝑍𝑘|ℓ = 1
𝑀

∑︀𝑀
𝑚=1 ∆𝑍

(𝑚)
𝑘|ℓ .

This completes the SS-MT algorithm. For a detailed derivation, see (Kim et al., 2016).
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Multitaper Spectrogram
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State-Space Periodogram
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State-Space Multitaper Algorithm
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Figure 2-2: EEG data from a propofol patient, analyzed with the single-taper periodogram,
multitaper periodogram, single-taper state space, and multitaper state space algorithms.
Multitaper analyses used 3 tapers. Power is represented in decibels. The state-space algo-
rithms exhibit greater denoising than their standard counterparts, especially in separating
the 10-15 Hz alpha power from the 0-5 Hz slow power.
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2.2 Phase censorship

The SS-MT algorithm has revealed new difficulties in understanding the phase of a signal.

A sinusoid consists of three components: frequency, amplitude, and phase. Likewise, the

Fourier transform of time-series data yields a spectrum of complex coefficients, specifying a

magnitude and phase for each of a range of frequencies. Traditional methods for estimating

power spectra, such as the periodogram and multitaper spectral estimates, discard phase

information in order to compute signal power at various frequencies. In contrast, the SS-MT

algorithm exploits phase information to model state continuity between time windows (as

expressed in Equation 2.2).

However, it is not straightforward to express a signal’s phase in a way that lets us relate

the phase between two time windows. The main difficulty comes from the interaction of

two factors that arise when we divide a signal into discrete windows in time. First, moving

from one time window to the next will change how we observe a sinusoid’s phase, depending

on the relationship between the sinusoid’s frequency and the window length. I call this

phenomenon the observed-phase velocity. Second, dividing a signal into time windows will

smooth nearby frequencies together (Babadi and Brown, 2014). Smoothing destroys precise

information about the underlying signal’s frequencies, but without that precise information,

we cannot correct for the difference in observed phase between windows. As a result, the

SS-MT algorithm has trouble relating old states to new states, and it filters out signal along

with noise where the observed-phase velocity is high. (Figure 2-3) I call this problem the

phase censorship problem. Other work has explored the effects of phase information on

estimating frequency, (Laroche and Dolson, 1999) and some work has also incorporated the

effects of spectral leakage on phase, (Agrež, 2003, 2005) but to my knowledge, previous work

has not formalized the interactions between observed-phase velocity and spectral leakage. In

this section, I describe the phase censorship problem and derive an algorithm to solve it in

a simplified case.
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Multitaper Spectrogram
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State-space periodogram
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Simulated frequencies at 4.00-8.00 Hz; 14.00 Hz; 20.25 Hz. SNR = -5 dB

Multitapered SS spectral estimation with 3 tapers
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Figure 2-3: Simulated data with varying observed-phase velocity 𝜙. The window length is 2
seconds, for 𝜔0 = 0.5 Hz. The top band has a frequency of 20.25 Hz, so 𝜙 = 𝜋. It is visible
in the periodogram estimates, but the state-space estimates cancel it out altogether because
it has the greatest possible observed-phase velocity. The middle band has a frequency of 14
Hz, so 𝜙 = 0. Because this signal component has no observed-phase velocity, the state-space
estimates are able to remove the noise without affecting the signal at all. The lower band
is composed of 1000 sinusoids between 4 and 8 Hz, to simulate a continuous spectrum. The
state-space estimates decrease its power by the same amount as they decrease the surrounding
noise.
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2.2.1 Describing the phase censorship problem

Overview For any given frequency coefficient in our frequency-domain data, one of the

SS-MT model’s assumptions is that the coefficient will move smoothly in the complex plane.

(Equation 2.2) This assumption holds for the magnitude of the coefficient, but the phase

is trickier. Even for a single stationary sinusoid with no noise, the phase can jump around

between windows, depending on how the sinusoid’s period relates to the window length. For

example, the sinusoid in Figure 2-4 has a period of 2/3 the analysis window (denoted by

a red line). If we say that its phase in the first window is 0, then its phase in the second

window is 𝜋. In general, a sinusoid like this will have its phase changed by a fixed amount

between each window, depending on its period and the window length. I will call this change

in phase the observed-phase velocity and denote it with the symbol 𝜙. For a sinusoid with

frequency 𝜔, if the window length is 1/𝜔0, then the observed-phase velocity depends on the

ratio between 𝜔 and 𝜔0:

𝜙 = 2𝜋
𝜔

𝜔0

mod 2𝜋 (2.11)

Phase censorship prevents the SS-MT algorithm from removing noise from frequencies

that also contain signal, because the algorithm cannot remove noise without also removing

signal. Even when there’s a strong signal that isn’t changing much, we can’t predict the

future of the signal from the past, because we don’t have a good model of its phase. Therefore,

we end up setting the noise parameters to do very little denoising on the frequencies where

the signal is. This makes the SS-MT algorithm highly dependent on its parameter settings.

Frequency smoothing and phase When we divide a signal into finite-length windows,

we smooth its frequency-domain representation by convolving it with a smoothing kernel.

(See A: Spectral leakage as frequency-domain smoothing.) How does this affect the conclu-

sions we draw from the frequency-domain data? The answer depends on the shape of the

smoothing kernel and on what we are looking for in the data.

Smoothing the amplitude of a signal is often okay, because small changes in the amplitude
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Figure 2-4: A sinusoid exhibiting observed-phase velocity. The vertical line represents a
window boundary. The sinusoid in the second window is an inverted version of the sinusoid
in the first window: this is because the sinusoid’s phase changes by 𝜋 between windows.
Even though the sinusoid itself is stationary, the observed phase will change over time. This
observed-phase velocity is one cause of the phase censorship problem, along with spectral
leakage.

will cause small changes in our conclusions. Consider the case of EEG monitoring: a common

question is whether there is power in the alpha band, perhaps around 12 Hz. To answer this

question, it is not particularly important whether the power is actually at 11.9 Hz or 12.1 Hz,

so it is acceptable for a reading at 12 Hz to also reflect power from nearby frequencies. There

are two remaining considerations, but both can be addressed by current techniques. First,

the smoothing kernel must not bring in much power from far away: it is not acceptable for a

high reading at 12 Hz to actually represent power around 20 Hz. In other words, the kernel

should not have too much broad-band bias. Broad-band bias cannot be removed altogether,

but multitaper methods can reduce it to negligible levels. (Babadi and Brown, 2014) Second,

the measurements in frequency space must be close enough together to provide the desired

amount of precision. The measurements in frequency space are determined by the number of

samples in a window, so precision is just a matter of ensuring the windows are long enough.

Smoothing the phase of a signal is not as harmless as smoothing the amplitude. The

difficulty comes from the scale of the observed-phase velocity 𝜙. To illustrate, suppose that

we analyze some time series with windows of 1 second. This corresponds to a base frequency

of 𝜔0 = 1 Hz. The Fourier transform of a window has measurements at integer multiples

of 𝜔0: 1 Hz, 2 Hz, 3 Hz, etc. Suppose that the broad-band bias of our smoothing kernel
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is negligible, and the smoothing kernel’s power is concentrated in a narrow band extending

0.5 Hz from each side of a measurement. (We cannot expect a much smaller narrow band

if our broad-band bias is negligible: if the band only extended 0.4 Hz from each side, then

frequencies like 0.5 Hz, 1.5 Hz, etc. wouldn’t be represented in any measurement at all!)

Suppose that we observe our first window and notice one strong component at 12 Hz: the

Fourier coefficient there has a high amplitude and an angle of 0. If the signal is roughly sta-

tionary, what should we expect the angle to be when we measure that coefficient in our next

window? The answer depends on the observed-phase velocity 𝜙, and from Equation 2.11,

𝜙 depends on the exact frequency of the component we observe. If we suppose that our

observed power comes from a sinusoid at one discrete frequency, then from the width of the

narrow band of our smoothing kernel, that frequency could be anywhere from 11.5 Hz to

12.5 Hz. Suppose the frequency is in fact at 11.75 Hz. Then Equation 2.11 tells us that

𝜙 = 3𝜋/2. Or if the frequency is instead at 12.25 Hz, then 𝜙 = 𝜋/2 — a half-circle difference.

In fact, given the width of this narrow band (and the width is as small as we can go), we can

find a frequency with any observed-phase velocity we want, because the edges of the band

both map to 𝜙 = 𝜋.

Again, given this information, what should we expect the angle to be on our next mea-

surement? We cannot know. The exact frequency could be anywhere on our smoothing

kernel’s narrow band, and so the observed-phase velocity could be anything at all. Increas-

ing our frequency resolution will not help: we can double our window length so that 𝜔0 = 0.5

and our measurements are twice as close together, but this will also make 𝜙 twice as sensitive

to changes. Now we might measure a value at 12 Hz and know that the true frequency is

between 11.75 Hz and 12.25 Hz, but this still represents a full circle of possible ranges for

𝜙. Our smoothing kernel has destroyed the information we need to predict the future phase

from the past.1

1Another approach may be to make windows overlap. For overlapping windows, the observed-phase
velocity depends on the elapsed time between windows, but the frequency resolution depends on the window
length, which is longer. However, this raises the issue of correlated measurements, because overlapping
windows represent two measurements of the overlapped data. I do not analyze the overlapping-window
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In this way, the observed-phase velocity interacts with the smoothing kernel to remove

information about the phase. This is the phase censorship problem.

A random-walk model In order to solve the phase censorship problem, we should first

specify how phase censorship acts on a signal and its observations. Consider a signal with a

continuous spectrum, as the most general case. Let the signal’s spectral properties change

over time, and suppose that we have noisy observations. We can modify the SS-MT model’s

random walk assumptions to account for phase censorship and the continuous spectrum.

Suppose that:

• Our real signal is represented according to a continuous spectrum that changes over

time. 𝜁𝑘(𝜔) is a complex number that represents the coefficient for frequency 𝜔 at time

step 𝑘.

• Our continuous spectrum changes over time, just like our discrete increments ∆𝑍𝑘.

Let 𝜈𝑘(𝜔) be the state noise at frequency 𝜔; this is the continuous-frequency analogue

to 𝑣𝑘(𝜔), and it follows a normal distribution.

• Let 𝜔0 = 1
𝑁Δ

still refer to our lowest frequency index.

• Let 𝜙(𝜔) represent the observed-phase velocity at frequency 𝜔.

• We’re still observing the ∆𝑍𝑘, which as we’ve shown comes from convolving 𝜁𝑘 with

our smoothing kernel 𝐻. Our observation noise 𝜖*𝑘 stays the same as in the SS-MT

model.

Then the random-walk model can be written:

approach here.
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𝜁𝑘(𝜔) = 𝑒𝑖𝜙(𝜔)𝜁𝑘−1(𝜔) + 𝜈𝑘(𝜔) (2.12)

∆𝑍𝑘 = 𝜁𝑘 *𝐻 (2.13)

𝜙(𝜔) = 2𝜋𝜔/𝜔0 mod 2𝜋 (2.14)

𝑌𝑘 = ∆𝑍𝑘 + 𝜖*𝑘 (2.15)

The key difference between this random-walk model and the SS-MT model without phase

censorship is the observed-phase velocity term 𝑒𝑖𝜙(𝜔). If we did not consider the observed-

phase velocity, and assumed 𝜙(𝜔) = 0 everywhere, then this model would reduce to the

SS-MT model.

While this random-walk model is not much more complicated to state than the SS-MT

model, it is considerably more difficult to solve. I will describe a particle filter model to solve

a single-sinusoid case, where 𝜙(𝜔) only takes on one value at any time. I leave more general

cases for future work.

2.2.2 A particle filter model to solve phase censorship in single-

sinusoid signals

Phase censorship is a daunting problem in the general case, particularly if the real signal’s

spectrum has many components or is continuous. The Fourier transform of a window repre-

sents the true spectrum convolved with a smoothing kernel, but different points in the real

spectrum will change their observed phase at different velocities. How can all these different

contributing frequencies be separated from one another? The answer is not clear.

Because the full problem is too complicated to solve immediately, solving a simplified

problem is informative. In this section, I derive a model that can address the phase censor-

ship problem when the underlying signal is only a single sinusoid, which may change slowly

over time in power, frequency, and phase. The model analyzes phase and amplitude inde-
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pendently, but it can exploit phase information to derive the frequency of the sinusoid with

greater accuracy than the spectrogram alone, similar to the increased frequency resolution

of the phase vocoder. (Laroche and Dolson, 1999)

The existing derivation of the SS-MT algorithm assumes a relation between states over

time: ∆𝑍𝑘 = ∆𝑍𝑘−1+𝑣𝑘. To account for phase censorship, we must discard that assumption.

In the general case, with a continuous spectrum, we have:

𝜁𝑘(𝜔) = 𝑒𝑖𝜙(𝜔)𝜁𝑘−1(𝜔) + 𝜈𝑘(𝜔) (2.16)

∆𝑍𝑘 = 𝜁𝑘 *𝐻 (2.17)

𝜙(𝜔) = 2𝜋𝜔/𝜔0 mod 2𝜋 (2.18)

where 𝜔0 is our lowest frequency index.

To reduce this relation to a tractable model, suppose that our signal consists of a single

sinusoid, with frequency instantaneous 𝜔𝑠. Then 𝜁 is zero everywhere except at 𝜔𝑠, so

𝜁𝑘 = 𝑒𝑖𝜙(𝜔𝑠)𝜁𝑘−1 + 𝜈𝑘 (2.19)

∆𝑍𝑘 = 𝜁𝑘 *𝐻 =
(︀
𝑒𝑖𝜙(𝜔𝑠)𝜁𝑘−1 + 𝜈𝑘

)︀
*𝐻 = 𝑒𝑖𝜙(𝜔𝑠)𝑍𝑘−1 + 𝑣𝑘 (2.20)

𝜙(𝜔𝑠) = 2𝜋𝜔𝑠/𝜔0 mod 2𝜋 (2.21)

This model suggests a plan of attack. 𝜔𝑠 is unknown: we can estimate it from the power

spectrum, but not with enough precision to calculate 𝜙(𝜔𝑠). However, 𝜙(𝜔𝑠) is the angular

velocity of ∠(𝑍) at any frequency. We can therefore construct a joint distribution of 𝑍 and

𝜙(𝜔𝑠) and condition that distribution on incoming data.

To make the model tractable, we will make some further assumptions and simplifications.

• First, we will track separate estimates of 𝜙(𝜔𝑠) for each frequency index 𝜔𝑗. From the
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model assumptions, each coefficient should actually have the same angular velocity.

However, in order to take this information into account, we would have to model a

joint distribution of every ∆𝑍(𝜔𝑗)’s angle along with the angular velocity. By track-

ing separate estimates of the angular velocity, we can decouple the models for each

frequency 𝜔𝑗.

• Second, we will treat the magnitude and phase of each value in our distributions as

though they were independent. This will allow us to avoid distributions that are joint

Gaussian and von Mises. However, it requires a change in our assumptions about noise:

instead of complex Gaussian noise added to a complex coefficient, we will model noise

as a magnitude component and an angular component.

Under these assumptions, decompose our states ∆𝑍(𝜔𝑗) and observations 𝑌 (𝜔𝑗) into

magnitude and angle:

∆𝑍𝑘(𝜔𝑗) = 𝑎𝑘(𝜔𝑗)𝑒
𝑖𝜃𝑘(𝜔𝑗)

𝑌𝑘(𝜔𝑗) = 𝑏𝑘(𝜔𝑗)𝑒
𝑖𝜃𝑌,𝑘(𝜔𝑗)

Now, for each 𝜔𝑗, the model computes a joint distribution over 𝑎𝑘(𝜔𝑗), 𝜃𝑘(𝜔𝑗), and 𝜙(𝜔𝑠),

which can be factored into a distribution over 𝑎𝑘(𝜔𝑗) and one over 𝜃𝑘(𝜔𝑗) 𝜙(𝜔𝑠). This

polar representation comes with some ambiguity in that (𝑎, 𝜃) represents the same state as

(−𝑎, 𝜃 + 𝜋). For the sake of deriving a simple model, we ignore that ambiguity.

These assumptions yield a new observation equation:

⎡⎢⎣ 𝑏𝑘

𝜃𝑌,𝑘

⎤⎥⎦ =

⎡⎢⎣1 0 0

0 1 0

⎤⎥⎦
⎡⎢⎢⎢⎢⎣
𝑎𝑘

𝜃𝑘

𝜙𝑘

⎤⎥⎥⎥⎥⎦+

⎡⎢⎣ 𝜀𝑏,𝑘

𝜀𝜃𝑌 ,𝑘

⎤⎥⎦
and a new state update equation:
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⎡⎢⎢⎢⎢⎣
𝑎𝑘

𝜃𝑘

𝜙𝑘

⎤⎥⎥⎥⎥⎦ =

⎡⎢⎢⎢⎢⎣
1 0 0

0 1 1

0 0 1

⎤⎥⎥⎥⎥⎦
⎡⎢⎢⎢⎢⎣
𝑎𝑘−1

𝜃𝑘−1

𝜙𝑘−1

⎤⎥⎥⎥⎥⎦+

⎡⎢⎢⎢⎢⎣
𝜀𝑎,𝑘

𝜀𝜃,𝑘

𝜀𝜙,𝑘

⎤⎥⎥⎥⎥⎦

where 𝜀𝑎,𝑘 and 𝜀𝑏,𝑘 represent the state and observation noise for magnitude, 𝜀𝜃,𝑘 and 𝜀𝜃𝑌 ,𝑘

represent the state and observation noise for phase, and 𝜀𝜙,𝑘 represents the state noise for

phase velocity. Here, 𝑁 denotes a complex normal distribution, and 𝑀 denotes the von

Mises distribution, which is a distribution over angles (see B: Distributions for directional

measurements):

𝜀𝑎,𝑘 ∼ 𝑁
(︀
0, 𝜎2

𝜀,𝑎

)︀
𝜀𝑏,𝑘 ∼ 𝑁

(︀
0, 𝜎2

𝜀,𝑏

)︀
𝜀𝜃,𝑘 ∼ 𝑀 (0, 𝜅𝜀,𝜃)

𝜀𝜙,𝑘 ∼ 𝑀 (0, 𝜅𝜀,𝜙)

𝜀𝜃𝑌 ,𝑘 ∼ 𝑀 (0, 𝜅𝜀,𝜃𝑌 )

This defines the model. To solve it, we can first decompose it into two simpler models,

one over magnitude and one over the two directional components:
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𝑎𝑘 = 𝑎𝑘−1 + 𝜀𝑎,𝑘 (2.22)

𝑏𝑘 = 𝑎𝑘 + 𝜀𝑏,𝑘 (2.23)⎡⎢⎣𝜃𝑘
𝜙𝑘

⎤⎥⎦ =

⎡⎢⎣1 1

0 1

⎤⎥⎦
⎡⎢⎣𝜃𝑘−1

𝜙𝑘−1

⎤⎥⎦+

⎡⎢⎣𝜀𝜃,𝑘
𝜀𝜙,𝑘

⎤⎥⎦ (2.24)

𝜃𝑌,𝑘 =

[︂
1 0

]︂⎡⎢⎣ 𝜃𝑘

𝜙 (𝜔𝑘)

⎤⎥⎦+ 𝜀𝜃𝑌 ,𝑘 (2.25)

Equations 2.22 and 2.23 define a Kalman filter over the magnitude 𝑎, with a similar form

as the SS-MT algorithm, but over the positive reals.

Equations 2.24 and 2.25 pose a harder problem. The joint distribution over 𝜃𝑘 and 𝜙𝑘

could be modeled with a bivariate von Mises (BVM) distribution. However, the BVM dis-

tribution is inappropriate for an exact inference filter, because the prediction step produces

a compound distribution that is not BVM. (see Section 2.2.2: Difficulties in exact inference)

However, we can instead use a particle filter, also known as a sequential Monte Carlo method.

For an overview of particle filters and sequential Monte Carlo methods, including the follow-

ing filter, see Cappé et al. (2007).

For a simple particle filter, define the transition density 𝑓 (𝜃𝑘, 𝜙𝑘 | 𝜃𝑘−1, 𝜙𝑘−1) and obser-

vation density 𝑔 (𝜃𝑌,𝑘 | 𝜃𝑘, 𝜙𝑘) according to the system and observation models:

𝑓 (𝜃𝑘, 𝜙𝑘 | 𝜃𝑘−1, 𝜙𝑘−1) = 𝑓𝑀 (𝜃𝑘; 𝜃𝑘−1 + 𝜙𝑘−1, 𝜅𝜀,𝜃) 𝑓𝑀 (𝜙𝑘;𝜙𝑘−1, 𝜅𝜀,𝜙)

𝑔 (𝜃𝑌,𝑘 | 𝜃𝑘, 𝜙𝑘) = 𝑓𝑀 (𝜃𝑌,𝑘; 𝜃𝑘, 𝜅𝜀,𝜃𝑌 )

First, initialize the particles to be tracked. Let 𝑁 be a parameter denoting the number of

particles used. Using a uniform prior distribution over 𝜃0 and 𝜙0, draw 𝑁 uniform samples

(𝜃
(1)
0 , 𝜙

(1)
0 ), (𝜃

(2)
0 , 𝜙

(2)
0 ), . . . , (𝜃

(𝑁)
0 , 𝜙

(𝑁)
0 ). Assign each sample a weight 𝑤

(1)
0 = 1/𝑁 .
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Next, for each new observation 𝜃𝑌,𝑘, update the particles. For each particle (𝜃
(𝑖)
𝑘−1, 𝜙

(𝑖)
𝑘−1),

sample a new particle:

(𝜃
(𝑖)
𝑘 , 𝜙

(𝑖)
𝑘 ) ∼ 𝑓

(︁
𝜃
(𝑖)
𝑘 , 𝜙

(𝑖)
𝑘

⃒⃒⃒
𝜃
(𝑖)
𝑘−1, 𝜙

(𝑖)
𝑘−1

)︁
The transition density 𝑓 takes the form of two independent von Mises densities, so sam-

pling from each is efficient; see Best and Fisher (1979) for some methods. Then, update each

particle’s weight based on how well it fits the latest observation, and normalize the weights:

�̃�
(𝑖)
𝑘 = 𝑤

(𝑖)
𝑘−1𝑔

(︁
𝜃𝑌,𝑘

⃒⃒⃒
𝜃
(𝑖)
𝑘 , 𝜙

(𝑖)
𝑘

)︁

𝑤
(𝑖)
𝑘 =

�̃�
(𝑖)
𝑘∑︀𝑁

𝑗=1 �̃�
(𝑗)
𝑘

Now the particles (𝜃
(𝑖)
𝑘 , 𝜙

(𝑖)
𝑘 ) and weights 𝑤

(𝑖)
𝑘 , represent a weighted sample drawn from

the true distribution (𝜃𝑘, 𝜙𝑘). This completes the particle filter.

Various methods of improving the particle filter exist, such as resampling the particles,

using importance sampling to make the filter more robust to the observed data, or combining

the filter with Markov chain Monte Carlo algorithms. For more details, see Cappé et al.

(2007).

This simplified algorithm processes amplitude and phase independently, so the power

spectrum is just a smoothed version of the periodogram. Nevertheless, under the assumption

that the underlying signal is only one sinusoid, the simplified model can still track that

sinusoid’s instantaneous frequency 𝜔𝑠 with greater precision than the periodogram alone. The

power spectrum locates 𝜔𝑠 with a resolution of the base frequency 𝜔0, and Equation 2.21

relates the observed-phase velocity 𝜙 to (𝜔𝑠 mod 2𝜋/𝜔0). These measurements can be

combined to give a measurement of 𝜔𝑠 with higher resolution than 𝜔0. For an ad hoc

approach, let the highest-power frequency in the power spectrum at some time be 𝜔𝑚𝑎𝑥;

32



then, if 𝜙 (𝜔𝑚𝑎𝑥) ∈ [−𝜋, 𝜋), the sinusoid’s frequency at that time can be estimated as

�̂�𝑠 = 𝜔𝑚𝑎𝑥 +
𝜔0

2𝜋
𝜙 (𝜔𝑚𝑎𝑥)

A more rigorous approach is possible, but not discussed here.

Difficulties in exact inference The above model is a particle filter, which represents its

directional distributions with a weighted set of samples. It would be desirable to instead use

a filter that performs exact inference, like the Kalman filter.

Suppose we construct a Kalman-like filter for tracking phases. In this filter, it will be

necessary to represent two angles that may be correlated. We will need to model an angle’s

value along with its time derivative, but we can only observe the angle’s value itself. Without

an independent measurement of the velocity, our two estimates will be correlated. We will

therefore need a directional probability distribution that can represent correlated variables.

Such a distribution should be defined on the Cartesian product of two unit circles, the

torus. The general bivariate von Mises (BVM) distribution is one such distribution. (See B:

Distributions for directional measurements.) There are more-constrained bivariate von Mises

distributions that are easier to work with, such as the sine or cosine BVM distributions.

However, even if we use a simpler distribution to model the state or observation noise,

the filter must track the noise distributions’ conjugate prior. The sine and cosine BVM

distributions are not closed under multiplication, and their conjugate prior is the general

BVM distribution. (Kurz and Hanebeck, 2015) Therefore, the general BVM distribution is

preferable to simpler distributions.

Unfortunately, the general BVM distribution is still not suited for an information fusion

filter like the Kalman filter, because it is not closed under the prediction step of the Kalman

filter. The BVM distribution does not have von Mises marginals, and similarly, other multi-

variate versions of the von Mises distribution do not have lower-variate von Mises marginals.

When the Kalman filter predicts future data given its distribution on present data, it first
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finds a joint distribution on present data and future data, then takes the marginal of that

distribution on only future data. In the case of a filter using BVM distributions, the resulting

marginal would not fit the original form of the distributions.

To illustrate the problem with using the BVM distribution in a Kalman-like filter, con-

sider an example filter. Suppose that a two-dimensional vector 𝜃 of directional data is

evolving over time as follows: given the data 𝜃𝑘−1 at time 𝑘− 1, first multiply by some state

matrix B, and then add bivariate von Mises noise centered at zero with parameters 𝜅𝑣 and

A𝑣, so:

𝑝
(︀
𝜃𝑘
⃒⃒
𝜃𝑘−1

)︀
= 𝑓𝐵𝑉𝑀

(︀
𝜃𝑘;B𝜃𝑘−1, 𝜅𝑣,A𝑣

)︀
Suppose that the filter has observed data 𝑌𝑘−1 up to time 𝑘 − 1, and its state is a BVM

distribution over the true state 𝜃𝑘−1. Let that distribution’s parameters be 𝜇
𝑘−1|𝑘−1

, 𝜅𝑘−1|𝑘−1,

and A𝑘−1|𝑘−1. In the prediction step, the filter must compute 𝑝 (𝜃𝑘 | 𝑌𝑘−1). Then:

𝑝 (𝜃𝑘 | 𝑌𝑘−1) =

∫︁∫︁
𝜃𝑘−1

𝑝
(︀
𝜃𝑘
⃒⃒
𝜃𝑘−1

)︀
𝑝
(︀
𝜃𝑘−1

⃒⃒
𝑌𝑘−1

)︀
𝑑𝜃𝑘−1

=

∫︁∫︁
𝜃𝑘−1

𝑓𝐵𝑉𝑀

(︀
𝜃𝑘;B𝜃𝑘−1, 𝜅𝑣,A𝑣

)︀
𝑓𝐵𝑉𝑀

(︁
𝜃𝑘−1;𝜇𝑘−1|𝑘−1

, 𝜅𝑘−1|𝑘−1,A𝑘−1|𝑘−1

)︁
𝑑𝜃𝑘−1

(2.26)

Equation 2.26 represents the compound distribution of the state noise distribution with

the prior distribution over the data. Ideally, the filter should compute parameters 𝜇
𝑘|𝑘−1

,

𝜅𝑘|𝑘−1, and A𝑘|𝑘−1 that describe the compound distribution in Equation 2.26 as a BVM

distribution. Unfortunately, the compound distribution is not a BVM distribution. This can

be seen by considering the integrand to be a joint four-variate von Mises distribution over

𝜃𝑘−1 and 𝜃𝑘. The integral then finds the marginal distribution over only 𝜃𝑘. Although higher-

variate versions of the general BVM distribution have not been studied, we can expect that

the four-variate distribution here will not have BVM marginals, because simpler distributions
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do not have correspondingly nice marginals. In the lower-dimensional case, the general

BVM distribution does not have von Mises marginals. (Mardia, 1975) In higher-dimensional

cases, the more-constrained multivariate sine distribution has complicated marginals: in the

trivariate case, the uniform marginals do not appear to have a closed form. (Mardia et al.,

2008; Mardia and Voss, 2014) We can conclude that the general four-variate von Mises

distribution will not have general bivariate von Mises marginals. Therefore, even though the

general BVM distribution is its own conjugate prior, it still cannot be used in a Kalman-like

filter.
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Chapter 3

Applications

3.1 Anesthesia monitoring

The SS-MT algorithm can reduce noise in a variety of contexts: any application of spectral

analysis in a noisy environment can benefit. In particular, I focus on monitoring depth of

anesthesia by analyzing a patient’s electroencephalogram (EEG) signal. The EEG signal

contains promising correlations with depth of anesthesia, and an accurate monitor could

prevent the traumatic experience of waking up during surgery, but current EEG anesthesia

monitors are still immature. For details, see Section 1.3: Existing methods for anesthesia

monitoring.

Applying the SS-MT algorithm to EEG-based anesthesia monitoring raises several issues

in implementation. Most importantly, the algorithm must run quickly enough to process

data in real time. The algorithm must also choose its variance parameters for state noise and

observation noise to match the corresponding qualities of the EEG signal: how smoothly the

underlying EEG signatures change over time, and how reliable a given measurement of those

signatures is. The SS-MT algorithm is sensitive to its variance parameters, so matching these

parameters to their real-world values raises several challenges. First, the observation noise

varies in power across frequencies, tending to decrease as frequency increases; contributors
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range from the electrode-skin interface to background activity in the brain. The observation

noise parameters need to account for this. Second, no single choice of parameters will apply

to all patients in all settings. The SS-MT algorithm must estimate the parameters for a

recording session from a data sample from that session. Third, a choice of parameters may

not apply even across a single session. If signal moves into a frequency band that previously

had only noise, the current algorithm must change its parameters to avoid filtering out the

new signal. An adaptive Kalman filter can adjust the variance parameters over time to

account for these changes.

3.2 Real-time implementation

In order to use the SS-MT algorithm to monitor patients, the algorithm must first run in

real time: it would be unhelpful to alert the anesthesiologist of an emergency only after

the surgery is over. Running a Kalman filter on the joint distribution of ∆𝑍 across all

frequencies would take too long because it would require multiplying large matrices; however,

the decomposed version of SS-MT discussed in Section 2.1.1 runs in 𝑂(𝐽 log 𝐽) time per

time step per taper, or 𝑂(𝑀(𝐽 log 𝐽)) per time step. The limiting factor in the algorithm’s

asymptotic runtime is only the fast Fourier transform required to compute the frequency-

domain observations 𝑌 𝐹
𝑘 from the time-domain observations 𝑌𝑘.

The decomposed algorithm is easily fast enough to analyze EEG data in real time. In a

test case with a sampling rate of 250 Hz, the single-taper state space algorithm processed

725 windows of two seconds from one EEG channel, for a total of 24 minutes and 10 seconds

of data, at 3 tapers in a total of 134 ms. This represents an average computation time of

3.08 * 10−5 seconds per second per taper per channel. The processor used was a 2.8 GHz

Intel Core i7 CPU, with 4 cores.
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Figure 3-1: Mean power spectrum density for a propofol patient. The yellow and orange
lines represent observation and state noise as selected by automatic parameter estimation;
the purple line is a manually fitted 1/𝑓 2 noise curve. The estimated white noise greatly
overestimates the power at frequencies above 30 Hz. The spike near 80 Hz is an instrument
artifact.

3.3 EEG noise modeling

The current SS-MT model assumes white observation noise: the observation noise variance

𝜎2
𝜀 is the same at all frequencies. By assuming white observation noise, the model can use

fewer free parameters, which is an advantage. However, the noise produced in EEG signals

is not white noise: it has a decreasing relation between power and frequency, with higher

power at lower frequencies. (Figure 3-1) In practice, assuming white noise gives workable

results, but we must account for the difference during parameter estimation. In this section,

I describe the sources that characterize various sources of EEG noise and our actual method

for estimating noise power.

In order to understand the shape of the noise to be filtered out, it is important to

understand the sources of that noise. EEG noise can be broadly divided into two categories:

background brain activity and measurement noise. Background brain activity is real brain
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activity that is extraneous to the the desired signal: often the desired signal comes from a

particular neuronal population oscillating at a particular frequency, leaving a peak in the

power spectrum at that frequency. (Lopes da Silva, 2013) For example, in frontal recordings

of propofol patients, there is a peak in the alpha band (8-12 Hz) (Feshchenko et al., 2004;

Purdon et al., 2013), and also in the low-frequency band (0.1-1 Hz). (Purdon et al., 2013)

The background activity then comes from neurons that are not oscillating, yielding a spread-

out power spectral density. Measurement noise is any source of noise that prevents the

EEG recording from precisely measuring brain activity: sources include tissue distorting the

electric field and the EEG measurement device giving noisy readings of the electric field.

How to treat these sources of noise depends on the application: if the background activity

is of interest, then it should be treated as signal, and only measurement noise should be

smoothed out. For the present application, however, I will treat both background activity

and measurement noise as noise sources.

Measurement noise from EEG instruments is the most easily-studied source of observa-

tion noise. The instrument noise can be understood as a sum of two components: noise from

impedance in the electrode-skin interface, which follows a 1/𝑓𝛼 distribution, and noise from

the EEG amplifier, which is approximately white noise. At low frequencies, the electrode-

skin interface is the dominant noise source; at high frequencies, electrode-skin interface noise

drops off, and the amplifier noise dominates. In particular, the electrode-skin interface noise

is dominant in frequencies under about 30 Hz. (Huigen et al., 2002) Amplifier noise is neg-

ligible at frequencies this low. (Scheer et al., 2006) The region under 30 Hz is often the

most interesting region for EEG analysis: it contains the alpha, beta, theta, and slow fre-

quency bands. Therefore, the 1/𝑓𝛼 electrode-skin interface noise is often the most important

component of the instrument noise.

Even if it were possible to read the precise electric field on the scalp, that measurement

would still be a noisy measurement of brain activity. The electric field on the scalp is not the

same as the local field potential (LFP), a measurement of the electric field at neural tissue,
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and the LFP is itself a noisy measurement of neural activity. First, the LFP is subject to

low-pass filter effects, both from neural tissue (Pettersen and Einevoll, 2008; Bédard and

Destexhe, 2012; Bedard et al., 2006) and from intracellular effects of the dendrites that

produce the signal. (Lindén et al., 2010) Second, the electric field must propagate through

media including cerebrospinal fluid, dura mater, bone tissue, muscle, and skin before it can

be measured as the EEG signal. The effects of tissue appear to filter out frequencies around

100 Hz and higher, so that action potentials do not contribute to the EEG. (Bédard and

Destexhe, 2012)

As for common oscillatory frequencies, in the 0-30 Hz range, it is unclear what filtering

effect the skull and surrounding tissue might have. One reason that neural tissue attenuates

the LFP in a frequency-dependent manner is that it is highly inhomogeneous. (Bédard and

Destexhe, 2012) The tissue between brain and scalp is also inhomogeneous, being composed

of several different layers of tissue with different electromagnetic proper. For example, the

cerebrospinal fluid is a relatively good conductor and isotropic; (Geisler and Gerstein, 1961)

the skull is a poor conductor but anisotropic, because it contains outer layers of hard, less-

conductive bone surrounding an inner layer of spongy, more-conductive bone. (Dannhauer

et al., 2011) In principle, the laws of electromagnetism do allow volume conductors such as

head tissue to have frequency-dependent attenuation effects: the field outside of the head

can be expressed in terms of a conductivity tensor 𝛾(𝜔) = 𝜎 + 𝑖𝜔𝜀, which depends on the

electric conductivity 𝜎, permittivity 𝜀, and temporal frequency 𝜔. (De Munck and Van

Dijk, 1991) However, a model by Robinson et al. suggests that volume conductors only have

significant effects above about 25 Hz, (Robinson et al., 2001) and empirical measurements by

Pfurtscheller and Cooper suggest no difference in attenuation among frequencies below 25

Hz. (Pfurtscheller and Cooper, 1975) If the skull and surrounding tissue do act as a low-pass

filter above 25 Hz but with a flat frequency response below 25 Hz, then they would not affect

relative power within common EEG frequencies, but would pose difficulty in using the power

at higher frequencies as a proxy for estimating the background power below 25 Hz. Either
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way, the exact effects of spectral filtering from tissue on the background spectrum remain

hard to model.1

After accounting for measurement effects, the background brain activity also has power

decreasing as frequency increases; however, this is even less well-understood than the fil-

tering effects of tissue. One proposed mechanism for a decreasing power-frequency relation

is a system of self-organized critical states in the brain, balanced between network states

in which activity would rapidly increase over time or rapidly decrease. Criticality would

imply a power-law distribution of frequencies, which would fit observed data. However, it is

controversial whether or not the existing data are enough to support theories of criticality:

see (Beggs and Timme, 2012) for an overview. Other proposed mechanisms for the shape of

the background spectrum include:

• Low-frequency oscillations (0-4 Hz) having more phase coherence across space than

high-frequency oscillations (20-60 Hz), so that when a single EEG electrode observes a

large region of space, high-frequency oscillations cancel each other out with destructive

interference while low-frequency oscillations reinforce each other; (Pfurtscheller and

Cooper, 1975; Bedard et al., 2006)

• A combination of synaptic events, giving a 1/𝑓 background, with aggregate spiking

activity, giving a flat spectrum that dominates at high frequencies; (Gao, 2015)

• Differences in post-synaptic current profiles between GABA and AMPA receptors,

causing changing background shapes depending on the ratio of excitatory and in-

hibitory neurons active; (Gao and Voytek, 2015)

• Noisy behavior coming from populations of neurons that are more or less well-organized.

(Voytek et al., 2015)

Of course, it is possible that several different mechanisms apply. However, regardless of the
1The hypothesis that higher frequencies are more strongly attenuated because they are faster and thereby

better able to run away from the spooky human skull has not, as of yet, been empirically tested.
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exact mechanisms at play, any attempt to separate frequency peaks from the background

spectrum must take into account the background’s decreasing power-frequency relation.

In short, the observation noise decreases in power as frequency increases, but the precise

shape of the noise is not well-understood. In our implementation, we model the observation

noise as white noise, with variance chosen to match the noise power averaged across the 0-30

Hz frequency band. In particular, we restrict the sum in Equation 3.7 to those frequencies

during the parameter estimation process (see Section 3.4: Parameter estimation, below).

This greatly overestimates the noise at higher frequencies, but those frequencies are not

useful for our purposes.

3.4 Parameter estimation

The SS-MT algorithm relies on a number of parameters: in particular, it is sensitive to the

noise variance parameters 𝜎2
𝜀 (observation noise) and 𝜎2

𝑣,𝑗 (state noise). The ratio of these

variance parameters at each frequency index determines how strongly the algorithm will

smooth the data at that index. In practice, strong smoothing will smooth away desired anes-

thesia signals as much as it smooths away noise. Therefore, our algorithm relies on choosing

parameters so that the variance ratio favors new data at frequencies where we expect signal

and old data at frequencies where we expect noise. We choose these parameters for a given

patient by taking a small sample of data (e.g. 200 seconds for a half-hour recording) and find-

ing the maximum-likelihood estimates of the parameters using an expectation-maximization

(EM) algorithm.

3.4.1 Interpreting parameters

In order to understand the importance of parameter estimation, it is important to understand

the roles that the variance parameters play. The ratio between observation noise and state

noise determines how strongly the algorithm smooths the data by determining whether
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the algorithm is more confident in incoming data or in the existing state. The algorithm

maintains a distribution over true states for each frequency index. The distribution has

variance 𝜎2
𝑘|𝑘(𝜔𝑗) at time 𝑘 and frequency 𝜔𝑗. At every time step, this value is first increased

by 𝜎2
𝑣,𝑗, representing the effects of state noise, and then compared against 𝜎2

𝜀 , representing

observation noise. This comparison gives the Kalman gain 𝐶𝑘,𝑗. If the state noise is much

higher than the observation noise, then incoming data is more trustworthy than old data,

and the Kalman gain is high. If the observation noise is much higher than the state noise, old

data is more trustworthy than new data, and the Kalman gain is low. Because the model’s

equations do not change over time, the Kalman filter is a limiting Kalman filter, meaning

that the Kalman gain will converge geometrically to a steady-state value (Chui and Chen,

2008). The steady-state value of the Kalman gain can be found by setting 𝜎2
𝑘−1|𝑘−1,𝑗 = 𝜎2

𝑘|𝑘,𝑗.

Solving for the gain gives:

𝐶∞,𝑗 =
4√︁

1 + 4𝜎2
𝜀/𝜎

2
𝑣,𝑗 + 3

(3.1)

Once the Kalman gain converges close to its steady-state value, the algorithm is ap-

proximately equivalent to exponential smoothing with the Kalman gain as its smoothing

factor:

∆𝑍𝑘|𝑘 (𝜔𝑗) ≈ 𝐶∞,𝑗𝑌𝑘 (𝜔𝑗) + (1 − 𝐶∞,𝑗) ∆𝑍𝑘−1|𝑘−1 (𝜔𝑗) (3.2)

This approximation becomes more accurate as the Kalman gain 𝐶𝑘,𝑗 approaches 𝐶∞,𝑗.

Because the Kalman gain converges geometrically, the approximation is very close for all

but the first few time steps. From equations 3.1 and 3.2, it can therefore be seen that the

variance ratio 𝜎2
𝜀/𝜎

2
𝑣,𝑗 controls how much smoothing is applied to the state values at 𝜔𝑗.
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3.4.2 An expectation-maximization algorithm for parameter esti-

mation

To estimate the variance parameters to use for a patient, we use an expectation-maximization

(EM) algorithm to find the maximum-likelihood choice of variances. The EM algorithm

works by iterating through an expectation step and a maximization step, alternating. In the

expectation step, we compute state estimates ∆𝑍𝑘|𝐾 given a set of parameters, and then find

a function for the log-likelihood of data given those state estimates. In the maximization

step, we forget the old set of parameters and find a new set that maximizes the expected

log-likelihood based on the state estimates. The algorithm alternates between these steps

until the parameter set converges.

To derive this algorithm, first find the joint density of states and observations over time.

Assume that the initial state ∆𝑍
(𝑚)
0 (𝜔𝑗) follows a complex normal distribution with a mean

of zero and a variance of 𝜎2,(𝑚)
𝑣,𝑗 . (This choice of starting variance is arbitrary. The starting

variance is important for making inferences about the first few samples, but it decays to its

steady-state value along with the Kalman gain, so it is unimportant for samples past the

first few.) Then the initial state has probability density

𝑝
(︁

∆𝑍
(𝑚)
0 (𝜔𝑗)

⃒⃒⃒
𝜎
2,(𝑚)
𝑣,𝑗

)︁
=

1

𝜋𝜎
2,(𝑚)
𝑣,𝑗

exp

⎛⎜⎝−

⃒⃒⃒
∆𝑍

(𝑚)
0 (𝜔𝑗)

⃒⃒⃒2
𝜎
2,(𝑚)
𝑣,𝑗

⎞⎟⎠ (3.3)

and the joint density of true state ∆𝑍
(𝑚)
1:𝐾 (𝜔𝑗) and observations 𝑌

(𝑚),𝐹
1:𝐾,𝑗 is:

𝐿
(𝑚)
𝑗 =𝑝

(︁
∆𝑍

(𝑚)
0 (𝜔𝑗)

⃒⃒⃒
𝜎
2,(𝑚)
𝑣,𝑗

)︁
×

(︃
𝐾∏︁
𝑘=1

𝑝
(︁

∆𝑍
(𝑚)
𝑘 (𝜔𝑗)

⃒⃒⃒
∆𝑍

(𝑚)
𝑘−1 (𝜔𝑗) , 𝜎

2,(𝑚)
𝑣,𝑗

)︁)︃

×

(︃
𝐾∏︁
𝑘=1

𝑝
(︁

∆𝑌
(𝑚),𝐹
𝑘,𝑗 (𝜔𝑗)

⃒⃒⃒
∆𝑍

(𝑚)
𝑘 (𝜔𝑗) , 𝜎

2,(𝑚)
𝜀

)︁)︃ (3.4)
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Expectation step In the expectation step, at iteration 𝑙 we take in a parameter set Θ(𝑙−1)

and run the SS-MT algorithm to find state estimates ∆𝑍
(𝑚),(𝑙)
𝑘|𝐾 and corresponding variances.

From there, we compute the expected log-likelihood of the data given those state estimates

and variances. (That expectation is evaluated over the true state values ∆𝑍
(𝑚)
𝑘 .)

We can evaluate the expected log-likelihood in terms of three quantities, each given by

running the Kalman filter and Kalman smoothing algorithms:

• The state estimates ∆𝑍
(𝑚),(𝑙)
𝑘|𝐾 (𝜔𝑗) = 𝐸

[︁
∆𝑍

(𝑚)
𝑘 (𝜔𝑗)

⃒⃒⃒
𝑌

𝐹,(𝑚)
1:𝐾,𝑗 ,Θ(𝑙−1)

]︁
, given from the

Kalman smoother (Equation 2.3).

• The unnormalized variances 𝑊
(𝑚),(𝑙)
𝑘|𝐾,𝑗 = 𝐸

[︁
|∆𝑍𝑘 (𝜔𝑗)|2

⃒⃒⃒
𝑌

𝐹,(𝑚)
1:𝐾,𝑗 ,Θ(𝑚),(𝑙−1)

]︁
, which can

be computed given the state estimates and variances from the Kalman smoother.

• The unnormalized covariances 𝑊 (𝑚),(𝑙)
𝑘,𝑘−1|𝐾,𝑗 = 𝐸

[︁
Re
(︁

∆𝑍
(𝑚)
𝑘 (𝜔𝑗) ∆𝑍

(𝑚)
𝑘−1 (𝜔𝑗)

)︁ ⃒⃒⃒
𝑌

𝐹,(𝑚)
1:𝐾,𝑗 ,Θ(𝑙−1)

]︁
,

which can be computed from the covariances across time steps (Equation 2.5).

Given those quantities, the expected log likelihood is:

𝑄
(︀
Θ
⃒⃒

Θ(𝑙−1)
)︀

=𝐸
[︁
log𝐿

(𝑚)
𝑗

⃒⃒⃒
𝑌 𝐹
1:𝐾,𝑗,∆𝑍(𝑚),(𝑙),𝑊 (𝑚),(𝑙),Θ

]︁
= −

𝑊
(𝑚),(𝑙)
0|𝐾,𝑗

𝜎
2,(𝑚)
𝑣,𝑗

− 1

𝜎
2,(𝑚)
𝜀

𝐾∑︁
𝑘=1

(︂⃒⃒⃒
𝑌

𝐹,(𝑚)
𝑘,𝑗

⃒⃒⃒2
+ 𝑊

(𝑚),(𝑙)
𝑘|𝐾,𝑗 − 2 Re

(︁
𝑌

𝐹,(𝑚)
𝑘,𝑗 ∆𝑍

(𝑚),(𝑙)
𝑘|𝐾 (𝜔𝑗)

)︁)︂
−𝐾 log

(︀
𝜋𝜎2,(𝑚)

𝜀

)︀
− (𝐾 + 1) log

(︁
𝜋𝜎

2,(𝑚)
𝑣,𝑗

)︁
− 1

𝜎
2,(𝑚)
𝑣,𝑗

𝐾∑︁
𝑘=1

(︁
𝑊

(𝑚),(𝑙)
𝑘|𝐾,𝑗 + 𝑊

(𝑚),(𝑙)
𝑘−1|𝐾,𝑗 − 2𝑊

(𝑚),(𝑙)
𝑘,𝑘−1|𝐾,𝑗

)︁
(3.5)

In this way, the expectation step computes estimates and covariances ∆𝑍(𝑚),(𝑙) and

𝑊 (𝑚),(𝑙) from the old variance parameters Θ(𝑙−1), but frees the remaining variance parameters

Θ to be modified.
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Maximization step The expectation step derived a log-likelihood function 𝑄
(︀
Θ
⃒⃒

Θ(𝑙−1)
)︀
.

The maximization step can choose the maximum likelihood (ML) parameter estimates or the

maximum a posteriori parameter (MAP) estimates, which factor in a prior on the variance

parameters. The ML estimates are a special case of the MAP estimates, in which the prior

is chosen to be uniform.

To derive the MAP estimates, we first define the prior. Let 𝜏𝑣,𝑗 = 1/𝜎2
𝑣,𝑗 and 𝜏𝜀 = 1/𝜎2

𝜀 ,

and suppose that both follow a gamma prior density with parameters 𝛼 and 𝛽:

𝑝 (𝜏 | 𝛼, 𝛽) =
𝛽𝛼

Γ(𝛼)
(𝜏)𝛼−1 exp(−𝛽𝜏)

Then we can choose new parameters by maximizing the posterior density:

Θ(𝑙) = arg max
Θ

(︀
log (𝑝 (𝜏𝜀 | 𝛼, 𝛽)) + log (𝑝 (𝜏𝜀 | 𝛼, 𝛽)) + 𝑄

(︀
Θ
⃒⃒

Θ(𝑚−1)
)︀)︀

The solution is:

𝜎
2,(𝑚),(𝑙)
𝑣,𝑗 =

1

𝐾 + 𝛼

(︃
𝛽 + 𝑊

(𝑚),(𝑙)
𝐾|𝐾,𝑗 + 2

𝐾∑︁
𝑘=1

(︁
𝑊

(𝑚),(𝑙)
𝑘−1|𝐾,𝑗 − Re

(︁
𝑊

(𝑚),(𝑙)
𝑘,𝑘−1|𝐾,𝑗

)︁)︁)︃
(3.6)

𝜎2,(𝑚),(𝑙)
𝜀 =

1

𝛼− 1 + 𝐽𝐾

(︃
𝛽 +

∑︁
𝑘,𝑗

(︂⃒⃒⃒
𝑌

𝐹,(𝑚)
𝑘,𝑗

⃒⃒⃒2
+ 𝑊

(𝑚),(𝑙)
𝑘|𝐾,𝑗 − 2 Re

(︁
𝑌

𝐹,(𝑚)
𝑘,𝑗 ∆𝑍

(𝑚),(𝑙)
𝑘|𝐾,𝑗

)︁)︂)︃
(3.7)

The ML parameter estimates are equivalent to the MAP estimates when the priors are

all uniform: when 𝛼 = 1 and 𝛽 = 0.

In practice, the priors have very little effect on our parameter estimations, and the MAP

estimates are close to the ML estimates. We use 𝐾 = 100 samples in our test runs, or 200

seconds assuming 2-second windows. This gives enough data to overwhelm the effects of

the prior, unless it is set to be very strong. However, we do not know enough about the

likely parameters to justify a strong prior. If it were possible to predict what parameters
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were likely for a recording session before observing data, we could set a stronger prior and

require a shorter time to gather data for parameter estimation. However, 200 seconds is a

short time compared to the length of a surgery, so the ML estimator is good enough for an

initial implementation.

This completes the algorithm for variance parameter estimation.

3.5 Adaptive filtering

Not only do noise variances for each frequency vary across patients and recording sessions,

but they may vary across time within a single recording session. For example, propofol

patients exhibit a traveling peak that moves from the gamma and beta bands (around 23

Hz) down to the alpha band (around 12 Hz) during loss of consciousness, and then back up

during return of consciousness. (Purdon et al., 2013) If the parameter estimation process

estimated a low Kalman gain in the alpha band, and then the signal moved there, we would

risk filtering out the alpha-band signature we set out to measure. In order to correct for this,

it is useful to change the noise variance parameters as the signal changes. Fortunately, the

SS-MT algorithm is based off of the well-studied family of Kalman filters, and the problem

of changing variances can be solved with the adaptive Kalman filter.

An adaptive Kalman filter is a Kalman filter that incorporates variance parameters that

may change over time. Methods of adaptive filtering include Bayesian updates on the noise

parameters, maximum likelihood estimates of the noise parameters, correcting for auto-

correlations in the states or innovations, and correcting for discrepancies in the residual

covariances. (Mehra, 1972) Bayesian updates introduce the problem of integration over a

high-dimensional space. This is a problem for the SS-MT algorithm: the Kalman filter

over all frequencies can be decomposed into independent filters for each frequency given

fixed variance parameters, but the observation noise is related across frequencies, so the

filters cannot be decomposed in the context of Bayesian parameter updates. However, a
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maximum-likelihood method is tractable, similar to the EM algorithm for initial parameter

estimation.

Future versions of the algorithm may decrease the need for adaptive filtering. When

testing the SS-MT algorithm on simulated data, we found that a low Kalman gain removes

less signal than it does in recorded data when the signal frequency is a multiple of the

base window frequency 𝜔0. Our simulated data can avoid the problems of noise modeling

(Section 3.3) and phase censorship (Section 2.2), because we can control the power of the

observation noise and limit the signal to frequencies that are integer multiples of the base

frequency. In particular, the problem of phase censorship may cause low Kalman gains to

filter out the signal, because phase censorship makes it harder to predict future values of

a signal given past values. Correcting these problems may remove the need for adaptive

filtering.
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Chapter 4

Discussion and Future Work

The SS-MT algorithm can perform time-frequency analysis of nonstationary time-series data

with stronger denoising than existing analysis techniques, by combining the approaches of

state-space analysis and multitaper analysis. The algorithm is efficient enough to run in real

time because it decomposes all the frequencies, so the asymptotic runtime is limited only by

the need to perform a fast Fourier transform on each time window.

The model derives explicit distributions on the spectrum, which means that we can do

proper statistical tests using e.g. the variances. Compare to multitaper and EMD methods,

which have to use things like bootstrapping (MT) or techniques that haven’t been properly

justified (EMD) (Kim et al., 2016)

The primary difficulty in applying SS-MT to anesthesiology monitoring, or similar ap-

plications, is its sensitivity to its noise variance parameters. It remains to be seen whether

the current method of parameter estimation is robust in clinical practice; regardless, there

several paths to improving the parameters. There are two approaches to doing this: one is

to increase the algorithm’s machinery for setting its parameters, and one is to make the al-

gorithm less sensitive to its parameters. To better set the parameters, we can make a better

model of observation noise, and we can use adaptive filtering to change parameters over time

when the actual variances change. To make the algorithm less sensitive to parameters, we
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can find solutions to the phase censorship problem. Making the algorithm less sensitive to

parameters is more useful than setting the parameters better, but also harder, because we

don’t have the math to do it yet. Of course, the two approaches aren’t mutually exclusive,

and future work will address both of them.

4.1 Future work: Parameter estimation

To improve parameter estimation, we can make a better model of observation noise, and we

can do adaptive filtering to change parameters over time when the actual variances change.

Observation noise in EEG signals isn’t white: it generally has higher power at lower

frequencies. However, we currently model the observation noise as white noise. A better

model of the noise would provide several benefits:

• Better denoising of very low frequencies. Because observation noise has higher power

at lower frequencies, a white-noise model underestimates the noise power at the lowest

frequencies. Slow-band power appears in many EEG signals, but without a noise model,

it is unclear how much slow-band power comes from measurement sources, such as the

electrode/skin interface, and how much comes from brain activity.

• Better denoising of high frequencies. Where a white-noise model underestimates noise

power at low frequencies, it conversely overestimates noise power at high frequencies.

The white-noise model filters out power at high frequencies, but an improved noise

model could leave high-frequency signal intact. Frequencies above 30 Hz are not com-

monly used in EEG analysis, but they have some applications: in particular, epileptic

seizures are associated with very high-frequency oscillations, in the hundreds of Hz.

(Allen et al., 1992; Arroyo and Uematsu, 1992; Urrestarazu et al., 2007)

• No cutoff frequency. The current algorithm for parameter estimation specifies an ad

hoc cutoff frequency for estimating observation noise. Without the cutoff frequency,
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low power at high frequencies would drive the white-noise power estimate too low to

be useful below 30 Hz. The cutoff frequency allows the algorithm to function with a

white-noise model, but the algorithm is sensitive to the choice of cutoff frequency. A

better model would remove the need for this parameter.

A noise model should account for several possible noise sources, ranging from noisy brain

activity to the electrode/skin interface. See Section 3.3: EEG noise modeling for discussion.

Areas for future work include:

• Making a clear distinction between noise that comes from the background spectrum

of brain activity and noise that comes from inaccuracies in measuring the spectrum of

brain activity.

• Producing a model to account for the combined effects of physical measurement errors,

from dendritic LFP filtering to tissue filtering to electrode/skin interface.

• Producing a separate model for the background spectrum which is not produced by

oscillatory networks. Such a model will of course have trouble capturing all the nuances

of the background spectrum, but fitting a simple 1/𝑓𝛼 distribution (for example) is

still useful for ensuring that both very low and very high frequencies are handled well.

In addition to the noise model, an adaptive Kalman filter could address changes in noise

variances over time. Several methods for implementing such a filter exist, as discussed in

Section 3.5: Adaptive filtering.

4.2 Future work: Phase censorship

Parameter estimation is important, but we must also ask: why is the model so sensitive to

its parameters in the first place? The variance parameters control the Kalman gain. What

does the Kalman gain represent? Ideally, it should represent a tradeoff that controls how

quickly we expect the data to change. If the Kalman gain is too high, and we trust incoming
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data too much more than our prior state, we will mistake noise in the incoming data for real

state changes. Conversely, if the Kalman gain is too low, we will be slow to react to real

state changes because we will mistake them for noise. But when we apply the SS-MT model,

we see a different effect. A low Kalman gain doesn’t just make the output power lag behind

the real signal: it filters out the signal altogether, just as much as it filters out noise. This

effect appears in simulated data, but not in simulated data that is constructed to avoid the

phase censorship problem. A single sinusoid with an observed-phase velocity 𝜙 = 0 is not

diminished at all, a sinusoid with observed-phase velocity 𝜙 = 𝜋 is removed altogether, and

a signal that simulates a continuous spectrum is filtered out by about the same amount as

the noise. (Figure 2-3) We can conclude that phase censorship is what causes us to filter out

our signal: at least, it’s sufficient for the filtering effect we see. So if we want to make the

algorithm less sensitive to its parameters, future work needs to focus on phase censorship.

I provide a model for solving phase censorship in a very simple case, in which the signal

contains only one sinusoid. However, it’s not clear how to go from that model to addressing

a spectrum with many frequency components. To address the full problem, we must take

a changing pattern of Fourier magnitudes and angles and extrapolate a spectrum of many

frequencies, each of which might change their contributions according to different observed-

phase velocities.

The central question we need to ask is: when is this a well-posed problem? When is there

a unique spectrum that’s the best possible explanation for our observed data? I’ve made

steps towards answering that question when we know that the signal is a single sinusoid, but

I haven’t actually answered the question. We know that even a constrained formulation of a

multivariate von Mises distribution only has unimodal marginals under certain conditions.

And I couldn’t make an exact inference filter work with any known multivariate von Mises

distribution, constrained or not. It’s reasonable to expect this particle filter to give a bimodal

marginal distribution for phase. When might that happen, and what does that imply for

well-posedness? And once we know that, what happens if we allow more complicated signals,
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with many discrete frequency components? What if the spectrum is continuous? The answers

to these questions are currently unclear.

Fortunately, if the problem is ill-posed, it can still be solved by the process of regular-

ization, a method to turn ill-posed problems into well-posed problems by applying an extra

constraint, or prior, on their solutions. A solution should not only fit the data well, but

also be simple in some way: for example, in a continuous parameter space like a continuous

spectrum, we may want to minimize the 𝐿1 or 𝐿2 norm of the parameters. There may be

many solutions that fit the data, but under a good regularization scheme, there is only one

solution that best fits the data and also minimizes complexity. Regularization is common in

the field of inverse problems, problems of observing some data and inferring some qualities

of the process that produced them. (Engl et al., 1996) Inverse problems are often ill-posed,

especially when there are more possible parameter sets than there are measurement out-

comes to distinguish between them. Time-series analysis is an inverse problem itself, and

several applications of smoothness priors have been studied, including state-space Kalman

filter methods. (Kitagawa and Gersch, 2012) If the phase censorship problem does turn out

to be ill-posed, future work will need to apply regularization methods.

Whether or not the phase censorship problem is ill-posed, a full understanding of the prob-

lem will have broad implications for our understanding of phase in general non-stationary

time series. Many analysis methods for non-stationary time series throw out phase altogether

and focus only on spectral power: as a field, we understand phase much less than we under-

stand power. But even if the phase of a signal is harder to understand than the amplitude,

it is no less important. The SS-MT algorithm demonstrates how useful phase is: at its core,

the reason that SS-MT can relate a signal’s state across windows is because it incorporates

both phase and power into its state space. At the same time, SS-MT demonstrates just how

little is known about phase.

The SS-MT paradigm is a powerful approach for analyzing and denoising non-stationary

time series data. It also suggests a framework for addressing properties of signal phase that
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are not yet understood.
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Appendix A

Spectral leakage as frequency-domain

smoothing

As Babadi and Brown (2014) discuss, windowing and tapering in the time domain is the

same as smoothing in the frequency domain - that is, convolving the frequency representation

with some smoothing kernel that corresponds to the taper or windowing function. In this

appendix, I review the math behind the smoothing-kernel intuition.

Suppose we have a sampling rate of 𝐹𝑠 = 1
Δ

and a time window of 𝑁 samples 𝑥𝑁(𝑘) =

𝑥(𝑘∆) for 𝑘 = 0, 1, . . . , 𝑁 − 1. We want to perform multitaper spectral analysis; consider

the 𝑖th taper, ℎ(𝑖)
𝑁 . Our tapered signal is ℎ(𝑖)

𝑁 (𝑘)𝑥𝑁(𝑘) at index 𝑘, so its Fourier transform is:

ℱ
{︁
ℎ
(𝑖)
𝑁 ∘ 𝑥

}︁
= ∆

𝑁−1∑︁
𝑘=0

ℎ
(𝑖)
𝑁 (𝑘)𝑥𝑁(𝑘)𝑒−𝑖2𝜋𝑘𝑓Δ

where ∘ represents pointwise multiplication.

Pointwise multiplication in the time domain is the same as convolution in the frequency

domain, so we can also write

ℱ
{︁
ℎ
(𝑖)
𝑁 ∘ 𝑥𝑁

}︁
= ℱ

{︁
ℎ
(𝑖)
𝑁

}︁
* ℱ {𝑥𝑁} = 𝐻

(𝑖)
𝑁 *𝑋𝑁

55



where 𝑋𝑁 and 𝐻
(𝑖)
𝑁 are the Fourier transforms of the data and the taper, respectively.

So far, we’ve been using 𝑥𝑁 and ℎ𝑁 to refer to the data and taper limited to given

time window of 𝑁 samples. Our frequency-domain samples 𝑋𝑁 and 𝐻
(𝑖)
𝑁 have a frequency

resolution of 𝜔0 = 1
𝑁Δ

, the frequency difference between two coefficients in the frequency

domain. But the actual signal may have finer-grained changes. We’d like to reason about

how a frequency of 3
2
𝜔0, for example, will show up in our analysis.

To reason about this, we can think about our taper as a function that covers a longer

period of time but throws out all the data outside our window. Let 𝑥𝑁+𝐾 be our ideal signal

extended to 𝑁 +𝐾 samples, but let ℎ(𝑖)
𝑁+𝐾 be our taper with 𝐾 zeroes added to the end. We

haven’t necessarily seen enough of our signal to know what 𝑥𝑁+𝐾 is, but we do know enough

to work with 𝑥𝑁+𝐾 ∘ ℎ(𝑖)
𝑁+𝐾 , because it’s just 𝑥𝑁 ∘ ℎ(𝑖)

𝑁 with 𝐾 zeroes added onto the end.

Construct the frequency-domain counterparts 𝑋𝑁+𝐾 and 𝐻
(𝑖)
𝑁+𝐾 the same way. We know

that

ℱ
{︁
ℎ
(𝑖)
𝑁+𝐾 ∘ 𝑥𝑁+𝐾

}︁
= 𝐻

(𝑖)
𝑁+𝐾 *𝑋𝑁+𝐾

Zero-padding in the time domain is the same as interpolation in the frequency domain, so

𝐻
(𝑖)
𝑁+𝐾 * 𝑋𝑁+𝐾 is an interpolated version of 𝐻(𝑖)

𝑁+𝐾 * 𝑋𝑁+𝐾 (and if 𝑁 + 𝐾 is a multiple of

𝑁 , then every coefficient in 𝐻
(𝑖)
𝑁 *𝑋𝑁 is equal to its counterpart in 𝐻

(𝑖)
𝑁+𝐾 *𝑋𝑁+𝐾).

If we let 𝐾 go to ∞, so that we model a continuous spectrum, then:1

• 𝑋∞ represents the actual frequency-domain coefficients that we want to measure.

• What we can actually measure is (a finite number of points in) 𝐻
(𝑖)
∞ *𝑋∞

• Therefore, our measurement comes from applying the smoothing kernel 𝐻(𝑖)
∞ to the

actual coefficients.

Because 𝐻(𝑖) is convolved with the true spectrum, its effect is to smooth the spectrum,

and we can call it a smoothing kernel. This is the effect of spectral leakage: the true spectrum
1 There are some difficulties in reasoning about the limit here, because there is no exact comparison

between the values of, for example, 𝑋𝑁+𝐾 and 𝑋𝑁+𝐾+1. I ignore those difficulties here, because this
appendix is intended to provide intuition instead of a rigorous proof.
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is smoothed by a kernel that corresponds to the windowing function or taper. (Babadi and

Brown, 2014). For example, the Fejér kernel is the power smoothing kernel that corresponds

to a rectangular window, with no padding. The Fejér kernel can then be constructed as the

Fourier transform of a rectangular window, padded with zeroes. (The Fourier transform of

a padded rectangular is a Dirichlet kernel; the Fejér kernel comes from taking the square of

the Dirichlet kernel, because the periodogram measures power instead of amplitude.)
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Appendix B

Distributions for directional

measurements

The SS-MT framework raises the question of how to relate the phase of a signal across multi-

ple windows. In order to reason about the phase of an uncertain signal, we need a probability

distribution that can handle circular data as its domain. The study of such distributions is

called directional statistics. The most basic distribution in directional statistics is the von

Mises distribution over the circle. In this appendix, I describe the von Mises distribution

and a bivariate analogue over the torus, both of which are closed under multiplication (and

thus under Bayesian inference).

B.1 von Mises distribution

The von Mises distribution, also known as the circular normal distribution, is a continuous

distribution on the circle. Its values are similar to the wrapped normal distribution, a Gaus-

sian distribution wrapped around the circle, but computations with von Mises distributions

are more tractable than computations with wrapped normal distributions. The von Mises

distribution has density function:
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𝑓𝑀(𝜃;𝜇, 𝜅) =
1

2𝜋𝐼0(𝜅)
𝑒𝜅 cos(𝜃−𝜇), 0 ≤ 𝜃 < 2𝜋

where 𝐼0(𝜅) is the modified Bessel function of the first kind and of order 0. 𝜇 is the

mode of the distribution, and 𝜅 is a distribution parameter, analogous to 1/𝜎2 in the normal

distribution. When 𝜅 is 0, the distribution is uniform.

Bayesian inference on the von Mises distribution is feasible. Suppose that we want to

observe some value 𝜇. Our prior is a von Mises distribution with parameters 𝜇𝑝𝑟𝑖 and 𝜅𝑝𝑟𝑖.

We draw 𝜃 from a von Mises distribution with parameters 𝜇 and 𝜅𝑜𝑏𝑠, and we observe 𝜃𝑜𝑏𝑠.

Then

𝑝(𝜇 = 𝑚|𝜃 = 𝜃𝑜𝑏𝑠) =
𝑝(𝜃 = 𝜃𝑜𝑏𝑠|𝜇 = 𝑚)𝑝(𝜇 = 𝑚)

𝑝(𝜃 = 𝜃𝑜𝑏𝑠)

=
𝑓𝑀(𝜃𝑜𝑏𝑠;𝑚,𝜅𝑜𝑏𝑠)𝑓𝑀(𝑚;𝜇𝑝𝑟𝑖, 𝜅𝑝𝑟𝑖)∫︀ 2𝜋

0
𝑓𝑀(𝜃𝑜𝑏𝑠;𝜇, 𝜅𝑜𝑏𝑠)𝑓𝑀(𝜇;𝜇𝑝𝑟𝑖, 𝜅𝑝𝑟𝑖) 𝑑𝜇

𝑝(𝜃 = 𝜃𝑜𝑏𝑠) can be treated as a constant of proportionality, so:

𝑝(𝜇 = 𝑚|𝜃 = 𝜃𝑜𝑏𝑠) ∝ 𝑒𝜅𝑜𝑏𝑠 cos(𝜃𝑜𝑏𝑠−𝑚)+𝜅𝑝𝑟𝑖 cos(𝑚−𝜇𝑝𝑟𝑖)

We would like to express this as the pdf for a von Mises distribution with parameters

𝜇𝑝𝑜𝑠, 𝜅𝑝𝑜𝑠. The solution is:

𝐶 = 𝜅𝑝𝑟𝑖 cos𝜇𝑝𝑟𝑖 + 𝜅𝑜𝑏𝑠 cos𝜇𝑜𝑏𝑠

𝑆 = 𝜅𝑝𝑟𝑖 sin𝜇𝑝𝑟𝑖 + 𝜅𝑜𝑏𝑠 sin𝜇𝑜𝑏𝑠

𝜇𝑝𝑜𝑠 = atan2(𝑆/𝐶)
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𝜅𝑝𝑜𝑠 =
√
𝐶2 + 𝑆2

where atan2 represents the two-argument arctangent function, accounting for the signs

of its arguments. (Azmani et al., 2009)

B.2 General bivariate von Mises distribution

To address the phase censorship problem, it is useful to describe multiple angles that may be

correlated (see Section 2.2: Phase censorship). The von Mises distribution has several multi-

dimensional variates. The best studied is the von Mises-Fisher distribution, which models a

distribution on the (𝑛−1)-sphere in R𝑛, for arbitrary 𝑛. However, the von Mises-Fisher distri-

bution models one high-dimensional angles, which is not the same as many one-dimensional

angles, and so a different distribution is necessary. The domain of the von Mises distribution

is the circle 𝑆1, so if a distribution represents 𝑛 circular measurements, its domain should

be the Cartesian product of 𝑛 circles, which is the 𝑛-torus: T𝑛 = 𝑆1 × · · · × 𝑆1⏟  ⏞  
𝑛

.

A bivariate von Mises distribution on the torus was first proposed by Mardia in 1975

(Mardia, 1975). The distribution has eight parameters: a mode and concentration parameter

𝜇 and 𝜅 for each variable, and four parameters A to represent correlation. Special cases of

the bivariate von Mises distribution have been proposed, with constraints on the correlation

parameters. Singh et al. and Mardia et al. proposed distributions called the sine model and

cosine model, respectively, which reduce the number of parameters to five by constraining

three of the correlation parameters A to zero. (Singh et al., 2002; Mardia et al., 2007) Mardia

et al. extended the bivariate sine model to a general multivariate distribution on the 𝑛-torus.

(Mardia et al., 2008) However, the sine and cosine models are not suitable for an information

fusion filter because their constraints on A are not closed under Bayesian inference (Kurz

and Hanebeck, 2015): if our prior beliefs are represented by a sine model distribution, and we

observe data with likelihood represented by a sine model distribution, our posterior beliefs

will in general not follow a sine model distribution. (The same is true of the cosine model.)
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Other variations of the bivariate von Mises distribution have been proposed (Shieh and

Johnson, 2005), but Bayesian inference on these distributions is not well-studied. Therefore,

I will describe the general eight-parameter bivariate von Mises distribution (called BVM

from here on). The BVM distribution is closed under multiplication, and so it can be used

as its own conjugate prior. (It can also be used as a conjugate prior for the sine and cosine

models.)

The BVM distribution has density of the form:

𝑓
(︀
𝑥;𝜇, 𝜅,A

)︀
= 𝐶(𝜅,A) exp

⎛⎜⎝𝜅1 cos (𝑦1) + 𝜅2 cos (𝑦2) +

⎡⎢⎣cos (𝑦1)

sin (𝑦1)

⎤⎥⎦
⊤

A

⎡⎢⎣cos (𝑦2)

sin (𝑦2)

⎤⎥⎦
⎞⎟⎠

where the underlined terms represent vectors of two variables, 𝑦 = 𝑥−𝜇, 𝜅1, 𝜅2 > 0, A is a

2×2 matrix of reals (with no other constraints), and 𝐶(𝜅,A) is a constant of proportionality.

(The correlation parameters A should not be confused with the covariance matrix in a

bivariate Gaussian distribution, even though they can both be represented as 2×2 matrices.

In the Gaussian distribution, the diagonal elements of the covariance matrix are the variances

of each variable; the analogous parameters here are the concentration parameters 𝜅. A only

represents the interaction between the two variables.)

(Kurz and Hanebeck, 2015) provide a method for performing Bayesian inference on the

BVM. Let 𝑓
(︀
𝑥;𝜇𝑋 , 𝜅𝑋 ,A𝑋

)︀
be a BVM distribution over two variables, representing prior

beliefs, and 𝑓
(︀
𝑥;𝜇𝑌 , 𝜅𝑌 ,A𝑌

)︀
be a BVM distribution representing the likelihood of the vari-

ables given some observation. Then the posterior distribution 𝑓
(︀
𝑥;𝜇𝑍 , 𝜅𝑍 ,A𝑍

)︀
should have

density proportional to the prior times the likelihood:

𝑓
(︀
𝑥;𝜇𝑍 , 𝜅𝑍 ,A𝑍

)︀
∝ 𝑓

(︀
𝑥;𝜇𝑋 , 𝜅𝑋 ,A𝑋

)︀
𝑓
(︀
𝑥;𝜇𝑌 , 𝜅𝑌 ,A𝑌

)︀
To solve for the posterior distribution’s parameters, first define this matrix:
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M(𝜇) =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

cos(𝜇1) cos(𝜇2) − sin(𝜇1) cos(𝜇2) − cos(𝜇1) sin(𝜇2) sin(𝜇1) sin(𝜇2)

sin(𝜇1) cos(𝜇2) cos(𝜇1) cos(𝜇2) − sin(𝜇1) sin(𝜇2) − cos(𝜇1) sin(𝜇2)

cos(𝜇1) sin(𝜇2) − sin(𝜇1) sin(𝜇2) cos(𝜇1) cos(𝜇2) − sin(𝜇1) cos(𝜇2)

sin(𝜇1) sin(𝜇2) cos(𝜇1) sin(𝜇2) sin(𝜇1) cos(𝜇2) cos(𝜇1) cos(𝜇2)

⎤⎥⎥⎥⎥⎥⎥⎥⎦
and represent each A in vector form: 𝑎 = [𝑎1,1, 𝑎2,1, 𝑎1,2, 𝑎2,2]

⊤. Next, let

𝑚𝐶
1 = 𝜅𝑋

1 cos
(︀
𝜇𝑋
1

)︀
+ 𝜅𝑌

1 cos
(︀
𝜇𝑌
1

)︀
𝑚𝑆

1 = 𝜅𝑋
1 sin

(︀
𝜇𝑋
1

)︀
+ 𝜅𝑌

1 sin
(︀
𝜇𝑌
1

)︀
𝑚𝐶

2 = 𝜅𝑋
2 cos

(︀
𝜇𝑋
2

)︀
+ 𝜅𝑌

2 cos
(︀
𝜇𝑌
2

)︀
𝑚𝑆

2 = 𝜅𝑋
2 sin

(︀
𝜇𝑋
2

)︀
+ 𝜅𝑌

2 sin
(︀
𝜇𝑌
2

)︀
Then the posterior parameters are:

𝜅𝑍
1 =

√︁
(𝑚𝐶

1 )
2

+ (𝑚𝑆
1 )

2

𝜅𝑍
2 =

√︁
(𝑚𝐶

2 )
2

+ (𝑚𝑆
2 )

2

𝜇𝑍
1 = atan2

(︀
𝑚𝑆

1 ,𝑚
𝐶
1

)︀
𝜇𝑍
2 = atan2

(︀
𝑚𝑆

2 ,𝑚
𝐶
2

)︀
𝑎𝑍 = M

(︀
𝜇𝑍
)︀−1 (︀

M
(︀
𝜇𝑋
)︀
𝑎𝑋 + M

(︀
𝜇𝑌
)︀
𝑎𝑌
)︀

where atan2 represents the two-argument arctangent function, accounting for the signs

of its arguments. See (Kurz and Hanebeck, 2015) for a full derivation.
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