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Abstract

This dissertation combines three essays on the economics of education. The essays share
a common focus on comparing experimental and non-experimental econometric methods. I
present findings from randomized evaluations of two prominent education interventions for
low-income students. In the spirit of LaLonde's (1986) pioneering re-analysis of experimental
evidence on federal job training programs, I leverage the experimental data to assess non-
experimental methods for evaluating program impacts.

The first chapter - written jointly with Joshua Angrist, David Autor, and Amanda Pal-
lais - reports early results from a randomized evaluation of the Susan Thompson Buffett
Foundation (STBF) scholarship, a large, privately-funded financial aid program for appli-
cants to Nebraska's public colleges. Randomly-assigned scholarship offers boosted average
grants received by $6,300 per year and dramatically improved enrollment and retention, es-
pecially for groups with historically-low persistence rates. Four years after award receipt,
nonwhite students and first-generation college goers were nearly 20 percentage points more
likely to be enrolled in college. Awards generated similarly large gains for students with the
weakest high school GPAs in the eligible applicant pool. Over time, scholarships shifted
many students from two- to four-year colleges, reducing associate's degree completion in the
process. The economic returns to scholarship support will therefore likely hinge on whether
award winners convert their extended enrollment into bachelor's degrees. The oldest study
cohort will record its four-year graduation rate in the summer of 2016, but many students
will likely take five or more years to finish. A complete picture of award impacts on degree
receipt may therefore still be several years away.

In the second chapter, I assess how selection bias distorts non-experimental estimates of
STBF scholarship impacts. I show that observed gaps in retention rates between scholarship
winners and rejected applicants overstate the causal effect of scholarships on dropout by
nearly double. Controlling for high school GPA and Expected Family Contribution (EFC)
- two widely-used criteria for awarding merit aid - explains roughly half the gap between
the experimental benchmarks and observed enrollment rates. Conditional on GPA and EFC,
however, additional demographic traits like race, gender, and parental education have little
explanatory power. Thus, scholarship winners are positively selected on potential enrollment
in the absence of treatment, and a variety of observational estimation strategies overstate the
causal impacts of scholarships on enrollment and retention. Among the replication strategies,
Kline's (2011) Oaxaca-Blinder procedure outperforms both discrete covariate matching and
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propensity score weighting on bias and precision. Because STBF award effects are larger for
students who are less likely to win scholarships, linear regression estimates are even bigger

than the biased estimates of treatment on treated (TOT) effects.
In the final chapter, I use experimental estimates of Teach for America's (TFA) impacts

on student achievement to validate a non-experimental strategy for measuring the long-run

effects of hiring TFA teachers. Randomized evaluations show that TFA teachers outper-

form colleagues in boosting achievement at hard-to-staff schools. Despite this cross-sectional

evidence, TFA's long-run effects remain unknown, a key concern for policymakers. High

turnover among TFA recruits - who commit to serve for just two years - may undercut

the long-run returns to hiring non-TFA teachers, who improve steeply with experience. To

assess this potential tradeoff, I measure the short- and long-run effects of TFA hiring in North

Carolina, where schools have employed TFA teachers since the program's founding in 1990.
I identify TFA hiring effects by exploiting quasi-random variation in teacher hiring shocks

across grades within schools. In the short run, TFA rookies increase math scores markedly

relative to the non-TFA teachers schools might otherwise hire; TFA's initial advantage in

reading is modest. When schools replace exiting TFA teachers with new TFA recruits, these

gains more than offset the costs of lost experience, increasing long-run achievement. On the

other hand, when TFA supply fluctuates, schools may have to replace exiting TFA teachers

with inexperienced and lower-performing non-TFA hires. On net, short run achievement

gains from one-shot TFA hiring still exceed the costs.

JEL Classification: C93, 122, J63

Thesis Supervisor: Joshua D. Angrist
Title: Ford Professor of Economics

Thesis Supervisor: David H. Autor
Title: Professor of Economics
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Chapter 1

Early Results from a Randomized

Evaluation of Post-Secondary Aid

(Joint work with Joshua Angrist, David Autor, and Amanda Pallaisi)

1.1 Introduction

Every year, U.S. government agencies and many private groups distribute billions of

dollars in college financial aid. Federal student aid alone now accounts for more than 30 cents

of every dollar that post-secondary schools spend and funds the vast majority of students in

at least some part .2 More than 60 percent of all undergraduates now receive federal grants,

and millions more rely on subsidized loans (Robinson and Cheston, 2012).

A large body of research attempts to determine if these aid programs affect college enroll-

ment, persistence, and completion (see, for example, Bound and Turner (2002); Castleman

and Long (2016); Cohodes and Goodman (2014); Cornwell et al. (2006); Dynarski (2000);

Kane (2007)).3 As Dynarski and Scott-Clayton (2013) explain, however, selection bias and

'We are grateful to the staff of the Susan Thompson Buffett Foundation for their expert assistance in
implementing this evaluation. We also thank the Provost's Office at the University of Nebraska, the Nebraska
State College System, and Nebraska's community colleges for supporting this effort and sharing their data.
Sydnee Caldwell, Tyler Hoppenfeld, Sookyo Jeong, and Olivia Kim provided outstanding research assistance
with this chapter. Enrico Cantoni, Annice Correia, Brendan Malone, and Karen Scott were instrumental in
the project's early stages. We acknowledge financial support from the Susan Thompson Buffett Foundation
and the MIT SEII seed fund. The views expressed here are those of the authors alone and do not necessarily
reflect those of the institutions or funders involved with this work. This RCT was registered with the
American Economic Association under trial number AEARCTR-0000125.

2 Total expenditures by all post-secondary degree-granting institutions were $483. billion in fiscal year 2012
(Table 29, Snyder and Dillow, 2013) This figure includes non-instructional expenses such as research funding
and capital investments. Federal financial aid disbursements accounted for $146 billion (Table 419). State
funded grants added an additional $9 billion (Table 1, Baum and Payea, 2011).

3Deming and Dynarski (2009) and Dynarski and Scott-Clayton (2013) survey this literature.

9



the complicated nature of college aid programs make the relationship between financial aid

and post-secondary outcomes hard to interpret. Perhaps not surprisingly in view of these

challenges, empirical assessments have produced a wide range of impact estimates, many of

which appear sensitive to the underlying assumptions used to identify causal effects.

This paper reports initial findings from a randomized evaluation of one of the largest

private aid programs in the country. For more than 50 years, the Susan Thompson Buffett

Foundation (STBF) has offered grants to Nebraska high school graduates who attend the

state's public colleges and universities. The largest STBF grants provide more than $60,000

toward five years of study at any Nebraska public institution. The Foundation selects award

winners on the basis of financial need, high school GPA, and a review of personal statements

and reference letters. STBF aid recipients, known as Buffett Scholars, can apply their awards

toward costs at any University of Nebraska (NU) or State College campus, along with any

of the state's six community colleges. Buffett Scholars who attend NU also participate in

Learning Communities (LCs), a Foundation-supported academic services intervention similar

to other Learning Communities programs around the country.4 In total, STBF funds more

than 3,500 students each year, with annual spending running more than $25 million.

In an effort to gauge the effectiveness of grant aid and Learning Community access, we

implemented a randomized evaluation of the STBF program, awarding more than 3,700

scholarships via random assignment between 2012 and 2016. The results reported here

include high school seniors from the 2012-2015 application cohorts and cover a follow-up

window that extends into senior year for the 2012 applicants.

Our first important finding is that STBF award offers substantially increased the amount

of financial aid that Buffett Scholars received. This result is far from automatic: as a

rule, federal and institutional grants fall in response to increased outside financial support,

implicitly taxing away the added funds. In this case, however, agreements between STBF

and Nebraska's public colleges minimize offsetting reductions in institutional aid. As a result,

STBF scholarships increased students' grant aid by about $6,300, on average, in each post-

award year. These gains represent a net increase of 90 cents in grant aid for every STBF

dollar awarded, with offsetting reductions in government loans and Federal Work Study aid

of 29 cents and five cents per dollar awarded, respectively.5

STBF support also changed students' enrollment behavior. Scholarships offered to seniors

who planned to attend community colleges boosted initial enrollment by five percentage

points and dramatically increased transfers to bachelor's degree-granting institutions over

'See Weiss et al. (2015) for a review of research on LC impacts.
5R1eported offset amounts are from the first post-award year. Effects were similar in years two and three.
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time. Four years after award receipt, scholarship winners were 30 points more likely to be

enrolled in college than students not offered Buffett aid.

Awards offered to students who aspired to attend four-year colleges also increased initial

enrollment by three points, though there was little room for improvement on this margin since

96 percent of students in this largely college-bound group enrolled even without scholarship

support. Awards had more substantial effects on long-run retention for these students,

boosting sophomore enrollment by eight points, with 15 point gains by the fall of senior

year.

The Foundation's large and heterogeneous applicant pool also reveals important variation

in effects across subgroups. Retention increased most among groups with high expected

dropout rates in the absence of treatment: we find a remarkable 20 point gain in year

four enrollment for nonwhite applicants and students with GPAs in the bottom half of the

eligible applicant pool. On the whole, STBF scholarships substantially reduced persistence

gaps across demographic groups.

To distinguish the effects of STBF's financial aid from those of LC services, we also

offered some scholarships that excluded access to LCs. This aid-only treatment, known to

applicants as the College Opportunity Scholarship (COS), offered financial support to NU

applicants in the same amounts and under the same conditions as full STBF awards, but

without offering seats in the Foundation-sponsored LC programs operating on NU campuses.

Initial findings show similar aggregate effects of aid-only awards and the combination aid and

LC treatment. Subgroup analyses reveal suggestive though imprecise patterns of larger LC

impacts for students with weaker high school academic performance. Because COS awards

were not introduced until the second study cohort, comparisons between COS and traditional

STBF awards are still provisional.

Our study contributes to the burgeoning literature on the causal effects of college fi-

nancial aid programs. Like Buffett grants, many state-run programs are merit-based, using

high school grades and test scores to screen eligible applicants. Dynarski (2004) summarizes

the impacts of state merit aid programs, exploiting state-by-cohort variation in scholar-

ship access. Consistent with our findings, Dynarski shows that programs with more lenient

GPA requirements generated larger enrollment gains, especially for racial minorities. She

concludes that states with more stringent academic standards may exclude many of the

students who respond to aid most.

In contrast with the differences-in-differences style evaluations that feature in many re-

cent aid evaluations, Marx and Turner (2015) use discontinuities in the Pell Grant formula

to evaluate aid effects on City University of New York (CUNY) students. Regression discon-

tinuity (RD) estimates suggest Poll aid reduces CUNY students' borrowing without affecting
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their enrollment. Like most discontinuity designs, these results are most relevant for students

with running variable values near kinks and cutoffs and may not generalize to other popu-

lations or interventions. For example, Fack and Grenet (2015) exploit eligibility thresholds

in France's largest need-based grant program and find that cash grants have positive effects

on enrollment, persistence, and degree completion for qualifying students. Castleman and

Long (2016) find similar positive impacts in an RD analysis of need-based financial aid in

Florida.

Our work is also closely related to a recent randomized evaluation of need-based grant

aid at Wisconsin's public colleges (Goldrick-Rab et al., 2015). The Wisconsin Scholars

Grant (WSG) offered an additional $3,500 to Pell-eligible Wisconsin residents who were

already enrolled as full-time freshmen at four-year public institutions. Results from the

Wisconsin evaluation suggest WSGs had modest effects on persistence and completion. Our

evaluation similarly uses a randomized research design, but STBF awards are more than

twice as generous as the Wisconsin grant. In addition, our intervention targets high school

students who have yet to make their initial enrollment decisions. Our design therefore reveals

how aid affects both whether and where students go to college, highlighting the important

role of transfers from two to four-year schools.

Finally, a large literature examines the value of post-secondary support services. A recent

randomized evaluation of Learning Community interventions at Kingsborough Community

College in New York shows modest impacts on credit accumulation but finds no evidence

that LCs improved economic outcomes (Weiss et al., 2014). Two randomized evaluations of

traditional support services for Canadian college students show some benefits from services

combined with merit aid, though only for women (Angrist et al., 2009, 2014). A recent

randomized evaluation of mentoring and coaching (Bettinger and Baker, 2014) suggests this

sort of intervention can be highly cost-effective.

The next section describes the STBF program and our experimental design. Section 1.3

discusses the scholarships' effects on students' financial aid packages. Section 1.4 reports

reduced-form estimates of award effects on students who planned to attend community col-

leges after high school. Section 1.5 describes award impacts for students who aspired to

attend four-year campuses, including effects in key subgroups and provisional results from

the aid-only treatment arm. Section 1.6 combines the reduced-form and first-stage analysis

to estimate and compare cost effectiveness across institutions. Lastly, Section 1.7 summarizes

the findings and briefly discusses our work in progress.
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1.2 Background

1.2.1 The STBF Scholarship Program

The Susan Thompson Buffett Foundation has offered financial aid to Nebraska college

students since 1965. The Foundation is the largest private grant provider in the state and

among the largest in the country, supporting more than 3,500 students with $25 million each

year. STBF scholarships are available to Nebraska-resident high school seniors and graduates

of in-state high schools who have not yet been to college. 6 More than half of all Pell-eligible

Nebraska seniors who file for federal aid also apply for Buffett grants.

STBF award criteria combine the academic standards of many state aid programs with

the means testing of federal student aid. Eligible applicants must attain a 2.5 high school

GPA and document financial need using the Free Application for Federal Student Aid

(FAFSA). STBF gauges financial need using FAFSA's Expected Family Contribution (EFC)

metric, which depends chiefly on family size and income. 7 The maximum Buffett-eligible

EFC - $15,000 in 2012 and $10,000 thereafter - exceeds the federal Pell Grant cutoff,

which hovers near $5,500. Buffett awards are therefore available to many students who do

not qualify for federal grants or other state-funded programs tied to Pell receipt.8

Within the eligible applicant pool, STBF's merit assessment is more fine-grained than

most state programs, incorporating transcripts, essays, and reference letters. Students sub-

mit their application materials online between November 1 and February 1, with FAFSA

records due by March 15. The Foundation rates eligible applicants using a rubric that

emphasizes academics, financial need, and leadership and then notifies award winners in

mid-April. More than 97 percent of scholarship winners accept their awards.

Buffett Scholars can apply their grants toward expenses at any public undergraduate

institution in Nebraska, including two- and four-year colleges. Award amounts vary by

campus but are calibrated to match the cost of tuition and fees for a full-time student plus a

$500 allotment for books. In 2013, for example, awards provided up to $8,500 per academic

year for full-time students at the University of Nebraska-Lincoln, where full-time resident

tuition and fees were $8,060. STBF provides an additional semester's worth of funding

for summer enrollment so that the maximum 2013 award was $12,750 at the University of

'Home-schooled students are eligible for Buffett aid, as are GED recipients who earned their credentials
in Nebraska. Undocumented immigrants are also eligible, but legal residents of other U.S. states are not.

7 Dynarski and Scott-Clayton (2007) provide further detail on the FAFSA and EFC formula.
8Many state aid programs align their EFC cutoff with the Pell threshold. The University of Nebraska, for

example, provides supplementary grants to cover tuition for Pell-eligible residents through its Collegebound
Nebraska program.
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Nebraska and $5,400 at community colleges.9 Though tuition prices determine the value

of Buffett grants, the money can be used to cover any of the federally-defined components

of cost-of-attendance (COA), including room, board, books, and supplies.' 0 This flexibility

further boosts the scholarship's value relative to many aid programs, which often cover only

tuition and fees. Because most Buffett Scholars also qualify for state and federal tuition

grants, STBF aid often covers the remaining balance of COA, eliminating the need for loans

and out-of-pocket contributions to college costs. Buffett awards are renewable for up to five

years provided students meet minimal academic standing requirements, though no more than

three years of funding can be paid toward community college expenses. Students enrolled

for fewer than nine credits per semester or with cumulative GPAs below 2.0 risk losing their

scholarships.

Buffett Scholars who attend one of NU's three campuses-Lincoln (UNL), Omaha (UNO),
or Kearney (UNK)-are required to participate in the Thompson Scholars Learning Com-

munity (LC) program during their first and second years. These programs are designed to

promote academic success and social engagement. While the LC programs differ somewhat

by campus, they all include specialized classes with other Buffett Scholars, academic and

social activities, peer mentoring, and academic advising services from LC faculty and staff.

In two of the LC programs (UNK and UNL), the majority of scholarship recipients live to-

gether in a shared residence hall. Buffett Scholars who fail to participate in LC activities

may have their scholarships rescinded.

1.2.2 Research Design and Sample Construction

For the purposes of this research, STBF awarded scholarships via stratified random as-

signment between 2012 and 2015. The Foundation divided students into strata based on

the intended college they declared on the scholarship application, which asks students where

they will enroll if offered awards. We refer to these intended schools as target colleges.

Though STBF allows award winners to change their stated plans, in practice, more than 95

percent of recipients opted to attend their target schools. In each year, STBF scored the ap-

plicants on a common rubric and divided each target college stratum into three groups. The

9As far as we know, the only state program that approaches this level of generosity is California's merit-
based Cal Grant A, studied in Kane (2003). See Table 1 of Deming and Dynarski (2009) for a review of
financial aid programs.

"Post-secondary schools that receive federal aid report COA figures to the federal government. COA
includes tuition and fees, room and board, books and supplies, and personal costs such as transportation.
STBF transfers scholarship funds directly to schools, who then apply the funds to students' college bills.
Since out-of-pocket expenses like off-campus housing and supplies do not appear on college bills, colleges
distribute unused STBF award money by writing checks to students with credit balances. The total value
of aid received cannot exceed COA, however. Awards are prorated for less than full-time attendance.
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highest-scoring applicants received guaranteed awards, the lowest-scoring applicants were

disqualified, and the rest were subject to random assignment, with award rates determined

by STBF preferences for award counts at each campus.11 Appendix Table 1.7 reports award

counts for each target college and cohort. The Foundation offered roughly 300 guaranteed

awards each year, with a relatively stable distribution of awards across campuses from year to

year. Due to increased Foundation outreach, the number of eligible applicants grew over time

and with it the randomization sample, from 1,003 in the first experimental cohort to 1,881

by the fourth study year." In total, 6,206 applicants were subject to random assignment

between 2012 and 2015.

Within the experimental sample, the Foundation offered two types of scholarships: the

STBF award with mandatory LC participation for students enrolling at NU and an equiv-

alent College Opportunity Scholarship (COS) with no LC requirement. The Foundation

introduced COS awards after the first cohort and only in the NU randomized sample;

guaranteed-award winners and students targeting state and community colleges received

full STBF awards throughout the study. Though comparing STBF and COS awards will

eventually shed light on the relative impacts of aid and LC services, the available COS sam-

ple is currently too small for precise inference, so we focus here on the effects of full awards,

reporting results primarily from the sample of 5,563 experimental applicants from 2012-2015

who were not offered COS aid. Section 1.5.3 reports briefly on preliminary comparisons

across treatment arms.

Using outcomes data that run through December 2015, we can now measure initial ma-

triculation for all four cohorts and follow the 2012 applicants into the fall of senior year.

Throughout our analysis, we divide each post-award year into fall and spring periods, where

fall runs from July through December, and spring runs from January through June.1 3 We

then pool data from all available cohorts to form our analysis sample for each time hori-

zon: cohorts 2012-2015 for year one fall; 2012-2014 through year two fall; 2012 and 2013

through year three fall; and 2012 only in year four fall. Pooling cohorts boosts precision

for the short-run impact estimates without distorting the enrollment patterns present in the

cohort-specific samples, as we document below. Appendix Table 1.8 reports sample sizes

for each follow-up period. All estimated impacts control for a full set of strata dummies to

reflect the differential award rates across target colleges and cohorts.

"The prinary considerations were historic precedent and physical capacity constraints at the NU Learning
Communities.

1
2 Starting in 2013, STBF advertised the scholarship by sending e-mail and print letters to all Nebraska

ACT test-takers who reported family incomes below $100,000. In addition, the Foundation worked with high
school guidance counselors to identify eligible students who were not submitting applications.

13We define our post-award years to align with the Federal Student Aid year, which runs from July 1
through June 30.
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1.2.3 Data and Descriptive Statistics

Data for this project come primarily from the STBF scholarship application, the ad-

ministrative records of Nebraska's public colleges, and the National Student Clearinghouse

(NSC). The application provides a rich set of baseline characteristics, including high school

transcripts, ACT scores, and detailed demographic and financial information from federal

Student Aid Reports. The application did not ask students to report race until 2014, so we

obtained race data from state drivers' license records.

More than 90 percent of applicants who enrolled in college attended Nebraska public

institutions. These colleges and universities provided information on their students' enroll-

ment, financial aid packages, and academic outcomes. To capture enrollment at private and

out-of-state colleges, we supplement school-provided records with data from the NSC, which

captures 92 percent of enrollment nationwide (Dynarski et al., 2013). Appendix 1.B provides

additional information about data sources and data processing.

STBF applicants were substantially poorer than the general population of Nebraska high

school seniors. This can be seen in the first two columns of Table 1.1, which compare

descriptive statistics for eligible scholarship applicants and 12th grade students statewide.

Buffett applicants were also disproportionately female and nonwhite. Applicants' ACT scores

mirrored the average among ACT test-takers statewide, though test-taking rates among

STBF's college-bound applicants exceeded the state average.

Consistent with STBF's scoring criteria, the guaranteed award winners had higher grades

and lower incomes than the rest of the applicant pool, as column 3 reveals. Nearly half

were nonwhite, and half were first-generation college students. At the other end of the

rankings, students disqualified before random assignment had lower academic achievement

but otherwise resembled the eligible sample, on average.

Random assignment successfully balanced the characteristics of treated and control ap-

plicants in the experimental sample, as column 6 of Table 1.1 confirms. This column reports

strata-adjusted differences in treated and control means with standard errors in parenthe-

ses. Randomized students had average annual family incomes near $47,000 and Expected

Family Contributions just under $3,000. They were two-thirds white, 62 percent female, and

averaged B+ grades in high school. Less than one in three had at least one parent with a

bachelor's degree.

Throughout our analysis, we disaggregate results by target college, an important feature

of the research design and a strong predictor of enrollment outcomes. Appendix Table

1.9 reports descriptive statistics within these target college strata. Students who targeted

community colleges had the weakest academic records. Their average ACT score, 19.1, fell

below the 40th percentile of all Nebraska test-takers. Students who aspired to attend the
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state's most selective public college, UNL, scored near the state's 70th percentile, on average.

Nonwhite students and first-generation college goers were concentrated at UNO, a commuter

campus in the state's largest city. UNK and the State College system disproportionately drew

white students from Nebraska's more rural regions.

1.3 How Awards Changed Aid Packages

We begin by describing how awards affected students' financial aid packages. This anal-

ysis is necessarily limited to the sample of students who attended Nebraska public colleges

because our administrative aid data come from those institutions. Since STBF awards affect

where students enroll and, by extension, their inclusion in this sample, the analysis here is

potentially subject to selection bias. In practice, however, the effect of awards on enrollment

at in-state public colleges is small while the effects on financial aid packages are large.14 It

therefore seems likely that the picture painted here, though in principle more descriptive

than causal, still provides a useful gauge of the scholarships' value to recipients.

As a benchmark, the first column of Table 1.2 describes the first-year financial aid pack-

ages of control group students who attended Nebraska public colleges. They incurred $16,974

in costs, on average, and received $12,035 in total aid. Even without STBF support, these

low-income students collected nearly $7,500 in grant aid, primarily from need-based public

programs. They also accepted roughly $3,700 in federal loans and $850 in work study wages.

These calculations omit private loans, which are underreported in our data, but subsidized

public loans are the primary source of borrowed funds for this low-income population.

We estimate the effects of scholarship offers on aid packages using regression models of

the form:

A4 = 3Si + E 7scdisc + II'Xi sj, (1.1)
s,c

where Ai is the dollar amount of aid that student i received, and Si is an indicator for

whether student i was (randomly) offered an STBF scholarship. Since a few students in

each cohort turn down Buffett grants for other merit aid, these estimates capture intent-to-

treat contrasts between treated and control subjects. The dummies di,, indicate whether

applicant i from cohort c listed school s as her target college. These strata effects adjust

for differential award rates by target college and application year. The covariate vector Xi

includes GPA, EFC, gender, and race, as well as parental education and marital status. To

the extent that selection into Nebraska public colleges varies with these traits, Xi mitigates

1 4 Less than eight percent of control students enrolled at out-of-state or private institutions. Scholarship

offers diverted 3.6 percentage points to Nebraska public colleges. These estimates appear in Table 1.3, which

we discuss in greater detail in Section 1.4.

17



the associated bias, though we show below that covariates do little, in practice, to alter the

estimates.

STBF award winners received an average of $7,181 in Buffett grants during their first

post-award year, as shown in column 2 of Table 1.2, which controls for strata dummies,
disc, but no other covariates. On net, total grants increased by slightly less ($6,379). The

less than one-for-one pass-through reflects a $791 decline in institutional awards and private

grants with little change in state or federal grants.15 For some students, the reduction in

institutional aid reflects the COA cap on total aid disbursed rather than a discretionary

reduction on the part of university officials.

Increased grant aid substantially reduced students' reliance on federal loans and work

study wages. Average federal loans fell by $2,294, and the share of students accruing any

federal debt dropped from 57 to 31 percent. Less than one in five award winners received

Federal Work Study, compared with one in three control students. In total, Buffett Schol-

arship offers increased the value of aid packages by $3,654, on average. Column 3 confirms

that adding baseline covariates has little impact on these estimates, bolstering the case that

these results capture causal effects despite our data limitations.

To estimate the dollar-for-dollar impact of STBF aid on other funding sources, we replace

Si in equation (1.1) with the dollar amount of Buffett aid received. The estimates in column

5 of Table 1.2 show that each dollar of STBF grant aid increased students' total grants

by $0.90, while reducing loans by $0.29 and work study by $0.05, for a net gain of $0.55

per dollar awarded. These results capture two countervailing forces. At any given college,
scholarship money crowds out aid from other sources, reducing award effects on total aid

disbursed. But awards also change where students enroll. In particular, as we explore in

detail in Sections 1.4 and 1.5, STBF awards caused many applicants to attend four-year

schools instead of less costly community colleges. The first row of Table 1.2 documents this

shift: every dollar of Buffett aid increased average costs of attendance by $0.29. Though

four-year colleges cost more, they also provide more grant aid. Control students attending

four-year colleges received $8,200 in grants, on average, nearly double the average grant aid

among control students at two-year schools. Scholarship money therefore "crowds in" aid by

shifting students to more expensive schools that offer more financial aid.

To disentangle the crowd-out and crowd-in effects, columns 4 and 6 of Table 1.2 (labeled

"campus adjusted") report estimates from a version of equation (1.1) that includes campus

controls, a set of variables which count the number of full-time semesters attended at each

campus in the first post-award year. These campus-adjusted regressions measure the extent

'sSchools must apply federal grants toward aid packages before all other sources, so federal grants do not
typically respond to variation in private aid received.
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to which Buffett aid crowds out other funding at a given school. Holding enrollment behavior

constant, Buffett aid has no effect on year one costs incurred, and yet each Buffett dollar

reduces other grant aid by $0.24, an effect that's more than twice as large as the crowd

out estimated without campus controls.1" These results should be interpreted cautiously, of

course, because the campus controls are themselves a function of award receipt. The campus-

adjusted regressions therefore combine causal effects on aid packages for students whose

enrollment is invariant to award offers with compositional effects that result from treatment-

induced changes in college attended. These compositional effects, a form of selection bias that

comes from conditioning on outcomes, arise if treated and control students who attend the

same college would be offered different financial aid packages in the absence of treatment,

even after conditioning on observables like EFC. Because institutional awards are largely

mechanical functions of traits like EFC, the extent of selection bias in this case is likely to

be modest. The campus-controlled estimates should therefore constitute reasonably reliable

evidence that, while crowd out does occur, Buffett awards still dramatically alter students'

financial resources, even for students who don't adjust their enrollment decisions in response

to scholarship offers.

1.4 Effects on Enrollment and Degree Completion in the

Community College Strata

The vast majority of STBF applicants attended college in the first year after high school

whether or not they won Buffett awards. This fact is apparent in Figure 1.1, which plots

enrollment rates by treatment status and target college. Even without Buffett aid, 91 percent

of control applicants who targeted community colleges enrolled at some institution in the fall

of year one, as the grey line in Panel A indicates. STBF awards increased initial enrollment by

a statistically significant five percentage points, shown in blue. This estimate and all others

in Figure 1. A come from regressions of binary enrollment indicators on the award offer

and strata dummies described in equation (1.1), though unlike that financial aid analysis,

these regressions include all randomized applicants in the two-year strata, not just those who

enrolled at Nebraska public colleges. Whiskers indicate 95 percent confidence intervals for

the estimated treatment effects.

Though students in the two-year strata indicated that they aspired to attend community

colleges, some opted to enroll at four-year schools after receiving scholarship support. Table

"The crowd-out rate for total grants was similar in year two ($0.20) and year three ($0.24), which indicates
that STBF scholarships maintain their value as students progress in school. Other aid programs often shift
students from grant aid to loans after the freshman year (Sharpe, 2016).
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1.3 documents this shift across institutions. The five point increase in total enrollment,
shown in the first row of column 4, combines a nearly four point bump in attendance at

four-year schools with a (statistically insignificant) two point gain at community colleges.

Admissions records from the University of Nebraska reveal that many of the students who

altered their stated college plans didn't apply to four-year schools until after receiving Buffett

aid. Awards boosted applications to UNO, for example, from eight to 12 percent in the two-

year strata, as Appendix Table 1.10 reports. Scholarship winners were no more likely to

be admitted conditional on applying, however; UNO admitted 76 percent of both treated

and control applicants from the two-year strata. Scholarship offers therefore appear to

motivate students to apply to UNO without directly affecting their admissions prospects.

The underlying mechanism is yet unknown." Award winners may interpret scholarship offers

as positive signals of their college aptitude and revise their enrollment goals. STBF's award

scheme also implicitly subsidizes shifting from two- to four-year schools since awards cover

tuition at any Nebraska public college, and the four-year schools are more expensive. Like

many state aid programs, Buffett awards also diverted some enrollment from out-of-state and

private institutions, though there was little scope for shifting on this margin in the two-year

strata. Just four percent of control students enrolled outside the Nebraska public college

system, and awards reduced that rate to two percent, as shown in Panel B of Table 1.3.

Both treated and control enrollment declined modestly during the second follow-up year,

but thereafter their paths diverged. Control students left school in droves throughout year

three, and by year four fall, just 28 percent were still enrolled in college. Though dropout

also accelerated in the treated pool, Buffett winners were twice as likely to extend their

studies beyond three years: nearly 60 percent enrolled in the fall of year four. Panel A of

Figure 1.1 plots these trends, and Table 1.4 presents the corresponding estimates.18

Award winners' extended enirollment came at the expense of associate's degree comple-

tion. This result appears in the last two columns of Table 1.4, which disaggregate year four

enrollment by degree status. The top row reports the total enrollment rate: 28 percent of

control applicants enrolled in the fall of year four, and 72 percent did not. Roughly half of

those not enrolled - 38 points out of 72 - earned associate's degrees before leaving school.
171t's unlikely that scholarship applicants who intend to enroll at UNO misreport their college plans to

increase their chances of winning Buffett awards. The average award rate was 32 percent for the two-year
strata and 34 percent for UNO, as the sample counts in Appendix Table 1.7 indicate. We are still working
to collect admissions records from the other NU campuses. In the meantime, the UNO results likely provide
an upper bound for award effects on admission decisions. The vast majority of two-year strata students
who matriculate at four-year schools attend UNO, owing, perhaps, to its rolling admission deadlines and
proximity to Nebraska's largest community college.

18 Because the results for initial enrollment pool data from all four cohorts, they are more precisely esti-
mated than the impacts on longer-run enrollment. Appendix Table 1.11 shows that the underlying cohort-
specific enrollment rates are not significantly different from the pooled estimates in Figure 1.1.
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Treated students, in contrast, were 21 points less likely to complete terminal associate's de-

grees. Instead, many treated applicants transferred to four-year schools without first earning

two-year credentials: award offers increased the share of students attending four-year institu-

tions without any degree from 8.5 to 20 points. STBF's continuation requirements incentivize

transfers because awards only fund three years of study at community colleges. Students

who wish to maintain their scholarship support must therefore transfer to NU or State Col-

lege campuses by the fall of year four. Though awards shifted students across institutions,

scholarships had no significant impact on the share who dropped out before completing

any degree. Roughly one third of both treated and control applicants were unenrolled and

uncredentialed in the fall of year four.

In light of these results, the net benefit of Buffett awards in the community college strata

will likely depend on how treated students fare as they transition to four-year institutions.

Some will finish bachelor's degrees, and others may leave school without graduating, foregoing

associate's degrees they would have earned if not offered scholarships. Those who drop out

without credentials may garner little economic return for their time in college. In Nebraska,

college dropouts aged 23-27 earn $19,942 per year, on average, just $85 more than the

average high school graduate with no post-secondary schooling. 19 Students who forego two-

year degrees therefore risk incurring greater college costs with little wage benefits unless

they ultimately complete bachelor's programs. In the coming years, we aim to measure

how award effects on four-year enrollment translate into graduation rates and follow the

community college students as they enter the labor market.

1.5 Effects on Enrollment in the Four-Year College Strata

1.5.1 Aggregate Impacts

Nearly all STBF applicants who targeted four-year schools enrolled in college with or

without Foundation support. Panel B of Figure 1.1 plots their enrollment rates by treatment

status over time. More than 96 percent of control applicants attended college in the fall of

year one, and despite little room for improvement, scholarships boosted initial enrollment

by a statistically significant three percentage points.

Students in the four-year strata applied to a wider range of institutions than their commu-

nity college-bound peers, so awards had more scope to influence college choice. Scholarship

offers decreased the fraction of students attending out-of-state or private schools from eight

to four percent, as columns 5 and 6 of Table 1.3 report. Importantly, however, and in con-

9 Authors' calculations from the 2010-2014 American Community Survey. The sample includes all U.S.-
born Nebraska residents aged 23-27, including those not in the labor force.
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trast with other state merit aid programs (see Cohodes and Goodman (2014)), the shift

to Nebraska public schools was concomitant with a shift toward more selective institutions.

Specifically, STBF awards increased the proportion of students attending selective colleges

(with admission rates below 75 percent) by four points. The fraction of students attending

moderately-selective four-year schools (with admissions rates between 75 and 90 percent)
increased by a similar amount. Most STBF applicants who enrolled outside the Nebraska

public college system attended private schools in the Midwest, and STBF aid pulled some

of them to more selective NU campuses.20

Roughly nine percent of STBF applicants who aspired to attend four-year schools en-

rolled at community colleges when not offered Buffett aid. Awards shifted most of them,
6.2 percentage points, to four-year schools. Unlike in the two-year strata, however, award

offers did not appear to affect application and admission to more selective four-year colleges.

Roughly 43 percent of both treated and control students applied to UNO, and UNO admit-

ted 93 percent of applicants from each - nearly all before the STBF award date. Just two

percent of students in the four-year strata gained admission to UNO after STBF awarded

scholarships, a figure which did not vary with award receipt, as columns 5 and 6 of Table

1.10 indicate.

Though scholarships had only modest effects on initial enrollment in the four-year strata,
awards substantially reduced dropout between freshman and sophomore years, a critical

juncture for retaining students. Nearly half of all dropout from bachelor's degree programs

occurs before the fall of sophomore year (Kena et al., 2015).21 Even in STBF's relatively high-

achieving applicant pool, control student enrollment fell from 95 to 89 percent between year

one spring and year two fall. Scholarship offers boosted sophomore enrollment by more than

seven points, ensuring that 97 percent of treated students enrolled in year two. The impact

on four-year college going was even larger: STBF awards increased four-year enrollment by

14 points in year two fall. These results appear in column 4 of Table 1.5, which documents

institutional shifting in the four-year strata in a format similar to Table 1.4.

While many interventions produce short-lived gains, STBF's impacts in the four-year

strata only grew with time. By the fall of year four, awards increased total enrollment by 15

points, from 73 to 88 percent. Nearly all students were attending bachelor's degree-granting
20The top five schools attended outside the Nebraska public college system were Nebraska Wesleyan Uni-

versity, Creighton University, Hastings College, Concordia University, and Midland University, all religiously-
affiliated private institutions in Nebraska.

2 1Just 80 percent of all first-time, full-time undergraduates at bachelor's degree-granting institutions return
for a second year. Barely 60 percent complete bachelor's degrees within six years. Freshman retention rates
at the University of Nebraska hover near the national average, ranging from 77 percent at UNO to 84 percent
at UNL in 2014.
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institutions by the fourth follow-up year. Less than 10 percent of control students and five

percent of the treated pool were still enrolled at two-year institutions.

Since so few students in the four-year strata attended community colleges, even fewer

left school with associate's degrees in hand. Just 4.2 percent of control students earned

associate's by the fall of year four, and scholarships reduced that rate to nearly zero, as

the last two columns of Table 1.5 indicate. Consequently, within the pool of subjects not

enrolled, more than 88 percent of controls and fully 96 percent of treated subjects had no

degree. These results stand in sharp contrast to the findings from the two-year strata, where

half of all controls who left school completed associate's degrees, as did 40 percent of treated

subjects not enrolled. In the coming years, we will measure whether Buffett Scholars in the

four-year strata eventually convert their enrollment gains into bachelor's degrees. The oldest

study cohort will record their four-year graduation rate in the summer of 2016, though many

students will likely take five or more years to finish. A complete picture of award impacts

on degree receipt may therefore still be several years away.

1.5.2 Subgroup Impacts

Within the four-year strata, STBF awards generated especially large enrollment gains for

demographic groups with high expected dropout in the absence of treatment.2 2 Figure 1.2

documents this variation in program impacts by race and parental education, both strong

predictors of enrollment and retention. Nonwhites in the control group were much less likely

to attend college than their white peers. More than 98 percent of white applicants enrolled

without Foundation support compared with just 93 percent of nonwhite students. Award

offers equalized their initial enrollment so that 99 percent of award winners from both groups

attended college in year one. Three years out, awards narrowed the race gap in enrollment

from 11 points to just two. Panels C and D document a similar, though less stark, pattern

by parental education. 2 3 Among the applicants who were not awarded scholarships, students

with parents who completed bachelor's degrees were more likely to enroll in each year, a gap

that narrows by roughly half in the treated group.

Figure 1.3 reveals a similarly striking pattern in program impacts by academic prepara-

tion. The dots in Panels A and B depict estimated impacts on year two fall enrollment for

deciles of high school GPA, and the solid lines plot fitted values from a regression model that

estimates the linear interaction between award status and GPA. Dashed lines plot 95 percent

22We restrict our subgroup analyses to students who targeted four-year colleges since the community
college sample is currently too small to support precise comparisons across subgroups. In time, additional
cohorts will facilitate similar investigations in the two-year strata.

2 3Race and parental education are correlated, of course. Roughly 40 percent of white applicants had at
least one parent with a bachelor's degree, compared with just 19 percent of nonwhite students.
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confidence intervals for the linear fitted values. Panel A shows that award offers boosted

year two fall enrollment by 18 points in the bottom decile, from 73 to 91 percent. These

bottom decile students, with average high school GPAs of 2.7, would be ineligible for many

state merit aid programs, which often require GPAs of 3.0 or higher (Fitzpatrick and Jones,
2012). At the same time, scholarships had no measurable impact on persistence for the top-

performing students who receive most merit aid. Among students with high school GPAs

above 3.5 - fully half of the randomized sample - there was no significant difference in year

two enrollment for treated and control subjects." The GPA gradient for award impacts on

four-year college enrollment was even more pronounced, as Panel B illustrates. Scholarships

increased the share of bottom-decile students attending four-year schools in sophomore fall

by a whopping 36 points, with no effect at the top end of the grade distribution. Appendix

Figure 1.7 documents similar patterns using ACT scores to measure college readiness in

lieu of GPA. These results suggest that state aid programs with more stringent academic

standards may exclude many of the students who respond most to financial aid, as Dynarski

(2004) argues.

Though award impacts varied by race, parental education, and academic achievement, we

see less evidence of differential impacts by financial need. Panels C and D of Figure 1.3 plot

award effects by Expected Family Contribution (EFC), the metric that determines eligibility

for both STBF grants and federal aid programs. Nearly 30 percent of eligible applicants

had zero EFC and therefore qualified for the maximum federal grants and subsidized loans.

Award offers increased year two fall enrollment by more than 15 points for these highest need

students and more than 20 points at four-year colleges. Outside the zero EFC bin, however,
there was no clear gradient in award impacts by financial need. If anything, effects on four-

year enrollment are slightly larger at higher EFC levels, though the gaps are not statistically

significant. Among applicants with EFCs low enough to qualify for Buffett aid, those with

EFCs above $6,000 qualify for fewer forms of other need-based aid, including federal Pell

grants and the Collegebound Nebraska program described in footnote 8. Appendix Figure

1.7 documents similar patterns using family income to gauge financial need instead of EFC.

We summarize the variation in award impacts by showing how treatment effects vary with

a single index of expected college enrollment. Such "endogenous stratification" estimates are

best computed using leave-out fitted values, as Abadie et al. (2014) detail. (Otherwise,
enrollment outcomes are mechanically correlated with predicted enrollment, which may bias

estimates of causal effects, particularly at extreme predicted values.) In this case, we use

the control group data to estimate the relationship between outcome Y and covariates Xi
24 Table A5 compares OLS and logit specifications of estimates in subgroups. Logit marginal effects are

virtually indistinguishable from the corresponding OLS estimates.
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in leave-out samples that omit each observation i:

Yj = rkXj + j; i. (1.2)

The vector Xi contains gender, race, parental education, EFC, family income, high school

GPA, and composite ACT score - all strong predictors of enrollment and persistence. The

resulting leave-out fitted values are given by

Y = X (1.3)

for'each applicant in the control sample.

Estimates of STBF award effects conditional on expected enrollment, Yi, appear in Figure

1.4. As in the previous graphs, each dot represents a decile of expected enrollment, and the

solid lines plot the corresponding linear fitted values. Since nearly all control applicants in

the four-year strata enroll in year one, the deciles of expected enrollment range from just .86

to 1, as Panel A depicts. Even so, award offers increased initial enrollment in the bottom

decile by 10 points, ensuring that nearly all scholarship recipients enrolled in college. By

year two fall, baseline covariates predict that roughly one in four students in the bottom

Buffett decile would be college dropouts absent scholarship support. Scholarships boosted

their enrollment rate by nearly 15 points, as shown in Panel B. Award impacts in years

three and four exhibit similar patterns, with larger effects for students with lower expected

retention, though the results are less precise. In time, additional cohorts will reveal whether

these long-run patterns persist.

Together, these subgroup analyses highlight the challenging trade-off between increasing

program-induced gains and the desire to reward past achievement. Students who appear most

meritorious based on grades and test scores are also those most likely to persist in college

absent the STBF scholarship; these students are relatively skilled and highly motivated

for post-secondary schooling. Conversely, applicants who appear more likely to struggle in

college respond most dramatically to merit aid when they're lucky enough to get it.

1.5.3 Distinguishing Financial Aid and Learning Community Effects

More than 75 percent of scholarship winners in the four-year strata enroll at a University

of Nebraska campus, where Buffett Scholars participate in STBF Learning Communities

(LCs) during freshman and sophomore years. Award impacts in the four-year strata therefore

combine the effects of financial support with the effects of LC services.25 To quantify the

25Award winners in the community college and four-year state college strata must also participate in LCs
if they opt to enroll at NU as freshmen, though less than seven percent exercise that option.
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relative contribution of LC support, the Foundation introduced a second aid-only treatment

arm, known to applicants as the College Opportunity Scholarship (COS). COS awards offer

the same grant support as STBF scholarships but exclude access to LC services. 26 COS

awards were introduced in second experimental cohort and only in the NU randomized

sample; guaranteed award winners and those in the state and community college strata

received full STBF scholarships throughout the study.

Figure 1.5 offers a preliminary look at enrollment effects for the COS treatment arm.

Averaging data across all NU campuses, both STBF and COS awards generated positive

enrollment gains in each post-award year. Traditional STBF award impacts were marginally

higher in all years - one to three percentage points, as shown in Panel A - but the gaps were

not statistically significant. Panels B-D reveal emerging heterogeneity across NU campuses.

Though the samples are still too small for precise inference, these noisy estimates suggest that

LC services at UNO roughly double the impact of aid alone. COS grants boosted sophomore

enrollment by six percentage points, a statistically significant gap, but less than the 12 point

gain from full awards. At UNL and UNK, however, results from the two treatment arms

were virtually indistinguishable.

As in all analyses of site-specific treatment effects, it can be difficult to discern whether

these patterns reflect variation in LC service quality across sites or variation in potential

gains from LC support across the diverse populations that target each campus. As Appendix

Table 1.9 details, UNO serves more students with the biggest documented gains from full

awards: racial minorities, first-generation college goers, and students with lower grades and

test scores. UNL and UNK, in turn, attract students with higher expected retention in

the absence of treatment. The variation in Figure 1.5 may therefore capture heterogeneity

across students rather than across campuses. Indeed, Figure 1.6 shows that splitting the

sample by high school GPA instead of campus shows no differential impacts for students

with GPAs above the sample median (3.5), but markedly different, albeit noisy impacts on

students with weaker grades. By these lights, STBF awards would appear to have no effect

on year three enrollment for below median students were it not for LC services. Given the

precision limitations, it would be premature to draw conclusions based on these results. Still,
it seems likely that treatment effect heterogeneity will play an important role in unpacking

the relative impacts of financial aid and LC support.

"The LCs operated at full capacity throughout the study. COS awards increased the total number of
grant recipients without reducing LC enrollment.
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1.6 Bang for Buck Awarded

While the mechanisms at work remain an open question, STBF scholarships have clear

positive impacts on enrollment and retention, shifting students from two- to four-year schools

over time. In this section, we compare the estimated impacts with the associated scholarship

costs. Specifically, to gauge cost effectiveness, or bang for buck, we scale treatment effects

using a two-stage least squares (2SLS) procedure that takes the endogenous variable to be

STBF program spending. The 2SLS system can be written

YA = Aj + ysedisc + ei (1.4)
s,c

Ai = 85 + Zscdjsc + T/i (1.5)
5,c

where the instrument is a dummy for an STBF scholarship offer, and the endogenous variable,

Aj, is STBF aid received, measured in thousands of dollars. For students with full awards

who attend NU, this figure includes the per pupil cost of LC services, estimated to be $2,920

in 2013. In the long run, the outcome, Y, would be a measure of the return to schooling,

like earnings. At this intermediate stage, we illustrate the 2SLS procedure using cumulative

semesters of enrollment through year three as the outcome measure. As in all our analysis,

the model includes strata dummies, di, to account for differential awards rates across target

colleges and cohorts.

We interpret this 2SLS cost-benefit calculation using the potential outcomes and potential

assignments notation developed in Imbens and Angrist (1994). For each applicant (omitting

i subscripts), let S indicate offers as before, and let D2 (S) and D4 (S) count the applicant's

semesters of enrollment at two- and four-year schools. These are potential outcomes indexed

by S. In other words, D4 (1) counts an applicant's four-year semesters enrolled if offered a

scholarship, and D4 (0) counts four-year semesters enrolled if not offered an award. STBF

spending, A(S), is a potential treatment indexed by S. Potential outcomes and treatments

are independent of aid offers, S, by virtue of random assignment.

Ignoring covariates, the first-stage effect of scholarship offers on program spending is

E[A(1) - A(0)j. Students not awarded scholarships generate no STBF spending, so A(0) = 0.

Scholarship winners each receive A(1) = c2 D2 (1) + c4D4 (1), where c 2 and c4 are per-term

program costs at two- and four-year colleges, respectively (with c 2 < c4 ). We can therefore
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write the first stage for the impact of aid offers on program costs as follows:

E [A(1) - A(0)] = E [c2 D2 (1) + c4 D4 (1)I (1.6)

= c2 E [D 2 (1) - D2 (0)] + c4 E [D4 (1) - D 4 (0)]

+c 2 E[D2 (0)] + c4E [D4 (0)] (1.7)

C2A2 + C4A4 + 02 + #4. (1.8)

Here, A 2 and A 4 denote treatment effects on semesters enrolled at two- and four-year schools,
while 02 and #4 capture spending on two- and four-year enrollment that occurs in the absence

of treatment. The corresponding reduced-form effect of aid offers on total semesters attended

is therefore

E[D2(1) - D2 (0)1 + E[D4(1) - D4(0)] = A 2 + A4. (1.9)

As always, a just-identified instrumental variables estimand is given by the ratio of reduced-

form and first-stage estimates. The 2SLS specification in (1.4) therefore estimates the ratio

#2SLS - A 2 + A4
,otal - c2A 2 + c 4 A4 + 02 +0 4  (1.10)

The ratio of treatment effects to spending is readily computed, of course, but the 2SLS

version of this calculation neatly adjusts for covariates and immediately provides appropriate

standard errors for the ratio. The formulation in equation (1.10) also highlights the fact

that #2 and 04- money spent on enrollment that would have occurred with or without

scholarships - are key determinants of bang for buck.

The aggregate first-stage estimate for equation (1.5) shows that STBF spent about

$23,240 per award offered in the first three years after scholarship receipt. Expenditures

varied by target college, as the first row of Table 1.6 documents, ranging from $9,770 in

the community college strata to nearly $27,500 at UNL. On average, each scholarship offer

increased enrollment by .71 full-time semester equivalents (A 2 + A4 ) by the end of year

three." Enrollment gains were largest in the UNO and State College strata, the least selec-

tive four-year campuses among Nebraska's public colleges. Buffett scholarships generated a
27As the data appendix details, we construct this continuous enrollment measure by converting credit hours

from all campuses to a common scale using guidelines from the Federal Student Aid Handbook. A full-time
semester equivalent is 15 credits hours at a semester school and 22.5 credit hours at schools with quarter-based
calendars. We do not collect credits data for the seven percent of applicants who enroll outside the Nebraska
public college system. We impute their semester equivalents from the full-time/part-time enrollment status
indicator in the NSC data.
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full semester of additional enrollment in each of these strata by the end of year three; award

impacts at the University of Nebraska-Lincoln were nearly half as large.

STBF program spending increased net semesters attended by 0.030 per thousand dollars

spent. In other words, STBF spent almost $33,000 ($1,000 divided by 0.030) for each added

semester. Bang for buck was highest among students who targeted the least selective four-

year colleges, a consequence of lower costs and larger treatment effects at these campuses.

Each semester gained among applicants targeting UNL cost more than $45,000, while costs

in the State College and UNO strata were 50-65 percent lower. As our subgroup analyses

suggest, enrollment gains in the UNL stratum are especially costly because the applicants

who target UNL have high enrollment rates even without scholarship support. In terms of

the 2SLS estimand in equation (1.10), most spending on UNL-bound students contributes

to #4 rather than A 4 .

The bang for buck estimates in Table 1.6 illustrate that the cost of increasing enroll-

ment by a semester far exceeds STBF's nominal award amounts (c 2 and c4 ) because many

scholarship offers leave their recipients' enrollment unchanged. This feature of college aid

was first highlighted in Fuller et al.'s (1983) pioneering analysis of the federal Basic Educa-

tional Opportunity Grant (BEOG, later, known as Pell grants). Using a structural model

of college choice estimated for a sample of high school seniors from the 1972 National Lon-

gitudinal Study, Fuller et al. simulate college enrollment rates in the absence of the BEOG

program. They estimate that BEOG aid induced a quarter of grant recipients to go to col-

lege, while three quarters would have enrolled with or without awards. While our results

also show that many scholarship recipients enroll in college without Buffett grants, we find

that scholarships can dramatically alter dropout, transfer, and degree completion after the

initial enrollment decision. A comprehensive assessment of the return to Buffett program

spending will therefore hinge on how these longer-run outcomes evolve.

1.7 Summary and Conclusions

STBF scholarships generated marked gains in retention from freshman to sophomore year

that persisted four years after award receipt. Gains were largest for nonwhite applicants,

first-generation college goers, and students with the lowest grades and test scores in the

eligible applicant pool. These findings highlight the paradox of merit aid: awards based on

past achievement are likely to generate smaller gains than awards made to applicants who

appear less college-ready.

Awards also shifted many students from two- to four-year schools, reducing associate's

degree completions in the process. The long-run effects of reductions in two-year credentials
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will likely depend on whether award winners convert their extended enrollment at four-year

institutions into bachelor's degrees.

Our results are preliminary and limited to the outcomes available within the first four

years of award receipt. As the current cohorts age and new cohorts enter the study, we

expect to examine effects on college completion and sharpen our estimates of differential

effects across subgroups. Evidence on the relative contribution of financial support and

Learning Community services should also grow more conclusive. Ultimately, we expect

to measure how award effects on retention and degree completion influence long-run labor

market outcomes.
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Figure 1.1
Award Effects on College Enrollment

A. Two-Year College Strata
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Notes: Panel A presents enrollment rates by treatment status for students who targeted two-year colleges.
The grey line plots the enrollment rate for control applicants, and the blue line plots the sum of the control
mean and strata-adjusted treatment effect for traditional STBF scholarship winners. Whiskers indicate 95
percent confidence intervals. Panel B presents enrollment rates for students who targeted four-year colleges.
Samples for each time horizon use data from all available cohorts: 2012-2015 for year one fall; 2012-2014
through year two fall; 2012-2013 through year three fall; and 2012 only for year four fall. Fall includes any
enrollment that occurs between July 1 and December 31, and spring runs from January 1 through June 30.
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Figure 1.2

Enrollment Rates by Race and Parental Education
in the Four-Year College Strata

A. White B. Nonwhite
(68%) (32%)
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Notes: Grey lines plot fall enrollment rates for control applicants, and blue lines plot the sumi of the control

mean and strata-adjuste(d treatment effect for traditional STBF scholarship offers. Whiskers indicate 95
percent confidence intervals. Samples vary across time horizons as defined in Figure 1. 1. Roughly 40 percent

of white applicants had at least one parent with a bachelor's degree, compared with just 19 percent of
nonwhite students. 32
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Figure 1.3
Effects on Year Two Fall Enrollment by GPA and EFC

in the Four-Year College Strata

A. Any Enrollment
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Notes: These graphs document how award effects vary with applicants' high school GPA and Expected
Family Contribution (EFC). The outcome in each panel is year-two fall enrollnent, and the sample is

cohorts 2012-2014. Dots plot treatment effects of traditional STBF scholarship offers for deciles of the given
trait. Solid lines plot fitted values from a regression model that estimates the linear interaction between
award status and the given trait. Dotted lines plot 95 percent confidence intervals for the linear fitted values.
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Figure 1.4
Effects on Enrollment by Estimated Propensity to Enroll

in the Four-Year College Strata

A. Year One Fall B. Year Two Fall
(N = 4,579) (N = 3,236)
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Notes: These graphs summarize how award effects on enrollment vary with applicants' baseline characteris-
tics. The horizontal axis in each plot is propensity to enroll in the given year as a function of gender, race,
EFC, family income, high school GPA, ACT, parental education, and marital status, estimated using the
leave-one-out fitted values proposed by Abadie et al. (2014). Dots plot treatment effect, estimates for each
decile of expected enrollnent, and solid lines plot fitted values from a regression model that estimates the
linear interaction between award status and expected enrollment. Dotted lines plot 95 percent confidence
intervals for the linear fitted values. Samples vary across time horizons as defined in Figure 1.
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Figure 1.5
Comparing Financial Aid and Learning Comnnunity Effects

by Intended University of Nebraska Campus

A. All Campuses
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Notes: These graphs compare STBF and COS award effects for applicants who targeted University of
Nebraska canipuses. Panel A pools all NU strata applicants, and Panels B-D disaggregate results by target
campus. Grey lines plot fall einrollment rates for cont rol applicant s. blue lInes plot the sum of the cont rol mean
and strata-adjusted treatment effect for traditional STIBF scholarship offers, and red lines plot corresponding
effects for aid-only COS awards. Whiskers indicate 95 percent coifidence intervals. Samples vary across years,

as defined in Figure 1.1. COS awards were introduced in the secoid siu(iy cohort, so data on COS award

winners are only available through year three fall.
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Figure 1.6
Comparing Financial Aid and Learning Coiununity Effects

by High School GPA

A. GPA > 3.5
(above median)

B. GPA < 3.5
(below nedian)
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Notes: These graphs compare STBF and COS award effects by high school GPA for applicants who targeted
University of Nebraska campuses. Grey lines plot fall enrolhnent rates for control applicants, blue lines plot
the sum of the control mean and strata-adjusted treatment effect for traditional STBF scholarship offers,
and red lines plot corresponding effects for aid-only COS awards. Whiskers indicate 95 percent conifidence
iulervals. Samples vary across years, as specified in Figure 1.I. COS awards were introduced in the second

study cohort, so data on COS award winners are only available througi vear three fall.
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Table 1.1
Descriptive Statistics

Non-Experimental Experimental
Sample Sample

Nebraska Eligible Guaranteed No Treatment
HS Seniors Applicants Award Award All - Control

(1) (2) (3) (4) (5) (6)

.68

.57

.07

.23

.09

.04

.54

.59

.12

.18

.05

.06

.62

.68

.021
(.013)

.009
(.012)

.06 -.004
(.007)

.16 .005
(.010)

.05 -.007
(.006)

.04 -.003
(.005)

family income ($)

EFC ($)

single parent household

at least one parent
attended college

at least one parent earned
a bachelor's degree

lives in a city of
250,000+ residents

took ACT

composite ACT score

72,594 45,471
31,684

2,705
[3,105]

.36

.38

.70

22.0

high school GPA

F-statistic
p-value

# of applicants

.22

.66

.30

.40

.93

21.9
[4.4]

3.44
[.43]

7,860

39,881 45,431
26,641 27,627

1,954 2,724
[2,6401 [3,3571

.29

.56

.26

.45

.93

22.6
[4.4]

3.59

[.37]

1,303

.25

.65

.29

.49

.90

20.3
[4.1]

3.12
[.401

994

46,787
33,271

2,878
[3,1341

.21

.69

.32 .001
(.013)

.37 -.017
(.012)

.94 .005
(.007)

22.0
[4.4]

3.45
[.421

5,563

Notes: The treatment-control differences in column 6 come from regressions that control for strata dummies

(cohort by target college). Missing values for race (6%), family income (5%), and ACT (7%) are imputed from

means within strata in the sample of eligible applicants, as detailed in the data appendix. The data appendix

provides further detail on data sources and variable definitions for the benchmark descriptive statistics in column

1.

*** p < 0.01, ** p < 0.05, * p < 0.10
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female

White

Black

Hispanic

.50

.77

.07

.11

.03

.02

Asian

.62

.65

.07

.18

.06

.04other race

-582
(940)

-98
(87)

-.009
(.011)

.004
(.013)

-.13
(.11)

.008
(.011)

.87

.59

5,563



Effects on Year
for Nebraska

Table 1.2
One Financial Aid Packages
Public College Students

Per Award Per Dollar Awarded

STBF Effect STBF Effect
Control Strata Covariate Campus Covariate Campus

Mean Adjusted Adjusted Adjusted Adjusted Adjusted

(1) (2) (3) (4) (5) (6)

cost of attendance

total aid

total grants

government grants

institutional grants

STBF grant

other private grants

total government loans

subsidized govt. loans

unsubsidized govt. loans

Federal Work Study

baseline covariates
campus controls

# of applicants

16,974

12,035

7,479

3,392

2,959

6

1,122

3,715

2,005

1,711

841

1,727

1,460
(192)

3,654
(192)

6,379
(168)

47
(109)

-558
(96)

7,181
(64)

-233
(67)

-2,294
(124)

1,478 126
(188) (134)

3,632 2,510
(183) (154)

6,353
(150)

11
(72)

* -563

(93)

7,187
(63)

* -224

(66)

5,573
(134)

-194 ***

(69)

-844
(92)

7,017
(64)

* -340
(68)

-2,282 *** -2,543
(118) (122)

-1,494 *** -1,490 *** -1,633

(57) (57) (59)

-800

(93)

-431

(37)

no
no

3,001

-792
(86)

*** -439

(37)

yes
no

3,001

-911
(90)

* -519
(37)

yes
yes

3,001
Notes: This table reports effects of STBF scholarship offers on students' financial aid packages. The sample is restricted
to students enrolled in Nebraska public colleges. Aid data are currently unavailable for the 607 students at state
colleges, Mid-Plains Community College, and 2014 cohort students at Central Community College. Columns 2-4 report
results from regressions of the financial aid awarded in each category on a dummy for winning a scholarship, while
columns 5 and 6 report results from regressions of the same dependent variables on the dollar value of STBF
scholarhips awarded. The baseline covariates in columns 3-6 are GPA, EFC, gender, race, parental education, and
single parent status. Columns 4 and 6 also control for cumulative enrollment at each campus. Government grants
include federal and state grants. Subsidized government loans are the sum of Perkins and subsidized Stafford loans;
unsubsidized government loans are the sum of PLUS and unsubsidized Stafford loans.

p <0.01, ** p <0.05, * p < 0.10
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.29
(.02)

.55
(.02)

.90
(.02)

.02
(.01)

-.08
(.01)

1.00
(.00)

-.03
(.01)

-.29
(.02)

-.19
(.01)

-. 10

(.01)

-.05
(.00)

yes
no

3,001

.02
(.02)

*** .34
(.02)

*** .77
(.02)

-.02

(.01)

-.14

(.01)

* 1.00
(.00)

* -.06
(.01)

* -.36
(.02)

* -.23
(.01)

* -.13
(.01)

* -.07
(.01)

yes
yes

3,001

*



Table 1.3
Effects on Initial College Choice

All Strata Two-Year Strata Four-Year Strata
Control STBF Control STBF Control STBF
Mean Effect Mean Effect Mean Effect

(1) (2) (3) (4) (5) (6)

any college enrollment .953 .035 .907 .055 .962 .030
(.005) (.015) (.005)

A. Degree Program

any four-year college .747 .082 .070 .037 ** .873 .092
(.007) (.018) (.008)

two-year college only .207 -.047 * .837 .018 .089 -.062
(.007) (.023) (.007)

B. Ownership and Location

Nebraska public college .877 .070 '* .867 .074 * .879 .069 *
(.008) (.018) (.008)

out-of-state public college .022 -.015 * .019 -.015 ** .023 -.015 *
(.003) (.007) (.003)

private college .054 -.020 .021 -.005 .060 -.023
(.006) (.009) (.007)

C. Selectivity

less than 75% admitted .342 .033 * .011 .009 .404 .039 **'

(.008) (.008) (.009)

75-90% admitted .285 .041 .023 .032 ** .334 .043 *
(.009) (.012) (.010)

# of applicants 3,338 5,563 526 984 2,812 4,579
Notes: Year one fall includes any enrollment spells that occur between the July 1 and December 31 after scholarship
application. Selectivity categories are defined by WEDS according to 2012 admissions rates. UNL admitted less

than 75 percent of applicants, UNK and UNO admitted 75-90 percent; state and community colleges admitted more

than 90 percent. Outcomes in each panel are mutually exclusive. Students who were dual-enrolled in both two-

and four-year colleges are coded as attending four-year colleges; students attending Nebraska public colleges and a

non-Buffett eligible campus are coded as Nebraska public only. All regressions control for strata dummies.
*** p < 0 .01, ** p < 0 .05, * p < 0 .10
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Table 1.4
Effects on Enrollment and Degree Status

in the Two-Year College Strata

Year One Fall Year Two Fall Year Three Fall Year Four Fall
Control STBF Control STBF Control STBF Control STBF

Mean Effect Mean Effect Mean Effect Mean Effect

(1) (2) (3) (4) (5) (6) (7) (8)

enrolled at any institution .907 .055 * .835 .058 ** .603 .116 ** .282 .294 *
(.015) (.026) (.049) (.080)

at a two-year college .837 .018 .699 -.016 .316 .021 .085 .078
and no degree (.023) (.035) (.047) (.054)

at a four-year college .070 .037 ** .079 .075 * .103 .053 .085 .120 **

and no degree (.018) (.026) (.035) (.058)

at a two-year college .054 .002 .060 -.026 .014 .028
and associate's degree earned (.015) (.020) (.027)

at a four-year college .003 -.003 .124 .068 * .099 .068
and associate's degree earned (.003) (.036) (.056)

not enrolled at any institution .093 -.055 *** .165 -.058 ** .397 -. 116 ** .718 -.294 *
(.015) (.026) (.049) (.080)

and no degree .093 -.055 * .160 -.058 ** .248 -.052 .324 -.067
(.015) (.026) (.042) (.074)

and associate's degree earned .005 -.000 .150 -.064 * .380 -.212 ***

(.005) (.034) (.070)

and bachelor's degree earned .014 -.014

(.014)

# of applicants 526 984 369 668 234 396 71 144
Notes: Each fall enrollment period runs from July 1 to December 31 with degree status measured on July 1. Samples vary across time horizons as defined in
Figure 1. These outcomes partition the sample in each period. Students who dual-enrolled in both two and four-year colleges during the same period are
coded as attending four-year colleges only. All regressions control for strata dummies.
*** p < 0.01, ** p < 0.05, * p < 0.10



Table 1.5
Effects on Enrollment and Degree Status

in the Four-Year College Strata

Year One Fall Year Two Fall Year Three Fall Year Four Fall
Control STBF Control STBF Control STBF Control STBF

Mean Effect Mean Effect Mean Effect Mean Effect

(1) (2) (3) (4) (5) (6) (7) (8)

enrolled at any institution .962 .030 * .892 .074 * .847 .073 * .729 .148 *
(.005) (.009) (.015) (.026)

at a two-year college .089 -.062 *** .127 -.064 *** .114 -.048 *** .075 -.017

and no degree (.007) (.010) (.013) (.017)

at a four-year college .872 .092 *** .765 .138 *** .720 .130 *** .629 .177

and no degree (.008) (.013) (.019) (.030)

at any college .001 .000 .012 -.008 * .021 -.007

and associate's degree earned (.001) (.004) (.009)

at any college .001 -.001 .005 -.005

and bachelor's degree earned (.001) (.003)

not enrolled at any institution .038 -.030 * .108 -.074 *** .153 -.073 *** .271 -. 148 *

(.005) (.009) (.015) (.026)

no degree .038 -.030 *** .108 -.074 *** .150 -.074 *** .238 -.120

(.005) (.009) (.015) (.025)

associate's degree earned .003 .001 .021 -.019 **

(.002) (.007)

bachelor's degree earned .012 -.009
(.006)

# of applicants 2,812 4,579 1,934 3,236 1,206 2,035 428 859
Notes: Each fall enrollment period runs from July 1 to December 31 with degree status measured on July 1. Samples vary across time horizons as defined

in Figure 1. These outcomes partition the sample in each period. Students who dual-enrolled in both two and four-year colleges during the same period

are coded as attending four-year colleges only. Students who earned both associate's and bachelor's degrees are coded as bachelor's degreeholders only.

All regressions control for strata dummies.
*** p < 0.0 1, ** p < 0.05, * p < 0.10



Table 1.6
Cost Effectiveness through Year Three

State Community

All Strata UNL UNO UNK Colleges Colleges

(1) (2) (3) (4) (5) (6)

first-stage effect on 23.24 *** 27.47 *** 25.35 *** 26.27 *** 17.91 *** 9.77
program spending (.48) (.78) (.94) (1.19) (1.15) (.85)

reduced form effect .71 *** .59 * 1.05 *** .26 1.05 *** .48
on semesters enrolled (.11) (.17) (.21) (.27) (.38) (.33)

bang per thousand .030 .021 *** .042 .010 .059 *** .049
bucks of program (.004) (.006) (.008) (.010) (.020) (.031)
spending {32,8251 {46,5541 {24,070} {100,636} 117,089} (20,459)

# of applicants 1,003 350 284 127 98 144
Notes: The first row reports first-stage regressions of program spending on a dummy for the STBF scholarship offer. Program
spending is measured in thousands of dollars and includes both grant aid and the per pupil cost of LC services for NU students.

The second row reports the corresponding reduced-form effects on full-time semester equivalents, and the last row reports the

associated 2SLS estimates. A full-time semester equivalent is 15 credit hours at a semester school and 22.5 credit hours at a

quarter school. The average cost of each added semester - equal to $1,000 divided by the 2SLS point estimate -appears in

braces. The sample is restricted to the 2012 cohort, where we have three complete years of outcome data. All regressions

control for strata dummies.

p < 0.01, ** p < 0.05, * p <0.10
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Figure 1.7
Effects on Year Two Fall Enrollment by ACT and Family Income

in the Four-Year College Strata
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Notes: These graphs document how award effects vary with ACT composite score and family income. The
outcome in each panel is year-two fall enrollment, and the sample is coliorts 2012-2014. Dots plot treatment
effects of traditional STBF scholarship offers for deciles of the given trait. Solid lines plot fitted values from

a regression model that estimates the linear interaction between award status and the given trait. Dotted

lines plot 95 percent confidence intervals for the linear fitted values.
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Table 1.7
Baseline Sample Selection

Non-Experimental Experimental
Sample Sample

Eligible Guaranteed No STBF COS
Applicants Award Award Control Award Award

Target College (1) (2) (3) (4) (5) (6)

2012 Total 1,431 301 127 499 504
Two-Year Strata 206 47 15 71 73
Four-Year Strata 1,225 254 112 428 431

UNK 189 36 26 63 64
UNL 496 113 33 175 175
UNO 421 91 46 142 142
State Colleges 115 12 5 48 50
NCTA 4 2 2 0 0

2013 Total 2,267 355 274 941 487 210
Two-Year Strata 347 37 58 163 89 0
Four-Year Strata 1,920 318 216 778 398 210

UNK 250 33 27 72 67 51
UNL 840 140 85 372 154 89
UNO 560 108 77 181 124 70
State Colleges 259 33 20 153 53 0
NCTA 11 4 7 0 0 0

2014 Total 2,361 284 393 863 610 211
Two-Year Strata 324 16 36 135 137 0
Four-Year Strata 2,037 268 357 728 473 211

UNK 262 37 38 74 65 48
UNL 962 120 168 413 168 93
UNO 567 88 123 144 142 70
State Colleges 239 19 25 97 98 0
NCTA 7 4 3 0 0 0

2015 Total 2,444 363 200 1,035 624 222
Two-Year Strata 382 34 32 157 159 0
Four-Year Strata 2,062 329 168 878 465 222

UNK 275 47 11 103 65 49
UNL 904 126 68 451 168 91
UNO 614 110 68 224 130 82
State Colleges 260 41 17 100 102 0
NCTA 9 5 4 0 0 0

Notes: This table reports sample counts by cohort and target college. The experimental sample contains applicants
who were subject to random assignment. COS awards were only offered in the 2013-2015 University of Nebraska

strata.
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Table 1.8
Outcomes Sample Construction

Total

STBF COS STBF COS
Control Award Award Sample Sample

Sample (1) (2) (3) (4) (5)

Year One Fall Total 3,338 2,225 643 5,563 4,521
Two-Year Strata 526 458 0 984 0
Four-Year Strata 2,812 1,767 643 4,579 4,521

UNK 312 261 148 573 721
UNL 1,411 665 273 2,076 2,349
UNO 691 538 222 1,229 1,451
State Colleges 398 303 0 701 0

Year Two Fall Total 2,303 1,601 421 3,904 3,158
Two-Year Strata 369 299 0 668 0
Four-Year Strata 1,934 1,302 421 3,236 3,158

UNK 209 196 99 405 504
UNL 960 497 182 1,457 1,639
UNO 467 408 140 875 1,015
State Colleges 298 201 0 499 0

Year Three Fall Total 1,440 991 210 2,431 1,941
Two-Year Strata 234 162 0 396 0
Four-Year Strata 1,206 829 210 2,035 1,941

UNK 135 131 51 266 317
UNL 547 329 89 876 965
UNO 323 266 70 589 659
State Colleges 201 103 0 304 0

Year Four Fall Total 499 504 1,003
Two-Year Strata 71 73 144
Four-Year Strata 428 431 859

UNK 63 64 127
UNL 175 175 350
UNO 142 142 284
State Colleges 48 50 98

Notes: This table reports sample counts for each enrollment time horizon. Each sample draws on data

from all available cohorts as of December 31, 2015: 2012-2015 for year one fall; 2012-2014 through year

two fall; 2013-2014 through year three fall; and 2012 only for year four fall. Column 4 describes the

primary analysis sample, which includes control applicants and STBF award winners. Column 5

includes control applicants, STBF recipients, and COS award winners from the University of Nebraska

strata. COS awards were not offered in 2012, so year four outcomes in the COS sample are not yet

available.
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Table 1.9
Descriptive Statistics by Target College

Four-Year Strata
Two-Year Strata UNL UNO UNK State Colleges

Treatment Treatment Treatment Treatment Treatment
All - Control All - Control All - Control All - Control All - Control

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10)

female

White

Black

Hispanic

other race

family income ($)

at least one parent
attended college

at least one parent earned
a bachelor's degree

.61 .044
(.031)

.71 .034
(.027)

.03 -.002
(.010)

.17 -.018
(.023)

.09 -.014
(.017)

43,618 474
[31,548] (2,094)

.60 .039
(.031)

.19 .038
(.025)

took ACT .80 .028
(.026)

.57 .028
(.024)

.69 -.016
(.021)

.08 -.002
(.013)

.13 .017
(.015)

.10 .002
(.014)

48,659 -61
[34,087] (1,710)

.75 -.005
(.021)

.40 -.021
(.023)

.98 -.002
(.008)

.64 .014
(.028)

.50 -.003
(.027)

.10 -.000
(.017)

.26 .016
(.024)

.14 -.013
(.020)

43,780 223
[26,901] (1,519)

.59 -.018
(.028)

.26 .015
(.026)

.95 -.005
(.013)

.69 .010
(.039)

.79 .030
(.033)

.02 -.020 **

(.010)

.16 .005
(.030)

.03 -.015 **

(.013)

50,415 -61
[43,782] (3,609)

.73 .001
(.037)

.34 .000
(.040)

.98 -.000
(.013)

.66 -.009
(.037)

.86 .046
(.026)

.03 -.004
(.013)

.07 -.016
(.018)

.04 -.026
(.014)

47,999 3568
[32,636] (2,540)

.76 .023
(.034)

.35 -.017
(.037)

.97 .008
(.011)

composite ACT score

high school GPA

F-statistic
p-value

# of applicants

3.28 .053
[.41] (.026)

.85

.58

984

**

984

3.57 -.011
[.39] (.019)

.76

.67

2,076 2,076

3.34 -.018
[.41] (.023)

.46

.91

1,229 1,229

3.57 .046
[.40] (.033)

1.24
.26

573 573

3.47 .011
[.42] (.033)

.74

.69

701 701
Notes: This table reports descriptive statistics by target college. Table 1 details variable definitions and specifications.
*** p <0.01, ** p < 0.05, * p < 0 .10

*

19.1
[3.4]

.28
(.21)

23.8
[4.2]

-.16
(.20)

21.2
[4.6]

-.34
(.26)

22.3
[3.8]

-.35
(.32)

21.7
[3.8]

-.04
(.30)



Table 1.10
Award Effects on Admission to the University of Nebraska Omaha

All Strata Two-Year Strata Four-Year Strata

Control STBF Control STBF Control STBF

Mean Difference Mean Difference Mean Difference

(1) (2) (3) (4) (5) (6)

applied to UNO .377 .017 * .080 .039 ** .432 .012

(.010) (.018) (.012)

admitted to UNO .347 .009 .061 .028 * .400 .004

(.010) (.017) (.012)

admitted to UNO after STBF award date .022 .012 ** .019 .044 * .022 .004

(.005) (.013) (.005)

and applied before award date .010 .001 .006 .002 .011 .000

(.003) (.005) (.003)

and applied after award date .003 .009 * .002 .027 * .004 .005 **

for freshman admission (.002) (.008) (.002)

and applied after award date .008 .002 .011 .014 .007 -.001

as a transfer student (.003) (.009) (.002)

admissions rate among applicants .921 -.013 .762 .001 .926 -.014

(.012) (.095) (.012)

# of applicants 3,338 5,563 526 984 2,812 4,579
Notes: This table describes how scholarship offers affected application and admission to the University of Nebraska Omaha. The last

row reports admissions rates conditional on application to UNO. All other rows report unconditional effects in the full experimental

*** p <0.0 1, ** p < 0.05, * p < 0.10
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Table 1.11
Disaggregating Award Effects on Enrollment by Application Cohort

Two-Year Strata Four-Year Strata
Year One Year Two Year Three Year Four Year One Year Two Year Three Year Four

Fall Fall Fall Fall Fall Fall Fall Fall
(1) (2) (3) (4) (5) (6) (7) (8)

pooled sample .059 .061 * .116 * .294 ** .031 .074 .073 .148
(.016) (.027) (.049) (.080) (.006) (.010) (.015) (.026)
{984} {668} {396} {144} {4,579} {3,236} {2,035} {859}

2012 cohort .016 -.010 .233 * .294 * .035 * .101 * .090 * .148 *
(.030) (.054) (.078) (.080) (.011) (.019) (.023) (.026)
{1441 {144} {144} {144} {859} {8591 {8591 {859}

2013 cohort .070 ** .090 * .043 .022 * .053 * .058 *
(.035) (.049) (.063) --- (.008) (.015) (.020) -
{252} {252} {252} 11,1761 {1,176} {1,176}

2014 cohort .045 * .075 * .027 ** .073 **

(.027) (.039) --- --- (.010) (.017) -- --

{272} {272} {1,201} {1,201}

2015 cohort .083 a .041 *
(.032) ---- --- (.013) --- --- -

{3161 {1,343}

F .927 1.147 3.743 .851 2.137 1.089

p .427 .318 .053 .466 .118 .297

Notes: The top row reports the estimated enrollment effects plotted in Figure 1. These estimates pool data from all available cohorts at each time
horizon. Cohort-specific estimates appear in the subsequent rows, along with F-statistics and p-values from tests of the joint hypothesis that all
estimates in each column are equal.
*** p <0.0 1, ** p <0.05 , * p < 0.10
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Comparing OLS
Table 1.12

and Logit Marginal Effects on Year Two Fall Enrollment

Race Parental Education GPA

Full College No College Above Below

Sample Degree Degree Median Median

(1) (2) (3) (4) (5) (6) (7)

A. OLS

any college enrollment .071 .049 .112 .049 .081 .023 ** .112

(.009) (.011) (.019) (.014) (.012) (.009) (.015)
13,9041 {2,559} {1,061} {1,289} 12,6151 11,9861 {1,918}

any four-year college .126 .095 .179 .074 .149 .057 .196

(.012) (.014) (.025) .020 (.015) (.014) (.019)

{3,904} {2,559} {1,061} {1,289} 12,6151 {1,986} {1,918}

B. Logit Marginal Effects

any college enrollment .077 .053 * .129 .057 .088 .026 ** .123

(.011) (.012) (.025) .018 (.014) (.011) (.018)
{3,874} {2,536} {1,031} 11,1711 {2,6001 {1,8811 11,8951

any four-year college .134 .101 .196 .079 .157 .061 .203

(.013) (.016) (.028) (.022) (.017) (.016) (.019)
{3,8881 {2,547} {1,002} {1,254} {2,600} 11,9481 {1,903}

Notes: This table reports OLS and average logit marginal effects for year two fall enrollment outcomes. The OLS estimates for race and parental

education appear in Figure 2. All regressions control for strata dummies. Standard errors are in parentheses and sample sizes are in braces. The

race estimates exclude 7.27 percent of students with imputed missing race. In addition, the logit estimates exclude strata in which outcomes do

not vary in the given subsample. The sample is restricted to the 2012-2014 cohorts.

*** p < 0.01, ** p < 0.05, * p < 0.10



1.B Data Appendix

Application Data

The STBF scholarship application provides detailed data on applicants' baseline charac-

teristics. The academic measures come primarily from high school transcripts, which report

GPA and ACT scores. We standardize GPAs to a 4.0 scale using grade conversion formu-

lae provided by the University of Nebraska-Lincoln. Since not all high schools report ACT

scores on their transcripts, we supplement transcript data with self-reported scores from the

application survey for 54 percent of the experimental sample.

Most of our financial and demographic data come from applicants' Student Aid Reports

(SARs). These reports are available for all STBF applicants who filed the Free Application

for Federal Student Aid (FAFSA). SARs contain responses to more than 100 FAFSA ques-

tions regarding students' financial resources and family structure, including family income,
parents' marital status, and parents' education. Roughly three percent of scholarship appli-

cants are undocumented immigrants, who are ineligible for federal financial aid and therefore

cannot file the FAFSA. STBF permits these students to submit an alternate form called the

College Funding Estimator (CFE). The CFE is published by the EducationQuest Founda-

tion, a non-profit organization in Nebraska, and gathers a similar, though less detailed, set

of information.

Neither SARs nor CFEs report students' race, and the scholarship application did not

collect this variable until the 2014 cohort. We obtained race data for all cohorts from

the Nebraska Department of Motor Vehicles. We matched more than 85 percent of the

randomization sample to their state driver's license records.

Enrollment Data

More than 90 percent of experimental subjects enrolled in Nebraska public colleges, which

provide administrative records for this research. We match applicants to these data using

names, dates of birth, and the last four digits of Social Security Numbers. To measure

enrollment at out-of-state and private institutions, we match applicants to National Student

Clearinghouse (NSC) data using names and dates of birth. Though the NSC captures more

than 91 percent of enrollment nationwide (and more than 99 percent at four-year public

institutions), its name-based match has limitations, as Dynarski et al. (2013) detail. Roughly

four percent of experimental applicants have enrollment at Nebraska public colleges that does

not appear in our NSC-matched sample. These students are disproportionately nonwhite.
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Most of the enrollment outcomes reported in this paper are binary measures. Table

4, for example, reports effects on the probability of enrollment in year one. We define

follow-up windows to match the federal financial aid year, which runs from July 1 to June

30. Within each window, we force binary enrollment outcomes to be mutually exclusive.

Students who enroll at both two- and four-year institutions are coded as "any four-year"

enrollment. Likewise, those who enroll at in-state public colleges do not contribute to the

out-of-state or private categories, and selectivity outcomes are defined by the most selective

institution attended.

We also report cumulative enrollment outcomes in Table 1.6. The ideal measure would

be total semester credits enrolled, but not all schools use semester calendars and we don't

observe credits for the seven percent of applicants who attend out-of-state or private col-

leges. For these schools, we impute credits per term from the NSC's coarse enrollment

status variable, which indicates whether students were enrolled full-time, half-time, or less

than half-time. Imputed credits is the mean of credits taken by Nebraska public college

students with the same enrollment status, degree program, and academic term. Less than

two percent of applicants attend out-of-state or private schools that do not report the full-

time enrollment indicator to the NSC. We code these students as enrolled full time when

the full-time enrollment share at their chosen school is at least 85 percent, as reported by

IPEDS. Once we have imputed credits per term for each enrollment period, we convert all

credits to semester credit equivalents using the conversion factors outlined in the Federal

Student Aid Handbook. Credits from colleges with quarter-based calendars, for instance,

are worth two-thirds of a semester credit because there are three quarters and two semesters

in the academic year, excluding summer. Finally, we convert semester credit equivalents to

full-time semester equivalents by dividing by 15, the minimum credit hour requirement for

on-time graduation at most four-year institutions, including the University of Nebraska.

Financial Aid Data

Nebraska's public colleges also provide detailed information on their students' financial

aid packages, which we analyze in Table 1.2. These data report costs of attendance, grants,

loans, and Federal Work Study aid. While all schools report federal loans, most do not report

private loans, which may be obtained directly from lenders without involving financial aid

officers. We therefore exclude private loans from our analysis. For most students in our

sample, however, federal loans offer the lowest available interest rate and therefore account

for the vast majority of borrowing.
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Chapter 2

Selection Bias in Observational

Estimates of Financial Aid Impacts

2.1 Introduction

Private scholarship funding for American college goers has more than tripled in the

last twenty years. 1 These non-profit and employer-sponsored grants now provide nearly

15 percent of all post-secondary financial aid nationwide (College Board, 2015). Though

extensive research attempts to measure how public aid programs affect student outcomes,

private aid providers are less well-studied. Public programs award funding through objective

criteria that invite quasi-experimental evaluations, 2 but private providers can allocate aid

however they wish, injecting selection bias into estimates of program impacts.

In an effort to produce credible estimates of the causal effects of financial aid on college

outcomes, we've conducted a randomized evaluation of the Susan Thompson Buffett Foun-

dation (STBF) scholarship, one of the largest private aid programs in the country. STBF

awards scholarships to more than 1,200 low-income high school seniors in Nebraska each

year. The awards provide up to $12,750 in annual funding for five years of study at Ne-

braska public colleges and universities. Chapter 1 reports the experimental findings to date,

which show that Buffett scholarships dramatically reduce college dropout, especially among

non-white students and first-generation college goers.

'Private and employer-funded grants grew from roughly $3.2 billion in 1994 to more than $11.3 billion
in 2014, as measured in 2014 dollars. These figures exclude institutional grants from private colleges and
universities, which were roughly four times larger throughout the last two decades (College Board, 2015).

2 See, e.g., Castleman and Long (2016); Cohodes and Goodman (2014); Cornwell et al. (2006); Dynarski
(2000); Fack and Grenet (2015); Marx and Turner (2014); Scott-Clayton (2011). Dynarski and Scott-Clayton
(2013) survey the literature on public aid programs and the limited evidence on private providers.
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In this chapter, I leverage the experimental data to assess how selection bias distorts non-

experimental estimates of scholarship impacts. In the spirt of LaLonde's (1986) pioneering

re-analysis of experimental evidence on federal job training programs, I attempt to replicate

the experimental findings from the STBF evaluation using a sample of eligible but rejected

scholarship applicants. The observed gap in retention rates between scholarship winners and

rejected applicants overstates the causal effect of scholarships on dropout by nearly double.

Controlling for high school GPA and Expected Family Contribution (EFC) - two widely-

used criteria for awarding both public aid and Buffett grants - explains roughly half the gap

between the experimental benchmarks and observed enrollment rates. Conditional on GPA

and EFC, however, additional demographic traits like race, gender, and parental education

have little explanatory power. Thus, scholarship winners are positively selected on potential

enrollment in the absence of treatment, and a variety of observational estimation strategies

overstate the causal impacts of scholarships on enrollment and retention.

Among the replication strategies, Kline's (2011) Oaxaca-Blinder procedure outperforms

both discrete covariate matching and propensity score weighting on bias and precision. Be-

cause STBF award effects are larger for students who are less likely to win scholarships,
linear regression estimates are even bigger than the biased estimates of treatment on treated

(TOT) effects, in keeping with Humphrey's (2009) observations on the regression estimand.

The next section reviews observational strategies for replicating the experimental findings.

Section 2.3 describes the STBF scholarship program, and Section 2.4 reports the replication

results. Section 2.5 concludes with implications for interpreting observational estimates of

STBF program impacts in years prior to the randomized evaluation.

2.2 Empirical Framework

I begin by formally defining the causal effects of interest.3 Let Di indicate scholarship

offers, and let Y be a binary college enrollment outcome. Each applicant has two potential

outcomes: Y7 denotes enrollment if offered a scholarship, and Yi denotes enrollment if

not. offered aid. Observed enrollment, Y, can be written as a function of these potential

outcomes:

= Y"+ (| -Y) Di. (2.1)
3This discussion draws heavily on Section 2 of Angrist (1998) and Chapter 3.3 of Angrist and Pischke

(2009).
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The difference in average enrollment for winners and losers therefore combines two effects:

E1[Y|D=1] -E[Yj D =0 = E[Y1 -Y 0 |D =1] (2.2)

+ (E [Yi0 I Di = 1] - E [Y 0 I Di = 0]) .

The first term is the average effect of award offers on scholarship winners, known more gen-

erally as the effect of treatment on the treated (TOT). Estimating TOT is the focus of this

chapter. The second term in equation (2.2) complicates those efforts; it captures selection

bias due to correlation between award offers and potential outcomes. If, for example, the

award process favors students who would not enroll in college without scholarship support,

then average YIo is smaller for winners than losers, and the observed enrollment gap under-

estimates TOT. When scholarships are randomly assigned, however, award offers are mean

independent of potential outcomes, so E [Yj0 I Di = 1] = E [Yi I Di = 0], and the bias term

in equation (2.2) disappears.

2.2.1 Stratified Random Assignment

In many experimental designs, random assignment occurs within groups known as strata.

The Buffett Foundation randomizes awards among students who declare the same intended

college, for example. Random assignment within strata implies that mean independence

holds for each stratum value x:

E [Y d Di=d,Xi=x] = dE[ | Xi = x]; d = 0,1. (2.3)

The observed difference in enrollment rates within strata, AX, therefore provides an unbiased

estimate of the strata-specific TOT:

A2 - E [Y I Di = 1, Xi = x] - E [Yj I Di = 0, Xi = x] (2.4)

- E[Y-YIDj=1,X =x] (2.5)

- . (2.6)

The population TOT, in turn, is a weighted average of the strata-specific enrollment gaps:

6 E [Y - Yj0 I Di = 1] (2.7)

= EZE [Y 0 - YI I Di = 1, Xi = x] - Pr{Xi = x I Di = 1} (2.8)

= ExAx-Pr{Xi=xDi=1}. (2.9)
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Replacing the population expectations in this weighted sum with their sample analogs gen-

erates the empirical TOT estimate.

2.2.2 Matching Estimators

Matching estimators extend the logic of stratified random assignment to non-experimental

settings. If treatment exposure depends on an observable trait, Xj, for which the mean inde-

pendence condition in equation (2.3) arguably holds, then TOT can be computed as though

Xi defines experimental strata. Conditional independence assumptions (CIA) are strong and

generally untestable, but they can be compelling when econometricians observe the same

traits that institutions use to assign treatment. Dale and Krueger (2002) provide a classic

example in their study of the labor market returns to attending elite colleges. Using data on

students' college application and admission decisions, Dale and Krueger identify groups of

students who were admitted to the same sets of selective institutions. Within these matched

groups, students arguably had similar potential earnings because they were all interested

in and capable of attending the same schools. Enrollment decisions may therefore be as-

good-as-randomly assigned within admissions groups. Indeed, Dale and Krueger document

that, conditional on admissions outcomes, students' enrollment decisions were uncorrelated

with many predictors of future earnings, including SAT scores and parental income. Ad-

missions groups therefore provide a plausible stratification for computing the causal effects

of highly-selective colleges on students' earnings.4 In an earlier application of the match-

ing estimator, Angrist (1998) measures causal effects of military service on earnings using

admissions records from the United States Armed Forces.

The STBF aid evaluation offers similarly rich admissions data for computing matching

estimates. I observe all of the application materials, including detailed information on stu-

dents' finances, demographics, and academic achievement.' I use the application data to

compute covariate-matched estimates of TOT for the randomized evaluation sample along

with samples of students in which awards were not randomly assigned. In the experimen-

tal sample, any matching scheme that includes the randomization strata generates unbiased

estimates of TOT. The gaps between the experimental benchmarks and the corresponding es-

timates from a non-randomized pool therefore capture selection bias in the non-experimental

measures.

4Dale and Krueger find that selective colleges boost earnings for students from low-income households
but do not generate higher earnings for children from more affluent families.

5The data appendix in section 1.B provides further detail on the application records.
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To formalize this claim, let s c {e, n} index the experimental and non-experimental

samples. Let denote the matching weights for cell value x and sample s,

S r {Xi=xJDi=1,Si=s},

and assume throughout that the matched cells nest the randomization strata. The difference

in matching estimates across samples,

SAx,n&X,n - E Ax,etikX,e, (2.10)

depends on two factors: the within-cell contrasts in treated and control outcomes and the

weights that average contrasts across cells. To disentangle these factors, define a new quan-

tity S that averages the cell-specific effects from the experimental sample using the non-

experimental sample weights:

E -- Ax,edx,n. (2.11)

The gap between matching estimates across samples can then be decomposed as follows:

6n - 6e = 0 e (2.12)

(AXAn -x,e) dxn + Ax,e ('tix,e - Tb,n) (2.13)
X X

The first term averages gaps in within-cell TOT estimates across samples, and the second

term averages the differences in sample weights.

To eliminate the role of differential weighting in these cross-sample comparisons, I con-

struct a replication sample, r, that pools the experimental scholarship winners with a group

of rejected Buffett applicants who were not subject to random assignment. The experimental

and replication samples therefore share the same treated observations by construction. Since

the matching weights depend only on the treated observations, Wx,e = Wx,r _ tb for all cells

x, and the second term in equation 2.13 is zero:

6, - 6e= (Axr - Ax,e) 'Lx. (2.14)

This simplified expression motivates a test of the CIA for the replication sample. By

virtue of random assignment, ax,e is an unbiased estimate of the cell-specific TOT, 3 x. If

the matching CIA holds, then x,, is also an unbiased estimate of 6x, and Ax,, - $x,, should
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be approximately zero. Thus, a test of equality for , and 6e is a test of the CIA for the

chosen matching scheme. If the gap between the experimental and replication estimates is

significant, treatment exposure in the replication sample is correlated with potential out-

comes conditional on the matched covariates. Tests of this form provide the main results for

this chapter. I show that the replication estimates exceed the experimental results for a wide

range of matching schemes and conclude that STBF's selection process favors students with

higher potential enrollment in the absence of treatment, even after conditioning on traits

readily observed in the application data.

2.2.3 Other Observational Estimators

Matching estimators are attractive because they're transparent. Specifying the matched

cell definitions explicitly reveals the conditional independence assumption that gives the es-

timates a causal interpretation. But matching can be cumbersome when potential outcomes

depend on continuous covariates, which may not lend themselves to discrete subdivisions

(Cochran, 1968). Other. estimators more readily incorporate continuous covariates in ex-

change for functional form assumptions.

Regression

Regression is the most common and convenient method for estimating treatment effects.

Indeed, all of the reduced-form results reported in Chapter 1 come from regressions of en-

rollment outcomes on award offers that control for strata fixed effects. Regression easily

accommodates more complex control functions with continuous covariates and their inter-

actions. In sufficiently large samples, however, matching and regression both allow for more

general control schemes, so how they incorporate covariates is not the crux of the comparison.

Rather, as Angrist (1998) details, the difference between matching and regression estimates

is mostly a matter of weighting.

Consider a regression that controls for a full set of exclusive and exhaustive binary covari-

ates, like the strata dummies in the experimental estimates. Regression maximizes precision

by weighting covariate cells more when the variance of treatment is larger. Formally, the

regression estimand is

( 2 -Pr {KX = x})

where

of, =Pr {Di = 1 Xi = x} (1 - Pr {Di = 1I Xj = x})
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is the conditional variance of treatment for each covariate value x. Since the variance of a

binary treatment is maximized when the probability of treatment is 0.5, regression puts more

weight on covariate cells that have roughly equal numbers of treated and control observations.

Matching, in contrast, weights cells more when the probability of treatment is higher. If

treatment rates don't vary across cells, then matching and regression weight all cells equally.

If some subgroups are treated more often than others, however, and award effects vary across

groups, then matching and regression don't just produce different estimates, they estimate

different parameters. In particular, as Humphreys (2009) observes, when treatment effects

and treatment exposure are negatively correlated, regression estimates exceed TOT because

regression puts more weight on the high-impact students who are less likely to be treated. As

I document in Section 2.4, STBF's scoring criteria favor applicants with higher enrollment

rates in the absence of treatment, so treatment effects on dropout are smaller for students

who are more likely to win scholarships, and regression overstates TOT above and beyond

the positive selection bias.

Kline

Kline (2011) develops a hybrid regression procedure for estimating TOT inspired by

Oaxaca (1973) and Blinder's (1973) reweighting method. Kline relies on a model in which

potential outcomes are linear in baseline covariates and mean independent of treatment

conditional on covariates:

yd = X'tpd +d

E[ I Xi, Di] = 0

for d E {0, 1}. A regression among the controls identifies the mapping from covariates to

outcomes in the untreated state:

E = 0] .

If the same mapping holds among the' treated observations, then TOT is

E [Y - Y | Di=1] = E [Y| | Di = 1] - E [Xi I Di = 1]'30 .

Kline shows that his procedure outperforms regression in replicating the experimental effects

of federal job training programs in LaLonde's (1986) analysis. Kline's method also more

closely replicates the experimental findings from the STBF evaluation, though some selection

bias persists.
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Propensity Score Weighting

Propensity score estimators leverage an insightful extension of the conditional indepen-

dence assumption from Rosenbaum and Rubin (1983). If potential outcomes are mean

independent of treatment conditional on covariates, then potential outcomes are also mean

independent of any scalar function of those covariates. In particular, potential outcomes are

mean independent of the probability of treatment conditional on covariates. Thus, if the

CIA holds for some covariate vector, Xi, then

1E[Y d Di7p (Xi)] = E [YdIp(Xi)]; d = 0, 1,

where p(Xi) = Pr {Di = 1 Xi} is known as the propensity score. In short, the propensity

score theorem says that controlling for the probability of treatment itself is sufficient to

consistently estimate causal effects. Given a strategy for estimating p (Xi) - typically

a probit or logit regression of treatment on covariates - TOT is readily calculated by

stratifying observations in discrete cells of the score and computing the matching estimate

in equation (2.9) (Becker and Ichino, 2002). As the score cells become increasingly small,

the average of discrete score bins approaches the individual-level weighted average

E[Yi -Y 0 |Di=1] = E [Di - p (X)] Y
1[1 - p (Xi)} Pr (Di = 1)

This estimand falls in the general class of weighted average estimands studied in Hirano et

al. (2003).

Propensity score strategies redirect attention from predicting unobserved potential out-

comes, as in Dale and Krueger (2002), to measuring the observed relationship between

treatment and covariates, which may be more tractable. Still, estimating the propensity

score has its practical challenges. Dehejia and Wahba (1999) find that some attempts to

predict take-up of federal job training programs improve observational estimates of the ex-

perimental findings, but Smith and Todd (2001) show that the results are highly sensitive

to the specifications and sample restrictions used to estimate the score.

2.2.4 Common Support Considerations

Even if all factors that affect treatment are observed, identifying traits that predict treat-

ment may not be enough to replicate the experimental TOT results. The treatment must

also have residual variation conditional on those covariates. If there exist covariate com-

binations Xi that guarantee treatment, for example, then JE [Yi I Di = 1, Xi] is undefined.

In other words, TOT is only identified when p (Xi) < 1 (Rubin, 1977). This condition is
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often referred to as the common support restriction: treatment effects are identified where

the density of treated and control scores overlap. If STBF never rejects female students who

earn straight A's, covariate-controlled strategies can only estimate TOT for male students

and females with lower grades.

In practice, coping with the common support restriction prompts slightly different choices

for each estimator. Discrete matching effectively drops cells that are missing either treated or

control observations because the within-cell contrasts, AX, are undefined. As the number of

matching variables increases, each cell gets smaller, more cells drop out, and the computable

TOT diverges from the parameter of interest. Matching may therefore require a trade

off between reducing selection bias with more covariates and maintaining a representative

estimation sample. With regression and Kline's reweighting estimator, covariate values not

found in the common support can contribute to the estimate by extrapolation. Making those

functional form decisions is ultimately a subjective choice for the econometrician.

Propensity score methods typically use the estimate of p (Xi) to impose common support

directly. One option is to restrict the sample to observations for which p (Xi) falls in the

observed common support for treated and control students. Crump et al. (2009) show that

trimming the sample to observations with p (Xi) c [0.1, 0.9] offers a simple rule of thumb

that often performs well. The propensity score estimates reported in Section 2.4 are robust

to both restrictions since few observations have extreme score values.

Ultimately, the common support condition is a feature of the assignment process, not

a limitation of the data or the estimators. If there really are covariates that perfectly pre-

dict treatment, and treatment effects vary with those traits, then no amount of pooling or

trimming will produce consistent estimates of the population TOT. For that reason, the

estimators described here tend to be most appropriate for evaluating programs that are

oversubscribed with qualified applicants. If, conditional on the covariates that predict quali-

fication, there is genuine uncertainty about whom to select, then most covariate cells should

contain both treated and control observations, and the computable TOT should mirror the

population TOT. As the next section details, STBF's scholarship program is heavily over-

subscribed and therefore provides a promising setting for computing observational estimates

of program impacts.

2.3 STBF Scholarship Selection

For more than 50 years, the Susan Thompson Buffett Foundation (STBF) has offered

grants to Nebraska high school graduates who attend the state's public colleges and univer-

sities. The largest STBF scholarships provide more than $60,000 toward five years of study
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at Nebraska public institutions. STBF's program attracts applications from more than half

of all Pell-eligible high school seniors in Nebraska, along with hundreds of other low- and

moderate-income students in the state. Chapter 1.2 describes the STBF scholarship program

in detail. I focus here on the scholarship selection process.

STBF's selection criteria combine pro forma academic and financial need screening with

subjective assessments for eligible students. The Foundation's minimum academic standards

resemble many state merit aid programs.' Eligible applicants must attain a 2.5 high school

GPA and be Nebraska-resident high school seniors or graduates of in-state high schools

who have not yet been to college.7 STBF gauges financial need using the Expected Family

Contribution (EFC) metric, which dictates federal aid eligibility.' The maximum Buffett-

eligible EFC is $10,000, though the Foundation accepted applicants with EFCs up to $15,000

in 2012.

After STBF screens eligible applicants on GPA and EFC, a committee rates students'

transcripts, essays, and references on a common rubric. The scoring criteria have varied

some in recent years, but the rubric has always emphasized academic, socioeconomic, and

character assessments. Data from the last pre-experimental cohort (2011) shed light on

STBF's selection process in the absence of random assignment. Column 1 of Table 2.1

reports average characteristics for students who were not offered Buffett aid, and column 2

presents the difference for scholarship winners. Award recipients, known as Buffett Scholars,

were disproportionately female and nonwhite. Buffett Scholars also had modestly higher

GPAs and markedly lower EFCs than rejected applicants. By rewarding academic merit and

financial need, STBF's scoring criteria induce both positive and negative selection on gains

into the treated group. Students with stronger academic records respond less to scholarship

offers, but students with the greatest financial need respond most, as Section 1.5.2 details.

To generate unbiased estimates of scholarship impacts, the Foundation awarded schol-

arships via stratified random assignment between 2012 and 2016. STBF divided eligible

students into strata based on the intended college they declared on the scholarship appli-

cation. We refer to these intended schools as target colleges.9 Within each target college

stratum, the Foundation divided students into three groups. The highest-scoring applicants

received guaranteed awards, the lowest-scoring applicants were disqualified, and the rest were

'Fitzpatrick and Jones (2012) review state merit aid programs and their eligibility criteria.
7Prior to 2012, the Foundation also awarded some scholarships to students already enrolled in college.

For consistency across application cohorts, I restrict all the analysis in this chapter to first-time freshmen.
8Dynarski and Scott-Clayton (2007) describe the federal EFC formula in detail.
9Since STBF program impacts differ markedly for students who targeted two- and four-year colleges, I

restrict attention in this chapter to the four-year college strata, which make up the vast majority of the
application pool. Chapter 1.4 discusses experimental impacts for the subset of students who aspired to
attend community colleges.
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subject to random assignment, with award rates determined by STBF preferences for award

counts at each campus.10

Randomization successfully balanced the characteristics of treated and control subjects in

the experimental cohorts, as columns 3 and 4 of Table 2.1 confirm. Random assignment also

shifted scholarships away from some of the higher-GPA and lower-income students favored

in the 2011 rankings. These high-scoring applicants would have won scholarships absent

random assignment, but some of their awards went to lower-ranked students instead. As a

result, randomized scholarship winners resembled the average rejected applicants from the

pre-experimental cohort more than they mirrored the 2011 award winners.

To provide an apples-to-apples comparison of experimental and observational TOT es-

timates, I construct the replication sample, which combines the randomized scholarship

winners with the eligible but rejected applicants who scored too low to earn spots in the

randomized pool. Columns 5 and 6 of Table 2.1 describe the replication sample. Rejected

applicants were negatively selected on virtually all observed predictors of enrollment and re-

tention. They had markedly lower grades than treated students and were disproportionately

non-white, male, and urban residents.

2.4 Comparing Impact Estimates

Table 2.2 presents the experimental findings as a the benchmark for the replication esti-

mates. Nearly all randomized applicants enrolled in college with or without Buffett aid, as

column 1 reports. More than 96 percent of control students attended college in the fall of

year one, and despite little room for improvement, scholarships increased initial enrollment

by a statistically significant three percentage points. This result comes from the strata-

matching TOT estimator described in Section 2.2.1. Awards had larger impacts on retention

over time. Scholarship offers boosted sophomore and junior enrollment rates by more than

seven points each, and four years after award receipt, scholarship winners were nearly 15

points more likely to be enrolled than control applicants.11

Enrollment gaps between scholarship winners and losers were much larger in the repli-

cation sample. The strata-matched replication estimates appear in column 4 of Table 2.2,

and column 5 reports the difference in TOT estimates across samples. The replication es-

timates are nearly twice as large as the experimental benchmarks in years two and three

and roughly 50 percent larger in year four, owing to higher dropout rates among the re-

10The primary considerations were historic precedent and physical capacity constraints at the NU Learning
Communities.

"Section 1.2.2 provides greater detail on defining the time horizons for measuring enrollment outcomes.
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jected applicants. The significant differences in estimates across samples indicate that the

strata-matched replication results suffer from substantial positive selection bias.

TOT estimates in the replication sample are highly sensitive to the covariate matching

scheme. While matching on stratum alone produces estimates that far exceed the experimen-

tal benchmarks, matching on stratum and GPA generates results that are not significantly

different from the experimental findings in any year. Column 2 of Table 2.3 reports these

GPA-matched estimates." Controlling for GPA reduces the impact estimates because some

of the treated students' enrollment advantage is due to their relatively strong academic

preparation, not the causal effects of scholarship receipt. Matching on stratum and EFC, in

contrast, produces much larger estimates of TOT, as column 3 indicates." The estimated

year four enrollment effect is nearly twice as large as the experimental benchmark. Neither

the GPA nor EFC-matched results draw on the full replication sample, however. Nearly

10 percent of observations fall in GPA-by-stratum cells that do not contain both treated

and control students, so the estimates in column 2 use just 90 percent of the replication

sample. The EFC-matched estimates also exclude a handful of degenerate cells, though far

fewer than the GPA matching scheme. Matching on both GPA and EFC whittles the sample

even further, as shown in column 4, producing erratic estimates of TOT that understate the

experimental TOT in some years and overshoot in others. Incorporating gender or a single,

nonwhite race category reduces the sample to just 75 percent of its original size. Thus,

discrete covariate-matched estimates of TOT quickly diverge from the experimental findings

due to failures of common support.

The Kline estimator better incorporates continuous controls while preserving the full

estimation sample. Column 5 of Table 2.4 presents Kline estimates of TOT that control for

GPA, EFC, and the cohort-by-target-college strata dummies. These results roughly mirror

the experimental estimates of award impacts on college enrollment: the replication estimates

exceed the experimental benchmarks in column 2 by less than two points in each post-award

year. Adding further dummy controls for race, gender, and mother's education nudges the

Kline estimates even closer to the experimental findings. The Kline estimator performs

less well in replicating the experimental estimates of effects on four-year college enrollment,

however, as Table 2.5 indicates. Kline estimates overstate the causal effect of award offers on

four-year college attendance by roughly 50 percent in each year. Propensity score estimates

of TOT effects are broadly similar to the Kline results, though far less precise, as shown in

Table 2.6. Bootstrapped standard errors for Hirano, Imbens, and Ridder's (2003) reweighting

procedure range from two to seven times larger than the corresponding Kline estimates.

12These GPA-matched estimates interact all of the strata dummies with GPA bins of width 0.5.
"The EFC matching estimates interact strata dummies with indicators for Pell eligibility and zero EFC.
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Because award effects are negatively correlated with award receipt, regression estimates

of program impacts exceed al the upward-biased TOT estimates discussed here. Table 2.7

compares regression estimates of award effects with Kline estimates of TOT. Kline estimates

overstate the experimental benchmarks for effects on four-year college enrollment by roughly

50 percent, and the corresponding regression results are two to four points larger in each

post-award year.

2.5 Interpreting Program Impacts in Pre-Experimental Cohorts

The results discussed here show that observational estimates of merit aid impacts can

substantially overstate the causal effects of scholarships on enrollment and persistence, even

after conditioning on strong predictors of post-secondary outcomes. Moreover, in settings

with substantial treatment effect heterogeneity, the weighting differences between regression

and TOT estimates can meaningfully alter the observational findings.

These findings have important implications for interpreting observational estimates of

STBF program impacts in the years prior to the randomized evaluation. As Table 2.8 reports,

estimates of scholarship effects in the last pre-experimental cohort (2011) are uniformly

smaller than the experimental findings. The 2011 estimates show no effects of award receipt

on initial attendance, and the estimated impact on enrollment four years out is roughly

half as large as the corresponding experimental estimate." Since the 2011 sample doesn't

overlap with the experimental pool, it's impossible to construct a replication sample with

shared treated observations that provides a true experimental benchmark for the 2011 TOT.

Still, the replication results in Section 2.4 suggest that, if anything, covariate-controlled

estimates overstate the causal effects of scholarship offers on enrollment. Award impacts

in the 2011 cohort may therefore have been less than half as large as the experimental

TOT. The descriptive statistics in Table 2.1 suggest a potential explanation: randomization

redistributed awards to the students who respond most to scholarship receipt. Consequently,

the randomized evaluation may have boosted average impacts of Buffett aid in addition to

providing rigorous evidence on the scholarships' causal effects.

1 4The 2011 findings exhibit the same general patterns of selection bias as the replication results, with GPA
controls reducing estimated impacts, and EFC controls increasing measured effects, though the shifts are

relatively small, as are the impact estimates themselves.
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Table 2.1
Descriptive Statistics

Pre-Experimental Experimental Replication
Sample Sample Sample

Control Treated Control Treated Control Treated
Mean Difference Mean Difference Mean Difference

(1) (2) (3) (4) (5) (6)

female .60 .096 *** .61 .015 .53 .093 ***

(.032) (.015) (.021)

White

Black

Hispanic

Asian

other race

lives in a city of
250,000+ residents

family income ($)

EFC ($)

high school GPA

F-statistic
p-value

# of applicants

.74 -.117
(.030)

.06 .034
(.018)

.14 .063
(.024)

.04 .025
(.015)

.02 -.005
(.008)

.32 .124
(.029)

48,778 -9,615
[25,2711 (1,535)

3,111
[3,1681

3.46
[.47]

408

-1,297
(184)

.064
(.027)

12.10
.00

927

.67

*

.004
(.013)

.07 -.004
(.008)

.16

*

.010
(.011)

.05 -.005
(.007)

.04 -.005
(.006)

.41 -.017
(.014)

49,114 -581
[25,7421 (827)

2,966
[3,1281

** 3.50
[.40]

-73
(97)

-.001
(.012)

.58 .055 *
(.019)

.13 -.056 ***

(.012)

.18 .001
(.015)

.04 .016 *
(.009)

.07 -.015 *
(.009)

.51 -.087 ***

(.019)

45,927 1,515
[26,4911 (1,192)

2,720 -26
[3,369] (137)

3.14
[.40]

.57

.82

2,812 4,579 853

.333
(.017)

47.59
.00

2,620

Notes: Columns 1 and 2 describe applicants from 2011, the last year before the experiment began. Columns 3 and 4

describe the experimental sample, which contains randomized students from 2012-2015. Columns 5 and 6 describe the

replication sample, which pools experimental treated students with eligible but disqualified applicants from the

experimental cohorts who were not subject to random assignment. All three samples are restricted to students who

targeted four-year colleges. The treatment-control contrasts in columns 2, 4, and 6 come from regressions of the given

covariate on an award offer indicator and dummies for intended-college-by-cohort, the strata used in random assignment.

*** p <0.01, ** p <0.05, * p < 0.10
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Table 2.2
Strata-Matched Estimates of Award Effects on College Enrollment

Experimental Sample Replication Sample
Control Matching Control Matching Difference
Mean TOT Mean TOT

(1) (2) (3) (4) (5)

Year One .962 .030 *** .950 .047 * .017 **

(.005) (.007) (.008)
[4,579] [2,620] [5,432]

Year Two .892 .077 * .834 .138 * .061 *
(.010) (.014) (.015)
[3,236] [1,987] [3,921]

Year Three .847 .074 * .784 .143 *** .068 *
(.015) (.023) (.024)

[2,035] [1,157] [2,363]

Year Four .729 .148 *** .679 .222 *** .074 *
(.026) (.039) (.044)
[859] [543] [971]

covariates
strata X X X

Notes: Column 1 reports enrollment rates for control subjects in the experimental sample, and

column 2 reports strata-matched TOT effect estimates. Columns 3 and 4 report corresponding

estimates for the replication sample, and column 5 reports the difference in TOT estimates across

samples. Sample sizes are reported in brackets. Only covariate cells that contain both treated and

control observations contribute to the effective sample for each estimate.
*** p <0.01, ** p <0.05, * p <0. 10
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Table 2.3
Selection Bias in Covariate-Matched Estimates

of Award Effects on College Enrollment

Replication TOT - Experimental TOT

(1) (2) (3) (4)

Year One

Year Two

Year Three

Year Four

covariates
strata

GPA
EFC

.017 **

(.008)
[5,432]

.061 *
(.015)
[3,921]

.068 *
(.024)
[2,363]

.074 *
(.044)
[9711

x

-.001
(.011)

[4,917]

.025
(.019)

[3,548]

.011
(.028)
[2,114]

.021
(.050)
[8751

x

x

.082 *
(.013)
[5,383]

.096 *
(.020)

[3,878]

.069 *
(.038)

[2,328]

.132 *
(.037)
[939]

x

x

-.003
(.016)
[4,604]

-.030
(.024)
[3,384]

.175 *
(.037)
[1,975]

.146 *
(.057)
[819]

x
x
x

Notes: Column 1 replicates the TOT differential from column 5 of Table 2.2. The

remaining columns show how TOT differs across the replication and

experimental samples after matching on additional traits. GPA is divided into

three bins of width 0.5. EFC is also divided into three bins: zero EFC, Pell-

eligible EFC, and not Pell-eligible EFC. All bins are fully-interacted with strata.

Sample sizes are reported in brackets. Only covariate cells that contain both

treated and control observations contribute to the effective sample for each

estimate.
*** p <0.01, ** p <0.05, * p <0.10
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Table 2.4
Kline Estimates of Award Effects on College Enrollment

Experimental Sample Replication Sample

(1) (2) (3) (4) (5) (6)

Year One .030 * .030 *** .031 * .047 * .033 * .036 *
(.005) (.005) (.005) (.007) (.008) (.008)
[4,5791 [4,579] [4,579] [2,620] [2,620] [2,6201

Year Two .077 *** .078 *** .078 *** .138 * .094 * .093
(.010) (.010) (.010) (.014) (.017) (.017)
[3,236] [3,236] [3,236] [1,987] [1,987] [1,987]

Year Three .074 * .078 * .075 * .143 * .097 *** .094 *
(.015) (.015) (.015) (.023) (.027) (.027)
[2,035] [2,035] [2,035] [1,157] [1,157] [1,157]

Year Four .148 * .144 * .144 * .222 * .163 *** .143 *
(.026) (.025) (.025) (.039) (.048) (.050)

[8591 [8591 [8591 [5431 [5431 [5431
covariates

strata X X X X X X

GPA X X X X
EFC X X X X

gender X X

race X X

mother's ed. X X

Notes: This table reports Kline estimates of TOT effects. The outcome is enrollment at any college.

Covariate controls vary across columns. EFC controls include linear EFC and a dummy for zero EFC.

Sample sizes are reported in brackets.
*** p <0.01, ** p <0.0 5, * p <0.10
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Table 2.5
Kline Estimates of Award Effects on Four-Year College Enrollment

Experimental Sample Replication Sample
(1) (2) (3) (4) (5) (6)

Year One .093 *** .093 * .094 * .188 *** .142 *** .144 *
(.009) (.009) (.009) (.013) (.016) (.016)

[4,579] [4,579] [4,579] [2,620] [2,620] [2,620]

Year Two .142 *** .143 *** .144 * .285 * .196 *** .195 ***
(.014) (.013) (.013) (.020) (.023) (.023)

[3,236] [3,236] [3,236] [1,987] [1,987] [1,987]

Year Three .122 * .127 *** .124 * .266 *** .185 * .180 *
(.019) (.018) (.018) (.028) (.033) (.033)
[2,035] [2,035] [2,035] [1,157] [1,157] [1,157]

Year Four .167 *** .163 * .160 *** .286 *** .217 *** .194 ***

(.029) (.028) (.028) (.045) (.055) (.058)
[8591 [8591 [859] [543] [5431 [5431

covariates
strata X X X X X X
GPA X X. X X
EFC X X X X
gender X X
race X X
mother's ed. X X

Notes: This table reports Kline estimates of TOT effects. The outcome is enrollment at a four-year

college. Covariate controls vary across columns. EFC controls include linear EFC and a dummy for zero

EFC. Sample sizes are reported in brackets.

*** p <0.01, ** p <0.05 , * p <0.10
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Table 2.6
Propensity Score Estimates of Award Effects on Enrollment

Experimental Sample Replication Sample

(1) (2) (3) (4) (5) (6)

Year One .030 .030 .031 .047 .056 .054
(.030) (.030) (.030) (.045) (.060) (.062)
[4,579] [4,579] [4,579] [2,620] [2,620] [2,620]

Year Two .077 ** .078 ** .078 ** .138 *** .109 * .108 *
(.031) (.031) (.031) (.049) (.060) (.061)
[3,236] [3,236] [3,236] [1,987] [1,987] [1,987]

Year Three .074 * .078 * .077 * .143 ** .117 .113
(.043) (.043) (.042) (.060) (.082) (.083)
[2,035] [2,035] [2,035] [1,157] [1,157] [1,157]

Year Four .148 ** .144 ** .144 ** .222 ** .246 ** .225 *
(.056) (.056) (.057) (.088) (.113) (.126)

[8591 [8591 [8591 [5431 [5431 [5431
covariates

strata X X X X X X

GPA X X X X

EFC X X X X

gender X X

race X X

mother's ed. X X

Notes: This table reports propensity score estimates of TOT effects computed using the Hirano, Imbens,
and Ridder (2003) reweighting procedure. The outcome is enrollment at any college. Covariate controls

vary across columns. EFC controls include linear EFC and a dummy for zero EFC. Standard errors are

bootstrapped using 1,000 replications. Sample sizes are reported in brackets.
*** p <0.01, ** p <0.05, * p <0.10
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Table 2.7
Comparing Kline and Regression Estimates of Award Impacts

Replication Sample
Any College Four-Year College

Kline OLS Kline OLS
TOT TOT

(1) (2) (3) (4)

Year One

Year Two

Year Three

Year Four

covariates
strata

GPA

EFC
gender

race

mother's ed.

.036 *
(.008)
[2,620]

.093 *
(.017)
[1,987]

.094 *
(.027)
[1,157]

.143 *
(.050)
[543]

x
x
x
x
x
x

.036 *
(.007)
[2,620]

.098 *
(.014)
[1,987]

.097 *
(.023)

[1,157]

.181 *
(.039)
[5431

x
x
x
x
x
x

.144 *
(.016)
[2,620]

.195 *
(.023)
[1,987]

.180 *
(.033)

[1,157]

.194 *
(.058)
[543]

x
x
x

x
x
x

.172 *
(.013)
[2,620]

.241 *
(.019)
[1,987]

.209 *
(.028)
[1,157]

.230 *
(.045)

[5431

x
x
x
x
x
x

Notes: Columns 1 and 3 report Kline estimates of TOT effects. Columns 2 and 4

present the corresponding OLS regression estimates. Covariate controls vary

across columns. EFC controls include linear EFC and a dummy for zero EFC.

Sample sizes are reported in brackets.

*** p <0.01, ** p < 0.05, * p < 0.10
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Table 2.8
Comparing Estimates of Award Impacts Across Application Cohorts

Experimental Sample Pre-Experimental Sample
Any College Four-Year College Any College Four-Year College

Kline OLS Kline OLS Kline OLS Kline OLS
TOT TOT TOT TOT

(1) (2) (3) (4) (5) (6) (7) (8)

Year One .030 * .030 *** .094 * .093 *** .001 .008 .062 *** .058
(.005) (.005) (.009) (.009) (.011) (.010) (.015) (.015)

Year Two .078 *** .075 *** .144 *** .140 *** .036 * .041 ** .112 *** .110 ***

(.010) (.010) (.013) (.013) (.020) (.019) (.025) (.023)

Year Three .078 * .075 *** .124 *** .122 *** .057 ** .059 *** .117 *** .113 *
(.015) (.015) (.018) (.018) (.023) (.022) (.028) (.026)

Year Four .144 * .145 * .160 * .162 *** .063 ** .061 ** .105 *** .100 *
(.025) (.025) (.028) (.028) (.027) (.025) (.030) (.028)

covariates

strata X X X X X X X X

GPA X X X X X X X X
EFC X X X X X X X X

gender X X X X X X X X

race X X X X X X X X

mother's ed. X X X X X X X X

Notes: This table compares Kline estimates of TOT effects with OLS regression estimates in the experimental and pre-experimental cohorts.

Covariate controls vary across columns. EFC controls include linear EFC and a dummy for zero EFC. Sample sizes are omitted for space, but all

estimates draw on all available observations.

*** p <0.0 1, ** p <0.05, * p <0. 10
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Chapter 3

The Dynamic Effects of Teach for
America in Hard-to-Staff Schools

3.1 Introduction

Many districts struggle to attract effective teachers to low-performing schools.1 Teach

for America (TFA), a highly-selective recruiting program, offers a potential solution. TFA

trains novice teachers for five weeks and then places them in hard-to-staff schools where they

commit to teach for at least two years. Despite their inexperience, TFA teachers outperform

colleagues in two randomized trials, boosting grade school math achievement by nearly .100-

and matching non-TFA teachers in reading (Chiang et al., 2014; Glazerman et al., 2006).2

Non-experimental studies that use student covariates to mitigate selection bias report similar

effects when comparing TFA to other rookie teachers in Florida (Hansen et al., 2014) and

North Carolina (Henry et al., 2014; Xu et al., 2007), with more modest differences in New

York City (Kane et al., 2008; Boyd et al., 2006).

1I thank Raegen Miller, Rachel Perera, and Jason Atwood of Teach for America (TFA) for sharing their
data and institutional knowledge; Kara Bonneau and Clara Muschkin of the North Carolina Education
Research Data Center (NCERDC) for assembling and distributing the state's administrative records; and
Mathematica Policy Research (MPR) and the Institute for Education Sciences (IES) for facilitating access to
their replication files. I also thank Annice Correia, Andrew Dorner, and Mark Leary for their administrative
and technical support. This project has benefitted from the feedback of many. Special thanks to Alex
Bartik, Esther Duflo, Jon Gruber, Peter Hull, Ben Olken, Manisha Padi, Jim Poterba, Brendan Price,
Ashish Shenoy, Michael Stepner, Melanie Wasserman, and Jeremy West for their generous comments. I
gratefully acknowledge financial support from the National Science Foundation (NSF) Graduate Research
Fellowship (under Grant No. 1122374) and the George and Obie Shultz Fund. The findings and conclusions
expressed here are mine alone and do not necessarily reflect the views of TFA, NCERDC, MPR, IES, or
NSF.

2 A third trial that focused on kindergarten and pre-kindergarten teachers released preliminary findings
in 2015 that show no differential impacts (Clark et al., 2015). I revisit the results from all three studies in
Section 3.2.2.
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These short-term gains notwithstanding, TFA's critics argue that the program's tem-

porary staffing model has long-run costs (see, e.g., Heilig and Jez, 2014). Teacher quality

improves steeply with experience (Rockoff, 2004; Rivkin ct al., 2005; and, more recently, Pa-

pay and Kraft, 2015), so high turnover in the TFA pool may reduce overall teacher quality

relative to policies that emphasize hiring and retaining traditional teachers.

This paper documents the long-run consequences of TFA hiring taking turnover into

account. TFA's long-run impacts depend on how returns to tenure and experience vary with

retention. I therefore integrate these key mediating variables in a model of time-varying TFA

treatment effects. I estimate the long-run effects of TFA hiring using two decades of TFA

placement records from North Carolina.

North Carolina schools have been hiring TFA teachers since the program's founding in

1990. Superintendent Ray Spain of rural Warren County championed TFA in an editorial

to the Washington Post. "Like so many rural districts," he wrote, "mine faces a true teacher

shortage - particularly in subjects like math, science and special education. Teach For

America helps to address this - offering our principals access to a national pipeline of diverse,

accomplished candidates" (Mathews and Spain, 2013). But, barely an hour away, in the mid-

sized city Durham, the school board recently voted to end its TFA contract, citing concerns

over turnover. "The majority of the board felt like TFA, while they have quality candidates

for sure, is more of a short-term solution. The corps members don't tend to stay," said Board

chair Heidi Carter. "The model of TFA is just not one that we believe supports the quality

of a long-term, high-quality teaching force" (Luther, 2014). As other states debate ending,

expanding, and scaling back TFA's presence, evidence on the program's long-run impacts

are immediately policy relevant.3

I identify TFA hiring effects by exploiting the constant and capricious turnover in hard-

to-staff schools. The average TFA school in North Carolina loses more than a third of its

non-TFA teachers every year, so whether they hire fourth grade teachers one year or fifth

grade the next is potentially random from the perspective of cohorts advancing through the

grades. I show that within school-years, cohorts' exposure to both TFA and non-TFA hiring

is uncorrelated with their prior achievement trends. Cross-cohort variation in hiring shocks

therefore identifies the causal effect of teacher hiring on student achievement. 4 I find that

TFA math teachers outperform the average counterfactual hire by .10o- in the hiring year.

3Pittsburgh was the first U.S. school district to terminate a TFA recruiting contract (Belculfine, 2013).
Durham was the second. To date, no others have followed suit, though Minneapolis is reducing its reliance on
TFA teachers (Brandt, 2014). West Virginia, meanwhile, recently adopted new teacher licensing standards
to facilitate TFA's expansion (Vorhees and Marra, 2015).

4Chetty et al. (2014) use similar cross-cohort variation to develop a test for bias in conventional measures
of teacher quality.
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Impacts are larger when comparing TFA with other rookie hires (.15-) and only slightly

smaller relative to veterans (.08a), who account for two-thirds of all non-TFA hiring in my

sample of TFA schools. TFA reading teachers perform on par with the average veteran hire

and .03- better than other rookies.

I extend this empirical strategy to measure TFA's long-run impacts. The results indicate

that TFA teachers maintain their .10a- math advantage at every tenure level, with positive,

though small and imprecise effects in reading. When schools replace exiting TFA teachers

with new TFA recruits, these gains more than offset turnover, boosting steady-state achieve-

ment by .07- in math and .03- in reading. TFA may not provide a consistent source of

staff, however. The program's ranks have been thinning as the economic recovery improves

employment options for recent college graduates (Rich, 2015). Schools that hire TFA may

therefore risk having to replace TFA teachers with other new hires, who do perform worse

than the counterfactual retained veteran. I show that these potential losses are small in

magnitude. Short-run gains from one-shot TFA hiring exceed negative effects on future

cohorts.

This study contributes to a growing literature on efforts to improve teacher quality in

hard-to-staff schools. State and federal agencies have long offered salary supplements, debt

forgiveness, and housing subsidies to recruit teachers to high-need districts (Jacobson, 2006).

While some studies show these incentives help attract and retain teachers (see, e.g., Clotfelter

et al., 2008; Steele et al., 2010), evidence that teacher incentives improve student achievement

is rare. Programs that pay teachers based on student test scores have typically had little

impact in U.S. schools (see, e.g., Goodman and Turner, 2013; Fryer, 2013; Springer et al.,

2010),5 though Dee and Wyckoff (2015) find that large performance bonuses in Washington

D.C. boost retention among qualifying teachers and improve their performance in later years.

My quasi-experimental strategy allows me to directly measure TFA's impacts on the hard-

to-staff schools that it serves.

The next section provides additional background on TFA and briefly reviews findings

from the randomized trials. I detail my empirical strategy in Section 3.3 and describe the

North Carolina data in Section 3.4. Section 3.5 presents TFA effects in the hiring year, and

Section 6 reports long-run impacts. Section 7 concludes.

5Fryer et al. (2012) describe a noteworthy exception in Chicago. Performance-based teacher pay has been
more consistently effective in other countries (Duflo et al., 2012; Muralidharan and Sundararaman, 2011;
Lavy, 2002), though Glewwe et al. (2010) find effects are confined to the incentivized outcomes, with no
impact on broader measures of student learning, as Holmstrom and Milgrom (1991) forewarn.
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3.2 Background

3.2.1 TFA's Recruiting Model

TFA has recruited more than 57,000 teachers since it first launched in 1990. The pro-

gram's founder, Wendy Kopp, patterned TFA's two-year service model after the Peace Corps,

so TFA teachers are known as corps members (Kopp, 2001). In the 2014-2015 school year,

nearly 11,000 corps members served more than 500 districts in 37 states. These corps mem-

bers account for a small fraction of the nation's overall teaching force. U.S. K-12 public

schools employ roughly 3.1 million full-time equivalent teachers and hire nearly 200,000

first-time instructors every year, making TFA less than three percent of the annual inflow.

TFA is a major supplier to some high-poverty urban and rural districts, however. New York

City, Chicago, and Dallas each employ roughly 500 corps members per year, and several

North Carolina rural districts fill more than one in five positions through TFA. Roughly

one in three corps members work in charter schools, which are publicly-funded schools that

maintain greater flexibility to make staffing decisions than traditional public schools.

TFA selects corps members through an intensive screening process, which Clark et al.

(2015) detail. The vetting has four stages: an online application, a writing exercise, a phone

interview, and a day-long, in-person interview that includes a mock teaching lesson. At each

stage, reviewers assess applicants' leadership and organizational skills; academic achievement

and critical thinking; capacity to work in diverse environments; and commitment to reducing

educational inequality. TFA combines qualitative scores from each assessment in a quanti-

tative model that guides selection decisions. The model uses student achievement data from

past corps members to predict which applicants will become effective teachers.' Selected

applicants are typically high-achieving recent college graduates. Between 2009 and 2012, the

average corps member scored above the 90th percentile on the SAT and earned a 3.6 GPA in

college. Nearly all were first-time teachers, and fewer than one in five had post-college work

experience. TFA actively recruits minority and low-income candidates. A third of corps

members are racial or ethnic minorities, one third are first-generation college-goers, and one

in four are Pell Grant recipients. All told, TFA accepted just 15 percent of its nearly 50,000

annual applicants between 2009 and 2012.

TFA assigns each accepted applicant to a region, subject, and grade level. 7 These place-

ments depend on both applicants' preferences and districts' staffing needs. Roughly 75

6 Dobbie (2011) independently verifies that these scores predict variation in achievement impacts among
corps members.

7 Regions are collections of districts in the same vicinity, roughly comparable in size to three-digit ZIP
codes.
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percent of accepted applicants join TFA after learning their assignment. Those who matric-

ulate then apply for teaching positions in their assigned regions. Though corps members are

not guaranteed jobs - they must apply and interview with other candidates - just one per-

cent of corps members failed to obtain teaching positions in 2012.8 In exchange for the new

recruits, districts pay TFA a finder's fee that ranges from $2,000-$5,000 per corps member

for each of the first two service years. In addition, districts pay corps members salaries and

benefits like any other employee. Since corps members are mostly uncertified, inexperienced,

bachelor's degree-holders, they typically start at the entry-level salary for all teachers in the

district.

Roughly 87 percent of corps members complete their two-year teaching commitments.

Nearly all those who leave early do so before completing the first year. TFA does not

maintain administrative data on corps members' employment after the two service years, so

the best evidence on long-run retention comes from alumni surveys. Donaldson and Johnson

(2011) find that 40 percent of survey respondents stayed in their initial school for at least

three years, and 15 percent were retained through year five. Many more corps members

continue teaching after leaving their initial school. More than 60 percent of respondents

taught somewhere in K-12 schools for at least three years, and nearly one in four were still

teaching after five years. Retention rates for non-TFA teachers nationwide are roughly twice

as high - half of all new K-12 instructors teach for at least five years (Ingersoll and May,

2012) - but comparable data on traditional teachers who start their careers at low-performing

schools is limited (see Donaldson and Johnson, 2011). Administrative records from North

Carolina allow me to present a more complete picture of teacher turnover in the hard-to-staff

schools that TFA serves.

3.2.2 Experimental Evidence

Three randomized controlled trials (RCTs) compare corps members to other teachers

within the same schools (Glazerman et al., 2006; Chiang et al., 2014; Clark et al., 2015).

The samples cover a wide range of districts, grades, and subjects, but all three trials were

similar in design. They recruited schools employing TFA teachers and divided each school

into grades. Within select grades, schools agreed to randomly assign students to teachers

and test each student at the end of one year. In total, the trials included roughly 160 TFA

teachers and 190 controls from 103 schools. Both trials that studied grade school math

teachers found corps members outperformed control instructors (Glazerman et al.; Chiang

8Accepted corps members who were not offered teaching positions typically failed state or district certi-
fication exams.
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et al.). Glazerman et al. find no differential impacts among grade school reading teachers,

and Clark et al. estimate positive TFA reading effects in early elementary grades.

Though random assignment delivers unbiased estimates of average TFA impacts within

the RCT samples, the RCT data cannot be used to identify the long-run effects of hiring

corps members. Cross-sectional comparisons only capture long-run effects in a steady state,

and the experimental data do not represent the steady state teaching staff at any school.

Indeed, most schools selected just two or three teachers to participate. Among the chosen

corps members, second-years outnumber first-years by nearly double, a sure sign the samples

do not reflect a steady state. When faced with non-random sample selection, researchers

typically investigate treatment effects in subgroups. Comparing TFA and control teachers by

tenure, for example, may shed light on how teacher quality evolves over time, but the RCT

samples are too thin to estimate tenure-specific treatment effects.9 Since both departure

rates and returns to experience are highest in teachers' early years, capturing year-to-year

dynamics is crucial for understanding the impact of teacher hiring policies at hard-to-staff

schools. Even small gaps in retention rates for inexperienced hires can generate meaningful

differences in average teacher quality, as Staiger and Rockoff discuss (2010). I therefore turn

my attention to identifying the long-run effects of TFA hiring using observational methods.

3.3 Empirical Framework

The ideal experiment for measuring TFA's long-run effects would recruit schools with

vacant teaching positions and randomly select some schools to receive corps members. The

remaining schools would hire from their usual non-TFA applicant pool. Over time, teachers

would leave, and TFA-treated schools would receive more corps members, while control

schools would hire non-TFA replacements. Comparing achievement across schools over time

would reveal the long-run effects of continually employing TFA teachers. In this section, I

model how TFA's long-run effects depend on the relationship between teacher retention and

the returns to tenure. In the absence of the ideal experiment, I can combine data on retention

rates with tenure-specific estimates of TFA treatment effects to measure the long-run effects

of interest.

3.3.1 A Motivating Model

Consider a school with just one teaching position, which is vacant in the baseline year

zero. Let Z E f0, 1} indicate whether the school is selected to receive corps members. The

tenure of future teachers may depend on the school's TFA treatment status. Let T,(z) denote

'Each trial reports subgroup effects by experience - not tenure - in coarse bins of three or five years.
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potential tenure of the year y teacher as a function of the initial hiring choice. A type z

teacher with t years of tenure generates achievement A(z, t). The causal effect of hiring corps

members on year y achievement can then be written

6y = A (1, T, (1)) - A (0, T, (0)). (3.1)

The goal of this paper is to estimate E [6.] over time horizons y.

Since all newly-hired teachers have zero tenure, by definition, the average effect of TFA

hiring in the hiring year is simply

E [6J = E [A(1, 0) - A(0, 0)] .

Achievement in the next year depends on how teacher tenure evolves in response to the hiring

decision.

A(Z,T1(Z)) = T1 (Z)A(Z, 1) + [1 -T 1 (Z)]A(Z,O) (3.2)

= A(Z, 0) + TI(Z) [A(Z, 1) - A(Z, 0)] (3.3)

The first term in equation (3.2) captures year one achievement if the initial hire is retained.

The teacher has one year of tenure, and the school obtains achievement A(Z, 1). If the initial

hire leaves, the school hires a new teacher with zero tenure and obtains achievement A(Z, 0),

as the second term shows. Rearranging terms in the next line provides another intuitive

formulation. Achievement in year one is baseline achievement for a zero tenure teacher plus

the return to one year of tenure if the teacher is retained. Define rt=- A(z, t) - A(z, 0) as the

return to t years of tenure for a type z teacher. 10 Substituting this expression into equation

(3.3) and differencing across teacher types yields

E[61] = E[{A(1,0)+Tl(1)Tr} -{A(0,0)+T(0)rf }]

= E o] + E [T,(1)Tl] - E [Ti(0)Tr] . (3.4)

In words, the average return to TFA hiring after one year depends on the average difference

in initial performance, E [60], and the difference in average returns to tenure weighted by

the probability of retention, E [T (z)T1 z]. Average returns over longer time horizons take the

same generic form. I focus here on identifying these components.

'ODefined in this way, the return to tenure combines both returns to total experience and returns to
school-specific experience. Though labor economists have devoted considerable attention to disentangling
these forces (see, e.g., Abraham and Farber, 1987), their sum is the relevant return to the employer.
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3.3.2 Identifying TFA Hiring Effects

The primary challenge to identifying the terms in equation (3.4) is correlation between

teachers' observed traits and their students' potential achievement. This is the usual selec-

tion bias problem when measuring how teacher quality varies with credentials like tenure

and TFA affiliation. Teachers with different credentials serve different schools and, within

schools, different students, so the raw correlation between teacher traits and student out-

comes confounds teacher quality with students' latent ability.

I address selection bias by leveraging quasi-random variation in teaching assignments at

high turnover schools. Each year, North Carolina's TFA schools lose more than a third of

their teachers, on average. Another third transfer between grades within schools from year-

to-year. I show that in these chaotic staffing environments, teacher credentials are as good as

randomly assigned across cohorts in each year. Specifically, I document that within school-

years, cohorts' exposure to teachers with varying tenure and TFA status is uncorrelated with

their prior achievement trends. Cross-cohort variation in teaching assignments therefore

identifies the initial TFA hiring effect, E [60], and returns to tenure, E [rl]. If returns to

tenure were constant across schools, then the joint terms, E [T1 (z)rf], could be decomposed

into the product of retention rates, E [T1 (z)], and returns to tenure, E [Tf], so that

E [61] = E ko] + E [T1 (1)] - E [T1] - E [T1 (0)] - E [10] .

Given data on retention rates, all of the components of equation (3.4) can then be identified.

In principle, however, returns to tenure may vary across schools, and that variation may

well be correlated with retention rates. Teachers that expect to improve may be more likely

to stay." To address this second identification challenge, I divide schools into quartiles by

retention rates so that retention is nearly constant within groups, and the decomposition

E [Ti(z)Tr] E [T1 (z)] - E [Tf] holds approximately. I then estimate returns to tenure

separately for each quartile, q, and average effects across quartiles to obtain the joint terms,

E [T1(z)Tf]:

E [T1 (z)rTf4] E [T1(z) |Q = q] -E [rf z Q = q] .(3.5)
q=1

11Some schools may attract teachers with steeper tenure profiles. Some schools may better develop the
teachers they manage to hire. Either scenario would result in correlation between retention rates and returns
to tenure across schools.
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In practice, this step has little empirical consequence. Turnover rates are fairly uniformly

high in my sample of North Carolina's TFA schools, and returns to tenure vary little across

the higher and lower turnover schools among them.

3.3.3 Estimating TFA Hiring Effects

I estimate TFA hiring effects using regressions of the following general form:

Acsy = 3Fesy + 7Ncsy + a,, + pcy + .csy. (3.6)

The outcome, AcY, is the average test score for cohort c at school s in year y, and the

treatments, c,, and Ny, are the share of students taught by first-year TFA teachers and

non-TFA hires, respectively. The omitted treatment is the share of students taught by

returning teachers, so , and ' compare new hires to returners, and 60 - ' captures the

TFA hiring difference. The school-year effects, az,,y, generate cross-cohort comparisons within

school-years, and cohort-year effects, pcy, boost precision. In principle, these regressions

could also include cohort-school effects - the third pairwise interaction between the panel

dimensions. In practice, cohort-school effects reduce power without altering the tests of the

identifying assumptions. 12

If the hiring treatments are as good as randomly assigned in equation (3.6), then hiring

should be uncorrelated with cohorts' pre-treatment characteristics conditional on school-

year and cohort-year effects. Section 3.5 reports several identification tests in this spirit. In

particular, I present event study plots which show that hiring shocks in year y affect lead

scores, AeS,Y+A, but not lagged scores, AeS,Y-A. These plots provide graphical evidence that,

within school-years, cohorts would follow parallel achievement path in the absence of hiring

shocks.

Equation (3.6) also has an instrumental variables (IV) interpretation. Consider the un-

derlying student-level micro-data in each cohort-school-year. Let Fic.y and Nicy denote

binary treatments that identify students, i, taught by newly-hired teachers. The average

treatments, -Pc, and Ncsy, are the first-stage fitted values from a two-stage least squares

(2SLS) system that uses the full set of cohort-school-year indicators to instrument for these

12Because achievement data are only available for grades 3-8, most cohort-schools are observed for just
three years: grades 3-5 in elementary school and grades 6-8 in middle schools.
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student-level treatments.

Aicsy= iF iesy + 7Nicsy + psy + vcy + ricg

F =s -A + uf+1/ 7f f

Nicsy = A + n + v" + q!,

As Angrist (1988) shows, 2SLS estimation of this system delivers the same estimates of #
and -^y as weighted least squares (WLS) estimation of equation (3.6), weighting each cohort-

school-year cell by its size. Viewing equation (3.6) through this IV lens offers another angle

on identification. Cohort-school-year instruments isolate the variation in student-teacher

assignments that comes from cell-level hiring shocks. If students respond to cell-level shocks

by sorting to teachers within cells - say, to avoid being placed in the new hire's class -

those margins of adjustment are embedded in the IV intent-to-treat effects. Leveraging

cross-cohort variation therefore bypasses the primary selection bias problem in traditional

analyses of teacher quality - the non-random sorting of students to teachers' 3 - and, arguably,
captures the more policy relevant parameter.

I extend the specification in (3.6) to estimate the returns to tenure for both TFA and

non-TFA teachers.

3

Acsy = S (fitsy + -yac'sy) + asy + pcy + Ec. (3.7)
t=1

Here, Fty and IVt are the share of teachers in each cohort-school-year cell with t years of

tenure. I top code TFA tenure at three years because corps members with four or more years

are too rare to precisely estimate their impacts. Consequently, the omitted treatment in this

group is non-TFA teachers with with four or more years of tenure. I document that exposure

to the tenure treatments satisfies the same identification tests used to evaluate the estimate

from equation (3.6); tenure appears to be as good as randomly assigned across cohorts just

like hiring. I take this empirical strategy to two decades of teacher hiring records from North

Carolina.

3.4 Setting and Data

North Carolina was one of four states that hired teachers from TFA's founding corps in

1990. Over the next 25 years, TFA recruited nearly 2,700 teachers to the state. The North

Carolina corps grew in lockstep with TFA's expansion nationwide, as Figure 3.7 shows. In

13? and Chetty et al. (2014) provide detailed discussions of these concerns.
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the 2014-2015 school year, 570 active corps members and more than 170 TFA alumni taught

in North Carolina Public Schools.14 Roughly one-third of the North Carolina corps serves in

Charlotte-Mecklenburg Schools, which ranks among the 20 largest districts in the country.

Half are concentrated in rural districts to the northeast of the Research Triangle, and the

remainder serve a cluster of four mid-sized cities to the west: Durham, Greensboro, High

Point, and Winston-Salem.

3.4.1 Data Sources and Variable Definitions

Data for this project come from two sources: TFA's corps member rosters and adminis-

trative records from the North Carolina Department of Public Instruction (DPI). The DPI

data are archived at the North Carolina Education Research Data Center at Duke University.

The database includes records from all North Carolina public schools between the 1994-1995

and 2013-2014 school years. I matched 95 percent of corps members from these years to their

state personnel records using Social Security Numbers.15 For concision, I hereafter refer to

academic years by the fall in which they began so that 2013 denotes the 2013-2014 school

year.

I identify teachers using school master schedules, which list personnel assignments for

every course offered in the school day. I define teachers as new hires in the first year they

appear as full instructors in a school's schedule; time spent training as a teaching assistant

does not count toward tenure by this definition. Each course record contains a subject code

and gives enrollment counts by grade. I can therefore calculate the share of enrollment taught

by newly-hired teachers within school-subject-grade-year cells. These are the treatment

variables in equation (3.6). The online Appendix B further details their construction. In

addition to the master schedules, DPI personnel data include teacher demographics, salaries,

licenses, and post-secondary education.

I measure achievement using student-level test scores from annual state exams in math

and reading for grades 3-8. I normalize scores statewide within subject, grade, and year

using the first exam administration for each student. The test records also contain standard

demographic variables, including race, sex, limited English Proficiency (LEP), subsidized

lunch, special education, and gifted status.

"TFA's presence in North Carolina mirrors its share of the national teaching force: corps members make
up roughly three percent of first-time teachers annually.

',The majority of missing records come from charter schools, which do not process salaries through the
state. The state salary database provides the only crosswalk between DPI personnel identifiers and SSNs in
some years. I therefore exclude charter schools from my analysis, as I describe below.
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3.4.2 Sample Restrictions and Summary Statistics

I construct my analysis sample starting with the raw exam files from 1997-2012.16 Table

3.5 details the sample selection criteria. I keep all records with non-missing scores from the

first test administration for each student-subject-grade-year. I then drop charter schools,

which do not participate in the state-run salary database and therefore have limited personnel

data. Less than five percent of North Carolina corps members taught in charter schools

during this period. Among the remaining schools, I select the 153 that hired at least one

first-year TFA corps member. Not all of those corps members taught math or reading in

grades 3-8; I include the 24 schools that hired 212 TFA teachers for other grades and subjects

to boost precision. I drop less than one percent of the remaining test records from schools

with missing master schedule data for the corresponding subject, grade, and year. The

resulting analysis sample contains 147 schools and 1,676,107 exams from more than 300,000

distinct students.

In keeping with TFA's mission, corps members served schools with mostly low-income,

low-performing students. Nearly two-thirds of students in the analysis sample qualified for

subsidized lunches, as shown in column 3 of Table 3.5. Average test scores were one-third of

a standard deviation below the state mean, putting the average TFA school in the bottom

quartile of schools statewide.1 7 The students were also disproportionately nonwhite. More

than 60 percent were racial minorities in a state where nonwhites account for less than 40

percent of all public school enrollment.

The sampled schools hired 635 corps members to teach math and reading in grades 3-8.

Column 3 of Table 3.1 describes these teachers. Like most TFA recruits, North Carolina

corps members were recent graduates of selective colleges. They averaged less than half a

year removed from college graduation, and nearly 80 percent attended "highly competitive"

schools, as measured by the Barron's Profile of American Colleges.18 Corps members were

also inexperienced. Nearly 95 percent were first-time teachers, and less than 10 percent held

formal teaching credentials.1 9

The non-TFA hires - more than 9,000 total - were older and more experienced, as column

4 reveals. They were 10 years out of college, on average, and less than one-in-three were

"The tested grades were inconsistent prior to 1997, and master schedules were unavailable for 2013.
17The distribution of average school performance is more compressed than the distribution of student

achievement. Less than 10 percent of schools have average scores below the first student quartile.
18"Highly competitive" includes 191 colleges in the top three Barrvn's ranks. There are five North Carolina

colleges among them: Davidson, Duke, Elon, Wake Forest, and the University of North Carolina at Chapel
Hill, which is the state's flagship public institution. The other four are private schools.

DPI grants TFA corps members provisional licenses for their two-year commitment. Many go on to earn
permanent licenses through the state's lateral entry licensing program, which allows teachers to complete
coursework and testing requirements while they teach.
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first-time teachers. Existing TFA evaluations have neglected this fact. Researchers typically

compare TFA to other inexperienced teachers, but the counterfactual hire is rarely a rookie.

At North Carolina TFA schools, more than one in four non-TFA hires had already taught

for 10 or more years. In stark contrast to corps members, however, less than one in four of

the counterfactual hires graduated from a "highly competitive" college.

Turnover rates at these hard-to-staff schools were high, even among non-TFA teachers.

Figure 3.1 shows that barely 60 percent of non-TFA hires returned for a second year, and

only 20 percent stayed through year five - much lower than national figures on persistence

in teaching would suggest. Initial retention was higher among corps members due to their

two-year commitment: 82 percent returned for a second year, but just one in five re-upped

for a third. Nearly all corps members left their placement schools within five years. These

findings underscore the importance of measuring annual returns to tenure when assessing

teacher hiring options for hard-to-staff schools. Most new hires leave after two years with or

without TFA.

3.5 Short-Run Effects of Teacher Hiring on Student Achievement

3.5.1 Identification

The summary statistics in Section 3.4 illustrate that high turnover schools have low-

performing students. Within this sample of hard-to-staff schools, newly-hired teachers served

especially low-scoring children. This trend can be seen in panels A and B of Figure 3.2, which

depict the negative correlation between students' test scores in one year and their exposure

to teacher hiring shocks in the next year. Each graph plots average lagged reading scores

in cohort-school-year cells, AcsYa, against the cell share of students taught by newly-hired

reading teachers, Fesy and Rc Y.20 Each dot depicts the average for hiring share bins of width

.05 with best fit lines estimated on the underlying cell-level data. The steep negative slope

in panel A indicates that students in cells with newly-hired corps members performed much

worse in the prior school year than cells staffed solely by returning teachers. The average

lagged score in cells without new hires was -.24a, while cells taught solely by TFA hires

averaged nearly three times lower (-.71o). Non-TFA hiring was also negatively correlated

with lagged achievement, though less steeply so. The gap in lagged achievement between

cells with no new hires and all new hires was -. 10a-, as the slope in panel B indicates. These

graphs show that naive comparisons of test scores among newly-hired and returning teachers

20 Appendix Figure 3.10 present corresponding results that use lagged math scores to measure baseline
achievement.
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likely overstate returners' performance advantage. Students exposed to new hires would have

lower test scores in the absence of hiring shocks, too.

Most of the gap in lagged achievement between cells with and without new hires can

be attributed to persistent differences in achievement across schools. Appendix Figure 3.8

presents these within-school results. The vertical axis again measures average lagged read-

ing scores in cohort-school-year cells, and the horizontal axis plots binned residuals from

regressions of the hiring shares on school fixed effects. 2 ' The resulting best fit lines are the

coefficients from a regression of average lagged scores on hiring shares that controls for school

fixed effects:

AcsY-1 = OPcs3 + mNVeSY + As + veSY. (3.8)

Adding school fixed effects reduces the TFA-hiring gradient substantially, from -. 60o- to -

.22o, but the negative slope remains. Even within these hard-to-staff schools, corps members

served cohorts and years when incoming students were especially low achieving.

Within school-years, however, hiring shocks were uncorrelated with cohorts' prior achieve-

ment. Panels C and D of Figure 3.2 plot average lagged reading scores against binned hiring

share residuals from models that control for both school-year and cohort-year effects

Acs,_1 = !3Fesy + -yic, + a', + Ocy + ECSY (3.9)

Both graphs show tight linear fits through the binned residuals with precisely estimated zero

slopes: -.006- for TFA hires and -.005- for non-TFA hires. These graphs establish that,
with respect to prior achievement, hiring shocks were as good as randomly assigned across

cohorts within school-years.

Cohorts were balanced on a wide range of other pre-treatment characteristics within

school-years. Table 3.2 presents these balance tests, stacking data from both math and

reading exams in the full analysis sample.2 2 Columns 2 and 3 report the unconditional cor-

2 1The regression that generates the residual TFA hiring share includes the non-TFA hiring share, and vice
versa:

PeSY =f N, Sey + pf! + vesy
cc=Fsy + ,n + Vcsy

22The stacked model interacts all controls wth a subject indicator to ensure that the identifying variation
still comes from comparisons across cohorts, c, rather than across subjects, j, within cohorts.

Xcis- = #3F5cj + yNcjsy + ajsy + <pey + 6cjsy (3.10)
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relation between the hiring shares and cohort demographics. Cells that hired corps members

had far more non-white and low income students, as column 2 reports. They served more

limited English proficient students and fewer gifted children - all strong predictors of lower

achievement. Non-TFA hires also served cells with lower predicted performance, though the

gaps were not as stark. Columns 4 and 5 show that school fixed effects reduce but do not

eliminate the residual correlation between hiring shocks and student demographics. Within

school-years, however, covariates and hiring treatments were uncorrelated, as Columns 6

and 7 confirm. The coefficients in these columns are precisely-estimated zeros, and a Wald

test of joint significance across all 10 traits fails to reject covariate balance with p = .73.

Evidence that hiring treatments are conditionally independent of cohort observables bolsters

the argument that hiring shocks are also conditionally independent of unobserved potential

achievement. Cross-cohort comparisons of test scores following hiring shocks should therefore

capture the causal effect of teacher hiring on student achievement.

3.5.2 Effects in the Hiring Year

When schools hire non-TFA teachers, test scores drop in exposed cohorts. Panel A of

Figure 3.3 presents this result in event study form. Each point plots the estimated coefficient

from a regression of cohorts' average scores in year y A on the non-TFA hiring share the

cohort was exposed to in year y.

Acjs,yiA = Fcsys + 7Ncjsy + csy + SPcjy + 6 cjs (3.11)

These results pool effects on math and reading, so all specifications control for subject-school-

year and subject-cohort-year effects as in equation (3.10). The three points to the left of the

dotted line show effects on lagged scores; they confirm that exposure to teacher hiring shocks

was uncorrelated with students' prior achievement trends. The first point to the right of the

dotted line shows the contemporaneous effect of non-TFA hiring. A one-unit increase in a

cohort's year y non-TFA hiring share was associated with a .082- drop in average year y test

scores relative to cohorts with all returning teachers. This hiring penalty appears to have

some lasting effect on cohorts' achievement. Test scores in exposed cohorts are significantly

lowei- both and one and two years after the initial hiring shock.

Cohorts exposed to new corps members do not pay the hiring penalty. This result can

be seen in Panel B of Figure 3.3, which plots the coefficients on the TFA-hiring share from

equation (3.11). As in the previous graph, the first three points confirm that students exposed

to corps members are on the same achievement trend as other cohorts prior to exposure. In

contrast to Panel A, however, exposure to newly-hired corps members has no significant
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effect on test scores - either positive or negative. Since the omitted treatment in equation

(3.11) is exposure to returning teachers, these results imply that newly-hired corps members

perform as well, on average, as all other teachers with one or more year of tenure. The effect

of TFA teachers relative to other new hires appears in Panel C. It shows that TFA teachers

outperform other newly-hired teachers by roughly .05o- in the first post-hiring year.

Table 3.3 shows that TFA's hiring advantage comes entirely from its differential effect on

math achievement. Newly-hired corps members performed as well as the average returning

math teacher, as the -.005u estimate in Panel A of column 3 indicates. In contrast, a one

unit increase in cohorts' non-TFA hiring share was associated with average math scores that

were -. 107o- lower, leaving an average TFA hiring difference of .102-. TFA hires had no

measurable advantage in reading, however, as Panel B reveals. Both TFA and non-TFA

hiring were associated with small reductions in cohorts' reading scores relative to cells with

all returning teachers, but the difference between them was a small and insignificant .0090.

Table 3.3 also presents a series of robustness checks for the estimated hiring effects.

Traditional value-added estimates of teacher quality rely on student covariates to mitigate

selection bias. Since student traits and hiring shares are uncorrelated within school-years,

however, controlling for student covariates should have little effect on the cross-cohort es-

timates. Columns 4-6 confirm this prediction. Column 4 adds the lagged score controls

common to value-added models of teacher quality (see, e.g., Chetty et al., 2014). Each

specification controls for grade-interacted cubics in lagged math and reading scores. These

measures of past performance are strong predictors of future scores, boosting the model R2

from roughly .10 to .60 in both Panels A and B, and yet the treatment effect estimates move

little. The TFA hiring advantage increases slightly from .102u- to .1l10a in math and .009- to

.013o- in reading. The results are similarly robust to the inclusion of demographic controls:

sex, race, parental education, subsidized lunch, limited English proficiency, special educa-

tion, and gifted status. Substituting student fixed effects for lagged score and demographic

controls in column 6 produces similar results. On balance, the TFA hiring advantage is a

robust .1o- for math with zero difference in reading. In results not shown here, I find that

impacts are larger when comparing TFA with other rookie hires (.150-) and only slightly

smaller relative to veterans (.08a). TFA reading teachers perform on par with the average

veteran hire and .03o- better than other rookies.
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3.6 The Long-Run Effects of TFA Hiring

3.6.1 The Tenure Profile of Teacher Effects

Figure 3.5 reveals that corps members maintain their math advantage at every tenure

level. Panel A plots the tenure profile of math effects for both TFA and non-TFA hires,

estimated via equation (3.7). Non-TFA hires, shown in black, reduce math scores by .11a

relative to non-TFA teachers with four or more years of tenure, the omitted reference group.

Experienced corps members, meanwhile, perform substantially better than veteran non-TFA

teachers. TFA math instructors outperformed comparison hires by roughly .la at each step

in the tenure profile. Panel B shows no differential impacts on reading achievement at any

tenure level.

Table 4 validates the observational results against the experimental estimates. Column

1 reports the average TFA effect in the experimental sample, pooling data from Glazerman

et al. and Clark et al.." Column 2 restricts the experimental sample to the observational

grades (3-8). As columns 3-5 show, weighting the tenure-specific observational effects by

the experimental tenure distribution reproduces the average TFA effect in the observational

sample.

3.6.2 Hiring Simulations

Figure 3.5 uses the validated estimates to simulate expected teacher quality when schools

continually fill vacancies with either TFA corps members or non-TFA teachers. Each point

averages the tenure-specific teacher effects reported in panels A and B of Figure 3.4 by the

probability that schools employ a teacher of the given tenure-level in each year. As in Figure

3.4, effects are normalized relative to the average impact of non-TFA teachers with three or

more years of tenure. When schools replace exiting TFA teachers with new TFA recruits,

these gains more than offset turnover, boosting steady-state achievement by .07a in math

and .03a in reading.

Figure 3.6 simulates a one-shot deviation from a policy of hiring non-TFA rookie teachers.

The black lines plot expected teacher quality when schools continually fill vacancies with

non-TFA rookie teachers. The green lines plot expected teacher quality if a school hires one

corps member and then returns to the non-TFA rookie policy whenever the corps member

leaves. Achievement gains during a corps member's service years far exceed negative effects

on future cohorts that receive replacement rookies.

23Including data from Chiang et al. produces nearly identical findings. Those results are currently under-
going disclosure review with the Institute for Education Sciences.
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3.7 Conclusion

Randomized evaluations find TFA corps members have positive impacts on student

achievement in hard-to-staff schools. Average effects in these select cross-sections poten-

tially mask TFA's turnover dynamics. This paper develops and estimates a model of time-

varying TFA treatment effects that incorporates teacher tenure as a key mediating variable.

I identify tenure-specific treatment effects by exploiting quasi-randgm variation in teaching

assignments across grades within school-years.

I find that first-year corps members perform as well as long-tenure teachers in math

instruction. Impacts are larger when comparing TFA with other rookie hires (.15a) and

only slightly smaller relative to veterans (.08c), who account for two-thirds of all non-TFA

hiring in my sample of TFA schools. TFA reading teachers perform on par with the average

veteran hire and .03o better than other rookies.

I extend this empirical strategy to measure TFA's long-run impacts. The results indicate

that TFA teachers maintain their .10a math advantage at every tenure level, with positive,

though small and imprecise effects in reading. When schools replace exiting TFA teachers

with new TFA recruits, these gains more than offset turnover, boosting steady-state achieve-

ment by .07a in math and .03a in reading. TFA may not provide a consistent source of

staff, however. The program's ranks have been thinning as the economic recovery improves

employment options for recent college graduates (Rich, 2015). Schools that hire TFA may

therefore risk having to replace TFA teachers with other new hires, who do perform worse

than the counterfactual retained veteran. I show that these potential losses are small in

magnitude. Short-run gains from one-shot TFA hiring exceed negative effects on future

students.
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Figure 3.1
Teacher Retention at TFA Schools

Observational Sample

--

c --

o \

1 2 3 4 5

years after hiring

TFA Hires ---- Non-TFA Hires

Notes: This graph plots survival curves for newly-hired mathi and reading teachers in grades 3-8 at North
Carolina public schools that hired TFA corps members between 1997 and 2012.
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Figure 3.2
Student Exposure to Teacher Hiring

Observational Sample

B. Non-TFA Hires

share of students with TFA hires

0 .2 .4 .6 .8 1
0

slope = -0.60a
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0.0
0.0

0
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0 .2 .4 .6 .8 1
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C. TFA Hires

residualized TFA hire share
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0.0
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D. Non-TFA Hires

residualized non-TFA hire share

-. 2 0 .2 .4 .6 .8

slope = -0.005o

Notes: These figures depict the relationship between students' exposure to teacher hiring and their prior
achievement. Each graph plots average lagg-ed reading scores in cohort-school-year cells against the cell share
of students taught by newly-hired reading teachers. Each dot depicts the average for bins of width .05 on the
horizontal axis with best fit lines estimated on the underlying cell-level data. Panels A and B present the
unconditional correlations, which show that new hires served cells with lower lagged achievement. Panels C
and 1) show that there is no correlation between teacher hiring and lagged achievement across cells within
school-years. These panels plot averaged lagged scores against binned residuals from regressions of the hiring
shares on school-year and cohort-year effects., as in equation (3.9). The plotted bills are censored at the 1st
and 99th percentiles of the underlying cell-level data to restrict the horizontal axis range.
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Figure 3.3
New Hire Effects on Test Scores

Observational Estimates
Pooled Subjects

A. Non-TFA Hires
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C. TFA Difference
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--+ TFA Hires - Non-TFA Hires - TFA Difference

Notes: These graphs plot the effects of newly-hired teachers on test scores. Green lines depict effects for

TFA hires, black hines plot effects for non-TFA hires, and orange lines show the TFA difference. Each point

is the coefficient from a regression of cohorts' average score in year y A on I he share of st udent s Iaught by

newly-hired teachers in year y. These est imates pool effects on mat h1 and reading, so all specificat ions control

for school-subject -year and collort-subject-year effects as in equation (3.10). Standard errors are clustered

by school, and whiskers indicate 95 percent confidence intervals.
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Figure 3.4
The Tenure Profile of Teacher Effects

Observational Estimates

A. Math, Short Run
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Notes: These graphs plot teacher effects by teinue, estimated by equation (3.7). The reference group in
panels A and 13 is non-TFA teachers with four or more years of tenure: in panels C and ). the reference
group is non-TFA teachers with 10 or more years of tenure. Panels C and D are estimated on the subsample
of data from 2001-2012 so that teachers hired prior to 1994 can be top-coded at 10 years of tenure. TEA
tenure is top-coded at three years in all specifications (ie to limited observations above that value. Standard
errors are clustered by school. and dashed lines plot 95 percent confidence intervals. Figure 3.9 shows that
these tenure treatients are uncorrelated with lagyegvcWhievemeiit.
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Figure 3.5
Expected Teacher Quality
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Notes: These graphs plot explected teacher quality when schools c()otinlually fill vacancies with either TFA
corps members or non-TFA teachers. Each point averages the tenure-specific teacher eflects reported in

panels A and B of Figure 3.4 by the probability that schools employ a teacher of the given tenure-level in
each year. As in Figure 3.4, effects are normalized relative to the average impact of non-TFA teachers with
three or more years of tenure.
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Figure 3.6
One-Shot TFA Hiring Simulation
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Notes: These graphs simulate a one-shot deviatiolt froin a policy of hiring non-TFA rookie teachers. The
black lines plot expected teacher qualitY wheni schools cont inually fill vacancies -wit h ion-TFlA rookie teachers.
The green lines plot expected teacher quality if a school hires one corps member and then returns to the
noi-TEA rookie policy whenever t he corps member leaves. Each point averages tenire-specific teacher effects
) y the probability that schools employ a teacher of the given tenure-level in each year. As iii Figure (3.1),

effects are normalized relative to the average impact of on-TFA teachers wiith three or m1Tore years of tenure.
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Table 3.1
Teacher Descriptive Statistics

Observational Sample

All Schools TFA Schools
New Returning TFA Non-TFA Returning
Hires Teachers Hires Hires Teachers

(1) (2) (3) (4) (5)

share of full-time teacher-years .22 .78 .02 .26 .72

female .85 .89 .77 .81 .85

non-white .21 .18 .19 .41 .40

years since college graduation 10.24 16.65 .49 9.89 15.24

highly competitive college graduate .31 .30 .79 .26 .23

traditional teaching license .77 .86 .08 .69 .77

years of experience credit 6.67 13.33 .06 6.25 11.93

zero experience credit .30 .00 .94 .33 .00

annual state salary 36,491 43,587 30,980 35,993 42,411

sample
schools 2,309 2,366 123 146 147
teachers 77,413 76,404 635 9,475 8,278

Notes: This table describes the personnel who taught math and reading in grades 3-8 at North Carolina
public schools between 1997 and 2012. Column 1 reports means for newly-hired teachers -- those
working in their first year at a given school -- and column 2 describes teachers who returned to a prior
employer. Columns 3-5 describe the subsample at schools that hired TFA corps members during this
period. Means are weighted by full-time equivalence, and sample sizes count distinct teachers. College
rankings come from the Barron's Profile ofAmerican Colleges (2009); "highly competitive" includes the
top three ranks. Traditional teaching licenses are credentials earned through accredited North Carolina
colleges or interstate reciprocity; I use the initial license earned for each teacher. Experience credit is a
proxy for teaching experience that includes years in non-classroom positions that accrue credit on the
state salary schedule. Salaries are scaled in 2010 dollars.
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Table 3.2
Student Covariates and Exposure to Teacher Hiring

Observational Sample

Difference by New Hire Share
No School, School-Year

Controls Cohort, and Year and Cohort-Year
No Hire TFA Non-TFA TFA Non-TFA TFA Non-TFA

Mean Hires Hires Hires Hires Hires Hires

(1) (2) (3) (4) (5) (6) (7)

lagged math score -.33 -.496*** -.068** -.131 ** -.004 -.006 .010
[.95] (.087) (.034) (.053) (.016) (.033) (.013)

lagged reading score -.31 -.536 -.099 -.122 -.016 -.018 -.005
[.95] (.082) (.033) (.046) (.013) (.028) (.011)

female .49 .002 .000 .004 .001 .005 -.001
(.007) (.002) (.007) (.002) (.008) (.002)

White .33 -.465 * -.078 * -.041 -.011 -.003 -.000
(.060) (.025) (.015) (.007) (.005) (.002)

Black .53 .350 .079 .038 ** .016 * .012 * .000
(.055) (.024) (.016) (.006) (.007) (.002)

Hispanic .10 .106 -.004 .018 -.005 -.003 -.002
(.034) (.009) (.012) (.004) (.006) (.001)

subsidized lunch .65 .322 .020 .055 ** .010 -.004 -.005 *
(.047) (.024) (.024) (.012) (.006) (.003)

limited English .06 .064 -.005 .015 * -.004 -.004 -.001
proficiency (.021) (.006) (.008) (.003) (.005) (.001)

special education .09 .001 .001 .006 -.003 -.002 -.002
(.009) (.003) (.007) (.002) (.005) (.002)

gifted .10 -.086*** -.036*** -.015 -.005* -.004 -.004*
(.022) (.008) (.010) (.003) (.006) (.002)

F(20, 146) - 6.08 2.20 .54

p - .00 .07 .70

sample
schools 144 147 147 147
exams 334,875 1,676,107 1,676,107 1,676,107

Notes: This table presents tests of student covariate balance in the presence and absence of newly-hired teachers.
Column 1 reports the sample mean for school-cohort-year cells with no new hires. Standard deviations for continuous
values are in brackets. The remaining columns present regressions of the given covariate on the cell share of students
taught by TFA and non-TFA hires. The specification in columns 2 and 3 includes no other controls. Columns 4 and 5
control for school, cohort, and year effects. Columns 6 and 7 control for second-order interactions of these terms:
school-year and cohort-year. The sample stacks exams in math and reading, so all control are interacted with a subject
indicator. I impute missing values using cell means. Table A2 presents corresponding estimates for the subsample
with non-missing data for all variables. Standard errors are clustered by school and reported in parentheses. Degrees
of freedom in the Wald tests of joint significance reflect this clustering.
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Table 3.3
New Hire Effects on Test Scores

Observational Estimates

School-Year and Cohort-Year
School, No Lagged Student

No Cohort, Student Lagged Scores, Fixed
Controls and Year Covariates Scores Demog. Effects

(1) (2) (3) (4) (5). (6)

A. Math

TFA hire share

non-TFA hire share

TFA difference

R2
exams

TFA hire share

non-TFA hire share

TFA difference

R2a
exams

-.525*** -.054 -.005 -.000 -.001 -.006
(.079) (.045) (.034) (.034) (.033) (.032)

-. 198 ** -. 119 ** -. 107 ** -. 110 ** -. 110 ** -.096**
(.031) (.016) (.010) (.014) (.013) (.012)

-.328 * .065 .102 .110 .110 .091
(.072) (.044) (.033) (.035) (.034) (.032)

.004 .062 .096 .625 .642 .874
840,995 840,995 840,995 840,995 840,995 840,995

B. Reading

-.615
(.084)

-. 151
(.047)

-.043
(.027)

-.038
(.027)

-.036
(.024)

-.038 *
(.020)

-. 138 -.071 * -.052 * -.051 -.053 ** -.043
(.035) (.016) (.010) (.011) (.010) (.009)

-.476*** -.080 .009 .013 .017 .005
(.085) (.050) (.029) (.026) (.024) (.021)

.003 .062
835,112 835,112

.086
835,112

.593 .615 .861
835,112 835,112 835,112

Notes: This table reports estimates from regressions of student test scores on the new hire share of
teachers in each school-cohort-year cell. Specifications are estimated separately by subject: panel A
reports effects on math scores, and panel B reports effects on reading. Regression controls vary across
columns. Column 1 has no controls; column 2 adds fixed effects for school, cohort, and year; and
columns 3-6 control for school-year and cohort-year effects. Columns 4-6 add student-level controls.

Lagged score controls are grade-interacted cubics in lagged scores from each subject. Demographic
controls are binary indicators for sex, race, parental education, subsidized lunch, limited English
proficiency, special education, and gifted status. All controls include dummies for missing values, which
are imputed using cell means. Column 6 uses student fixed effects in lieu of lagged score and
demographic controls. Standard errors are clustered by school and reported in parentheses.
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Table 3.4
Validating Observational Estimates

Experimental Observational
All Obs. All Years OLS Years

Grades Grades X-Cohort X-Cohort OLS

(1) (2) (3) (4) (4)

A. Math

TFA difference .058 ** .094 ** .082 .083 .099
(.028) (.042) (.027) (.030) (.017)

N 3,476 1,480 840,995 367,088 262,509

B. Reading

TFA difference .040 -.001 .034 .040 ** .008
(.027) (.032) (.022) (.020) (.008)

N 3,476 1,480 835,112 364,193 246,316

Notes: Column 1 reports the average TFA effect in the experimental sample,
pooling data from all studies and grades. Column 2 restricts the experimental
sample to the observational grades (3-8). Columns 3-5 estimate the corresponding
average TFA effect in the observational sample, weighting the tenure-specific
observational effects by the experimental tenure distribution. Column 3 uses the
cross-cohort estimates from the full observational sample (1997-2012). Column 4
uses cross-cohort estimates from the student-teacher matched years (2006-2012),
and column 5 uses the OLS estimates from the student-teacher matched subsample.
See Table 3 for specification details.
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Figure 3.8
Within-School Exposure to Teacher Hiring

Observational Sample

A. TFA Hires

residualized TFA hire share

.1 0 .1 .2 .3 .4 .5

B. Non-TFA Hires

residualized non-TFA hire share

-. 2 0 .2 .4 .6 .8

slope = -0.217a

* t
U

Og 0
0L

M0

o

"C

slope = 0.001a

0

Notes: These figures depictr the relationship between students' exposure to teacher hiring and their prior
achievement. Each graph plots average lagged reading scores in cohort-school-year cells against the cell share

of students taught by newly-hired reading teachers. Each dot depicts the average for bins of width .05 on

the horizontal axis with best fit lines estimated on the underlying cell-level data. Panels A and B of Figure

3.2 present the unconditional correlation between teacher hiring and lagged achievement. The graphs shown

here plot averaged lagged test scores against binned residuals from regressions of the hiring shares on school

effects, as in equation (3.8).
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Figure 3.9
Testing for Effects on Lagged Achievement by Teacher Tenure

Observational Sample

A. Math, Short Run

Cl -

C

C

0 1 2

years of tenure

3

C. Math, Long Run

C
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vl

0 y1 2345 6789

years of tenure

B. Reading, Short Run

A1 ------------------; ;
00
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1 2

years of tenure

D. Reading, Long Run

3

0 2 34 567 8 9

years of tenure

S TFA Hires 0 Non-TFA Hires

Notes: These graphs plot effects on lagged achievement by tenure. They serve as a placebo test for the

estimates in Figure 3.-. See Figure 3.4 for specificat ion details.
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Figure 3.10
Exposure to Teacher Hiring

Observational Sample

B. Non-TFA Hires

share of students with TFA hires

0 .2 .4 .6 .8 1
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0
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-. 3 -. 2 -. 1 0 .1 .2 .3

slope = 0.020cy
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D. Non-TFA Hires

residualized non-TFA hire share

-. 2 0 .2 .4 .6 .8

slope = 0.006a

Notes: These figures depict the relationship between studentts exposure to teacher hiring and their prior
mtath achievement. Figure 3.2 presents corresponding results for reading achievement, along with estimation

notes.
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Table 3.5
Sample Restrictions

Observational Sample

Analysis Sample
All TFA All Teacher-Matched Years

Schools Schools Years X-Cohort OLS
(1) (2) (3) (4) (4)

normalized score .00 -.31 -.31 -.35 -.29

female .49 .49 .49 .49 .50

non-Hispanic white .58 .29 .29 .23 .24

non-Hispanic black .28 .55 .55 .54 .53

Hispanic .08 .11 .11 .17 .16

other race .06 .05 .05 .06 .06

parent has bachelor's degree .29 .22 .22 --- ---

subsidized lunch .47 .64 .64 .70 .69

limited English proficiency .04 .06 .06 .09 .08

special education .10 .09 .09 .08 .07

gifted .14 .09 .09 .08 .10

sample

schools 2,354 153 147 145 144
exams 19,918,388 1,679,031 1,676,107 731,281 495,264
years 1997-2012 1997-2012 1997-2012 2006-2012 2006-2012

Notes: This table describes North Carolina public school students who were tested in math and reading in
grades 3-8 between 1997 and 2012. Column 1 contains all tests with non-missing scores from the first
administration for each student-subject-year. Column 2 describes tests from schools that hired TFA corps
members, excluding charter schools. The cross-cohort analysis sample in column 3 contains the subset
from school-subject-cohort-year cells with non-missing personnel data. Columns 4 and 5 further restrict
the cross-cohort sample to the years 2006-2012, during which students can be matched to their specific
course instructors. Column 5 describes students with unique teacher matches for the tested subject and
non-missing lagged scores in both subjects. I impute missing values using cell means. The following data
are missing for all tests: parental education (2006-2012), subsidized lunch status (1997 and 2007), and
gifted status (1997-1998). 1 impute these values using school means for all other years.
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Table 3.6
Student Covariates and Exposure to Teacher Hiring

Observational Sample

Difference by New Hire Share
No School, Second-Order

Controls Subject, and Year Interactions
No Hire TFA Non-TFA TFA Non-TFA TFA Non-TFA

Mean Hires Hires Hires Hires Hires Hires

(1) (2) (3) (4) (5) (6) (7)

lagged math score

lagged reading score

female

White

Black

Hispanic

subsidized lunch

limited English
proficiency

special education

gifted

F(20, 146)

p

sample
schools
exams

-.24
[.96]

-.24
[.98]

.50

.34

.52

.09

.64

.04

.08

.11

144
282,887

-.556 **-. 102 **
(.080) (.032)

-.599 **-. 121 **
(.077) (.033)

.008 .000
(.007) (.002)

-.486 **-.078 **
(.063) (.026)

.342 .077
(.057) (.025)

.132 **-.002
(.037) (.009)

.352 * .022
(.050) (.024)

.079 * -.003
(.021) (.005)

.002 -.001
(.008) (.003)

-.094 **-.041 **
(.023) (.009)

7.18
.00

147
1,418,826

-. 114** -.032**
(.049) (.013)

-. 134 **-.037 **
(.040) (.012)

.008 -.001
(.007) (.002)

-.040*** -.010
(.015) (.007)

.025 .014 **

(.016) (.006)

.029 ** -.004
(.014) (.004)

.063 ** .010
(.026) (.013)

.021 ** -.003
(.009) (.003)

.006 -.004*
(.006) (.002)

-.018 -.006*
(.011) (.003)

4.77
.00

147
1,418,826

.017 .004
(.029) (.011)

-.003 -.004
(.023) (.009)

.010 -.003
(.008) (.003)

-.003 -.002
(.005) (.002)

.007 .000
(.008) (.003)

.002 -.002
(.007) (.001)

-.006 -.004
(.006) (.003)

-.001 -.001
(.005) (.002)

-.004 -.003*
(.005) (.002)

-.004 -.003
(.007) (.002)

.51

.73

147
1,418,826
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Notes: This table replicates the covariance balance tests from Table 2 on the subsample of students with non-missing
data for all variables. Grade 3 students with missing lagged scores account for one-third of the excluded observations.
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