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Abstract
We propose and analyze two models to study an intrinsic trade-off between privacy and
query complexity in online settings:
1. Our first private optimization model involves an agent aiming to minimize an objective
function expressed as a weighted sum of finitely many convex cost functions, where
the weights capture the importance the agent assigns to each cost function. The
agent possesses as her private information the weights, but does not know the cost
functions, and must obtain information on them by sequentially querying an external
data provider. The objective of the agent is to obtain an accurate estimate of the
optimal solution, x*, while simultaneously ensuring privacy, by making x* difficult to
infer for the data provider, who does not know the agent's private weights but only
observes the agent's queries.
2. The second private search model we study is also about protecting privacy while searching for an object. It involves an agent attempting to determine a scalar true value,
x*, based on querying an external database, whose response indicates whether the
true value is larger than or less than the agent's submitted queries. The objective of
the agent is again to obtain an accurate estimate of the true value, x*, while simultaneously hiding it from an adversary who observes the submitted queries but not the
responses.
The main results of this thesis provide tight upper and lower bounds on the agent's
query complexity (i.e., number of queries) as a function of desired levels of accuracy and
privacy, for both models. We also explicitly construct query strategies whose worst-case
query complexity is optimal up to an additive constant.
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Chapter 1

Introduction
In this thesis, we consider problems faced by a privacy-conscious agent, who wishes
to achieve a certain objective but is constrained due to the lack of necessary information. It is often the case that one does not have access to all of the relevant data,
and this inevitably leads to the necessity of consulting specialized firms or interacting
with external data providers. Nevertheless, exactly under those scenarios, privacy
becomes a concern, as during the course of interaction, the intention or the agent's
objectives can possibly be inferred from past actions. Keeping one's objective private rather than being predicted by others is difficult, and it is conceivable that any
reasonable strategy suffers from the possible leakage of information when interacting
with external entities.
Can we secure ourselves in such an environment? In other words, is simultaneously
hiding and progressing towards our goal possible? If so, will we be capable to engineer
strategies that are ideal in terms of efficiency, i.e., require minimum additional effort
and ensures robustness against intelligent and adversarial external entities? To investigate such questions, we formulate two models in the contexts of optimization and
search, which will be referred to as Private Optimization and Private Simple Search,
respectively.
The Private Optimization model involves an agent who possesses some private
weights and aims to find a minimizer of a weighted linear combination of cost functions held by an external data provider. The agent then wishes to accurately uncover
the minimizer through interacting with the data provider, while protecting the pri13

vate information (the weights) from the provider. Similarly, our Private Simple Search
model is about protecting privacy while searching an object. Based on querying an
external database, an agent attempts to determine a scalar true value, while simultaneously protecting it from an adversary who observes her past queries.

In both

models, we are interested in characterizing the query complexity (number of queries)
for achieving the objective while preserving privacy. As our main results suggest, low
query complexity is possible, by carefully balancing the two concurrent processes of
hiding and searching.

1.1

Preview of the Models

Let us first give an informal description of the two models under consideration. The
following two models abstract from common situations where one has to collaborate
with others to make a certain decision. However, worrying about the possible leakage
of information, the objective of an agent is not to just produce a good decision, but
also to hide enough information so that other parties cannot easily infer that decision.

1.1.1

Private Optimization

An agent, henceforth called "user", would like to make a "good" decision, in a setting
that involves unknown cost function. In particular, she wishes to obtain the minimizer
x* in the following optimization problem:
m

minimize

a

fi(x),

over all x E X.

i=1

However, the user does not possess the complete data about the objective function.
Instead, what she does possess are the weights ai. There is also an external data
provider who knows the cost functions

fi,

but that information is private to the data

provider.
As a motivating example, suppose that the negative of

fi

contains information

on rewards such as profit or influence for the user, as a function of a user choice x,
and that ao

summarizes how the user weighs the importance of the different rewards.
14

In order to obtain valuable information regarding the minimizer x*, the user has to
collaborate with the data provider by making queries. We assume that at each step
k, the user can submit a query

qk

to the provider, and she receives a response

from the provider containing the derivative of each cost function

fi

at position

rk
qk.

Along the process, the user would like to uncover the minimizer with an absolute
error less than e, based on the assistance of the data provider, yet she may also incurs
loss of privacy from such interactions. In particular, combining the knowledge of the
functions

fi

as well as the observed sequence of queries, the provider may be able to

infer a lot about the minimizer x*. Hence, we consider the user to be unsuccessful if
the data provider is able to estimate the minimizer with an absolute error of less than
6. Then, naturally, an ideal user strategy should not only be capable of producing an
accurate estimate of x* but also make sure that the probability that the data provider
can successfully locate the minimizer is small enough.
Private User Strategy. We provide an informal idea of what a private user
strategy should be. A user strategy is a sequence of actions that take the previous
queries, the corresponding responses, and the user's private weights as inputs, and
then output a new query. At the end of the process, the user produces a final estimate
of x* based on all the information she has obtained. Note that the data provider
observes the value of each query and is therefore able to calculate the set of possible
minimizers, to be called as "information set". Hence, a private user strategy should
satisfy two constraints:
1. Accuracy: the final decision or "estimate" i', determined by the user, should be
close to the minimizer x*.
2. Privacy: the provider's information set should be large enough so that the
provider cannot accurately infer x*.
We will measure accuracy in terms of whether the constraint isU -

* <;

/2 is

satisfied or not, and measure privacy with respect to whether the information set can
be covered by L intervals, each of length at most 6, or not. The parameter L specifies
the level of required privacy.
15

1.1.2

Private Simple Search

The Private Simple Search model we formulate has a similar focus of studying the
intrinsic tradeoff between search effort and privacy.
A user aims to determine a particular true value, x*, which is a scalar in some
bounded subset of R. The true value is stored in a database. In order to retrieve it,
the user interacts with the database, by submitting a query

qk

at each time step k

and then receiving from the database a response indicating whether the value of the
query is greater than or smaller than the true value.
The user has a prescribed accuracy parameter E, and her goal is to uncover the
true value x* within an absolute distance of c, based on all the queries she submits
and the corresponding responses from the database. At the same time, there is an
adversary who is also interested in x* and attempts to estimate x* by observing the
queries submitted by the user, but not the responses. In the end, the objective of the
adversary is to estimate x*, within an absolute distance of 6. Because of the presence
of the adversary, the user is not just interested in approximating the true value x*. She
also wishes to protect her privacy in the sense that she does not want the adversary
to know much about x*. Therefore, an intelligent strategy should guarantee both
accuracy and privacy.
Private User Strategy. The idea behind our definition of private strategies in
this model is similar to the one introduced before. One major difference in this case
is that we will consider randomized strategies instead of deterministic ones. Hence,
there is a random variable Y, and each new query will depend on the past queries, the
corresponding responses, as well as this random variable. We can then similarly define
an information set for the adversary and define a private user strategy through the
same accuracy and privacy constraints as before. Of course, suitable modifications
are necessary to incorporate the newly introduced randomness.

1.2

Preview of Main Results

In this section, we summarize the key findings of this thesis. For both models, the
central questions faced by the user are: whether ideal private strategies exist and
16

if so, what is the minimum effort (number of queries) required? We will define a
privacy measure, characterized by a parameter L E N.

The operational meaning

of this parameter is that L can be thought of as the inverse of the probability that
the data provider successfully approximates the minimizer (or the true value). Thus,
given the allowed errors e > 0 and 6 > 0 for the user and the data provider (or the
adversary in the simple search model), respectively, and the desired privacy level L,
the core measure we are interested in is the query complexity, N*(e, 6, L), defined as
the minimum number of queries needed for a private strategy. As one might imagine
from our discussion in Section 1.1, there is a tradeoff between the effort and the
desired privacy level. The more the user wants to protect herself, the more effort
will be needed to obfuscate the data provider.

We seek to formally characterize

this tradeoff through lower and upper bounds on N*(e, 6, L). Because of the many
similarities of the two models, our main results provide identical tight bounds for
both models in the regime where 2c < 6 < 1/L:
1. A lower bound1 log(6/e) + 2L - 4 is established by inspecting the structural
properties of the available information for the user and the data provider (or
the adversary).
2. An upper bound log(1/Le) + 2L - 1 is achieved by explicitly constructing a
private strategy based on the insights drawn from the proof of the above lower
bound.
Combining these results, we establish that for both models, and in the regime where
6 = 1/L, the upper bound is optimal within an additive constant. Hence, the private
strategy we constructed to prove the upper bound for the respective model achieves
the desired optimality.

1.3

Related Work

To our best knowledge, the models we consider here are new. In particular, our
definition of the privacy constraint (see Sections 2.2 for a formal definition) in terms
'Throughout the thesis, all the logarithms are with respect to base 2. In addition, to avoid tedious
mathematical expression, non-integer numbers should be understood as properly rounded upwards. For
example, the lower bound should be understood as [log(6/)1 + 2L - 4, where [-] represents the ceiling
function.

17

of the coverability of the information set seems to be new. In a world where a certain
amount of information leakage is almost inevitable, rather than hiding completely, we
capture the tradeoff between how efficiently one can achieve her goal and how much
information one is willing to reveal, as quantified through the privacy parameter L.
At a higher level, our work is similar in spirit to some areas of theoretical computer
science. In cryptography, private information retrieval [3, 11, 8] studies the problem
of how a user can retrieve an item from a database server without revealing which
item is retrieved. In particular, the user wants to retrieve the value xi at the discrete
address i without letting the database learn the address i. Compared with this line
of research, we consider continuous values stored in the database and quantify the
level of privacy through the knowledge of information set.
Another related subfield of cryptography is secure multi-party computation [4, 1],
in which the goal is to create methods for parties to keep their inputs private while
jointly computing a function value based on inputs from all parties. In the model
we consider, while being powerful, the data provider in the optimization context
only purely performs inference and is passive in the sense that she just observes and
honestly responds, rather than taking an active role in the computation of x*. Such
a role is fundamentally different from that of the parties in the secure computation
setting.
More recently, much attention has been drawn to design privacy-preserving data
release protocols, notably differential privacy [6, 7]. The idea is to enable the release of
statistical summaries of data sets without letting others infer a particular individual's
information, which is often achieved via injecting noise so that an adversary cannot
confidently carry out the inference.

The differentially private idea has also been

applied in certain optimization problems [9, 10, 2]. Furthermore, when the data is
kept confidential from the learner, the utility of the resulting statistical estimator
has also been studies [13, 5]. In contrast with this line of research, we have a very
different privacy criterion and perspective. Rather than considering the privacy of
the database, we focus on the opposite side, the user privacy, and study the intrinsic
tradeoff between how fast one can achieve a goal and how much information one is
willing to release. Privacy leakage is allowed, but is carefully controlled to just reveal
18

the minimum possible permitted by the specific privacy requirement. In addition,
the communication between the user and the database is honest, meaning that the
queries and responses do not involve any noisy perturbations.
Apart from cryptography, there is a recent work 1121 that has the same flavor as
this thesis, where the tradeoff of hiding and advancing to a goal is investigated in
the context of graphs. An agent who attempts to reach a particular node must travel
the graph in a way that protects her privacy against an adversary who observes the
movements. The adversary tries to predict the goal and [12] finds that the probability
of a correct prediction is inversely proportional to the effort one is willing to spend.
1.3.1

Organization of the Thesis

The remainder of this thesis is organized as follows. We formally introduce and study
the Private Optimization model in Chapter 2. Based on the insights we obtain,
Chapter 3 is then devoted to the investigation of the Private Simple Search model. In
both chapters, we first formulate the model, then state the main theorem, and finally
prove our results. The missing proofs for some of the lemmas in Chapters 2 and 3
can be found in Appendices A and B, respectively. Finally, we conclude in Chapter
4 and point out some interesting model variations.

19
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Chapter 2

Private Optimization
In this chapter, we introduce and study a Private Optimization model. It involves
an agent aiming to minimize an objective function expressed as a weighted sum of
finitely many convex cost functions, where the weights capture the importance that
the agent assigns to each cost function. The agent possesses as her private information
the weights, but does not know any of the cost functions a priori, and she must
obtain information about the cost functions by sequentially querying an external
data provider. The objective of the agent is to obtain an accurate estimate of the
optimal solution, x*, while simultaneously ensuring privacy by making x* difficult
to infer for the data provider, who does not know the agent's private weights but
observes all of her past queries.
Driven by the need to simultaneously achieve accuracy and privacy, we study the
structure of an ideal private user strategy. The core measure we focus on is the query
complexity, N* (e, 6, L), defined as the minimum number of queries needed for a private
user strategy given the user's accuracy parameter E, the data provider's accuracy
parameter 6, and a desired privacy level L. In the region where 2e < 6 < 1/L, our
main result shows the following tight bounds:
6
1
log - +2L-4 < N*(c,6,L) < log - + 2L - 1.
ELc
We observe, that in the extreme case where 6 = 1/L, the bounds are tight within an
additive constant. We will also provide an explicit construction of a private strategy
21

through which the user can achieve the above upper bound.
Chapter 2 is organized as follows. We formally introduce the Private Optimization
model in Section 2.1. In Section 2.2, we motivate and develop the central concept of
this chapter, the private user strategies. Our main result is presented in Section 2.3.
Before diving into its proof, Section 2.4 first offers a discussion of various interpretations of the privacy criteria we proposed, intended to clarify the intuition behind
our definitions in Section 2.2. The rest of the chapter is devoted to the proof of our
main theorem, with a few preliminary properties being introduced first in Section 2.5.
Then, we prove the lower and upper bounds in Sections 2.6 and 2.7, respectively.

2.1

The Private Optimization Model

We formally introduce the Private Optimization model. The model involves a user
who would like to solve the following optimization problem
m

aifi(x),

minimize g(x) =

(2.1)

over x E X,

i=1

where
1. X is a compact interval in R, which, without loss of generality, we assume to be
[0, 1].
2. m is a positive integer no smaller than 2.
3. {aj}I
4.

is a set of positive weights, which is known to the user.
1 is a set of cost functions, which is unknown to the user.

{fj(-)}

We assume that the cost functions are strictly convex, so that the optimization
problem in Eq. (2.1) admits a unique optimal solution. In the following, we fix m E N,
and denote by a a vector of weights, a = (ai, a 2 ,.... , am), and by
functions,

f

=

(fi,

f2,...

,

fm). We also let x*(a,

f)

(x* for short when there is no confusion), i.e., x*(a,

f

a vector of cost

be the unique optimal solution

f)

= arg min.,[ 0 i

1

aifi(x).

The user would like to find the optimal solution, x*, but is not able to do so
due to the lack of knowledge of the cost functions,
22

fi(.).

We assume that the

user can acquire information about the cost functions in an sequential fashion, by
interacting with a data provider (or provider for short), as follows. At each step, k,
the user submits a query, qk E [0, 11, to the provider, and she receives a response, rk,
containing the derivative of each cost function

fi

at position qk:

rk = ( fl'qk), f2(qk),...-, f.(qk).

Denote by N the total number of queries submitted by the user, and by e > 0
an accuracy parameterof the user. After having received the responses to N queries,
the user would like to produce an estimate, -P, for the optimal solution x*, which
satisfies
- 2

At the same time, the provider wishes to guess the optimal solution, x*, based
on her knowledge of the cost functions,

f(-),

and the queries. We assume here that

through responding to queries, the provider observes and knows each submitted query.
Additionally, we will assume that the provider knows the strategy of how the user
submits queries (a precise definition will come shortly). Denote by 6 an accuracy
parameter of the provider. After responding to the N queries, the provider aims for
an estimate, s d, for x*, such that

In summary, e measures the user's desired accuracy, while 6 represents the data
provider's desired accuracy. Our model abstracts from situations where one has to
collaborate with others to achieve a certain goal. Because of the interactions with
the provider and the worries about possible information leakage, the user is not just
interested in approximating an optimal solution x*, but also would like to employ
an intelligent strategy that guarantees the desired privacy. On the other hand, the
provider in our model is both collaborative by honestly responding the queries, and
adversarial in trying to guess the solution through the interactions.
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2.1.1

#

User Strategy

The queries that the user submits to the provider are generated by a user strategy in
a sequential manner: the query at step k is allowed to depend on all queries and their
responses up until step k - 1, as well as the weights, a.

Formally, fixing N E N, a

user strategy q of length N consists of two parts:
1. A sequence of N query functions, (q1,

... ,

qN), where each qk is a mapping that

takes as input the weights a, the first k - 1 queries submitted, the corresponding
responses, and outputs the kth query qk.
2. An estimation function, 0E, which takes as input the weights a, all the N queries
submitted, as well as their responses, and outputs the final estimate, iu, for the
minimizer x*(a, f).
More specifically, we let A = [0, oc)m and we have

1. If k = 1, then
If k = 2,3,

...

#1

:- A-

OE

# 1(a).

, N, then #k : A x [0, 1]k-1 x (Rm)k-1

qk =
2.

[0, 1], and q, =

ck(c, qq2,.q2 - - - , k--1 ,

: A x [0,1 ]N X (Rm)N

_

[0, 1], and iu

=

ri r 2 ,

.

[0, 1], and

-

- . , rk-1)-

#E(aq1 ,q2

, ...

qN, Ti, r2, ... , rN).

Observe that the above definition can be further simplified. By definition, q2

#2(a,

qi, ri)

=

q 2 (a,

0 1 (a),

ri) = $2 (a, ri), for some new function

02.

=

Through induc-

tion, it is then sufficient to let the queries only depend on the weights a and the past
responses (ri,... , rk_1). In the sequel, we will assume strategies are of the following
form:
1. If k = 1, then #1 : A

[0 1], and qi= 0 1 (a).

If k = 2,3, ..., N, then #k : Ax (Rm)k2.

OE

:

A x (Rm )N

-+ [0, 11,

Thus, each query function,
4CDN

-+

[0, 11, and qk

#k(a, ri, r 2 , ...

,

rk_1).

defines the action of the user at step k.

Let

and JP =

#k,

1

OE

(a, r1,

=

r2,. ..., TN)-

be the set of all user strategies of length N. For convenience, when the user
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employs strategy # to find the minimizer of >17

aifi(x), we denote by Qk(#, a, f) the

sequence of the first k queries submitted, (qi, q2 , ...

, k)

f)

as

the sequence of the first k responses, (ri, r2,

Finally, we denote by i'(0, a,

f)

the user estimate for the minimizer x*(a,

2.1.2

... ,

rk).

,

and similarly Rk(#, a,

f).

Weights a and Cost Functions

f

In this section, we specify some constraints on the weights, a, and the cost functions,

f,

so that our problem is valid and meaningful. In the sequel, we will consider weights

and cost functions in the following setsi:
A ={a I ai > 0, for every i E [m]},

.F ={f Ifi : R -+ IR, is differentiable and strictly convex for every i E [m],

(2.2)

and 3 k E [m], j E [m], with k - j, s.t. fk(0) > 0, f;(1) < 0}.
Generally, we would like the optimization problem Eq. (2.1) to have a unique
minimizer, in order to work with a clean formulation.

This is guaranteed by the

positivity of the weights and the strict convexity of the cost functions in Eq. (2.2).
In principle, we could just require each cost function

fi to

be convex and at least one

to be strictly convex. Such a relaxation does not change our subsequent sections, but
we will work with Eq. (2.2), which results in a more streamlined presentation.
In addition, the conditions in Eq. (2.2) ensure that the minimizer x* can lie anywhere in [0, 1], and hence, the initial information regarding the minimizer is the same
between the user and the provider. Notice that each cost function fi is strictly convex,
and hence its first derivative is strictly increasing. Therefore, Eq. (2.2) indeed assumes
the existence of two cost functions fk and f3 such that fj(x) > 0 and f(x) < 0 for
every x E [0, 1]. Then, for every f E T, by adjusting the weights ak and aj properly,
the minimizer x* (a, f) can be anywhere in the interval [0, 1]. Conversely, for every
a c A, by appropriately choosing how positive fk(x) is and how negative f (x) is,
the minimizer x*(a,

f)

can also be placed anywhere in the interval [0, 1]. To see the

rationale behind our assumptions, suppose that

fi

'We use the shorthand notation [m] for the set {1, 2,.... , m}.
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=

(x - 0.5)2 for every i C [MI].

Then, trivially, the provider knows x*(a, f) = 0.5, independent of the value of a. As
another example, if m = 2, fi = (x + 1)2 and

f2

= (x + 2)2, then again for every

a E A, the provider is certain that x*(a, f) = 0. Our assumptions are intended to
preclude such cases, where the user has no way of ensuring privacy.

2.1.3

Available Information

Due to the rich interactions between the user and the data provider, it is important
to clarify the information exchange between them. For the user, although she has
no initial knowledge about the cost functions

f,

we assume that the user does know

the structure of the set F, cf. Eq. (2.2), and that the cost functions

f

belongs to

F. Regarding the data provider, first of all, she is aware that the user is actually
searching for the minimizer of the function =i a1fi(x) over the interval [0,1]. While
the provider does not have access to the weights a, she knows that each a is positive,
i.e., a E A, and gets to observe all queries. Finally, we assume that the user strategy

# is available to the data provider.

Precisely, the provider knows each mapping Oi for

i E [N], so that she would be able to predict exactly what each query would be had
she also known a. While it may seem that a data provider who sees both the user's
strategy and and her actions is too powerful to defend against, we will see in the
sequel that even in such a scenario the user will still be able to implement effective
and efficient obfuscation.

2.2

Private User Strategies

In this section, we develop the central concept of this chapter, the private user strategies. The main focus of this section is on the formal definitions of privacy. While we
will briefly discuss the underlying intuition, a more detailed interpretation is postponed to Section 2.4, after our main technical result.
As expected, a private user strategy must always make sure that its estimate is
close to the minimizer x* while keeping the "winning probability" of the data provider
sufficiently small. Our goal in this section is to formalize those ideas. To this end,
we first introduce some notions that capture the knowledge of the user and the data
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provider, in Section 2.2.1. Then, a natural privacy constraint is proposed in Section
2.2.2.

This definition however has some drawbacks.

This leads us to a stronger

definition of private user strategies, in Section 2.2.3, which we will adopt for our
remaining analysis.

Information Set and Confidence Set

2.2.1

We define some concepts that help keep track of the information available to each
party, which will serve as the fundamental building blocks for our definition of privacy.
In what follows, we will use the phrase "at the end of step k" to denote the time
immediately after the user receives the response rk in step k.
Definition 1. Suppose that
.., qk)

(qi, q 2 ,

#

E F and

E

41N.

For each k E

[N],

let

Qk

be the sequence of the first k queries received by the data provider.

We define the set, I-(#,

If'(q$, f, Q)

f

=

{

E

f,

Qk), to be

[0, 1] ]a c A s.t. x

=

x*(a, f), and Qk(, a, f) = Qk}, (2.3)

and call it the information set for the provider at the end of step k.
In words, the information set, I (#,

f,

Qk),

is the set of all possible minimizers

from the provider's point of view (without knowing the actual weights a) at the end
of step k, based on knowing the user strategy

# and observing the

queries submitted

so far. It captures the idea of how much information the user reveals to the provider
along the process of submitting queries. For convenience, we also denote by I(#,

f)

the initial information set for the data provider, i.e., the set of possible minimizers
before the game starts.

I(#, f)

=

Note that from the discussion in Section 2.1.2, we have

[0, 1].

Similarly, we provide a corresponding definition for the user's available information. To avoid confusion, we will call it the confidence set.
Definition 2. Suppose that a E A and q E (DN.
(ri, r 2,

...

, rk)

For each k E [N], let 'Zk

=

be the sequence of the first k query responses received by the user. We
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define the set, I(0,

a, Rk), to be

-k(O, a, Rk) = {x E [0,11] E f E F s.t. x = x*(a,

f),

and Rk(4, a,

f)

= Rk }, (2.4)

and call it the confidence set for the user at the end of step k.
By analogy, the confidence set for the user, I-(,

a,

lZRk),

is the set of all possible

minimizers from the user's perspective. It measures the uncertainty of the user about
the minimizer after querying the data provider k times. At the end of step k, any
element of 2k(#, a, Rk) may possibly be the minimizer, from the user's point of view,
and any element outside Ik(#, a, Rk) cannot be the minimizer. Finally, we also denote
by IT'(b, a) the initial confidence set for the user, and notice that Ig'

(0, a) = [0, 1]. For

convenience, when there is no confusion, we will omit the inputs for both I(O, f, Qk)
and Ik(#, a, Rk). An example is also provided in Appendix A.1 to elaborate on the
notation.

2.2.2

A Simple Privacy Criterion

We now motivate a simple and intuitive concept of a private strategy.
strategy should capture two components:

accuracy and privacy.

A private

Accuracy can be

captured easily by measuring the distance between the estimate and the minimizer.
For privacy, with the definition of the information set on hand, to control the amount
of information leaked to the data provider, a rather straightforward and natural
measure would be to limit the size of the information set, particularly, its diameter.
Those simple considerations lead to the following definition:
Definition 3. Suppose that e > 0 and 6 > 0. A user strategy q E 4bN is (E, 6)-przvate

if it satisfies the following:
1. Accuracy constraint: for every a E A and every f E F, .

(0, a, f

x*(a, f)I <

c/2;
2. Privacy constraint:

for every a

E A and every f

E F, the diameter of the

information set for the data provider at the end of step N is no less than 6, i.e.,
supY1,Y24Ik(+,fQN((/5Qf))

Yi

-

Y21 > 6.
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Let us offer some interpretation of the definition. Since the user cannot know the
function

f

exactly, a user strategy can only aim to produce an accurate estimate,

within the error tolerance 6, regardless of what the underlying function

f

is. Such

a consideration leads to the accuracy constraint in Definition 3. Additionally, under
any possible scenario, it is desirable that the user can obfuscate the data provider
as much as possible. In particular, this means that the final information set should
be large. That is, by observing a particular sequence of queries, the data provider
should not be able to find out too much about the location of x*. Exactly how large
the information set should be? We utilize the diameter as our metric. If there exist
a and

f

such that the diameter of the information set is smaller than 3, we consider

such a strategy to be not private.
While Definition 3 offers a simple starting point for our Private Optimization
formulation, there are some shortcomings: Suppose that the information set is not
just one simple interval, but instead, a union of a few small non-overlapping intervals,
separated far from each other. Even if the diameter is large, the provider still knows
a lot about x*. For example, if the information set is the union of two distant but
tiny intervals, by randomly guessing one of the intervals, the provider has a "winning"
probability of 1/2. Hence, measuring the diameter of information set can be too
optimistic and inadequate.
The above shortcomings motivate a more refined privacy criterion.

2.2.3

A Stronger Privacy Criterion: (E, 3, L)-Private Strategies

With the previous shortcomings in mind, we introduce an improved notion of (6, 3, L)private strategies. This is the core concept of this chapter, and will be employed in
the remaining sections to study our Private Optimization model.
As mentioned, the diameter can potentially underestimate the information obtained by the data provider. Hence, the fix must be capable of precisely capturing
the potentially non-overlapping structure. To introduce a more precise size metric,
we will consider the information set to be "small" if it can be covered by a few small
intervals. Two questions then naturally arise: how large should the small intervals be
and at most how many such intervals can be used? To answer the first question, we
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restrict the small intervals to have length at most the accuracy requirement of the
provider, 6. The second question is intrinsically related to the "winning" probability
for the provider. Thus, we introduce an additional parameter L that measures the
level of protection required by the user, with the interpretation that L specifies that
the "winning" probability for the data provider should not be more than 1/L. Before
proceeding, let us formalize the idea of the set cover.
Definition 4. Suppose that 6 > 0 and L E N. A set S C [0, 1] is (6, L)-coverable
if there exist L intervals, [a,, bi], [a2 , b2],

... ,

[aL, bL], each of length at most 6, such

that
E

U [aj , bj]

We call these L intervals a cover for the set E. In addition, S is (6, L)-coverable almost
everywhere if 8 is (6, L)-coverable except for points with zero Lebesgue measure, i.e.,

(,E n ([0, 1] \

U

[aj, bj)

=01

where p(-) is the Lebesgue measure on [0, 1].
We now formally present our refined definition of privacy, the (f, 6, L)-private user
strategies.
Definition 5. Suppose that e > 0, 6 > 0, L > 2 and L E N. A user strategy

e

N

f)I

<

is (e, 6, L) - private if it satisfies the following:
1. Accuracy constraint: for every a E A and every f E T, 1.U(q, a, f) -x*(a,
c/2.
2. Privacy constraint: for every a E A and every f G F, the information set for
the data provider at the end of step N, -jk (0, f, QN(0, a,

f)),

is not (6, L - 1)-

coverable almost everywhere.
Comparing Definition 5 with the simpler Definition 3, we note that the accuracy
constraints are identical. As before, we would like the user strategy to always produce
an accurate estimate, within the error tolerance c, regardless of the underlying data,
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a and

f.

The main difference between the two definitions is in the privacy constraint,

in particular, in the additional privacy parameter L.

We control the size of the

information set in terms of whether a set is coverable or not, and offer the user
flexibility on the desired level of privacy through the privacy parameter L. Intuitively,
the more intervals are needed to cover the information set, the more protective the
user strategy will be. In other words, if at least L small intervals are required to cover
the whole information set, then the information set will be large in the sense that
roughly speaking, the "winning" probability for the data provider is at most 1/L. We
will come back to this observation and make it more precise shortly in Section 2.4.

2.3

Main Result

The user is naturally interested in the minimum number of queries (query complexity),
needed to make her strategy private. To answer this question, we state our main
theorem in this section, which establishes lower and upper bounds for the query
complexity of private strategies. Mathematically, it is possible to have 6 < e. This
scenario is, however, not of practical interest since it is unreasonable to require the
data provider to aim at a smaller tolerance 6 than the user. The more interesting
setting is when the user has a high accuracy requirement while the provider attempts
to roughly guess the result, i.e., c < 6. For a more succinct presentation, we will focus
on the regime where 2e < 6 < 1/L.
Theorem 1. Suppose that we are given e > 0, 6 > 0, and a positive integer L > 2,
such that 2e < 6 < 1/L. Let N*(e, 6, L) be the minimum number of queries such that
a (e, 6, L)-private strategy exists, i.e.,
N*(e, 6, L) = min

{N

N : 3

#

E 4DN s.t. 0 is (c, 6, L)-private}.

(2.5)

Then,
max

log

,log

+2L-4

< N*(c,6,L) < log

- + 2L - 1.

(2.6)

In the worst case where the data provider's accuracy requirement is as loose as
possible, i.e., 6 = 1/L, by appealing to Theorem 1, we obtain tight bounds as follows:
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Corollary 1. Suppose that we are given e > 0, 6 > 0, and a positive integer L > 2
such that 2e < 6 and 6 = 1/L. Let N*(c, !, L) be defined as in Eq. (2.5).
1. If L = 2, we have

log - < N*(6, -, L) < log - + 2;

(2.7)

11
1
log- +2L-4 < N*(E,-,L) < log- +2L- 1.
LE
L
Lec

(2.8)

e

L

2. If L > 3, we have

From Corollary 1, when 6 = 1/L, our bounds are tight within a small additive
constant. A natural intuition one may consider to construct a private strategy is
to replicate the same actions in several places. Because those actions are identical
at each place, the provider will be obfuscated about which one is the "true place".
Under such an intuition, an upper bound being a product between the privacy level
L and the number of queries at each place may be generally expected. However, it is
possible that replication can be expensive. To avoid relying on this potentially costly
intuition, the private strategy we construct to prove the upper bound will explore the
flexibility in weights oz and shows that replication is not needed for obfuscation.
For our upper bound, we directly design a private strategy for the extreme case
where 6 = 1/L. Such a strategy will also be, automatically, private as long as the
parameters satisfy 2e < 6 < 1/L. Thus, we obtain an upper bound that does not
explicitly depend on the data provider's accuracy parameter 6. This is appealing
because it leads to robust strategies that work for a broad set of adversary parameters
6 without actually knowing the precise parameter value.

2.4

Interpretations and Considerations of the Privacy Criteria

Before diving into the proofs of our main result, we would like to step back to elaborate
on various modeling considerations and interpretations for both the simple and the
stronger privacy criteria. We will first offer a few strategies under the simple privacy
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criterion to emphasize its shortcomings. These strategies are meant to motivate the

(e, 6, L)-private strategies, but more importantly, provide several intuitive recipes for a
good strategy, which we will exploit in proving the upper bound of Theorem 1. Then,
in Section 2.4.2, we investigate the relationship among the (e, 6, L)-private strategies
and various other concepts.
2.4.1

The Simple Privacy Criterion

The following proposition informally summarizes the result for query complexity under the simple privacy criterion:
Proposition 1. (Informal) Suppose that e > 0, 6 > 0, and 2e < 6 < 1/2. Then, for
any (e, 6)-private strategy #, the length of

#

is at least log(1/e), and there exists an

(c, 6)-private strategy 0 with length no larger than log(1/e) + 2.
The proof of Proposition 1 can be readily obtained by following the proof of our
main result. Instead of focusing on a rigorous explanation, we give several strategies
in the next section, which will shed light on an intuitive understanding of Proposition
1 as well as the weakness of Definition 3.
Strategies Under the Simple Privacy Criterion
In this section, let us focus on the regime where 2E < 6 < 1/2.
Strategy 1: Bisection Search. A natural approach is to apply the classical
bisection (or binary) search to the current setting. Let us pursue this direction to see
whether it works. Under the classical bisection search, the user first submits a query
at the midpoint of the entire interval, i.e., qi = 0.5. Then, based on the response,
the user identifies whether the left half-interval or the right half-interval contains
the minimizer, by checking the sign of X

ajfj(qi), and accordingly submits the

midpoint of the half interval that contains the minimizer as the next query, q2. This
process continues until the user finds an interval that contains the minimizer x* and
has length less than or equal to E.
Figure 2-1 shows an example of the bisection search strategy. The number of
queries is N = log(1/e). Since the bisection search is highly structured, the data
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qi4 iq

0E

q4

0q2'

q

3

q3

Figure 2-1: An example of bisection search. The red star represents the minimizer x*(a, f).
The red line shows the confidence set for the user at the end of the last step N, i.e.,
IE(#, a, RN). The blue line shows the information set for the data provider at the end of
the last step N, i.e., I(fQN)-

provider learns a lot by knowing the strategy and observing the queries, as indicated
by the blue arrow in Figure 2-1. Is such a strategy private? By construction, bisection
search satisfies the accuracy constraint.

However, note that the diameter of the

information set is at most 2c, and thus, in the regime where 6 > 2c, bisection search
fails to protect the user's privacy.
Strategy 2: Dense Search. The problem with bisection search is that it focuses
on finding the minimizer quickly, without incorporating actions to obfuscate the data
provider. As a result, much of the information regarding the minimizer is leaked to
the provider, leading to a small final information set. Let us look at the opposite
extreme, where one concentrates on hiding as much information as possible, without
taking the search efficiency into account. This leads to the dense search illustrated
in Figure 2-2.

OI

01

q,

X

q2

X

q3

X

q4

"
q5,

X

:q6

...

X

:
q...

Figure 2-2: An example of dense search.

Dense search is a naive strategy that does not make use of information obtained
through the queries. All the queries are predetermined. In particular, independent of
a and the responses, the user submits N = 1/6 - 1 queries, where qi = 1/c, q 2
and in general, qk = k/6 for k E [N]. Based on the sign of J

=

2/c

1 affj((q), k E [N],

the user is able to locate an interval that contains the minimizer and has length at
most

6.

Thus, the accuracy constraint is always met. Meanwhile, since the strategy is
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independent of the information obtained along the process, the data provider cannot
infer any information about the minimizer by observing the queries. The information
set is then always the entire interval [0, 1] and hence, the privacy constraint is satisfied
as well. However, this comes at the cost of more queries. If the accuracy parameter,
e, is very small, the number of queries will be large.
Strategies 1 and 2 illustrate two competing processes, the searching process and
the hiding process. Obviously, there is a tradeoff between the number of queries and
the information the data provider could possibly learn. Confusing the provider comes
at a cost. The less you wish to reveal, the more queries should be needed. Building
upon those insights, can the user use few queries at the expense of exposing some but
not enough information to violate the privacy constraint? Let us look at two more
strategies.
Strategy 3: Bisection + Dense Search. Bisection search is capable of quickly
finding the minimizer while dense search can help protect privacy. A simple approach
that combines the advantages of both strategies is first to do some bisection search
steps to efficiently find a relatively smaller interval (of length approximately 6) containing the minimizer and then carry out a dense search inside that smaller interval
to control the information leakage. We show an example of this strategy in Figure
2-3, where qi and q 2 are the usual bisection search steps and the remaining queries
perform a dense search in the smaller interval [q 2 , qi].
I = E I
q2"

13

q4

q5

:ql

Figure 2-3: An example of bisection + dense search.
The number of queries for this bisection + dense search strategy is roughly N

=

log(1/6) + 6/e. Based on the same arguments as for Strategies 1 and 2, this strategy
is private. However, is it good enough? Notice that when c

<

6, which corresponds

to the case when the user has an extremely high accuracy requirement while the data
provider just attempts to obtain a rough estimate, the 6/c term will dominate and
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the number of queries will drastically increase.
Strategy 4: Multiple Bisection Search. The problem with the previous strategy is that the second part, i.e., the dense search, can be too costly when the user
aims for a very accurate estimate. In such a scenario, it may be desirable to avoid
the dense search, but to rely on the advantages of the bisection search, with some
modifications. Here is an alternative approach: duplicate exactly the same actions in
two places. Since the actions are identical in two places, any adversary will not be
able to distinguish which one is the true goal and which one is not. Rephrased in our
setting, the user can perform two identical bisection searches in parallel, one in the
left half interval of [0, 1] and the other one in the right half interval of [0, 1].
I

,EI

2

q6

4 q7q5

Ei

3

Figure 2-4: An example of multiple bisection search.
Figure 2-4 illustrates such multiple bisection search through an example, where
the left bisection search is the "true" one, while the right bisection search exactly
copies the left one in a parallel fashion to obfuscate the data provider. Every time a
query is submitted on the left half interval, a corresponding query is copied on the
right interval. The requirement that the two bisection searches have to be done simultaneously and in parallel is crucial, as it guarantees that the two bisection searches
are exactly identical so that the order of which one finishes first will not reveal any
additional information to the provider, even though she knows the strategy. The
total number of queries for this multiple bisection search is N = 2 log(1/E) - 1, and
by design, the diameter of the information set is at least 1/2.
The previous two strategies, the bisection + dense search and the multiple bisection search, serve as intermediate examples to understand the tradeoff between
the searching and the hiding processes. In particular, the multiple bisection search
seems to be an excellent choice to apply. However, can we do better? Our intuition
may suggest that the multiple bisection search is hard to beat. Nevertheless, let us
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introduce our last strategy and show some counter-intuitive results.
Strategy 5: Bisection + Obfuscating Queries Search. The previous strategies suggest the following two points:
1. Bisection search is efficient in finding the minimizer x*.
2. Intervals formed by queries with length at most e may obfuscate the data
provider.
The second point is an important structural property of the information set that we
will explore and prove in Section 5. Driven by the above two observations, we devise a
novel strategy. The strategy essentially submits two queries to create "small" intervals
to obfuscate the data provider. Then, a bisection search is employed to efficiently
search for the minimizer. To give an informal discussion, let us look at the example
presented in Figure 2-5. The user first submits query q, = 1/2. The two queries, q2
and q3 , are then used to create the small but obfuscating intervals, [0, q2 ] and [qi, q 3].
If [q 2 , q1] contains the minimizer, a final bisection search is performed to find x*. Note
that if the minimizer belonged to [q 3 , 1], the bisection search would be carried out

accordingly. In addition, if the minimizer belonged to the two "small" intervals, [0, q 2]
or [qi, q3], a fake bisection search would be done according to certain rules.
I

I<

=El

q2

q4|

q6

I

E I

:qs

q1

=EI

q3

Figure 2-5: An example of bisection + obfuscating queries search.
The above informal discussion ignores the details of how to actually use the two
"small" intervals to obfuscate and how to "couple" them with the subsequent bisection
search so that they still possess the obfuscating ability even after revealing the locations of the bisection search. These are, in fact, the main challenges of devising the
strategy, and we will thoroughly go through them in Section 2.7, where we introduce
a generalized version to prove the upper bound in our main result. For now, just
notice that the diameter of the information set is constructed to be at least 1/2 and
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the total number of queries is N = log 1/6 + 2. Thus, surprisingly, it is possible to
achieve better performance than the intuitive multiple bisection search strategy.
Shortcomings of the Simple Privacy Criterion
Having introduced several strategies, one may notice from the figures some potential
issues:
1. One can expect that the information set is not just one interval, but rather the
union of several non-overlapping intervals, as in the scenarios in Figures 2-4 and
2-5. Then, the diameter may not be a reasonable measure, as it can significantly
overestimate the "effective size" of the information set, if those non-overlapping
intervals are separated far from each other.
diameter is q5 - q2 > 0.5.

For instance, in Figure 2-4, the

Nevertheless, the information set only consists of

the two intervals, [q 2 , q4] and [q3 , q5], each of which has length at most 2c. The
large intermediate interval, [q4 , q 3], cannot contain the minimizer from the data
provider's point of view, but it still plays a role when calculating the diameter.
This suggests the need for a stronger measure of the "size" of an information set.
2. Another problem caused by non-overlapping intervals is related to the data
provider's probability of successfully estimating the minimizer. Under the current definition, the provider still has a very good chance of "winning" the game,
i.e., to estimate the minimizer within the allowable error 6. To see this, let us
again return to Figure 2-4. Since the two blue regions appear to be identical in
terms of the information about x*, suppose that the provider uniformly selects
one of them and outputs its midpoint as her estimate. Then, with probability
1/2, the data provider "wins".

As another instance, for Figure 2-5, the data

provider can apply the same reasoning and obtain a "winning" probability of
1/3. Our initial definition (Definition 3) lacks the ability to account for such a

probability.
2.4.2

The Stronger (E, 6, L)-Private Strategies

The previous section has motivated our stronger privacy criterion, cf., Definition 5.
We will now explain its relation with other possible intuitive definitions.
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Relationship Between the Accuracy Constraint and the Confidence Set
It is worth mentioning that the accuracy constraint can be equivalently defined
through the confidence set for the user, Ik, for every a E

A and f E F.

As we

will see later, the confidence set is always an interval contained in [0, 1]. Since the
confidence set captures the user's uncertainty about the minimizer x*, we observe
that a strategy satisfies the accuracy constraint in Definition 5 if and only if for every
a E A and f E F, the length of the confidence set, 11 v , is at most c. We postpone
the formal proof of such an argument until we discuss the structural properties of the
confidence set in Section 2.5.

Relationship Between the Privacy Constraint and the "Winning" Probability
Let us shift gears to the privacy constraint.

Intuitively speaking, if a cover of the

information set contains many small intervals, the data provider's chance of figuring
out an estimate closed to the minimizer should be low. This section serves to formalize
such an argument, and justifies the particular privacy notion we defined.
To relate the coverability of the information set to the "winning" probability of
the data provider, a probability measure is needed. We assume that the data provider
is rational, meaning that she does not randomly guess the minimizer but utilizes her
available information to produce an estimate. This means that for every a and
data provider's estimate Vd must belong to the information set, Id

(#, f, QN(q,

f,

the

a,

since she is certain that any point outside this set cannot be the minimizer.
Formally, we assume that given a user strategy q
every f

E F, the data provider's estimate id

probability distribution

4(f, #, QN(,

E

11N,

(#, a, f) is distributed according to a

a, f)), i.e.,

id(O, Ce, f) ~ 0(f,1#, QN(Oi Oa, f)),1
where V) is a function that maps

f, #,

and QN(b, a,

whose support is the corresponding information set -I.
functions. Note that since the function

for every a C A and

4

f)

(2.9)

to a probability distribution
Denote by I the set of all such

only depends on the available information of

the provider, one can equivalently treat it as the data provider's strategy that guides
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how her estimate will be produced.
We now define a precise notion of winning for the data provider.
Definition 6. Suppose that 6 > 0, L > 2 and L C N. Given a user strategy

#

E DN,

the data provider is (6, L)-successful if there exist a E A, f E F, and 0 E T such
that the following is true:
V& E A such that Id(&, f, QN(0,&1f

-E(afQN(,

a, f)), we have

6\
1
<) 6) > ,
2
L'

Ip ( 1d(o, &, f) - X*(7,

where the probability is taken with respect to the distribution '(f,
According to Eq. (2.9), we note that given

f

(2.10)

#, QN(

-f)).

E F and a provider strategy 0 E T,

the provider will employ exactly the same probability distribution to output an estimate for all a's that lead to the same information set. (Note that "same information
set" means that all of these a's will produce the same available information for the
provider and hence, they are indistinguishable to the provider.) Therefore, from the
perspective of the provider, she is successful if she can find a strategy V) such that the
probability of getting close to the minimizer is high for any a in this indistinguishable
set. This is precisely our Definition 6. In particular, we consider the provider to be
successful if the probability of producing an accurate estimate is no less than 1/L, and
intuitively, Definition 6 captures the idea that the provider wins if she can produce
an accurate estimate with high probability and more importantly, she indeed knows
that it is the case, i.e., not randomly guessing and being close to the minimizer for
certain parameters a and

f by

luck.

Proposition 2. Suppose that c > 0, 6 > 0, L > 2 and L C N. Given a user strategy
0E

4bN,

the following holds:

1. If the data provider is not (6, L)-successful, then for every a C

A

and every

f E F, the information set 1N is not (6, L - 1)-coverable.
2. If for every a C A and every f C F, the information set I
coverable, then the data provider is not (6 40

is not (6, L - 1)-

, L)-successful for any 0 <

< 6.

The proof of Proposition 2 can be found in Appendix A.2. In essence, Proposition
2 establishes the equivalence between coverability and the success probability of the
provider. Being not successful for the provider implies that the information set is not
coverable, while conversely, being not coverable signifies the failure of the provider
even for small . Hence, using the coverability of the information set to measure the
privacy guarantee is well justified. If the information set is not (6, L - 1)-coverable,
then the provider fails to simultaneously produce an accurate estimate with high
probability and know that this is indeed the case.
Now, a careful reader may have noticed a slight difference between Proposition
2 and Definition 5. Namely, we consider the information set to be not coverable in
Proposition 2, but using "not coverable almost everywhere" as our privacy constraint
in Definition 5. Here, we provide additional motivation and justification. Earlier in
this section, we modeled the data provider as a rational entity by assuming that she
does not randomly guess but fully utilizes her available information. This led us to
consider distributions over the information set. The almost-everywhere consideration
is a step further to model provider's rational behavior. Suppose that the information
set is the union of some intervals and some isolated points. If the provider wants to
maximize the chance that the minimizer is closely approximated by her choice, she
will be more inclined to cover the intervals with larger length rather than the measure
zero points, as it is extremely unlikely that the minimizer happens to be those points
when compared with the vast amount of possibilities in the intervals. In other words,
upon seeing such an information set, a rational provider will first cover the intervals
with larger measure, so as to maximize her probability of successfully estimating the
minimizer.
As an example, suppose that

Tk

= [0.1, 0.2] U {0.9}.

This set is not (0.5, 1)-

coverable, but it is (0.5, 1)-coverable almost everywhere. If such a situation happens,
the data provider is aware that only if the user was extremely "lucky", would 0.9
actually be the minimizer. Therefore, the data provider is more inclined to only cover
the set [0.1, 0.2], which has positive measure, and ignore the single point. Driven by
this discussion, we work with the privacy constraint in Definition 5.
Additionally,- we could consider the case where a is distributed according to some
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continuous prior distribution or the provider's strategy is to choose a continuous
distribution over the information set. Then, measure zero points do not matter for
calculating any meaningful probabilities related to the provider's ability to estimate
the minimizer. Finally, the almost-everywhere constraint also helps to partially solve
the first shortcoming we mentioned for the simple privacy criterion, cf., Section 2.4.1.
We elaborate on this point next.

Relationship Between the Stronger and the Simple Privacy Criteria
Note that the information set being not (6, 1)-coverable is equivalent to having a
diameter larger than 6. Hence, in essence, the simple privacy criterion is a special
case (L=2) of the stronger criterion, with a subtle issue of covering almost everywhere
or not. In fact, the almost-everywhere consideration leads to a better formulation that
partially resolves some shortcomings discussed earlier. Let us return to the example
again where

ld

= [0.1, 0.2 U

{0.9}.

The simple privacy criterion is unnatural, as

it considers the diameter, which is 0.8, and ignores the fact the provider is certain
that the large range, (0, 2, 0.9), cannot contain the minimizer. By incorporating the
almost-everywhere constraint, the stronger criterion for L = 2 resolves this problem
by measuring the effective size of the information set and ignoring the zero measure
point 0.9. This justifies the necessity of the almost-everywhere constraint in making
a more reasonable notion of size for the information set.

Additional Considerations
Despite the extensive discussions and motivations for our definition of private strategies so far, a fundamental question remains: why do we need such a seemingly complicated definition?

Is there a simpler one that captures what we desire?

At first

glance, since the provider's goal is to estimate x* (a, f) within an absolute distance of
6/2, it may be tempting to define a privacy constraint to be that for every a E A, by
observing the queries submitted and knowing the user strategy
produce a correct guess

id

#,

the provider cannot

that is at most 6/2 away from the minimizer x*(a, f). This

is an extremely strong notion of privacy and it does capture the need for the user
to protect herself under any scenarios. However, such a definition does not work as
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intended: a naive provider could just completely ignore the queries and always guess
1/2 as the minimizer. If a happens to be such that x*(a, f) E [1/2 - 6/2, 1/2 + 6/2],
then the provider achieves her goal. The issue here is that the provider may have
produced an accurate estimate but does not know when this is the case. Our privacy
definition and the discussion in Section 2.4.2 fix this by emphasizing the knowledge
that the provider can obtain by observing the queries, as opposed to purely guessing
the minimizer. In essence, our definition says that for the adversary to "win", she
must also know that she won.

2.5

Preliminaries

The remainder of this chapter is devoted to the proof of Theorem 1. This section
introduces preliminary results, while the next two sections will prove the lower and
upper bounds, respectively.
We start by summarizing the notation that we will frequently use in the remaining
sections. We then provide several useful properties of the confidence and information
sets.
2.5.1

Notation and Terminology

For every a E A and f E F, if the user employs a strategy 5 E

(bN,

we use the

following notation:
1. [k] A{1, 2,..., k};
2. qk and rk are the corresponding query submitted and the response received at
step k, respectively;
3. x*(a,

f)

is the unique minimizer of El

afi(x);

4. iU(0, a, f) is the user's estimate of the minimizer;
5. Qk(#, a, f) is the sequence of the first k queries submitted;
6. Rk(0, a, f) is the sequence of the first k responses received;
7. Id(0, f, Qk (, a, f)) is the information set at the end of step k;
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8. I($, a, Rk(c, a, f)) is the confidence set at the end of step k.

In what follows, when there is no confusion, we will omit the arguments to simplify
the notation.
2.5.2

Properties of the Information Set and the Confidence Set

For the purpose of bounding query complexity, it is sufficient to consider user strategies that do not submit two queries with the same value, as the second query will
not provide additional information. For convenience, we will use the notation qO = 0
and

qN+1 =

1 throughout this section to represent the two end points of the interval

[0, 1]. Finally, we provide interpretations for the lemmas but leave all the proofs to
Appendix A.
Lemma 1. Suppose that q e 4N. For every a E A and every f E F, the information
set for the provider and the confidence set for the user satisfy the following:
1. IT C

-EL

C [0,1], for all k E [N];

2. I- C I-_1 c [0, 1], for all k E [N].
Lemma 1 is an immediate consequence of the definitions of the information set and
the confidence set, in Section 2.2.1. The uncertainty about x* for both the provider
and the user must shrink or at most stay the same after each new query is submitted
and responded to. Consequently, the information set as well as the confidence set at
the end of each step is a subset of that at the end of the previous step.
We now move to uncover more structural properties of the confidence set for the
user. The information set for the provider will then be revisited while exploiting those
properties. The following key lemma establishes that the confidence set at the end
of each step is an interval, with the two end points being equal to some past query
values.
Lemma 2. Suppose that $

e

4N.

For every a E A and every f E F, and at each

step k G [N], exactly one of the following statements is true:
1. I

=

{qi}, for some i C [k].
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2. I- = (qi, qj), for some i E [k] and j E [k], with i# j.
3. IkT = [qo, qj), for some j E [k].

4.

IX = (qi, qN+1], for Some

i

[k].

Because of Lemma 2, we can freely talk about the length of the confidence set at
the end of each step, as it is always a simple interval. One may wonder if there is
a connection between the length of the confidence set at the end of step N and the
accuracy constraint in Definition 5. This is the subject of the next lemma.
Lemma 3. Suppose that $ E (DN. If @ satisfies the accuracy constraint in Definition
5, then for every a E A and every f E F, the length of the confidence set at the end
of step N satisfies IyJ < e.
Remark 1. We now revisit our accuracy constraint in Definition 5. In Section 2.2.3,
we briefly mentioned that the accuracy constraint can be equivalently defined through
the confidence set. As established by Lemma 3, if a strategy

# satisfies

the accuracy

constraint, then the length of the confidence set at the end is always no greater than
e. Conversely, suppose that the length of the confidence set, llkl, is at most e. Then,
by letting the estimate

U

be the midpoint of the confidence set I", the user can

ensure that the accuracy constraint in Definition 5 is met. Therefore, a user strategy

# satisfies the

accuracy constraint if and only if lIj I

e for every a E

A

and f E F,

and we can equivalently focus on the confidence set and its length from now on.
By appealing to Lemma 2 and Lemma 3, we can equivalently express the accuracy
constraint in terms of the sequence of queries submitted.
Lemma 4. Suppose that 0 E

JN

and that $ satisfies the accuracy constraint in

Definition 5. Then, for every a E A and every f E F, at least one of the following
two statements regarding the sequence of queries, QN(0, a, f)

(qi, q2 , ... , qN), is

true:
1. There exists i G [N], such that x*(a, f)

=

qi.

2. There exist two queries qi and qj, i E {, 1 ...

, N+1} and j

such that i = j, 0 < qj - qi < e, and x*(a, f ) E [qi, qj].
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{0, 1,..., IN+1},

Having developed the structural properties of a sequence of queries produced by
a user strategy that satisfies the accuracy constraint, we now turn our attention to
the information set for the provider. Note that the provider is aware of whether a

# meets the accuracy constraint or not. This is simply because of her
about # and the ability to simulate the strategy for every a E A and every

user strategy
knowledge

f E F. As revealed by Lemma 4, the provider is then certain that for any sequence
of queries she observes, the minimizer x* is either equal to one of the query values
or it belongs to an interval [qi, qj] of length at most E. Consequently, we expect the
information set for the provider to reflect these facts. Let us formally summarize the
above discussion into the following lemma, which is a key statement regarding the
structure of the information set.
Lemma 5. Suppose that
Then, for every a E
the end of step N,

N C

A

1k,

# E

(DN

and every f E F, the information set for the data provider at
satisfies the following:

U

JQl

1: 1<1<N

2.6

satisfies the accuracy constraint in Definition 5.

U

U

[qi,as

:=j

(2.11>

i,j: O<qj-qi:5E,
O5i N+1, Oj<N+1

Proof of Theorem 1: Lower Bounds

In this section, we derive the two lower bounds log(1/c) and log(6/e) + 2L - 4 in
Theorem 1. The desired result then follows by taking the maximum of them.
2.6.1

Lower Bound log(1/E)

The first lower bound we develop follows just from the accuracy constraint. We focus
on the setting where the goal of the user is solely to search for the minimizer x*, i.e.,
satisfy the accuracy constraint, without ever worrying about the privacy constraint.
We show that any user strategy that satisfies the accuracy constraint has length at
least log(1/E). Because a private strategy always achieves accuracy, the minimum
number of queries needed for an accurate strategy should then provide us with a
simple lower bound, i.e., log(1/E), for a private strategy.
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We leave the formal proof of this lower bound to Appendix A.7. The argument is
essentially the same as that used to show that bisection search is optimal for search
problems under the comparison model of computation. By essentially reproducing
the proof in the Appendix A.7, the following corollary is readily derived.
Corollary 2. Suppose that q G (bN and c > 0. Consider an interval [d1 , d 2] C [0, ]
such that d 2 - d1 > e. If # satisfies the accuracy constraint in Definition 5, then there
exist a e A and f E F such that x*(a, f)

QN(0,
2.6.2

a, f), has at least log

d2

c

(d 1 , d 2 ) and the sequence of queries,

d 1 queries belonging to the interval (d 1 , d 2 )-

Lower Bound log(6/c) + 2L - 4

To derive a stronger lower bound, it is necessary to take both the accuracy and the
privacy constraints into account. This requires us to explore structural properties of
the information set when the user employs an (c, 6, L)-private strategy. To this end,
we resort to the result in Lemma 5.
Let us fix an (c, 6, L)-private user strategy 0 E (DN. Since q satisfies the accuracy
constraint, Corollary 2 implies that there exist a* and
of queries QN(, a*,

f*)

f*

such that the sequence

has at least log(6/e) queries in the interval (0, 6). In what

follows, we will focus on this particular pair, a* and

f*.

Taking the privacy constraint

into consideration, we claim that for the sequence of queries, QN (, a*,

f*),

there is

at least one query in the interval (6, 1]. This is an immediate implication of Lemma
5, because if all of the queries in QN(, a*,
have I-v(0,

f*, QN( 5 , a*, f*))

f*)

belonged to (0, 6), then we would

C [0, 6], which is exactly (6, 1)-coverable.

Since the

information set is not (6, L - 1)-coverable and L > 2, we would obtain a contradiction.
Hence, our claim is verified. The key question now becomes how many queries there
must be in the interval [6, 1].
Recall our notation qO = 0 and
[qj, qg], where i E {0, 1, . .

qN+1

=

IN+1}, j E {0, 1, ...

1, and consider intervals of the form
, N+1}, i

=,

j and qj -qi

< E. Let us

call such intervals elementary intervals. As suggested by Lemma 5, the information
set at the end of step N is a subset of the union of all elementary intervals and
all singletons containing query values. In other words, besides query values, only
elementary intervals could potentially serve the purpose of confusing the provider,
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because the provider is sure that x* cannot be outside of the union of them. Here, a
crucial observation is that we can effectively view the information set at the end of
step N as a subset of the union of all elementary intervals. This is valid because an
isolated query only contributes a set of zero Lebesgue measure. It cannot obfuscate
the data provider, as the privacy constraint only requires the information set being
not coverable almost everywhere. We make the following claim:
Lemma 6. If rd (0, f*, QN (,

x*, f*)) is not (6, L - 1)-coverable almost everywhere,

there must be at least 2L - 4 queries in the interval [6,1].
Assume for now that Lemma 6 is true. Since there are at least log(6/E) in the
interval [0, 6), by appealing to Lemma 6, it is immediate that the number of queries
of the strategy

#

is at least log(6/e) + 2L - 4. Note that the above arguments can be

applied to any (E, 6, L)-private strategy. The desired lower bound then follows. M
In the remaining, we prove Lemma 6. Intuitively, Lemma 6 can be easily explained.
From our previous discussion, one can readily see that if the information set is not
(6, L - 1)-coverable almost everywhere, there must be at least L - 1 elementary
intervals in [6, 1]. Furthermore, recall that 6 > 2E. The L - 1 elementary intervals
in [6, 1] must also be properly separated so that they are not too close to each other,
as this would make them coverable by possibly less than L - 1 intervals of length
6. Now, we just need to count how many queries should lie in [6, 1] to create these
L - 1 elementary intervals. We note that there are two special cases: it is possible to
form an elementary interval with some of the log(6/E) queries in [0, 6) by submitting
one query that is close to them; and to form an elementary interval with the end
point

qN+1

= 1, only one query is needed by letting it belong to [1 - E, 1). For the

remaining L - 3 elementary intervals in [6, 1], informally speaking, to make sure they
are properly separated, at least two distinct queries will be needed to create each
elementary interval. In total, we have at least 2L - 4 queries in the interval [6, 1]. In
what follows, we give a formal proof of Lemma 6.
Proof of Lemma 6. To prove Lemma 6, it suffices to show that if there are only
2L - 5 queries in the interval [6, 1], then the information set IN is (6, L - 1)-coverable
almost everywhere. From the previous discussion, it suffices to show that the union
of all the elementary intervals formed by the log(6/) queries in [0, 6) and the 2L - 5
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queries in [6, 1] is (6, L - 1)-coverable.

In the sequel, we will construct an explicit

cover to prove the above statement.
Let us introduce some notation. Denote by q1 , q2 , ...
[6, 1], and without loss of generality, assume that qi <

q2

,

2L-5

<

...

<

the 2L - 5 queries in
Let

q2L-5.

q2L-4

=1

and q* be the maximum value of the log(6/e) queries in [0, 6).
We now explicitly construct L - 1 intervals to form a cover for the union of all the
elementary intervals. Let one of them be equal to [0, 6). In what follows, we show
how to construct L - 2 intervals to cover the elementary intervals in [6, 1].
Consider the intervals V1, V2,... constructed as follows:
1. V: if qi - q* < E, then let v, = 0 and V = [6,26]; if q - q* > E, then let
v1 = min {l G [2L - 5] : q1+1 - q < E} and V1 = [q. 1 ,q 1 + 6].
2. V2 : let v 2 = min{l E [2L-5] :1 > v 1 +1 and q1+1 -ql

< e} and V2

=

[qV 2 , qV 2

+].

3. V3, V4 , . . . : the rest is constructed in the similar way as V2 . In general, for

k = 2, 3, ... , let vk = min {l E [2L - 5] : 1 > vk_1+ 1 andq1 + 1 - q < E} and
Vk =

[qVk,

qVk + 6]. Stop when no new interval Vk can be constructed.

Figure 2-6 shows an example of the above construction.
I

V,

I

I
q2

S

q* 6

I

V3

q8

q3

9

q 4 :qosgo4q.

1

V2

!I

V4

Figure 2-6: An example of the construction when qi - q* < E.
Note that the above process is guaranteed to terminate. Denote by T the number of intervals constructed at the end of the process. Recall that 6 > 2E, and by
construction, the interval Vk has length 6 and the elementary interval has length at
most E. Hence, when we stop, the T intervals, V1 , V2 , ... , VT, must form a cover for
the union of all the elementary intervals in [6, 1].
To complete the proof, we only need to show that T < L - 2, and hence the
information set is (6, L - 1)-coverable almost everywhere. Observe that this can be
argued by simply counting the number of queries in each interval Vk:
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1. V always contains at least one query: if qi - q* < c then q E V1; otherwise,
.

qv1 C V and qv 1 + 1 E V1

2. V2 always contains at least two queries: qV 2 E V2 and

qv2 +1

E V2 . Furthermore,

note that v 2 > v, + 1 and hence qV 2 is different from either qv, or qv1 +1.
3. The same argument can be iterated for each Vk, k = 2,3,..., and we have that
qvk E Vk

and

qV+l E

Vk.

Since there are only 2L - 5 queries in [6, 1], A simple counting argument implies that
T < L - 2. This completes the proof of Lemma 6. U

2.7

Proof of Theorem 1: Upper Bound

In previous sections, we investigated how the structural properties of the confidence
set and the information set affect a private user strategy.

Drawing insights from

them, we now design an efficient private strategy that uses few queries, close to the
minimum required, to prove the upper bound in our main result. Theorem 1 then
follows by combining this upper bound with our previous lower bounds in Section 2.6.
Overview of the Strategy. Before proceeding, let us give a concise overview
of our construction. From Lemma 5 and our proof in Section 2.6.2, elementary intervals have served as the crucial building block for reasoning about the structure
of the information set. It turns out that the idea of creating a few elementary intervals to obfuscate the data provider is powerful. In fact, Lemma 5 and our proof
in Section 2.6.2 suggest that the necessary number of elementary intervals is just
L. Therefore, in pursuing an efficient strategy, we start by creating L elementary
intervals, appropriately spaced to be not (6, L - 1)-coverable almost everywhere. For
the remaining region, based on our observation that the bisection search is efficient
in finding the minimizer, our strategy performs one bisection search to ensure that
the accuracy constraint is met. At this time, in order to achieve privacy, a central
obstacle is how to make sure that the previously constructed L elementary intervals
still remain in the information set even after the data provider observes the queries
of the bisection search. To resolve this issue, we consider a partition of the set A,
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which can then be used as a source of pseudo-randomness. If the partition is properly
chosen, we manage to "couple" subsets of A with the bisection search to guarantee
that the accuracy constraint is satisfied and in the meantime, the bisection search
does not reveal any additional information regarding whether the minimizer is in the
L elementary intervals or not. This makes sure that the L elementary intervals will
be contained in the information set. As the L elementary intervals are designed to
be not (6, L - 1)-coverable almost everywhere, an efficient private strategy will have
been successfully constructed.
This section is structured as follows: we first introduce some additional notation.
Then, Section 2.7.2 starts by formally describing the private strategy, which is divided into four parts for easier understanding. As emphasized in Section 2.3, our
private strategy is directly constructed for the worst case where 6 = 1/L. Finally, we
complete our proof of the upper bound in Section 2.7.3 by showing that the strategy
we constructed is indeed private. Note that if the strategy is private under the worst
case, then it is also private for any 6 such that 2c < 6 < 1/L since by definition, the
information set being not (1/L, L)-coverable almost everywhere implies that it is not
(6, L)-coverable almost everywhere.

2.7.1

Additional Concepts and Notation

Before proceeding to the formal description of the strategy, we introduce some concepts and related notation. For an arbitrary interval (^1, 72) and an accuracy parameter E such that 0 < 6 <

^2 - 71,

we introduce a corresponding directed binary tree

as follows:
1. On the first level, there is only one root node, which has value

-11

Y2.

2. On the second level, the root node has two child nodes, with values 71+2
and

- +Y2

+

) 2-1,

_

Y2- 2 1

respectively.

3. In general, for the kth level, there are

2 k-1

nodes. All of them are children of

the (k - 1)th level nodes. In particularly, every node on the (k - 1)st level has
two child nodes on the kth level. One of the child nodes has value which equals
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the value of its parent node minus
its parent's value plus

72-,

while the value of the other one equals

12-Y1;

4. Construct the binary tree until the kth level, where k = min{k E N:
As an example, let

_Y2) =

(7i,

< E}.
<

(0, 1) and e = 1/8. The directed binary tree is as shown

in Figure 2-7.
Level 1

1/2

Figure 2-7: The directed tree when

2) = (0, 1) and

(-Y1,

Level 3

7/8

5/8

3/8

1/8

Level 2

3/4

1/4

c = 1/8. We stop at Level 3 since

2-3 <

Now, notice that for each node on the kth level, there is one and only one directed path from the root node to it. Each path can be uniquely described by a
vector containing the sequence of the node values that it traverses. For example,
the path to the leftmost node in Figure 2-7 is (1, -, 1). In the sequel, we call such
a path a bisection trajectory with respect to interval

(-ft,

7T2) and accuracy param-

eter e, and it is represented by the vector of node values.
the notation BT(-1

Additionally, we use

, to denote the set of all bisection trajectories with respect

-2 ),6

to interval ('y1, 72) and accuracy parameter e.

and the cardinality of BT(,.Y 2 ),' is

2

1

Y2 2

.

Note that BT(ylY2 ),E

C

R

12

Returning to Figure 2-7, we have

BT(o,l),1/8 = f ( 1) 1, 1 -1 1, (1 7, 12 1, 1) 12 (" i-

2.7.2

The Partitioned Bisection Search Strategy

In the sequel, we design a private strategy, which we call the PartitionedBisection
Search (PBS) strategy. The strategy contains four parts, and the meaning of its name
will become clear gradually as we describe the strategy in detail, piece by piece. To
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facilitate understanding, a graphical example with L = 3 will be provided along the
way.
Part 1: Create L portions. Part 1 divides the entire interval [0, 1] into L subintervals of equal length. The first L - 1 queries are constants, i.e., independent of a

qj = <i(a,ri, r 2 , ...

, ri_ 1 ) =

-,

L

V (ri, r2 , ..

. , ri_1)

1, 2, ...
E

,L

- 1,

(Rm)2 and V a E A.

These L - 1 queries divide the interval [0, 1] into L smaller intervals: [0, D),

[L-1,

....

[,

)

and the past responses (r, r2,... , r- 1 ). Formally, for i

1]. For convenience, we call such small intervals portions, and notice that

each portion has length 1/L.
portion, i.e., Pk

=

[k-l, _).2

Counting from left to right, we let Pk be the kth

Since these queries are constants, the provider gains no

information by observing them. If later we can guarantee that each portion has some
subset belonging to the information set and those subsets are properly spaced apart,
then in the end, the information set will not be (6, L - 1)-coverable almost everywhere
for 6 < 1/L.
:<-----------------

a

P1

>:<---------------->:<

P2

---------------

P3

>:

= 1/L

Figure 2-8: Part 1 of the PBS strategy when L = 3. Here, qi = 1/3 and q2 = 2/3. On top
of the arrows, we show our notation for the corresponding intervals. Below the arrow we
show the length.
Part 2: Create one component and one segment inside each portion. Now, we
would like to create some elementary intervals of length equal to e, which will be
used to obfuscate the data provider in the future. To this end, for each portion Pk,
k E [L], we let the strategy submit one query at (k - 1)/L + e, which results in a
total of L queries for this part. As in Part 1, to ensure that the provider obtains no
information regarding the minimizer from the queries submitted, we again let each
query in Part 2 be a constant.
2

Strictly speaking, PL should be [-LL, 1] rather than [LL1, 1). Nevertheless, for notational convenience,
when we write an interval with right end point being 1, it should be always understood as a right-closed
interval.
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Formally, for i = L, ... , 2L - 1,

qi= q#i(a, r, r 2 , ... , ri_

i - L
1) -

L

+ E,

V

(ri, r2 , ...

Note that after Part 2, each portion [k-1,
namely,

[,

I +

has length exactly

6,

,

ri_1)

E (R')i1 and V a E A.

) is divided into two sub-intervals,

E] and (k-' + E, -). We call the sub-interval [k1, k-1 + E], which
a component, while the remaining one, (k-1 + E,

a segment. Moreover, let

Ck

), will be called

and Sk denote the component and the segment in the

kth portion, respectively.
|c 1 |
01

S

-------

s2---

|C

>I-I---2

q1

W3

q4

>I

2

c3--------------|
S3
qs

Figure 2-9: Part 2 of the PBS strategy when L = 3.
Part 3: Couple each bisection trajectory with L cells. Now, we move to the key
part of the PBS strategy, where we will let subsequent queries depend on past responses, rather than being constants. At a higher level, this part performs a bisection
search, which could be either "fake" or "truthful" depending on the responses from
the previous parts, on a certain segment to search for the x*. Not letting the provider
know whether it is "fake" or "truthful" is the critical design principle for achieving
privacy.
Overview of Part 3. To facilitate understanding, we will structure the presentation of Part 3 into two phases:
Phase A. Based on the previous responses, there are two possibilities from the user's
perspective:
Case 1: the minimizer x* has already been found in one of the components.
Case 2: if not, it means that x* is in one of the segments, and the user knows
which one it is.
We will partition the set A based on the above information.
Phase B. Part 3 aims to conduct a bisection search in a segment, with the following
objective:
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1) If Case 1 above was true, then the bisection search would be conducted in a
segment, whose choice is to be specified through the partition created.
2) If Case 2 above was true, then the bisection search would be conducted in the
segment containing x* and correctly uncover x*.
We will detail how this bisection search should be conducted in such a way that
the provider cannot definitively distinguish 1) from 2) after observing the corresponding queries. In a nutshell, this is achieved by making sure, through our
previous partition, that both 1) and 2) can lead to the same bisection search.
Privacy then follows from such non-distinguishability.
Preliminaries. Before proceeding, we need to label all the possible bisection
searches in the L segments as we will employ a bisection search during Phase B.
With our notation of bisection trajectories, one can easily check that the number of
bisection trajectories with respect to a segment S, and accuracy parameter e satisfies
BTsl,\

2 10

IlL-c

,

V lE [L].

Define
T

BTsl,e and M

=

=|T.

IE[L]

Notice that M

=

L - 2'

"V.

Furthermore, we label the M elements (trajectories)

in T as Ti, T2 , . .. , TM, in an arbitrary order, and we use T,(k) to denote the kth
coordinate of the vector Tp. Finally, for every T c T, note that by definition, it
is a bisection trajectory in a corresponding segment S with accuracy parameter E.
Hence, if we consider all the intervals with end points being either the coordinates of

+

or the end points of the segment S1 , i.e., interval (a, b) with a, b E {(l - 1)/L
6, l/L, Tp,(i),

,(2), T,(3),...

}

and a -4 b, then there exists a unique interval (a*, b*)

among all these intervals such that its length satisfies c < b* - a* < 2E. We denote
by HT this unique interval associated with T.

Formal Description of Phase A. As mentioned earlier, based on the responses
from Parts 1 and 2, r 1 , r2 , ... , r2 L- 1 , we first partition the set A.
Let us partition A into 2L sub-sets, AC
0 , As,, ... , ACL, AsL, with the interpre55

tation that from the user's perspective, a E Ac, implies that the minimizer belongs
to the lth component, i.e., x*(a, f) C C1, and similarly, a E As, means that the
minimizer belongs to the lth segment, i.e., x*(a, f) E S1 . Such interpretation leads
to the following partition:

Ac,

=

{a E A:

As,

=

{a

E

0 },

aTrL

A: aTrL < 0 and aTri > 0},

ACL = {a E A: aTrL-1 < 0 and aT r 2L-1

> 0

AsL = {a E A: aTr2 L-1 < 0},

and for l E {2, 3, ...

, L - 1},

Ac,

=

{a E A:

As, = {a

E

aTrl+L- 1

> 0 and aTrii

A: aTrl+L- 1 <0 and aTri

We further consider a finer partition of the set A,.

<

0},

> 0}.

A key observation is that
,

for every f C F, x*(a, f) = x*(a, f) for any ( > 0. In addition, for every AC1

1 E [L], if a c Ac, then

a E Ac, for any ( > 0, and similarly for As,.

In

other words, the minimizer x* is invariant under positive scaling of a once we fix

f. Driven by such facts, let 1,
0 <

61 <

2,

**,

(M-1 be a sequence of constants such that

-- -'< M-1. Notice that this sequence of constants can be freely chosen

2 <

by the user. We then consider the following sets. Let
Ac,k

Aq,m

=

{a E Ac, : k-1 < IaeI

=c{Ca

Aq, : |a|| >

m--1},1

k},

1

e

[L] and k E [M - 1],

(2.12)

EE [L ],

where (o A 0. An immediate result from our construction as well as the discussion
in Section 2.1.2 is that for every 1 E [L], the sets, Ac
0 ,1 , Ac, 2, ... , Ac0,M, are each
nonempty and form a partition of the set AC 1 . In the sequel, we will call these sets
,

cells and notice that the total number of cells is equal to LM, with each set AC1
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1E

[LI, consists of exactly M cells. For convenience, let
Ack =

J

Ac,

lE[L]

Ac=
Aki

JAc,

and As

=

lE[L]

U

Asi.

(2.13)

lE[L]

Finally, note that from the past responses in Parts 1 and 2, the user can infer
which particular cell Ac,k or set As, the a she holds belongs to. There are two cases:
Case 1: if a E AC, we will denote the cell containing a as Ac,,,

i.e., x* G C*.

Case 2: if a E As, we will denote the set As, containing a as As,*, i.e., x* E S*.
Formal Description of Phase B. Having set up the necessary partition in
Phase A, we will now conduct a bisection search in a segment, whose choice depends
on which sub-set a belongs to, or equivalently, which segment or component x* is in.
We start by emphasizing the intuition in simple terms. Remember that our central
principle is to ensure that
Upon observing a bisection trajectory,
the provider cannot distinguish whether it is generated by Case 1 or Case 2.
Suppose that the minimizer x* belongs to some segment S*. Then, our strategy employs a bisection search in this segment to efficiently find x*. Note that the sequence
of queries must equal to one of the LM bisection trajectories in T. To achieve privacy, the PBS strategy makes sure that if the minimizer x* belonged to any of the
L components, the exactly same bisection trajectories would also be observed. In
particular, as the title of Part 3 suggests, we couple each bisection trajectory in T
with L different cells, with exactly one cell being selected from each set Acl, 1 E

[LI.

By coupling, we mean that if a belongs to any one of the L cells, our strategy should
sequentially submit queries identical to the particular bisection trajectory those cells
are coupled with. Hence, upon observing a bisection trajectory, the data provider
cannot distinguish whether this trajectory is submitted to search for the minimizer
x* in the segment S*, or it is submitted because the weights a happens to be in the L
cells coupled with this bisection trajectory. Then, from our definition of cells, cf. Eq.
(2.12), we guarantee that the L components (i.e., elementary intervals) are always
contained in the information set.
To summarize, Phase B contains log 1I-c queries and does the following:
57

Case 1: if a e Ac, then the sequence of submitted queries is the bisection trajectory
TO*.
Case 2: if a E As, then conduct a bisection search in the segment S1 to uncover x*.
A Detailed Explanation and Analysis of Phase B. So far, we have described
how we submit queries in Phase B. In the remaining, we aim to expand its full details
and give an analysis of its privacy guarantee.

To this end, we show the details

in pesudocode and also include the other parts for completeness.

Along with the

explanation, we will obtain the following, which is the main reason why the PBS
strategy indeed protects privacy:
Proposition 3. Suppose that the bisection trajectory submitted in Phase B is equal
to Tkt, i.e., the ktth bisection trajectory in the set T. Then, under the PBS strategy,
the following two situations lead to this same sequence of queries being submitted:

-

1. a E Ac,kt

2. a is such that x*(a, f) E H

kt.

Depending on whether Case 1 or Case 2 in fact occurs, Phase B leads to a distinct
sequence of queries being submitted:
Case 1: If a E AC, then with our notation, we have a E Ac.,k*.
Ace,k- C Ac, , the user is definitely sure that x*(a,

f)

Obviously, since

E C , i.e., the minimizer

belongs to the l*th component. In this case, the user is able to meet the accuracy
constraint by setting the estimate to the midpoint of the component C*, as every
component is of length exactly e. What the user has to do under such a scenario
is to use additional queries to confuse the provider. More specifically, our goal is
to have the provider believe that a could also belong to any one of the other L - 1
appropriately selected cells and a subset of As, for some I E [L]. The particular L - 1
cells we choose are Ac0,k*, Ac 2 ,k*, - - -, Ac* _1 ,k*, Ac+1 ,k*,

... ,

AcL,k*. To achieve our

goal, we make sure that if a was contained in any one of those L -1 cells, the sequence
of queries submitted would be identical to the case for a E Ac ,k*. This is realized
by coupling the cell Ac1 .,k* and the L - 1 selected cells with the bisection trajectory
Tk*. Precisely, note that the union of the L cells is Ac,k*, cf. Eq. (2.13). Hence, for
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Strategy:

PBS Strategy

The total number of queries for PBS strategy is log
1:Let N = log

'|L-

+ 2L - 1.

+ 2L -- 1.

PARTs 1 and 2: Create components and segments.
2:

For Z' = 1, 2, ...,L -1,

3:

For i =L,L+1, ... , 2L - 1, let qi = (i - L)/L +e.

let qi = i/L.

PART 3: Conduct a bisection search in one segment.
Phase A. Based on the previous responses, check the following:
4:

Case 1: if a E AC, then denote by Ac.,k

the cell containing a, i.e., x* E C1.

Case 2: if a E As, then denote by As,. the set As, containing a, i.e., x* E Sl*.
Phase B. Conduct a bisection search in a segment depending on Cases

1 or 2:

Case 1: if a E AC,k*, then submit queries equal to the bisection trajectory Tk-, i.e.,

5:

Let qi

Tk*,(i-2L+1) for i

=

2L, 2L

+ 1, ...

,

N.

Case 2: if a E As,,, then conduct a bisection search in segment S1. to find x*, i.e.,

6:

Let H2L-1 = S1. and for i = 2L, 2L + 1, .. . , N, do the following:
qi = the midpoint of Hi_ 1

Hi =

.

{

the left half-interval of Hi_ 1 ,

if

the right half-interval of Hi_ 1,

if

aTri > 0;
aTri < 0.

Let HU = HN and Hd = HN-1.
PART 4: Output estimate
7:

jU

Case 1: if a E Ac, then let iU

=

the midpoint of the component C.

Case 2: if a E As, then let 2U

=

the midpoint of the interval H'.

every a E Ac,k*, we let the Phase B submit log

'

queries, and the values of this

sequence of queries are exactly equal to the k*th bisection trajectory, Tk*, cf. Line 5 of
the pesudocode. Furthermore, notice that by definition, the bisection trajectory TO
must belong to the set BTS* ,,, for some unique l E [L]. This then implies that Part
3 of the PBS strategy in fact submits log 1/L-E queries in the 1*th segment, S*. From
the perspective of the user, she is not really searching for the minimizer in the lth
segment, as she is already certain that the minimizer belongs to l*th component, but
rather pretends that she is searching in S* for the minimizer. Consequently, the user
hides the position of the minimizer x* (a, f): the provider has no way of distinguishing
,

whether the minimizer belongs to the segment S* or to one of the components C1

Se [L].
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Case 2: If a E As, then with our notation, we have a E As,.
scenario, the user is confident that the minimizer x*(a,

f)

Under such a

E S1g, i.e., inside the l*th

segment. However, the length of the segment S; is larger than 6, and hence the
accuracy constraint is not yet satisfied. As a result, the user needs more queries
in Part 3 to locate the minimizer. Specifically, Phase B employs a bisection search
to locate the minimizer within an absolute distance of at most E/2, by submitting
log

queries
in the segment S1;, cf. Line 6 of the pesudocode.
ES

At the end of

Phase B, the user discovers an interval H', whose length is at most c and such that
x*(a,

f)

E H'. Finally, it is worth noticing that under this case, the sequence of

queries submitted is a bisection trajectory belonging to the set BTs,e. Suppose that
this bisection trajectory was labeled as 7.

Then, note that Hd = HTk, where

Hd is defined in the pesudocode, and because of the nature of bisection search, if
x*(a,

f)

E Hd, the user will submit the same sequence of queries, i.e., same bisection

trajectory. However, there is a significant difference when compared to the bisection
trajectory in the first case, as this time, the user is actually truthfully searching for
the minimizer in the l*th segment.
Proposition 3 then readily follows from the above discussion.

To summarize,

under either the first or the second cases, a bisection search is performed in a certain
segment. The user's privacy is achieved, because upon observing the bisection search,
the provider has no way of knowing whether the first case or the second case indeed
occurs.
Finally, let us close our description of Part 3 by showing an explicit example with
L = 3. Fix

f

E F. Figure 2-10 shows all of the queries submitted when the a held by

the user is such that x*(a, f) is at the position marked in the figure. Since a E As,
the user employs a bisection search in the interval Si to locate x*, i.e., q6

=

(q 3 + qi)/2,

q7 = (q3 + q6)/2, and so on. After submitting log 1/3-E queries, the user is absolutely
sure that x* E (q8, q6 ) and (q 6 - q8) < E. At the end, we have H" = (qs, q6 ) and
Hd = (q 7 , q6).

Note that the bisection trajectory (q 6 , q7 , qs) E BTs,,E, and let us

suppose that the particular bisection trajectory (q 6 , q7 , qs) was labeled as T1 . Then,

Hd = HT1.
Denote by QPBS = (qi, q2, -

, q8) the sequence of queries shown in Figure 2-10.
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From the above discussion and Proposition 3, we conclude that for every a such that
x*(a, f) E Hd, the first three parts of the PBS strategy will produce a sequence of
queries exactly identical to QPBS. Moreover, for every a E Ac, , the provider will
1
also observe exactly the same sequence of queries as QP"s. Based on the way we
formed partitions in Eq. (2.12) and the definition of the information set for the data
provider, it is immediate that
C I(dPBS

Hd U (d [Cl))

PBS

It is then quite clear from Figure 2-10 that IN(#PBs

PBs) is not

(6, L

-

1)-

coverable almost everywhere.

S

C'
>:<---------------I

A
q3
I

q

q-8
I

C,

S2

C

------------!.<

>i

1<

J II

1q6

------------

I

q1
I

q4

q 2:

I

1

Figure 2-10: The PBS strategy after Part 3 when L

=

S3

>

I

1q 5
1

3. The red star represents the unique

minimizer x*. On top of the arrows, we indicate the corresponding notation for the intervals.
The red line shows the confidence set for the user after Part 3. The blue line shows the
corresponding information set for the provider.

Part 4: Produce an estimate ,U. The final step is to produce an accurate estimate
which is straightforward. Based on Parts 1 - 3 and the knowledge of the
responses,
if a E AC, then the user's estimate 2u is equal to the midpoint of the component
-'U

Cl. Conversely, if a E As, then we let the user's estimate ,u be the midpoint of the
interval Hu, where Hu is obtained in Part 3.
In summary, we have finished the description of the PBS strategy. In essence, the
PBS strategy explicitly creates partitions as in Eq. (2.12), and then effectively treat
them as a source of pesudo randomness to obfuscate the data provider. In total, the
number of queries N for the PBS strategy is log 1/+- + 2L - 1.
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2.7.3

Completing the Proof of the Upper Bound

To complete the proof of the upper bound in Theorem 1, we only need to show that
the Partitioned Bisection Search strategy is indeed (6, 6, L)-private. In Figure 2-10,
we illustrated an explicit example and visualized the PBS strategy. In this section, we
formalize the argument by looking at the accuracy and privacy constraints in detail
to generalize the result for L > 2 and 0 < 2c < 6 < 1/L.

Accuracy Constraint: It should be quite clear that the PBS strategy satisfies the
accuracy constraint. Specifically, for every f E F and every a E A, Part 4 sets the
estimate to the midpoint of an interval that contains the minimizer x* (a, f) and has
length at most c. We then have Iiu - x*(a, f)I < c/2 for every f c F and every
a E A and hence, the accuracy constraint is satisfied.
Privacy Constraint: Fix a E A and f E F. Let us consider the sequence of queries,
a, f) = (ql, q 2,

QN (PBS,

...

, qN),

produced under the PBS strategy. To explore the

structure of this sequence of queries, notice that since the queries in Parts 1 and 2
are constants, i.e., independent of the values of a and f, the first 2L - 1 queries,

f), are fixed. Furthermore, from our discussion in Part 3, for the
queries QN(5PBS, a, f) , there exists a unique segment containing exactly log 1/L-E
a,

Q 2L-1 (PBS,

queries,

(q2L, q2L+1,--- , qN ),

and this sequence of queries forms a bisection trajectory.

To be consistent with previous notation, denote such a unique segment as S. and let

us denote by T. the bisection trajectory

(q2L, q2L+1,-

, qN)

observed, i.e., the k*th

bisection trajectory in the set T.
We let r = log
the r queries,

-,

and we further investigate these r queries in S1.. Let us sort

(q2L, q2L+1,

...

in ascending order, and denote by (q', q ,...,

, qN),

the sorted queries, i.e., q' < q' <

...

< q,. Note that the segment S. is then divided

into T + 1 sub-intervals by those queries: (*E(q2L, q2L+1,

...

, qN)

q,)

+ c, qj], (ql, q'],

... ,

(q., L). Because

E BTS,,,E, there exists a unique integer r* E [r] such that the

sub-intervals (q,.-_, q,.] and (q.., qr*+ 1 ] are of the same length, which is less than or
equal to

6

but greater than E/2. We then make the following claim:

Claim 1. All the components and the interval (q*.._ 1 , qr-+) are subsets of the infor62

mation set at the end of step N, i.e.,
(UlE[L]Cl)

U (qr*,

'q*+
1)

C -TN

Claim 1 can be developed by a straightforward application of Proposition 3. Notice
that for every a'

E AC,k*, we have QN(05PBS, a', f)

note that (q'*_ 1 , q'*+ 1 )

=

7

a f)

f)

(UIE[LC1) U (q,.._ 1 ,q-*+ 1 ),

x, and QN(PBS,

=

a,

QNS,

f).

Based on our

(2.12) as well as the discussion in Section 2.1.2, one can readily

see that for every x c
x*(a',

In addition,

and hence, for every a' E S1* such that x*(a', f) E

k*,

(q,_ 1 , gr-*+1), it is also clear that QN (PBS,
partitions in Eq.

QN(05PBS, a, f).

=

there exists a' E A such that

, f) ~ QN(qPBS, a, f). Claim 1 then follows from the

definition of the information set IN(PBS, f7

QN(PBS

Now, since we are interested in the regime where 2c <

a,

f)).
< 1/L, let us directly focus

on the worst case where the provider's accuracy requirement is low, i.e., 6 = 1/L.
Claim 2.

The set (UIe[L]CI)

U (q,.

1

,*q+

1

) is not (1/L, L -

1)-coverable almost

everywhere.
We note that by construction, the adjacent components are separated exactly by
a distance 3 of 1/L - e. Recall that the length of each component is e. Hence, from
the geometry, it is not possible to use L - 1 intervals, each of length at most 1/L,
to cover (almost everywhere) all the L components. It then follows that (Ur11L]Cl) is
not (1/L, L - 1)-coverable almost everywhere, which implies Claim 2.
Appealing to Claims 1 and 2, we conclude that the information set,
(1/L, L -

1)-coverable.

'k

is not

Finally, note that all of the above reasoning applies to any

sequence of queries produced by the PBS strategy for a E A and

f

E F. Conse-

quently, the PBS strategy satisfies the privacy constraint. This completes the proof
of the upper bound in Theorem 1. U

3

The distance between two simple intervals, A C [0, 1] and B C [0, 1], is defined as infxEA,YEB Ix - Y1.
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Chapter 3

Private Simple Search
In this chapter, we switch gears to a simple searching scenario which, as in our Privatc
Optimization model, focuses on protecting privacy while searching an object. The
Private Simple Search model considered in this chapter involves an agent attempting
to determine a scalar true value, x* , based on querying an external database, whose
response indicates whether the true value is larger than or less than the agent's
submitted queries. The objective of the agent is again to obtain an accurate estimate
of the true value, x* , while simultaneously hiding it from an adversary who observes
her past submitted queries but not the responses.
This simple search scenario has the same essence of our previous model. Although
simpler, its analysis re-emphasizes the intuition and insights we have obtained, and
in addition, we add some modifications to make it interesting in its own right. In
particular, we will consider randomized user strategies that achieve both accuracy
and privacy, instead of deterministic ones. Our focus is again the query complexity,
N* (E, 6, L), defined as the minimum number of queries needed for a randomized private strategy, where E and 6 are the respective accuracy parameters for the user and
the adversary, and L is the desired privacy level for the randomized strategy. Under
such a randomized setting, our main result establishes the same bounds, tight within
an additive constant, as for the Private Optimization model. In particular, in the
regime where 2c < 6 < 1/L, we have

6

log - +2L -4<5N*(E,

E

1
LE

6,L) < log-- +2L -1.
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Similar to the previous chapter, we will also provide an explicit construction of a
private randomized strategy that can be employed by the user to achieve the above
upper bound.
Chapter 3 is organized as follows. We formally introduce the Private Simple Search
model in Section 3.1. In Section 3.2, we develop the central concept of this chapter,
the private user strategies in a randomized setting.

Our main result then follows

in Section 3.3. The rest of this chapter is devoted to the proof of our main result,
with a few preliminary properties being introduced first in Section 3.4.

Then, the

proofs of the lower and upper bounds are given in Sections 3.5 and 3.6, respectively.
It is worth mentioning that because of the similarities in our two models, most of
the motivation and modeling considerations in this chapter are the same as before.
Of course, suitable modifications are needed to incorporate the newly introduced
randomness, but the essence is the same.

Hence, much of this chapter will focus

on presenting and analyzing the model, while omitting or concisely summarizing the
intuition and interpretation.

3.1

The Private Simple Search Model

Let us formally introduce the Private Simple Search model studied in this chapter.
The model involves a user who aims to determine a particular true value, x*. The
true value is a scalar in some bounded subset of R. Without loss of generality, we
assume that x* belongs to the interval [0, 1)1 and that the user knows that this is the
case. The true value is stored in a database. In order to retrieve the information, the
user interacts with the database, by submitting queries as follows. At each step k,
the user can submit a query qk E [0, 1), and receives from the database a response,
rk, indicating whether x* is greater than or smaller than the query value, i.e.,

rk = 1I(x* > qk),

'We consider a half-open interval here, which allows a cleaner analysis, but the essence is not changed if
the interval is closed.
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where fI stands for the indicator function.

Furthermore, each query is allowed to

depend on the responses to previous queries, according to a user strategy

#

(the

formal definition will follow shortly).
Denote by N the total number of queries submitted by the user, and by E > 0
an accuracy parameterof the user. After having received the responses to N queries,
the user aims to produce an estimate -u, for x*, that satisfies

At the same time, there is an adversary who is also interested in and attempts
to learn the true value, x*. The adversary has no access to the database, and hence
she estimates x* by observing the interactions between the user and the database.
Denote by 6 > 0 the accuracy parameter for the adversary. We assume that the
adversary can observe the values of all the queries (but not the responses) and knows
the strategy according to which the queries are generated by the user. Based on this
information, the adversary aims for an estimate, .d

for x*, at the end of the process

such that

|-

-2*

Because of the presence of adversary, the user is not just interested in approximating the true value x*, but also seeks to intelligently query the database so that
the desired privacy is guaranteed.

3.1.1

#

User Strategy

The queries that the user submits to the database are generated by a user strategy,
possibly randomized, in a sequential manner: the query at step k depends on the
queries and their responses up until step k - 1, as well as a continuous and uniformly
distributed random variable Y on the interval (0, 1). Formally, fixing N E N, a user
strategy

# of length

N is comprised of two parts:

1. A finite sequence of N query functions,

(#1, .. . , ON),

where each bk is a map-

ping that takes as input the values of the first k - 1 queries submitted, the
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corresponding responses, as well as the realized value of Y, and outputs the kth
query qk.

2. An estimation function

which takes as input the values of all N queries

OE,

submitted, the corresponding responses, as well as the realized value of Y, and
outputs the final estimate iU for the true value x*.

More precisely, we have
1. If k = 1, then

#1

: (0, 1) -+ [0, 1), and qi =

If k = 2,3, . . , N, then #k : [0, )k-1 x {,
k(q@1,

qk =

2.

[0,N1{0,
X 1}N X (0, 1) -+[0,

OE

q2 , ..

.,

}k-1 x (0, 1) -÷ [0, 1), and

qk-1, 1
r

1), and i U=OE (q1, q2, -

# 1 (Y);

, r 2, ..., rk_ 1 , Y);

-jq, ,r2, ... , rN, Y).

The above definition can be further simplified. Note that knowing the value of the
random variable Y and the responses to the queries is sufficient for reconstructing the
values of the queries. As an example, we have q2

=

02 (qi, ri, Y) = q2(# 1 (Y), r 1 , Y)

0'(rl, Y), for some new function 0'. Therefore, it suffices to let the input to
just r 1 , ...

, rk_1

Ok

=

be

and Y. This leads to an alternative, simpler definition of strategies,

which is:
1. If k = 1, then

#1

: (0, 1)

-+

[0, 1), and qi =

If k = 2,3,... , N, then #i : {0, 1}k-1x (0, 1)
2.

OE

:

10) }N x

(0, 1) -- [0, 1), and

# 1 (Y);
-+

iu = qE(rl,

[0, 1), and qk
r2 , ...

, rN,

=

#1(r,
r2 , .. ., r

Y);

Y).

Throughout this chapter, we will adopt the simpler definition, which enables a
cleaner analysis. In addition, we consider user strategies that submit distinct queries,
as repeated queries do not provide additional information to the user. In the following,
we write PU(0, x, Y) to denote the user estimate when she employs strategy

the true value is x. Finally, we let

JDN

and

be the set of all user strategies of length N,

defined as above.
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3.1.2

Available Information

Before proceeding, we clarify the information available to the adversary. First of all,
the adversary is aware that the true value x* belongs to [0, 1), and that the user
attempts to uncover x* by submitting the queries as defined previously.

We will

also assume that the adversary can observe the values of the queries (but not the
corresponding responses), and that the user strategy 0 is known to the adversary.
That is, the adversary observes the value of each query qi for i =1,... , N, and knows
the N mappings,
values ri, r 2 , ...

#1, #

, ri- 1

2

, .. . , ON.

This means that if the adversary had access to the

and the realized value of Y, she would know exactly what qi is

for step k. While the adversary might seem to be powerful under those assumptions,
we will see that the user is still able to implement effective and efficient obfuscation
by exploiting to the randomness of Y.

3.2

Private User Strategy

We now start to develop the notion of a private user strategy

#. From the

extensive

discussion and motivation for our Private Optimization model, one can expect that
defining an information set for the adversary and then characterizing the privacy
constraint through the coverability of the information set is a promising modeling
choice. Hence, we will pursue this direction in the following. It turns out that for this
search scenario, a confidence set for the user is not needed in the subsequent analysis.
Furthermore, we can just focus on the information set at the end of the process, rather
than tracking it at every step. Thus, we will only consider the information set at the
end of step N and incorporate necessary modifications into the definition to account
for the randomness in Y.
Let us summarize some necessary notation. Given a user strategy 4 E
q(#, x, Y) be the sequence of queries, (qi,

... , qN),

submitted under strategy

4DN,

#

let

if the

true value is x. Note that q(&, X, Y) is a random variable taking values in [0, 1)N
because the sequence of queries submitted depends on Y. Denote by Q(#, x) the
range of the random variable q(0, x, Y), i.e., the set of all possible sequences of queries
submitted if the true value is x and the user employs strategy 0.
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3.2.1

Information Set

By assumption, the adversary knows the values of the queries and the strategy. We
now combine this available information into a succinct representation, which will be
called the information set of the adversary.
Definition 7. Suppose that q EE DN, and let Q

=

(qi, q2 ,..., qN) E [0, I)N denote

the values of the N queries the adversary observes. The information set for the adversary, denoted I(0, Q), is the set of all x E [0, 1) such that with positive probability,
q(#,x,Y)

=

Q, i.e.
1(0, Q) =

X E [0, 1) : IF(q (#, x, Y)

=

)> 0,

(3.1)

where the probability P(.) is calculated with respect to the randomness in Y.
From the viewpoint of the adversary, the information set indicates all the possible
values of the true value, given the available information.

In particular, given the

strategy q and a sequence of observed queries, Q, we have that x E I(#, Q) if and
only if there is a positive probability that the sequence of queries submitted by the
user would be identical to Q if the true value was x. The definition is a straightforward extension of the corresponding definition of information set in our Private
Optimization model, when faced with additional randomness. The intuition is that
the adversary will believe in x if there is a chance to see the same sequence of queries.
In Section 3.2.3, we will return to discuss some additional concerns related to the
randomness.
The following definition of coverability is restated from Chapter 2.
Definition 8. Suppose that 6 > 0 and L E N. A set S C [0, 1) is (6, L)-coverable
if there exist L intervals, [ai, bi], [a2 , b 2],

... ,

[aL, bL], each of length at most 6, such

that
SC

U

[aj, bj]

We call such L intervals a cover for the set S.
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(3.2)

(6, 6, L)-Private User Strategy

3.2.2

With the definition of information set and coverability, we are ready to present our
definition of a private strategy under this randomized setting.
Definition 9. Suppose that E > 0, 6 > 0, L > 2 and L E N. A user strategy 0 E

(DN

is (6, 6, L)-private if it satisfies the following:
1. Accuracy constraint: with probability 1 (w.r.t. the randomness in Y), it must
be the case that for every x c [0, 1), we have

|iU

- x| < E/2. Formally,

IP (V X E [0, 1) : i"(#, X, Y) - X1 <

1

2. Privacy constraint: for every x E [0, 1) and every possible sequence of queries
Q E Q(#, x), the information set for the adversary, I(#, Q), is not (6, L - 1)coverable.
The above definition follows the one in Chapter 2 but accounts for the randomness
in Y. In particular, Definition 9 requires that if

#

is a private strategy, then the

user must almost always produce an estimate that is close to the true value. This
requirement is translated to an almost sure constraint on accuracy. Furthermore, the
strategy

#

should always create a large information set. This means that for each

possible sequence of queries Q E Q(#, x), there must be a "broad range" of possible
values of x, under which the strategy will produce Q with positive probability. The
extra parameter L introduced serves to quantify the size of the information set that
the user can allow. If L is large, the privacy requirements becomes more stringent.
3.2.3

Additional Discussion of the Model

The definitions so far share the same essence as the corresponding ones in Chapter 2.
We omit the full intuition and interpretation, which have been elaborated before, and
just re-emphasize that the private strategy always guarantees an accurate estimate
and a large information set such that inferring the true value is extremely hard for
the adversary. Essentially, the adversary "wins" only if she can successfully guess the
true value and knows that it is the case. Here, one slight difference is that we define
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the privacy constraint in terms of "not coverable" rather than "not coverable almost
everywhere". It turns out that from the later proofs, our main result holds under
either definition. To simplify the presentation, we adopt the simpler "non-coverable"
criterion.
A subtle issue worth mentioning is the effect of the introduced randomness for the
definition of information set, cf. Definition 7. There, we adopted the convention to let
x be in the information set as long as there is a non-zero probability of x resulting in
the observed sequence of query values. A consequence of this definition is that some
"fully continuous" user strategies are prohibited in this model because they can never
be private. For an extreme case, let us suppose that N = 1 and the only query is
submitted according to qi = Y. Since Y is a continuous random variable, under the
current definition, this implies that the information set, I(0, Q), is empty and hence
also coverable for any L. Although this is an extreme example, it is unclear whether
there are some"fully continuous" but "nice" user strategies that are excluded from our
current framework. In essence, the current model only permits strategies that exhibit
some level of discrete nature. Nevertheless, our definitions are succinct and lead to a
meaningful starting point to investigate the questions of interest. It is not immediate
whether there are better definitions that can better address this issue and how the
subsequent analysis would be changed; we leave these questions for future study.
Finally, some of the ideas related to the strategies introduced in Section 2.4 of
Chapter 2 can also be applied here. In particular, ignoring the randomness, the
naive dense search is private but is costly. While the simple bisection search will not
work, the multiple bisection searches are applicable. These strategies highlight the
underlying tradeoff between the number of queries and the level of privacy protected.
Our focus in this chapter is a more efficient private strategy. By resorting to the
randomness, we will develop an efficient strategy similar to the PBS strategy.

3.3

Main Result

The user is naturally interested in the minimum number of queries, i.e., the query
complexity, needed to make her strategy private. We hence focus on lower and upper
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bounding the query complexity. In principle, we might have 6 < e. This scenario
is, however, less interesting since it is unnatural to require the adversary to have a
smaller tolerance 6 than the user when less information is available to the adversary.
The more interesting setting is when the user has a stringent accuracy requirement
while the adversary attempts to roughly guess the result, i.e., e < 6. For a more
succinct presentation, our main result, which follows, is focused on the regime where
2e < 6 < 1/L.
Theorem 2. Suppose that we are given e > 0, 6 > 0, and a positive integer L > 2,
such that 2e < 6 < 1/L. Let N*(E, 6, L) be the minimum number of queries such that
a (e, 6, L)-private strategy exists, i.e.,
N*(e, 6, L)

=

min {N E N: 3 0 E 4DN s- t-

is (e, 6, L)-private}.

(3.3)

5 N*(e,6,L) < log -- + 2L - 1.
Le

(3.4)

0

Then,
max

log -,log - +2L- 4
S e
)

In the extreme case where the provider's accuracy requirement is as loose as possible, i.e., 6

=

1/L, by appealing to Theorem 2, we obtain tight bounds as follows:

Corollary 3. Suppose that we are given e > 0, 6 > 0, and a positive integer L > 2
such that 2e < 6 and 6 = 1/L. Let N*(e, 11L, L) be defined as in Eq. (3.3).
1. If L = 2, we have
log - < N* E, -, L) < log - + 2;
SL
6

(3.5)

2. If L > 3, we have
log

11
+2L - 4 < N* E, - IL
Le
LLe

1

< log - + 2L - 1.

(3.6)

Not surprisingly, we obtain identical bounds as those in Chapter 2, since the
two models have the same essence and very similar goals. We emphasize that from
Corollary 3, our upper bound is optimal within an additive constant. Later, we will
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construct a private strategy for the case where J = 1/L, to prove the upper bound
in Theorem 2. Such a strategy will also be, automatically, private as long as the
parameters satisfy 2c < J < 1/L and is in that sense robust.

In Chapter 2, the

PBS strategy for the upper bound was constructed by creating pesudo randomness
through partitioning. Here, we will construct a similar strategy by directly employing
the explicit randomness in Y.
The remaining sections of this chapter are devoted to establishing Theorem 2. In
Section 3.4, we present some useful properties of private user strategies and of the
information set of the adversary. Then, in Section 3.5, we prove the desired lower
bounds. Finally, Section 3.6 combines the insights obtained to construct a private
strategy that satisfies the upper bound.

3.4

Preliminaries

We start by summarizing the necessary notation we will use in the remaining sections
and then we provide two useful lemmas: one is about user strategies that satisfy
the accuracy constraint, while the other concerns the information set. We focus on
interpretations and relegate the proofs to Appendix B.

3.4.1

Notation and Terminology

For every true value x E [0, 1), if the user employs a strategy

#E

1

N,

we use the

following notation:
1. [k] A { 1, 2, ...,I
k};
2. qk and rk are the corresponding kth query submitted and the kth response
received, respectively;
3. :P(/, x, Y) is the user estimate for the true value;
4. q(0, x, Y) is the sequence of queries, (qi,... , qN), submitted;

5. Q(#, x) is the range of the random variable q(#, x, Y);
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6. I(0, Q) is the information set for the adversary after observing a particular
sequence of N queries, Q.
In what follows, when there is no confusion, we will omit the arguments to simplify
the notation.
3.4.2

Useful Properties

Let us first study the properties of a user strategy 0 that satisfies the accuracy constraint, without necessarily meeting the privacy constraint. In such a setting, the
goal of the user is solely to search for the true value without ever worrying about the
information revealed. Intuition suggests that in order to produce an accurate estimate, the user must find an interval that contains the true value x and whose length
is at most e. We confirm this observation in the following lemma. For convenience,
throughout this section, we use the notation qO = 0 and

qN+1

=1

to denote the two

end points of the interval [0, 1).
For every x E [0, 1) and every user strategy
-Ex,$

=

#

C

4DN,

we define the event Ex, as

1 , j s.t. 0 < i, j < N + 1, qj - qj < 6, and x E [qj, qj)

Lemma 7. Suppose that the user strategy #

c

J

N

.

(3.7)

satisfies the accuracy constraint in

Definition 9. Then, for every x C [0, 1), we have IP(E,) = 1, where the probability
is calculated w.r.t. the randomness in Y.
With Lemma 7 at hand, we move to investigate the structure of the information
set. Lemma 7 states that for an accurate user strategy, almost surely, the adversary
will see a sequence of queries such that the true value x is contained in an interval,
formed by queries, that has length no greater than e. Therefore, after observing the
queries produced by a strategy that satisfies the accuracy constraint, the adversary
need only look at the intervals that have length no greater than e. In other words,
points belonging to the intervals of length no greater than e are the only ones that
can obfuscate the adversary. We formally state this fact in the following lemma:
Lemma 8. Suppose that q E

(DN,

and let Q,

q2,,qN)

C

[0

1

)N

be the

sequence of queries observed by the adversary. If # satisfies the accuracy constraint
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in Definition 9, then the information set for the adversary, I(0, Q), satisfies the
following:
I(0, Q) C

U

[qi,q 21 :=(Q).
i,jE{O,1,...,N+1}:
O<qj -qi<E

3.5

Proof of Theorem 2: Lower Bounds

In this section, we first prove the lower bound log(1/e). This is accomplished by essentially considering strategies that only take the accuracy constraint into consideration.
The proof will then be refined to prove the second lower bound, log(6/e) + 2L - 4,
where we also take the privacy constraint into account. The desired lower bound in
Theorem 2 follows by taking the maximum of the two bounds.

3.5.1

Lower Bound log(1/e)

The first lower bound we develop follows just from the accuracy constraint.

We

show that a user strategy that satisfies the accuracy constraint must submit at least
log(1/c) queries. Because a private strategy always achieves accuracy, this provides
us with a simple lower bound for a private strategy.
Similar to our proof of lower bounds in Chapter 2, this simple lower bound can
be derived by mimicking the proof that the bisection search is optimal in search
problems under the comparison model of computation.

(Some extra care will be

needed to account for the randomness.) In this section, rather than following this
route, we take a different approach. Although slightly more complex, our approach
will explicitly show how to construct "bad instances" for a fixed strategy with length
less than log(1/c), so that the accuracy constraint can never be satisfied.
The formal proof is given in Appendix B.3, where we show that any user strategies
that satisfy the accuracy constraint must contains at least log(1/e) queries and hence,
the lower bound log(1/E) in Theorem 2 follows. In a nutshell, we can find a particular
true value x E [0, 1) such that if the number of queries submitted is less than log 1/E,
then there is a positive probability that ., - x1 > e/2.
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3.5.2

Lower Bound log(6/c) + 2L - 4

In Section 3.5, we explored strategies that satisfy the accuracy constraint. To derive
a stronger lower bound, we will now also take the privacy constraint into account. We
will rely on Lemma 8, which offers us a useful structural property of the information
set.
Let us fix a (e, 6, L)-private user strategy

#

E

P (V X C [0, 6), |.Y(5, x, Y) -

1

?N.

Note that
1,

(3.8)

because otherwise, the accuracy constraint would be violated.

Suppose now that

|<

=

X C [0, 6), Using the condition Eq. (3.8) and by applying the first lower bound proved
in Section 3.5.1 to [0, 6) instead of [0, 1), we conclude that there exists z E [0, 6)
such that under strategy q, and with positive probability, there are at least log(6/e)
queries belonging to the interval [0, 6). In other words, this implies that there exists

Y c (0, 1), such that P(Y E Y) > 0, and for every y

E Y, q(#7,., y) has at least

log(6/c) queries belonging to the interval [0, 6).
In what follows, fix y E Y, and consider the queries q(#, i, y).
q(#,

z, y)

satisfies I

Note that if

has no queries in the interval (6, 1), then by Lemma 8, the information set

c

[0, 6). Hence, I can be covered by just one interval with length 6, which

contradicts the privacy assumption on q. Therefore, in order to make the information
set I, not (6, L- 1)-coverable (where L > 2), q(, i, y) must have some queries outside
the interval [0, 6).
Now, let us consider the question of at least how many queries should there be in
the interval [6, 1). Recall our notation qO

=

0 and qN+1

of the form [qi, qj), where (i, j) E {0, 1, ...

,N

=

1, and consider intervals

+ 1}2 and qj - qi < e. Let us call such

intervals elementary intervals. As suggested by Lemma 8, because the information
set is a subset of the union of all such intervals, those x that belong to elementary
intervals are the only ones that could potentially obfuscate the adversary. We make
the following claim:
Lemma 9. If I (,q(4, 5, y)) is not (6, L - 1)-coverable, there must be at least 2L -4

queries in the interval [6, 1).
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The proof of Lemma 9 is omitted because it is the same as the proof of Lemma
6 in Section 2.6.2. The intuition is the same. From our previous discussion, if the
information set is not (6, L - 1)-coverable, there must be at least L - 1 elementary
intervals in [6, 1). As in Section 2.6.2, properly constructing these L - 1 elementary
intervals requires at least 2L - 4 queries.
In summary, there should be at least 2L -4 queries in the interval [6, 1) and at least
log(6/c) queries in the interval [0, 6). Consequently, the length of the strategy

# is

at

least log(J/6) + 2L - 4. Note that the above argument applies to any (6, 6, L)-private
strategy q. The desired lower bound then follows. M

3.6

Proof of Theorem 2: Upper Bound

So far, we have concentrated on the ways that the accuracy constraint and the privacy
constraint affect the number of queries. Combing the insights obtained, we will now
construct an efficient private strategy.

As mentioned in Section 3.3, our private

strategy is constructed for the extreme case where 6 = 1/L. By definition, such a
strategy is also, automatically, private for any 6 such that 26 < 6 < 1/L. The upper
bound in Theorem 2 then follows.
Overview of the Strategy.

Not surprisingly, the strategy we are about to

construct is very similar to the PBS (Partitioned Bisection Search) strategy presented
in Chapter 2. Recall that there, we managed to achieve accuracy and privacy through
the partition of the set of weights, which was then utilized as a source of pseudorandomness. Here, because of the presence of the random variable Y, we will take a
more direct approach to explicitly use its randomness. Loosely speaking, we also start
by creating L elementary intervals. For the remaining region, analogously, a bisection
search will be conducted. This is the place where the randomness of Y comes into
play. Based on the responses so far, either a "fake" bisection search, whose values
depend on the realization of Y, or a "truthful" bisection search that aims to uncover
the true value, will be conducted. Privacy then follows from the adversary's inability
to distinguish between the two scenarios. As a final remark, this strategy, together
with the previous PBS strategy, emphasize the important role that randomness, either
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"pseudo" or explicit, plays in constructing efficient private strategies for both models.
In what follows, we first give a formal description of our strategy in Section 3.6.1.
In Section 3.6.2, we complete our proof of the upper bound by showing that the
strategy we constructed is indeed (c, 6, L)-private.

3.6.1

The Coupled Bisection Search Strategy

In the following, we construct a private strategy, which will be referred as the Coupled
Bisection Search (CBS) strategy. It is structured into four parts, and to facilitate
understanding, a graphical example with L = 3 will be provided along the way. This
strategy has similar features as the PBS strategy, and hence, for consistency, we will
abuse some notation and terminology.
Part 1: Create L portions. Part 1 divides the entire interval [0, 1) into L subintervals of equal length. The first L - 1 queries are constants, i.e., independent of
the true value x and the random variable Y. Formally, for i = 1, 2... , L - 1,

qj = 0i(ri,r2 , ...

,ri_,Y)

=

L

,

V(rir 2 , ... , ri_1) E {0, 1}

and V Y E (0, 1).

These L - 1 queries divide the interval [0, 1) into L smaller intervals: [0, ), [ , }),
[LL, 1). In the sequel, we call such smaller intervals portions, and note that each
portion has length 1/L. Counting from left to right, we let Pk be the kth portion, i.e.,
no information
Pk = [k-1, }). Since those queries are constants, the adversary gains
on the true value by observing the them. Later, we will show that each portion
has some subsets belonging to the information set, and that the subsets in different
portions are not too close. These will then imply the information set is "large" and
not (6, L - 1)-coverable.

:<-----------------

P1

>:<---------------->:<

P2

---------------

3

>1

1/L

Figure 3-1: Part 1 of the CBS strategy when L = 3. Here, qi = 1/3 and q2 = 2/3. On top
of the arrows, we show our notation for the corresponding intervals. Below the arrow we
show the length.
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Part 2: Create one component and one segment in each portion. Now, we would
like to create some elementary intervals of length equal to e, which will be used to
obfuscate the adversary. For each portion Pk, k E [L], we let the strategy submit one
query at (k - 1)/L + e. Totally, we need L queries in this part. As in Part 1, we let
each query be a constant, to ensure that the adversary obtains no information from
observing the submitted queries. Formally, for i = L, L + 1, .

i

=

#i (r
1,r 2 ,...

,

ri 1, Y) =

Z- L
L

L

+E,

V(ri, r2 , ...

,

ri-1) E

,

2L - 1,

{0, 1}i1 and VY

E

(0, 1).

Note that after Part 2, each portion [k-1, 1) is divided into two sub-intervals,
that is, [k-,

k-1

+ ) and

+6,, ). We call the sub-interval [k, k +E), which

[

has length exactly e, a component, while the remaining one, [N + 6, -), a segment.

Denote by Ck and Sk the component and the segment in the kth portion, respectively.
C,ci|

|+->|

E I

0

qq

|C2 S2 'C3
|S3
-------------------- |->|+>:<------------------|->|
I=
E I

----------------- +|
>I

I =

q1

4

q2

qs

Figure 3-2: Part 2 of the CBS strategy when L = 3.
Part 3: Couple each segment with all components through randomization. Part
3 is the key of the CBS strategy. In previous parts, all the queries were constant
and the adversary has not gained any information about the true value. We will
now let subsequent queries depend on the past responses and the randomness, and
carefully control the information revealed to the adversary. At a higher level, this
part conducts a bisection search on a certain segment, which could either be "fake"
or "truthful" depending on the responses from Parts 1 and 2. If it is "fake", the query
values would depend on the realization of Y; if it is "truthful", then the strategy just
searches for the true value x. Not letting the adversary know whether it is "fake" or
"truthful" is the critical design principle for achieving privacy.
Overview of Part 3. By the end of Part 2, based on all the past responses, there
are two possibilities from the user's perspective:
Case 1: the true value x has already been found in one of the components.
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Case 2: if not, it means that x is in one of the segments, and the user knows which
one it is.
Part 3 aims to conduct a bisection search in a segment, with the following goal:
1) If Case 1 above is true, then the bisection search will be conducted in a segment,
whose choice is determined by the realization of Y.
2) If Case 2 above is true, then the bisection search will be conducted in the
segment containing x and will correctly uncover x with the desired accuracy.
In what follows, we will detail how this bisection search should be conducted,
so that the adversary cannot definitively distinguish 1) from 2) after observing the
corresponding queries. In a nutshell, this is achieved by making sure, through the
randomness of Y, that both 1) and 2) can lead to the same bisection search.
Preliminaries. Before proceeding, we introduce some notation to facilitate our
presentation. Denote by y the realized value of Y. Consider a partition of the sample
space of Y, into the sets, (0,
Q 1, Q 2 ,

... ,

QL . That is,

]fl,

(I,

, ... , (L-1, 1), and label them in order by

Q, = (-1, -] for every 1 c [L]. Note that any realized

value y belongs to a unique interval Q1. for some 1* E [L]. In addition, if y E Q1., we
will denote by yscale a scaled version of y such that yscale always belongs to the l*th
segment S.. Formally, if y E Q1., we let
(1

yscale

-

LE)y +

Vc.

Note that yscale E S..
Furthermore, we borrow the notation of bisection trajectories from Chapter 2.
Recall that with our notation of bisection trajectories, the number of bisection trajectories with respect to a segment S and an accuracy parameter 6 satisfies
BTSIE
BTsl,c|

=

log1/L-e
210

V 1 C[]
E [L].

Define

T= U BTs,,,
Notice that M = L - 2 10

and M = |TI.

. We then label the M elements (trajectories) in T as
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T1 , T2 , ... , TM, in an arbitrary order, and we use Tp,(k) to denote the kth coordinate
of the vector Tp. Furthermore, for every T C T, note that by definition, it is a
bisection trajectory in a corresponding segment S with accuracy parameter E. Hence,

+

if we consider all the intervals with end points being either the coordinates of TP
or the end points of the segment S1 , i.e., interval (a, b) with a, b E {(l - 1)/L
E, l/L,

,(1),

;,(2),

Tp,(3),

...

}

and a < b, then there exists a unique interval (a*, b*)

among all these intervals such that its length satisfies 6 < b* - a* < 2c. We denote
by HT this unique interval associated with each Tp E T.
Finally let C = U1C[LJC be the union of all the components, and S= U1e[L]S be
the union of all the segments.
Formal Description of Part 3. Note that from the past responses in Parts 1
and 2, the user can infer precisely which particular component or segment the true
value x belongs to. There are two cases:
Case 1: if x E C, we will denote the component containing x as Cl., i.e., x E Q.Case 2: if x E S, we will denote the segment containing x as Sl;, i.e., x E Sl;.
Part 3 conducts a bisection search in a particular segment, whose choice depends on
which case in fact occurs.
Let us first emphasize the intuition. Remember that our central principle is to
ensure that
Upon observing a bisection trajectory,
the adversary cannot distinguish whether it is generated by Case 1 or Case 2.
Suppose that the true value x belongs to some segment S1;, i.e., Case 2 holds. Then,
our strategy employs a bisection search in this segment to efficiently find x. Note
that the sequence of queries must equal to one of the LM bisection trajectories in
T. To achieve privacy, the CBS strategy makes sure that if x was in any of the L
components, there is a positive probability that the exact same bisection trajectory
would also be observed. In particular, we "couple" each bisection trajectory in T with
all the L components through the randomness in Y. By coupling, we mean that for
each bisection trajectory TP E T, if x belonged to any one of the L components, there
was a positive probability that Part 3 should sequentially submit queries identical to
T. Hence, upon observing a bisection trajectory Tp, the adversary cannot distinguish
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whether this trajectory is submitted to search for x in the segment S-, i.e., Case 2, or
it is submitted because of the coupling effect, i.e., Case 1. Then, from our definition
of the information set, we guarantee that the L components are always contained in
the information set.
To summarize, the discussion leads Part 3 to submit log

-c

queries as follows:

Case 1: if a E C, denote by Ql- the unique set, out of the sets Q1,..., QL, that the

realized value y belongs to. Conduct a bisection search in l*th segment by
pretending that the true value is yscale.
Case 2: if a c S, then conduct a bisection search in the segment S1. to uncover x.
A Detailed Explanation and Analysis of Part 3. So far, we have introduced
how we submit queries in Part 3. In the remaining, we aim to expand the full details
and give an analysis of the privacy guarantee resulting from Part 3. To this end,
we show the details in pesudocode and also include the other parts for completeness.
Along with the explanation, we obtain the following, which is the main reason why
the CBS strategy indeed protects privacy:
Proposition 4. Suppose that the bisection trajectory submitted in Part 3 is equal to
7kt, i.e., the kt th bisection trajectory in the set 'T. Then, under the CBS strategy, the
following two situations lead to the same sequence of queries:

GH

t

.

1. x

2. x E C and the realized value of y is such that yscale G Hht.
In particular, we have that
IP (yscale H

t) =

1

length of Hht

L

11L-6-e

-

-

Therefore, if x c C, then with probability at least

lL,

_

;>

I-

Lc

> 0.

the bisection trajectory sub-

mitted in Part 3 is the same as in the scenario where x E H7t.
Let us analyze the details of Part 3 in the pesudocode. Depending on whether
Case 1 or Case 2 actually occurs, Part 3 leads to a different way of generating a
bisection trajectory:
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Strategy:

CBS Strategy

The total number of queries for CBS strategy is log 1/L-E + 2L - 1.
1:

Let N = log/L

+ 2L - 1.

PARTs 1 and 2: Create components and segments.
2:

For i = 1, 2, ...,L -1,

3:

For i = L, L + 1, ...

let qi= i/L.

, 2L- 1, let qi = (i

-

L)/L+e.

PART 3: Conduct a bisection search in one segment.

5:

Case 1: if x E C, then denote by C1. the unique component containing x and
Q1. the unique set containing the realized value y. Conduct a bisection
search in l*th segment by pretending yscae is the true value, i.e.,
Let H2L-1 = S1. and for i = 2L, 2L + 1,
q= the midpoint of Hi_

... , N,

do the following:

1

.

4:

the left half-interval of Hi.1,
the right half-interval of Hi_ 1 ,

7:

qj > yscale.

if

qj < yscale*

Case 2: if x E S, then denote by S1. the unique segment containing x.
Conduct a bisection search in l*th segment to uncover x, i.e.,
Let H2L-1 = S1; and for i = 2L, 2L + 1,
qj

=

the midpoint of Hi_

.-.

, N, do the following:

1

.

6:

if

the left half-interval of Hi_ 1 ,
the right half-interval of Hi_ 1 ,

if qi > x;
if qj < x.

Let H' = HN and Hd = HN-1.
PART 4: Output estimate .U
8:

Case 1: if x E C, then let :U = the midpoint of the component Cl.
Case 2: if x

E S, then let :U = the midpoint of the interval H'.

Case 1: If x E C, then with our notation, we have x E C; . In this case, the user is
certain that the true value x lies in the l*th component, and the accuracy constraint
can be satisfied by setting the estimate to be the midpoint of the component Cl..
This is because by construction, every component is of length exactly E. What the
user remains to do under such a scenario is to use additional queries to obfuscate
the adversary. Specifically, our strategy conducts a bisection search in a particular
segment, which is determined by yscale. It checks which segment the realized value
yscale belongs to, and subsequently performs a bisection search in that segment as if
yscale was the true value, cf.

Lines 4 - 5 of the pesudocode.

From the perspective

of the user, she is not really searching for the true value, but rather applies a "fake"
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bisection search to hide the information on x. Finally, note that since Y is uniformly
distributed on (0, 1), the realized value yscale can be in fact any point in any one of
the segment. This means that under Case 1, any bisection trajectory in T can occur
with positive probability.
Case 2: If x E S, then with our notation, we have x E SI*.

Under such a

scenario, the user is confident that x is inside the l*th segment, but the accuracy
constraint is not yet met because the length of a segment is larger than E. Therefore,
our strategy subsequently conducts a "truthful" bisection search in segment S. to
locate the minimizer within an absolute distance of at most c/2. After submitting
- queries, the user discovers an interval H', whose length is at most E and

log

such that x E H', cf. Lines 6 - 7 of the pesudocode.

Finally, suppose that this

bisection trajectory was labeled as Tk*. Then, note that the interval Hd defined in
the pesudocode satisfies Hd = HTk*. Because of the nature of bisection search, we
obtain that if x E Hd, the user will submit the same sequence of queries, i.e., the
bisection trajectory T;. In addition, compared with Case 1, it is immediate that if
yscale was inside HTk, then the sequence of queries submitted under Case 1 would
also equal to Tk*.

From the above discussion, Proposition 4 then readily follows. In summary, the
user's privacy is guaranteed through the randomness of Y, because upon observing
the bisection search in Part 3, the adversary cannot distinguish whether it is "fake"
or "truthful".
Before closing our discussion, let us return to our running example to visualize
the progression of Part 3. Figure 3-3 shows all the queries submitted when x is at the
position marked in the figure. Since x E S2, the strategy conducts a bisection search in
the interval S2 to uncover x, i.e., q6
log

1/3-

=

(q4 + q2 )/2, q 7 = (q4 -f- q 6 )/2, and so on. After

queries, the user is certain that x E (q8, q6 ) and q6 - q8 <

6.

In addition, we

have H' = (qs, q6 ) and Hd = (q 7 , q6). Note that the bisection trajectory (q6 , q7 , qs) E
BTs2 ,E,

and let us suppose that the particular bisection trajectory (q 6 , q7 , qs) was

labeled as T1 . Then, Hd = H1.

Denote by

QCBS =

(ql, q2 ,... , q8) the sequence of queries shown in Figure 2-10.

From the above discussion and Proposition 4, we conclude that for every x E Hd,
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the first three parts of the CBS strategy will produce a sequence of queries exactly
identical to QCBS.

Moreover, for every x E C, if the realized value yscale belongs

to H , which happens with positive probability, then the same sequence of queries,
QCBS, will also be submitted by the strategy. By the definition of the information
set , we have

(C U H") c

I(oCBS

(39)

QCBS)

From Figure 3-3, C is not (6, L - 1)-coverable, which then implies that I(#CBS , qCBS)
is also not (6, L - 1)-coverable.
C

SI

C2

q1

q3

C3

2

q4

q8

q7

Iq 6

Figure 3-3: The CBS strategy after Part 3 when L

q2 1

S3

q5

3. The red star represents the true

value x. On top of the arrows, we indicate the corresponding notation for the intervals. The
blue line shows the corresponding information set for the adversary.
Part

4:

produce an estimate i2. At this last part, the strategy produces the

estimate i , which is straightforward. Based on Parts 1-3 and all the responses, if
X E C, then the user's estimate is is set to the midpoint of the component Cg. On
the other hand, if X E S, then the user's estimate iu is set to the midpoint of fHu,
where Hu is generated according to Part 3.
In conclusion, we have completed the description of the CBS strategy. Part 1
1

queries, respectively.

-

requires L - 1 queries, while Parts 2 and 3 need L and log
In total, the CBS strategy submits log T

+ 2L - 1 queries. In essence, this strategy

is almost identical to the PBS strategy, except that in Part 3, we explicitly utilized
the randomness in Y.
3.6.2

Completing the Proof of the Upper Bound

To complete the proof of the upper bound in Theorem 2, we show that the Coupled
Bisection Search strategy is indeed (e, 6, L)-private. We generalize the intuition and
discussion from the explicit example in the previous section to the general case where
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L > 2 and 0 < 2e < 6 ; 1/L.

Accuracy Constraint: It should be clear that the CBS strategy satisfies the accuracy constraint. In particular, independent of Y, Part 4 makes sure that the estimate
is the midpoint of an interval that contains x and has length at most E. Thus, it
is certain that with probability 1, we have - E| <c/2Jfor every x E [0, 1). The
accuracy constraint is satisfied.
Privacy Constraint: Fix x E [0, 1), and let us consider the set Q(#CBS, x). Recall
that this is the range of the random variable q(#CBS,

x, Y).

Hence, each element of

the set is a possible sequence of queries that the user would submit if she employs
the CBS strategy when the true value is x.
Fix Q E Q(qCBS, x). According to Part 3, there is a unique segment that contains
exactly log

- queries. This sequence of queries is also equal to a unique bisection

trajectory in T. Denote by Tkt this unique bisection trajectory. We then claim that
the union of all the components and the interval H1 t is a subset of the information
set, i.e., (C U H7 T) C I(#CBS, Q).

This claim simply follows from Proposition 4

and the definition of the information set. Since we are interested in the region where
2E < 6 < 1/L, let us directly consider the extreme case where 6 = 1/L. We make the
following claim:
Claim 3. (C U H'kt) is not (1/L, L - 1)-coverable.
Note that by design, the adjacent components are separated exactly at a distance
of 1/L - c. Recall that the length of each component is c. From the geometry, it is
not possible to cover all the L components using L - 1 intervals whose length is at
most 1/L. It then follows that C is not (1/L, L - 1)-coverable, which implies Claim
3.
To conclude, since (C U Hht )

c I(qCBS, Q),

Claim 3 implies that the information

set is not (1/L, L - 1)-coverable. Finally, notice that all of the above reasoning applies
to every Q E Q(OCBS, X), for every x E [0, 1). Therefore, the CBS strategy satisfies
the privacy constraint. This completes the proof of the upper bound in Theorem 2.

M
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Chapter 4

Conclusions and Future Work
The overall objective of this thesis was to study the intrinsic tradeoff between hiding
and searching for an object. At a higher level, this investigation was motivated by
the increasing difficulty of protecting one's privacy, and the resulting need to quantify
the possibility and effort to simultaneously hide and progress towards a goal. To
this end, we have proposed two new models, the Private Optimization model and the
Private Simple Search model, which abstract from common situations, and studied the
consequent privacy issues through a novel privacy criterion. Our criterion emphasizes
the value of information and is driven by the consideration that a reasonable adversary
wins only if she is able to produce an accurate estimate and knows that it is indeed the
case. Under this framework, our main results established tight bounds on the query
complexity for both models, and more importantly, we provided explicit constructions
of efficient and robust private strategies. In both cases, we reached the conclusion that
with an intelligent strategy, simultaneous searching and hiding can be done efficiently
and robustly.
This thesis opens the door for several interesting extensions and model variations.
For the Private Optimization model, one question that might worth exploring is
whether a randomized strategy helps. Of course, some definitions need to be revised
to account for randomness. However, our results seem to suggest that it does not.
In fact, the PBS strategy relies on the partition of the set A, which effectively works
as a source of pesudo-randomness.

Yet, a thorough and rigorous analysis may be

desirable. Conversely, for the Private Simple Search model, it might be interesting to
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study whether randomness makes a difference. That is, for deterministic strategies,
will we still be able to implement efficient and effective obfuscation?
In addition, a rather straightforward variation is to extend the models to higher
dimensions, where x E R". In higher dimension, for the Private Optimization model,
it is more reasonable to apply the distance between the function values at the estiif(iu) - E',

E
mate and at the minimizer, such as IE

aif(x*)1, as a measure of

accuracy. Additional assumptions about the cost functions

fi,

such as smoothness,

may be needed, and hence, it is not immediate whether our results can be extended
without significant changes. In the Private Simple Search model, we could simply extend it to a higher dimension by letting the response be the n dimensional indicator
vector that indicates whether each coordinate of the query is less than or greater than
the true value x E R'; however, this extension is trivial, as the different dimensions
are decoupled. On the other hand, we could modify to allow for hyperplane queries,
where the response indicates whether the true value is on the right or the left of the
queried hyperplane.

This leads to an interesting and meaningful high-dimensional

problem that is worth investigating.
Another meaningful line of variations that pertains to both models is to model
different types of data providers (or adversaries). This can be achieved by varying
the definition of the information set. For the Private Optimization model, under the
current framework, a point x belongs to the information set if there exists an & such
that x* (6, f) = x, and under 6, the provider observes exactly the same sequence of
queries. This represents a conservative data provider who is risk-averse and hence,
believes that a point x can be the minimizer as long as there is even a tiny chance of
that, i.e., if any such & exsits. As an alternative, one could also model a risk-taking
provider. Instead of believing in x if any such
believe in x only if there are "many" such

a.

a exsits,

a risk-taking provider may

Essentially, one could associate a measure

for the "size" of such 6, and x belongs to the information set of a risk-taking provider if
and only if the "size" is larger than certain threshold value. Different threshold values
could be used to quantify how much risk a provider is willing to take. Analogously,
in the Private Simple Search model, x belongs to the information set, if there is a
positive probability that the adversary would see the same queries being submitted if
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the true value was x. However, a more risk-taking adversary might include x in the
information set only if that probability of seeing the same queries is not just positive,
but is larger than a certain threshold.
On the other hand, it is also possible to capture different types of data providers
or adversaries through varying the definition of the privacy constraint in both models.
Currently, the provider seeks to cover the whole information set. Suppose that the
information set is a union of several non-overlapping smaller intervals. A risk-taking
provider might only attempt to cover those intervals with length larger than a certain
threshold. In other words, a risk-taking provider treats intervals with small length as
having less chance of containing the minimizer, and essentially ignores them.
All the above variations could offer new perspectives on the data provider or
the adversary, and could potentially contribute to our fundamental understanding
about the behavior and the privacy of participating entities under an interactive
environment.
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Appendix A

Additional Proofs for Chapter 2
A.1

Information Set and Confidence Set

To better understand the two definitions, cf. Definitions 1 and 2, we provide a simple
example to illustrate the two sets Id and Ik. Consider the case where
f2 =

(x - 2)2 and ai

=

a2

=

fi

=

(x +

1)2,

1, so that x*(a, f) = 0.5. In the beginning, I" =

[0, 1]. Given a strategy /, suppose that the first query is q, =

# 1 (a)

= 0.2 for every

a E A. Then, r1 = (f{(0.2), f2(0.2)) = (2.4, -3.6). Because a 1fj(qi) + a 2f(( 1 ) < 0,
the user knows that x* must lie in (0.2, 1], and that any x E (0.2, 1] is a possible value
of x*. Thus, I' = (0.2, 1]. Note also that at this point, the data provider does not
obtain any information from qi. Therefore, If' = [0, 1].
Now, suppose that the user's action at step 2 is as follows:

{

+ 1)/2,

zq,(qi

if

ajfj(q1 ) +

2f2(q 1 )

< 0,

/2, ifq alf'(q1) +a2f2(q1 ) > 0.
=

0.6 and r2

=

(fl(0.6), f2(0.6)) = (3.2, -2.8).

We have a1 f{(q 2 )

+

Then, q2

a 2 f2(q 2 ) > 0, and the user knows that x* must lie in (0.2,0.6), i.e., I-2 = (0.2,0.6).

Recall that the strategy q is known by the data provider, hence, after observing that
q2= 0.6, she knows that alf'(qi) + a 2 f2(qi) < 0. However, notice that at this point,
the data provider is not sure whether a 1 f'(q2 ) +a 2 f2(q 2 ) is positive or negative. Con-

sequently, I = (0.2, 1]. The above analysis can be continued to obtain Ik and Xk for
every k E [N], once we fix a specific user strategy q.
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A.2

Proof of Proposition 2

(1) To prove the first statement, it suffices to show that if there exist a E A and
f E F such that the information set IN (0,

f, QN(O,

then the data provider is (6, L)-successful. Fix such a
set

1k

f)) is (J, L - 1)-coverable,
and f. Since the information

a,

is (6, L - 1)-coverable, then there exists a cover consisting of L - 1 intervals,

[ai, bi], [a2 , b 2],

... ,

[aL-1, bL-1], each of length 6. Let the provider's strategy 0 be

#5, QN(,

such that )(f,

a,

f))

is a discrete uniform distribution over the midpoints of

the L - 1 intervals. We then have

p( ld(O, Ce, f) - X*(a, f)|
since x*(a,

f)

E

such that Ik(&,

kN (0,

f, QN(#, a,

f, QN(01

6 f))

f)).

-T
1 d

-2

>
-L-I

-,
Ll

Now, notice that by definition, for every & E A

(a, f, QN(0, a, f)), x* (, f) E I(a,

and the distribution of the estimate satisfies

4'(f, #, QN(q, f

f, QN(q, a, f

(f 7, QN (0, a, f))

Thus, we also obtain that
p( ld(&fX*(&f)

I

2

1
L-1

1

which by Definition 6, implies that the provider is (6, L)-successful.
(2) We now show that the second statement is true. Fix a E A, f E F and a user
strategy 0 E (D. Since the information set is not (6, L - 1)-coverable, we claim that
Claim 4. There exist points x 1 < x

2

< - -- < XL such

that xi E 1k (q, f, QN (q,a, f))

for i E [L] and consecutive points are at least 6 apart, i.e., xj+1-xj > J forj E [L-1].
Proof of Claim 4. We prove the claim by explicitly giving a construction for the
L points, x 1 , x 2, ...

, XL.

For simplicity, let us assume for now that the information

set IN is closed for now. Then, let x 1 = min Ik and XL = max IN. The remaining

points are constructed as follows:
1. Let x 2
X2 -

=

xI

2. Let x 3

=

min{x : x E

dk

6 and [x1, x 2 )

n IN

min{x : x E

1d

and x > x, + 6}.
is

Notice that by construction

(6, 1)-coverable.

and x

> x 2 + J}. Again, by design, we must have
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-

x2

6 and [X 2 , X 3 )

;

nfIN

is (6, 1)-coverable.

3. In general, we let xi = min{x : x E I

and x > xi_1 + 6} for i2,

1. It is immediate that such points X2,...

,

3,. .. , L

-

that x 3

must exist, as otherwise, the

XL_

information set would be (6, L - 1)-coverable. In addition, we also note that our
design ensures that for each i = 2, 3,. . . , L - 1,

which implies that [Xi, XL-1) n It

[i_1, Xi) n I

is (6, 1)-coverable,

is (6, L - 2)-coverable.

Now, it is straightforward to see that XL - XL-1 > 6. Indeed, since XL = max

[1 i, XL_1)n

-d

mation set I

d

and

is (6, L - 2)-coverable by construction, if XL - XL-1 < 6, then the infor-

will be (6, L - 1)-coverable, which contradicts our assumption. Finally,

for the case where the information set Id is not closed, we replace all the minima
and maxima as infima and suprema, respectively. We can then slightly perturb the
resulting X1, .. . , XL to make sure that they all belong to the information set. This

-

completes the proof of Claim 4.

We continue the proof of the second statement. For any

such that 0 <

< 6,
-

consider the L intervals centered around the L points in Claim 4, [max(0, x 1 - 6/2

/2), xi + 6/2 + /2], [X2 - 6/2 -- /2, X2+ 6/2+ /2], [33- 6/2 - /2,X3 + 6/2 + /2],
... , [XL - 6/2 - /2, min(0, XL + 6/2 + /2)]. Based on Claim 4, these L intervals are
disjoint. Fix

4' E

I. There must exist an interval, out of the above L intervals, such

that the probability that the estimate

d(#,

a, f) lies in this interval is at most 1/L,

i.e., there exists l* E [L], such that
P id(#, OZ, f) E

2

2

z

<z
5-

-+-

2

2_

(A. 1)

L

Let us fix such a x1 *. Since x1. E I (O, f, QN( 5 , a, f)), by the definition of
the information set, cf., Definition 1, there exists & E A such that x*(&,
and the queries submitted satisfy QNG&f)
I (d, f, QN(q$ di f))
=

(f,

,

QN (0-O,

=

f)).

=

QN(q, a, f).

f)

= X1-

This implies that

-Na, f, QN(O, a, f)) and hence, we obtain 0(f, 0, QN(O, 6, f))
From (A.1), we then conclude that

p( lid(, &, f) _ X*(, f)
95

6I < ) 1
2

L

Thus, from Definition 6, the data provider is not (6 -

A.3
Fix

, L)-successful. U

Proof of Lemma 2

#

E

a E A and f E F. By assumption, 1ig is [0, 1]. We proceed by induction

CPN,

on k.
Suppose that k = 1. After submitting query qi and receiving the response ri,
11' is updated based on the sign of 12' ajfj(qi). If E', ajfj(qj) > 0, and since
Mli

afj(x) is strictly increasing, then the user knows for sure that x*(a,

f)

E [0, qi).

Since the confidence set is the set of possible minimizer from user's point of view, we
then obtain I, = [0, qi). For a more rigorous treatment, based on the definition of
confidence set, we need to show that
1. For every I E F such that R1(q, a,f) =R1 (,
2. For every f E [0, qi), there exists

x*(a,f)

f

a, f), x*(a, f) V [qij1].

E F such that R1 (, a,

f)

=

R1 (#, a,

f)

and

=

For the first statement, notice that for every

f

E F, if R,(#, a, f)

=1 ajfj(qi) > 0, which immediately implies x*(a,
statement, consider the following subset of F

1

f)

=

R1 (, a, f), then

( [qi, 1]. To show the second

= {f: f E -, f'(q) = r1 }.

Then, for every EF, R1(#,
P a,f) =RI(q, a, f). In addition, for every t E[0,q q),
because of the way we define the set F in Section 2.1.2, there exists f E T1 such that
x* (a, f)

The second statement hence holds. By a similar argument, we have

= i.

that if E',

ajfj'(qi) < 0, then I_ = (q 1 , 1]. Finally, if Jli

ajfj'(qi) happens to be 0,

then the user has found the optimal x*, and I{' = {qi}.
For the induction step, fix k' E N and suppose that Lemma 2 is true for k = k'.
In the sequel, we show that it also holds for k = k' + 1.
If Eku is a single point, i.e.,
found x*(a,

{qj}

=

f)

-ku,

= {qi}, for some 1 E [k], then the user has exactly

in previous queries. From Lemma 1, Iu+1 C I,.

{x*(a, f)}.
96

Therefore, Iu+T

=

Now, suppose that 17k, = (qi, qj), for some 1 E
in Lemma 2 holds.

[k] and j E [k], i.e., the second case

Let us first consider the case where

qk'+1

C (qj, qg). Then, the

Z i

confidence set will again depend on the sign of K=1 asfj(qk'+1). If

0, meaning that x*(a, f) =

then II + =

This is because for every

{qk'+1}.

E F such that Rk'+(#, a, f) = Rk'+1(, a, f), we have E", aif 1 (qk'+1) = 0.
r*(a, f)

aifi'(qk'+1) > 0, then the user is certain that

If E',

hence the confidence set, Ik+1, is updated to be (qi,
k = 1, to rigorously argue that Ik'+1

f

1. For every

([0,

\ (qi,

1]

=

(qi,

qk'+1).

C (ql,

qk'+1),

and

Similar to our base case

k'+I), we need to establish the following:

E F such that Rk'+1(#, a, f)

=

Rk'+1(#, a,

f),

we have x*(a, f)

(

f

qk'+1,

asfi(qk'+1)

qk'+1)), i.e., points outside the interval (qi, qk'+I) cannot be the min-

imizer.
2. For every t

E (qg, qk'+1), there exists f E F such that Rk'+1(, a, f) =

Rk'+1(#, a,

and x*(a, f) = t.
To see why the first statement is true, notice that for every
Rk1+1(#, a, f) = Rk'+1(#, a, f), we have E',

afj(qk'+l) > 0.

f

E F

such that

Furthermore, I,

(qj, qj) implies J:i' aifi(ql) < 0. Therefore, x*(a,f) ( ([0, 1] \ (ql, qk'+1)).

=

For the

second statement, let us consider the following set

k'+1 =

f

:

f

E F, f'(q)

Note that Fk'+1 C F and for every

f

f'(qh) for every h E [k' + 1]}.

E Fk'+1, we have Rk'+1(#, a, f) = Rk+I1(, a,

f).

Again due to the way we defined the set F in Section 2.1.2, for every t E (qj, qk'+1),
there exists

f C

Fk'+1 such that x*(a,

f) = t. The second statement then follows. By

an identical argument, we can also show that If E',
(qk'+1, qj).

This finishes the discussion when qk'+1

For the case where

x*(a,

f)

qk'+1 E

[0, 1]

\

aifi'(qk'+1) < 0, then

kI+

=

E (qj, qj).

(qj, qj), since the user is sure that the minimizer

is in (qj, qj), submitting a query qk'+1 E [0, 1] \ (qj, q3 ) will not reduce the

uncertainty of the user.
Rk'+1(#, Of),

In particular, for every f

we always have E',

C F such that

aifj(qj) > 0 and EZ

2l+ stays the same as I,.
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Rk'+1

(#, a, f)

=

1 afj(qj) < 0. Therefore,

f)

To complete the proof of the induction step, we note that the cases where I, =
[qo, qj), for some j E [k'] or 74, = (qi, qN+1], for some 1 E [k'], i.e., the third and fourth
cases in Lemma 2, can be analyzed by essentially the same argument as above. U

A.4

Proof of Lemma 3

Consider a strategy q C 4)N that satisfies the accuracy constraint. For the sake of
contradiction, let us assume that Lemma 3 is not true. Then, there exist a E A

f

E F such that I" (#, a, RN(, a, f)) has length larger than E, which implies

that there exist x, E Iy (,
that

a, RN(f, a, f)) and x 2 E I (,a,

RN(0, a, f)), such

x 2 1 > c. Recall our definition of the confidence set. We then notice that

Jx 1 -

XE I 7 ($, a, RN(#, a,

f))

means that

I fi E F such that RN (0,,f

1

)=

RN(q, a, f) andx*(afi)

=

f) and

=

1

.

and

Similarly, we also have that

f2

E F such that RN (qa,f2)

RN(q, a,

x*(a, f2 )

x2

.

3

Combining the above arguments, it is immediate that RN(q, a, fi) = RN(5, a, f2).

By definition, the estimation function

#E only

depends on a and the N responses.

Consequently, we must have -P(#, a, fi) = PU(#, a, f2). However, since

the two inequalities, I"(#, a, fi) - xilI

E/2 and

(Z,

a, f2)

-

1x 1 -

x 2 1 > E,

x 2 1 < c/2 cannot be

true simultaneously. This then implies that the accuracy constraint is not satisfied
by the strategy q, which contradicts our assumption. Hence, Lemma 3 must hold. U

A.5

Proof of Lemma 4

The lemma follows by combining the results in Lemma 2 and 3. For the purpose
of obtaining a contradiction, suppose that there exist a E A and f E F for which
Lemma 4 fails to hold. Then, x*(a,

f) #

qi for every i C [N]. In addition, for any

interval (qi, qg), where i E {O,1,..., N + 1}, j E {E , 1, ... , N+ 1} andi 1'j, such
98

M1111

that x*(a,
x*(a,

f)

f)

E [qi, qj], we must have that qj - qi > 6. Notice that by definition,

E -Ek(0, a,

RN(,

a, f)). Appealing to Lemma 2, we immediately see that

(#, a, RN(

the length of the confidence set, I

3, this contradicts the assumption that

A.6

, a,

f)),

# satisfies the

is larger than c. From Lemma
accuracy constraint. U

Proof of Lemma 5

For the purpose of deriving a contradiction, suppose that there exist a E A and

f

E F such that (2.11) does not hold. Then, there exists x 1 E I-(,

f, QN(q, a, f)

such that x 1 V 1k. By definition of the information set, this implies that there exists
a' E A such that x*(a', f) = x, and QN(q, a', f)
queries submitted under a' and
under a and

f.

f

= QN(

5

,

a, f), i.e., the sequence of

is the same as the sequence of queries submitted

Since x 1 V Id, we have that x*(a',

f)

-TI,

which contradicts Lemma

4. Lemma 5 then follows. M

A.7

Proof of the Lower Bound log(1/c)

In what follows, we show that any user strategies that satisfy the accuracy constraint
in Definition 5 must submit at least log(1/6) queries.

The lower bound log(1/E)

in Theorem 1 then follows because a private strategy always satisfies the accuracy
constraint.
Let us fix a strategy q5 C DN and suppose that q satisfies the accuracy constraint.
For the purpose of proving the lower bound, we claim that under the setting where
privacy constraint is ignored, the model is equivalent to the case where the response
takes the following form:

ri =

1,

if

qi < x*,

0,

if

qj = x*,

if

qi > x*.

-1

(A.2)

In this case, each query response indicates whether the minimizer x* is larger than,
smaller than or equal to the query value. To formally establish the equivalence, we
99

show that for the user, the original responses (derivatives of cost functions) and the
type of responses above provide the same information about the minimizer.

Note

that the response in Eq. (A.2) can be derived from the derivate f'(qj), by checking
the sign of E'

ajfj(qj). And conversely, we claim that knowing the value of the

derivative cannot provide the user with more information than knowing the type of
response in Eq. (A.2). In Lemma 2, we have shown that the confidence set at the end
of each time step k is always a simple interval with query values at the end points.
Recall that the confidence set contains all the possible minimizer from the user's point
of view. Therefore, Lemma 2 is equivalent to the statement that at each time step
k, after receiving the derivate, the user only knows whether the minimizer is larger
than, less than, or equal to the query value. This is precisely the same information
as the type of response in Eq. (A.2). In fact, if knowing the derivative did provider
more information about the location of the minimizer, then the confidence set at the
end of each time step k would not always have query values as the end points, which
is a contradiction to Lemma 2.
From Lemma 3, since 0 satisfies the accuracy constraint, the confidence set I

is

of length at most e for every a E A and every f E F. Note that in the interval [0, 1],
there are at least 1/c simple intervals of length at most E. Hence, fully specifying
those simple intervals require at least log(1/c) bits. In terms of number of queries,

#

this implies that at least log(1/c) queries are needed to ensure that the strategy

is accurate for every a E A and every f E F, because each response only indicates
whether the minimizer x* is larger than, smaller than or equal to the query value,
and hence provides a single bit of information. U
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Appendix B

Additional Proofs for Chapter 3
B.1

Proof of Lemma 7

We start with an overview of the proof. Lemma 7 claims that if a user strategy is
accurate, then almost surely, the true value x lies in an interval with query values
at its end points, whose length is less than or equal to E. We will prove this by
contradiction. Suppose that there is a positive probability that it is not true, then we
will show that there exist x, and X2 that are far from each other, and with positive
probability, the user estimate when the true value is equal to x, or

X2

is the same.

Since 1 and X2 are far from each other, the same user estimate cannot be accurate
for both cases, which contradicts the accuracy constraint in Definition 9.

ECDN. Given a sequence of Fix
queries,
x E
(qi,[0,q2,1)...and
, qN a user strategy

4

we define the pair i* and j* as
(i*, j*)

arg min

(qj - qi).

(ij)E{O,1,...,N+1}2
qj<qj, xe [qi,qj)

In words, [qi*, qj*) is the interval that has minimum length among all the intervals that
are formed by two queries and contain the true value x. Note that the uniqueness
comes from the assumption that we only consider strategies that produce distinct
queries. In addition, let Sx be the set:
S=

{(qi, q2, ... , qN) EE Q(, X) : qj* - q
101

> E}.

For the purpose of deriving a contradiction, assume that P(EXO) < 1. Recall that
we use the notation q(, x, Y) to represent the queries, (qi, q 2 ,
under strategy

#

...

, qN),

submitted

when the true value is x. The assumption that P(EXO) < 1 then

implies that P (q(, x, Y) E Sx) > 0.

Denote by y the realized value of Y.

Since

P (q(, x, Y) E Sx) > 0, there must exist a set Yx C (0, 1) such that P(Y E Yx) > 0
and for every y E Yx, q(q, x, y) E Sx.
Let us fix a y E Y2, and consider the sequence of queries, q(#, x, y).

Since

q(o,x, y) E Sx, there are no queries inside the interval (qi*,qj*), i.e., qj 0 (qij,qj*)
for every i E [N], because otherwise, the definition of (i*, j*) is violated. We then
claim that for every x' E (qij,qj*), q(#,x',y) = q(#,x,y).

This is simply because

by definition, the queries only depend on the past responses and the realized value
y, and further note that since there is no query inside the interval (qi*, qj*), at each
step k, the query response rk is the same for every x' E (qi*, qj*). Recall that we
denote by i'(#, x, y) the user estimate under strategy

#

if the true value is x and

the realized value of Y is y. Then, it is obvious that :P(O, x', y) =

x, y), for
x(,

every x' E (qi*, qj*). By definition of Sx, we have qj* - qj* > c, which implies that
there exist x, E (qj, qj*) and X 2 E (qj, qj*), such that iu(#, zxi, y) - xi I < /2 and
x 2 , y)

IU(,

-

X2 1

< E/2 cannot be satisfied simultaneously. The above reasoning can

be applied for every y C Yx. Therefore, we conclude that for every y E Y, there
exists a x' E [0, 1), such that 1u (#, x', y) - x'I > c/2.
have Py (Vx' E [0,1),

j"(#,

Since P(Y E Yx) > 0, we

x', Y) - x'I < E/2) < 1, which contradicts the accuracy

constraint. Therefore, P(EXO) = 1.
Finally, notice that the above argument works for every x E [0, 1) and every
strategy

B.2

#

E (DN. The lemma then follows. U

Proof of Lemma 8

Fix a user strategy 0 E CDN that satisfies the accuracy constraint. For the sake of
contradiction, suppose that there exists x' C I(0, Q) with x'

I(#, Q). This implies

the following:
1. There exist (i',j') E {0,1,...

,N

+ 1}2 such that qg' - qj' > 6, xf' E [qi', q) and
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for every I c [N], qi

(q,);

2. P(q(#, x', Y) = Q) > 0.
The two statements follow from the definitions of I(#, Q) and the information set,
respectively. Combining the two statements, we have that P(EX'1) < 1, which contradicts Lemma 7. Consequently, I(0, Q) C I(#, Q). M

B.3

Proof of the Lower Bound log(1/c)

We prove the lower bound based only on the accuracy constraint. In particular, we
will show that no strategy with length less than log(1/6) can satisfy the accuracy
constraint. Without loss of generality, it is sufficient to consider only strategies with
length log(1/e) - 1.

Thus, throughout the proof, we let N = log(1/E) - 1.

To

establish our lower bound, in what follows, we will sequentially consider each query,
q1, q2 , ...

,

qN- Our goal is to argue that if the total number of queries submitted is

N, then we can find a particular true value x such that here is a positive probability
that

|i2,

- xj > c/2, which contradicts the accuracy constraint.

Fix a strategy

#

E

4DN

and suppose that

Consider the two intervals [0, -) and

[1, 1),

#

satisfies the accuracy constraint.

and the first query qi =

is clear that at least one of the following two statements: P (qi
P (qi

[j, 1))

P (qi

[0,

}))

# 1(Y).

It

[0, 1)) > 0 and

> 0, must be true. Without loss of generality, let us assume that
> 0. The case where P (qi

Denote by B1 - [bL, bR)

=

[j, 1))

> 0 can be analyzed identically.

[0, 1), y the realized value of the random variable Y, and

El the event that qi V B 1 . Hence, by assumption, P(E 1 ) = P (q, V B1 ) > 0. This
then implies that there exists a set Y1 C (0, 1), such that P(Y E Y1) > 0 and for
.

every y E Y 1, q = 0 1 (y) V B 1

Now, suppose that the true value x belongs to B 1 . If event E occurs, then
r1 = 0. Let us consider the second query q2
vals, [0, 1) and
P ({q 2

V

[1, -).

= q 2 (ri, Y)

= 0 2 (0,

Y) and the inter-

We claim that at least one of the following two statements:

[0, 1)} n {Y E Y1 }) > 0 and P ({q2
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V

[1, !)} o {Y E Y1}) > 0, must be true.

To see this, note that

>P

n Y

[o(,

P
q2

n

,

(q2

)n fY

'

q2 0

U

0 [0,

+P

E Y

Yij

YEE

(B. 1)

e Y11

=P (Y E 3i) > 0.
Let B 2 A

[bL, bR)

be the interval, out of the two intervals, [0, 1) and

IP({q 2
is true. If Eq.

0

[ , j),

such that

B 2 } nf Y E Y1}) > 0,

(B.2) holds for both B 2

=

[0, 1) and B2

(B.2)
=

[ , j),

then arbitrarily

choose one of the two intervals and denote it as B 2 . In addition, denote by E2 the
event that q2 V B 2. Since B 2 C B 1 , we have that if the true value x C B 2 , then there

exists Y 2 C Y 1 , such that P(Y E Y 2 ) > 0 and for every y E Y2, we have qi(y) V B1
and q 2 (ri,y) 0 B 2 . This then implies that for every x C B 2 , P(E1 nE

The above reasoning can be applied to each query qk, k E [N].

2)

> 0.

In particular,

Suppose that the true value x belongs to Bk1 . By

consider the kth query qk.

construction, P( n1<i<k_1 Ei) > 0, where Ej is the event that qj 0 Bi. Hence, we
can assume that the event nOi<<k-1Ei occurs, and denote the corresponding k - 1
responses by ri, r2 , ...

, rkI.

Since there are no submitted queries belonging to the

set Bk-1, the responses, ri, r 2 , ... , rk- 1 , are the same for every x E Bk-1.
consider qk = Ok (r, r... . , ri

bj_ 1 ,

bL

1

1,

Let us

Y), and the intervals,

+ b~U'Rb1 b L

)- and

2

R

-1 + bk1,

.

(B.3)

By essentially a similar argument as (B. 1), we claim that at least one of the following
two statements,

P

P

gk E
qk E

b{ _ b-_
bk_1

+

k

1b~

bkI, bR
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[

n JE

Yk_1}

> 0,

(B.4)
n

E Yk-})
C

> 0,

must be true. Then, let Bi - [bi", bfi) be the interval, out of the two intervals in
(B.3), such that P({qk
qk

Bi} n {Y

c Y_)

> 0 is true. Denote by Ek the event that

V Bk. Due to the construction that Bk C Bk1 C Bk-2 C ... C B 1 , we conclude

that if the true value x lies in Bk, then there exists Yk

C Yk-1

C ... C Y1, such that

P(Y E Yk) > 0 and for every y E Yk, we have qj V Bi for every i C [k]. This then

implies that for every x C Bk, P (nhi

kEi)

> 0.

Iterating the reasoning, we finally obtain that if the x E BN, then the probability
P (nOii<NEi)is strictly positive. This means that for every x C BN, and with positive
probability, no query qk, k C [N], belongs to the set BN.

log(1/c)

-

Now, notice that N =

1, so by construction, the length of BN is larger than E. Therefore, for

every x C BN, P(Eo) < 1, which contradicts Lemma 7.
To summarize, no user strategy q$ C

N can satisfy the accuracy constraint. In

other words, to meet the accuracy constraint, the length of the strategy must be at
least log(1/c). U
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