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ABSTRACT 
 Technological breakthroughs and consumer preferences have led to e-commerce growth in the 
United States. Given the continued rise in e-commerce demand, the final leg of transportation of goods to 
the end recipient, or the “last-mile,” is of increasing importance to freight services companies. The last-
mile is one of the most challenging and complex aspects of business for such companies, who must manage 
the cost of getting items to consumers’ doorsteps against an increasing expectation for level of service and 
delivery times. The sponsor company seeks to become more competitive by optimizing their delivery 
network through exploring alternative facility location options to reduce the cost to service last-mile 
deliveries. Seven metropolitan areas were chosen based on volume and significance to the business: San 
Francisco, Los Angeles, Chicago, Dallas, Atlanta, Newark and New York City. The research hypothesis 
was that creating a more strategically-located network of cross-docks, each more proximal to common 
delivery points, would generate cost efficiencies through a reduction in overall travelling distance. The 
analytical objective was to explore the tradeoff between the additional facilities’ operating costs and the 
implied savings on purchased transportation costs. We implored a two-step methodology to explore this 
tradeoff: a center of gravity analysis to identify potential facility locations based on the concentration of 
customer demand, and a mixed integer linear programming (MILP) model to identify the cost optimal 
solution given the balance between the transportation cost reduction and the new facilities’ lease costs. The 
model output resulted in a shortlist of facilities, locations, and costs for each region. The average distance 
to serve the customer fell by 14 miles (40%) compared to the baseline average distance of 35 miles, and 
only 8% of customers remained greater than 50 miles away from a cross-docking facility compared to 14% 
in the baseline. The proposed facilities were $15 per-square-foot-per-year less than baseline lease fees on a 
weighted average basis. The key takeaway from the facility location optimization model was that adding 
facilities reduced the overall network cost by 23%, as the reduction in transportation cost to serve the 
historical demand outweighed the incremental facility lease fees.      
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1. INTRODUCTION 

1.1 Background 

E-commerce gives online shoppers access to order goods from many retail segments including 

electronics, sporting goods and furniture. Large, bulky items from these segments require specialized 

delivery as they are not protected by standard packaging common for small and medium parcels.  

Our sponsor company (“company”) provides full-service transportation and logistics services for 

this “heavy-bulky” market segment, which includes pickup from retailers’ warehouses, middle-mile line 

haul transportation, cross-docking activities at their own stations (facilities), and last-mile delivery direct 

to customers. Their current network has cross-docking facilities located outside the urban area near airports 

which leads to long “stem time” getting the goods from the station into the residential areas of the cities. 

 

1.2 Problem Description 

Currently, the company’s fee and cost structure is designed around full service transportation. They 

are concerned, however, that as e-commerce retailers continue to optimize their own supply chains, the full-

mile services may no longer be required. The company seeks to remain competitive by optimizing their 

network footprint and operating cost for last-mile delivery of heavy-bulky goods.  

 

1.3 Scope and Approach 

The project scope covers last-mile delivery from the cross-docking locations to customer nodes in 

seven of the company’s major markets, commonly referred to by their airport codes due to the company’s 

existing network: San Francisco (SFO), Los Angeles (LAX), Chicago (ORD), Newark (EWR), New York 

(JFK), Atlanta (ATL) and Dallas (DFW).  

To optimize the last-mile delivery network, we began by collecting 12 months of shipping data 

from October 2017 to September 2018, which was the timeliest representation of their growing business. 

We received cost, volume and delivery descriptions for residential customer deliveries in all seven markets. 
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We conducted research to ensure that we were utilizing best practices for optimization single-stage delivery 

networks. 

We built a network optimization model to minimize the logistics cost, including variable delivery 

expense and facility lease cost per square foot per year. Key parameters in this model include facility site 

points, facility lease costs, customer destination points, distance, and transportation rates per region. We 

recognized the shipping data differences in the seven markets and customized model baselines for each 

city.  

 

1.4 Limitations 

Since we included several assumptions in the model, there are certain limitations in the project. E-

commerce penetration may increase the use of the company’s freight services faster than what our forecast 

suggests, or could grow at a slower rate than we anticipate. We do not have full visibility into demand 

seasonality from one year of historical shipment data. Additionally, the model incorporates the costs and 

metrics which are believed to be most significant to the decision-making process; however, the calculated 

cost-optimal solution from the model will not reflect the true cost of executing on the facility network 

strategy.  
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2. LITERATURE REVIEW 

We conducted a literature review to determine the supply chain methodologies that seem most 

appropriate for network design. Next, we reviewed e-commerce and heavy-bulky goods market factors in 

order to contextualize the company’s business case. Our goal was to create a robust model following the 

best practices and insights from network design experts. 

 

2.1 Supply chain network design can impact cost performance 

Supply chain network design encompasses the strategic decisions made by a company on the 

number, location and size of facilities within their supply chain and the costs and performance resulting 

from the designed footprint (Farahani, Rezapour, Drezner, & Fallah, 2014). Assessing the supply chain 

network design is important because it has been suggested that up to 80% of a company’s supply chain 

costs are attributed to facilities’ locations and the transportation of products in between them. Evaluating 

the optimality of the supply chain design, and restructuring accordingly, could result in cost savings from 

5% to 15% (Watson, 2013). With this magnitude in mind, it is evident why companies should give due 

diligence to network design decisions. 

 

2.2 Network design methodologies are based on supply chain structure 

Because of the significance of network design in companies’ cost structure, there is a rich history 

of research and mathematical models to aid organizations in optimal decision making. The type of model 

used for supply chain network design should be based on the complexity of the business, meaning the 

number of stages within the supply chain (plant, warehouse, distribution center, wholesaler, retailer), the 

number of products, and other capacity or location constraints (Klose & Drexl, 2005). Methods for 

calculating optimality could include mixed-integer linear programming, heuristic methods, branch & 

bound, and Lagrangian relaxation (Baghalian, Rezapour, & Farahani, 2013). When developing the model 

for the company, Klose and Drexl (2005) would suggest using mixed-integer programming, more 
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specifically a “capacitated, single-stage model,” which references that the source facility will have capacity 

constraints, and there is only one movement between source node and destination nodes (2005).  

The simplest facility location model for single-stage is the center of gravity approach, where a 

facility is first positioned in the center of the demand nodes but then pulled (as if by gravity) closest to areas 

of greatest demand. The center of gravity approach reveals its practical flaw though when the 

mathematically optimized area of greatest demand falls in a lake, for example, when translated to the actual 

geography. Arguably, another flaw is that this approach only takes demand and distance into consideration, 

and ignores cost implications. The improved recommendation is to use a distance based approach, given a 

range of potential facility locations from which an optimal solution can be calculated (Watson, 2013).   

Distance based models provide a more robust response for facility location recommendations. The 

major difference compared to center of gravity approach is that distance based models consider demand, 

distance and cost. Instead of the model identifying the location of potential facilities like in center of gravity, 

the distance-based model is seeded with potential facility locations to choose from and optimizes the 

minimal cost. The potential facility locations are nodes that the model can select from based on cost and 

reasonable distance from the company’s existing footprint in select urban markets.  

The destination nodes for the last-mile delivery stage are complex because final delivery points are 

individual homes. It is not practical to calculate an optimal solution using each and every final delivery 

point; rather, it is common to aggregate customers when formulating a mixed-integer program model 

(Watson, 2013). The proposed measure of aggregation by geographic proximity in the United States is to 

group by the three-digit zip code. We determined the most appropriate level of aggregation for the urban 

locations in the company’s network based on the data provided to design the facility location model. 

The best methods for calculating an optimal network will be influenced by a company’s existing 

supply chain structure and the proposed network changes trying to be modeled. We used a distance-based 

approach for a single-stage network and calculated cost-optimality using a mixed integer linear program 

model, which will be further explained in the methodology.  
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2.3 Challenges in last-mile delivery 

The research problem requires calculating facility locations for the last-mile segment of the 

company’s supply chain network. In order to best address the company’s request for this particular segment, 

we did further research on what “last-mile” means and the complexities which arise in this stage.  

Last-mile delivery is defined as the final leg of shipments from a warehouse, distribution center or 

cross-dock point to the recipient, either a specific address or a pickup location, and is one of the most 

complex segments along the whole supply chain (Gevaers, Van de Voorde, & Vanelslander, 2014). It is 

considered complex because of limited delivery windows to residential locations (compared to 24-hr 

manufacturing facilities), wide dispersion of destination points, and high chances of delivery failure which 

bring significant uncertainties to the delivery management. Additionally, frequent orders and non-standard 

parcel or packages lower the truck space utilization, which leads to inefficiency and increases operating 

costs. The complexities and costs associated with last-mile delivery is why the company seeks 

recommendations for more cost-optimal solutions for their supply chain network design. 

The company’s need to reevaluate their supply chain network design is prompted in part by 

business growth from increased online shopping. The challenges in last-mile delivery are amplified as a 

whole by the increasing popularity of online shopping, which further creates unanticipated volume 

fluctuation (Weltevreden, 2008). As one of the important logistics service providers for major retailers’ 

heavy-bulky goods, the company faces those challenges and is exploring solutions to provide better service 

to their customers while maintaining cost competitiveness in last-mile delivery operations. 

 

2.4 Heavy-bulky segment: furniture & household appliance industry dynamics 

It is also important to review the market dynamics that directly impact the company’s business 

model. For this reason, we reviewed the heavy-bulky segment by looking at household appliances and 

furniture in the context of e-commerce.  

Technological breakthroughs have allowed the e-commerce channel of the retail industry to grow 

in the United States. Now more than ever, shoppers for home goods, including furniture, appliances, and 
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electronics, like to order online due to the convenience and wide selection provided by e-retailers. The share 

of e-commerce purchases compared to in-store purchases of electronics and appliances in the US retail 

sector in 2013 was 23.1%; the ratio is expected to reach 75% by 2021. Meanwhile, the e-commerce share 

of retail sales for furniture was 17.5% in 2013 and is estimated to be 50% in 2022 (Hortaçsu & Syverson, 

2015). Growth rates such as these can be used as frames of reference for calculating market growth 

scenarios for sensitivity analysis.   

The company is proactively preparing for e-commerce growth and last-mile deliveries of heavy-

bulky goods. To be more cost competitive in last-mile, the most expensive leg of supply chain networks, 

they seek recommendations for the number and locations of potential stations located near urban areas. The 

research led us to design a single-stage facility network model using mixed integer linear programming. 

We used the general market insights, along with company recommended scenarios, to conduct sensitivity 

analysis. The following section further explores the detailed methodology used to respond to the company’s 

research question. 

 

  



12 
 

3. METHODOLOGY 

The company seeks a network design model that recommends the optimal location and number of 

facilities for consolidating shipments prior to last-mile delivery into the city center. Arriving at a 

recommendation required collecting data and understanding the baseline, designing two models, and finally 

analyzing the results. A diagram of the inputs, process steps and outputs is shown in Figure 1.  We ultimately 

designed a mixed-integer programming model for a capacitated single-stage system (Klose & Drexl, 2005), 

utilizing the best practice approaches described by Watson (2013). This chapter outlines the steps we took 

to build a last-mile delivery network in the target cities. 

  

Figure 1: Methodology Process Steps 

 

3.1 Collect data to understand current state of last-mile distribution 

To begin building the optimization model, we first needed to understand the current shipment flow 

and demand. Working with our sponsor company, we suggested what information we would need for the 

model development, and were provided information on several parts of the business, including shipments, 

operating costs, order types, and capacities. Seven metropolitan areas were chosen based on volume and 

significance to the business: San Francisco, Los Angeles, Chicago, Dallas, Atlanta, Newark and New York 

City. Static shipment data for 12 months, October 2017 - September 2018, was collected. Data from the 
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most recent year was used because it best reflected the expected demand for the company. Anecdotally, the 

highest volume in 2017 (“peak demand”) was equivalent to the shipment volume in summer 2018; 

therefore, the company knew that data any older than 2017 would not be the best reflection of their growing 

business.  

 

3.2 Customer aggregation for last-mile delivery nodes 

Given that our network design involves last-mile deliveries to customer homes, which will 

continually evolve and change, it was necessary to aggregate customer demand instead of using individual 

addresses. The common practice for aggregating customers in the United States is to use zip codes. While 

the literature recommended consolidating by 3-digit zip codes, we elected to use 5-digit zip codes for our 

customer aggregation (Watson, 2013) to provide more prolific information on that region. The size of our 

12-month shipment dataset for the seven metropolitan areas was small enough that aggregating by 5-digit 

zip codes created a manageable amount of customer nodes. We utilized Tableau Prep and Python to clean 

the data and extract useful information for the next step. 

 

3.3 Center of gravity (COG) analysis 

The research problem posed by the company was to identify the optimal number and location of 

facilities for cross-docking. Because this research was new, the company did not have any preconceived 

ideas on where potential new facilities should be located. We knew from our literature review that the 

ultimate goal would be to use a single-stage distance-based model using mixed-integer programming; 

however, those models required potential facility nodes to choose from. We did not have recommended 

locations already provided, so using a center of gravity analysis first was a good approach to generate 

facility location nodes, as options that could be fed into a distance-based model.  

The COG approach aims to select the location of a facility to minimize the weighted-average 

distance to all the demand points (Watson, 2013). The COG notation and formulation are shown below. 
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Notation: 

wk: Weight of location k  ∀𝑘 ∈ 𝐾 

dk: Distance from location k to center point (x, y)  ∀𝑘 ∈ 𝐾 

x: Horizontal or X coordinate of center point (decision variable) 

y: Vertical or Y coordinate of center point (decision variable) 

xk: Horizontal or X coordinate of location k ∀𝑘 ∈ 𝐾 

yk: Vertical or Y coordinate of center point k  ∀𝑘 ∈ 𝐾 

Formulation: 

Min	𝑧 = +𝑤-𝑑-(𝑥, 𝑦) =
-∈4

+𝑤-5(𝑥 − 𝑥-)7 + (𝑦 − 𝑦-)7
-∈4

 

Equation 1: COG Formulation 

 
It is a simple model which suggests that the distribution facility should be located at the center of 

demand points. Its output provided the intuition we needed to design a more complicated model. Python 

and Llamasoft Supply Chain Guru X are the two main tools we utilized for the COG analysis. In addition 

to one COG analysis for each metropolitan area, we generated multi-point COG-based scenarios to have a 

variety of recommended facility nodes we could use as the input for the multi integer programing. 

 

3.4 Collecting cost components for transportation and facilities 

 In addition to requiring recommended facility locations to seed the model, the distance-based model 

also needed cost information. We collected information to load variable transportation cost and lease costs 

for industrial real estate.  

 The transportation cost component comprised the dollar-per-pound-per-mile rates that would be 

applied to the volume moved from the facilities to the customer 5-digit zip code nodes. In the network 

design, there would be new facilities and new delivery lanes, and the cost would be estimated based on 

distance and volume. Therefore, we calculated new transportation rates to apply to the aggregated nodes 

instead of the actual rates to individual homes. One important distinction the company wanted us to consider 

in our transportation costing was the difference between shipments less than 50 miles versus those more 
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than 50 miles. The company pays an extra cartage fee for shipments greater than 50 miles away from their 

stations. For each region, we calculated two weighted average dollar-per-pound-per-mile rates: one for arcs 

greater than 50 miles, and one for arcs less than 50 miles away. To force the model to prioritize shorter 

distances, we put an additional penalty factor of 10 on those rates for greater than 50 miles.  Python was 

used for calculating the aggregated variable cost rates. 

 The facility cost component was more difficult because we did not have underlying data for the 

facility nodes, which were generated from COG approach. Typically, facility costs will be modeled as fixed 

annual costs; however, the company leases all of their cross-docking facilities. We needed to gather lease 

rates for industrial real estate that reflected current market rates. The lease rates also needed to be as specific 

to each node as possible since different neighborhoods within a metropolitan area could have very different 

price points. For example, the customer demand for New York City could be serviced from several potential 

facility nodes; however, a facility located in Manhattan, NYC would be much more expensive than one 

located in Jamaica, Queens, NY. For this reason, our facility lease rate research was conducted at the 5-

digit zip code level. 

We took a two-pronged approach to collect lease cost estimates for the new facility nodes. First, 

we used CoStar Group, Inc.’s online resource, LoopNet.com, to search for industrial lease rates in dollar-

per-square foot-per-year by the 5-digit zip code, which corresponded to each facility node. Second, we 

leveraged the company’s real estate agency. The real estate agency utilized the zip codes we provided and 

sent us market lease rates, which were also in dollar-per-square-foot-per-year. If the real estate agency’s 

costs disagreed with our online resource, we defaulted to the real estate agency.  

 

3.5 Facility Square Footage Assumptions 

Because the facility cost component for the MILP was composed of lease rates on a dollar-per-

square-foot basis, we needed to make assumptions regarding square footage. The baseline data we received 

from the company had the volume in pounds that were processed through each facility, and we knew the 

square footage of the existing sites. We used this information to calculate the average pounds per square 
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foot processed in the existing facilities which was 384 lbs/sqft/yr. Knowing that the MILP model would 

start fresh with allocating demand within a market, we needed to calculate how much square footage each 

market would need. Figure 2 shows the square footage per market generated by dividing the  baseline 

demand in pounds by the 384 lbs/sqft. Later, once the model allocated the demand to the new facility nodes, 

we would take the total estimated square footage per market and distribute it according to the pounds of 

throughput in each facility.  

 

Figure 2: Total Estimated Square Footage based on Average lbs/sqft 

 

We also knew the company experienced some seasonality, with a “peak season” of stronger demand 

in the fourth quarter. Assumptions needed to be made on the seasonality so that we would be able to provide 

the company with a sense of facility utilization after the new facilities were selected. Because our baseline 

data was October 2017 to September 2018, we did not have a complete view of one year’s seasonal demand 

distribution, but we utilized the pattern we observed in 4Q’17 and applied it to the 2018 data to arrive a 

simulated, chronologically correct annual scenario. The methodology we used to generate the demand 

seasonality assumptions are as follows:  

(1) Aggregated the baseline demand data by week (chargeable weight, lbs) 

(2) Calculated average weekly demand  

(3) Divided each week’s demand by the average demand.  

Figure 3 depicts the resulting ratio of demand by week that we would utilize later in our analysis. 
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Figure 3: Demand Seasonality Assumptions to be used for Facility Utilization Analysis 

 

As expected, there is greater than average demand growth in the fourth quarter, but based on the 

underlying data, it is strongest in the last two weeks of the year. The lowest weeks of demand are in 

January. 

 
3.6 Mixed-integer Linear Programming 

Generating a truly optimized network solution requires the use of a mathematical model. While 

many models exist, the nature of the single-stage network lent itself well to mixed-integer linear 

programming (MILP).  Before building out the model, we cleaned up the input data. The original dataset 

revealed that the company was conducting some long-haul shipments which crossed regions, perhaps due 

to urgent orders. We checked all the customer clusters and re-allocated the demand to the closest region, 

eliminating the long-haul outliers.  

The model would include several inputs: customer demand (chargeable weight in pounds by zip 

code), customer geocodes (latitude and longitude of each 5-digit zip code), facility information (name, state, 

latitude and longitude), transportation cost ($/lb/mile), and facility costs ($/sqft/year).  We utilized a variety 

of tools including Tableau Prep, Microsoft Excel and Python to prepare the input data tables. 
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The goal, or objective, of the MILP model is to identify the optimal combination of locations that 

leads to the minimum total costs. The formulation includes decision variables which must be met within 

the bounds of the constraints placed on the model. The mathematical formulation used for a single-tier 

MILP is shown below.  

Notation: 

xij: Volume (pounds) shipped from one station j to one customer node i (zip code), continuous 

variable 

di: Volume (pounds) of total demand for each customer node i (zip code), continuous variable 

yj: Indicates whether this station j is used or not, binary variable 

cij: Transportation cost applied to arc from one station j to one customer node i (zip code), 

coefficient 

fj: Fixed cost to operate a station, coefficient 

M: An arbitrary large number to link the volume with the facility 

n: Number of facilities need to be decided in the model 

Formulation: 

Minimize:	++𝑐>?𝑥>? +
?∈@>∈A

+𝑓?𝑦?
?∈@

 

Subject	to:	+𝑥>? ≥
>∈A

𝑑>, ∀𝑖 ∈ 𝐼 

𝑥>? − 𝑀𝑦? ≤ 0, ∀𝑖 ∈ 𝐼, ∀𝑗 ∈ 𝐽 
𝑥>? ≥ 0 
𝑦? = {0, 1} 

+𝑦> = 𝑛 

Equation 2: MILP Formulation 

One constraint we utilized to guide the model was the number of facilities to select from in each 

metropolitan area. Utilizing the facilities generated by the COG analysis, and the industrial sites provided 

by the company’s real estate firm, we provided the MILP with 84 total sites to choose from. Figure 4 

displays the existing sites in green and the new facility options in orange triangles.  
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Figure 4: Facility Node Options by State 

We did not include the capacity constraint because these facilities are potential sites. The strategy 

of the company is to lease the site instead of building the station, hence the capacity should not be a major 

constraint for this process. We ran scenarios for two or four facilities based on the overall demand in each 

market and captured the model output to compare to our baseline. We did not place capacity constraints on 

the proposed facilities in terms of capping the sum of the demand at each proposed node. The facility costs, 

however, did reflect the assumed square footage needed to meet the market’s demand with room for growth. 

Furthermore, we ran two different scenarios for each region: 

• Scenario 1: Site is unrestricted; model can choose from any node in the market 

• Scenario 2: Includes the company’s existing facility, and cost-optimizes other sites  

In the second scenario, we set the respective yj with the existing facility to be 1, to make sure the 

model selects the existing facility to be open.  

The MILP model was built using Python and a specialized optimization package called Gurobi. 

While linear programming can be conducted using applications such as Microsoft Excel Solver or Open 

Solver, the processing speed and flexibility offered by Python and Gurobi made them the right tools for 

calculating the optimal solutions for all seven markets. After obtaining the optimal locations from the 

model, we calculated the financial impacts based on the new distances and the new facility costs. 
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3.7 Additional Insights from the MILP Analysis 

 The MILP model was built to identify the minimum cost solution to fulfill customer demand within 

given constraints. In addition to providing the overall cost-minimized solution, which would identify the 

facilities, total transportation cost and total facility costs, the company provided suggestions on additional 

insights they would be interested in. The two themes of interest were:  

(1) What happens when demand grows 20%-30%, which would be indicative of estimated volume 

several years in the future? 

(2) What are the implications of increased transportation costs on the company’s ability to purchase 

facilities or generate savings (breakeven analysis)?  

While the company expressed interest in how demand variability would impact the facility location 

model, they are noticing a shifting competitive landscape and anticipate their operational costs to increase 

as they compete for resources; therefore, the second scenario was of greater interest. 

The methodology outlined was a clear two-model process which would lead to several results the 

company desired. The COG would provide initial insight into facility locations and seed the MILP. 

Ultimately, the cost-inclusive results from the MILP would spark management discussion on optimizing 

last-mile delivery for the company. Those results are discussed next.  



21 
 

4. RESULTS AND DISCUSSION 

The objective of this project was to test the hypothesis that establishing additional cross-docking 

facilities within metropolitan areas would reduce the mileage, and thereby the cost, of travelling from the 

station to final delivery. The company sought to answer whether the transportation cost savings could justify 

leasing and operating additional facilities. In this section, we will discuss the results of our analysis and 

what we learned by journeying through the COG and MILP approaches.   

 

4.1 Existing facility network of the company 

The as-is shipment flows of all the regions are shown in Figure 5. There were three major findings: 

first, a majority of the shipments occur within the metropolitan regions; second, there are coverage overlaps 

between the two existing facilities in California (San Francisco and Los Angeles) and New York and New 

Jersey; finally, there are still some long-haul cross-region shipments, possibly due to urgent orders. 

Although these situations can arise, the company’s operations should reduce cross-region shipments as 

much as possible.  

 

Figure 5: Existing Network Facilities and Flows 
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4.2 COG analysis identified site nodes; reduced distance to customer 

The first stage of our problem-solving methodology was the center of gravity analysis. We utilized 

Llamasoft Supply Chain Guru X, as described in the methodology, to identify potential locations. The 

output provided optimized locations that service the demand and reduce distance from facility to customer 

demand nodes.  

For each region, we first utilized Llamasoft COG analysis to solve for one location which allowed 

us to see how close the existing facility was from the optimal demand-distance location. Next, we increased 

the number of facilities serving each market, for a total of 29 different scenarios. Figure 6 depicts the impact 

that additional facilities had on the weighted average distance to serve the customer.  As the graph depicts, 

the greatest incremental reduction in miles occurs in the first facility addition beyond the baseline number 

of facilities.  Additional facilities were at diminishing returns. 

 

Figure 6: Chart and Graph of Influence of Facility Count on Average Distance to Serve Customer 

In Atlanta, Dallas, and Chicago, we proposed a two-station solution using the center of gravity 

approach because two stations offered the largest improvement in average distance to serve the customer. 

When addressing San Francisco and Los Angeles markets, we proposed the COG facility locations best 

positioned to service California versus the cities in isolation. The weighted average distance of four 

facilities in California was 22 miles which was better than the 25 mile and 29 mile two facility solutions of 

the cities separately. We took the same approach for the Newark, NJ and New York City, NY markets as 
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they are geographically close and have very dense demand. The NY / NJ combined mileage was less than 

the average miles of the two cities with two facilities in isolation.  

To give a clear depiction of what the additional COG facilities were improving compared to the 

baseline (defined as the existing single facility in each market), Table 2 highlights the reductions. The two 

metrics shown were important to the company who sought to answer if additional facilities would reduce 

stem time, and who knew that they paid extra fees to service customers beyond 50 miles away. Table 2 

shows that servicing the markets with two facilities versus one facility reduces the distance to the customer 

by 12 miles and reduces the proportion of customers greater than 50 miles away by 4.1 percentage points 

on a total weighted average basis.  

Table 1: COG Analysis - Demand Distance 

 

In order to visualize a comparison of the baseline existing facilities to those generated by the 

COG model, there are detailed maps which can be found in Appendix A. 

 
4.3 MILP Results  

The COG analysis provided valuable information to seed the next major stage of our research - the 

MILP model. Out of the 84 sites made available to the model, 27 were generated from the Llamasoft Supply 

Chain Guru COG model. The COG approach also gave us the ability to test concepts like servicing larger 

markets such as CA and the NY/NJ area with the most optimal options instead of in isolation.  
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The most significant distinction between the MILP and the COG is that the former optimizes on 

minimizing cost. Although the model was seeded with 84 locations, we set up the constraints to generate 

the optimal sites under two conditions:  

(1) When the model’s site selection is unconstrained 

(2) When the model is asked to include the existing site in the solution  

In both scenarios, we kept demand steady with the original baseline 12-month shipment data we were 

provided. Table 2 includes the sites, volume allocated, and square footage in every market and highlights 

the differences between the two scenarios. While the total market volume stays the same, Scenario 2 Facility 

City column shows that the original sites (designated by their airport codes) are included. 

Table 2: MILP Site Selection and Volume by Scenario 

 

 To better understand why the MILP model chose the facilities it did for each market, we did a 

comparison of the dollar-per-square-foot-per-year rates for the existing facilities compared to the average 

dollar-per-square-foot-per-year rates of the new facilities, shown in Figure 7. The difference between the 

two is based upon the rates we collected and loaded into the mile. The company would only realize these 
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benefits if they could secure leases in these markets at these rates, but we do feel confident in the lease 

rates used, as explained in the methodology. 

 

 

Figure 7: Comparison of Average Facility Cost Rates against Baseline ($/sqft/yr) 

 

In order to provide some insight into what the models’ volume allocation and facility size would 

mean in practice, we analyzed how facility capacity utilization might look based on the distribution of 

demand that is explained in the Methodology. The projected facility utilization was calculated as follows:  

(1) Take the annual allocated demand from the MILP for a given location and divide it by 52 to get 

the average weekly volume  

(2) Multiply the average weekly volume times the demand distribution ratio by week (found in 

Figure 3) 

(3) In a new column, multiply the square footage of the given facility by average weekly 

lbs/sqft/week to get the total demand possible for the given facility,  

(4) divide the weekly volume allocated in step 2 by the total possible demand in step 3 to arrive at 

a percent utilization.  

Figure 7 depicts the anticipated utilization for the four facilities in California, based on MILP 

Scenario 2. As the graph displays, the average utilization for the three facilities carrying the most demand 

is ~82%. During the peak month of December, the utilization rate exceeds 100%, suggesting that there are 

more shipments to process than the building has capacity for. A suggestion would be to outsource the 

shipments above the capacity, or to offload to another facility. The Stratford facility does appear to be 
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underutilized, as the volume allocated by the MILP is at the low range for a 25,000 square foot space. The 

company could use information like this to determine if they would like to look for a smaller space to serve 

that market segment or it may be a good location to shift demand during times like the peak season.   

 

Figure 8: Anecdotal depiction of new facility utilization in California Scenario 2 

 

Next, we observed the changes in the flows generated by the MILP output. Figures 8-13 display 

the concentration of demand, and the sites and flows of the two scenarios in each of the five markets we 

analyzed.  

 

Figure 9: MILP Results - Atlanta 
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Figure 10: MILP Results - Chicago 

 

Figure 11: MILP Results - Dallas 

 

Figure 12: MILP Results – California 
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Figure 13: MILP Results - New York, New Jersey 

 

Figure 14: Location Comparison of the Two Scenarios 

From the two scenarios, it is obvious that most of the existing facilities are located around the 

optimal locations. There are overlaps between the Scenario 1 and Scenario 2 suggestions, given that both 

scenarios select the cost-minimized solutions and default to the cheapest facilities.  

The most significant distinction between the MILP and the COG is that the former optimizes on 

minimizing cost. We explored the cost benefits generated from the MILP from both scenarios. It is clear in 

both cases that doubling the number of facilities in the network enables shorter service distances to the 

customers, thereby reducing transportation cost. The facility costs differ in the two scenarios due to the 

nature of the restraint which distinguishes them. 
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When comparing to the baseline transportation and facility costs, the unconstrained MILP 

minimization resulted in a $10.9 million cost reduction (34%) despite doubling the facilities in the network. 

Table 4 and the related graphs show the cost benefit contributions broken down by transportation and 

facility costs. 

Table 3: Cost Benefit from Steady Demand, Site Unconstrained 

 
 

If we include the existing facilities when expanding the network, the cost benefit is $7.2 million 

(23%). Although this is a simplified cost / benefit analysis, and the cost reductions cannot be guaranteed, 

the second scenario reflects a more realistic operating footprint because it would not require shuttering any 

existing locations. As it displays in Table 5, the facility costs go up in the second scenario because the 

existing – sometimes higher cost facilities – are included.   
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Table 4: Cost Benefit from Steady Demand, Existing Site Included 

 
To better understand what drove the significant reduction in transportation costs, Table 5 compares 

the baseline to the two scenarios on the metrics of weighted average distance to serve the customer, and the 

percent of customers beyond 50 miles (same approach observed in COG results). Focusing on Scenario 2, 

which is more likely due to keeping the existing facilities, the total weighted average distance to serve the 

customers went down by 14 miles, thereby generating less expense per mile. Additionally, Scenario 2 

results in only 8.2% of the total customer base being farther than 50 miles away from a cross-docking 

facility. 
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Table 5: MILP Scenarios - Average Distance and Percent of Customers beyond 50 miles 

 

 
There are other cost factors not included in this model but very important to consider when 

evaluating the proposal: additional labor cost, new equipment rentals, maintenance, as well as other 

overhead costs from operations. The reason for excluding these costs at this stage of analysis is that the 

sponsor company has a clear understanding of the additional operating costs involved, and identified that 

the real estate cost is the most pertinent lever that would influence their decision making. The scope of the 

project was intended to focus on network design and potential facility locations instead of a comprehensive 

cost analysis. An additional cost caveat which must be kept in mind is that our methodology assumed a 

linear relationship between cost and distance travelled; this may not be entirely true in the real world but 

we did utilize the over/under 50 miles distance from the customer to better simulate reality. Overall, we are 

confident this study provides a good sense of the tradeoff between adding facilities to service the last mile 

and the distance travelled.  

 

4.4 Additional Insights from the MILP 

As mentioned in the methodology, the company desired additional insight around increases in 

demand and increases in transportation costs. We ran models with 20% demand increases for each region, 
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with and without the existing facility constraints. The results for facility location recommendations turned 

out to be the same as when we ran the baseline volume. We realized the reason the facilities did not change 

is that we applied a uniform demand increase on all of the customer nodes. Although the amount of volume 

allocated to the stations increased, the locations selected stayed the same since there were no demand shifts.  

If the company foresees shifting demand patterns within the regions, a new scenario would need to be run 

to identify whether or not the demand shift generates different facility location recommendations closer to 

the denser areas.  

Turning to the consideration of higher costs, we approached it from a breakeven analysis 

perspective. The MILP model allocates facilities nearest to dense demand to reduce the distance to service 

the customer. As shown earlier in the results, adding additional facilities reduces the mileage needed to 

reach the customers. The estimated transportation savings were calculated as the reduced mileage times the 

cost per mile. If the market rate for cost per mile increased in the future, but the network of customer nodes 

and facility lease rates stay the same, the distance reduction would be the same but the calculated savings 

would be greater. The higher the transportation cost rates, the greater the incentive for the company to invest 

in additional facilities in order to reduce the mileage to serve the customer. In order to demonstrate the 

tradeoff between transportation costs and facility costs, we calculated the break-even facility unit costs in 

$/sqft/yr shown in Table 6. 

 
Table 6: Break-even Unit Cost for Facilities compared to Baseline and Scenario Averages ($/sqft/yr) 

 

The break-even unit cost for facilities is the maximum lease rate the company should spend on an 

additional facility if it wants to breakeven with the transportation cost savings generated from being closer 
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to the customer. Any facility lease rate lower than the breakeven threshold would lead to an overall cost 

savings (transportation and facility costs). As the scenario average columns depict, the MILP had facility 

nodes available that were cheaper than the breakeven, hence the overall cost savings reported in Table 4 

and Table 5. The analysis shown is based on the number of facilities and square footage shown in Table 2. 

If the delivery network changed, this would no longer apply.  

The results gleaned from the MILP were robust. Not only did the inclusion of the cost information 

allow us to see total expected savings, the results also provided insights around the size of facilities needed, 

capacity utilization, and breakeven costs.  
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5. CONCLUSION 

 The research proposal posed the question of whether adding additional cross-docking facilities 

within urban areas would decrease the transportation cost by reducing stem time from facility to customer. 

We conclude that adding additional cross-docking facilities, when optimizing on cost, does result in a lower 

cost footprint in all seven metropolitan markets when compared to the baseline. Pursuing a network 

expansion strategy with facilities closer to the customer should improve the driver’s experience, speed up 

customer service, and allow the company to remain competitive in a growing market of e-commerce 

consumers with increasing delivery expectations. 

We offer a few suggestions to improve upon the model if the executive team would like to pursue 

expanding the company’s operational footprint. First, the company can utilize our location and volume 

allocation information to do a deeper dive into leasing facilities in the proposed markets. While the 

transportation costs contribute most significantly to the overall cost savings compared to the baseline, they 

are generated only because of the additional facilities. We have a rather high level of confidence in the 

dollar-per-square foot-per-year rates we used; however, we assumed this rate would scale linearly. It is 

possible that some of the suggested locations will not accommodate the square footage needed to process 

the volume allocated to the facility, or that the market rate may be different for a larger or smaller facility 

depending on the location.  Second, we suggest that additional costs be considered, especially if the 

company favors scenario 1, which would involve shuttering their existing locations. Lastly, we encourage 

that a cross-functional team be engaged in this strategic network decision to grapple with the qualitative 

implications of adding facilities. Some questions which may arise in discussion are:  

(1) What complexity does this add to our allocation and routing problems?  

(2) How fast can our systems be modified to integrate additional nodes?  

(3) Will our retail partners be willing to increase drop off points to our facilities if they take over 

the middle-mile? 

This research project was conducted using widely accepted network optimization methods of COG 

and MILP. We were pleased that these methods addressed the company’s research question – providing 
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insight into the stem time both in measuring average miles and percent of customers greater than 50 miles, 

and also high-level cost benefit analysis. 

 
  



36 
 

REFERENCES: 

Baghalian, A., Rezapour, S., & Farahani, R. Z. (2013). Robust supply chain network design with service 

level against disruptions and demand uncertainties: A real-life case. European Journal of 

Operational Research, 227, 199–215. 

Farahani, R. Z., Rezapour, S., Drezner, T., & Fallah, S. (2014). Competitive supply chain network design: 

An overview of classifications, models, solution techniques and applications. Omega, 45, 92–118. 

Gevaers, R., Van de Voorde, E., & Vanelslander, T. (2014). Cost Modelling and Simulation of Last-mile 

Characteristics in an Innovative B2C Supply Chain Environment with Implications on Urban 

Areas and Cities. Procedia - Social and Behavioral Sciences, 125, 398–411.  

Ghajargar, M., Zenezini, G., & Montanaro, T. (2016). Home delivery services: innovations and emerging 

needs. IFAC-PapersOnLine, 49, 1371–1376. 

Griffith, E. (2017, June 15). Get ready for fast furniture. Fortune.Com. 

Hortaçsu, A., & Syverson, C. (2015). The Ongoing Evolution of US Retail: A Format Tug-of-War. Journal 

of Economic Perspectives, 29, 89–112. 

Klose, A., & Drexl, A. (2005). Facility location models for distribution system design. European Journal 

of Operational Research, 162, 4–29. 

Watson, M. (2013). Supply chain network design : applying optimization and analytics to the global supply 

chain. Upper Saddle River, N.J. : FT Press, ©2013. 

Weltevreden, J. W. J. (2008). B2c e-commerce logistics: the rise of collection-and-delivery points in The 

Netherlands. International Journal of Retail & Distribution Management, 36, 638–660. 

  



37 
 

APPENDIX A: COG Maps 

Figures 15, 16 and 17 display comparisons of the existing facilities to the generated COG locations. 

Each blue dot indicates a 5-digit zip code customer node. 

Figure 15: COG Sites and Flows - Atlanta, Chicago, Dallas 
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Figure 16: COG Sites and Flows - San Francisco, Los Angeles 

 
Figure 17: COG Sites and Flows - New York, New Jersey 


