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ABSTRACT 

            

As more of the world’s population moves to cities, urban logistics becomes increasingly important to 

a company’s distribution operations. Urban distribution network studies must address the same 

strategic questions as traditional large-scale distribution networks including sizing and locating 

distribution facilities and determining which facilities should serve which customers. These studies are 

more complex, however, because they must also address operational problems including vehicle 

routing and daily scheduling. In our case study, we analyze a business-to-business, last-mile 

distribution network and evaluate how network performance changes in response to combinations of 

input parameters like vehicle and facility costs, facility availability, and average travel speeds.  We 

extend a mixed-integer linear programming model, incorporating vehicle-routing and location-

allocation problems, to determine the appropriate network design and weekly delivery-route 

schedule to serve customers in a cost-effective manner. Our analysis shows that a multi-echelon 

distribution model is not always necessary in urban settings; a single-echelon system is preferred 

when second-tier facilities are relatively expensive. With respect to labor, significant cost-savings, as 

high as 35%, can be realized by increasing service time of vehicles through overtime or sub-contracting 

labor. Common urban problems, including traffic; access to infrastructure; and vehicle travel 

restrictions tend to increase network costs by small amounts, approximately 10%, and in some cases 

lead to cost savings of approximately 5%. 
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1. INTRODUCTION 

 

1.1. Motivation 

 

Urban last-mile delivery in megacities, large and densely populated cities1, is one of the most complex 

challenges in a global supply chain. Whether deliveries involve business-to-consumer (B2C) or 

business-to-business (B2B) markets, companies must consider several factors when deciding how to 

design their distribution networks in order to serve customers dispersed throughout urban areas in a 

timely and cost-effective way. On one hand, companies must face internal constraints defined by their 

own resources such as number of facilities, facility capacity, fleet size, and vehicle capacity. On the 

other hand, business operations are increasingly challenged by external factors including rising 

customer expectations, the ongoing boom in e-commerce, demand fragmentation, and 

agglomeration and diversity of population and businesses in emerging megacities (Snoeck and 

Winkenbach, 2018). 

 

As a result, companies must leverage last-mile delivery optimization models to develop strategies to 

address these challenges, and design effective distribution networks that minimize costs and maximize 

levels of service. 

 

1.2. Problem Statement 

 

Megacities in emerging markets pose a challenge to any company involved in last-mile distribution. In 

addition to the complex vehicle routing problems companies must solve to effectively plan delivery 

routes, megacities, especially in developing countries, add an extensive range of issues, such as traffic 

congestion, inadequate road infrastructure, road blockades, chaotic urban sprawl, tight government 

regulations, labor relations, fuel price volatility, and high labor costs. Thus, companies must consider 

these factors to develop last-mile delivery network designs that not only minimize costs, but that also 

provide responsiveness without the need for significant re-design across a wide variety of scenarios 

in emerging markets.      

 

                                                             
1 A megacity is defined by the United Nations as a metropolitan area with a total population of more than 10 million people, 
and a population density of at least 2,000 people per km2. 
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This research builds on a pre-existing multi-echelon2, last-mile delivery-distribution model designed 

to minimize the total network costs for the operations of a multinational beverage distribution 

company in Colombia. Based on this experience, the present work plans to expand this model by 

addressing a more complex business case, considering labor restrictions and third-party resources, 

applicable to the operations of the company in São Paulo, Brazil.  

 

The last-mile delivery network of the company in São Paulo is a multi-echelon configuration formed 

by different elements, such as facilities, vehicles and customers. The facilities can be divided into two 

types: distribution centers, four company-owned facilities with different capacities; and satellite 

facilities, second-tier facilities that can be rented as needed. Furthermore, satellite facilities can be 

divided into parking lots (for overnight parking) and cross-docking points (where goods are unloaded 

from large trucks, and then loaded onto smaller trucks or vehicles). The set of vehicles can be 

company-owned or sub-contracted, and customers can range from large supermarkets to thousands 

of nanostores3. 

 

Figure 1 shows an overview of a last-mile delivery network of a beverage distribution company. 

 

 

Figure 1. Last-mile Delivery Network of Multinational Beverage Company in São Paulo 

Source: Company Data, 2018 

                                                             
2 A multi-echelon supply network is a network of locations, which has multiple levels. These levels can be suppliers, 
manufacturers, distributors, and customers. 
3 Very small (15-40 m2), family-owned stores in emerging megacities. These stores depend on cash transactions and customer 
relationship-based credit (Fransoo, Blanco, and Mejía Argueta, 2017).  
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1.3. Objective and Scope 

 

The objective of this work is to design the most robust, or responsive, minimum-cost last-mile 

distribution network of a beverage company for a set of different scenarios in emerging markets. First, 

these scenarios support planning initiatives, including new facility locations and vehicle allocations 

during regular demand. Second, the scenarios address challenges in emerging markets, such as 

vehicular traffic, road blockades, poor infrastructure maintenance, and labor constraints, among 

others.  

 

Modeling last-mile delivery networks in urban areas is particularly difficult due to the complexity 

added to the model by each of the factors addressed in Sections 1.1 and 1.2. As a result, 

approximations must be formulated to limit the number of decision variables without significantly 

affecting the validity of the model. Techniques used for approximation, and variables subject to 

approximation, will be discussed further in Chapter 3, Methodology. Our scope will be geographically 

limited to the metropolitan area of São Paulo (not the State of São Paulo). 
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2. LITERATURE REVIEW 

 

This research is built on a multi-echelon, last-mile distribution model presented by Snoeck, 

Winkenbach, and Mascarino (2018) that aims to find the optimal allocation of resources (facilities, 

vehicles, delivery frequencies) to delivery routes and groups of customers. This optimization problem 

entails two sub-problems: vehicle routing problems, which aim to find the optimal set of routes for a 

fleet of vehicles delivering goods or services to various locations; and location-routing problems, 

which focus on solving a facility location problem (finding the optimal placement of facilities), and a 

vehicle routing problem, simultaneously.  

 

In line with this, the reviewed literature is classified in terms of these two sub-problems, sorted by 

rising complexity, and consequently, divided into three categories: first, literature on vehicle routing 

problems (VRP); second, literature on location-routing problems (LRP), which in turn, consider single-

echelon, and multi-echelon problems in distribution network design for last-mile delivery; third, the 

specific extension for the project, a review of the optimization model developed for the operations of 

the company in Colombia.  

 

Figure 2 shows the diagrams of the general problems reviewed in this section: vehicle routing problem 

(VRP) and location-routing problem (LRP). 

 

 

Figure 2. Illustration of Vehicle Routing Problem and Location-routing Problem 
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2.1. Vehicle Routing Problem 

 

The objective in a vehicle routing problem (VRP) is to determine the optimal set of routes for a fleet 

of vehicles delivering goods to several locations. Since the VRP is a NP-hard problem, the set of 

problems that can be optimally solved using mathematical programming or combinatorial 

optimization may be limited. Hence, real-life problems, which are considerably larger in scale, require 

the use of heuristics and metaheuristics (Braekers, Ramaekers, and Van Nieuwenhuyse, 2016). 

 

Dantzig and Ramser (1959) introduce the VRP to the academic community by presenting a heuristic 

method to optimize the routing of a fleet of gasoline delivery trucks between a bulk terminal and 12 

delivery points.  The procedure, based on a two-stage linear programming formulation, yields a 

distance of 294 units, which comes close to the true optimum solution, 290 units. 

 

Clarke and Wright (1964) improved on Dantzig and Ramser’s work by proposing a savings heuristic 

that is easy to implement and yields reasonably good solutions, which made it one of the most 

frequently used heuristics for vehicle routing problems where the number of vehicles is not fixed (it is 

a decision variable). This algorithm starts with an initial solution formed by 𝑛 back-and-forth 

routes	(0, 𝑖, 0), where 𝑛 is the number of delivery points, 0	is the origin point and 𝑖 is the delivery 

point. At each iteration, the algorithm combines a route ending with 𝑖 with another route starting with 

𝑗, this process maximizes the saving 𝑠*+ = 𝑐*. + 𝑐.+ − 𝑐*+, provided that the merge is feasible. The 

process stops when it is no longer possible to merge routes.  Applying this method to an example with 

30 customers produces a distance reduction of 17% compared to Dantzig and Ramser’s approach. 

 

Later, several authors developed improved versions of the savings formula, in order to speed up 

computation time and to improve the route combination process (Rand, 2009). For instance, Gaskell 

(1967) tackles the tendency of the savings algorithm to produce peripheral results, especially when 

the capacity constraint is relevant in the problem, by proposing that the inter-stop distance should be 

adjusted by a route-shape parameter 𝜆 when calculating savings. As a result, the savings formula 

becomes	𝑠*+ = 𝑐*. + 𝑐.+ − 𝜆𝑐*+. As the parameter 𝜆 increases from zero, more emphasis is placed on 

the distance between the customers rather than their distances to the origin point. 

 

Gillett and Miller (1974) propose a more complex VRP by introducing an efficient algorithm, the sweep 

algorithm, for solving medium- and large-scale vehicle-dispatch problems with load and distance 
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constraints for each vehicle. The algorithm divides the single terminal vehicle-dispatch problem into 

two sub-problems: one of assigning locations to routes, and the other of minimizing the length of each 

route using a ‘traveling salesman problem’ algorithm. The sweep algorithm generally produces results 

that are significantly better than those produced by Gaskell's savings approach; however, the sweep 

algorithm is not as computationally efficient as Gaskell's. 

 

Most recent VRP models are very different from the ones presented by Dantzig and Ramser (1959) 

and Clarke and Wright (1964), as these models increasingly incorporate real-life complexities. These 

complexities include time window for pickup and delivery, time-varying travel times (to reflect traffic 

congestion), inventory and order costs, one more echelon added to the network, and input 

information that changes dynamically over time, such as demand information.  

 

For instance, Anily and Federgruen (1993) address a more advanced problem by integrating vehicle 

routing and inventory allocation in a distribution system formed by a single warehouse and many 

retailers. Furthermore, their ultimate goal is not only to reduce the distance traveled by the vehicles, 

but also to minimize the system-wide long-run inventory, transportation and order costs. Later, 

Perboli, Tadei, and Vigo (2011) introduce a new family of vehicle routing models, incorporating a two-

echelon network within the set of variables and developing two heuristics to deal with this problem. 

The model is able to find solutions with an average gap of 6% (compared to the best bound) for a set 

of instances, which include a range between 21 and 50 customers, and a set of 4 and 5 vehicles.   

 

Li, Zhang, Lv, and Chang (2016) develop a two-echelon routing problem in linehaul-delivery systems. 

This two-echelon model, formed by city distribution centers (CDCs) and satellite facilities, addresses 

the issues related to routing problems among CDCs on the first level, and urban deliveries from CDCs 

to satellites on the second level. Moreover, Li et al. (2016) incorporate time constraints in the two-

echelon vehicle routes and use the improved Clarke and Wright savings heuristic algorithm to resolve 

this problem. The heuristic and formulations are tested by using 140 randomly generated instances 

with up to 10 CDCs and 500 satellite facilities, with computation times shorter than 380 seconds. 

 

Daganzo (1984) proposes route-length estimation (RLE) formulas to estimate the distance traveled by 

a set of vehicles involving a single depot that must serve a number of randomly located points in zones 

of irregular shapes with non-uniform demand. Daganzo’s approach takes as given vehicle capacity, 

shape and size of the service zone, and location of the depot. According to the RLE formulas, the 

distance traveled by a vehicle can be divided into linehaul plus service area distance. On average, the 
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linehaul distance is equal to the distance from the single depot to one delivery point and back; it 

depends on the geometry of the area and the distribution of the points. The service area distance is 

the product of the number of stops per vehicle and a figure similar to the average local distance 

between nearest-neighbor delivery points. The results of this paper have been used to conduct further 

analysis on network distribution problems considering transportation distribution costs and inventory 

costs. 

 

The above-mentioned literature addresses only single-echelon or two-echelon vehicle routing 

problems from an operational point of view, with no consideration of other dimensions in network 

design problems. As stated by Bektaș, Crainic, and Van Woensel (2017), urban logistics network design 

includes what they termed “three dimensions of decision.” The long-term strategic dimension entails 

decisions on flows, layout and facilities of the network; the medium-term tactical dimension involves 

the definition of size and composition of the vehicle fleet at each facility; and the short-term 

operational dimension focuses on vehicle routing.  Moreover, in most of the distribution systems, 

strategic location and operational routing decisions are strongly interrelated; recent studies have 

shown that independent solutions of location and routing problems might lead to sub-optimal 

solutions with excessive overall system costs. The location-routing problem (LRP) overcomes this 

downside by jointly tackling location and routing decisions (Prins, Prodhon, Ruiz, Soriano, and Wolfler 

Calvo, 2007). The literature on these types of problems will be presented in the next section. 

 

2.2. Location-routing Problem 

 

2.2.1. Single-echelon Location-routing Problem 

 

Cooper (1972) generalizes the location-transportation problem by proposing a model formulation to 

find the optimal location of supply depots and to minimize the transportation cost from such depots 

to delivery points. Tapiero (1971) builds on Cooper’s work by incorporating time-based constraints 

into the generic location-transportation model formulation. Nevertheless, these earlier studies were 

not designed to define tours on the distribution network, and therefore, might not be considered as 

true examples of LRP studies (Min, Jayaraman, and Srivastava, 1998). 

 

Watson-Gandy and Dohrn (1973) are among first authors to consider the multi-drop nature of the 

vehicle routes within the location-transportation framework. Their work is based on a model 

formulation that uses a non-linear function of distance rather than straight-line distance to represent 
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the multi-drop nature of the journeys, and maximizes profit (rather than minimizing costs) by 

designing a sales function, in which sales decrease as distance from the depot increases. The model is 

applied to a real-word case scenario for depot location, using 40 possible sites. The average 

computation time per run was approximately 2 minutes, and the best solution increased the profits 

in 10.4%.  

  

Laporte and Nobert (1981) propose an integer programming model to minimize the sum of facility 

operating costs and routing costs in a single-echelon distribution network formed by a single depot 

and 𝑛 delivery points. This formulation simultaneously determines the best depot location and the 

associated optimal delivery routes. The model was tested on a set of 30 instances, ranging from 20 to 

50 destinations; and computation times to obtain solutions ranged from 7 to 812 seconds. 

 

Wu, Low, and Bai (2002) establish a method for optimizing the multi-depot location-routing problem. 

Their model relaxes several unrealistic assumptions, such as homogenous fleet type and unlimited 

number of available vehicles. Additionally, due to the large scale and complexity of this model, the 

general problem is split into two sub-problems, the vehicle routing problem and the location-

allocation problem. The latter focuses on locating a set of new facilities such that an optimal number 

is placed to satisfy customer demand and the transportation cost from facilities to customers is 

minimized. Solutions were obtained in a reasonable time, ranging from 3 to 26 seconds (for problems 

encompassing between 50 and 150 nodes4), which indicates that this metaheuristic outperforms other 

methods on various cases. 

 

Berger, Coullard, and Daskin (2007) introduce a set-partitioning formulation of an uncapacitated 

location-routing model with distance constraints. The objective of this model is to minimize facility 

costs plus routing costs by selecting a set of locations and to construct a set of associated delivery 

routes, in which each customer can be visited exactly once by one route, and the length of each route 

does not exceed the maximum value given by the distance constraints. The algorithm could solve 

effectively instances with as many as 100 destination nodes and 10 candidate facilities with various 

distance constraints; the longest computation time was 640 seconds. 

 

Prins et al. (2007) develop a cooperative metaheuristic to solve the LRP with capacitated routes and 

depots. The principle of this metaheuristic is to alternate between two main phases, exchanging 

                                                             
4 Each route consisting of several customers is viewed as a single node with the demand represented by the sum of demands 
of all customers in that route (Wu et al., 2002). 
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information on the most promising outputs. The first phase is a depot-location phase, solved by a 

facility-location problem that aggregates the routes into a set of customers; the second phase is a 

routing phase, in which the routes from the resulting multi-depot VRP are improved using a heuristic. 

At the end of each global iteration, information about the most frequently used outputs is recorded 

for the following phases. The method is tested on three sets of small-, medium-, and large-scale 

instances with up to 200 customers. The results show that the proposed cooperative metaheuristic is 

able to reduce the distribution costs in more than 80% of the instances compared to other methods. 

 

2.2.2. Multi-echelon Location-routing Problem 

 

A distribution network formed by more than a single echelon does not allow for direct flow of goods 

from plants to customers. Instead, suppliers, plants, distribution centers, satellite facilities, and 

customers are organized into multiple echelons, where the products from remote plants may be 

unloaded at the distribution centers instead of shipping to end-customers (Santos, Da Cunha, and 

Mateus, 2013).  

 

Moreover, multi-echelon logistics systems provide several advantages. First, multi-echelon networks 

can reduce costs, as the use of a mixed fleet of vehicles at each echelon provides operations flexibility 

and increases asset utilization. Second, multi-echelon logistics can reduce the negative impact of 

freight transportation on urban traffic and environmental issues through using small-capacity and 

environmentally friendly vehicles (Soysal, Bloemhof-Ruwaard, and Bektaș, 2015); in addition, this 

advantage allows firms to comply with regulations issued by an increasing number of cities that 

prohibit large vehicles from entering the city center and other urban areas. Third, multi-echelon 

logistics systems offer network design flexibility that allows companies to comply with labor 

constraints. Fourth, multi-echelon networks have a wide variety of applications, such as grocery 

distribution, print media distribution, postal and parcel delivery operators, multimodal transportation, 

urban freight distribution, and transportation sharing approaches (Gonzales-Feliu, 2012).     

 

Due to all these factors, more recent studies focus on solving multi-echelon LRP. For instance, 

Hemmelmayr, Cordeau, and Crainic (2012) introduce a large search algorithm to address two-echelon 

LRP in the context of city logistics. This algorithm assumes known location of satellite facilities, 

imposes a limited number of vehicles at each level, and does not assign customers to a specific satellite 

facility in advance. Hemmelmayr et al. (2012) conducted computational experiments on various sets 

of cases from the literature; these experiments found new 59 best solutions out of 93 instances 
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compared to existing solution methods on LRP. Likewise, building on the previous work, Contardo, 

Hemmelmayr, and Crainic (2012) present an adaptive search metaheuristic applied to a two-echelon 

capacitated location-routing problem. The formulation was able to optimally solve small- and 

medium-size instances of distribution networks formed by up to 50 customers; moreover, the 

proposed metaheuristic found the value of the best know solutions on 133 instances out of 147 

compared to other methods. 

 

Govindan, Jafarian, Khodaverdi, and Devika (2014) work on a two-echelon location-routing problem 

with time windows for a perishable-food supply network, and propose a multi-objective optimization 

model, with the dual aims of minimizing costs and environmental effects. The goal of this model is to 

determine the number and location of facilities and to optimize the number of products delivered to 

customers as well as to reduce costs caused by carbon footprint and greenhouse gas emissions 

throughout the network. To validate the performance of the model, Govindan et al. (2014) produced 

12 instances and compared their performance with benchmark methods. The results obtained by the 

proposed algorithm dominate the results of benchmark algorithms. 

 

Despite these advancements, multi-echelon LRPs with limited facilities, vehicle capacities, and explicit 

routing decisions exhibit inherent complexity.  While it is possible to quantify facility costs, it is 

considerably more difficult to quantify distribution costs and operating constraints in a discrete 

formulation. These costs depend on demand allocations and facility locations, and must consider the 

different ways in which vehicles may be routed (Smilowitz and Daganzo, 2007). Furthermore, even if 

one manages to correctly calculate correctly these costs, heuristics are needed to solve LRP when 

applied to real-world problem instances in large cities, which often include more than 100,000 

customers and hundreds of possible physical locations, making these optimization problems virtually 

intractable, and remaining computationally infeasible (Merchan and Winkenbach, 2018). Therefore, 

route-length estimation (RLE) formulas and continuum approximations are developed to estimate 

operational routing decisions satisfactorily while leading to significant reductions in computation 

times for the LRP. 

 

Nagy and Salhi (1996) are among the first authors to develop RLE approximations in order to estimate 

the number of stops per tour. Their proposal includes known number of customers with known 

locations and demands, as well as clearly defined constraints, such as vehicle capacities and maximum 

route lengths; moreover, the authors adopt a nested method to solve the LRP. This method, unlike 

sequential methods (location-first, routing-second type heuristics), treats the routing element as a 
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sub-element within the larger problem of location. Computational experiments carried out on 5 sets 

of problems of 400 customers demonstrate the proposed nested method outperforms the sequential 

method by reducing the total network costs up to 26% and spending significantly shorter computation 

time in all instances.  

 

In the same way, Smilowitz and Daganzo (2007) propose a modeling framework to design complex 

delivery networks with multiple service levels and transportation modes for package distribution 

systems. This framework introduces a continuum approximation formula to estimate the average unit 

cost of transportation from a facility to a specific area of demand.  

 

The formula is shown in Equation (1), and the description of its parameters, in Table 1.      

 

𝑓(𝑟, 𝑣, 𝑛, 𝛿) ≈ 𝑐789 +
𝑟𝑐79 + 𝑐:9

𝑛𝑣
+ ;

𝑛 − 1
𝑛

= + >
𝑐79𝑘(𝛿)

@AB + 𝑐:9

𝑣
C 

(1) 

 

     

Table 1. Parameters Used to Estimate the Average Unit Cost of Transportation 

Notation Description 

𝑟 Average distance between the delivery point and the facility 

𝑣 Batch size of items delivered 

𝑛 Number of delivery points served along a single route 

𝜅 
Distance metric factor (i.e., distance multiplier relative to Euclidean distance) for in-tour 

distances 

𝛿 Density of delivery points within the service area 

𝑐789 Handling cost per item for a vehicle of type 𝑢 

𝑐79 Operating cost per kilometer for a vehicle of type 𝑢 

𝑐:9 Cost of stopping a vehicle of type 𝑢 at a delivery point or facility 

Source: Smilowitz, K., & Daganzo, C. (2007). Continuum Approximation Techniques for the Design of 

Integrated Package Distribution Systems. Networks, 50(3), 183-196. 

 

Equation (1) allows Smilowitz and Daganzo (2007) to estimate the total network costs, divided into 

transportations costs (fixed vehicle costs and variable operating) and facility costs (fixed terminal 

charges, handling costs, and storage expenses). Specifically, the continuum approximations aim to 

calculate the following costs: local transportation costs (pickup and delivery costs between 

origins/destinations and consolidation terminals), access transportation costs (between consolidation 
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terminal and break-bulk terminals or airports), linehaul costs, vehicle repositioning costs, and terminal 

costs. Across all test cases, the differences between the optimum cost from Smilowitz and Daganzo’s 

model and the optimum cost from a discrete formulation are substantially less than 5%. 

 

Based on the work of Smilowitz and Daganzo (2007) and the RLE formula of Daganzo (1984), 

Winkenbach, Kleindorfer, and Spinler (2016) introduce a deterministic mixed-integer linear 

programming model solving a two-echelon capacitated location-routing problem in the context of a 

national postal operator. The goal of this model is to determine the cost-optimal distribution network, 

by defining the cost-effective number and locations of facilities at each echelon, the optimal size and 

shape of facility service areas, and the optimal fleet size at each facility.  

 

Furthermore, by adapting Equation (1), Winkenbach et al. (2016) propose an augmented route-cost 

estimation (ARCE) to estimate the optimal routing cost under various constraints. The ARCE formula, 

shown in Equation (2) below, considers several variables, such as multiple vehicle options, destination-

specific vehicle capacities and position restrictions, mixed fleets, a global maximum service time (MST) 

constraint, and joint pickup and delivery along the same routes.  

 

The ARCE formulae, used within an optimization heuristic that further reduces the computational time 

by dividing the optimization problem into two interrelated sub-problems, yields high quality 

approximations in a reasonable time and with little loss of precision for a large-scale real-world 

problem. It is presented in Winkenbach et al. (2016) as: 

 

𝑓7,*F𝑟7,* , 𝜉*H, 𝐴*, 𝛾*K ≈ 𝑞7,*𝑚7,*𝑡O𝜛 + 𝑞7,*𝑚7,*𝑛7,*F	𝜌*R + 𝜌*SK𝑐T + 𝑞7,*𝑓U  

+2𝑞7,*𝑚7,*
𝑘.𝑟7,*
𝑠.

(𝜛 +	𝑐U	)+𝑞7,*𝑚7,*𝑛7,* 	W𝑡X + F𝜌*R + 𝜌*SK𝑡9 +
𝜅

𝑠Y𝛾*
Z 𝑡9 + (𝜛 +	𝑐U	)	,	 

(2) 

where 

𝑞7,* =
𝐴*𝛾*
𝜉*H𝛿7,*

	, ∀	𝑖, 𝑑; (3) 

𝛿7,* =
𝑇_X`

𝑡*
a + 	𝑡O + 2 ;

𝑘.𝑟7,*
𝑠. = + 𝜉*H𝑡b

	, ∀	𝑖, 𝑑; (4) 

𝑡*
𝜉 = 𝜉*H 	W𝑡X + F𝜌*R + 𝜌*SK𝑡9 +

𝜅
𝑠Y𝛾*

Z	, ∀	𝑖; (5) 

𝑛7,* = 𝜉*H	minf1, 𝛿7,*g	,  ∀	𝑖, 𝑑; (6) 

𝑚7,* = 𝜉*H	maxf1, 𝛿7,*g	, ∀	𝑖, 𝑑. (7) 
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Here, index 𝑖 denotes the city segment while index 𝑑 denotes the depot location. The full notation is 

explained in Table 2. 

 

Equation (3) ensures that no vehicle tour violates the vehicle carrying capacity constraints and that no 

vehicle violates the global MST constraint. Moreover, vehicles are assumed to make full use of the 

available MST. Equation (4) translates the global MST constraint into a potential second vehicle 

capacity constraint. The term 2F𝑘.𝑟7,*/𝑠.K in equation (4) defines the linehaul travel distance (the 

distance between the facility location and the start and end of the tour). Equation (5) estimates the 

time spent at each stop serving customers. This time is equal to the parking time, and average time 

spent per customer (divided by the number of helpers in the vehicle). Moreover, the total time to 

serve a customer includes the time taken to drive from the last stop. Equation (6) computes the 

number of customers a vehicle serves on a single tour is bounded by the capacity of the vehicle. 

Equation (7) calculates the average number of tours a vehicle starts within the MST. 

 

Table 2. Parameters Used in the Augmented Routing Cost Estimation 

Notation Description 

𝛾*  Density of delivery points (stops) in city segment 𝑖 

𝛿7,*  Average number of fully loaded tours a single vehicle can make within the MST 

𝜅 
Distance metric factor (i.e., distance multiplier relative to Euclidean distance) for in-tour 

distances 

𝑘. 
Distance metric factor (i.e., distance multiplier relative to Euclidean distance) for linehaul 

distances 

𝜌*R Average number of delivery items per delivery point in city segment 𝑖 

𝜌*S Average number of pick-up items per delivery point in city segment 𝑖 

𝜉*H 
Effective carrying capacity of a vehicle in terms of delivery points (stops) that can be 

served in city segment 𝑖 

𝐴*  Physical size of city segment 𝑖 

𝑐T  Handling cost per item 

𝑐U  Cost of vehicle operation per hour 

𝑓7,* Total daily cost of operations to serve city segment 𝑖 from facility location 𝑑 

𝑓U  Vehicle fixed cost (per day) 

𝑚7,* Average number of tours started per vehicle within the MST 

𝑛7,* Number of stops that a vehicle from facility location 𝑑 can serve on a route in segment 𝑖 
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Table 2 (continued). 

Notation Description 

𝑞7,*  Number of vehicles required to serve city segment 𝑖 from facility location 𝑑  

𝑟7,*  Average distance between facility location 𝑑 and delivery points in city segment 𝑖 

𝑠 In-tour average speed 

𝑠. Linehaul average speed 

𝑡X  Service time per stop 

𝑡*
a  

Time required for a vehicle tour to serve a number of delivery points equivalent to the 

full effective carrying capacity 

𝑡b  Time to unload/load per item 

𝑇_X` Maximum allowed service time (per vehicle) 

𝑡O Setup time per hour 

𝑡9  Service time per item 

𝜛 Wage cost per hour 

Source: Winkenbach, M., Kleindorfer, P., & Spinler, S. (2016). Enabling Urban Logistics Services at La 

Poste through Multi-echelon Location-routing. Transportation Science, 50(2), 520-540. 

 

The reviewed literature reveals relevant insights, especially on how to estimate operational and 

routing costs within large multi-echelon networks with similar features to the network in São Paulo, 

including multiple vehicle options and satellite facilities, mixed fleets, and a large volume of 

customers. Another learning point is the usefulness of continuum approximation formulas to reduce 

the computation time significantly without affecting the quality of the results, a key aspect in this 

research, since our project aims to run multiple scenarios to assess different challenges associated to 

emerging markets. 

  

2.3. Extension to the Extant Literature 

 

2.3.1. Model in Colombia 

 

This model aims to minimize the distribution network costs for the operations of a multinational 

beverage company in Colombia (Snoeck et al., 2018). The model offers a more realistic and efficient 

approach for a two-echelon network by relaxing the assumption that first-echelon entities can only 

send goods to the second echelon, not directly to the end customer. Therefore, the model proposed, 
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also known as mixed multi-tier system, allows distribution centers to ship goods directly to the final 

customers. 

 

Figure 3 compares the most common approaches, single-echelon and two-echelon systems, with the 

approach used in this model, mixed multi-echelon systems.  

 

 
Figure 3. Diagrams of Single-echelon, Two-echelon, and Mixed Multi-echelon Systems 

Source: MIT Megacity Logistics Lab, 2016. 

 

The model is based on a mixed-integer linear programming (MILP) model that minimizes the total 

costs of daily operations. These costs involve routing cost, vehicle and equipment cost, fixed and 

variable cost associated with facilities, and the handling costs.  

 

Moreover, the set of decision variables includes the network architecture, facility service areas, 

delivery model choice and aggregate delivery schedule. The network architecture involves defining 

the number of facilities activated, type and location, and the facility service areas deal with the 

assignment of city segments to facilities and the weekdays of delivery. Furthermore, the delivery 

model choice covers the assignment of city segments to vehicles, their types, and weekdays; and the 

aggregate delivery schedule enables the model to allocate customer groups within a city segment to 

delivery weekdays.  
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Pixels 
 

Due to the large number of customers, the distribution area is discretized into a large number of 

adjacent rectangular segments, known as pixels. Each pixel is defined by a set of parameters describing 

its geographical and demand characteristics, such as demand density, average drop size, and pixel 

area (Snoeck and Winkenbach, 2018). In addition, the pixels help capture demand patterns and urban 

geographies, and allow demand aggregation. An adaptation of the ARCE formula of Winkenbach et al. 

(2016) is used to approximate the routing costs of serving each pixel. 

 

Figure 4 displays the definition of pixels for the operations in Bogotá. 

 

 
Figure 4. Definition of Pixels for the Company’s Distribution Network in Bogotá 

Source: MIT Megacity Logistics Lab, 2018. 

 

It is important to acknowledge that the demand in each pixel can be split into the demand associated 

with different customer segments (four segments in Colombia: Customized, Gold, Silver, and Bronze), 

which are clustered according to the volume demanded. Moreover, each customer is allowed a 

specific number of deliveries per week, which can range from one to three days. For each customer 

segment, there are customers with each of the three delivery frequencies. Therefore, there are 12 

potential customer types in every pixel. 

 



23 
 

In addition, the model defines each of those three visits, which include the aggregation of customer 

orders in the same customer segment with different frequencies, as ‘SP-demands.’ This explanation 

of SP-demand is graphically displayed in Figure 5 and Figure 6. 

 

 

Figure 5. Definitions from Pixels to SP-demand 

 

 
Figure 6. Example of SP-demand 

Source: MIT Megacity Logistics Lab, 2018. 
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The new network design proposed by the model leads to a 9.1% decrease in total distribution costs. 

Moreover, the model provides recommendations related to election of optimal service areas, 

dimensioning of satellite facilities, aggregation of customer segments to be served jointly, and 

diversification of vehicle fleets. 

 

2.3.2. Model in Brazil 

 

Our research addresses an expansion of the model for the company’s distribution operations in 

Colombia proposed by Snoeck et al. (2018). This expansion includes adapting the different variables 

of this model, such as customer segments, set of facilities and vehicles, and dimensioning of the pixels, 

to the inherent characteristics and business rules of the firm’s operations in São Paulo, Brazil. Figure 

7 shows the company’s customer segmentation for the operations in São Paulo. This segmentation is 

based on the volume of physical cases ordered by the customers. 

 

 

Figure 7. Customer Segmentation 

Source: Company Data, 2018. 

 

Furthermore, the expansion introduces a more complex case study by incorporating two new 

constraints in the model: vehicle modalities and labor costs. 

 

Vehicle Modalities 

 

From the transport point of view, the operations in São Paulo are facilitated by greater flexibility 

compared to the distribution in Colombia, as the former has access to a wider range of vehicle 
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modalities. These modalities are own fleet, third party-fleet, logistics operator, and on-demand 

provider. Own fleet includes vehicles owned or rented by the company and used by the company’s 

employees. Third-party fleet is an outsourcing modality fully dedicated to the company’s 

requirements; logistics operator is a logistics firm part of the same business group as the company; 

which outsources vehicles and employees to the company; and on-demand provider, internally known 

as SPOT, outsources vehicles and employees on demand (for immediate delivery). As a result, the new 

set of vehicles and their respective variables for each vehicle modality will be included in the model in 

São Paulo.  

 

Labor Costs 

 

As Brazil imposes tighter employment regulations, labor costs have become a relevant part of the 

logistics costs for the distribution operations in São Paulo. Furthermore, the duration of the working 

day, 7 hours and 20 minutes, can be extended to a maximum of two extra hours with a different 

payment rate for overtime. Additionally, each vehicle modality has a different employee-

compensation scheme. Consequently, the model must consider these new constraints and address 

the trade-off between paying overtime and activating a new vehicle in regular hours. 

 

Finally, by addressing these two new constraints, and in order to find the most robust, lowest cost 

network design, the proposed model will be able to answer the questions shown in Table 3.  

 

Table 3. Questions to Be Answered by the Proposed Model 

Variable Questions 

Facilities 

• How many facilities will be activated? 

• Which type of facilities will be activated? 

• Where will the facilities be located? 

Vehicles 

• Which vehicle modalities will be activated? 

• Which vehicle types will be used? 

• Will the vehicles and staff be employed overtime? 

Pixels 
• Which vehicle modalities and types will be assigned to each pixel? 

• Which facilities will be assigned to each pixel? 

Customer 

segments 

• Which customer segments will be served jointly in each pixel? 

• Which weekdays will each customer segment be served on in each pixel? 
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3. METHODOLOGY 

 

In this chapter, we explain the steps followed to design a last-mile distribution model in São Paulo, 

used to demonstrate that it is possible to build a last-mile network footprint that responds robustly to 

common issues in urban areas in developing countries. In addition to the steps followed to develop 

the model, we provide a formulation of the model used to evaluate the optimal last-mile network 

design. We enhance a pre-existing distribution-network optimization model developed and deployed 

in Colombia (Snoeck et al., 2018) for a more complex business case. To effectively model this use case, 

we collected relevant data, and updated the existing model formulation. In the next chapter, we will 

discuss the scenarios evaluated to determine the network is robust to issues common in urban areas 

in developing countries. Figure 8 shows the roadmap of the methodology: 

 

 

Figure 8. Roadmap of the Methodology: from Data Collection to Scenario Analysis 

 

3.1. Data Collection 

 

Three types of data need to be collected to model the multi-echelon last-mile distribution network: 

cost and time parameters; vehicle, facilities, and pixel parameters; and demand data. 

 

3.1.1. Parameters 

 

Parameters include quantitative measurements of the current distribution and customer networks. 

These measurements are used as input in a MILP model to develop the objective function and 

constraints. Parameter data collected to describe the distribution network in São Paulo includes: 
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• Geographic location, fixed costs, capacity, and variable costs for current and candidate 

distribution facilities. 

• Fixed and variable costs, quantity, travel restrictions, service time available, and capacity of 

vehicles available in the delivery fleet. 

• Data about each pixel of São Paulo to determine the simplified customer network. 

• Geographic location, customer segment, delivery frequency, and any other service constraints 

for each customer.  

 

Table 4 shows the cost and time parameters of the model; and Table 5, the vehicle, facility, and pixel 

parameters of the model. Both tables include the notations used in the model formulation. 

 

Table 4. Global Cost and Time Parameters of the Model 

Notation Description 

𝑐Ul  Total hourly wage cost for vehicle v [R$/h]5 

𝑐Um  Hourly operational cost for vehicle v [R$/h] 

𝑐Un_  Operational cost per kilometer for vehicle v [R$/km] 

𝐾U  Daily fixed cost for vehicle v [R$/day] 

𝐾Up  Daily vehicle fixed costs to rent vehicle v [R$/day] 

𝐾q
q  Fixed cost per day to open facility type f at that particular day [R$/day] 

𝐾qp  Rent costs per day for facility type f [R$/day] 

𝑐q*  Handling cost per item for facility type f [R$/item] 

𝑐*bO Cost of lost sales for not delivering all or part of the demand in pixel i [R$/day] 

𝑡UO Time per vehicle stop for delivery method v [h/stop] 

𝑡Ur  Set-up time per customer for vehicle v [h/customer] 

𝑡U*  Incremental service time per item for vehicle v [h/item] 

𝑡Us  Fixed set-up time per trip at the facility for vehicle v [h/trip] 

𝑡Ub  Fixed loading time per item at the facility for vehicle v [h/item] 

Source: Adapted from Snoeck, A., Winkenbach, M., & Mascarino, E. (2018). Establishing a Robust 

Urban Logistics Network at FEMSA through Stochastic Multi-Echelon Location Routing, City Logistics 

2: Modelling and Planning Initiatives (pp. 59-78). London: ISTE Ltd. 

 

 

                                                             
5 R$: Brazilian real. 
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Table 5. Vehicle, Facility and Pixel Parameters of the Model 

Notation Description 

𝜂Ur  Capacity for vehicle v [items] 

𝑉UOb  Linehaul speed for vehicle v [km/h] 

𝑉UO Intra-stop speed for vehicle v [km/h] 

𝜅U Specific detour factor for vehicle v 

𝜉q  Capacity for facility f [items] 

𝑇_X` Allowed service time [h] 

𝐴*  Size of pixel i [km2]  

𝜅*  Detour factor for pixel i 

Υ*
Ow Average demand density of SP-demand in pixel i [customers/km2]   

𝜌*
Ow Average drop size of SP-demand in pixel i [items/customer] 

𝑟*q Distance between pixel i and facility f [km]   

𝑡U*  Maximum service range of facility f 

𝑟Rx Maximum service area overlap distance from multiple distribution centers 

Source: Adapted from Snoeck, A., Winkenbach, M., & Mascarino, E. (2018). Establishing a Robust 

Urban Logistics Network at FEMSA through Stochastic Multi-Echelon Location Routing, City Logistics 

2: Modelling and Planning Initiatives (pp. 59-78). London: ISTE Ltd. 

 

Using geographic data from Google Maps API, the area of São Paulo is divided into 1 km2 units, or 

pixels. As a pre-processing step, the customer data collected is aggregated to the pixel level. First, 

customer demand is aggregated by pixel geography. Then, the model looks at a customer’s segment 

and how frequently that customer is served to determine which specific SP demands will be served in 

a given pixel on a given day of the week. This gives a daily geographic view of customers to be served 

by the distribution network.   

 

3.1.2. Demand Data 

 

Demand data collected at the customer level is used to determine facility and vehicle capacity needed 

to fulfill the orders of all customers in a given area of the city. We were provided one month of order 

data to conduct our analysis. Data was provided at the customer and day level. From the month of 

available orders, we selected a week where deliveries occurred on six days to represent a full week’s 

delivery cycle. Since this data is for orders, and not for deliveries, we assume it is an accurate 

representation of customer demand at the B2B level. Using this information, we are able to aggregate 
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demand by customer class and combine it with the pixel data. This yields all of the SP-demands needed 

to run the model. 

 

3.2. Model Formulation 

 

The current mixed integer linear programming model effectively solves the last-mile logistics needs in 

two cities in Colombia: Bogotá and Cali. The model aims to minimize the total cost of serving all 

customer demand in a week using a set of distribution centers and available vehicles. It is subject to 

several constraints: each vehicle has an allowed service time, customers must be visited with a 

required frequency in a week, and repeat visits to the same customer cannot be on consecutive days. 

Customer order data is used as the input to determine the lowest-cost vehicle routes and facility 

allocations (Snoeck et al., 2018). To adapt the model to analyze the distribution network in São Paulo, 

parameter values for vehicles, facilities, and pixels need to be updated. The data collected for relevant 

assets in São Paulo is input into the model to allow for pre-processing.  

 

Cost equations also need to be revised, as the pay structure for delivery drivers is different in Brazil 

from in Colombia. For vehicles owned by the company, driver pay is based on salary and is a daily fixed 

rate. However, for all other types of vehicle modalities, drivers are paid a variable rate based on the 

quantity of items delivered and the distance driven. Table 6 shows the payment structure for each 

vehicle modality. 

 

Table 6. Payment Structure per Vehicle Modality 

Vehicle Modality Payment 

Own Fleet Employees and own fleet 

Third-party Fleet 100% variable (R$ / km + R$ / Cases + Extra hours) 

Logistics Operator 100% variable (R$ / km + R$ / Cases + Extra hours) 

On-demand Provider 100% variable (R$ / km + R$ / Cases) 

Source: Data Company, 2018. 

 

Overtime is also considered across all vehicle modalities except the on-demand provider. Overtime 

only affects the fixed wage costs of drivers, not the per case wage rates. Allowing overtime increases 

the available vehicle service time, which allows for additional deliveries.  
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The effective wage for drivers is as modeled in Equation (8), where 𝑤 is the wage, and 𝑡 is the working 

hours. Overtime also modifies the available vehicle service time of owned vehicles as modeled in 

Equation (9). The notations used in this figure have been defined in Table 4 and Table 5. 

 

𝑤z = (𝑤Hm{_Xb × 𝑡OT*qs + 𝑤mU}{s*_} × 𝑡mU}{s*_})/(𝑡OT*qs + 𝑡mU}{s*_}) (8) 

 

𝛿*qUs
Ow =

𝑇_X` + 𝑇mU}{s*_}

𝑡*Us
~,Ow + 𝑡Us + 2 × ;

𝑟*q × 𝐾U
𝑉UOb

= + 𝜂*Us
Ow × 𝑡Ub × 𝜌*s

Ow
 (9) 

 

To allow for overtime as a unique business rule in the model, overtime will be considered as a 

parameter value for vehicle modalities where it is permitted. For example, a vehicle in a third-party 

fleet with a capacity of 10 pallets will be represented as two decision variables: first, where overtime 

is permitted, thus increasing the maximum service time available; second, where overtime is not 

permitted. Binary variables are used to indicate whether the vehicles with overtime are permitted in 

a scenario. 

 

3.2.1. Decision Variables 

 

The optimization model has to make decisions about the number and type of vehicles to activate or 

rent, as well as the number and type of facilities to activate. Furthermore, the main operation decision 

is the demand allocation, represented by a particular segment in a particular demand-day in a pixel, 

to a particular combination of facility and vehicle type on a particular time (Snoeck et al., 2018). Table 

7 presents the decision variables of the model. 

  

Table 7. Decision Variables 

Notation Description 

𝑄qU  Number of owned vehicles of type v at facility f 

𝑅qUs  Number of rented vehicles of type v at facility f at time t 

𝑦q Binary variable to indicate whether a facility is activated or not 

𝑥*qUs
Ow  

Binary variable to indicate whether a SP-demand in a pixel is served from 

facility f and vehicle v at time t 

Source: Adapted from Snoeck, A., Winkenbach, M., & Mascarino, E. (2018). Establishing a Robust 

Urban Logistics Network at FEMSA through Stochastic Multi-Echelon Location Routing, City Logistics 

2: Modelling and Planning Initiatives (pp. 59-78). London: ISTE Ltd. 
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3.2.2. Objective Function 

 

The objective function, shown as Equation (10), aims to minimize the total network costs. Network 

costs consists of fixed and variable costs, where the first can be split into fixed capacity costs and fixed 

vehicle costs, and the second one can be divided into operational routing cost and handling cost.  

 

𝑂𝑏𝑗(𝑦, 𝑥, 𝑄, 𝑅) = 

�𝐾qp𝑦q
q��

+��𝐾U𝑄qU +
q∈�

1
Τ

U∈�

���𝐾q
q𝑦q +���𝐾Up𝑅qUs +��� � � �F𝐶*qUs

Ow 𝑥*qUs
Ow + 𝑐q*Υ*s

Ow𝜌*s
Ow𝑥*qUs

Ow K
s��U��(*q)q��(*)w�SO��*��s��U∈�q��

	
q��s��

� 
(10) 

 

Table 8 exhibits the objective function and a description of its components. 

 

Table 8. Description of the Components of the Objective Function 

Notation Description 

�𝐾qp𝑦q
q��

 Rent cost of activated facilities 

��𝐾U𝑄qU
q∈�

	
U∈�

 Fixed cost of using owned vehicles 

��𝐾q
q𝑦q

q∈�

	
s∈�

 Fixed cost of activated facilities 

���𝐾Up𝑅qUs
s��U∈�q��

 Rent cost of additional vehicles (not owned) 

��� � � �𝐶*qUs
Ow 𝑥*qUs

Ow

s��U��(*q)q��(*)w�SO��*��

 Operational routing cost 

��� � � �𝑐q*Υ*s
Ow𝜌*s

Ow𝑥*qUs
Ow

s��U��(*q)q��(*)w�SO��*��

 Handling cost at the facility 

Source: Adapted from Snoeck, A., Winkenbach, M., & Mascarino, E. (2018). Establishing a Robust 

Urban Logistics Network at FEMSA through Stochastic Multi-Echelon Location Routing, City Logistics 

2: Modelling and Planning Initiatives (pp. 59-78). London: ISTE Ltd. 

 

3.2.3. Constraints 

 

The model is subject to a set of constraints applied in the different elements of the network, such as 

facility capacities; delivery frequencies; number of vehicles; specific allocation of facility, vehicle, a 

delivery day for each pixel; among others. These constraints are defined as follows: 
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� � �𝑥*qUs
Ow

s��

= 1	,
U∈�(*q)q��(*)

 𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇;	  (11) 

� � �𝑥*qUs
Ow

w�S

≤ 1
U∈�(*q)q��(*)

	, 𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇;	  (12) 

� � � 𝑥*qUs�
OA + 𝑥*qUs�

OB

(s�,s�)��

= 2	,
U∈�(*q)q��(*)

 𝑠 ∈ 𝑆, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), (𝑡A, 𝑡B) ∈ 𝑇;	  (13) 

� � 𝑥*qUs�
OA

U∈�(*q)

=
q∈�(*)

� � 𝑥*qUs�
OB

U∈�(*q)

	 ,
q∈�(*)

 (𝑠1, 𝑠2) ∈ 𝑆, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), (𝑡A, 𝑡B) ∈ 𝑇;   (14) 

��� � 𝜌*s
OwΥ*s

Ow𝑥*qUs
Ow

U∈�(*q)O∈�

≤ 𝜉qT𝑦q	,
w∈S*��

 𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇;	  (15) 

𝑥*qUs
Ow ≤ 𝑦q	, 𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇;	  (16) 

���𝑞*qUs
Ow 𝑥*qUs

Ow

w�S

≤ 𝑄qU + 𝑅qUs	,
O∈�*��

 𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇;	  (17) 

𝑦q = 1	, 𝑓	𝜖	𝐹; (18) 

𝑥*qUs
Ow , 𝑦q	𝜖	{0,1}	, 𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇;	  (19) 

𝑄qU,𝑅qUs ≥ 0	, 𝑓 ∈ 𝐹, 𝑣 ∈ 𝑉(𝑓), 𝑡 ∈ 𝑇. (20) 

 

Constraints (11) ensure that a particular SP-demand in each pixel is allocated to a unique combination 

of facility f, vehicle v, and specific day. Constraints (12) ensure that each of the visits of a particular 

segment and pixel is served on a different day of the week. Constraints (13) and (14) ensure that if a 

customer requires two visits per week, the first and second visits are three days apart; on the other 

hand, if a customer requires three visits per week, all visits are two days apart. Constraints (15) 

guarantee that the capacity of the facility is not exceeded. Constraints (16) ensure that pixels are only 

allocated to facilities activated. Constraints (17) limit the number of vehicles used at a particular facility 

on a particular day to the number of vehicles owned or rented. In case of brownfield optimization, 

constraints (18) allow certain facilities to be activated. Constraints (19) and (20) establish the domain 

of binary and integer decision variables.   

 

3.2.4. Routing Cost Function 

 

The cost associated with serving a particular SP-demand in each pixel on a given day from a certain 

facility and vehicle is included in the operational routing costs of the objective function in  

Table 8. The operational routing cost, labeled as 𝐶*qUs
Ow  and based on the work of Winkenbach et al. 

(2016), is defined in Equation (21), and each section of the equation is explained in Table 9.        
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𝐶*qUs
Ow = 𝑞*qUs

Ow 	𝑚*qUs
Ow 	𝑡Us 	𝑐Ul	 

														+𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑛*qUs
Ow 	𝜌*s

Ow	𝑡Ub 	𝑐Ul 

														+2𝑞*qUs
Ow 	𝑚*qUs

Ow 	
𝑇*q	𝐾U
𝑉UOb

	(𝑐Ul +	𝑐Um	)	 

														+2𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑇*q	𝐾U	𝑐Un_	 

														+𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑧*qUs
Ow 	𝑡*qUs

�	Ow	(𝑐Ul +	𝑐Um	)	 

														+𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑧*qUs
Ow 	

𝐾U	𝐾*
Y𝛾*UO

	𝑐Un_	,	 

𝑠 ∈ 𝑆, 𝑝 ∈ 𝑃, 𝑖 ∈ 𝐼, 𝑓 ∈ 𝐹(𝑖), 𝑣 ∈ 𝑉(𝑖𝑓), 𝑡 ∈ 𝑇.	  (21) 

 

Table 9. Description of the Terms of the Operational Routing Cost Equation 

Notation Description 

𝐶*qUs
Ow  

Total routing costs per vehicle to serve one SP-

demand segment 

𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑡Us 	𝑐Ul  
Cost of labor to set up vehicles for each tour at a 

facility  

𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑛*qUs
Ow 	𝜌*s

Ow	𝑡Ub 	𝑐Ul Cost of labor to load vehicles at each facility 

2𝑞*qUs
Ow 	𝑚*qUs

Ow 	
𝑇*q	𝐾U
𝑉UOb

	(𝑐Ul +	𝑐Um	) 

Driver wages for time driven to and from the facility 

to the start/end of the delivery route in the pixel 

served 

2𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑇*q	𝐾U	𝑐Un_  

Driver wages for the distance driven to and from the 

facility to the start/end of the delivery rout in the 

pixel served 

𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑧*qUs
Ow 	𝑡*qUs

�	Ow	(𝑐Ul +	𝑐Um	) 
Driver wages for the time serving and time driving 

between customers within a pixel 

𝑞*qUs
Ow 	𝑚*qUs

Ow 	𝑧*qUs
Ow 	

𝐾U	𝐾*
Y𝛾*UO

	𝑐Un_  
Driver wages for the distance traveled while serving 

customers within a pixel 

Source: Adapted from Snoeck, A., Winkenbach, M., & Mascarino, E. (2018). Establishing a Robust 

Urban Logistics Network at FEMSA through Stochastic Multi-Echelon Location Routing, City Logistics 

2: Modelling and Planning Initiatives (pp. 59-78). London: ISTE Ltd. 

 

3.2.5. Components of the Operational Routing Cost Equation 

 

The components of the cost equation shown in Table 9 can be described by different parameters 

defined earlier. The equations to calculate those parameters are explained below. 
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The total number of vehicles used depends on the number of customers served and how many tours 

a vehicle can make:  

𝑞*qUs
Ow = 	

𝐴*	Υ*s
Ow

𝛿*qUs
Ow 	𝜂*UsOw

 (22) 

 

Vehicles make an average number of tours based on available service time and time per tour; 

maximum service time includes overtime in scenarios where overtime is allowed: 

𝛿*qUs
Ow = 	

𝑇_X`

𝑡*Us
𝜂	Ow +	𝑡Us + 2	

𝑇*q	𝐾U
𝑉UOb

+	𝜂*UsOw 	𝑡Ub 	𝜌*s
Ow

 (23) 

 

The time spent at each stop serving customers is equal to the parking time, and average time spent 

per customer (dependent on workers in the vehicle). The total time to serve a customer includes the 

time taken to drive from the last stop: 

𝑡*Us
𝜂	Ow= 𝜂*UsOw 	(𝑡UO +	

Fs ¡¢	s £¢	¤£¥
¦§K	

� 
§ + 	 ¨ 	¨£

©ª£ 
¦ 	� ¦

 ) (24) 

 

On a single tour, a vehicle serves a number of customers proportionate to the capacity of the vehicle 

that is used for the tour: 

𝜂*qUsOw  = 𝜂*UsOw 	min	[1, 𝛿*qUs
Ow 	] (25) 

 

A vehicle starts at least one tour: 

𝑚*qUs
Ow = max[	1, 𝛿*qUs

Ow 	] (26) 

 

The number of customers a vehicle can serve per tour depends on vehicle capacity and average 

dropsize of customers in a pixel: 

𝜂*UsOw =
	𝜂Ur
𝜌*s
Ow  (27) 

 

3.3. Data Processing 

 

The processing of the data requires three steps: 
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3.3.1. Demand Processing 

 

The first step is to process demand. This requires five input files: 

• Orders: this file details the weekly orders per customer in physical cases. 

• Customers: this file includes the list of customers, customer segments, and geographical 

location (latitude and longitude). 

• Parameters: this file contains all the parameters specified in Table 4 and Table 5. The different 

tabs include parameters for global configuration, vehicles, facilities, and customer segments, 

among others. 

• Customer Time Penalty: this file includes the service time for indirect customers. 

• Customers Filtered Out: this file contains any customer that will not be considered in the 

analysis. 

 

The output of this step will be a list of pixels and a list of customers which will be used later to compute 

decisions for each customer.  

 

3.3.2. Circuity Factor Assignment 

 

Road distances are usually calculated using straight-line distance functions that must be frequently 

corrected with a multiplier in order to approximate actual travel distance. This multiplier, referred to 

as a circuity factor, differs in various regions of the world due to several factors, including hilliness, 

road network density and travel obstacles, such as mountains, lakes and military bases (Ballou, 

Rahardja, and Sakai, 2002). Hence, a circuity factor is calculated as the ratio between the shortest-

path network distance and the Euclidean distance; values of the ratio closer to 1 denote higher levels 

of network efficiency (Barthélemy, 2011). 

  

The second step in the data processing is to assign the circuity factors to each pixel. This process takes 

the list of pixels as an input and adds a column for circuity factors. The output will be the list of pixels 

with circuity factors. For details on how circuity factors are computed, see Merchán and Winkenbach 

(2019). 
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3.3.3. Optimization model 

 

The third step in the process will use the list of pixels with circuity factors, the list of customers, 

parameters, and a single specified scenario to optimize the distribution network. The output of this 

process will be three files containing all the relevant information and key performance indicators 

(KPIs) to implement the network: 

 

• Customers KPIs: detailed information per customer, such as pixel, facilities, and vehicles 

allocated; delivery frequency; and delivery days. 

• Facilities KPIs: detailed information per facility, such as actual fixed and variables costs, cases 

delivered, utilization, pixels allocated, vehicles allocated, setup time, number of customers 

served, and distribution center allocated (in case of satellite facilities). 

• Pixels KPIs: detailed information per pixel, such as geographical information, number of 

customers, density, number of tours, vehicles allocated, facilities allocated, distances, routing 

costs, and delivery costs.   

 

Figure 9 graphically shows an overview of the three steps: 

 

 

Figure 9. Roadmap of the Data Processing 
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4. CASE STUDY ANALYSIS 

 

The distribution network model described in Chapter 3 calculates the cost contribution of the lowest-

cost distribution network footprint for a given set of input parameters. Input parameters (described 

in Table 4 and Table 5) can be changed to mimic situations that may present themselves in day-to-day 

operations.  These changes to model input parameters are grouped into scenarios. Different scenarios 

are then evaluated and compared to a base-case scenario to determine the impact of these changes 

on the network.  

 

This chapter presents the scenarios evaluated and the results to show how the model responded to 

the given changes. Significance of these results will be summarized at the end of the chapter.  

 

4.1. Scenarios  

 

4.1.1. Baseline Scenarios 

 

In order to develop a standard network design to be used for comparison across scenarios, we first 

developed baseline scenarios. In the first baseline scenario, we considered only the 4 existing 

distribution centers and trucks with capacity of either 6 or 10 pallets available within the owned fleet 

modality, without using overtime hours. This scenario demonstrates the cost of operating the network 

as a single echelon, with no intermediate depots between distribution centers and customers, and 

with the optimal number of vehicles owned by the company and driven by company employees. It is 

logical to consider only this set of facilities and company-owned vehicles for the baseline scenario, 

because the facilities exist already and no additional capital expenditures are needed in this network 

configuration. Any additional facilities would also introduce a new echelon to the network that does 

not currently exist.  

 

In the second baseline scenario, we allow the model to choose to open intermediate depots, from a 

list of candidate facility types, in locations the model determines to be optimal using the p-medians 

method. Again, we allow for an unconstrained quantity of vehicles from the company’s owned fleet. 

By allowing intermediate depots, or satellite facilities, the average distance traveled to customers 

should decrease. We restrict the total number of facilities allowed to 12 in order to reduce the 

computing time required to solve the network design problem. 
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4.1.2. Labor Relations 

 

As labor unions in developing countries commonly pressure companies to improve conditions for 

drivers and delivery crews, it may become necessary to perform distribution without allowing for 

overtime. Comparing model output when overtime is allowed against when it is not allowed will show 

whether using overtime negatively impacts the network footprint (i.e., more facilities and/or vehicles 

are needed to serve the same customers), or whether using overtime provides cost savings in the 

network by using fewer vehicles for longer tours.  Currently, it is permissible for company drivers to 

use up to two hours of overtime. However, other modalities that use sub-contracted labor allow for 

four hours of overtime, because sub-contracted drivers are not subject to the same union regulations. 

We examine the impacts of allowing for two or four hours of overtime to ensure company drivers and 

sub-contracted drivers each have similar hours worked, or service times, per day. 

 

4.1.3. Vehicle Modalities  

 

In addition to allowing for extra hours, it is also possible to sub-contract, or rent, vehicles that the 

company does not own. Companies consider using these different vehicle modalities in their 

operations as a way to respond to increases in demand, or to allow for flexibility in the size of the 

fleet. Often, costs for these vehicle modalities are completely variable; the company only pays for the 

vehicles and drivers if they are contracted for a particular day or week. We consider three additional 

modalities: third-party fleet, logistics operator, and on-demand provider. Each modality differs in costs 

and types of vehicles available. In addition, drivers have more available hours per day, since they are 

not direct employees of the company. We examine scenarios allowing for each type of modality 

individually, and then allow the model to determine the optimal mix of vehicles across modalities.  

 

4.1.4. Network Footprint 

 

We also developed scenarios to test how the physical footprint of the network could change. 

Currently, there are seven types of intermediate depots available to be used in the second echelon, 

or tier, of the distribution network. These facilities are either cross-docks of various sizes, where large 

pallets are broken down into smaller units and items arrive at and leave the facility on the same day, 

or cross-trucks, which operate like cross-docks but often items are not stored in the facility at all; 

instead they move directly from large trucks to smaller ones. 
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We examine scenarios where we vary model parameters to encourage the use of a second echelon of 

facilities. 

 

4.1.5. Government Regulations 

 

Governments in developing countries may intervene in several ways that could impact urban last-mile 

distribution. For example, they may prevent trucks of a certain size from entering a city to improve 

traffic flow or reduce noise. We model this by restricting vehicle capacity to a maximum of 6 pallets. 

 

Governments also impose taxes on fuel for vehicles. We evaluate the impact of 20% and 50% levels of 

taxes on gasoline on the network by applying an increase to the cost per kilometer traveled to all 

vehicle types and modalities.  

 

4.1.6. Other Urban Considerations 

 

Traffic and congestion commonly impact urban distribution networks. We consider the impact of 

increased traffic by decreasing the average vehicle speed in between customer stops, as well as by 

decreasing travel speed from distribution centers to the first customer of a delivery route (also 

referred to as the line-haul portion of the route).  

 

It could also occur that a major distribution center is not accessible in a given week either because of 

an infrastructure issue, or because social unrest has led to protests blocking major roadways. We 

consider this by evaluating multiple scenarios, forcing one of the four major distribution centers to be 

closed in each one. 

 

A comprehensive list of scenarios can be found in Appendix A. 

 

4.2. Results and Discussion 

 

Output from the MILP model is a key strategic input when designing a last-mile distribution network. 

In the lowest-cost network design, available resources are used most efficiently to serve customers. 

Nevertheless, the lowest-cost solution may change as network inputs are varied in different scenarios. 

The scenarios tested in our case study represent events or situations that are likely to occur in urban 
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multi-echelon, last-mile distribution systems. This chapter explains key observations derived from 

evaluating model response to the scenarios tested. 

  

4.2.1. Metrics Used in Analysis 

 

To determine network performance, we look at network costs at three levels of detail: facility, vehicle, 

and distance. We aggregate the facility, vehicle, and routing costs to determine the overall network 

cost for the week. At the facility level, we analyze which facilities are opened, and how much volume 

flows through the facilities on a given day to determine the weekly fixed and variable costs of 

operating the network. Additionally, we analyze the DC utilization, defined as the percentage of DCs 

capacity used by the demand allocated to it. At the vehicle level, the model calculates the costs 

associated with renting a fleet of vehicles with sufficient capacity for the week. At the distance level, 

we analyze vehicle routing costs across all routes. We also analyze the cost per delivery, cost per case, 

and the average distance traveled to arrive at the first pixel in a delivery route (or linehaul distance).  

Other metrics of interest show how the network covers the service area. At the customer level, the 

model determines which facility serves a pixel on a given day and which vehicle is used to serve 

demand in that pixel. We analyze how many pixels and customers are served by a facility and how 

many vehicles are used. When comparing network performance across multiple scenarios, we 

evaluate how changes in the network design impact these metrics. All metrics have been scaled and/or 

transformed to protect confidential company data. 

 

4.2.2. Comparison of Network Performance across Scenarios 

 

The comparative analysis is conducted across a set of selected, relevant scenarios for each of the 

following variables: fleet size, fleet composition, traveled distance, service time, routing cost and total 

cost. To protect our research partner’s proprietary information, the figures stated below have been 

scaled based on the magnitude of the baseline scenario. Moreover, all numerical comparisons are 

made with respect to the baseline, unless otherwise stated. 

 

Fleet Size 

 

When the distribution network is allowed to use 2 hours of overtime, the number of vehicles rented 

for the week decreases by 22%. Fewer tours are needed to deliver the same number of cases because 

of the extended service time. In line with this, using 4 hours of overtime reduces the number of 
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vehicles by 34%. However, when the hourly rate of pay for overtime is doubled, the model prefers 

renting vehicles without overtime; the extended service time does not provide enough productivity 

to overcome the increased costs. 

 

Sub-contracted vehicle modalities offer two more hours of service time compared to the company’s 

own fleet. If the model allows the use of these vehicle modalities, the number of vehicles performing 

deliveries decreases by an average of 25%. If government regulations prohibit the transit of large 

trucks (10-pallet, 12-pallet and 16-pallet trucks), the number of vehicles increases by 7% (with respect 

to the scenario allowing all vehicle modalities). This follows intuition; the distribution network would 

need a higher number of lower-capacity vehicles to serve the same level of demand.  

 

Figure 10 shows the weekly quantity of rented vehicles used over a set of scenarios. 

 

 

Figure 10. Quantity of Vehicles Rented per Week 

 

Fleet Composition 

 

When analyzing scenarios that only consider the company’s own fleet, the model consistently chooses 

more 10-pallet trucks over 6-pallet trucks (on average, 90% of vehicles are 10-pallet trucks and 10% 

of vehicles are 6-pallet trucks). These results show that the benefits provided by 10-pallet trucks’ lower 

variable costs per case is greater than the benefits of 6-pallet trucks’ lower fixed costs. Even in a 
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scenario when distance-based variable costs are increased by 50%, the model still prefers a mix of 

vehicles with a higher proportion of 10-pallet trucks (63% versus 37% for 6-pallet trucks). 

 

When sub-contracted vehicle modalities are introduced in the analysis, the results dramatically 

change. These sub-contracted vehicle modalities provide additional vehicle types (with different 

capacities than own-fleet vehicles) with variable driver pay structures based on cases delivered, lower 

variable rates per kilometer traveled, and longer service times. For instance, when all vehicle 

modalities are allowed, deliveries are typically performed by 16-pallet trucks (71% are 16-pallet 

vehicles; 26% are 6-pallet vehicles; and 2% are 3-pallet vehicles). However, when one DC is closed 

(either DC 2, DC 3 or DC 4), the model prefers using a well-balanced mix of 6-pallet and 10-pallet 

vehicles because this mix provides more flexibility to serve the customers previously served by the 

closed DC.  

 

Figure 11 exhibits the fleet composition over a set of scenarios. 

 

 

Figure 11. Fleet Composition 
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Traveled Distance 

 

In the baseline scenario, the total traveled distance by a vehicle, on average, is composed of 88% 

linehaul distance and 12% inter-stop distance. However, as maximum service time is extended, the 

proportion of inter-stop traveled distance increases, assuming other variables do not affect the 

results. In line with this, longer inter-stop distances occur when 2 hours of overtime are allowed or 

when sub-contracted vehicle modalities are introduced in the model. In the first scenario (after the 

baseline) below, the proportion of linehaul distance traveled increases up to 15% when 2 hours of 

overtime are allowed; in the second scenario, where 4 hours of overtime are allowed, this proportion 

increases up to 17%. However, when 2 or 4 hours of overtime are allowed at a higher cost, this trend 

does not continue. In these scenarios, the model prefers using a larger quantity of vehicles with 

shorter service times, which in turn decreases the inter-stop traveled distance due to time constraints. 

In scenarios when one DC is closed due to road blockages, the proportion of linehaul traveled distance 

increases up to 91%, as vehicles have to travel farther to serve customers in the closed DC’s baseline 

service area. 

 

Figure 12 exhibits the traveled distance over a set of scenarios. 

 

 

Figure 12. Traveled Distance 
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Service Time 

 

Across all scenarios, the linehaul travel time and the customer serving time account for, on average, 

12% and 75% of the total service time, respectively. However, certain scenarios provide significantly 

different results because of changes in fleet compositions or extended global service time. For 

instance, when 4 hours of overtime are allowed with an overtime hourly rate increased by 25% over 

the standard overtime rate, the linehaul travel time and the customer serving time represent 20% and 

68% of the total service time, respectively. This particular change in this scenario results from the 

model allocating a small number of vehicles with overtime allowed that travel long distances to serve 

routes farther away from the DCs. 

 

When sub-contracted vehicle modalities are also allowed, the proportion of customer serving time 

over the total service time increases to 80%. These vehicle modalities offer higher-capacity trucks and 

longer global service times, which enable the vehicles to spend more time effectively serving the 

customers. If the transit of large trucks is prohibited in the city, but the company still uses sub-

contracted vehicle modalities, the proportion of customer serving time over the total service time only 

decreases by 1%. This indicates that the benefits of having an extended service time offsets the 

detrimental effects of using lower-capacity vehicles. 

 

Figure 13 exhibits the service time over a set of selected scenarios. 
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Figure 13. Service Time 

 

Routing Cost 

 

In the scenarios where the model uses sub-contracted vehicle modalities in addition to the company’s 

own fleet, routing costs are lower compared to the baseline. Since these modalities offer extended 

service times, lower distance related costs, variable driver pay structures, and a wider variety of 

vehicle types, the distribution network has more flexibility to choose the mix of vehicles that can serve 

demand at the lowest possible cost. 

 

In the scenario where a fuel tax increases variable cost per kilometer by 50%, the total routing cost 

only increases by 4.7% with respect to the baseline scenario. This shows that distance-based costs are 

only a small part of the routing cost structure. This cost structure also includes the daily rent cost of 

the vehicle, the vehicle fixed cost, the fixed cost per delivery, the vehicle hourly operational cost, and 

the vehicle’s employee daily cost. Supporting this conclusion, if one DC were closed, the total routing 

cost would only increase by 3.5% with respect to the baseline scenario, as longer linehaul distances 

would only increase the distance-based costs.   
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Figure 14 exhibits the routing costs over a set of selected scenarios. 

 

 

Figure 14. Routing Cost 

 

Total Cost 

 

When we add the fixed costs and the rent costs of facilities to the routing cost, we obtain the total 

network costs. As the fixed and rent cost of facilities do not significantly change across scenarios (both 

costs are fixed costs), the routing cost is the main cost component in our analysis. As a result, the 

scenarios that allow the use of sub-contracted vehicle modalities are the ones that offer the lowest 

distribution costs. For instance, when all vehicle modalities are allowed, the total distribution cost 

decreases by 35% compared to the baseline scenario.  

 

Figure 15 exhibits the total network costs over a set of selected scenarios. 
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Figure 15. Total Distribution Cost 

 

4.2.3. Baseline Scenario Results and Analysis 

 

In the baseline scenario, all four distribution centers (DC1, DC2, DC3, and DC4) are opened each 

delivery day of the week. Average facility utilization was 68%, but ranged from 25% at the largest 

facility, DC 1, to full utilization at DC 2 and DC 3. Total facility and routing costs make up just over 58% 

of the total network costs for the week. 10-pallet trucks are the primary vehicles used. Network 

performance can be summarized by Table 10. Baseline Scenario Network PerformanceTable 10 below, 

which shows metrics per tour as well as relevant costs per kilometer driven, customer delivery, and 

per case delivered all broken down by facility. 

 

 

 

 

 

 

 



48 
 

Table 10. Baseline Scenario Network Performance  

Facility 

Name 

Average 

Number of 

Cases 

Delivered 

per Tour 

Average 

Distance from 

Facility to First 

Stop of Tour  

(km) 

Average 

Cost per 

km  

(R$) 

Average 

Cost per 

Delivery 

(R$) 

Average 

Cost Per 

Case 

Delivered 

(R$) 

Total 

Pixels 

Served 

Customers 
Served 

Vehicles 
Rented 

for 
Week 

DC 1 100 10.00 75.00 75.00 5.00 1,293 5,000 243 

DC 2 85 6.47 82.26 65.40 5.07 970 6,800 314 

DC 3 113 9.79 91.91 79.07 4.00 857 4,023 200 

DC 4 101 8.41 77.69 73.69 4.55 1,101 5,071 244 

*Transformed and Normalized to DC 1 

 

Plotting results visually, we can compare the optimized service areas of the distribution centers 

against what the company originally assigned. Figure 16 shows the differences in service areas. With 

an optimal customer-DC allocation, a decrease in service area size tends to follow a trend of low DC 

utilization. In the baseline scenario, DC 1 was on average 25% utilized and its service area is smaller 

than if it served its company assigned customers. With optimal customer assignment, DC 2 sees an 

increase in service area versus assigned customers, and its utilization is about 100%. It is important to 

note that the Baseline DC Allocation figure below represents the allocation on customers’ first serving 

days. As second and third deliveries are made in a week, service area overlap generally increased. 

 

 

Figure 16. Current DC Allocation vs Baseline DC Allocation 
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In the second baseline scenario, a second echelon of facilities was created. To determine the optimal 

location allocation, the fixed costs and daily rent costs of the second-tier facilities was ignored. Under 

this policy, the model created and flowed product through many more facilities than were actually 

needed and second tier facility utilization averaged less than 1%. However, some of the facilities were 

located close to each other. To improve utilization, we created three candidate facilities in locations 

where candidates were initially clustered and forced the model to consider the resulting candidates 

as second tier facilities. This improved utilization of the second-tier facilities to an average of about 

8%, ranging as low as 1% and as high as 41% on different days. The most utilized second tier facilities 

were located closer to the DC 2 and DC 3. This follows our intuition, as they were the most utilized 

facilities in the first baseline scenario. To try to further improve the utilization of a second tier, we 

selected only the most utilized facility from those three and forced the model to consider this. 

However, this actually decreased second-tier facility utilization. We re-used this facility location in 

later scenarios, though, to see if changing other input parameters warrant adding an additional 

echelon to the network.  

 

It is important to note, that when fixed facility costs and daily facility rent costs were re-introduced to 

the model, it did not elect to use a second echelon. This suggests that the candidate satellite facilities 

available in this network are too expensive. Any cost savings derived from shorter vehicle routes is not 

enough to overcome the facility fixed costs and daily rent costs. 

 

4.2.4. The Impact of Overtime 

 

Our analysis of scenarios related to labor relations centers on the use of overtime in the network. 

Drivers in the company owned fleet are allowed two hours of overtime in a day at an increased hourly 

rate. However, it is a company decision if drivers will use overtime to complete their routes; routes 

are assigned based on a given service time and drivers cannot choose whether or not they work 

overtime. To account for overtime, the service time of company owned vehicles was increased by two 

hours, and the daily cost updated to reflect the increased pay rate for the additional two hours. Since 

sub-contracted drivers are permitted up to 4 hours of overtime, we created candidate vehicles 

allowing company drivers to also use 4 hours of overtime to ensure a level comparison.  

 

With two hours of overtime used by all company drivers in the network, the network generally 

performs better; vehicle tours are more productive and 20% less vehicles are required. However, 

facility and routing costs only decrease by about 2%. This suggests that while overtime may improve 
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the productivity of routes, the increased labor costs almost offset the productivity gains. When 

overtime costs are increased by 50%, the model elects not to use overtime. At a 25% increase, though, 

it does.  

  

Table 11 below shows the network performance with 2 hours of overtime at its standard cost. 

 

Table 11. Network Performance with 2 Hours of Overtime Allowed  

Facility 

Name 

Average 

Number of 

Cases 

Delivered 

per Tour 

Average 

Distance from 

Facility to First 

Stop of Tour  

(km) 

Average 

Cost per 

km  

(R$) 

Average 

Cost per 

Delivery 

(R$) 

Average 

Cost Per 

Case 

Delivered 

(R$) 

Total 

Pixels 

Served 

Customers 
Served 

Max 
Vehicles 

Used 

DC 1 129 9.86 62.60 70.64 4.75 1,293 5,018 194 

DC 2 112 6.52 67.67 62.90 4.89 970 6,745 250 

DC 3 146 9.81 75.12 75.05 3.82 857 4,028 160 

DC 4 131 8.41 64.31 70.24 4.37 1,101 5,103 195 

*Transformed and Normalized to DC 1 

 

If four hours of overtime are allowed, total network costs are similar to the base case, but demand is 

served from only two DC’s, the DC 1 and DC 2. DC utilization averages 87% to accommodate the shift.  

Financial performance could be further improved by removing the two unused DC’s from the network. 

This strategy is not advised, though, since overtime is not a permanent solution for labor and should 

not be considered indefinitely available. 

 

4.2.5. Using Outsourced Labor 

 

In this case study, there are three vehicle ownership models available to consider in addition to the 

company’s owned fleet. Third-party fleet is an outsourced modality fully dedicated to the company’s 

requirements; logistics operator is a logistics firm that is part of the same business group as the 

company which outsources vehicles and employees to the company; and on-demand provider, 

internally known as SPOT, outsources vehicles and employees on demand (does not require advance 

planning). In addition to providing extra labor for the company, these modalities also offer vehicles of 

different capacities to be considered. Trucks range from capacity of 3, 6, 10, 12 or 16 pallets. Unlike 

company drivers who are paid a daily wage, pay for out-sourced drivers is completely variable, 

dependent on the number of cases they deliver in a day. Rates vary based on the relationship with the 
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company. The dedicated fleet is cheaper than the logistics operator, and both of those are cheaper 

than contracting vehicles at the Spot rate, where there is essentially no relationship between the 

company and the carrier. Again, we evaluate the fleet selection in unconstrained optimization; there 

is no limit on the types of vehicles available. 

 

For each modality, we evaluated a scenario where only one additional modality is allowed at a time. 

In all cases, the model preferred the new modality introduced instead of using the company’s own 

drivers. This makes sense, as a variable pay structure is more flexible and, since the company does not 

need to pay sub-contractor’s additional benefits, ultimately less costly. When the dedicated and third-

party fleet modalities are available, the model still allows some delivery to be completed by the 

company drivers, but when the SPOT drivers are introduced, the model no longer considers company 

drivers. This result was surprising given that SPOT vehicles are more expensive. The tradeoff the model 

makes comes down to available service time, as all of the sub-contracted modalities have regular shifts 

two hours longer than the company’s drivers. Given that vehicles with increased capacities are 

introduced in these scenarios, deliveries can be completed with 25% fewer vehicles than in the 

baseline scenario. Average cost per delivery decreases by 50% when the dedicated fleet is considered; 

by about 30% with the third-party fleet; and by about 50% when the SPOT carrier is used. This shows 

that a variable pay structure is cheaper than paying salaries. 

 

4.2.6. Analyzing the Network Footprint  

 

The baseline scenario recommends serving customers in a single-echelon network; candidate satellite 

facilities do not offer enough cost savings to justify their high fixed costs. We explore decreasing DC 

service area size to see if this forces the model to consider adding a second tier. Specifically, we 

reduced the service area of DC 1 (the largest in the network) to a 30 km radius and remaining DCs to 

15 km. We allow satellite facilities to serve a 10 km radius.  

 

Reducing DC service areas did not force the model to consider a second echelon. This again suggests 

that the costs of these second-tier facilities are too high. When the size of the vehicle fleet is not 

restricted, there is sufficient vehicle capacity in the network to serve demand with one tier of facilities. 
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4.2.7. The Impact of Government Regulations 

 

As discussed in section 4.1.5, the government in São Paulo could enact legislation that negatively 

affects the distribution network. We evaluate the impact of a tax on vehicle fuel, and the impact of 

regulations that prohibit large vehicles from performing customer deliveries in the city limits. If the 

government were to impose a 50% tax on the cost of fuel (increasing per kilometer delivery costs by 

R$ 0.65), average per delivery costs increase by less than 10%. If the fuel taxes were increased only by 

25%, the average cost per delivery increases by only 5%. Optimal vehicle selection does not 

significantly differ when a tax is introduced, which suggests that additional cost of fuel increases 

delivery costs linearly across all modalities. Even with the cost increases, the model still does not 

consider utilizing second-echelon facilities, suggesting again that the fixed costs of second tier facilities 

are prohibitively high. 

 

If larger vehicles were not permitted in the city, the company would compensate by using outsourced 

modalities to increase the fleet size of smaller vehicles. In this scenario, we forced the model to 

consider vehicles with capacities of less than 10 pallets. This narrowed the options to a 2, 3 or 6-pallet 

truck. Surprisingly, the network performed customer deliveries with 20% less vehicles and the average 

cost per delivery decreased by about 25%, even though the smaller vehicles had to travel further. This 

demonstrates that even with smaller capacity vehicles, the variable pay structure of sub-contracted 

drivers is preferred.  

 

We also forced the model to consider a multi-echelon network and noticed that while utilization of 

the second-echelon is less than 5%, the average cost per delivery from the satellite facility is almost 

30% less than from first-tier facilities. This shows there are significant cost savings available if second-

tier facilities are used, but the current network structure provides adequate delivery coverage, and 

the costs of these facilities are too high.  

 

4.2.8. Other Urban Considerations 

 

While traffic and congestion are nuisances anywhere, there was minimal impact on the delivery 

network. Per-delivery costs do not significantly change and the network responds by increasing the 

fleet size by less than 1%.  
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If infrastructure failure or social unrest prevented access to distribution centers, the network would 

be able to respond to most scenarios. The network becomes capacity constrained and delivery is 

infeasible when DC 1 closes since its capacity is significantly larger than the other DCs, but in all other 

cases the network responds by serving demand from the next largest available facility. An increased 

service area overlap is most noticeable when DC 3 is closed; DC 2 serves most of the customers, but 

DC 1 and DC 4 serve customers in the corners of DC 2’s new service area. Figure 17 below shows the 

change in service areas of each DC if access to the fourth DC is restricted. 

 

 

Figure 17. Network Response When One Distribution Center is Closed 

 

4.3. Summary and Outlook 

 

4.3.1. Key Insights 

 

The distribution network modeled in this case study performs best as a single-echelon network. DC 

capacity is sufficiently large for a typical week’s demand, and when an unlimited number of vehicles 

is permitted, a second echelon of facilities is not cost effective. Even as cost parameters change, the 

single-echelon network structure remains the most cost-effective design. Nevertheless, opportunities 

exist to improve delivery costs by using a variable pay structure. In addition, increasing vehicle service 

time presents opportunities for savings, but the increase should only be a maximum of two hours. 
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4.3.2. Future Extensions 

 

In addition to the scenarios we evaluated, there is still work that could be done to find improvements 

in the network. The model could be updated so vehicle fleet selection is constrained. By limiting each 

modality and vehicle type to a specific number of vehicles, the model could determine the optimal 

mix to serve customers. Introducing a fixed number of vehicles is also likely to significantly increase 

utilization in a second echelon as it would become necessary to utilize vehicles for multiple, shorter 

tours in a day. These shorter tours would likely depart from satellite facilities located in pixels that are 

not centrally located by the current DCs.  

 

Additional scenarios could also be evaluated to determine the impacts of demand uncertainty and an 

increase in customer density. Since there is extra capacity available in the current DC network, it is 

likely that introducing demand uncertainty would not change the physical footprint of the network. 

However, the model would need to be extended to determine what percentage of demand it should 

aim to serve and an underlying distribution of demand would be needed. Increasing customer demand 

density would likely encourage the use of second-tier, satellite facilities. Sensitivity analysis could be 

conducted to determine the magnitude of the change needed to warrant the use of these satellite 

facilities. Additional analysis could be conducted to determine the optimal characteristics of a 

candidate satellite facility. 
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5. CONCLUSION 

 

In this research, we propose a mixed integer linear programming model designed to solve a two-

echelon capacitated location-routing problem under deterministic demand. Then, we apply this model 

to optimize the large-scale, last-mile distribution network of a multinational beverage company in São 

Paulo, Brazil.  

 

The case study considers a single-echelon and a two-echelon network using company-owned vehicles 

with no overtime and one week of demand as baseline scenarios. Furthermore, the last-mile network 

performance is tested over a set of scenarios designed to simulate common issues in emerging 

markets. These include issues related to labor relations, outsourced vehicle modalities, high-density 

delivery areas, government regulations, fuel price volatility, traffic congestion, inadequate road 

infrastructure, and road blockages. 

 

The first baseline scenario, based on a single-echelon network, rearranges the customer-to-DC 

allocations. This leads to a rebalance of DC utilization and reduces overlaps in delivery service areas 

on customers’ first serving days of the week compared to the current network configuration. When 

the formulation allows for the opening of satellite facilities, the second baseline scenario, the model 

does not elect the second-tier facilities. This suggests that savings derived from shorter vehicle routes 

do not offset the fixed costs and daily rent cost of satellite facilities. 

 

The model evaluates the magnitude of flexibility offered through using overtime and sub-contracted 

vehicle modalities. Adding two hours of overtime to the maximum global service time increases 

productivity of vehicle tours and significantly decreases the number of vehicles rented, leading to a 

2% decrease in facility and routing costs. If overtime costs increase by 50%, the model elects not to 

use overtime at all. The flexibility of more vehicle types, variable pay structures, and longer available 

service times provided by sub-contracted vehicle modalities make these modalities more attractive to 

the model 

 

Government regulations, such as federal regulations governing the size of vehicles and fuel taxes, can 

considerably affect the last-mile distribution network. When larger vehicles are not permitted in the 

network, the model favors the use of outsourced vehicles. This reduces the number of vehicles rented 

and reduces the average cost per delivery due to subcontractors’ longer available service time and 

variable pay structure. Fuel tax hikes linearly increase the routing costs; for instance, 25% and 50% tax 
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hikes increase routing costs by 3% and 5%, respectively. Moreover, even when presented with 

increasing costs per kilometer traveled, the model still avoids opening satellite facilities because of 

the high fixed costs. This suggests that given the current cost structure, and with an unconstrained 

vehicle fleet, the current DC footprint is optimal in most scenarios. 

 

To improve the network in the future, the company should aim to maximize the use of sub-contracted 

vehicle modalities. Since in reality, the delivery network is constrained by the number of available 

vehicles, the company should re-evaluate the service areas of their current distribution centers and 

focus on finding new candidate satellite facilities with lower cost structures. These changes would 

allow the company to maintain service levels with a smaller fleet of vehicles and would likely lead to 

lower routing costs. While conducting this analysis, they should consider the scenarios we evaluated 

to ensure their network design can handle disruptions or other changes in their operating 

environment. 
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APPENDIX 

 

Appendix A: List of Scenarios Evaluated 

 

Grouping Description 

Baseline Scenarios 

A 
No overtime, no satellite facilities, all truck types operating as owned vehicles 
and all pixels with optimized DC-Customer allocation. Demand for 1 week of 
orders (the most representative week). 

B Scenario A + satellite facilities allowed. 
C A + satellite facilities allowed at zero cost. 
D A + 3 satellite facilities forced active. 
E A + 1 highly-utilized satellite facility forced active. 

Labor Relations: Overtime 

A 2 hours of overtime allowed. 
B 4 hours of overtime allowed. 
C 2 hours of overtime at 2x standard overtime cost. 
D 4 hours of overtime at 2x cost. 
E 2 hours of overtime at 1.4x cost. 
F 2 hours of overtime at 1.5x cost. 
G 4 hours of overtime at 1.25x cost. 

Vehicle Modalities: Sub-
contracted Labor 

A Dedicated fleet allowed (in addition to own-fleet). 
B Logistics operator allowed. 
C On-demand provider allowed. 
D All vehicle modalities allowed. 
E All vehicle modalities allowed + satellite facilities allowed. 
F All vehicle modalities allowed + 2 hours of overtime allowed. 

Government 
Regulations 

Size of 
Vehicles 

A No large trucks + all vehicle modalities allowed. 
B No large trucks allowed + satellite facilities allowed. 
C No large trucks allowed + 1 small cross-dock allowed 

Fuel Prices 
D 50% increase in variable cost per km. 
E 50% increase in variable cost per km + satellite facilities allowed. 

Urban 
Issues 

Traffic 
Congestion 

A 50% decrease in 1st tier linehaul speed and 25% decrease in 2nd tier linehaul 
speed 

B 50% decrease in 1st tier linehaul speed and 25% decrease in 2nd tier linehaul 
speed + small cross-docks allowed 

C 50% decrease in linehaul speed and 25% decrease in inter-stop speed 

Road 
Blockades 

D All vehicle modalities allowed + DC 1 closed 
E All vehicle modalities allowed + DC 2 closed 
F All vehicle modalities allowed + DC 3 closed 
G All vehicle modalities allowed + DC 4 closed 

Network Analysis 
A DC 1 open + allocation of additional DCs 
B DC 1 and DC 2 open + allocation of additional DCs 
C DC 1 and DC 3 open + allocation of additional DCs 

 


