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Abstract
In this thesis, I explore the application of integrated photonic systems to quantum
information processing as well as quantum and classical communications. The common thread throughout this work is the efficacy of variational numerical optimization
in the design and optimization of photonic/bosonic systems.
I present the programmable nanophotonic processor (PNP) platform that we developed, which is one way to realize an arbitrarily reconfigurable linear optics platform. I explore the prospects of realizing high fidelity quantum gates in this system,
demonstrating through black box numerical optimization that we can compensate for
a realistic model of fabrication error in the silicon photonics platform.
Next, I discuss the design and construction of a next-generation PNP laboratory
testbed, from the silicon photonics design up through the thermal and mechanical
packaging, and the custom control and monitoring electronics. I discuss experiments
using PNPs as a novel type of optical network switch, capable of both unicast and
multicast operation, demonstrating its benefits in a small network testbed.
Looking towards the future, I show that the integration of optical nonlinearities with PNPs would enable a quantum optical neural network (QONN) platform,
demonstrating through simulation that these QONNs can be optimized to perform
a variety of quantum and classical information processing tasks. I then expand the
application of these systems from information processing to communications, showing
that QONNs provide a natural platform to realize one-way quantum repeaters.
Finally, I demonstrate the efficacy of the numerical techniques used in this thesis to
a related system: cold atoms trapped in an optical lattice, the dynamics of which are
similar to photons with interactions. We show that the optimization of the parameters
of a simple one-dimensional model of this system can realize a universal gate set for
quantum computing.
Thesis Supervisor: Dirk R. Englund
Title: Associate Professor of Electrical Engineering and Computer Science
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Introduction

Over the longer term, the rate of increase is a bit more uncertain,
although there is no reason to believe it will not remain nearly constant
for at least ten years. That means by 1975, the number of components
per integrated circuit for minimum cost will be 65,000.
I believe that such a large circuit can be built on a single wafer.
GORDON E. MOORE

The use of optical systems that leverage the coherent nature of light to aid compu-

tation has a rich history, dating to at least 1859 when Foucault used light diffracted
from the edge of a knife to characterize the optical surfaces of telescopes [1], predating the analytic theory (Abbe's theory of coherent image formation) by fourteen
years [2]. Over the next century, such analog computational techniques continued
to be developed for a number of applications.

By the 1960s-prior to widespread

digital computers- optics were used to aid the computation of Fourier transforms,
convolutions, cross correlations, and more [3, 4, 5].
With the 1960s also came the integrated circuit revolution, with the first silicon
integrated circuit being developed at the start of the decade [6]. As predicted by Gordon Moore in 1965 [71, the number of cost-effective transistors in an integrated circuit
has grown at an exponential rate ever since1 [7]. While this rate has recently slowed,
the massive computational power integrated circuits have given digital computers has
'The original prediction made by Moore was that this would double every year, which he revised
to every two years in 1975 [6]. The actual value has been more like doubling every 20 months,
making Intel executive David House's contemporary prediction of computing power doubling every
18 months (which is commonly cited as "Moore's law") the closest [8].
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obsoleted most analog signal processing techniques. Just as chemists no longer weigh
meticulously cut out spectrograms to compute their integral, optical systems are no
longer needed for the efficient computation of Fourier transforms, filtered signals, or
any of the other original applications.
However, no matter how powerful digital computers get, optics and optical information processing will have impact in two fields: communications (both classical and
quantum) and quantum computing. Most high-speed communications links by now
are optical systems, with digital processing on either end of each point-to-point link.
However, as networks continue to scale, it is likely that some direct processing of the
light will be necessary [9]. For quantum systems, photons are the natural medium
for transmitting quantum information over space: they tend not to interact with
each other, are temperature-insensitive, and can be transmitted over long distances
with low loss. Finally, linear optical quantum computing is one of the competing
architectures that may realize a true quantum computer [10].

1.1

Summary of Thesis

This thesis investigates the application of optical systems to next generation communications and information processing systems, particularly through the lens of
integrated photonics. Integrated photonics are computer chips that are specifically
manufactured for the processing of light. They integrate waveguides, beamsplitters,
phase shifters, modulators, resonators, and other optical devices on chips that are typically orders of magnitude smaller than traditional free-space and fiber-based optical
components.
In particular, we focus on the design, fabrication, and application of reprogrammable
photonic systems. Over a discrete set of n optical modes, the input/output relations
that can be realized using only linear components (i.e. components whose behavior
does not depend on the intensity of the light) can be described by the set of unitary matrices of dimension n, denoted U(n). As Reck et al. [111 showed in 1994, a
relatively simple network of beamsplitters and phase shifters can be programmed to
12

............

realize any member of U(n).
Chapter 2 investigates the practical realization of such a reprogrammable photonic
system in the silicon photonics material platform, which we term a programmable
nanophotonic processor (PNP). Silicon photonics leverages the advances in silicon
processing since the invention of the silicon integrated circuit in 1959 [12]. The critical
dimensions necessary for photonics are dramatically larger than those achievable with
modern silicon fabrication processes, making the manufacturing of precision photonic
systems both feasible and cost-effective. However, even with modern silicon processes,
small fabrication variations remain. For the successful realization of quantum gates at
the necessary fidelity for quantum computing, these variations must be compensated
for. Chapter 2 shows that, by characterizing these variations and applying black
box optimization techniques, we can achieve this high fidelity operation simply by
adjusting the programmed phases. This work was presented at CLEO 2015 [13], was
published in [14], and we obtained a patent on the system design [15].
Chapter 3 discusses the realization of PNPs in an experimental setting. We discuss
the design and fabrication of a next-generation system that is capable of uniform
operation over a wide optical bandwidth. We show the packaging steps necessary for
the mechanical and thermal stability of this system. We also show the design of a
high-resolution, 240-channel electrical control and monitoring system, necessary for
the optimal control of these systems.
Chapter 4 discusses the application of PNPs to optical networking. In particular,
we discuss their application as an optical network switch capable of both singleand multi-cast operation. We use a small network testbed, constructed from eight
servers and eight FPGAs for traffic sorting, to demonstrate the advantage of a hybrid
optical/ electrical network. Finally, we discuss the larger picture of their application
within an optical flow switching [91 framework. This work was presented at CLEO
2017 [16] and 2018 [17], and a patent application was submitted [17].
Chapter 5 takes a more speculative view, investigating the advantage of introducing a single-photon nonlinearity. We demonstrate that, with a sufficiently strong
nonlinearity, we can realize a quantum optical neural network (QONN) that is capable
13

of being trained to perform a variety of tasks. We use a variety of standard quantum
optics tasks to benchmark these systems, demonstrating their capacity to learn. We
show that they can learn to emulate the behavior of other quantum systems when
trained on input/output state pairs. We demonstrate the design of a quantum optical
auto-encoder that can learn to compress a family of quantum states onto a smaller
latent space.

Finally, we demonstrate the networks' ability to learn to perform a

classical controls tasks, balancing an inverted pendulum. This work was published in
[18].
Chapter 6 investigates the applicability of the QONN architecture to the realization of one-way quantum repeaters [19]. These are systems that correct for photon
loss errors in encoded states in such a way that no round-trip communication is needed
between the repeater station and the transmitter of the state (as is required in standard quantum repeater protocols).

We demonstrate that we can realize repeaters

for several standard bosonic codes, providing a path to the realization of one-way
quantum repeaters.
Chapter 7 applies the philosophy of previous chapters to a different type of bosonic
system. In particular, we demonstrate that the philosophy of determining the desired
transformation of a system, constructing a cost function for this desired transform,
parameterizing a physical system, and applying standard optimization techniques to
those parameters is effective both in linear photonics and elsewhere. We focus in particular on cold atom systems that are well-modeled by a Bose-Hubbard Hamiltonian.
We demonstrate that we can realize a universal gate set with high fidelity in these
systems, as well as in linear photonic systems. This work was published in [20].
Finally, Chapter 8 summarizes the work presented in this thesis and discuss future
research directions.
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2
Programmable Nanophotonic Processors

There is a danger, then, that readers will come away with the impression
that analysis is more challenging and important than modeling. To the
contrary, for work on real-world systems, modeling is almost always
more difficult, more challenging, and more important than analysis.
ROBERT

2.1

G. GALLAGER

Introduction

In 1994, Reck et al. [11] showed that it is possible, with

(')

reconfigurable beamsplit-

ters and phase-shifters, to construct a system that can be programmed to perform any
arbitrary unitary transformation over m modes. In other words, with "3-)

beam-

splitters and phase shifters, you can implement a system that can be programmed to
perform any optical transformation over a discrete set of modes that does not depend
on the intensity of the input light. This began a long campaign to try to implement
such a system, culminating in 2014 when Carolan et al. implemented this system
with a silica integrated photonic system [21].
In this chapter, we present the results of parallel efforts to construct such a system
in the silicon photonics platform, which is CMOS compatible and offers a promising,
scalable route towards integration of these "Programmable Nanophotonic Processors"
(PNPs) for applications from universal quantum computing to optical networking. We
start by establishing a mathematical framework for the operation of reconfigurable
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beamsplitters, the building blocks of PNPs, showing both their idealized operation
and how we model those in real-world systems. Next, we show how to program these
building blocks to perform basic operations from linear optical quantum computing
(LOQC), including the implementation of a full quantum algorithm. We use these
LOQC examples to investigate the effects of manufacturing variation on their fidelity.
We demonstrate techniques we developed to characterize and compensate for this
variation, recovering high-fidelity performance from systems that otherwise would be
useless for quantum optics applications.

2.2
2.2.1

Beamsplitters
Beamsplitter Theory

The implementation of a programmable nanophotonic processor relies on the existence
of reconfigurable 2 x 2 beamsplitters and single-mode phase-shifters. To be specific,
we want a device that takes two optical modes as inputs and outputs two linear
combinations of those modes. In terms of intensity, this might look something like

(
I "ut)

T

-

1

-

T

1- T

T

(in)

1)
in)

(2.1)

where T E [0, 1] is the amount of power "transmitted", staying in the same mode, and
1 - T is the amount of power "reflected", ending up in the opposite mode.
While this qualitatively captures what we understand the action of a beamsplitter
to be, light is a wave and thus we need to take into account the phases of this
transformation, to account for interference effects. As I

=

E

2,

we might naively

take the square roots of the elements of the matrix, letting t2 := T and representing
the transformation on the electric field components as
E( out))-

t

E2

-

ti
2
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t

[E(in)

E (")

(2.2)

However, this approach is unphysical assuming t is real; energy is not conserved as
the transformation is not unitary. This can be verified by calculating the product of

11 -t t2

t

/1 - t 2

t

(/ V- -t2

t

t2+ (1

V1-t2

t

2ts/

t2)

- t2
2

2t

t2 + (I - t2)

3-t
(2.3)

)

t

-

the matrix with its conjugate transpose

(1

2t /1 -1t2

(2.4)

2t/1 -t2
For this to be equal to the identity, we need t/1 -

=0, which only occurs fort E

{-1, 0, 1}, i.e. only when there is no mixing of the modes. This makes intuitive sense:
the respective phases of the matrix elements only matter when we have interference
between the two input fields.
We can find the allowed forms of the transformation by preserving the magnitudes
of the matrix entries, allowing their phases to vary, and then imposing the unitary
condition that BtB = I:
ei02 /

B

(e

3

-

(2.5)

e i4t

t2

I

BY B =

-t2

t

(e-44J1-2) + e-i(3-04)) t /1 - t2

1

(2.6)

-t2
( (e i(1-02) + ei(03-4)) tV/1

In order for BtB to be equal to the identity, the off-diagonal entries must be equal
to zero.

Other than the trivial cases of t E {-1, 0, 1}, this implies the following

restriction on the phases

e 01-02)
-- (41-02)

+ e 03-44)
-

(2.7)

= 0

ei(+03-04)

- 1 - 02 =7r

+
17

3 --

#4

(2.8)
mod 27r.

(2.9)

So long as this is satisfied, B c U(2) and we have an energy-conserving transforma-

c

tion. In the following, we assume 0i

[-7r, 7r] Vi such that equality is equivalent to

congruence modulo 27r.
There are obviously infinite solutions to the congruence in Equation 2.9. The
most pertinent solution for this work is the symmetric case where the transformation
is unchanged under mode exchange, i.e.

0 1 B(symm)

B(symm)

1
eiel t
i03V/_1 -

0)(1

e i02 Vj1 - t2
t2

eid0

01

=

-

t

i

q4 and # 2 =

03.

ei02/ -

Inspection shows that this is satisfied when

(2.10)

0)

e i04t

ei04t

0 1
tt2

(.1

If we fix # 1 = 0 for

simplicity (equivalently, ignore a global phase), Equation 2.9 requires that 20 2 + 7
0

==>

02

=

.

In other words,

B(symm)=

(

t

ZV

t2

(2.12)

The other case of interest, which arises in the following section, is the case where

#1

=

#2

=

#3=

0 and 0 4 = ir, which can be verified to satisfy Equation 2.9. This

yields the zero-trace transformation
t

21-t2

Finally, it is useful to note the cases where T
to each of the two outputs. In this case, t =

721v/-.

(2.13)

Vj__
-t

1-t2

= 2',

and, in the symmetric case, we have

(2.14)
v12
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i.e. each input is split equally

The zero-trace version of this is

(2.15)

which is also known as the Hadamard transformation.

2.2.2

Reconfigurable Beamsplitters

As discussed, to realize universally programmable photonics, we need our beamsplitters to be reconfigurable, i.e. we need a physical way to vary t. There are a number
of ways of realizing this; this work makes use of readily available phase modulators,
i.e. physical devices that perform the operation E(ut) = e'E(") for a variable 0. The
physical mechanism that allows this will be discussed in a later section; for now, it
suffices that we have a device that can perform the operation

(011,

02)

(2.16)

iO 0 e

=

for variable 01 and 02 (i.e. a pair of phase shifters, one for each mode). We can then
combine this phase modulator with a pair of beamsplitters of fixed transmissivity to
construct what is known as a Mach-Zehnder interferometer or MZI. Assume for now
that these fixed beamsplitters are the symmetric, equal power splitting ratio type seen
in Equation 2.14. Sandwiching E(01, 02) between two of these beamsplitters yields a
transformation we term M(0 1 , 02)

M(01 12) :=

(

) (e
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)

(

1i es" 0 1Zi
.

(2.17)

To more clearly see the operation of the MZI, it's convenient to symmetrize the
variables. Define
01-02

(2.18)

2
01

02

(2.19)

2
We can rewrite Equation 2.17 in terms of these new variables as
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es (1
2

= ied

i

(ed

1

0

sins
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e-'6

cos

)

(2.20)

(

I

(

M(, 6) =

_

(2.21)

cos6 -sin)

from the previous section, Equation 2.13, with t

=

sin S and a global phase of 0+

.

In this form, it's clear that M(W, 0) has the same form as our zero-trace beamsplitter

Finally, it will be useful later to know that, by sandwiching M(6, 0) between two
phase differences, we can realize any arbitrary 2 x 2 unitary transformation. As a
unit cell, we can regard this as simply including a second pair of phase shifters at the
output. This is depicted in Figure 2-1; the corresponding resulting transformation
0

( sin 6

eit2

cos 3

looks like
e.

(out)

cos

e

(in)

0

(2.22)
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Or, symmetrizing again
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Figure 2-1: Physical realization of a Mach-Zehnder interferometer, with corresponding

transformations for each element noted. Waveguides are in blue, they are brought
close together to form directional couplers. and phase shifters are in orange.

yields
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osu ei(4in) sin s e2.-7s
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(Ou) i((n)+(out)) S

Appropriate programming of S,

ei(.3(in)

(Out))

(2.27)

"(in),and S(out) then allows for the selection of any

2 x 2 unitary matrix, up to a global phase that can be set with any or all of 9, 5"
and

q(out).

When multiple MZIs are tiled together, as in the schemes discussed later,

the output phase shifters of one MZI are shared with the input phase shifters of the
next; the appropriate phase for each shifter is simply the sum of the two desired
phases for the programming of each MZI.

2.3

Fabricating Reconfigurable Photonics

After Reck et al.'s publication, there were a number of attempts to construct a recon-

figurable system using free space beamsplitters and phase shifters. However, the requirement of simultaneous phase stability and calibration of all possible paths through
the system was beyond experimental capabilities. The rise of integrated photonics,
however, gave hope that phase-stable systems with hundreds of interferometric components could be constructed by monolithically integrating them on a single chip.
Prior to the work presented in this thesis, there was great progress implementing
quantum optics on a chip. Photonic integrated circuits in several different platforms
had demonstrated quantum simulation [22, 23], bosonic quantum walks [24, 25, 26],
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boson sampling [27, 28, 29, 30], quantum state preparation 131, 32], and linear optical
quantum gates [33, 23].
In this work, we chose to focus on the silicon photonics platform, as it is CMOScompatible, meaning it can be readily integrated with control electronics, and there
has been a staggering amount of commercial progress in the fabrication capabilities,
driven primarily by the optical communications industry. Long term, we hope to
leverage this ongoing progress into a viable platform for large-scale quantum optics.
The first step towards this, the work presented here, was demonstrating that the
current level of fabrication accuracy is sufficient to achieve high-fidelity quantum
systems.

2.3.1

Silicon Photonics MZIs

The first step in this analysis is understanding how an MZI is fabricated in a silicon
photonics process.

As seen above, we need two devices to implement an MZI: a

beamsplitter and a phase shifter. Both are readily available in silicon photonics, and
their combination to form an MZI can be seen in Figure 2-1.
A beamsplitter in silicon photonics can be implemented using a device known as
a directional coupler. Two single-mode waveguides are brought close enough together
that their evanescent fields overlap.

This causes field oscillation between the two

waveguides in a process analogous to Rabi oscillation. The amount of power that
is coupled from one waveguide to the other goes sinusoidally with the length of the
structure; we achieve a 50/50 splitting a ratio by constructing a device of the correct
length such that 1/4 of an oscillation occurs. As the physical structure is both vertically and horizontally mirror-symmetric, the correct beamsplitter matrix to represent
this structure is the symmetric beamsplitter of Equation 2.14.
There are several ways of implementing a phase shifter in silicon photonics, all
of which can be treated as modulating the effective index of a waveguide. As a field
propagates along a waveguide-say, along the i-axis-the phase of the field evolves
as eikz where k :=

feffi. The exact value of nTgff is a function of the geometry

of the waveguide, the refractive index of the waveguide material (here, silicon), and
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the refractive index of the surrounding medium (here, silicon dioxide). Changing the
refractive index of the media will in turn affect neff. This is commonly done in silicon
photonics either by changing the temperature of the waveguide-which modulates
silicon's index of refraction in proportion to its thermo-optic coefficient, approximately
1.8 x 10

4

K- 1 at 300K-or by injecting/ depleting carriers from the silicon. The latter

modulates the index of refraction through interactions between the charge carriers
and the electromagnetic field. While carrier modulation is much faster than thermooptic modulation, scattering from the charge carriers causes a modulation-dependent
loss, which is unsatisfactory for quantum applications. Therefore, we focus here on
thermo-optic modulators.
The goal of this work was to determine, using existing data on manufacturing
variation, whether we could achieve high-fidelity performance of quantum systems
programmed into systems fabricated with silicon photonics. As detailed in the following sections, minute variations in the manufacturing process yield directional couplers and phase shifters that do not apply the exact transformation desired. We use
real-world measurements of process variations to build statistical models of how we
expect systems to perform. In the following sections, we use these models to evaluate
the performance of systems with no compensation and then show how to characterize these systems, compensate for the fabrication errors, and recover high-fidelity
quantum optical transformations.

Manufacturing Variation of Directional Couplers
The primary impacts of process variation on directional couplers can be seen in Figure
2-2(a). Imperfections in the waveguide dimensions (which affect the effective indices
of the waveguides) and in the gap between the waveguides (which affects the overlap
of their evanescent fields) cause deviations in the field oscillation rate as a function
of length. As discussed above, a directional coupler is designed for the oscillation to
last exactly 1/4 of a period. As the oscillation is sinusoidal, this is the most sensitive
point, resulting in meaningful real-world deviations in splitting ratio.
To model these variations, we used full-wafer characterizations of the splitting
23
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Figure 2-2: (a) Cross section of a directional coupler, showing the dimensional variations due to process errors. The dominant terms affecting the variation in splitting
ratio are w, the width of the waveguide, h, the height of the waveguide, and g, the gap
between the waveguides. (b) Cross section of a thermo-optic modulator. Free carriers
due to the dopants required to heat the waveguide interact with light traveling in the
modulator, resulting in loss.
ratio variation typical in a silicon photonics [34]. Specifically, we modeled our beamsplitters as symmetric, but with normally distributed splitting ratios of mean 50%7c
and standard deviation 4.3%, i.e.

D(T) :=

(2.28)
iV/ -T

T ~

vIT

(0.5, 0.0432).

(2.29)

Manufacturing Variation of Thermo-Optic Modulators
There are two sources of variation in fabricated thermo-optic modulators: static phase
errors and loss. The former means that, due to variations in waveguide width and
interactions with the dopants that are used to create the heater, there is some variation
in the phase applied, even without the heater turned on. The latter error, loss, also
arises from interactions with the dopants as illustrated in Figure 2-2(b). As the doping
has statistical variations across the wafer, this loss is not equally matched across all
modulators.
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As we show in a following section, the static phase offsets can be measured precisely
for each modulator in a given device, and then compensated for simply by applying
accordingly offset modulation. As such, we ignore these static offsets for our fidelity
simulations.
We again use wafer-scale data [35] to model the distribution of the losses. We
use a rectified normal distributioni of mean 5.16% and standard deviation of 2.84%.
That is, we model a pair of phase shifters as

(011

Y1,

72) :=

(DL
-2,

(2.30)

0V1I - 7Y2e

Yi ~

R( 0 .0 5 1 6 , 0.02842).

(2.31)

Note that this is not a complete description of the loss from a quantum optical
perspective. The more accurate way to represent this would be to introduce a loss
mode for each phase shifter and model the loss as a beamsplitter with reflectivity
equal to the loss, coupling between the phase shifter's mode and the new loss mode.
A fully accurate quantum mechanical description of the evolution of the system can
then be given by tracing out the loss modes, resulting in a density matrix representing
the final state. However, this is unnecessary in a purely linear optics context, as the
equations governing state evolution (the 4D function that will be introduced in Section
2.4.1) rely only on the coefficient of the transmitted mode.

2.4

Programmable Photonics

As discussed, Reck et al. [11] showed how to use programmable beamsplitters and
phase shifters to construct a system that can be programmed to implement any
arbitrary unitary transformation over a discrete set of modes. In 2016, Clements et
'This is a normal distribution whose negative tail has been truncated, and the distribution renormalized. It is sampled numerically by drawing samples from a normal distribution and discarding
samples below zero. Note that, for the chosen parameters, the probability mass of the non-rectified
normal distribution below zero is about 3.5%, so this represents a relatively small shift in the overall
distribution.
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al. [36] showed a second geometry that allows for the same universality with higher

)

tolerance to losses internal to the system. However, both of these schemes require (2
beamsplitters, with a minimum depth of m beamsplitters. In many cases, including

those we will be concerned with here, it is possible to construct useful systems with far
fewer resources. In this work, we focus on three systems from linear optical quantum
computing, including two quantum gates and a multi-gate system capable of running
a full quantum algorithm, the iterate phase estimation algorithm [22].
Figure 2-3 shows our general architecture: a mesh of MZIs with phase shifters at
the inputs and outputs. A sufficiently dimensioned mesh of this type yields a Reck
or Clements type universal system, but here we focus on the direct programming of
known quantum gates into this system.
To understand the impact of process variation on this architecture, we need to
understand the relationship between the linear optical transformation applied by a
system and the corresponding quantum optical transformation. Because we will be
concerned with the case of multiple indistinguishable photons arriving at a given
system, we must take into account the exchange statistics of the photons.

2.4.1

State Evolution in Linear Optical Quantum Systems

The set of basis states we are concerned with are the Fock states. For n indistinguishable photons distributed over m modes, the basis elements are all of the possible
assignments of photons to modes. For example, if we have 3 photons in 4 modes,
12, 0, 0, 1) is the state where there are two photons in the first mode and one photon
in the fourth. For a given n and m, there are

(""r-1)

of these states.

Given a system described by a linear optical unitary U and a pair of Fock states
10j) , 10j), we can determine the transition amplitude from

4'j)

to 10/) using the P

homomorphism from [271. That is, there exists a multi-particle unitary 1(U) over
the Fock basis whose i, j entry is ('Vh I(U) Ibj). i captures the fact that we cannot
determine which path a given photon has taken-i.e., photons are not labeled-so we
must sum the quantum amplitudes over all the possible permutations of input-output
paths for a given pair of states.
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CNOT

MZ1

Waveguide

Figure 2-3: PNP architecture, with MZls required to implement a Controlled-NOT
gate highlighted

It is easiest to see how this works with an example. Take an example 4x4 unitary
matrix
U 1 ,2

U 1 ,3

U 1 ,4

U 2 ,2

U 2 ,3

U 2 ,4

U 3 ,1

U 3 ,2

U 3 ,3

U 3 ,4

U 4 ,1

U 4 ,2

U 4 ,3

U4,4

U1,1

U(ex)

(U2,1

(2.32)

and a pair of Fock states

i)

1,1,1, 0)
1, 0, 1).
:= 1,out)

To compute (POt <(U(ex))

I'in),

(2.33)
(2.34)

we need to consider all possible paths of photons

through U(ex) that lead from Il/)n) to 1out). For example, consider the case where
the photon entering in mode 1 leaves in mode 1, the photon entering in mode 2 leaves
in mode 2, and the photon entering in mode 3 leaves in mode 4. Respectively, the
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Figure 2-4: Visual explanation of all-paths computation
amplitudes associated with each of these events individually are u1,1 , a2 ,2 , and u 4 ,3

.

0

0

The amplitude associated with all three of these events happening together is given
by their product, i.e.

u1 , 1 u 2 ,2 u4, 3

.

*0

0

0

However, this is only one of the possible input/ output permutations. To capture
the full dynamics of the system, we have to sum over the amplitudes associated with
all 3! = 6 possible permutations. This is illustrated in Figure 2-4; for each possible
permutation, we take the product of the three corresponding matrix elements and
then sum all six of these products. As is shown, this is equal to the permanent of a
particular submatrix of U

),

which we will term U(.x)

Aaronson and Arkhipov [27] give an algorithm for finding UST for a given U, '~iT),

IPOUt)

triplet:
* Assume U has dimension m x m (i.e. there are m optical modes) and that we
have n photons
* Define si and tj to be the number of photons in the ith mode of kboUt) and

'i/j),

respectively
" For each i, form a m x n matrix

UT

by taking t2 copies of the ith column of U
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* For each i, form a n x n matrix UST by taking si copies of the ith row of UT

e Then, (Kout14(U)

I/'ir) = Perm(UST)/Vs!s 2 !...sm!tl!t2 !...tn! where the final

normalization division deals with the permutations per mode if there is more
than one photon in a given mode.
For our example,
e m= 4 and n = 3

* s~= [1, 1,O 1] and t= [1, 1,1, 0]
e We take one copy each of the first, second, and third columns and form a 4 x 3

matrix, forming U(")
T

U1, 1

U 1 ,2

U 1 ,3

U2,1

U 2 ,2

U 2 ,3

U 3,1

U3,2

U 3 ,3

U4 , 1

U 4 ,2

U 4 ,3

* Next, we take one copy each of the first, second, and fourth rows of Uex)
U 1 ,1

forming U(ex)
ST
=

U 2 ,1

U1,2

Ul,3

U 2 ,2

U 2 ,3

U 4 ,2

U 4 ,3

S(1, 11 1, 01 1(U(ex)) 11, 1, 0, 1) = Perm(Usex)
Note the lack of a normalization factor in the final term, as no mode has more than
one photon for the input or output states.
Using this algorithm, we can compute the full multi-particle unitary 4(U) over
the Fock basis.
D = (n+-1)

We do this by considering the full set of basis states
To find the i, jth entry of 4(U), we compute (eil I(U)| e) using

the algorithm above.

2.4.2

Quantum Gates in Programmable Photonics

We studied two linear optical quantum gates: the controlled-NOT (CNOT) gate
and the controlled-phase (CPHASE) gate. For the former, we used the post-selected
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Figure 2-5: Design of a post-selected CNOT gate, from [37]
version of the CNOT gate from [37], the design of which can be seen in Figure 2-5;
Figure 2-6 shows how it could be programmed into a PNP. Note that, although it is
a 6-mode system, it requires only a depth of 3 MZIs to implement., unlike a Reck or
Clements encoding.
The second gate we studied was the programmable controlled phase gate, where
the control qubit determines whether a phase X E [0, 27r], is applied to the target
qubit. The design we used was from [38].
These gates make use of what is known as a dual-rail encoding. A qubit is encoded
onto a pair of modes, with the photon being in the first mode representing the 10)
state and the photon being in the second mode representing the 1) state. These
modes are labeled for the CNOT gate in Figures 2-5 and 2-6 for the control (co
and ci) and target (to and ti) qubits. This means that not all possible Fock states
are valid qubit states. For the CNOT gate illustrated above, there are four valid
computational states over the six optical modes of the gate: |V0) = 10, 0, 1,1, 0),
jol) = [0, 0,1, 0,1, 0], |1i) = [0, 1, 0, 1, 0, 0], and Inn) = [0, 1, 0, 0, 1, 0]. All of the
other (6+2-1) = 21 Fock states are not valid computational states.
As are all linear optical quantum gates, these gates are post-selected. This means
that they succeed only probabilistically. In the case of the two gates we consider,
the condition under which they succeed is that the output state is a member of the
computational basis. As we can assume the input state is a valid computational state,
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Figure 2-6: The post-selected CNOT gate implemented on a PNP. sin 2 6, as seen in
Section 2.2.2, is the power splitting ratio of the MZI and S(Out) is the output phase
difference. In all cases, the average phase through a layer should be equal.

this means we need only consider a submatrix of the full 4D(U) describing this system,

{ 00)

that over the computational basis

01). 10) ,11)}.

Call the 4 x 4 submatrix

over this basis 4DC(U).
If we write out the 6 x 6 linear optical unitary of the CNOT gate above, it looks
like
13

0

0

0

0

0

0

0

0

0

0

01

2

.

v

UCNOT

0

0-

0

0

0

o

0

v'6 76

v/3-

0 10

0

0

7
1

1

1

1

1

(2.35)

2

11

We can then calculate the action of this over the computational basis

3

1 c(U
~ o

(

0

1
3 0)
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1 0 0

00

1 0

(2 36

This is equal to

j

times the logical action of a CNOT gate on two qubits. In other

words, with probability 1/9, a computational basis state will have the CNOT gate
action applied. Additionally, post-selected on the state leaving in the computational
basis, the state has the CNOT gate operation applied.

This gives us a way to evaluate the action of a programmed CNOT gate: compute
the linear optical transformation Uappi applied by the system, errors included. Then,
we can calculate the action on the computational basis bc(Uappi). We can then compare this to the desired action

which we do using the Hilbert-Schmidt

4c(UCNOT),

inner product [39]

F

(4Dc(Uappi), &Ic(UCNOT))

(2.37)

Tr [4Ic(Uapp1 tt4)c(UCNOT)

To account for post-selection normalization, we scale the matrices such that
F (<Dc(Uappi), Dc(Uappi))

=

F (<Dc(UCNOT), 4c(UCNOT))

=

1.

(2-38)

This is necessary as, due to the non-zero loss, the success probability of Uappi will be
less than 9, and allows us to account separately for decreased success probability and
infidelity of the applied action.

We conducted the same process for the CPHASE gate. In the ideal case, for a
given controlled phase X,

D(UCPHASE(x))

=

1

0 0

0

0

0

0

(2.39)

P()

1

0 0 0 eix
where the success probability P varies as a function of x.
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2.4.3

Simulation Results

Using the distributions presented in Section 2.3.1, we performed Monte-Carlo simulations for 1,000 different instances of a PNP with a CNOT gate programmed. Similarly, we simulated 300 different CPHASE gates, tuning each for six random choices
of the controlled phase X, equally distributed over [0, 2-r]. For each instance, values
of the disorder and loss were independently sampled for each element (respectively
directional couplers and phase shifters).
In each case, we calculate the fidelity using the Hilbert-Schmidt inner product
described in the previous section. The full results are seen in Figure 2-7, in blue.
Without any corrections applied (see following section), the CNOT gate has a median
fidelity of 94.52%, which is similar to experimental values from custom, single-purpose
PICs (e.g. [33, 40]). Similarly, we find the median fidelity of the CPHASE gate to
be 92.2%. In both cases, using techniques described in the following section, we find
that we can, simply by choosing better values for the applied phases, achieve median
fidelities of 99.99%. The results for each of these optimizations are also shown in
Figure 2-7, in green.

2.4.4

Correcting for Fabrication Errors

Our goal in this work was to demonstrate that it is possible to achieve high-fidelity
operation of quantum gates in PNPs. However, the naively programmed gates, as
shown in the previous section, have fidelities far too low for reliable quantum information processing. Our hypothesis was that, by adjusting the phases programmed
into the PNP, we could recover high-fidelity operation.
In order to find these phases, we made use of freely available nonlinear optimization
software, the NLOpt nonlinear-optimization package [411. This package is a blackbox optimization package; you provide it with a cost function C(s), a dimensionality
of the input X, and constraints on that input, and it attempts to optimize the cost
function.

In particular, it allows for the selection of many different optimization

algorithms simply by changing a variable, easing the discovery process when finding
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Figure 2-7: Pre- and post-correction fidelities calculated from simulation results of
two quantum gates programmed into a PNP. Blue histograms are with no correction
applied; green are after we applied corrections. (a) Results for the CNOT gate over
1,000 instances of imperfect PNPs. (b) Results for the CPHASE gate over 300 different instances of imperfect PNPs. For each instance, six values of the target controlled
phase X were sampled uniformly over [0, 27r].

the best way to solve a new class of problems.
There are two classes of optimization algorithms, global and local. Local optimiza-

tion algorithms assume that you want to find the optimum (minimum or maximum)
closest to a provided starting point.

Global optimization algorithms, in contrast,

make an effort to explore the entire available space, avoiding being "trapped" by local
optima that are not globally ideal.
Additionally, there are two types of local optimization methods: those that are
gradient-based and those that are gradient-free.

In many cases, it is simple to

provide a function that efficiently calculates the gradient at a given point VC(Y),

avoiding the need for techniques like a numerical central difference. For example,
if C(j) = X12 + X2 2,

you would provide the gradient based optimizer with a func-

tion that returns the vector [2x,, 2X21]. However, in cases that a convenient gradient
function is not available, there is a class of algorithms-gradient free optimization

algorithms-that instead construct their own approximation to the gradient during
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the optimization process. In general, these are more efficient than calculating a gradient using something like a central difference method, and then using a gradient-based
algorithm, as well as being more numerically stable.
In our case, we chose to use a global algorithm that intelligently determines starting points for a provided local optimizer. Due to the highly nonlinear form of the 1
function, and the pain of calculating the gradient of the fidelity with respect to the
phases programmed into a PNP, we opted for a gradient free optimizer.
The global optimizer we found best was the Multi-Level Single-Linkage (MLSL)
algorithm [42, 43], modified to use a Sobol low-discrepancy sequence [44] that provides
more "'even" coverage of the space being investigated than a true-random sequence.
MLSL uses these low-discrepancy points as starting points for local optimizations,
using an internal clustering heuristic to "stay away from" optima that have already
been found. For the local optimizer, we found that the Bounded Optimization BY
Quadratic Approximation (BOBYQA) algorithm performed best for our problem.
BOBYQA works by constructing a local quadratic approximation to the cost function
which it uses to determine its next step.
To actually perform the optimizations, for each realization, we constructed a function that took a set of phases as input and returned the linear optical unitary Uj for
that PNP configuration as output. We then fed this to a function that was optimized
to quickly compute 4bc(U) and return F (4Dc(Uappi),

c(JUCNOT) ) 2

(we used the square

of the fidelity as BOBYQA works best when the cost function has a quadratic form).
This was fed to NLOpt with a constraint that the phases should be in the range
[-47, 47r], which was empirically determined to have the best tradeoff between edge
effects (i.e. preventing the local optimizer from running into a wall) and the size of
the search space. The initial guess was the "correct" phases for the case where our
PNP did not have errors. The optimization is allowed to run endlessly until a time
bound is exceeded. Finally, it was found that including an additional layer of "null"
MZIs on either side of the gate, and allowing these to vary with the optimization,
greatly improved the fidelity of the resulting system.
The results of these optimizations can be found in Figure 2-7, where it is seen that
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Figure 2-8: Quantum circuit for implementing the iterative phase estimation algorithm.
the optimized gates achieved median fidelities of 99.99%. These results demonstrated
that post-fabrication optimization of these PNP structures is sufficient, even with
today's commercial processes, to achieve high-fidelity quantum gates.

2.4.5

Implementing and Optimizing a Quantum Algorithm

The above results demonstrate that we can recover high-fidelity operation of single
gates. However, quantum gates do not operate alone; quantum circuits rely on may
gates that must all work together; the independent gates must be high fidelity individually, but so must the global operation.

However, the dimensionality of the

computational basis we use for optimization goes exponentially with the number of
qubits

(2nqubits).

As such, we cannot expect the technique used above to scale globally;

instead, we must be able to optimize individual pieces, tile them together, and retain
high fidelity.
To demonstrate that we could do this, we chose to demonstrate the iterative phase
estimation algorithm (IPEA), which can be implemented using only a controlledPHASE gate for the two-qubit version of the algorithm. We first discuss how the IPEA
works and how it is implemented on a PNP. This implementation can be broken into
three photonic operations: state preparation, entangling gate (the CPHASE gate),
and measurement preparation. We optimize each of these stages independently and
demonstrate high-fidelity operation of the full algorithm.
The Iterative Phase Estimation Algorithm
The phase estimation problem is as follows: assume we have a unitary operation U
and an eigenstate of U, ju), whose eigenvalue is unknown. As U is unitary, we know
the eigenvalue is of the form e27iA for some A E [R. The IPEA allows us to measure A to
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Figure 2-9: First step in the IPEA: Measuring the least significant bit. States of the
control qubit are annotated at each step of the circuit.

within an additive error of E with 0(1/e) operations. This efficient phase estimation
is an important subroutine of Shor's factoring algorithm [39], one of the few quantum
algorithms thought to have an exponential advantage over its classical counterparts.

The quantum circuit required to implement the IPEA is shown in Figure 2-8.
First, we assume that A has an N-bit binary expansion such that A = EN- b-k
1

k EE

{0, 1}. The algorithm measures each bit of this expansion, from least significant bit
to most significant. The algorithm relies on the fact that, for a controlled operation,
the control qubit picks up the same phase as the target state. We conditionally apply
a power of U to the target state, which imparts a phase on the control qubit, which
is what we measure. To do this, we vary two parameters of the circuit in Figure 2-8.
First, we vary the controlled unitary, applying it raised to the 2k-lth power when
measuring the kth bit. We also vary the angle

Wk

by which we rotate the control

qubit after the controlled unitary operation, to isolate only the bit of interest.

We start with k = N, i.e. with measuring the least significant bit. We define
WN :=

0, effectively disabling the R, rotation in Figure 2-8. The resulting circuit can

be seen in Figure 2-9, with the states of the control qubit annotated at each step.
Because U ju)

e 2 iA u),

U2N-1

u)

=

exp [2i(2N-1)A]
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u).

(2.40)

Writing A as its binary expansion,
~

exp

U2N)-1

N~

I

2 7ri(2N1)
j=1

(2.41)

_

N~

(.2

= exp i Ebj (27r - 2N-j-1)I

As exp [ix] = exp [i (x mod 27r)], we can drop all terms of the summation where
2 N-j-1 >

1 (i.e. where the summand is an integer product of 27r). Here, that means

j

the only value of

that remains is N, for which

2 N-j-1

= 1/2. Effectively, we have

cancelled out the effect of all of the bits of the binary expansion of A before the Nth
bit:
U2N-1

u) - exp [i7bN] u -

(2.43)

Looking to the state of our control qubit at the output (see Figure 2-9),

(1 + eibN) 0) + (1
2
if bN = 0, eigrbN

-

eO =

-

1)

eibN)

(2.44)

1. In this case, the 1) term is eliminated and we are left

only with |0). Similarly, if bN = 1, the 10) term is eliminated and the state before
measurement is identically 11). So this measurement produces the value of bN directly.
To measure the remaining N - 1 bits of A, we use the same trick to eliminate the

effect of all bits more significant than the one of interest. However, those bits that
are less significant are still part of the phase. When measuring the kth bit, we apply
U2k-1.

Cancelling as before,
N~

U2k-1

u)

exp

E bj (27- 2wk-. )

IU)

(2.45)

U).

(2.46)

=1
N~

= exp i 1bj

(27

2 k-

j1)

What we need is to eliminate the effects of the terms

j

> k. This is why we work

backwards; we already know the values of the bits after bk. This is the purpose of the
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R, rotation in Figure 2-8. The matrix form of R2(Ok) is
0

e-iWk/2

0

.)1

2

Z/2

=e-k
0

eiu/

0

Define

(2.47)

eiw

N

Y :=

bj (27r - 2 k-3 -1)

(2.48)

j=k

such that the state of the control qubit just before the R,(Wk) is

0) + e 7 1)

(2.49)

Application of R2(Wk) yields
0) + ei(-Y+wk)

iWk/2

11)

(2.50)

By choosing

>j (27T (

N
2 k-j-1)

(2.51)

E

Wk

j=k+l

we see
N

N

bj(27 -2

+ Wk =k

ik--1)

(2T

(2.52)

j=k+l

j=k
bk

bj (27r . 2 k-j-1)

-

(2.53)

. 2 k-k-1)

(2.54)

= rbk.

After the application of R2(Wk), we are left with the state
e-

/2 0) + eibk

11)

(2.55)

and, analogously to bN, the measurement after the Hadamard operation will yield the
value of bk.

In principle, one need only make a single measurement for each bit of A, if the
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binary expansion is finite.

However, as we are choosing a finite representation of

number that does not necessarily have a finite binary expansion, making several
measurements for the less significant bits is probably useful.
Implementing the IPEA on a PNP
It is possible to implement the IPEA as described above on a PNP with only the
CPHASE gate already demonstrated. As discussed, the CPHASE gate conditionally
(1

K

applies the single-qubit unitary

0
eix) for a chosen x E [0, 27].

However, by

proper addition of single-qubit rotations to the circuit, it is possible to implement
an arbitrary 2 x 2 controlled unitary using only the CPHASE gate. In doing so, we
will in some sense be cheating: we will need to perform an eigenvalue decomposition
of the unitary to diagonalize it, effectively solving the same problem as the IPEA
solves. However, the point here is not to efficiently find the eigenvalues of 2 x 2
unitary matrices; one can do that by hand with little effort, let alone using a classical
computer. The point, instead, is to demonstrate that we can operate a full quantum
algorithm with high fidelity on a PNP fabricated in today's foundries.
The process of the decomposition is illustrated in Figure 2-10. We take our 2 x 2
unitary U and find its eigenvectors lui) and 1u 2) and their corresponding eigenvalues
e 2 wio1 and e 2 7i42.

U2k-

=

Then,

(u)

))

(e2ri2k101

.

)

(2.56)

We can extract a constant controlled phase from the diagonal matrix, such that we
have a CPHASE gate and a second, controlled constant phase gate
cvteo

a

the2,ak-1o1

0

0

F

e27ri2k- '42 )

1
(o0,

0 a2rc
i

k- '(02-01)

r
)(

k-1
0

1

0
e 2?rik-101)

We then, as shown in Figure 2-10(d), use a trick from [39] to convert the constant
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controlled phase operation to a single qubit rotation on the control qubit. Finally,
we collapse the three single qubit rotations performed on the control qubit into one
operation.
Implementation of this algorithm on a PNP is now simple: each of the single-qubit
rotations is implementable with a single MZI, and we have already seen that we can
implement the CPHASE operation.

Multi-Stage Fabrication Compensation for the IPEA
As stated previously, the goal here was to demonstrate that separate optimizations of
PNP sections, when combined could yield a high-fidelity combined operation. To that
end, we split the IPEA circuit into three pieces: the input single qubit operations,
the CPHASE gate, and the output single qubit operations. As these are imperfect
photonic devices, even though the single qubit operations are in theory distinct, there
will be some optical coupling between them, making it advantageous to optimize them
in the same block.
The results of our simulations are shown in Figure 2-11. We simulated 10,000
instances of the PNP with disorder, finding an unoptimized fidelity for the IPEA of
82.63%. After independently optimizing the three sections of the system, the median
fidelity improved to 99.77%.

2.5

PNP Characterization

The above sections assume we have access to the unitary transformation applied by
the PNP as a function of voltage. Additionally, as discussed above, we have so far
ignored the static phase in each phase shifter, assuming we can characterize that a
priori. Here, we show how build a full characterization of a PNP, allowing for the
optimizations and recovery of gate fidelity presented above.
To fully characterize a given MZI in a PNP, we need to know the 2 x 2 transform
associated with that block as a function of the applied phases. We can abstractly
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Figure 2-10: Succesive decomposition of the IPEA circuit until the only entangling
gate is the CPHASE gate. (a) The IPEA circuit, replicated from Figure 2-8. (b)
Diagonalization of the controlled unitary into its eigenvector matrices and a diagonal
controlled unitary. (c) Splitting the controlled diagonal unitary into a CPHASE operation and a controlled constant phase. (d) We can equivalently perform the second
controlled operation (the controlled constant phase) with a single qubit rotation of
the control qubit. (e) Finally, collapse the three successive single-qubit rotations into
a single operation, more suited for implementation on a PNP.
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Figure 2-11: Pre- and post-correction fidelities calculated from simulation results of
the IPEA with independently optimized operations. Un-optimized fidelities are in
blue, optimized fidelities are in green.

think of an individual MZI as applying some transform of the form

b~iW

a, b, c, d ,

d (Sei(041)

1 ,3 AE

[

(2 .58

)

(
c(S)e i03(S)

That is, the MZI applies an arbitrary member of C 2 , 2 that varies as a function of
6, the differential phase between the arms of the interferoineter. We'll address the
phases in the next section; the goal of this section is to establish that we can measure
a, b. c. d or, more accurately. Ia 2 , b

2 C2

d

2.

To do this, we need to parameterize the imperfections. Earlier, we parameterized
the directional couplers as
t

iV/1 -t2

(-9

but the algebra turns out to be significantly more tractable if we instead treat the
directional couplers as a virtual "Mach-Zehnder" with variable internal differential
phase. We can get the correct form of the directional coupler if we use Hadamard
transformations as the "beamsplitters" and allow the phase to vary perturbatively
away from r/2:
1 (1
DC(c) = -

i\

1
--

i(e+7r/2)/2

2 (

_
-1

2

0
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0
e-i(-+7r/2) )2

1 (i

(2.60)

-

(

_
-1

It can be readily verified that

DC(0) =

.

v

i

(2.61)

1

This has the same expressibility as before, but will result in a far nicer closed-form
solution in the following algebra.
We can parameterize the differential loss in each heater by allowing the phase to
be complex; using 0 as the differential phase (we'll deal with global phases later), our
full MZI transfer function is

DC(ei).

DC(E2)
0

(2.62)

e-i(O+i?7)/2)

What we want to know first is how the intensity transfer function is modified by
rE, 1i, and E2. In particular, we want to verify that the imperfections do not modify
the dynamic part of the function, imparting only an offset to the transformation that
we can then characterize, as opposed to needing to characterize the imperfections
separately for every possible 0.
One way to demonstrate this is to calculate the points at which power is minimized/maximized for each of the matrix elements. That is, we show that the locations
of the minima and maxima of the modulation are unchanged by the imperfections.
We can do this with the following Mathematica code: 2
H

=

{{1, 1}, {1, -1}}/Sqrt[2];

DC = {{1, I}, {I, 1}}/Sqrt[2];
Phase[theta_:
BS[e_1

{{Exp[I theta/2], 0}, {0, Exp[-I theta/2]}};

:= Simplify[H.Phase[e + Pi/2].H];

MZI[theta_, el-, e2_]:

BS[e2].Phase[theta].BS[e1];

MZIPower =

Assuming[Element[{theta, eta, el, e2}, Reals],
2

Note that, for readability, we have replaced 0, r,
respectively
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Ei, and 62 with theta, eta, el, and e2

FullSimplify[
Conjugate[MZI[theta + I eta, el, e2]]*
MZI[theta + I eta, el, e2]]];
FullSimplify[D[MZIPower,

theta]]

// MatrixForm

which yields the result
1
-(cos(Ei) cos(6 2 sin(O))

(2.63)

-1

)

2

This is simply a scaling of the derivative in the ideal case (where el

62 =

=

0),

meaning that the imperfections do not affect the locations of the minima/maxima.
Expanding MZIPower explicitly in a reasonable form requires some manipulation:
Simplif y [ExpToTrig [ExpandAll [MZIPower]] ]
lets us see that
lb12)

(a12

2

Id 12

JC12

cosh(i7)
Li

1
1/
(1

+ (cosh(71) sin(Ei) sin(E 2)

-

-1

cOS(Ei) cOS(6 2 ) cOS(O))

k-1 1
- sin(ci) + sin(6 2

k sin(ei) - sin(6 2

- sin(Ei) - sin(f 2

)

)

)

sin(ci) + sin(6 2

I

(2.64)

)

)

+ sinh(,)

(

a12

Ic12

where

f

|b|2

Id12J

cos(ci) cos(6 2 ) cos(O)

1

--

2

_1

1/

,

We can extract the term dependent on theta, leaving the rest as a static offset:

I+ f(m, 61, 62)

(2.65)

is notably not dependent on 0, making it a static offset. We can see thee

effects of each term more clearly if we expand perturbatively to first order in each of
77, 61, and

62

around 0:

FullSimplify [Normal [Series [MZIPower,
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{eta, 0, 1}, {el, 0, 1}, {e2, 0, 1}1]] // TraditionalForm

yields
sin 2 (0/2)
2

cos (0/2)

cos 2 (0/2)

sin2(0/2))

+

61

2

VE

+

62

-61

+ 62

-

62

-E

-

6162

(2.66)

2

62 )

where the first term in the sum is the idealized transform and the next two form the
static offset matrix that does not depend on 0.
We can route "wires" of light to each of the inputs and outputs of each MZI; we do
this using the edge of the light-cone from a PNP input to ensure that the light cannot
interfere with itself on the way to the MZI input. We can then create a system of
equations that can be solved to determine the offset matrix each MZI, characterizing
the power transfer function of each MZI.

2.6

Phase Characterization

In this section, we temporarily ignore the issues of imperfect beamsplitters and loss,
focusing on the identification of the static phase present in each arm of the MachZehnders. In doing so, we provide a proof that the steps we outline are sufficient to
completely characterize the static phases present in any planar, connected graph of

MZIs, a proof that to our knowledge is until now unpublished.

2.6.1

Graph Theory Background

We begin by establishing the graph theory notation we'll need for our proof. Consider
the graph seen in Figure 2-12. Establishing our terminology (mostly drawn from [45]),
using the graph in Figure 2-12 for examples,
" V is the set of vertices of the graph; V = {A, B, ...

* S is the set of edges of the graph; E

,

K}

{AB, AC, CD,..

" The weight of the edge connecting vertices X and Y is denoted Wxy
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Figure 2-12: A connected, planar graph, with vertices labeled by letters and the
minimal faces numbered (see text for definitions).
* A path P is an ordered list of vertices that share an edge; e.g. (A, B, E, D, I, J, E)
" Equivalently, a path is uniquely defined by its edges; e.g. (AB, BE, ED. DI, IJ, JE)
" A cycle C is any path which is begins and ends at the same vertex
" A simple cycle is any cycle which does not cross itself, i.e. the first/ last vertex
is the only repeated one. e.g. (G, D, I, G)
* A face of the graph is the area enclosed by a simple cycle
" The weight of a face is the sum of the weights of the edges enclosing it, denoted
W(Fi) for face i
* A minimal face is one whose enclosed area does not include any edges.
" A compound face is any face that is not minimal
What we're going to be interested in is the weights of various compound faces; in the
end, this will denote the difference in phase that results when traveling along different
paths through the PNP. But for now, let's keep this abstract: for instance, what can
we say about the weight of the face enclosed by the path (C, D, E, J, 1, G, C), i.e.
what do we know about the weight of the compound face formed from the minimal
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faces F2 , F3 , and F4 ? Denote this W(F234 ). We can compute the weights of the
minimal faces and the compound face by summing the weights of the edges:
W(F2 ) = WCD +WDG +WCG

(2.67)

W(F3 )

=

(2.68)

W(F)

= WEJ +

W(F23 4 )

=

WGI + WDG + WDI

WCD

(2.69)

WjI + WDI + WDE

+ WCG + WGI + WEJ + WJI + WDE.

(2.70)

By inspection, we can see that each of the interior edges (i.e. edges that do not
contribute to W(F234 )) appears twice in the first three equations, once for each of
the minimal faces sharing that edge. For example, WDG appears in both W(F2 ) and
W(F3 ); exterior edges appear only once. So, if we want to compute the weight of the
compound face W(F234 ) from the weights of its minimal faces, we need to subtract
twice the weight of any edges that are shared between the minimal faces:
2We.

W(F2 34 ) = W(F2 ) + W(F3 ) + W(F) -

(2.71)

eE{Shared edges}

This works nicely for the example at hand, but we need a more general proof to
be able to apply it to arbitrary graphs. To this end, we need to define some useful
spaces and functions. Define G = (V, E) as a graph with n vertices and m edges. The
first space of interest for a graph G is the vertex space V(G), which is a vector space
over the field F2

=

{0, 1}. In particular, each element of the vertex space, U C V(G)

is a n-element vector over F 2 where a 1 at position i corresponds to the inclusion of
vertex i in the set U.
As addition in F 2 is modulo 2, the sum of two vertex sets is their symmetric
difference; i.e. for two sets U and U', the sum U + U' is the set of all vertices in one
of U or U', but not in both. As it's a vector space, we also have scalar multiplication,
but it's kind of boring: OF = 0, i.e. multiplication by 0 just yields the empty set,
and IF = F as expected.

We define the edge space analogously: Each element of the edge space F E S(G)
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is an m-element vector over F2 where

fi

=

1 corresponds to the inclusion of edge i in

F. Just as for edge sets, the sum F + F' is the symmetric difference of F and F'.
Finally, the cycle space C(G) is the subspace of E(G) spanned by the edge sets of
all cycles in G.

Maclane's Theorem
Consider the finite 3 graph G

(V E). A subset of its edge space, F C S(G) is

defined to be sparse if every edge is a member of at most two of the sets in F.
MacLane's theorem states that G is planar if and only if its cycle space C(G) has
a sparse basis.
To be explicit about this, consider the vector space defined by C(G), each element
of which corresponds to a cycle in G. If the graph is planar, C(G) has some basis of
cycles, and that basis is sparse, i.e. the cycles composing that basis share at most
two edges. Further, since it's a basis, we can form any element of C(G) as a linear
combination of the elements of the basis.
That is, let {Bi} C C(G) be this basis and let its dimension be d; we have that
VC E C(G),

ad E F

aiB. Since our field is F 2 , this notation

such that C =

obscures a simplifying point: ai E {0, 1}, so we're either including each Bi in the sum
once or we're not including it at all.
Assume G is planar and has connectivity of at least two (i.e. the removal of any
single vertex can't disconnect G); the proof is trivial for graphs with connectivities
of 0 or 1. For planar graphs of this type, the boundaries of each face of G is a cycle
(Prop. 4.2.6 in [45]). Let C be a cycle and
consider all of the edges enclosed by
of exactly two faces

f'

C

f

f

its inner face. First, if

f

is compound,

f but not in C; each of these lies on the boundary

(Lemma 4.2.2 in [45]; involves compactness arguments

that are out of scope). Second, every edge of C lies on the edge of exactly one of
these faces (Lemma 4.2.2 again). Thus, the sum in C(G) of the boundaries of all the
f's is exactly C.
3 Finiteness isn't actually needed but
it makes the proof cleaner. And we're not really concerned

about infinite PNPs.
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To wrap up the proof, if

f

isn't compound, there are no faces

f'

other than

f

itself and the theorem follows.
To summarize, we've proved that the cycle space of a planar graph G has a sparse
basis by constructing it from the faces of G. In other words, we've indirectly proved
that the boundaries of the faces of G form this basis.
Applying Maclane's Theorem to the Weights of Faces
From Maclane's theorem we can see that, for a connected planar graph like the one
we looked at in Figure 2-12, the cycles surrounding the minimal faces form a sparse
basis for C. By linearity, if we have two faces defined by the cycles C1 and C2, the
path enclosing them is C1 + C2, i.e. the symmetric difference of their paths. So we
can generalize the earlier result to arbitrary planar graphs: Again letting C1 and C2
be any two cycles enclosing adjacent faces, we have that
W(C + C2 ) =W(C 1 ) + W(C 2 ) - 2W(C 1

n C2).

(2.72)

By induction, we can build the weight of any face starting from the minimal face and
the values of W (C, n Cj) Vi, j.

2.6.2

Applying Graph Theory to MZI Networks

We have a way to build the weights of compound faces, but this isn't terribly useful if
we don't know the weights of the internal edges so that we can compute W(Ci n Cj).
However, what we're concerned with is also not the exact weight of a face; it's the
difference between the two paths between a pair of vertices. We can solve both of these
issues at once by a simple modification to our graph: converting it to a multigraph,
with each edge replaced by a pair of edges, one with the same weight W and one with
weight -W.
It's easiest to see how this works directly on an MZI network. Consider Figure 213, where black dots (graph vertices) denote directional couplers, and waveguides are
represented by a pair of red and blue edges (positive and negative edges respectively).
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Figure 2-13: Four MZIs from a PNP drawn as a multigraph. Each black dot represents
a directional coupler, each waveguide is represented by a pair of edges. Red edges
have the weight of the phase that light acquires moving along them, blue edges have
-1 times that.
The weight of a positive edge is the phase acquired by light traveling along it.
The lemma we would like to prove with this construction is that the resulting
transformation by the PNP is completely determined by the values of the minimal
faces in this graph. That is, so long as we know the differential phases in each MZI and
in each "meta-MZI" formed by four MZIs, we uniquely determine the transformation
that the PNP applies.
In Figure 2-14 we can see how this works. The values of the minimal faces of each
MZI are marked with 6s and the minimal faces for the meta-MZIs are marked with
As. As an example,

J1

=

#1 - #2,

using the notation from Figure 2-13, which is the

same as the differential phase around that face. Notably, there are a number of faces
not marked: those between the edges of the same waveguide. These are unmarked
as their sum is zero; they're bounded by two edges of equal and opposite weight by
definition.
In Figure 2-14 we are using as an example the two meta-MZI faces A 1 and A 2 . As
seen previously, to calculate the weight of the compound face, we need the weights
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Figure 2-14: Multigraph representation of an MZI network, showing the differential
phases for the MZIs (6s) and the meta-MZIs (As) of interest. Drawn in solid lines
are the paths for A, and A2, with their intersection marked by the phase 6>.

of three faces: Al, A2 and the face enclosed by the edges of weight t0.,. Call these
three cycles C1, C2, and C, respectively. Applying the results of the previous section:

W (C1 + CG)

=W(C1)

(2.73)

+WI(Cx) - 2W (C1 n Cx)

(2.74)

A5 + 0 - 2#x
W((C1 + Cx) + C2) =W(C1 + Cx ) + W(C2) - 2W((C1 +

Cx) n C2)

(2.75)

(A5 - 2#x) + A8 - 2(-O)

(2.76)

A5 + A8

(2.77)

This is exactly what we wanted: the Ox terms cancel, leaving only the two A terms,
which we can measure easily in a real circuit. For example by setting 61 and such n
that their MZIs form 50/50 beamsplitters and 62 and 3 such that their MZIs form the
identity operator, we have exactly a meta-MZI whose phase offset we can measure.
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Sufficiency for Complete Behavioral Description
Importantly, this technique works not only for adding the faces of two meta-MZls,
but also for adding the faces of regular MZIs as well. We know we can experimentally
find 6 i and Aj Vi, j. We now use this to prove that, by setting all of these phase
differences correctly, we completely determine the behavior of the PNP.
Let the G

=

(V, E) correspond to our array above. Consider the set of ordered

pairs of vertices W

{(vj,

I Vj, Vk

Vk)

earlier column of the MZI array than
V x V

-

C(G) as

C [w]

{C | C

e

C(G) A vj,

E V A col(v 3 ) < col(vk)}, i.e. vj is in an

Vk.

For each w = (vj,

G C A VVI G C, col(vj)

Vk

Vk)

E W, define C

colvi)

col(Vk).
(2.78)

In English, this is the set of all cycles in G that include vj in their lowest column
and Vk in their highest column. Note that, as there are no edges that connect vertices
in the same column, this means that there are no other elements in C in the columns
of v2 and

Vk

(i.e. we could have made the inequalities in the definition of C [w] strict).

Thus, there must be two edges connecting v3 to vertices in col(vj) + 1 and two edges
connecting

Vk

to vertices in col(vk)

-

1.

It follows that there are two separate paths connecting vj and

Vk

for each cycle.

For each of these pairs, in the style of Section 2.2, the "top" path travels along red
edges and the "bottom" path travels along blue edges; these paths never change color.
We could proceed inductively with the above column-number argument (introducing row-numbering to distinguish between top paths and bottom paths) and make
the definition of this path coloring rigorous. But it's probably worth moving on at
this point; in other words, proof is left as an exercise for the reader.
Returning to the physics of the situation, C [w] along with appropriate selection of
path colors for each element defines every possible pair of paths where the light splits
at the directional coupler corresponding to vj and then interferes at

Vk.

It should be

clear that, whatever the individual phases of the paths are, all settings of phases that
produce an identical complete set of weights W' ={W(C)
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C E

U

ew C [w] } will

produce the same physics. In other words, the set W' defines the operation of the
array completely, though there may be many phase settings that are isomorphic with
respect to this characteristic of the array.
As an analogy, think of the Feynman path integral: once all of these weights are
characterized, we know the relative phases of the light traveling along every possible
interfering pair of paths in the array.

2.7

Discussion

We have now shown how to completely characterize the behavior of a PNP. In Section
2.5 we showed how to find the amplitude behavior of each MZI in a PNP. In Section
2.6 we then showed how to fill in the gaps, capturing the full phase behavior of the
network. Together, these two results show how to characterize a PNP sufficiently well
to apply the techniques of 2.4 to achieve high-fidelity operation of quantum gates.
For future quantum systems, the allowable infidelity threshold can be as high as 1%,
but likely must be much lower for reasonably sized systems [46].
This is only the first step towards large scale programmable quantum photonics,
but it shows that even with today's fabrication techniques, there is hope that we can
achieve high-fidelity quantum systems at scale. Universal quantum computers based
on LOQC will additionally require high fidelity single photon sources, high efficiency
single photon detectors, fast feed-forward operations, and whole-system integration.
There has been tremendous progress integrating these technologies into the silicon
photonics platform in recent years. These include entangled photon sources based on
four-wave mixing [47] and waveguide integrated single photon detectors [48, 49]. In
the future, multiplexed heralded single photon sources could allow for efficient state
preparation [50, 51], superconducting logic could enable fast feed-forward operations
[52], and low photon-number nonlinearities could allow for photon-photon interactions
[53, 54], reducing the necessary scale for universal quantum computation.

54

Building Next-Generation Programmable
Nanophotonic Processors

In almost all electronic subspecialties we always have the desire to do
things more accurately - you might call it the joy of perfection. Even if
you don't always actually need the highest precision, you can still delight
in a full understanding of what's going on.
HOROWITZ & HILL

Building on the theoretical advances from Chapter 2, we designed, fabricated,
packaged, and tested a Programmable Nanophotonic Processor, using it to demonstrate direct simulation of quantum transport [55]. In this chapter, we discuss the
practical considerations behind this work, and lay out the improvements we made
when fabricating future designs at MIT Lincoln Laboratory.

3.1

Designing Next-Generation PNPs

We had several goals in mind when designing the next generation of PNPs: Ease of
packaging, relatively low loss operation, reliable wiring, broadband operation, and
high-fidelity transformations.

In particular, broadband operation was of interest as

we do not necessarily have control over the exact wavelength of indistinguishable
photons that our sources can provide.

As discussed in detail in Chapter 2, using

directional couplers for the MZI makes broadband operation impossible; because of
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Figure 3-1: Diagram of a 3dB coupler. There are two, asymmetric inputs. One is the
"big" input (labeled "BA" for "Big, Antisymmetric") and the other is the "small" input
(labelled "SA" for "Small Antisymmetric"). The symmetric outputs on the right are
labelled with small and big, even though their waveguide sizes are identical, to tell
them apart.
the way they are designed, the splitting ratio vs. wavelength is at its most sensitive
point. To this end, we changed the integrated beamsplitter type used in our designs.
In general, there are three types of integrated photonics beamsplitters: directional
couplers [56], multi-mode interferometers (MMIs) [57, 58, 591, and 3dB adiabatic
couplers [59, 60, 61, 62, 63, 64, 65, 66]. In general, of the three, adiabatic couplers
tend to be the largest, but also the most broadband and least sensitive to fabrication
imperfection. For modulators, we again used thermo-optic modulators, opting for a
lower-loss design similar to that of [67].
Figure 3-1 shows a 3dB coupler diagram with its corresponding transformations.
Note that, due to the asymmetric nature of the coupler, the transform is no longer
the symmetric beamsplitter from the previous chapter. Figure 3-2 shows an MZI and
the corresponding transformation for an MZI composed of these couplers. Note that,
if we add an asymmetric 7r/2 phase shift at the input, and set 6 to -7r/4, we have a
symmetric, 50/50 splitter like the directional coupler of the previous chapter:

MZI(-7r/4)

i 0
0 i

i sin(-7r/4)
cos(-7r/4)

- cos(-7r/4)

1 0

-i sin(-7r/4)

0

(3.1)

i
(3.2)

v/

i
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MZI

(0) =
_ (isin(S)
-cos (J)

-cos(S)\
-i sin(S))

Figure 3-2: MZI unit cell for next-generation PNPs. The 3dB adiabatic couplers
are asymmetric, instead of the symmetric form of the directional coupler from the
previous chapter. Note that the second coupler is rotated 180 degrees, not reflected
about the vertical axis, hence both couplers having the same transformation.

3.1.1

Standard PNP Design

We tiled these unit cells to create two different PNPs. The first is a conventional rectangular PNP, with 14 modes and 16 layers. This is to allow for process tomography:
14 layers is sufficient to program an arbitrary 14 x 14 unitary [36]; the extra layers at
the input and output allow for the single-qubit rotations necessary for tomography.
This PNP can be seen in Figures 3-3 and 3-4.
The other structure of note is the 180-degree bend at the right-hand side of the
PNP. These are matched-length waveguides to ensure that there is no wavelength
dependence of the structure. They also allow for a PNP that would not otherwise
have fit in a limited amount of horizontal space. This structure also eases packaging
and coupling as it requires only a single fiber array, instead of two.

To also aid

coupling, there is a loopback waveguide around the outside of the chip, as can be
seen in in Figure 3-3.
Electrically, on previous chips, we found that the resistance between grounds of
various heaters caused offset and accuracy issues. Additionally, on several occasions,
a ground bus was not connected to wirebond pads. To mitigate both of these issues,
all of the MZIs on one side of the chip connect to a shared ground bus, seen in yellow
in Figure 3-4. These are each routed to 5 wirebond pads.
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Figure 3-3: Photonic diagram of the 14 mode, 16 layer PNP.

Figure 3-4: Micrograph of the 14 mode, 16 layer PNP.
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4-c

Figure 3-5: Photonic diagram of the 6-mode, 8-layer double-MZI PNP.

3.1.2

Double-MZI PNP Design

The fidelity recovery in Chapter 2 focused on eliminating the effects of two different
kinds of errors: differential loss errors and imperfect beamsplitters.

One way to

completely eliminate the latter is to replace each beamsplitter device with an MZI of
its own, allowing the user to tune it as close to 50/50 as experimental precision allows.
As Miller demonstrates in [68], so long as the monolithic beamsplitters making up
each MZI at worst have a power splitting ratio of 85/15, it is always possible to recover
50/50 operation from the resulting MZI. Inspired by testing this theory, and with the
goal of constructing some of the highest-fidelity gates in any quantum information
platform, we fabricated a 6-mode "double-MZI" PNP, as seen in Figures 3-5 and 3-6.
See the following section for details of the packaging seen in Figure 3-6.
The design of this is largely similar to the 14-mode/16-layer design. There is a
matched 180-degree bend, two extra layers to allow for full process tomography, etc.
The only real differences are the double-MZI vs. regular MZI design, the number
of layers/modes, double loopback structures for coupling, and the single (instead of
double) layer array of wirebond pads.

3.1.3

Taper Design

We designed the edge-coupling tapers to match Nufern UHNA-7 fiber as closely as
was possible in the process we used. The silicon layer is a standard 220nm thick,
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Figure 3-6: Micrograph of the double-MZI array, wirebonded to an electrical fanout.

and the taper is 65pm long, going from the standard waveguide width of 400nm to
a width at the edge of 140nm. We simulated this taper using Lumerical's MODE
software, from which we extracted H-field values as csv files. For the UHNA field, we
assumed a radially symmetric Gaussian field intensity and used the specified mode
field diameter of 3.2im, modeling the field as

C-r

2

/1.28

where r has units of microns.

We then computed the overlap integral
2

f H H2 dA
17 =

f IH1 2 dA f

IH2 12

(3.3)

dA

between the calculated taper output field and the modeled UHNA7 field at a variety
of offsets. With no offset, we calculated an ideal loss of -1.24dB. Results for a variety
of offsets are summarized in Table 3.1.

Table 3.1: Losses for various offsets between fiber center and waveguide center.
Offset Direction\ Distance
Horizontal
Vertical
45 degree

0.5pum
-1.63 dB
-1.68 dB
-1.64 dB
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lptm
-3.10 dB
-3.18 dB
-2.94 dB

1.5pum
-6.43 dB
-6.30 dB
-5.49 dB

2pm
-11.92 dB
-11.13 dB
-9.71 dB

Figure 3-7: Packaged double-MZI array, in test setup, with UHNA7 array ready to
be aligned.

3.2

Packaging

The packaging of photonic chips with large numbers of electrical and optical interfaces
is a challenging problem. Our packaging went through a number of iterations, finally
settling on the design that will be presented here. The final result of this packaging,
for the double-MZI chip, can be seen in Figure 3-7; we will go through each piece in
detail. The primary design goals were:
" Quality thermal stability without the thermo-electric cooler (TEC) expansion/contraction affecting the optical coupling
" Mechanical stability
* Ease of packaging (including reliable wirebonding)
" Ease of optical coupling
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Figure 3-8: Layouts of the electrical interposers, converting the 90pm pitch of the
double-MZI wirebond pads to the 10 mil (254pm) pitch of a standard PCB.

3.2.1

Electrical Packaging

To fit all of the wirebond pads on the chip, we needed a pad pitch of 90[m along each
side. However, the minimum pitch of wires on a printed circuit board (PCB) that can
be acquired at reasonable cost is about 5 mils (127pum) with 10 mils (254pum) having
much higher yield (and thus lower cost). To bridge these two regimes, we fabricated
gold-on-silicon electrical fanouts using single-layer contact lithography.

3.2.2

Heatsink and Die Attach

The most important feature affecting thermal stability is the heatsink the die is
mounted to, and the thermal connection from die to heatsink. Here, custom copper
blocks (Figure 3-9) were machined with a dedicated groove to hold the chip. A teflon
jig (Figure 3-10) was also machined to hold the chip in place and apply vertical
pressure during the soldering process to the copper heatsink. This was essential to
ensure the chip was soldered such that it was flush with the edge of the copper block.
The soldering process used was:
1. Clean the copper heatsink with solder flux, wash with isopropanol
2. Cut piece of indium foil to fit into chip groove
3. Soak a cotton swab with solder flux, use swab to break up oxide on surface of
indium
4. Place indium foil in the copper groove at edge of chip, using same cotton swab
to press foil into place
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Figure 3-9: Copper heatsink. Central groove holds silicon photonics die. Raised
sections to left and right of groove are the same size as electrical fanouts. Hole in the
back allows for thermistor to monitor heatsink temperature.

Figure 3-10: Copper heatsink mounted in teflon jig. Not ready for soldering yet, here,
as indium hasn't yet been applied to the heatsink. Groove for silicon die is visible.
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5. Heat the copper block and indium past the melting point of the indium (approx.
155 Celsius); a hotplate temperature of 185 Celsius or so works well here
6. While indium is liquid, use new cotton swab to remove excess. This prevents
the indium from gushing out around edges of the die later
7. Cool copper block
8. Clean die in sonicator with an acetone / methanol

/

isopropanol series, for 10

minutes each
9. Using cotton swab with solder flux, break up oxide on surface of indium on
copper heatsink again
10. Mount heatsink in teflon jig, not yet tightened
11. Using plastic tweezers, place die into groove in approximately the right place
12. Using teflon jig, apply pressure to chip, tighten jig, then inspect to ensure correct
placement
13. Place jig and block on heatsink and apply pressure to chip
14. Heat to above melting point of indium, maintaining and verifying pressure. I
used a hotplate temperature of 195 Celsius, waiting 10 minutes after the hot
plate reached temperature to ensure the indium had flowed. This is definitely
excessive
15. Allow to cool under pressure
16. Clean in acetone

/

methanol / isopropanol series in sonicator again to ensure

flux has not deposited on chip edge. This also verifies the physical bond between
chip and copper
Once this is complete, the electrical fanouts can be attached using standard thermal
epoxy. Thermally conductive epoxy is probably not necessary, but can't hurt. Before
curing epoxy, align visually under microscope to ensure wirebond pads are aligned
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Figure 3-11: Packaged and wirebonded die. The die has been soldered to the copper
heatsink, the fanouts have been epoxied to the die, and the copper block has been
soldered to the underside of the PCB. An aluminum mount holds a TEC with a
small (not visible) amount of space for thermal epoxy, to allow for a tiny amount of
expansion of the TEC. This entire construction can then mount into the carrier seen
in Figure 3-7.

to fanout wires. Finally, the entire block with dies attached can be soldered to the
fanout PCB, at which point it is ready for wirebonding. See Figure 3-11 for final
configuration after wirebonding.

3.2.3

Thermal control

As seen in Figure 3-11, the packaging holds a TEC to the bottom of the copper
heatsink. As noted in the figure caption, there is a small amount of space left in the
design to allow for thermal expansion and contraction of the TEC. To complete the
control loop, a thermistor is inserted into the copper block, along with thermal paste,
and sits directly below the photonic die. These are both connected to the PCB, which
has a DB-9 connector to interface with a TEC controller.
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Figure 3-12: Electrical layout of revised heater driver PCB.

3.3

Electrical Control

3.3.1

Heater Drivers

The heater drivers developed for this project are an evolution of the original heater
drivers developed on campus.

Their layout can be seen in Figure 3-12.

Notable

features:
* Analog output numbers are the same as those internal to the AD5370 DAC, so
no re-mapping is required
" Separate digital and analog ground planes, with full layers for each power plane.
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(a)

..

(b):

Figure 3-13: (a) Zoom of the layout of an individual op-amp. (b) Zoom of the only
cross of digital and analog traces. Note that traces are essentially all orthogonal and
have a power plane on the layer between them (analog traces are on layer 15, digital
on layer 1, with the V- plane on layer 2).
* At most one via per trace from AD5370 to op-amp and from op-amp to output
pin; see Figure 3-13(a) for detail
c Either one or two voltage references can be installed; only installing one (and
soldering the junction on the bottom layer) should provide more consistent
conversions from DAC value to actual voltage across the different outputs
* Power regulation is assumed to be off-board, making it easier to modify the
voltage range
" Analog and digital traces only cross in one place, are orthogonal where they
cross, and are separated by a power plane; see Figure 3-13(b)
Notable parts used were
" AD5370: 40-channel, 16-bit DAC with SPI interface. Crosstalk is a concern,
which will be addressed with the power monitor board in the next section
* ADR4530BRZ voltage reference. 2ppm/"C max temperature coefficient, 1pV
peak-peak noise (0.1-10Hz) typical, t0.02% initial error. So, very accurate,
very low noise, very stable voltage reference to prevent drift over time even
with temperature changes in the environment. (Note that 2ppm is 19-bit level
accuracy, 1pV/3V is 21-bit level accuracy). Typical long term drift is 51ppm
over 4500 hours.
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* AD4177-4 quad op-amps for output buffering. Maximum of 60pV offset voltage,
but is not an auto-zero op-amp (which tend to have high input current noise at
frequencies relevant to thermo-optic heaters). Very low voltage noise density,
unity-gain stable. Integrated EMI filter. Rail-to-rail output. Long term offset
voltage drift is typically 2pV. Capable of sourcing 53mA and sinking 65mA,
designed to source 25mA. 7.5ps settling time to 0.01% accuracy (13 bit level,
so slightly more time will be needed than this). Channel separation of 127dB
at 1kHz.

3.3.2

Power Monitors

One of the lessons from our original work with PNPs on campus was that the exact voltage settings, and particularly the stability of those settings, are essential to
achieving high-fidelity operation of the PNP. Unfortunately, due to the design of the
AD5370 DACs, there is crosstalk between the channels. Additionally, each heater may
have some variation in resistance/ different phase response vs voltage, as the phase
shift is actually proportional to power. To this end, we developed monitors capable of
measuring both the voltage drop across each heater and the current flowing through
each heater. This allows us to monitor the power being dissipated by each heater, as
well as to compensate for excess electrical crosstalk.
Relevant pieces of the monitor circuit are depicted in Figure 3-14. The voltage
across the heater, Vmon is input to a MUX, as is a scaled and shifted voltage corresponding to the current across the heater; Vimon = 50 -1.

3 3 1,,t+ 4

.0 9 6 . At the outputs

of the MUX, these voltages are buffered to prevent the internal resistance of the MUX
from affecting the measured values. Then, these are scaled and shifted for the ADC
input. The ADC is only capable of reading values in the range [0, Vejj, where here
Vref = 4.096V. The scaling and shifting performed by the circuit in Figure 3-14(b)

maps the voltage range [-4, 12] to the range [0.008, 4.008]. From the ADC readings,
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Figure 3-14: (a) Per-channel voltage and current monitoring circuit. Vj is the voltage
from the heater driver output, V 0 t is the voltage that is output to the photonic
circuit. Vmon is connected directly to this output voltage. V mon is measured from
the in-line resistor; Mmon = 50 - 1.33Iout + 4.096, where I is the current through the

resistor. Both of these outputs are connected to MUX inputs (not shown). (b) The
output of each MUX is connected to a buffer circuit, to prevent the internal resistance
of the MUX from impacting measurement values (these op-amps should have highimpedance inputs). The monitor voltages are then scaled and shifted for the ADC
input. (c) How Vff is created from Vcf.

we can calculate the values of V t:
Vvmon VADC

=

4

1.344

(3.4)

1.344

Vout = 4 (V7ADC - 1.344) + 1.344

=

4

DC

-

4.032

(3.5)

and Iot:
1.344

VVADC

4

50 - 1 .3 3 Iout + 4.096 = 4 VADC

lout

-

1000Iot~

(3.7)

4.032

(3-8)

- 8.128

(3.9)

8.128

(3.10)

-

4

VADC

4

VADC -

66.5

6

(3.6)

4.032

Vimon= 4 VADC -

66.5Iout =

+1.344

mon-

-

0.150 4 VADC

-

122.2256

(3.11)

As seen in Figure 3-15(a), PCBs were designed and manufactured to support one
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(a)

(b)

Figure 3-15: (a) Power monitor board, with MUXes and ADC visible. (b) Heater
driver mounted to top of power monitor.
of these per channel of a 40-channel heater driver. Figure 3-15(b) shows a heater
driver mounted atop a power monitor.
Notable parts used were:
* ADS1263 analog-to-digital converter. 32-bit, 38kSPS, 10-channel delta-sigma
ADC with input /output MUX to allow for extra GPIO outputs (to control the
MUXes).
* OPA192 operational amplifier. Ultra low offset (less than 5pV), ultra low drift
(less than 0.2pV/K), high voltage (up to 36V supply) op-amp, with low bias
current (less than 5pA), rail-to-rail output, and is not an auto-zero amplifier.
" INA213 differential amplifier. 50x gain, allows for reference voltage, small package, low noise.
" ADG1206 MUXes.

Fully specified at

15V, 16 input MUX, relatively low

impedance (approx. 120Q), break-before-make switching, small package.
" ADR444 voltage reference. 4.096V reference, 1.8pV noise peak-peak (0.1Hz10Hz), 3ppm/K thermal drift (B grade), low dropout voltage of 500mV (essential to run off 5V rail). Note that initial accuracy isn't great ( 5mV), but this
can be calibrated out.
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Figure 3-16: Top view of motherboard, with three heater drivers and three power
monitors mounted.
9 TPS7A4700 regulator. RF-rejection linear regulator, to ensure ultra-low noise
on-board 5V power plane.

3.3.3

Motherboard

Each double-MZI chip has 112 heaters, which means we need three 40-channel heater
drivers (and power monitors) per chip. Each 14 mode/ 16 layer PNP has 240 heaters,
meaning we need six 40-channel drivers. To support this, a 6-driver motherboard was
designed and manufactured. As seen in Figures 3-16 and 3-17, the board supports a
microcontroller (a Teensyduino 3.x series), provides an isolated digital ground, and
has distinct power regulation for each heater driver. Outputs are connected via JAE
51-pin connectors to the PCB the photonic circuit is wirebonded to.

3.4

Next Steps

At this point, the double-MZI arrays have been packaged and we have designed and
manufactured all of the necessary controlling and monitoring electronics to allow for
precise programming of the heaters. The next step is to do bright light characteriza71

Figure 3-17: Bottom view of motherboard. Visible for each heater driver is a pair
of regulators (square black integrated circuits) that reject RF noise and provide individual clean power rails for each driver. Additionally, the ground plane for the
microcontroller (top left) is disconnected from the board ground plane, with digital
isolators providing the connection. This electrically disconnects the board from the
USB ground. reducing the possibility of ground loops.
tion of the system, which entails coupling the chip optically well, and verifying that
we can program desired output patterns to high accuracy. Bandwidth testing as well
as verification of ultra-high interferometer visibility should be performed.
Next, it should be possible to achieve an ultra-high fidelity quantum gate in this
system, potentially of higher fidelity than has been realized in any qubit system to
date. It is possible to program a four-photon heralded CNOT gate into a six-mode
PNP, which seems to be a perfect candidate for this testing. Full process tomography,
using the extra input and output layers, should be performed.
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4
Flow Switching with a Programmable
Nanophotonic Processor

We're flooding people with information. We need to feed it through a
processor. A human must turn information into intelligence or
knowledge. We'e tended to forget that no computer will ever ask a new
question.
GRACE

M. HOPPER

The primary force driving the improvement and industrialization of integrated
photonics has been the communications industry. Increasing demands on computer
network infrastructure have driven the conversion from communication via electrical
signals (which goes back to the very first long-haul communications links: telegraph

systems) to communication over optical fibers. Fiber has a number of advantages over
coaxial cable, but there are two that dominate: loss and bandwidth. While a quality
coaxial cable may support bandwidths up to 40GHz for short distances, erbium doped
fiber amplifiers (necessary for long links) perform well over the wavelength range

1530nm-1565nm (known as the C-band), a bandwidth of 4.382THz, easily- a 100x
improvement over coaxial cable. And, while very good (very expensive) coaxial cable
may have losses of 0.1dB/m at 1GHz, single-mode optical fiber has losses in the
C-Band of 0.2dB/km (0.0002dB/m). This dramatically extends the necessary range
between amplifiers, retimers, error correction electronics, etc.
At first, the conversion from copper to fiber conversion was only economical for
the very longest links [691, with single-mode fibers replacing coaxial cable for cross-
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country and cross-ocean links. Later, fiber moved to the metropolitan scale and,
recently, has replaced nearly all communications links in datacenters. At this point,
the only remaining copper links are intra-building and last-hop links to consumer's
homes.
The evolution from copper to optical provides a network with huge one-time gains
in point-to-point bandwidth. However, for nearly all applications, demands on the
network continue to grow exponentially, with video streaming to consumers comprising up to one-third of internet traffic at peak, and the demands of big data processing
causing an explosion in intra-datacenter traffic 19]. Additionally, due to the slowdown
in Moore's law and the super-linear complexity of electronic packet switching, even
if point-to-point bandwidth could keep pace, the demands of routing present a huge
barrier to continued network growth.
To overcome these challenges, new paradigms for network switching will have to
be introduced, likely requiring application-specific customizations. The OSI network
model, with separate layers that do not interact beyond passing packets up and down
the stack, has never been a truly realistic model for computer networks. However,
even the nominal degree to which we have been able to rely on this abstraction
has been greatly reduced in recent years, with mobile networks requiring modified
transport protocols compared to wired networks and the introduction of applicationdependent routing schemes through software defined networking. It seems likely that
this required cross-layer coordination will reach all the way down to the physical layer,
requiring application-specific reconfigurations of network topology.
One promising proposal in this direction is known as optical flow switching (OFS)
[9], in particular hybrid flow switched networks

170].

The principle is simple: small

transactions that fit well into existing electronic packet switching models remain on
existing networks.

However, large transactions, such as large file transfers, movie

streaming, distribution of data for processing in datacenters, etc. are scheduled on a
parallel optical layer.
Such a hybrid flow switched network would have a number of advantages. Essentially, a flow that might have been billions of packets long, each of which would
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have been individually routed in a standard electronic packet switching network, is
routed only once. This yields efficiency, throughput, economic, and power benefits
[70, 71]. In particular, the optical -+ RF

--

digital

->

switch

-+

digital -÷ RF -+

optical typically takes place at every hop in the network, which is a major component
of the power use (and thus operational cost) of a router. Additionally, as the optical
layer removes load from the electrical layer, throughput and latency for a variety of
traffic types can be improved as well [72, 73].
OFS relies on the existence of optical cross connect (OXC) switches capable of
being reconfigured on timescales short relative to the duration of a flow. In recent proposals, this means switches that can be reconfigured on sub-millisecond timescales'.
Additional considerations include the loss (obviously, should be low), the cost (needs
to be manufacturable), bandwidth (must support at least the C-band), and stability
(must work over time). The PNP, in particular the PNP designs of Chapter 3, meet
essentially all of these requirements.
Existing OXC switch architectures include physically aligning fiber collimators
[74], micro-electrical mechanical mirrors [75], and integrated Mach-Zehnder interferometers (MZIs) [76]. The first two architectures are slow (50ms+ switching times),
potentially unstable, and physically quite large, although they have been successfully
commercialized by, respectively, Polatis and Coriant. Integrated photonics solutions,
including MZI based switches, seem the most promising as large-scale silicon photonics continues to be commercialized.
The natural comparison in this space is the PNP vs. a Clos network of MZIs that
can be programmed in a bar/cross configuration. In favor of the Clos topology is that
it only requires 1og2 (N) layers for an N x N switch. However, it is only reconfigurably
nonblocking (i.e.

potentially requires internally rerouting existing connections to

allow for new ones), and it is only capable of 1-1 mappings. A PNP, in contrast,
requires N layers of MZIs, but supports arbitrary unitary transforms. This means that
'Of note, one fundamental limit for switching time requirements is approximately the round trip
time of the network; for a 1km link (roughly a large datacenter fiber length), the round trip time is
about 10ps. So even with 100kHz modulators-achievable with thermo-optic modulators-we are
approaching this limit.
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Figure 4-1: Network architecture diagram. The servers are divided into two clusters
of four computers each, which act as traffic generators. Connected to each server is an
FPGA that, for each packet, determines if it should be routed over the electrical layer
or the optical layer. The "optical switch fabric" here is implemented using a small
PNP. The FPGAs also continuously measure the one-way pairwise latencies over the
electrical layer.

a single flow can be split at the physical layer and delivered to multiple destinations.,
vastly increasing the possible configurations of the optical layer. Additionally, by
optimizing along the unitary manifold, it should be possible to realize completely nonblocking operation of a PNP network switch despite the planar topology [77, 78, 79].

To demonstrate the efficacy of the PNP for this application, we built a small,
8-node test network, instrumented it to precisely measure latency, and demonstrated
the impact of routing large flows over a reconfigurable optical layer vs. routing them
over the same electrical packet switched layer as the background traffic. This work
was presented at CLEO 2017 [16] and CLEO 2018 [17].
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Figure 4-2: Bank of eight FPGAs, one per server. Red ethernet cables connect to the
servers, white to the electrical switch. Fiber optic connections are not visible here.
The timing distribution can be seen as SMA cables leaving the top of the left-most
FPGA.

4.1

Test Network

A diagram of the test network can be seen in Figure 4-1. Two clusters of four servers
each act as traffic generators, using the software iperf to generate UDP traffic. This
traffic is sent to an FPGA that, if an optical route to the destination is available,
sends the packet over the optical layer and, if not, directs it over the electrical layer.
Additionally, the FPGAs all share a clock and use test packets to measure the one-way
latency of the electrical network between each pair of FPGAs continuously.
The general test configuration is that we generate a small amount of background
all-to-all "mouse" network traffic. We then generate one or more "elephant" flows. We
measure the network state under this condition, particularly the pairwise directional
latencies and the packet drop ratios, showing that these elephant flows victimize other
traffic on the network. We then re-route the elephant flows over the optical layer and
show reduced drops and latencies.
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ETHc

Figure 4-3: Block diagram showing functionality of each FPGA.

4.1.1

FPGA Design

To perform and instrument this experiment, we inserted FPGAs between each server

and its electrical layer switch; the eight FPGAs can be seen in Figure 4-2. The HDL
design for these FPGAs was a major task, the general structure of which is laid out

in this section.
As seen in Figure 4-3, each FPGA has four external connections: a gigabit ethernet
connection to its server, a gigabit ethernet connection to its electrical packet switch,

a fiber optic connection to an SFP transceiver, that goes to the PNP, and an SMA
input that provides the real-time clock.
In the following, we detail the FPGA operation by specifying how it processes
different types of packets.

4.1.2

Packet Entering PHYO

Packets entering the system from PHYO are those originating at a server. The goal of

the FPGA here is to determine whether to send this packet over the electrical layer
(i.e. to MACI/PHYl) or to the optical layer (i.e. to MAC2/the SFP transceiver).
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The block "MAC Filter" performs this function. It synchronously inspects the first
six bytes of the IP frame, which denote the destination MAC address of the packet.
If that destination address matches one in the lookup table, the packet is directed
to MAC2, where it is sent to the SFP for optical transmission. Otherwise, we need
to direct the packet to MAC1. However, there are several other potential sources of
packets for transmission by MAC1, so we place the packet into a FIFO, where the
MUX block in front of MACi can unload it when possible.

4.1.3

Packet Entering PHY1

When PHY1 starts receiving a packet from the electrical packet switch and starts
transmitting it to MACI, it pulls its "enable" line low. This is buffered by two flipflops to the real-time-clock (RTC) domain, where it triggers the Rx timetagger to
save the current time and push it onto a FIFO. This time can later be read by the
timing packet generator, to establish when the packet arrived.
Once the packet arrives at MAC1, it is sent both to the timing packet generator
block and to the packet combiner block. The former checks if the packet is either
a timing packet or a reconfiguration packet intended for the FPGA; if it is not, it
drops that packet. At the packet combining block, there are a pair of FIFOs to
support combining the packet streams from MAC1 and MAC2 (the electrical and
optical layers, respectively).

4.1.4

Packet Entering PHY2

Packets from the optical layer are queued in a FIFO and delivered to MACO when
capacity is available. When both FIFOs have packets waiting, the packet combiner
block alternates packet deliveries from each. In principle, this could be tuned to
probabilistically prefer packets from one source or another.
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4.1.5

Timing Packets

To measure the latency between each pair of FPGAs, there is a dedicated timing
block. As discussed above, all packets exiting MACi are delivered to this block and,
if they are timing packets, are processed.
Periodically, this block produces a pair of packets. First, a "tracer" packet is sent
to a chosen destination FPGA. The block waits for this packet to be sent to the PHY,
using the RTC to timetag exactly when it was transmitted. Then, a second "timetag"
packet is sent to the same destination, with the RTC value of when the first packet
was transmitted. RTC values are synchronized across all FPGAs, so the receiving
FPGA compares the value in the timetag packet to the one it saved for the tracer
packet. The difference between these values (multiplied by 5 nanoseconds, as the RTC
runs at 200 MHz), is the one-way latency between the two FPGAs. The calculated
latency is then packaged into an IP packet to be sent to the network control server,
and is queued for transmission on MAC1.

4.1.6

ARP Packets

Packets received from MACi are also sent to the ARP (Address Resolution Protocol)
module. If the packet is an ARP request corresponding to the IP address of this
FPGA, and ARP response is prepared, and queued for transmission back out MACI.
This enables the network control server to discover and send packets to each FPGA,
enabling configuration of their lookup tables (see previous section).

4.2
4.2.1

Results
Unicast Elephant

First, to verify the efficacy of the hybrid network approach, we performed tests with
a single elephant flow, from Al to Bl. We prepared background traffic such that
each of the eight servers was sending 25Mbps of traffic to each of the other eight, and
added an additional 600Mbps elephant flow from Al to Bi. We measured both the
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Figure 4-4: Test results for 25Mbps background traffic with a 600Mbps elephant flow
from Al to B1. For visual clarity, A3, A4, B3, and B4 are omitted from this chart.
The top two matrices show results without the optical layer and the bottom two
show results with the optical layer. The two left-hand matrices show packet drops,
in percentages, and the right two show latencies, in milliseconds. The Al-to-B1 cell
is lightly hatched.
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UDP packet drop percentages and the latencies both with the optical layer disabled
and with it enabled. Figure 4-4 shows the results.
Several features here are notable. First, the presence of the elephant flow victimizes all traffic from A to B, with the most drops happening from A2 to BI, but even
traffic from A2 to B2 having a 12.6% drop rate. Similarly, latencies from A2 to B1
and B2 are impacted more harshly than Al to BI and B2, even though Al is the one
generating the elephant flow.
When the optical layer is enabled, routing traffic from Al to B1 over a PNP
instead of over the electrical layer, we find that the impacts of the elephant flow
are completely mitigated. However, this just demonstrates the efficacy of a hybrid
network architecture; it does not make use of the unique capabilities of the PNP.

4.2.2

Multicast Elephant

To demonstrate the value of the PNP, we configured the network in almost exactly
the same way. However, instead of Al generating a single 600Mbps elephant flow
to B1, it instead generated two 300Mbps elephant flows, one to A2 and one to B1.
When the hybrid layer was enabled, we also configured the PNP to split the light
from Al to both A2 and B1, demonstrating that physical layer multicast is possible.
Results are shown in in Figure 4-5. Again, we see sharp reductions in the impact
of the elephants when we enable the hybrid layer. In particular, the effects on the
A-to-B traffic are mitigated completely. Note that, as A2 is on the same electrical
switch as A2, the elephant flow does not victimize other traffic; the point, however, is
that we can effectively multicast this traffic over the optical layer, saving in switching
power and latency for those packets in the same configuration as we mitigate the
victimization effects of the Al-to-B1 flow.

4.2.3

Fat-Tree Testing

The above testing is somewhat unfair to the electrical packet switching case. We
only allow 1Gbps of bandwidth between the A and B switches, which can congest
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eight trunked Gbps links.

that link. Adding an optical link between hosts on A and B effectively increases
this bandwidth to 2Gbps. However, as we show in this testing, to achieve operation
equivalent to having a hybrid layer enabled, you need not only a fat tree configuration
(where the switches have 4Gbps of bandwidth between them), but indeed a 200% link
provisioning.
In Figures 4-6 and 4-7 we see, respectively, the loss and latency results for a a fattree network where the link between the two switches is provisioned at 25% (1Gbps),
50% (2Gbps), 100% (4Gbps), and 200% (8Gbps) using layer 2 trunking. The traffic
configuration here is 25Gbps of all-to-all traffic with an 800Mbps flow from Al to B1.
What we see is notable: at 50% provisioning, the elephant flow still has a significant
effect on the latency and loss from computers in group A to computers in group B.
Even at 100% provisioning, there is still an effect. To recover the loss and latency
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Figure 4-7: Traffic latency matrix for the same configuration as Figure 4-6.
performance we see with a hybrid network, we have to go all the way to a 200%

provisioning of the network.

4.3

Discussion

We have demonstrated the efficacy of a hybrid network architecture and, in particular,
the utility of the PNP as the switch of choice for these networks. We demonstrated
the benefits of both singlecast and multicast optical switching in these networks.
Finally, we showed that it is not simply a matter of the extra bandwidth an optical
layer provides; preventing the need to switch each packet in an elephant flow greatly
reduces the load on the network overall, and prevents victimization that can occur
even with fully provisioned fat trees.

Much work remains to be done in this direction. While we have demonstrated the
ability to route large flows over an optical network, including the use of the arbitrary

85

reconfigurability of the PNP to split flows to multiple destinations, this is only a
small piece of the puzzle. Large open questions remain as to the optimal techniques
to produce a schedule for traffic, what the impact of using an arbitrarily reconfigurable
switch is, and what new topologies this type of switch might either enable or make
viable.
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5
Quantum Optical Neural Networks

I believe that your theory needs realism by being involved and being in
close touch with experimentalists... Don't stray far from the experiments
if you are working on theory, and if you have talent for experiments, do
them.
HERMANN

A.

HAUS

Having established the experimental viability of programmable nanophotonic circuits, we turned our attention to their prospects as building blocks of larger-scale
systems.

In this chapter, we investigate the use of PNPs as key building blocks of

quantum optical neural networks (QONNs). As we will see, with the addition of an
on-site nonlinear element, PNPs can be tiled to form QONNs that are capable of
learning to perform a variety of quantum and classical tasks.

5.1

Introduction

Deep learning, the application of deep neural networks to computational problems,
has been revolutionizing the field of computing [80, 81]. It has found applications
in natural language processing [821, cancer diagnosis [83], particle physics [84], and
many more fields.

Simultaneously, quantum computing research has moved from a

focus on few-qubit systems to so-called Noisy Intermediate Scale Quantum (NISQ)
processors [85].

This evolution has been driven by falling error rates on individual

qubits [86, 87], as well as improvements to the number and connectivity of qubits
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achievable in experiment [88, 89]. In parallel, there have been algorithmic advances
[90], with near-term achievable quantum algorithms being discovered.

These have

applications to, for example, combinatorics [91], quantum chemistry [22], and solid
state physics [92]. However, it is only recently that there has been exploration of the
application of quantum processors to machine learning [93].
Algorithms for solving machine learning tasks on universal, error-corrected quantum computers have been proposed [94, 95], and small-scale demonstrations of these
have been achieved [96]. Focusing on near-term available hardware, machine learning
on NISQ processors has recently become an active and productive area of investigation [97, 98, 99, 100]. These proposals may provide a route towards practical
quantum-enhanced machine learning systems. Typically, these proposals have limited themselves to the gate-based picture of quantum computing, attempting to map
common features of classical machine learning algorithms to quantum gates. In contrast, the work we present here exploits the unique properties of quantum optical
systems, giving us access to the full Fock space instead of restricting our view to a
qubit subspace.
The question of unambiguous quantum superiority in this realm has not been
conclusively demonstrated, either in this work or in any work to our knowledge [101].
However, there are a number of heuristic results that suggest we can expect quantum systems to outperform classical ones in a number of application areas. For one,
certain classes of non-universal quantum computers have been shown to sample from
probability distributions that cannot be efficiently classically sampled from under reasonable complexity-theoretic assumptions' [102, 103]. For example, non-interacting
identical photons (a subclass of the architecture we will present) sample from such
distributions even without the introduction of nonlinear elements [27]. Thus, it seems
reasonable to believe that quantum neural networks may be able to, in certain cases,
outperform their classical counterparts.
Further evidence for the utility of quantum neural networks comes from the fact
that most modern classical machine learning algorithms rely on linear algebraic op'For example, that the polynomial hierarchy does not collapse
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erations. There have been several demonstrations of quantum algorithms providing
speedups over the best known classical algorithms for various linear algebraic operations. These have included Fourier transforms [104], vector inner products [105],
matrix eigenvalues and eigenvectors [106], and linear system solving [1071.
Finally, we note that in many cases there is no classical counterpart to quantum
neural networks. In particular, any time the input to the network is a quantum state,
it is impossible to process that state on a classical computer 2 . So, at the very least,
quantum neural networks may provide valuable building blocks for the construction
and analysis of large-scale quantum systems. For example, certain physical systemssuch as those studied in quantum chemistry-can be naturally encoded by quantum
information. Quantum neural networks can then analyze properties of these states
such as their coherence or their entanglement. Classical computers, in contrast, would
require an exponential amount of memory (e.g. in the number of spin-orbits of a
molecule) to even encode these states. This is explored further in Section 5.5.
Here, we introduce an architecture that allows us to access the computational complexity of quantum optical systems in a versatile, reconfigurable way. We term this
architecture the Quantum Optical Neural Network (QONN). Many natural quantum
optical transformations (e.g. mode mixing, optical nonlinearities) correspond directly
to features of neural networks. We demonstrate how to train these systems to implement coherent quantum operations as well as to perform classical learning tasks.
Our results suggest this architecture is capable of much of the functionality of both
of the platforms its design derives from. We believe that advances in photonic quantum computing, including the work on PNPs presented in earlier chapters, make the

QONN

a promising near-term platform.

In the following sections, we introduce the architecture of our QONN. To verify the
computational power of the QONN-and our ability to train it to perform quantum
tasks-we benchmark the QONN by training it to perform quantum optical gate
operations where circuit decompositions are already known. We show that the QONN
2

Caveat: If one can produce endless identical copies of a state, then quantum process tomography
can be used to characterize it and simulate the system on a classical computer. However, the amount
of operations this takes, and the storage required, is exponential in the dimensionality of the state.
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architecture can learn to simulate quantum Hamiltonians using only a limited set
of input/output state pairs, demonstrating that it can generalize what it learns to
previously unseen inputs. This learning is demonstrated for Ising and Bose-Hubbard
Hamiltonians. We then introduce and test a new type of quantum auto-encoder that
compresses information stored on n photonic qubits onto k < n photons, making
that information more loss resistant for transmission. This further demonstrates the
ability of the QONN to generalize to previously unseen inputs. Finally, we apply the
QONN to the classical machine learning controls task, that of balancing an inverted
pendulum.

5.2

Training Neural Networks

Typical neural networks (see, e.g., Figure 5-1(a)) take an n-dimensional input vector
X

E R and subject it to (1) linear transformations W(i)s' parameterized by a weight

vector Oi at layer i and (2) nonlinear operations o-(Y) which are single site nonlinear
functions, sometimes parameterized by a bias vector &.

This nonlinear function is

typically referred to as the perceptron or neuron. See inset of Figure 5-1(a) for two
example functional forms: the rectifying linear unit (ReLU) neuron and the sigmoid

(o-) neuron.
A neural network is then trained by tuning the parameters

{Oi } (and, if applica-

ble, {b}) in order to make the network best approximate some function

f(Y)

= y,

whose form is typically not explicitly known. Neural networks have found wide applicability due to their ability to generalize: when they are trained on a limited set
of input/output pairs, they have been found to be able to perform well on previously
unseen inputs.

For example, a neural network might be trained in the context of

cancer diagnosis. In this case, the input vector iF might be the grayscale values of
the pixels of an image of a cell, and the output might be a two dimensional vector
corresponding to the binary labels "benign" and "malignant" [108].

After training,

the network may categorize new, previously unseen, images of cells with one of these
two labels.
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A number of the components needed for the computational process of a neural
network are already available in photonic systems. As we have seen in previous chapters, PNPs are capable of implementing matrix multiplication by arbitrary unitary
matrices, and are well parameterized by the values of their phase modulators. Second, optical nonlinearities are key to a number of classical [109, 110] and quantum
[10, 111] optical computing architectures. Nonlinearities at the single-photon level
can be realized via measurement

[10],

interaction with three-level atoms

[1121

or su-

perconducting materials [113], and through all-optical phenomena such as the Kerr
effect [114]. Integration of these components at scale remains an outstanding challenge in the field, but work is ongoing. As such, in this work we restrict ourselves
to considering numerically idealized components with the hope that our results will
generalize to whatever nonlinearities are eventually realized in experiment.

5.3

QONN Architecture

The architecture of the QONN is shown in Figure 5-1(b), and should be compared
against the classical neural network architecture seen in Figure 5-1(a). Input data to
the QONN is encoded onto quantum states at the input, either as dual-rail qubits
(see Chapter 2 for details), or more generally as any superposition of Fock states.
Leveraging the full Fock basis may be advantageous for training the QONN, as we
will see in future sections.
The linear circuits at each layer are m-mode PNPs - programmable unitary transformations each parameterized by m(m - 1) phases. Between each layer we position
single-site Kerr nonlinearities. As shown in the figure, these yield the transformation
00

E(b)

Zein(n-1)0/
n=O

2

In) (n .

(5.1)

phase 0, yielding a total phase of

(n)o

n(n-1

.

In other words, for every pair of photons in that mode, the state acquires an additional

In the Fock basis, we can write this as a diagonal transformation. If a basis state
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(a) A Classical Neural Network

Linear Transform
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(b) A Quantum Optical Neural Network
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Hidden
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Input State

Output
Layer

Linear Transform

Single-Site
Nonlinearities

Linear Transform

Single-Site Photon Counting
Nonlinearities
Detectors

Figure 5-1: Quantum Optical Neural Network. (a) An example of a classical
neural network architecture. Hidden layers are rectified linear units (ReLU) and the
output neuron uses a sigmoid activation function to map the output into the range
(0, 1). (b) An example of our quantum optical neural network (QONN) architecture. Inputs are dual-rail Fock states which encoded qubits, with a photon in the
top mode representing 10) and a photon in the bottom mode representing 11). The
single-site nonlinearities are given a Kerr-type interaction applying a phase quadratic
in the number of photons. Readout is given by number resolved single photon detectors which measure the photon number at each output mode. Figure and caption
reproduced from [18]

has a maximum of one photon per mode, the diagonal element of the transformation
for that state is 1. Otherwise, we sum the phases picked up over all of the modes
with > 2 photons. For example, the state 1213) would acquire a phase of
first mode, no additional phase for the second mode, and a phase of

6
2

-

#

for the

3# for the

third mode. Overall, this sums to a diagonal element of e"A4 for this state.
Let's look at this more concretely, say for 2 photons in 3 modes. We have six basis
elements, 1200),

110),

1101),

020), 1011) , and 1002). The three elements with

more than one photon per mode pick up a phase of

#,

while each of the others does

not. So we end up with our nonlinear layer applying the transformation
eio 0 0

X2,3(

0

0

0

0

1

0

0

0

0

0

0 1

0

0

0

0

0 0 eio 0

0

0

0 0

0

1

0

0

0

0

0

0
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(5.2)

In the Fock basis then, our QONN applies the transformation

S

(E) =

(5.3)

X n,n(0)<4D(Ui)
i=N

for an N layer system with n photons and m modes. <D here is the same transformation from Chapter 2, that converts a linear optical unitary into its multi-particle
transformation on the Fock basis. Note that, strictly speaking, as we have assumed
photon counting detectors at the output, the final y layer is unnecessary (and, indeed,
was ignored for simulation purposes to save a matrix multiplication). In this work,
7

of weakerit useful to set
we typically
the effects found
=r, although we explore
nonlinearities in Section 5.4.1.

As noted, at the outputs of our network, we include photon counting detectors.
Note that these can always be realized with a network of beamsplitters and threshold

("vacuum-or-not") detectors [115]. We use the results of this measurement, along with
a training set of K desired input/output pairs
cost function

{(fo)

to construct a

4jout)))

K

o ()

=1

-

1/K

('t| S()bi) 12.

(5.4)

We then variationally minimize C(O) to find the target transformation (up to an
unobservable global phase).

As with classical neural networks, we found different optimization algorithms to
work well for different tasks.

A full comparison of all of the derivative free local

optimization algorithms in NLOpt [41] was done, using the CNOT example from
the following section, and we found again that BOBYQA 1116] performed best for
local optimization. For the quantum auto-encoder, we also found global optimization
with MLSL [42, 43, 44], using BOBYQA as a subroutine, to be useful.

For the

reinforcement learning training in Section 5.7, we used our own implementation of
evolutionary strategies [117].

93

5.4

Benchmarking the QONN

In order to verify that the QONN could be trained to perform quantum tasks successfully, we chose three standard quantum optics tasks and measured how well we could
train QONNs to perform each: the CNOT gate, bell state generation/identification,
and GHZ state generation.
For the CNOT gate, we used a dual rail encoding. That is, our system had 2
photons in 4 modes, with the Fock state 1010) corresponding to the logical state
00)L, 1001) corresponding to 101)L, and so on. Over this subset of the Fock space
for 2 photons in 4 modes, we trained the QONN until it performed a CNOT operation
over those four states.
For bell state generation and identification we used the same dual rail encoding.
We trained the QONN to perform the following map
1
( 00)L + 11L
00)L

r1
1
1

11W 11L .(5.8)

(100)L

-

11L014

(1014 + 10)LW
O )L
(-

(5.5)
(5.6)
104

(5.7)

L

That is, if we put in the first Bell state, our output is the logical state 100)L i.e.
the Fock state 1010), which is identifiable with single photon detection. Once this
system is trained, it can be run in reverse to generate Bell states as well, by inputting
the correct logical state to the output (this follows from the unitarity of the system).
Finally, for GHZ state generation, we simply trained the system to perform the
map
1000)4 -+ 000) + 11114

(5.9)

over three dual-rail encoded qubits.
In order to investigate the effect of layer depth, we allowed our networks to vary
from 2 layers (i.e. a single nonlinear layer) to 10 layers (9 nonlinear layers) deep. In all
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Figure 5-2: Benchmarking Results. The first nine figures show 50 training runs for
each of three representative optical quantum computing tasks: performing a CNOT
gate, separating/generating Bell states, and generating GHZ states. At low layer
depth, the optimizations frequently fail to converge to an optimal value (we defined
an error less than 10-4 as "success"), terminating at relatively large errors. This
behavior gets worse as we add layers, out to 5 layers, at which point it undergoes a
rapid reversal, with the training essentially always succeeding at layer depths of 7 or
more. This is shown in the final figure, where success percentage is plotted against
the number of layers for each of the three tasks. Figure and caption reproduced from
[18]
cases, the strength of the nonlinearity

# was equal to 7r.

As seen in Figure 5-2, at small

layer depth the optimization frequently terminates early, demonstrating that not all
local optima are equivalent to global optima (starting points were randomized). We
see similar behavior for all three tasks. At higher layer depths, we notice that-just
like in classical neural networks-local minima become equally good/equally close to
the global minimum. This demonstrates why we want to use deep networks: while a
single layer may be all that is necessary for a given operation, we can more easily train
deeper networks for a variety of tasks, without being concerned about performing a
full global search over the parameter space. For more complex tasks, where the smalllayer representation may be difficult to find, this demonstrates that we may still be
able to train deeper networks to perform these tasks.
While the inputs and desired outputs in these examples are restricted to the dualrail basis, the states internal to the system and the output states during training are
not. Indeed, at internal layers, the states of the photons span the full Fock basis,
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To investigate the effects of nonlin-

we investigated the case where the total nonlinearity seen through

the system is still 7r but each layer has 4 < 7r. For higher layer counts, we found the
training to be slower-likely due to the higher number of free parameters-but more
consistent than with a small number of layers.Figure and caption reproduced from
[18J
only being confined to the computational basis at the output. As we will see in later

examples, it is sometimes useful to relax the dual-rail constraint at the output as well,
using the full Fock basis directly.

5.4.1

Weaker-than-7r Nonlinearities

Throughout this chapter, we assume that all nonlinearities have strength 7r. To studey
the effects of using weaker nonlinearities, we ran benchmarks simulating two different
cases. First, we assumed access to N nonlinearities each of strength wr/N, such that
the "total" nonlinearity through the circuit is still 7r. Second, we studied the effect of
a weaker than 7r nonlinearity on the fidelity of the two-layer CNOT gate.
In Figure 5-3 we show the effect on training of splitting a single

7r

nonlinearity

over N nonlinear layers. In the upper-left subplot we see the same behavior as the
two-layer case from Figure 5-2, with some optimizations terminating early and others
achieving full fidelity. As we increase the layer number, the behavior becomes more
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Figure 5-4: CNOT Fidelity impact of # < 7r To look at the case where we do not
have access to a full 7r nonlinearity, we optimized 250 single-nonlinear-layer QONNs
at each potential # and plotted the best fidelity achieved vs. the infidelity in 0.
We found this relationship to be log-linear and plotted the best fit, rounded to two
decimal places in both slope and y-intercept. Figure and caption reproducedfrom /18J
consistent as expected, but training becomes slower, with the networks achieving
worse fidelities before the optimization terminates. This could probably be improved
by tuning the termination parameters given to BOBYQA, but for fair comparison
they were fixed for this study.
In Figure 7 we show the relationship between the fidelity of the CNOT gate and
the strength of the nonlinearity. Each dot was calculated by fixing

#

and taking the

best result of 250 optimizations of the 2-layer QONN with that strength nonlinearity.
We find a log-linear relationship between the infidelity of the gate and the fractional
error in the nonlinearity strength. To the best of our knowledge, this relationship was
previously unknown.

5.5

Hamiltonian Simulation

While the results of the previous section demonstrate that we can, indeed, train
QONNs to perform basic quantum optics tasks, they do not demonstrate the ability of
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Figure 5-5: QONNs for Hamiltonian Simulation. (a) Ising Model. A three layer
QONN is trained for a range of interaction strengths J/B and the probability for
particular output spin configuration is plotted (points) given the ItT) initialization
state. The expected evolution is plotted alongside (lines). Critically, during the
training process our QONN was never exposed to the initialization state. (b) BoseHubbard model. Number of layers required to reach a particular test error for the
simulation of a (2,4) strongly interacting U/thop = 20 Bose-Hubbard Hamiltonian
(schematic shown in inset). Training is performed 20 times for each layer depth, and
the lowest test error is recorded. Figure and caption reproduced from [18J

the network to respond to previously unseen inputs. That is, in each of the benchmark
training cases, we trained and verified on the same set of states. To assess the ability of
the QONN to generalize, we apply it to the task of simulating quantum Hamiltonians.
The goal of this task is to program S(O) to mimic the performance of a reference
Hamiltonian, the form of which is not explicitly given to the network. We do this by
generating a set of randomized input states
we expect from the given hamiltonian, that is

and calculating the output states

)

""out))

e-t

l(i")) We construct a

cost function as seen in Equation 5.4 for training, and then test the performance of

the network on a new set of states,

{ (in)) }, which

are distinct from the training set,

comparing the output states after evolution through the Hamiltonian to the output
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states of the QONN.
Notably, H may be a system we have physical access to, as opposed to a system
that is simulatable.

We can prepare identical input states to both the system of

interest H and to the QONN and compare their overlap using a controlled-SWAP
operation, which is related to the Hong-Ou-Mandel effect [118].
We investigate two candidate Hamiltonians in this work: the Ising Hamiltonian
and the Bose-Hubbard Hamiltonian.

5.5.1

The Ising Hamiltonian

The Ising model we simulated is described by the Hamiltonian
Xi+ J E Zi®Zo ,

Hising = B(

(5.10)

where B is the interaction of each spin with the magnetic field in the i direction and
J is the interaction strength between spins in an orthogonal direction. For simplicity,
we set t = 1, meaning that

jo)(

")

e-i

ti").

We implement this optically via the dual-rail encoding with m = 2n where
it) :=

10)12

and I4) := 101)12.

For the case of n = 2 spins, we used 20 random

input states for training and 50 other random input states for testing. We see that,
even for a wide range of J/B, a QONN is capable of being trained to a reasonable optimum of performance. Figure 5-5 shows the results of varying J/B over the interval
[-5, 5], plotting the probability of finding a particular spin configuration given the
initialization state Itt). Critically, this was not one of the input states we used for
training. We also trained a QONN for the n = 3 spin case, reaching an average test
error of 10.1%. This higher error for larger spin number motivates further research
efforts in advanced training methods such as backpropagation 3 [119] or layer-wise
training [120, 121].
3

See next chapter
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5.5.2

The Bose-Hubbard Hamiltonian

The Bose-Hubbard model we simulated is described by the Hamiltonian

HBH

W

bi

bbj
- thopLb
(i01j)

Zfii

-2

- 1),

(5.11)

i

where bIi is the annihilation operator for the ith mode, hi is the number operator for
the ith mode, w is the on-site potential, thop is the hopping amplitude per unit time,
and U is the on-site interaction strength.
For the optical implementation of this Hamiltonian, we use the Fock states directly,
rather than using a qubit encoding. This is a natural mapping for the Bose-Hubbard
Hamiltonian; the only difference between the Bose-Hubbard Hamiltonian and a linear
optical system is the on-site interaction term (U/2) E> hi(hi - 1).
In order to further benchmark the QONN architecture, we look in particular at
the number of layers necessary to accurately simulate the Bose-Hubbard model. We
fix

U/thop

:= 20 and t

=

1, and set the connectivity to be a square lattice of four

sites. We allow n = 2 bosons to evolve on this lattice. See inset in Figure 5-5(b) for
a depiction of the geometry of the system.
In Figure 5-5(b) we see that, as we increase the layer number, the mean error of
the test set decreases from 42% in the single-layer (i.e. linear) case down to 0.1% in
the 7-layer case. As expected, this shows that deeper QONNs are capable of a richer
class of quantum functions, a concept familiar from classical neural network theory
[122].
In order to verify that our results are not dependent on the particular value of
U/thop

we chose, we fix the layer count at 5 and vary U/thop over the interval [-20, 203.

Across 22 values, we find a mean test error of 2.9 with a standard deviation of 1.3%.
While both Hamiltonians we studied here are drawn directly from nature, the
training methods demonstrated should generalize to arbitrary quantum systems, contrived or not. Being able to mimic the input/output behavior of uncharacterized
quantum systems may find application in learning representations of quantum systems
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where circuit decompositions are not previously known, or in finding more efficient
compiled representations of known circuits.
Photons are the natural carriers of quantum information over distance, playing an
essential role in quantum communication and networking protocols, either as information carriers directly or mediating interactions between long-lived quantum memories
[123]. For a given channel loss 71, the probability of successfully transporting n photons to their intended destination goes exponentially in n: (1

-

)". Thus, increasing

the information density per photon can drastically improve the performance of a
quantum channel.
In this section, we present the design of a quantum optical auto-encoder that
compresses a family of states, originally represented by the state four qubits, onto a
single photon. This compressed representation could then, for example, be used to
convey information between two physically separated quantum computation nodes
[124]. More generally, this architecture can be used to compress information represented by n qubits onto k < n photons for transmission, and then run in reverse at
the destination for decoding.
Previous work has proposed quantum auto-encoders as a technique for compressing a family of states onto a lower dimensional k-qubit manifold known as the latent
space [125]. Similar to the behavior we studied in the previous section, auto-encoders
learn from a small set of training states to generalize their compressive behavior to
a larger family of states. As well as the previously mentioned application to communicating quantum information over distance, quantum auto-encoders have also been
suggested as a subroutine for finding more efficient device-specific ansatzes [126].

5.6

Quantum Optical Auto-encoder

For the quantum optical auto-encoder, we do not restrict ourselves to a qubit manifold, instead allowing for the mapping of qubit information onto the full Fock space.
To validate the QONN auto-encoder concept, we chose a problem relevant to quantum
chemistry on NISQ processors: the representation of the ground states of molecular
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Figure 5-6: Quantum Optical Auto-encoder. (a, b) Schematics of the QONN
architectures corresponding to each of the three training strategies. While the architecture of the global-structured (a, orange) and global-unstructured (b, green) optimizations remained the same throughout the entire optimization, the local-structured
approach (a, blue) optimized the parameters of (1) U1 and V first (with the nonlinear layer shown in green), before moving on to (2) U2 and V2, and in the third phase
(3) U3 and V3 . The final refinement step of the iterative approach (4) considered all
parameters in the optimization, similar to the global strategy. (b) A plot of the fidelities of the reference states achieved by the different training strategies to compress
ground states of molecular hydrogen. While the global (orange) and unstructured
(orange) optimizations included all three reference qubits from the start, the large
drops in fidelity for the iterative procedure (blue) are due to including increasingly
more reference states in the optimization. Figure and caption reproduced from /18]

hydrogen (H 2 ) in the STO-3G minimal basis set [127], mapped from their fermionic
representation into qubits via the Jordan-Wigner transformation [128]. In this basis,
-/(1) 1100)L

a ground state with bond length 1 take on the form 1'(l)) = a(l) 0011)L

L

where the subscript L again denotes the logical basis; we again use a dual-rail encoding for the input states, here with n = 4 photons and m = 8 modes. Notably, in
this representation, the states under consideration are no longer related by a single
unitary transformation; i.e. test states with different 1 than the training states are
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"off the training manifold" in standard neural network terminology.
The training goal of the auto-encoder (i.e. what we use to construct a cost function
during training) is, for all states in the training set, to satisfy
(5.12)

S(()) 10) = 1000)L & IV@f)
for some two-mode state |1{P) in the latent space.

In other words, the aim is to

disentangle n - k qubits from the input states by setting them to a reference state
(here, 10 ) 0-k).

Thus, we use the fidelity of the reference state as a proxy for the

fidelity of the decoded state.
As for all other applications of the QONN, we need a network with sufficient expressibility to be trained to achieve the task at hand, but with few enough parameters
that training is feasible in a reasonable amount of time. Here, we test three different
training schemes, seen in Figure 5-6(a,b). The three training schemes are
1. Local-structured training, outlined in blue in Fig 5-6(a). Here, we sequentially
optimize 2-layer QONNs at each stage, disentangling one qubit at a time, with
each subsequent stage acting on the smaller remaining subspace.
2. Global-structured training, outlined in orange in Figure 5-6(a). Here, we train
the same layer structure as in local-structured training, but optimize all parameters of the network simultaneously rather than in sequence.
3. Global-unstructured training, seen in Figure 5-6(b).

Here, we hold the layer

width constant across all layers, training all parameters simultaneously.
Optimizations here were performed using both global and local optimization methods. We used MLSL with low discrepancy sequences [42, 43, 44] with BOBYQA 11161
as a subroutine, both from the NLOpt [411 library. Training states were the set of
four ground-states of H 2 with 1 c {0.5, 1.0, 1.5, 2.0} angstroms. Results can be seen in
Figure 5-6(c). Global- and local-structured optimizations had similar performance,
reaching fidelities of 92.2% and 90.0% on the test set respectively. The unstructured
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optimization did not perform as well, reaching only a fidelity of 72.2% in the same
number of iterations.

5.7

Quantum Reinforcement Learning

Having demonstrated the ability of the QONN architecture to learn a variety of
quantum tasks, we wanted to demonstrate its ability to learn to perform classical tasks
as well. Classical deep reinforcement learning (RL) is a natural setting for this type of
architecture. In RL, an observation vector is fed to a so-called "policy network", which
outputs a probability distribution over a set of possible actions. As the outputs of
the QONN are inherently probabilistic-and we know it can sample from probability
distributions that classical computers cannot efficiently sample from-this seemed
like the best area of investigation.
In particular, we studied the standard RL problem of balancing an inverted pendulum [129]. We simulated a cart moving on a one-dimensional track, with a pole
attached to a hinge atop the cart-see inset of Figure 5-7(c). At simulation start,
the position of the cart and the angle of the pole are set to randomize positions near
0. At each time step, the simulation outputs an observation 4-vector of {x, 7, 0, O},
that is, the position of the cart, the velocity of the cart, the angle of the pole, and
the angular velocity of the pole. From this information, we need to select from the
action space of applying a unit force in the +

or -z directions (these are the only

two options). The simulation continues until a boundary condition in x, 0, or t is
reached, with tmax

300. The boundary condition in x is the length of the track, in

O it corresponds to the pole falling over. We made use of the popular OpenAl gym
framework [130] for this simulation.
We investigated two different QONN policy networks, which encoded the observation vector in two different ways. In both cases, we chose thresholds on the
four observation variables, which allowed us to map each to an angle 75 E [0, 7r/2],

j

E {1, 2, 3, 4}. In Figure 5-7(a) we directly encode each y j onto the phase of a qubit,

i.e. qj = cos(-) 0)L + sin(y ) 1)L. In Figure 5-7(b), we instead compress this in104
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Figure 5-7: Quantum Reinforcement Learning. (a) Architecture for the directlyencoded reinforcement learning network. Each observation variable (x, &, 0, and 9)
was mapped to a phase -y E [0, 7r/2] and the corresponding input qubit was set
to sin (y) 10) + cos (-y) 1). Each e layer is an independent arbitrary unitary transformation; the gray boxes represent single site nonlinearities. (b) Architecture for
the QRAM-encoded reinforcement learning network. The observation values were
mapped to phases as in the direct architecture, which were then encoded into the
QRAM (see text). (c) Fitness vs. training generation curves for five different training
runs of each type of the reinforcement learning QONN. A higher fitness corresponds
to a network that was able to keep the pole upright and the cart within the bounds
for more time. Input data to the QONN was encoded onto four qubits. Inset: The
problem we are trying to solve, a cart on a bounded one-dimensional track with an
inverted pendulum on the top. Figure and caption reproducedfrom /18]
formation onto a QRAM such that the input state to the second and third qubits
is
1

qi, q2 ) := 1 [ei- 10 0 )L + eiy 2 01)L + ei-3 10)L + ei4 11)LI

.

(5.13)

In both cases, we encoded the input qubits using a dual-rail encoding. For the QRAM
encoding, we provide an ancilla qubit to act as a reference zero phase.
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After the preparation of the input state, we dispense with the qubit picture.
Instead, we sample directly from the output Fock distribution to determine the next
action to apply. We calculate the squared amplitudes at the first two modes of each
network and sample from the distribution. If the photon number in mode 1 is greater
than the photon number in mode 2, we apply a force in the -.
we apply a force in the

+

direction; otherwise

direction. To train these networks, we use an evolutionary

strategies method [117].
Figure 5-7(c) shows the results of five training cycles of each policy network type.
For each cycle, we use a batch size of 100 to determine an approximate gradient and
average the fitness of a given phase vector

E

over 80 distinct runs of the network.

These hyper-parameters were tuned using linear sweeps. We see that for both types of
policy network, fitness continues to increase with training generation, with the QRAM
learning faster (potentially due to having fewer parameters). This also demonstrates
the generalization we have discussed in previous sections; each test of the network
is a new, previously unseen, starting condition which produces a series of previously
unseen observation vectors.
To compare the performance of these networks against a classical network, we
simulated a 4-neuron, 6-layer network where hidden layer neurons used a ReLu nonlinearity and the final layer used a single sigmoid nonlinearity to map the output into
the interval p E [0, 1]. We then sampled this interval uniformly and if the sample
P < p, we applied a force in the -:

direction. We found comparable performance

to the quantum networks, with an average fitness after 1000 generations of 37.1,
compared to 61.9 for the directly encoded QONN and 136.1 for the QRAM encoded
QONN. Both the classical and quantum realizations can likely be optimized further,
and direct comparisons of fitness and training rate are not necessarily informative.
Nonetheless, this work demonstrates that QONNs form policy networks that can
learn to perform well on a standard RL task, even when that data is encoded into the
quantum state of a QRAM. Future research will seek to make use of other uniquely
quantum features of the input state such as superpositions for batch learning [131].
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5.8

Discussion

This work has introduced an architectural ansatz for near term quantum systems by
mapping many of the features of classical neural networks into the quantum optical
domain. Using computational methods, we applied the QONN to a variety of learning
tasks in both the quantum and classical domains, demonstrating its ability to both
learn specific functions as well as to generalize what it learns to previously unseen
inputs.
Experimental advances have enabled monolithically integrated photonic circuits
with many thousands of optoelectronic components [132] as well as a feasible route
towards large-scale single photon readout on chip

[133].

While our architecture is

not necessarily limited to those with strong single photon nonlinearities integrated
on-chip, there has been progress in that direction [134, 135]. However, we intend
this architecture to act as a step on the path towards large-scale quantum optical
information processing, acting as enabling technology to aid in further scaling. In this
intermediate regime, the QONN could be applied to learning practical operations with
weak or noisy nonlinearities that are otherwise unsuitable for fault-tolerant quantum
computing [136].
Notably, while we have focused here on our area of expertise-photonic systemswe note that, due to the general form of our architecture, it can be applied in other
bosonic contexts including ultracold atoms [137], superconducting cavities [138], and
phononic modes in trapped ions [139]. In these areas, strong on-site nonlinearities are
already available, and the QONN architecture could enable discovery of new types of
gates or systems in those platforms.
Classical neural networks have seen great improvements from research on training
methods. For example, in transfer learning, a network is trained on a specific data set
(say, recognizing cats in images) and then is adapted to a similar task (say, recognizing
boats) by removing the last layer or few layers of the network and retraining on the
new data set. We expect that the QONN's performance could similarly be improved
by better, more targeted training algorithms.
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The results of this chapter point towards the QONN being a powerful simulation
tool for the design of next-generation quantum optical systems as well as an adaptable
experimental platform for near term quantum optical information processing and
machine learning.
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6
Learning One-Way Quantum Repeaters

The fundamental problem of communication is that of reproducing at one
point either exactly or approximately a message selected at another point.
Frequently the messages have meaning; that is they refer to or are
correlated according to some system with certain physical or conceptual
entities. These semantic aspects of communication are irrelevant to the
engineeringproblem. The significant aspect is that the actual message is
one selected from a set of possible messages. The system must be
designed to operate for each possible selection, not just the one which will
actually be chosen since this is unknown at the time of design.
CLAUDE

E.

SHANNON

As discussed in previous chapters, photons are the natural carriers for quantum
information over distance.

While, as we showed in Chapter 2, optical systems can

achieve extremely high fidelity operation, quantum optical systems face one key prob-

lem that must be mitigated: loss. In particular, loss in fiber optic cables goes exponentially in the length of the fiber, i.e. the transmissivity is r; = e-d where a is
approximately 0.2dB/km for 1550nm light in standard long-haul fiber.
For quantum key distribution (QKD), one of the key applications of quantum
optical systems, the upper bound of key rate is limited by the loss of the channel.
In particular, the maximum rate achievable with a single-mode channel of transmissivity T/ is

- log 2 (1 - rq)

-

log 2 (1 - r/) in the asymptotic regime[140.

=r

+

Q(r12)

Note that, for small r7,

Practically, this means that meaningful quantum key

distribution systems are limited to a few hundred kilometers in length, at most.
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To extend this range, various designs of quantum repeaters have been proposed
[141, 142]. The basic idea is that, by placing repeater stations at regular distances
along a route, we can transmit a full quantum state, undisturbed, from one end to
the other, with a higher probability of success than a lossy optical fiber allows for.
One class of proposals-that we will not investigate in detail-are protocols that
entangle two quantum memories, one on either end of each link, and use quantum
teleportation to move the state from one end of the link to the other. This is desirable
as it can happen asynchronously; the entanglement can be generated with a sub-unity
success rate, but so long as the entanglement is heralded, the protocol can just wait
until a successful entanglement event to transmit the state of interest.

However,

this requires two way classical communication between each pair of nodes, which
slows the protocol greatly. Additionally, it requires quantum memories that interact
strongly with the optical mode and can preserve entanglement long enough, without
dephasing, to complete the protocol (this is also limited by the round trip classical
communication between the nodes).
There is another class of quantum repeaters that removes the need for both quantum memories and round trip classical communication [141]. These so-called one-way
quantum repeaters encode the quantum state to be transmitted onto n > 1 photons.
So long as few enough of these photons are lost between each repeater, the full quantum state can be recovered through a local quantum error correction protocol. This
is analogous to the idea of forward error correcting codes in classical communications.
These methods are also of interest outside the regime of quantum communications: there are various quantum computing platforms that use excitations of oscillator modes to store quantum information, that must combat the relaxation of these
oscillators (i.e. photon loss) to store quantum information over time.
In [191, Miatto et al. demonstrate methods to construct Hamiltonians that realize one-way quantum repeaters for few-mode bosonic systems. They demonstrate
that, even with some small loss in the system, these repeaters could out-perform the
repeaterless bound. However, they leave the implementation in a practical optical
system to future work.
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This is the goal of the present chapter: to demonstrate that such one-way quantum
repeaters can be realized in photonic systems with known components. In particular,
we use our quantum optical neural network (QONN) architecture from the previous
chapter to design one way quantum repeaters.

We do this simply by specifying

the desired input/output relationships of the system in the Fock basis and applying
similar learning techniques. The main difference in technique from Chapter 5 is that
we found gradient-free optimization algorithms converging very slowly in the regime
of interest; to get around this, we made use of an autograd library [143, 144] to allow
for efficient computation of the gradient of the various PNP phases with respect to the
cost function. We could then use standard gradient based optimization algorithms to
find the systems of interest.

6.1

Bosonic Codes

Here, we follow [19] and use two example bosonic codes to keep the exposition simple
and the computations tractable. Discovery of new, more robust bosonic codes is an
active area of research, but the codes presented here may suffice in some regimes.
The two codes we investigate here are the one-mode code

OL)

jl1

1L

13)

(6.1)
(6.2)

,

and the two-mode code

0L)

14,0) + |0,4)

(6.3)

11L)

1~2, 2) .

(6.4)

Each of these codes is robust to the loss of a single photon. Or, in the language of
quantum error correction, the correctable error set is

= {=®,

d 0 ion-1

for an n

mode code (i.e. we can suffer one photon loss total, not one photon loss per mode).
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To see how these codes work, let's look at the two-mode code. Consider the six
states
H)=L) =14, 0) + 0,4)
V) = IL) = 12, 2)
1

A)

=

IR)=
L) =

1
1
1

(IOL) - IlL))
(IOL)+iIl1L))
(IOL)-i1L))-

Let's see what happens when we remove a photon from these states, with equal
probability for either mode. I-i) and IV) are the easiest:

JH)(H1

IV) (V

=

=

1

-(14,0) +10,4)) ((4,0
2

1

1

2'

2'

(0,41)

(6.5)

1 13, 0) (3,0|+ 10 3)(0,31

(6.6)

122) (2,2
11
|1, 2) (1,22 + 11 2, 1) (2, 11 .
2'
2'

(6.7)
(6.8)

Note that we're left with a density matrix that is a probability distribution over
having subtracted a photon from the left mode or from the right mode. Note also
that this subtraction collapses the superposition of -I|) (as always happens when one
loses a photon from a NOON state).
A one-way quantum repeater for this code needs to, for example, take in either
13,0) or 10, 3) as input and output L (14,0) + 0,4)); these have to be individually
achieved as we have a classical mixture over the two possible inputs. However, just
repairing 0-H) and IV) is insufficient; we need to preserve superposition as well. We
know from the theory of quantum process tomography that, so long as we correctly
restore all six states from above, our system will preserve arbitrary superpositions
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Above, we could have found the results of Equations 6.6 and 6.8 by applying the
annihilation operators 61 or &2with probability 1 each. We can use this same method
to find the results of subtracting a photon from the other four states:

(R) (IR

44

(|,3)

+

(3 0) + |1, 2)) ((3, 01 + (1, 21) +

|2,1)) ((0, 3| + (2, 1|)

1
(13,0) - II, 2)) ((3, 01 - (121) + 1 (10, 3) - 12, 1)) ((0, 31 - (2, 11)
4
1
-+ 1 (13, 0) + i 11, 2)) ((3, 01+ i (1, 21)
1 (|0,3) + i |2, 1)) ((0, 31 + Zi(2, 1|)
+

D) (D|

1
1
L) (LK 1 (13, 0) - i1, 2)) ((3, 01 - i (1, 21) + I (10, 3) - i 12, 1)) ((0, 31 - i (2, 11).
4
4
Here, the - prefactors originate half from the probability of losing a photon from that
mode and half from the superposition coefficients.

Let's say that we have a system S that coherently performs the map
13, 0)

1 (14, 0) + 10,4))

10,1 3)

V12
1 (14, 0) + 10,14))

11, 2)

12, 2)

12,1)

12, 2).

It can be verified that this map will restore each of the above density matrices to
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their pre-single photon loss form. For example, for ID) (D1,

4 S (13,

0) + |1,12)) ((3,101 + (1, 21) $f + -5 (10, 3) + 12, 1)) ((0, 31 + (2, 11)

4

$

1 -1

1 ((14, 0) + 10, 4))/v2 + 12, 2)) (((4, 01 + (0, 41)/v' + (2, 21
+

{(4, 0) + 10, 4)) / v2 + 12, 2)) (((4, 01 + (0, 4 1) / v

+ (2, 21)

((14, 0) + 10, 4))/v' + 2,2)) (((4, 01 + (0,41)/v' + (2, 21)
1
(1h-) + MV) (M[H + (VD)
2

=-

=[D)

(DI

However, we have a problem:

5,

as presented, is not unitary. Even ignoring that

photon number is not preserved, S projects two different states (e.g. 1, 2) and 12, 1))
onto the same output state (12, 2)) with unity probability. That is, (2, 21 S 1, 2) = 1
and (2, 21

12, 1) = 1, meaning that we have two entries in the matrix representation

in the same row whose entry is 1. The magnitude of this row vector is thus greater
than 1, meaning the matrix cannot be unitary.
We can restore unitarity by embedding the operation S in a larger system in such a
way that, once we trace the extra modes out, we have performed S. We might naively
try to do this by adding a single extra mode containing the state 1). However, this
does not resolve the issue of unitarity:

|1, 2, 1) -+

still have the same issue of projection.

Instead, we need to add a pair of modes,

with at least one photon each:

12, 2, 0) and 12, 1, 1)

-

|2, 2, 0)

11, 2, 1, 1) -+ 12, 2, 0, 1) and 12, 1, 1, 1) -+ 12, 2,1, 0)

have different output vectors whose output, when the ancilla modes are traced out,
is 12, 2) in both cases.
This restriction can be generalized for other codes. For an m mode code (or a code
with m potential errors) we need na ancilla photons in ma such that (na"1- 2 ) > m.
That is, we need the dimensionality of the Fock space of the output ancilla modes to
be at least m.
We have one final concern: we have to assume the ancilla modes are being measured, as we're tracing out over them.

That means that the state of the ancilla
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photons cannot become entangled with the logical state of the input (i.e. we don't
want to collapse the superposition). We can do this by enforcing the same output in
the ancilla modes for either of the basis elements:
3, 0, 1, 1)

1
1 (14, 0, 0, 1) + 10, 4, 0, 1))

(6.9)

0, 3, 1, 1)

1
1 (14, 0, 1, 0) + 0, 4, 1,0))

(6.10)

1,2,1,1)

12,2,0,1)

(6.11)

2, 1, 1, 1)

12,2, 1, 0)

(6.12)

Note that, in Equations 6.9 and 6.11, the photon was lost from the first mode and
the ancilla modes at the output have the state 10, 1). Similarly in Equations 6.10 and
6.12, the photon was lost from the second mode and the ancillae have the state 11, 0).

6.1.1

Lifting the Restrictions on Ancilla Output State

The above constitutes a proof that there exists a configuration of outputs that yields
the behavior we want for the ancilla state

|1, 1).

However, it is also more restrictive

than we might want; in general, we don't care what state the ancilla photons take on
at the output, so long as the resulting density matrix when we trace out over those
modes is the correct one. That is, rather than enforcing the coherent relationships in
Equations 6.9-6.12 directly, we can require the following:

TrA

for all p C {-H) (Fil

,

(

2

V) (VI ,D) (Dj

p[ i(i&i + 2Pat) 0 PAl =P

,

A) (Aj

,

L) (LI

(6.13)

,

1R) (R I}. That is, we want a sys-

tem S such that, if we probabilistically remove a photon from either mode one or
mode two, with equal probability, evolve that state through
ancilla state

PA,

5

along with an input

and then trace out over the ancilla modes A, we recover the origi-

nal state p. If we have a system that does this for all six test states, we have fully
constructed a one-way quantum repeater for this code.
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However, this requires that we have lost exactly one photon. In general, in the
single photon loss regime, we will have either lost zero or one photons, not exactly
one. There are two ways of dealing with this. First, we could also design a system
that performs a non-demolition measurement of the photon number and, depending
on this result, evolve the state through S or not. Second, we could impose a second

5,

condition on

that
TrA(S [pp

]St) =p

(6.14)

for all p in our test states, for the same S and PA as Equation 6.13. In the following
section, we explore both these options.

6.2

Numerical Design of One-Way Repeaters

In order to determine whether QONNs are capable of realizing one-way quantum
repeaters, we use the restrictions of 6.13 and 6.14 to construct a cost function. As
in Chapter 5, our input to the cost function is a vector of parameterized phases 0,
describing the phases of the interferometers and nonlinearities in the QONN. We
use these phases to construct the unitary matrix S over the multi-particle basis that
describes the behavior of the QONN in this configuration. We evolve each of the
density matrices in our test set, with the ancilla state added, through this system,
trace out over the ancilla modes, and determine how close each state is to the target
output state.
To make this explicit, let 'be the test set of density matrices above such that, for
example, P3

=

ID) (DI. Let ci-_ = jditt
2apj+ "t1 2pie2 abe the
2a photon subtracted states

and let PA be the ancilla state. Then, calculate the output states

Here,

0 o"ut)

(out)

-

TrA

s(J) (u-

P(out)

-

TrA

(S(pi0

0 PA) S()t]
PA) S()t] .

(6.15)
(6.16)

is the output in the case of the ith photon subtracted state, i.e. what

the system does to the ith state if we did in fact lose a photon. p(out) is the same,
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except in the case that we did not lose a photon. We then variationally optimize 0 to
minimize the cost function

C

1

12=(1 -Tr [o "oupsO )+(1 -Tr p,0 "A]s

[pout)

(6.17)

])(17

which is the average error in the the Hilbert-Schmidt inner product Tr [AtB] (six
no-photon-subtracted states pout) and six photon-subtracted states (out)).

To be explicit about this, and to aid replication of this work, the following Python
code is a closure that we use to generate the cost function:
[def build cost (numLayers,
n = 4 + sum( ancillae)
m = 2 + len( ancillae)

ancillae ):
# max number of photons
# number of optical modes

# Need two different system build functions : one with a photon
# missing , and one without
buildsysteml , systemInfol = b.qonn. build system _function(
n-1, m, numLayers, phi=None, method='Clements ')
build _system2, systemInfo2 = b.qonn. build_system function(
n, m, numLayers, phi=None, method='clements ')
lossyRhoIns , losslessRhoIns , rhoTargets = build_ rhos ( ancillae)
rholns
lossyRhoIns + losslessRholns
maski
mask2

=
=

[x[0]

tx[01

+ x[]
+ x[1I

=

4 for x in b.fock.lossy
4 for x in b.fock.lossy

basis(n-1, 2)]
basis(n, 2)]

def cost fn(x):
# Build transfer functions
S1 = build systemi (x)
S1H
np.conj (S1.T)
S2 = build system2 (x)
S2H = np.conj(S2.T)
cost = 0
for i , rholn in enumerate( rhoIns):
lossy = i < 6
nn = n-1 if lossy else n
mask = maski if lossy else mask2
S = S1 if lossy else S2
SH = S1H if lossy else S2H

#

Evolve rhoIn through the system
rho = np.dot(np.dot(S, rholn), SH)

#

Expand rho into the lossy basis
rho = expand_ rho to lossy (rho, nn, m)

# Once in the lossy basis , delete the ancilla modes
for j in range(len( ancillae )):
rho = b. density . delete mode (rho , nn, r-ji, -1)

#

Select only the states that have
rho = rho mask, :
rho = rho : , mask

4

photons in the first

#

2 modes

Calculate the Hilbert-Schmidt inner product with the target state
cost += 1 - np. real(np. trace (rhoTargets [ i % 6]. dot(rho)))

#
#
#
#

Average over the six states (not strictly
necessary , but
puts cost approximately in the range /0,1], which is nice).
Also means that the cost is a good estimate for the average
of the output states.
fidelity
return cost / 12
return cost _ fn
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Here, we're using the package developed for this work, bosonic, imported as
b. numLayers is the number of layers in our QONN, and ancillae is a list of the
photon counts in each ancilla mode. For example, ancillae= [1,1] would be two
ancilla modes, each with one photon. The function b. qonn. build-system_function
is provided by bosonic, and returns a function that handles the conversion from a
list of phases and nonlinearity strengths 6 to the multiparticle transformation S(O).
Here, we use the Clements encoding for each PNP, and setting phi=None tells bosonic
that we're going to include explicit strengths for each nonlinearity site (phi E R tells
bosonic to set the nonlinearity to the same value throughout the QONN).
The function buildrhos returns three lists of density matrices. The first, assigned to lossyRhoIns, is the list of photon subtracted states with ancillas added,
(-i

0 PA). The list losslessRhoIns is the list of states (pi 0 PA), i.e. the input states

to the system if a photon was not lost. rhoTargets is the list of desired output states,
i.e. the states pi. Note that all three of these are over different versions of the Fock
bases; lossyRhoIns is density matrices over the Fock basis with 2 + ma modes and
3 + na photons, where ma is the number of ancilla modes and na is the number of
ancilla photons. The basis lossyRhoIns is the Fock basis with 2 + ma modes and
4 + na photons, and the basis for rhoTargets is the Fock basis with 4 photons in 2
modes.
Finally, the function expand-rhotolossy embeds the density matrix in a larger
matrix who dimension corresponds to the lossy Fock basis, i.e. whose dimensionality
is

Ei=

(m+ 2 -1).

This is necessary as, after tracing out over modes, there is the

probability we have fewer than n photons remaining.
Together, this yields a function cost_fn whose input is an array, corresponding
to 6, of (2 + ma) 2 phases and (numLayers - 1) * (2 + ma) nonlinearity strengths, and
whose output is the value equal to the cost function in Equation 6.17.

6.2.1

Results

As mentioned in the introduction, we found that the standard technique of Chapters
2 and 5 of ignoring the need for a gradient and simply using BOBYQA, potentially
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with an additional global algorithm, was not sufficient. In particular, we saw training
but the convergence rate was far too slow to be useful. Instead, we made use of
the library autograd [143, 144] which wraps various numpy functions to track them
through the forward pass of a calculation, and then computes the gradient of each of
the input parameters with respect to the output cost. In order for this to run in a
reasonable amount of time, specific backwards-pass gradient functions were written
for a variety of functions in the library bosonic, most importantly for the

# function

that converts a single particle unitary to a multi-particle unitary.
The use of autograd has two purposes. First, it gives an efficient way to calculate
the gradient of the cost function with respect to the input parameters.

However,

in principle, this could be done with a forward or central difference method, where
we adjust each input parameter by a small amount and look at how the cost varies.
However, this turns out to both be slower and less numerically stable than the back
propagation method used here.
Once we had access to this efficient gradient, we were able to make use of NLOpt's
full suite of optimization algorithms. After testing all of the available optimization algorithms, we found that Sequential Least-Squares Quadratic Programming (SLSQP)
[145, 146] performed best. Of note, we found that none of the global optimization algorithms available to us resulted in any improvement on the results found by SLSQP.

One-Mode Code
To begin, we looked at the one-mode code. We used a single ancilla mode and looked
at the difference between one ancilla photon and two ancilla photons. In this case,
since the ancilla output states are essentially predetermined, we used the simpler cost
function from the previous section. To be explicit, we calculated the cost
4

2

1 - (#5IS(W) Wi)

S(O) =
j=1
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(6.18)
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Figure 6-1: Results for the single-mode code. (a) Cost vs. iteration number for
training runs at a range of layer depths (best of 5 shown). Max allowed iteration
was 1,000. As can be seen, there is a "break over" point at which the network trains
rapidly to numerical precision. (b) Results of (a) plotted vs. layer number, shown
with the results for two photons in the ancilla mode (which does not perform as well
at the same layer depth).

where the input states 10j) were

101)

=

10, na) ,

102)=

1,fna)

,

143) =

I1,na)

,

103)

12, na) ,

104)=

13, na) ,

(6.19)

and the output states 10j) were

11)

= 1,fna - 1),

bI12)=

and na is the number of ancilla photons. Here,
input states while

[?2)

=3, na - 1),

, 1 ) and

103)

/14)= 13, na) ,

(6.20)

are the photon-subtracted

and 104) are the non-photon-subtracted states. For the photon-

subtracted states, we move one of the ancilla photons from mode 2 to mode 1, while
for the non-photon-subtracted states, we leave the state unperturbed.

The results of these optimizations can be found in Figure 6-1. Of note is that
fewer photons performs better as an ancilla state than more photons, and that as
little as 3 nonlinear layers is sufficient for a cost in the 106 regime.
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Figure 6-2: Results for the two-mode code. (a) Cost vs. iteration number for training
runs at a range of layer depths. Max allowed iteration was 10,000. As can be seen,
there is a "break over" point at which the network trains rapidly to numerical precision.
(b) Results of (a) plotted vs. layer number.
Two-Mode Code
For the two-mode code, the possible space of the output ancillas was more variable
(i.e. at least a single photon in two modes), so we used the trace method to construct
a cost function, in the manner described in the previous section. The optimization
results for the two-mode code are shown in Figure 6-2. Notably, a much higher layer
depth is needed for this system to achieve high fidelity operation.

6.3

Discussion

In this chapter, we have showed that the QONN architecture from Chapter 5 can be
used to realize a one-way quantum repeater for a pair of pedagogical bosonic codes.
In addition, we have demonstrated restrictions on the possible ancilla states that can
be used in these repeaters, providing a path forward for applying these techniques
to other codes. Realization of these systems relies on the same technological developments of Chapter 5, but could be useful at potentially much smaller scale: the
two-mode code, for example, required only 4 optical modes and two ancilla photons.
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7
Quantum Logic Using Correlated
One-Dimensional Quantum Walks

The epistemological value of probability theory is based on the fact that
chance phenomena, considered collectively and on a grand scale, create
non-random regularity.
ANDREY KOLMOGOROV

Work presented in previous chapters-in particular the computational work of
Chapters 2, 5, and 6, has demonstrated the continued success of numerical optimization in quantum photonics. In Chapter 2, we demonstrated that, once a PNP
was characterized, we could use black-box optimization to recover high-fidelity performance from sub-optimal silicon photonics circuits. In Chapter 5, we took this further,

simply proposing a circuit ansatz-the QONN-and demonstrating that through numerical optimization we could train these systems to perform a wide range of tasks. In

Chapter 6, we apply this architecture to the task of quantum repeaters. In this chapter, we take this technique out of the regime of non-interacting bosons, applying it
to Bose-Hubbard Hamiltonians. We parameterize the Hamiltonian and apply numer-

ical optimization to demonstrate that these Hamiltonians can be tuned to perform
a range of quantum gates.

In particular, we show that we can-with fidelity lim-

ited by current experimental capability-implement a universal gate set for quantum
computing.

123

7.1

Introduction

Random walks are processes wherein one or more walkers are allowed to evolve in
time over a discrete set of states. At a given time, the dynamics of the walk are
described by a transition matrix T that dictates the directional transition probability
between each pair of states. Random walks come in two flavors, discrete time and
continuous time. In discrete time, the probability vector of the walkers' positions at
time i + 1, xj

1

is given by Txj. In continuous time walks-which are most relevant

to this work-the time evolution is given by etT.
Quantum walks (QWs) are the quantum mechanical analogue of random walks.
As usual for quantum systems, the amplitude of the wavefunction over the lattice
sites-instead of a probability distribution-is what is allowed to evolve over time
[147, 148, 1491. QWs have been found to exhibit faster propagation and enhanced
sensitivity to lattice parameters when compared to their classical counterparts, due
to their coherent nature [149]. As many natural physical systems are well modeled as
QWs, there has been continued interest over time in the relationship between quantum
walks and quantum information processing tasks [150].
QWs have been implemented in myriad physical systems, including photonics
1151, 152, 153, 24, 154, 155, 156, 157], trapped ions [158, 159], and ultra-cold atoms
[160, 161, 162]. These experiments demonstrate an extremely high degree of control
over the QW parameters; it is possible to prepare essentially arbitrary initial states
with single-site and single-particle resolution as well as to control essentially every
aspect of the lattice potential that influences the dynamics of the system.
Non-classical behavior is seen in QWs only when multiple particles are allowed
to evolve in the system simultaneously; the dynamics of a single particle are well
described by classical coherent wave theory. A number of experiments were done
demonstrating this classical behavior, some using classical laser light directly [151,
152, 153, 1541. Non-classical behavior of multiple particles has been demonstrated
theoretically [163, 153, 164, 157, 27] and experimentally [24, 165]. In these experiments, the particles display non-classical spatial correlations due to the exchange
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statistics of identical fermions and bosons [153, 166, 164]. Extending the effect of
multiple particles, the effect of inter-particle interactions on QW dynamics has been
studied, finding that even more complex dynamics arise [167, 168]. Experimentally,
these have been implemented in ultra-cold atom systems [162].
The question we set out to answer in this work was whether we could leverage
these additional spatial correlations to realize universal gate operations for quantum
information processing. Work from Childs et al. demonstrated that, by implementing
a complex lattice structure, universal quantum computation could be realized through
the dynamics of multiple interacting particles

[169].

However, due to the geometry

and complexity of the lattice structure, there is not an obvious path towards the
experimental realization of this platform.
In this work, instead, we focus on the experimentally achievable goal of designing
lattice potentials that, through the spatial correlations between identical particles,
realize quantum information tasks. In particular, we show how to optimize the parameters of one-dimensional lattices whose parameters are constant in time to realize
a universal gate set for quantum computing in the identical particle case. We also
demonstrate that our techniques extend to linear optical quantum gates as well, showing that we can design the post-selected CNOT gate (seen previously in Chapter 2)
with ID quantum walks.

7.2

System Model

While the techniques we discuss are general to any system that can implement quantum walk dynamics, to stay grounded in experimental reality, we focused our studies
on two systems that have already been realized in experiment. For the case of interacting bosons, we studied ultra-cold atoms trapped in an optical lattice. For the
non-interacting case, we studied identical photons evolving in waveguide lattices. In
the tight-binding limit, we can describe both these systems by the same time inde125

(b) Single qubit gate

(a) 10)

(d) Photonic gate

(c) Two qubit gate

EE3

Figure 7-1: Quantum-walk-based quantum logic gates for cold atoms and for photons.
(a) A qubit in the state 10). (b) Implementation of a single-qubit gate. (c) Schematic
of a two-qubit system on a lattice. (d) Schematic of the implementation of a quantumwalk-based photonic CNOT gate in waveguide lattices. Figure and caption reproduced
from /18]

pendent Bose-Hubbard Hamiltonian [153, 167]:
H =Z[
m

Ji,m4&tm +

Emddm +

n4m(m -

1).

(7-1)

m

(im)

In the atomic case, Em is the on-site energy of site m, am and dt are the creation
and annihilation operators for mode m respectively, ftm is the number operator for
mode m, J,m < 0 is the tunneling rate between adjacent sites, and F is the onsite interaction energy, i.e. the energy cost of having two or more bosons on the
same site. The photonic case is essentially identical, with Em instead describing the
index of refraction of the mth waveguide, and F = 0 indicating that photons do not
interact. In the cold atom case, the value of F is usually nonzero and can be adjusted
experimentally. The atomic system evolves in time according to the unitary operator
U(atomic)
U(photonic)

=e-iHt,

while the photonic system evolves in space along the

direction

_ eiHz (see Figure 7-1(d)).

For both systems, we use a dual-rail encoding to represent qubits, depicted in
Figure 7-1(a-c). Notably, in both cases, we now have the familiar situation of our
state space being larger than our computational space. As in earlier chapters, use the
full Fock space to describe the dynamics of the system, forcing our optimizations to
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constrain themselves to the computational basis at the input/output when possible.

7.3

Implementing Quantum Gates

The approach we took to designing gates is similar to that of the Chapter 5: we
construct a function that calculates the full, multi-particle dynamics of the system,
and then variationally optimize the system parameters until the transfer function
on the computational subspace is the desired one. In the case of the Bose-Hubbard
Hamiltonian, the way we do this is slightly different than we did with the <D function
from Chapters 2 and 5. For <b, we calculated the single particle unitary transformation
and then converted that to the multi-particle unitary. Here, instead, we use the lattice
parameters of the Hamiltonian to construct the multi-particle Hamiltonian, finally
calculating the multiparticle unitary as e-iH (we fix t = 1 for simplicity throughout).
There are a variety of universal gate sets for quantum computation.

For our

purposes, the choice of a CNOT gate as the entangling operation, combined with all
single-qubit rotations is exactly universal. Alternatively, we could just implement the
Hadamard and phase-shift single-qubit gates (along with the CNOT) and have an
approximately universal system [39]. We demonstrate both options in the following
section.

7.3.1

Single Qubit Gates

It turns out that, for single qubit gates, variational methods are not necessary. Instead, we can algebraically construct an arbitrary single-qubit rotation in the dual-rail
basis using the Bose-Hubbard Hamiltonian. As there is only a single particle for each
qubit, we ignore the interaction term F in this section. Equivalently, this means that
the results of this section apply to both atomic and photonic systems. The 2 x 2
matrix of lattice parameters
G

EI
J1

2
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J12
E2

(7.2)

can be directly interpreted as the single-particle Hamiltonian. Thus, for a given 2 x 2
unitary single qubit rotation U, we want to find G such that U

=

e- iG

For the approximate gate set, we need the phase-shift and Hadamard gates. The
phase-shift gate is the easiest, involving simply two decoupled lattice sites with differ1

ent energies (i.e. rates of phase evolution). That is, to implement RO = (,:e)O

0

we apply
0

0

(0

-0

(7.3)

Gn,=

To implement the Hadamard gate, we can solve the equation analytically to find

GH

-

2_- 1

7V

2 v2

-- 1

-1
v/2 + 1)

(7.4)

Note that it is not simply possible to have symmetric tunneling between two identical
wells, as this would produce the symmetric beamsplitter operation instead of the
Hadamard operation.

Alternatively, to implement the universal gate set, we need an algorithm to convert
an arbitrary 2 x 2 unitary to its corresponding G. We know that we can decompose
U in the form [391
U = e"Rz

We can implement R,(0)

)R.(3) R,(6) = e"R,( )HR,(1)HR,(6).
e-iO/2

=

0

GR(0)

0
eO/2

=-

(7.5)

) with the Hamiltonian

(

2 (0
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.

1

-1)

(7.6)

0

-i0/2

- iO/2

0/

We can implement R,(0) = exp

0

(

47r -

either with

-1
0

)I

(7.7)

"

or by conjugating R2(O) by the Hadamard operation. Finally, we can implement e2
can be implemented with
1 0
.

Go = -a

7.3.2

(7.8)

1

(0

Cold Atom CNOT Gate

Having shown how to design the single-qubit rotations necessary for universal quantum computing, we turn our attention to the design of a CNOT gate in each of the
two physical systems. We start with the interacting (F > 0) case.

Interacting Bosons
A deterministic CNOT gate in the dual-rail encoding has a pair of walkers evolving
on a 4-site lattice. We can define our system by eight lattice parameters: four onsite potentials {Em}, three tunneling terms {Ji,m}, and the interaction parameter F.
The complete two-body Hamiltonian is described over the Fock basis for 2 particles
in 4 modes, which has

(')

= 10 elements. To perform a CNOT gate, we need the

sub-matrix over the elements 1010), 1001), 10110), and 10101) to be the matrix
1

0 0 0

0

1 0 0

0 0 0
0 0

(7.9)

1

1 0

In order to stay within the bounds of what is experimentally realizable with modern cold-atom systems, we enforce bounds on our lattice parameters: 0 > J,m >
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-Jmax,

-Jmax

tively, this

Jmax

Em

Jmax,

and F < Fmax;

Jmax

47r and Emax

=

1OJmax. Effec-

limits the number of tunneling events (or Rabi-oscillations) in the

system to 4. In practice, this bound is determined by the loss and decoherence rates
of the system, both of which are likely to improve in the future.
We can then construct a cost function as before, using MLSL and BOBYQA to
optimize the eight lattice parameters within these bounds. Careful selection of this
cost function was essential to successful optimization runs. We first define the fidelity
of the gate in terms of the Hilbert-Schmidt inner product between the target unitary
gate operation UO and the unitary operation U generated by the lattice parameters
at given step, over the computational subspace. Specifically,
F(Uo, U) = I(Uo,U)c

(7.10)

Tr(UtU)
N0

(7.11)

with

(UO, U)c =

with N the dimension of the logical space (4 for two-qubit gates).

This can be

interpreted as a lower bound on the average fidelity of the gate. We determined
empirically that the cost function
C (G, F) = 1 - F (U, U(G, F)) 2

(7.12)

resulted in the best optimization performance. However, this does not fix the global
phase of the gate, which one might wish to do if running multiple gates in parallel.
To fix this, we added a term to the cost function corresponding to the phase of the
matrix element u1,. Specifically, to ensure this cost function was also quadratic, we
added sin(arg(u1 ,1 )) 2 to C(G, F). The sin 2 function was an ideal candidate for this as
it is quadratic when perturbed around zero, is non-negative, and is symmetric about
n7r for all n E Z. We verified that the addition of this cost did not negatively affect
the final fidelity of the gate achieved.
We found that there was not a single unique solution that gave the best fidelity.
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Figure 7-2: An implementation of the controlled-NOT (CNOT) gate according to the
recipe in Eq. 7.13. (a) The real part and (b) the imaginary part of the two-particle
unitary transform, U. The CNOT gate operation corresponds to the sub-matrix of
the logic states, shown in solid-color bars and marked with red axis labels. Plots
(c)-(f) show the position (in terms of the lattice sites, 1-4) of the two-boson particle
density as a function of time, t, revealing the operation principle of the gate on each
logical state (100), 10), 101), and 11) respectively). One observes that the target
qubit (in sites 3-4) performs Rabi-oscillations that are perturbed by the state of the
control qubit (in sites 1-2): the target qubit performs one fewer Rabi-flip if the control
qubit is in the 11) state. Figure and caption reproduced from /181

One example of a lattice that yields a CNOT gate is, to two decimal places,

GCNOT

=

0.40

0

0

0

0

1.82

-1.03

0

0

-1.03

-0.37

-3.80

0

0

-3.80

-0.66

7i

(7.13)

with F = 21.687r. This represents a recipe for a four-site lattice that yields a CNOT
gate with fidelity 99.6%.
The operation of this gate is summarized in Figure 7-2.
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Figure 7-3: Optimization of the CNOT gate fidelity. (a) Convergence of different
optimization runs to the optimal gate fidelity. The solid black line and the shaded
area represents the average and the standard deviation values over 512 runs. Seven
example runs are shown in the background (dotted lines). (b) Gate fidelity versus the
maximum allowed interaction level Fmax, at a constant Jmax = 47r. (c) Gate fidelity
for different maximal tunneling rates Jmax at a constant maximal interaction level of
rmax= 207r. Figure and caption reproduced from [18]
We note that, as bounds on the lattice parameters are relaxed (corresponding to
increasing experimental capability), higher fidelities are achieved. Figure 7-3 summarizes the results of our optimization process. Figure 7-3(a) depicts the convergence of
independent runs with random starting points to the same final result. Figure 7-3(b)
shows the gate fidelity vs.

rmax.

For the fixed tunneling rate of Jmax = 47r, the

fidelity approaches 95% at Fmax/Jmax = 0.5, increasing towards unity as this value
increases. If the experimentally limiting factor is instead Fmax, fidelity can also be
improved by increasing Jmax as can be seen in Figure 7-3(c).

The Impacts of Noise
In order to understand the sensitivity of our CNOT gate to lattice parameter variation, we conducted a noise analysis of the fidelity. In particular, we looked at two
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Figure 7-4: (color online). Results of the perturbation analysis for the CNOT gate
in the main text, showing the relative change in fidelity AF due to time-independent
(blue circles) and time-dependent (red squares) perturbations. The error bars represent the standard deviation of the results across realizations. The plot also includes
fits to a linear (for dynamic perturbations) and quadratic (for static perturbations)
dependencies (solid lines). Figure and caption reproduced from supplementary information of [18]

different types of noise: time-independent lattice errors and time-dependent lattice
perturbations.

The former simulates the finite accuracy of experimental systems,

while the latter simulates noise and/or other fluctuations in the experiment.
These analyses were performed using Monte-Carlo methods, where we start with
the lattice parameters from Equation 7.13, perturb them, and calculate the fidelity
of the resulting system. Perturbations were drawn from zero-mean normal distributions with varying standard deviations. As the lattice parameters each had different
allowed ranges, we scaled the standard deviations to be a constant fraction of the
experimental range of each parameter. In other words, the root-mean-square of the
noise measured in dBFS (decibels full-scale) was constant for all lattice parameters
at a given perturbation level.
For static simulations, we calculated the fidelity of the unitary transform resulting
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Figure 7-5: . A quantum-walk-based photonic CNOT gate. (a)-(b) The real and
imaginary values of the relevant sub-matrix of the two-particle unitary generated by
the Hamiltonian in Eq. 7.14, yielding a photonic CNOT gate with success probability
of 1/9. Figure and caption reproduced from /18]

from 10,000 different perturbations of the lattice parameters. For dynamic simulations, we broke the evolution into 1,000 discrete steps e-iUj/10 00 , j E 1,

... ,1000,

and

perturbed each independently. We performed 1,000 of these simulations at each noise
level. This obviously frequency limits the noise, but we believe it gives the correct
order of magnitude of the effect of these perturbations.
In Figure 7-4 we show the results of these simulations. We plot fractional shift
in fidelity AF

= FldealFNoise
FIdeal

vs. the noise level in dBFS. For noise levels less than or

equal to -20 dBFS, we find that these follow a convenient log-linear relationship, for
which we include fits. Notably, AF has a square-law relationship to static disorder
and a linear relationship to dynamic disorder.
The plot shows the mean of each Monte Carlo simulation as a data point, with the
error bars representing

1 standard deviation. At low noise, we find the magnitude of

these standard deviations to be constant, at about 4dB for static disorder and 5dB for
dynamic disorder. For cold atom experiments, both dynamic and static perturbations
have been show to be of order 10' of the expected value, i.e. -30dBFS [170, 171].
This would result in a fractional decrease in fidelity of about 10-4 according to these
simulations.
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7.3.3

Linear Photonic CNOT Gate

We can use a similar procedure to design a CNOT gate for non-interacting systems
as well. As noted, we use the post-selected CNOT gate we saw first in Chapter 2.
We calculate the single particle unitary as e-iG, and then apply the 4D function to
calculate the multi-particle unitary over the Fock basis. This procedure is largely
the same as Chapter 2, except now, instead of modulating the phases of a PNP, we
modulate the index of refraction and coupling rates of a set of waveguides. Notably,
unlike the PNP, we know that this system is not universal for linear optics (as it
does not have enough free parameters), but we are still able to implement our gate
of choice.
Figure 7-5 shows the results of our optimizations. In Figure 7-6, we allowed our
target success probability to vary over the range [0, 1], showing that the only non-zero
success probability at which we achieve unity fidelity is 1/9. The lattice parameters
that achieve this are

G = r

0

-1.27

0

0

0

0

-1.27

-0.73

0

0

0

0

0

0

0.67

-0.51

0

0
.

0

0

-0.51

0.01

-1.69

0

0

0

0

-1.69

-1.01

-0.52

0

0

0

0

-0.52

-1.67

(7.14)

Sites 1 and 6 here are our auxiliary modes, with our qubits defined over modes 2-5
as depicted in Figure 7-1(d).

7.4

Compiling a 3-Qubit Primitive

Implementing a full quantum algorithm using the scheme presented in this work will
require the application of multiple gates in sequence.

As systems are limited by

their decoherence rate, it might be of interest to "compile" several of these sequential
operations into a single, monolithic, gate that takes less time overall to apply. As an
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Figure 7-6: Fidelity of the photonic CNOT gate as a function of success probability.
The Fidelity peaks at 1 for success probability of 1/9
example of this, we constructed a 3-qubit gate as shown in Figure 7-7. This gate is
used, for example, in the 2-bit Deutsch-Jozsa algorithm [172], acting as the oracle for
the function f(x, y) = x D y. Our optimization based approach allowed us to find
lattice parameters that realize this gate as a single operation in the F f 0 case (i.e.
for interacting bosons). Figure 7-7 shows an implementation of this operation with a

/

fidelity of 99.8% using a six-site, one dimensional lattice:

G =7r

5.98

0

0

0

0

0

0

7.13

-1.21

0

0

0

0

-1.21

0.14

-12.04

0

0

0

0

-12.04

0.18

-1.37

0

0

0

0

-1.37

11.69

0

0

0

0

0

0

-8.03

(7.15)

with F = 108.247.

7.5

Discussion

The work in this chapter demonstrates that, even without complicated topologies,
quantum walks can be engineered to perform a full range of quantum information
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Figure 7-7: A 3-qubit operation of 2 CNOT gates (inset), compiled into a single gate
U. (a) The real and (b) imaginary parts of our implementation of U. Only the logical
basis states are shown. Figure and caption reproduced from [18]
tasks. For quantum walks with interacting bosons, for example with ultra-cold atoms
in optical lattices, one-dimensional quantum walks yield a set of universal, deterministic gates. Without interaction, i.e. for photons in waveguide lattices, we can
realize the types of probabilistic, post-selected gates typically implemented in more
complex systems like the PNP. More generally, our results provide more evidence for
the efficacy of variational optimization in designing quantum systems.
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8
Discussion and Outlook

The events, procedures and results that constitute the sciences have no
common structure; there are no elements that occur in every scientific
investigation but are missing elsewhere...
The only principle that does not inhibit progress is: anything goes.
PAUL

KARL FEYERABEND

This thesis has developed a toolkit for programmable photonics in both the quantum and classical regimes. To summarize the results:

* Chapter 2 described the design of a programmable nanophotonic processor and,
using a realistic model of fabrication error, demonstrated that we could use
numerical optimization techniques to recover high-fidelity operation even with
imperfect devices. I also showed how such a device could be characterized to
allow for this compensation.

" Chapter 3 discussed the experimental realization of a next-generation PNP system.

I showed how we design packaging to ensure thermal and mechanical

stability, as well as full electrical connectivity. I presented the design of a full
electrical control and monitoring system for these PNPs.
" Chapter 4 showed a small PNP applied as a multicast switch in a hybrid optical

flow switched network. I showed that, properly programmed, a PNP could be
used as a multicast network switch. In a small demonstration network, I showed
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latency and throughput improvements realized by adding this hybrid optical
layer to a standard packet-switched network.
" Chapter 5 looked towards the future, demonstrating that, if on-chip nonlinearities can be realized, there is a quantum optical neural network architecture that
can be trained either in simulation or in situ. We trained these systems (in simulation) to perform a variety of tasks, including standard quantum optics gates,
simulators for other quantum Hamiltonians, a quantum optical auto-encoder,
and showed that QONNs can be trained to perform a classical reinforcement
learning task.
" Chapter 6, extended the application of these QONN systems, showing how they
could be used as one-way quantum repeaters. I demonstrated this for several
existing bosonic codes.
" Finally, Chapter 7, demonstrated the application of the techniques of this thesis
to another bosonic system: cold atoms trapped on an optical lattice. Such
systems are described by a Bose-Hubbard Hamiltonian, and we demonstrated
that it is possible to realize a complete, deterministic gate set using only ID
Hamiltonians in these systems.
Taken together as a whole, this work presents a toolbox for quantum optics platforms of the future. The programmable nanophotonic processor platform gives access
to arbitrarily reconfigurable optics, and future systems will be able to leverage on-chip
nonlinearities, access to integrated sources of single photons, detectors, etc. To facilitate this, I have released as open source software under the MIT License the Python
library used in Chapters 5 and 6, bosonic, which can (so long as GitHub still exists)
be found at https://github.com/steinbrecher/bosonic.

This allows for rapid

computation of the multi-particle transforms inherent to quantum optics, provides
an experimentation platform for the QONN architecture, and is easily extensible for
the exploration of new devices and architectures.
For the rest of this chapter, I present my suggestions for potential future directions
for aspects of the work summarized above.
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8.1

8.1.1

Next Steps

Programmable Nanophotonic Processors

There are two obvious avenues to extend the work in this thesis on PNPs: the theoretical and the experimental. Theoretically, there remains work to be done on characterizing real systems. It is clear that the methods in this thesis are not optimal for
this characterization. Is it possible to simply make bright light measurements, and
then fit a model of the errors to the data? To what degree do coupling losses affect
our characterization? Are there errors that might cause phase deflections? What is
the best way to characterize and compensate for modulator cross talk?
Experimentally, the path is somewhat more clear. There are systems waiting to be
tested, including the Double-MZI system discussed in Chapter 3. In particular, that
system could likely realize the highest fidelity quantum gate achieved in any material
system. Shorter term, characterizing the bandwidth of the system, and demonstrating
high-fidelity classical unitaries are realistic, useful goals.
In the long term, the silicon photonics platform may not remain the platform
of choice. Recently, the Lon6ar group at Harvard has demonstrated a lithium niobate platform with losses as low as 2.7dB/m [173]. Lithium niobate has a number
of advantages over silicon photonics, most importantly the presence of a second order nonlinearity, which allows for easy RF modulation at frequencies in the realm of
50GHz without the phase-dependent loss of carrier injection modulation (as is used
in silicon photonics). An all-lithium niobate PNP would allow for photons to, for
instance, be bounced back and forth across the same structure, reconfiguring it between each photon pass. If such a system could be integrated with high quality single
photon sources, detectors, and optical nonlinearities, that would provide a sufficient
platform for arbitrary quantum computation, including the realization of QONNs,
with only a single PNP-type structure. An example this is shown in Figure 8-1.
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Figure 8-1: Possible future QONN architecture, four mode example. The center, with
the larger MZIs, is a four mode Clements architecture. Nonlinearities are realized in
the ring resonators at either side. The small MZIs are used to either recirculate the
photons through the network after the nonlinearity or to couple to external modes.

8.1.2

Optical Flow Switching

The primary next step for optical flow switching with PNPs is theoretical.

The

biggest question is what gain, if any, a multicast switch gives us; all work to date has
assumed point-to-point switching. Related, but separate questions remain around the
ideal switching time (i.e. how fast is needed to realize the gains of OFS?). And, of
course, there is the question of scheduling, both in terms of the optimal algorithms
for any OFS network and for networks with multicast switches.

8.1.3

Quantum Optical Neural Networks

One feature we did not demonstrate with QONNs in Chapter 6 was classification. Now
that a gradient-based optimizer exists for these systems, classification problems are
likely much easier to achieve. Is it possible to train one of these systems to recognize
MNIST digits in a QRAM? Can we reliably classify complex quantum states?
There is also a larger theoretical question: What is the relationship between layer
depth, nonlinearity strength, and expressibility of the network? This could be investigated through the use of the Haar measure to see how well random systems "cover"
the space of all unitaries over the Fock basis.
For the repeaters, the obvious next step is operations on encoded photons: bell
state classification, CNOT gates, etc.

More in-depth studies of intra-system loss

would also be of interest. Finally, looking at adapting this model to other systems
(say, superconducting qubits) where oscillator relaxation is an issue, could greatly
expand the impact of this work.
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