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Abstract
Urban transit and city logistics have undergone major changes in recent years, including increased peak congestion, shrinking mass transit ridership, and the introduction
of ride-sharing and micro-mobility platforms.

At the same time, widespread data

collection offers transit agencies insight into their riders in unprecedented detail. In
this setting, data has the potential to inform decision-making and make meaningful impact on problems of great public interest.

This thesis concerns data-driven

decision-making for public transit systems, and spans topics from demand estimation
to the design and operation of fixed-route systems and paratransit.
The first chapter is concerned with origin-destination demand estimation for public
transit. Our aim is to estimate demand using aggregated station entrance and exit
counts, which can be modeled as the problem of recovering a matrix from its row and
column sums. We recover the demand by assuming that it follows intuitive physical
properties such as smoothness and symmetry, and we contrast this approach both
analytically and empirically with the maximum entropy method on real-world data.
The next two chapters then use this demand data to inform strategic transit
planning problems such as network design, frequency-setting, and pricing.

These

problems are challenging alone and made even more difficult by the complexity of
commuter behavior.

Our models address operator decision-making in the face of

commuter preferences, and our approaches are based on column generation and firstorder methods in order to model complex dynamics while scaling to realistic city
settings.
Finally, we explore tactical decision-making for paratransit.

Paratransit is a

government-mandated service that provides shared transportation for those who cannot use fixed routes due to disability. Although paratransit is an essential safety net,
it is also expensive and requires large government subsidies. These financial difficulties motivate us to develop large-scale optimization algorithms for vehicle routing in
paratransit. We provide an optimization-based heuristic approach to servicing paratransit requests subject to labor constraints; this approach shows strong performance
while also being tractable for several thousand daily requests.
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Chapter 1
Introduction

Urban transit and city logistics have undergone major changes in recent years. Technological advances have allowed for widespread data collection, and urbanization is
leading to problems of ever-growing scale and complexity.

Public transit systems

are facing particular challenges, including shrinking ridership, plateauing funding,
heightened congestion, and increased service expectations in the presence of competition from ride-sharing and micro-mobility platforms.

In this setting, data has

the potential to inform decision-making and make meaningful impact on problems of
great public interest. This thesis is concerned with data-driven decision-making for
public transit systems, and is outlined as follows.
Chapter 2 begins with a data analytics problem, as obtaining quality data is an
imperative before operators can consider decision modeling. Specifically, we are interested in the problem of estimating origin-destination demand using aggregate data.
Our motivation for using aggregate data is that such data are generally easier to
find and gain access to as compared to data that are collected using more detailed
but invasive methods. This consideration is of particular relevance to public sector
applications such as ours, where decision-makers are more limited in resources while
also being held accountable to societal concerns such as data privacy.

In our spe-

cific application, the aggregated data were in the form of station entrance and exit
counts. The problem of recovering the origin-destination demand from these aggregated counts can be seen as the problem of recovering a matrix from its row or column
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sums, or of recovering joint information from marginal distributions. Such problems
are underspecified; to address this issue, we present a quadratic optimization model
that recovers origin-destination demand, assuming that it follows intuitive physical
properties such as flow conservation, smoothness, and symmetry. We contrast our approach analytically and empirically with the maximum entropy approach, and show
strong performance on a number of real-world case studies from Boston, New York
City, and San Francisco.
In the following two chapters, we use our demand data to inform long-term strategic transit planning problems such as network design, frequency-setting, and pricing.
Transit network design is the problem of designing a set of lines to operate in order
to achieve objective such as servicing commuter demand or lowering cost. Frequencysetting involves determining the frequency at which vehicles should service each line
over a given time period. Prices can also be set according to the demand and congestion of each line, as well as vary with the length of a given commute. Each of these
problems are challenging alone and made even more difficult by the complexity of
modeling commuter behavior: for example, higher schedule frequencies may induce
higher commuter demand even as they are used to mitigate congestion, and lower
frequencies reduce commuters’ willingness to make transfers. Such considerations motivate an integrated approach where we consider multiple types of decision-making in
coordination with commuter preferences. In Chapter 3, we examine network design
and frequency-setting with the goal of maximizing commuter ridership, and demonstrate the effectiveness of our approach in a case study from the Boston bus system.
Then, in Chapter 4, having fixed a given network design, we examine joint frequencysetting and pricing on our network to minimize peak-hour congestion. We then apply
our methods to two multimodal networks: the first comprises high-speed and ordinary
rail systems in Tokyo, and the second includes bus and subway lines in Boston. Our
methods in these chapters are based on column generation and first-order methods,
which can model complex dynamics while scaling to realistic city settings.
In Chapter 5, we move to a component of public transit that operates unnoticed by
much of the urban population. The fixed-route subway, bus, or rail systems service
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the majority of urban commuters, but people with mobility issues due to age or
disability are often unable to use such services.

For example, elevators in subway

stations may be out-of-service or even nonexistent, while boarding a bus may require
climbing a narrow set of stairs; both cases can pose significant barriers for the elderly
and people with disabilities.

In order to ensure that commuters have equal access

to public transportation, the Americans with Disabilities Act of 1990 mandates that
transportation options be provided for those who cannot use fixed routes due to
disability; this service, which typically takes the form of door-to-door shared rides, is
called

paratransit.

Although paratransit is an essential safety net, it is also expensive to operate
and requires large government subsidies. These financial difficulties motivate us to
develop large-scale optimization algorithms for tactical decision-making: specifically,
the daily routing of a fleet of vehicles in order to service given demand while also
satisfying labor constraints. We provide an optimization-based heuristic that shows
strong performance while also being tractable for daily use. Our case study is based
on real data from Boston comprising several thousand requests per day, and we show
substantial improvements in operating efficiency in practical running times.
Having explored a range of problems from data to decisions in public transit,
including demand estimation in Chapter 2, and both strategic and tactical operations
in Chapters 3 through 5, we offer concluding remarks in Chapter 6.
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Chapter 2
From physical properties to transit
demand estimation

2.1

Introduction

Time-dependent origin-destination (O-D) demand data are necessary input to any
public transit decision model and can be obtained from a variety of different sources.
These data sources vary in quality and completeness.

For example, in transit sys-

tems that charge zone-based fare, such as London or San Francisco, commuters must
swipe a smart card before entering and exiting the system in order for the fare to be
computed and collected; the smart card transactions then preserve the time, origin,
and destination components of the commute. By contrast, in flat-fare transit systems
such as Boston or New York City, smart cards are only swiped at origin stations,
losing the destination component of the commute. Transportation planning surveys
that interview commuters on their travel patterns provide another source of O-D demand data. However, such surveys are costly to conduct and might only be collected
once or twice a decade.

As such, they are often out-of-date, and also might miss

information on less-traveled stations or off-peak hours. More recently, mobile phone
data has been used to track mobility at an individual level. Although the potential
applications of detailed mobile phone data are undoubtedly exciting, individual-level
tracking is also extremely invasive and poses significant privacy concerns.
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In this chapter, we will focus on data that come from

counts,

turnstile entrance and exit

where motion sensors count the number of commuters flowing in and out of

stations over a period of time. There are a number of practical advantages to turnstile
counts. First, in contrast to smart card transactions, turnstile counts can be collected
regardless of the type of fare charged by the transit agency; in contrast to surveys, they
can be collected cheaply. Second, the data are collected in aggregate, which might
allay concerns around passenger privacy as compared to smart card transactions or
mobile phone data, and thereby allow transit agencies to make the data more widely
available.

In fact, this chapter was motivated by the fact that the Massachusetts

Bay Transportation Authority (MBTA) publicly released turnstile entrance and exit
counts online in 2014. Of course, the aggregation also represents a limitation of the
turnstile count data, as the problem of estimating O-D demand from aggregate data
is underspecified and can give rise to multiple solutions. Nonetheless, in seeking to
leverage this data, we propose a method with the following advantages:

1. It utilizes non-invasive, aggregated data that were made publicly available.

2. It imposes reasonable assumptions on the physical attributes of the transportation flows in order to constrain the estimation problem.

These assumptions

include temporal smoothness, spatial smoothness, and symmetry.

Furthermore, although the focus of this chapter is on transit demand estimation, the
assumptions imposed by the model are quite general, and we expect this approach to
be applicable to other contexts where one must learn from aggregate data.
The rest of the chapter is structured as follows. Section 2.2 is a review of O-D
demand estimation from both the traffic and transit literature. Section 2.3 presents
our method for O-D demand estimation, which we will refer to as a

approach.

physical properties

Section 2.4 presents the maximum entropy approach, which we use as a

baseline both analytically and empirically.

Section 2.5 gives empirical results on a

variety of cities and modes of transportation, using bike and subway data in Boston,
taxi data in New York City, and subway data in San Francisco. We offer concluding
remarks in Section 2.6.
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2.2

Literature Review

The challenge of estimating high-quality O-D demand data is well-studied in both
the traffic and transit literature.
In traffic problems, the most common data sources are in link counts and survey
data. Prior works have sought to constrain the estimation problem by unifying these
data sources while also accounting for the comparative unreliability of survey data.
Example approaches include Bayesian statistics [85], generalized least squares [38,
17, 39], maximum likelihood [122], and multi-objective optimization [33]. [146] and
[4, 5] model the deviations from survey data explicitly and use link counts to update
a historical trends model of the O-D demand.
Other works have used link count data alone so as not to rely on expensive and
out-of-date survey data.

To specify the estimation, assumptions are made about

structural properties of the O-D matrices. For example, [131] and [56] both search for
O-D matrices of maximum entropy, while [139] and [86] ensure that their estimations
satisfy network equilibrium properties.

Our work is similar in philosophy to these

works, but by contrast we offer an intuitive and interpretable list of desired physical
properties.
Increasing recent focus on big data has also made richer data sources available
for use. Many public transit systems use smart card-based fare collection, allowing
agencies to track individual card-holders through the transit system.

Even when

considering flat-fare systems where only the origins are recorded, demand can be
recovered effectively under a trip-chaining assumption.

Each trip’s information is

completed by taking the unknown destination to be the known origin of the subsequent trip, motivated by the fact that commuters typically make round trips. This
method has been used to generate O-D demand matrices for the New York City subway system by [12] and for the Chicago rail system by [144].

Although there are

no smart-card datasets for traffic O-D problems, additional data sources have been
successfully used to supplement link count data: [41] and [145] use automatic vehicle
identification data, and [35] and [74] use mobile phone data.
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To the best of our knowledge, our work is the first to use only entrance and exit
counts. In addition to only relying on publicly available data, an additional advantage
of our data setting and resulting approach is that it might be generally applied to
estimation problems where only aggregate data is available.

2.3

An Optimization Approach

We propose a formulation of the O-D estimation problem using quadratic optimization
(QO). The typical objective in statistics or supervised machine learning is to minimize
the total error of the model relative to ground truth. However, the reason that O-D
demand estimation is necessary is that ground truth is unavailable, which motivates
a different objective. As such, in our approach we will seek to satisfy the given data
as closely as possible while also having some intuitive physical properties such as
smoothness and symmetry. In Section 2.5, we will confirm the validity of our physical
properties approach on datasets where ground truth is known, and then extend to a
dataset in a typical application where ground truth is not known.

2.3.1

Deaggregating the Data

For a system with

𝑁

stations over

𝑇

periods, we consider the case where our input

data are of the form of periodic turnstile entrances
where each element
during period

𝑡.

𝑎𝑢𝑡 (𝑏𝑢𝑡 )

a ∈ R𝑁 ×𝑇

and exits

b ∈ R𝑁 ×𝑇 ,

represents the number of entrances (exits) to station

𝑢

The O-D demand estimation problem is then to construct from the

input data an O-D demand matrix
the demand from station

𝑢

d ∈ R𝑁 ×𝑁 ×𝑇 ,

to station

𝑣

where each element

during time period

𝑑𝑢,𝑣
𝑡

represents

𝑡.

Assuming that the length of each time period (one hour in our data) is long
relative to the typical trip taken, the given input data are an aggregation of the true
matrix elements of

d.

The problem is then essentially one of recovering matrices from

their row and column sums.

One immediate constraint for such a problem is that

the sum of the matrix elements across the rows and columns should agree with the
provided data. For the O-D demand estimation problem in particular, the number
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of entrances into a station should equal the total demand from that station over all
possible destinations, i.e.,

𝑁
∑︁

𝑑𝑢,𝑣
= 𝑎𝑢𝑡
𝑡

∀𝑢 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇.

(2.1a)

𝑣=1
Similarly, the number of exits from a station should equal the total demand to that
station over all possible origins, i.e.,

𝑁
∑︁

𝑑𝑢,𝑣
= 𝑏𝑣𝑡
𝑡

∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇.

(2.1b)

𝑢=1

In practice, it may be impossible to satisfy all of constraints (2.1) at once due to
noise in the data. For example, subway datasets often show exit counts substantially
lower than the entrance counts: this data incongruity can occur if exit turnstiles let
many commuters out at the same time in order to reduce waiting time. Furthermore,
trips that begin towards the end of a period or traveling a longer distance may end
during a later period than the starting period, so that the entrance and exit data are
not an exact aggregation of the O-D matrix. To ensure feasibility, we introduce slack
variables

𝜖𝑢𝑡

and

𝜉𝑡𝑢

to constraints (2.1) as follows:

⃒
⃒
𝑁
⃒∑︁
⃒
⃒
𝑢,𝑣
𝑢⃒
𝑑𝑡 − 𝑎𝑡 ⃒ ≤ 𝜖𝑢𝑡
⃒
⃒ 𝑣=1
⃒
⃒
⃒
𝑁
⃒∑︁
⃒
⃒
𝑢,𝑣
𝑣⃒
𝑑 − 𝑏𝑡 ⃒ ≤ 𝜉𝑡𝑣
⃒
⃒ 𝑢=1 𝑡
⃒

∀𝑢 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇 ;

(2.2a)

∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇,

(2.2b)

and add the slack variables to the objective function to be minimized, i.e.,

(︃
)︃
∑︁ (︂ 𝜖𝑢 )︂2 (︂ 𝜉 𝑢 )︂2
𝑡
min
+ 𝑡𝑢
,
𝑢
𝑎
𝑏𝑡
𝑡
𝑢,𝑡

(2.3)

so that the estimated O-D demand matrix is one that best explains the provided data.
The optimization problem with only these data satisfaction constraints is underspecified. To further limit the degrees of freedom in the problem and find a unique,
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high-quality solution, we impose further constraints to ensure that the O-D demand
matrix will satisfy physical properties of real-world data.

2.3.2

Smoothness

A natural property is that the estimated demand should be smooth over time while
also explaining the data. Rush hour traffic might appear to be in violation of such a
smoothness assumption; however, by including constraints (2.2), we can ensure that
rather than completely smoothing the demand, we are finding the smoothest demand
that still satisfies the data. Moreover, rather than smoothing the absolute numbers of
commuters, we will use proportions instead that can be expected to show less variation. In particular, we will require that the proportion of commuters entering station

𝑢
𝑢,

who aim to make some commute

(𝑢, 𝑣),

relative to the entrance counts at station

should not change dramatically from period to period. A similar requirement will

be imposed on the exit counts. More formally,

⃒ 𝑢,𝑣
⃒
⃒ 𝑑𝑡
⃒
𝑑𝑢,𝑣
𝑡−1 ⃒
⃒
−
≤ 𝛿𝑡𝑢,𝑣
𝑢 ⃒
⃒ 𝑎𝑢
𝑎𝑡−1
𝑡
⃒ 𝑢,𝑣
𝑢,𝑣 ⃒⃒
⃒ 𝑑𝑡
𝑑
𝑢,𝑣
𝑡−1 ⃒
⃒
⃒ 𝑏𝑣 − 𝑏𝑣 ⃒ ≤ 𝜆𝑡
𝑡
𝑡−1

∀𝑢 = 1, . . . , 𝑁, ∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 2, . . . , 𝑇 ;

(2.4a)

∀𝑢 = 1 . . . , 𝑁, ∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 2, . . . , 𝑇.

(2.4b)

In addition to the temporal smoothing constraints, a physical O-D demand matrix
can be expected to be reasonably smooth over space as well.

To express this, we

constrain neighboring stations to see similar demand patterns, i.e.,

⃒
⃒
⃒ 𝑑𝑢,𝑣 𝑑𝒩 (𝑢),𝑣 ⃒
⃒
⃒ 𝑡
𝑢,𝑣
𝑡
⃒ 𝑢 − 𝒩 (𝑢) ⃒ ≤ 𝜃𝑡
⃒ 𝑎𝑡
⃒
𝑎𝑡
⃒
⃒
⃒ 𝑑𝑢,𝑣 𝑑𝑢,𝒩 (𝑣) ⃒
⃒ 𝑡
⃒
𝑢,𝑣
𝑡
⃒ 𝑣 − 𝒩 (𝑣) ⃒ ≤ 𝜌𝑡
⃒
⃒ 𝑏𝑡
𝑏𝑡
where

𝒩 (𝑢)

∀𝑢 = 1, . . . , 𝑁, ∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇 ;

(2.5a)

∀𝑢 = 1, . . . , 𝑁, ∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇,

(2.5b)

denotes the nearest neighbor of

𝑢.

The temporal and spatial smoothing of constraints (2.4) and (2.5) take slightly
different forms, but they both capture the intuition that across the dimensions of a
data array, nearest neighbors should behave similarly. This is made explicit in the
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spatial smoothing of constraint (2.5), but is also implicit in the temporal smoothing
of constraint (2.4), where the “nearest neighbor” of period
period

𝑡 − 1.

is taken as the previous

In the case where some geometrically nearby stations are expected

to show different demand patterns,
neighbor of

𝑡

𝒩 (𝑢)

can be generalized to denote the nearest

𝑢 where distance is measured across some feature space, as in the 𝑘 -nearest

neighbors algorithm.
We can find the smoothest possible O-D demand matrix that also explains the data
by adding the slack variables

𝑢,𝑣
𝑢,𝑣
𝛿𝑡𝑢,𝑣 , 𝜆𝑢,𝑣
𝑡 , 𝜃𝑡 , 𝜌𝑡

to the objective function as follows:

(︃
)︃
∑︁ (︂ 𝜖𝑢 )︂2 (︂ 𝜉 𝑢 )︂2
𝑡
min 𝑁
+ 𝑡𝑢
𝑢
𝑎
𝑏𝑡
𝑡
𝑢,𝑡
+

∑︁ (︁

2
(𝛿𝑡𝑢,𝑣 )2 + (𝜆𝑢,𝑣
𝑡 )

𝑢,𝑣,𝑡

)︁

(︃
)︂2 )︃
∑︁ (︂ 𝜃𝑡𝑢,𝑣 )︂2 (︂ 𝜌𝑢,𝑣
𝑡
+
+
.
𝐷
𝐷
𝑢
𝑣
𝑢,𝑣,𝑡

(2.6)

As observed by [33], who also take a multiobjective optimization approach, it is possible to change the coefficients on each objective (data satisfaction, temporal smoothing,
and spatial smoothing) to reflect each objective’s relative importance to the multiobjective formulation. We choose to weight each of the spatial smoothing terms by
the reciprocal of the distance between the station and its nearest neighbor, which
we denote

𝐷𝑢

for each station

𝑢 = 1, . . . , 𝑁 ;

this is done to make faraway neighbors

less similar than nearby neighbors. For the data satisfaction terms, we weight by the
number of stations

𝑁,

to prevent the time smoothing and distance smoothing terms

from dominating the data satisfaction terms when the number of stations is large.

2.3.3

Symmetry

Another property that we impose on the estimation is that flow across the network
should be symmetric. In particular, for any pair of stations

(𝑢, 𝑣)

𝑢

commutes should be roughly balanced by the volume of

and

(𝑣, 𝑢)

𝑣,

the volume of

commutes. This

property captures the intuition that passengers often make round trips.

Although

there are certainly cases where passengers do not make simple round trips, the aggregate demand flows can be expected to be roughly balanced. To this end, we introduce
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the constraints

⃒
⃒
𝑇
𝑇
⃒
⃒∑︁
∑︁
⃒
𝑢,𝑣
𝑣,𝑢 ⃒
𝑢,𝑣
𝑑
−
𝑑
⃒
𝑡 ⃒ ≤ 𝜑
⃒
⃒ 𝑡=1 𝑡
𝑡=1
and add the slack variables

𝜑𝑢,𝑣

∀𝑢 = 1, . . . , 𝑁, ∀𝑣 = 1, . . . , 𝑁,

(2.7)

to the objective function to produce

(︃
)︃2
)︃
(︃
𝑢,𝑣
∑︁ (︂ 𝜖𝑢 )︂2 (︂ 𝜉 𝑢 )︂2
∑︁
𝜑
𝑡
∑︀
min 𝑁
+ 𝑡𝑢
+ 𝑁 2𝑇
𝑢
𝑢′
𝑎
𝑏
𝑡
𝑡
𝑢′ ,𝑡′ 𝑎𝑡′
𝑢,𝑡
𝑢,𝑣
(︃
)︃
)︁ ∑︁ (︂ 𝜃𝑢,𝑣 )︂2 (︂ 𝜌𝑢,𝑣 )︂2
∑︁ (︁ 𝑢,𝑣 2
2
𝑡
𝑡
+
(𝛿𝑡 ) + (𝜆𝑢,𝑣
+
+
,
𝑡 )
𝐷
𝐷
𝑢
𝑣
𝑢,𝑣,𝑡
𝑢,𝑣,𝑡
where again, the flow symmetry terms

𝜑𝑢,𝑣

(2.8)

are weighted to prevent them from domi-

nating the objective function for high demand volumes.

Incorporating the data deaggregation, flow symmetry, and smoothness constraints,
the full formulation is written as follows:

(︃
)︃
(︃
)︃2
𝑢,𝑣
∑︁ (︂ 𝜖𝑢 )︂2 (︂ 𝜉 𝑢 )︂2
∑︁
𝜑
𝑡
∑︀
min
𝑁
+ 𝑡𝑢
+ 𝑁 2𝑇
+
𝑢
𝑢′
d,𝜖,𝜉,𝜑,𝛿,𝜆,𝜃,𝜌
𝑎
𝑏
′ ,𝑡′ 𝑎𝑡′
𝑡
𝑡
𝑢
𝑢,𝑡
𝑢,𝑣
(︃(︂
(︂ 𝑢,𝑣 )︂2 )︃
𝑢,𝑣 )︂2
(︁
)︁
∑︁
∑︁
𝜃
𝜌𝑡
2
𝑡
+
(𝛿𝑡𝑢,𝑣 )2 + (𝜆𝑢,𝑣
+
𝑡 )
𝐷𝑢
𝐷𝑣
𝑢,𝑣,𝑡
𝑢,𝑣,𝑡
⃒
⃒
𝑁
⃒∑︁
⃒
⃒
𝑢⃒
𝑢
𝑑𝑢,𝑣
−
𝑎
∀𝑢 = 1, . . . , 𝑁,
s.t. ⃒
𝑡
𝑡 ⃒ ≤ 𝜖𝑡
⃒
⃒

(2.9a)

𝑣=1

∀𝑡 = 1, . . . , 𝑇 ;
⃒
⃒
𝑁
⃒∑︁
⃒
⃒
𝑢,𝑣
𝑣⃒
𝑑 − 𝑏𝑡 ⃒ ≤ 𝜉𝑡𝑣
⃒
⃒ 𝑢=1 𝑡
⃒

(2.9b)

∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 1, . . . , 𝑇 ;

⃒ 𝑢,𝑣
⃒
⃒ 𝑑𝑡
⃒
𝑑𝑢,𝑣
𝑢,𝑣
𝑡−1 ⃒
⃒
⃒ 𝑎𝑢 − 𝑎𝑢 ⃒ ≤ 𝛿𝑡
𝑡
𝑡−1

(2.9c)

∀𝑢 = 1, . . . , 𝑁,
∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 2, . . . , 𝑇 ;

⃒ 𝑢,𝑣
⃒
⃒
⃒ 𝑑𝑡
𝑑𝑢,𝑣
𝑢,𝑣
𝑡−1 ⃒
⃒
−
𝑣
⃒ 𝑏𝑣
⃒ ≤ 𝜆𝑡
𝑏
𝑡
𝑡−1
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∀𝑢 = 1 . . . , 𝑁,

(2.9d)

∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 2, . . . , 𝑇 ;
⃒
⃒
⃒ 𝑑𝑢,𝑣 𝑑𝒩 (𝑢),𝑣 ⃒
⃒
⃒ 𝑡
𝑢,𝑣
𝑡
⃒ 𝑢 − 𝒩 (𝑢) ⃒ ≤ 𝜃𝑡
⃒
⃒ 𝑎𝑡
𝑎𝑡

(2.9e)

∀𝑢 = 1 . . . , 𝑁,
∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 1, . . . , 𝑇 ;

⃒
⃒
⃒ 𝑑𝑢,𝑣 𝑑𝑢,𝒩 (𝑣) ⃒
⃒ 𝑡
⃒
𝑢,𝑣
𝑡
⃒ 𝑣 − 𝒩 (𝑣) ⃒ ≤ 𝜌𝑡
⃒ 𝑏𝑡
⃒
𝑏𝑡

(2.9f )

∀𝑢 = 1 . . . , 𝑁,
∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 1, . . . , 𝑇 ;

⃒
⃒
𝑇
𝑇
⃒∑︁
⃒
∑︁
⃒
𝑢,𝑣
𝑣,𝑢 ⃒
𝑑 −
𝑑𝑡 ⃒ ≤ 𝜑𝑢,𝑣
⃒
⃒ 𝑡=1 𝑡
⃒
𝑡=1

∀𝑢 = 1 . . . , 𝑁,
∀𝑣 = 1, . . . , 𝑁 ;

d ≥ 0.

2.4

(2.9g)

(2.9h)
(2.9i)

The Maximum Entropy Approach

The classic maximum entropy (ME) approach taken by [131] was motivated by defining the most likely O-D demand matrix as the one associated with the greatest number of microstates. Their method was applied to link count data, but can be easily
adapted to the entrance and exit counts through the following constrained nonlinear
optimization problem:

max
d

s.t.

𝑁 ∑︁
𝑁
𝑇 ∑︁
∑︁

𝑢,𝑣
−𝑑𝑢,𝑣
𝑡 log (𝑑𝑡 )

𝑡=1 𝑢=1 𝑣=1
𝑁
∑︁
𝑑𝑢,𝑣
= 𝑎𝑢𝑡
𝑡
𝑣=1
𝑁
∑︁
𝑑𝑢,𝑣
= 𝑏𝑣𝑡
𝑡
𝑢=1

(2.10a)

∀𝑢 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇 ;

(2.10b)

∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇.

(2.10c)
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For simplicity of analysis, in constriants (2.10b) and (2.10c) we have assumed that the
input data can be satisfied exactly. Writing the Lagrangian relaxation for Problem
(2.10), we obtain

(︃
𝐿(d, 𝜆, 𝜇) =

∑︁

𝑢,𝑣
−𝑑𝑢,𝑣
𝑡 log (𝑑𝑡 ) +

∑︁

𝑢,𝑣,𝑡

𝜆𝑢𝑡

𝑁
∑︁

𝑢,𝑡

)︃
𝑢
𝑑𝑢,𝑣
𝑡 − 𝑎𝑡

+

𝑣=1

∑︁

𝜇𝑣𝑡

(︃ 𝑁
∑︁

𝑣,𝑡

)︃
𝑣
𝑑𝑢,𝑣
𝑡 − 𝑏𝑡

.

𝑢=1
(2.11)

Applying the Lagrange conditions, we find that the optimal solution satisfies the
property

𝑏𝑣𝑡
𝑢
∑︀
𝑑𝑢,𝑣
=
𝑎
𝑡
𝑡

𝑣′
𝑣 ′ 𝑏𝑡

∀𝑢 = 1, . . . , 𝑁, ∀𝑣 = 1, . . . , 𝑁, ∀𝑡 = 1, . . . , 𝑇.

(2.12)

Condition (2.12) provides some analytical contrast to our physical properties approach.

First, we observe that the maximum entropy approach forces preferences

∑︀
′
𝑏𝑣𝑡 / 𝑣′ 𝑏𝑣𝑡 )

to be identi-

cal across all origins, a strong condition that is not entirely credible.

Put another

for a particular destination

𝑣

at time

𝑡

(given by the ratio

way, if the O-D demand matrix is normalized by the entire demand, it can be seen
as a joint distribution over origins and destinations, while the normalized entrance
and exit counts are the marginals.

The joint distribution that maximizes entropy

simply makes origin and destination station independent of each other. By contrast,
our physical properties approach in Section 2.3 alleviates this condition, so that these
preferences to be similar only between nearest neighbors instead of across all stations.

Another shortcoming of the maximum entropy approach is that Problem (2.10) is
entirely separable along the time dimension, and therefore does not leverage temporal
information. By contrast, our physical properties approach is able to take advantage
of temporal information by adding the smoothing constraints (2.4).

Having analytically compared the smoothing assumptions behind our approach
and the maximum entropy approach, we now compare the performance of the two
approaches on real-world data in Section 2.5.
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2.5

Computational Results

We present in this section the results of our approach on three real-world datasets
where the ground truth O-D demand matrices are known, and extend to a real-world
dataset where ground truth is not known. Entrance and exit counts are generated by
aggregating the original O-D demand matrices, then used as input to the formulation
described in Section 2.3 to recover the original O-D demand.
Performance is evaluated using the metrics

𝑅2

and Conditional Value at Risk

(CVaR𝛼 ): the former due to its prevalence in the wider statistics community, and
the latter due to its usefulness in measuring extreme losses. Because

𝑅2

reflect differences between the large O-D matrix elements, we report

CVaR𝛼

percent error to illustrate the distribution of percent error.

CVaR𝛼

will mostly

is defined as

]︁
[︁ ⃒
⃒
CVaR𝛼 = E 𝑋 ⃒𝑋 ≥ VaR𝛼 ,
where

𝛼

top

𝑋

is the error metric of interest (percent error), and

for the

(2.13)

VaR𝛼

is defined as the

quantile error, i.e.,

VaR𝛼 = inf{𝑠 ∈ R| Pr(𝑋 ≥ 𝑠) ≤ 𝛼}.
For the results that follow, we report the average percent error for the top
errors, i.e.,

(2.14)

10%

of

𝛼 = 0.1.

We also include measures of the various physical properties described in Section
2.3:

Temporal Irregularity :
Spatial Irregularity :
Flow Imbalance :

1 ∑︁ 𝑢,𝑣
(𝛿 + 𝜆𝑢,𝑣
𝑡 )
𝑁 2 𝑇 𝑢,𝑣,𝑡 𝑡
1 ∑︁ 𝑢,𝑣
(𝜃 + 𝜌𝑢,𝑣
𝑡 )
𝑁 2 𝑇 𝑢,𝑣,𝑡 𝑡
∑︀
𝜑𝑢,𝑣
∑︀ 𝑢,𝑣 𝑢,𝑣
𝑢,𝑣,𝑡 𝑑𝑡

(2.15a)

(2.15b)

(2.15c)

For comparison, we include as a baseline the maximum entropy solution obtained
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Table 2.1: Performance of physical properties approach against maximum entropy
baseline

Dataset

Dimension
ME

Blue Bikes (Municipalities)
Blue Bikes (Stations)
New York City Taxis
Bay Area Rapid Transit

004 × 004 × 24
131 × 131 × 24
266 × 266 × 24
046 × 046 × 24

CVaR

𝑅2

0.916
0.360
0.805
0.676

PP

ME

PP

0.991 5.29 3.14
0.413 0.97 1.12
0.870 1.24 1.03
0.764 1.02 0.87

in closed form from the proportional formula (2.12). Since the closed-form solution
assumes a perfect data regime where the entries and exit counts are an exact aggregation of the O-D matrix, we apply the maximum entropy equation to the perfect data
obtained through simple aggregation of the O-D matrix.

The overall performance

of the maximum entropy baseline (ME) and our physical properties approach (PP)
are summarized in Table 2.1. Additionally, the measures of the physical properties
(2.15) on the various O-D demand estimations are summarized in Table 2.2. Physical
properties of the actual O-D demand are also included in Table 2.2 where available.
All methods were implemented using the
package

JuMP

Julia language [23] and the optimization

[83]. Computational experiments were run on a laptop with an Intel

i7-6500U processor and 16GB of RAM, with the exception of the larger-scale Blue
Bikes stations and New York City taxis experiments. These larger-scale experiments
were run on a server with an Intel E5-2660 v4 processor and 256GB of RAM.

2.5.1

Case Study: Boston Bike-Sharing

The first dataset was made publicly available by Blue Bikes, a bike-sharing company
located in the greater Boston area, through the Blue Bikes Data Visualization Challenge. The dataset contains records for 1,029,739 trips from October 1, 2012 through
November 30, 2013 and includes bike pickup and dropoff times and stations for each
trip. From this dataset, we picked weekday trips between currently active stations in
the Blue Bikes network, which comprised 768,948 trips total. To construct a smallerscale example that could be easily visualized, the dataset was grouped by hour and
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Table 2.2: Evaluation of physical properties across datasets

Dataset

Temp. Irreg. Spatial Irreg. Flow Imbal.

Blue Bikes (Municipalities)
ME

4.5%

PP

3.7%

0.5%

0.1%

Actual

7.3%

6.1%

0.3%

ME

0.5%

0.0%

6.4%

PP

0.4%

0.6%

5.7%

Actual

1.6%

1.8%

14.4%

ME

0.2%

0.2%

10.9%

PP

0.0%

0.2%

8.9%

Actual

0.6%

0.6%

11.7%

ME

1.2%

0.0%

6.8%

PP

0.9%

0.5%

6.3%

Actual

2.4%

1.0%

7.6%

ME

1.0%

0.0%

17.0%

PP

0.8%

1.0%

17.5%

Blue Bikes (Stations)

New York City Taxis

Bay Area Rapid Transit

Boston MBTA
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0.0%

0.2%

Boston

Cambridge

Somerville

Brookline

Boston

40,000
20,000
0

Cambridge

15,000

5,000
0
3,000

Method
Actual
ME

Somerville

Demand

10,000

2,000
1,000

PP

0
Brookline

2,000
1,000
0
0

5

10 15 20

0

5

10 15 20

0

5

10 15 20

0

5

10 15 20

Hour
Figure 2-1: Comparison of actual demand, maximum entropy baseline, and physical
properties approach on Blue Bikes data

Note.

Origins are on the vertical grid axis, and destinations are on the horizontal

grid axis. The x-axis and y-axis of each chart in the grid represent hour of the day
and actual demand, respectively. The O-D demand matrices may initially appear to
violate the symmetry assumptions in Section 2.3.3, but this is only because of the
different y-axes across the panels; for example, Cambridge-Somerville trip volume is
14,478 trips, which is balanced by a Somerville-Cambridge trip volume of 14,424 trips.

municipality (Boston, Cambridge, Somerville, and Brookline). Each municipality was
taken as a “station” to produce

4×4

hourly O-D demand matrices, for a total of 384

elements to be recovered. On this example, the QO solved in six seconds.
The estimations using the maximum entropy baseline and the physical properties
approach are plotted in Figure 2-1 for a visual comparison. While Figure 2-1 qualitatively shows that the maximum entropy baseline performs well on this dataset, it
tends to overstate demand to Boston because of the high volume of trips ending in
Boston. In comparison, the physical properties approach more accurately recovers the
O-D demand matrix elements: in particular, the overprediction of Cambridge-Boston
and Somerville-Boston demand and underprediction of Cambridge-Cambridge and
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Somerville-Cambridge demand are corrected.

This is reflected in the improved

and CVaR in Table 2.1 as well: the maximum entropy baseline attains
and CVaR = 5.29, but the physical properties approach attains

𝑅2

𝑅2 = 0.916

𝑅2 = 0.991 and CVaR

= 3.14.
Examining the physical properties of the estimated O-D matrices in Table 2.2,
the physical properties approach shows an increase in temporal smoothness (4.5%
irregularity in the baseline, to 3.7% irregularity in our approach), and a decrease
in spatial smoothness (0.0% irregularity in the baseline, to 0.5% irregularity in our
approach). The tradeoff of spatial smoothness for temporal smoothness reflects the
relaxation of the proportionality condition (2.12) which holds across all station, as
compared to constraint (2.5) which only holds across neighboring stations. The flow
imbalance is also reduced from 0.2% in the maximum entropy approach to 0.1% with
the physical properties approach; both of these remain close to the true imbalance of
0.3%.
We also tested both approaches on the full Blue Bikes station network, comprising
131 stations; this produced an O-D demand matrix with 411,864 elements to be
recovered. On this example, the QO solved in 2.5 hours.
The maximum entropy approach performed relatively poorly on the full Blue Bikes
network, only achieving

𝑅2 = 0.360.

This suggests that the main assumption behind

the maximum entropy baseline, which is that preferences for a particular destination
should be the same regardless of origin station, is a poor one for the large-scale
network. Relaxing this condition in the physical properties approach and leveraging
the other physical properties, we improve to
in

𝑅2

𝑅2 = 0.413.

comes at a slight cost to CVaR, which rises from

However, this improvement

0.97

to 1.12, indicating that

here, our approach does not estimate the smaller matrix elements as well.
Table 2.2 shows again that the physical properties approach trades off increased
spatial irregularity for temporal smoothing. The spatial irregularity increases from
0.0% to 0.6%, while the temporal irregularity decreases from 0.5% to 0.4%, a computational validation of the formal result in Section 2.4.
The lower performance of the physical properties approach on the stations-level
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dataset relative to the municipalities-level dataset can be attributed to the fact that
the more granular dataset is significantly noisier. To show this, we test the validity
of the physical assumptions by evaluating the following estimation methods:

Last Hour (LH):

𝑑𝑢,𝑣
𝑑𝑢,𝑣
𝑡−1
𝑡
=
𝑎𝑢𝑡
𝑎𝑢𝑡−1

∀𝑢 = 1 . . . , 𝑁,
∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 2, . . . , 𝑇 ;

(2.16a)

𝒩 (𝑢),𝑣

Nearest Neighbor (NN):

𝑑𝑢,𝑣
𝑑
𝑡
= 𝑡𝒩 (𝑢)
𝑢
𝑎𝑡
𝑎𝑡

∀𝑢 = 1, . . . , 𝑁,
∀𝑣 = 1, . . . , 𝑁,
∀𝑡 = 1, . . . , 𝑇 ;

Return Flow (RF):

∑︁

𝑑𝑢,𝑣
=
𝑡

∑︁

𝑡

𝑑𝑣,𝑢
𝑡

(2.16b)

∀𝑢 = 1 . . . , 𝑁,

𝑡

∀𝑣 = 1, . . . , 𝑁,

(2.16c)

corresponding to constraints (2.4a), (2.5a), and (2.7), respectively. That is, we evaluate how well elements of our O-D demand matrix can be estimated using information
from neighboring or similar elements, which were constrained to be similar in the
physical properties approach.
Table 2.3 reports the

𝑅2

for each estimation method from (2.16). Unsurprisingly,

the smoothing constraints do not hold as well at the granular level, with both the
last-hour and nearest-neighbor estimations showing lower
dataset.

𝑅2

for the stations-level

The nearest-neighbor estimation also performs relatively poorly on both

datasets. The low quality of the nearest-neighbor predictions is likely due to the large
distance between each municipality and its nearest neighbor in the municipalities-level
dataset, and the low volume and relative noisiness of the stations-level dataset.
However, despite the low quality of the nearest-neighbor estimation, removing
the spatial smoothing constraints actually produced noticeably worse results. For the
municipalities-level O-D matrix,

𝑅2

stayed comparable but CVaR increased from

to 6.19, while for the stations-level dataset, CVaR was comparable but
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𝑅2

3.14

dropped

from

0.413

to 0.382.

These results indicate that such constraints are important to

provide structure along the different dimensions of the O-D demand matrix, even
when the actual matrix is noisy.

2.5.2

Case Study: New York City Taxis

Our largest example is obtained from a public record of taxi trips made in New York
City [106]; it includes for each trip the pickup and dropoff time and location by
latitude and longitude.

We used the data for trips made on May 14, 2013, which

comprised 474,708 trips total.

To construct “stations”, we grouped by the district

of the pickup and dropoff (for example, Midtown or the Upper East Side).
produced

266 × 266

This

hourly O-D demand matrices for a total of 1,698,144 elements

to be recovered, which represents a truly large-scale application of our approach. On
this example, the QO solved in eight hours.
The maximum entropy baseline shows competitive performance with
and CVaR =

𝑅2 = 0.870

1.24,

𝑅2 = 0.805

and the physical properties approach improved upon that with

and CVaR =

1.03.

Table 2.2 shows again a decrease in temporal irregularity, with spatial irregularity
being kept at a low level and flow balance lowered. The O-D matrices for such largescale problems are generally sparse, and in this case only 2.2% of the elements of the
original O-D demand matrix are nonzero. Despite not having accounted for sparsity
specifically in our formulation, our solution was also naturally sparse, with only 2.0%
of the estimated O-D demand matrix being nonzero.
In contrast to the Blue Bikes stations-level dataset, the estimation methods (2.16)

Table 2.3: Evaluation of physical properties’ accuracy on Blue Bikes data

Dataset

𝑅2
LH

NN

RF

Blue Bikes (Municipalities)

0.977

0.173

1.000

Blue Bikes (Stations)

0.385

0.119

0.918
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perform competitively, with

𝑅2

of 0.884, 0.803, and 0.992, respectively. This shows

that the physical properties can hold well for large-scale examples, and in this scenario our approach is able to leverage the physical properties to produce an accurate
estimation on hundreds of stations.

2.5.3

Case Study: San Francisco Subway

In our final example with ground-truth data, we use a publicly available dataset
from the subway system in San Francisco [15]. The dataset contains hourly origindestination demand through 2016.
February 5, 2016, which comprised

We used the data from a high-volume day on

523, 802 trips between 46 stations.

On this dataset,

which required recovery of a total of 50,784 matrix elements, the QO solved in 80
seconds. Both the physical properties and maximum entropy methods were altered
slightly to set all on-diagonal matrix elements to zero.
The maximum entropy baseline achieves

𝑅2 = 0.676

the physical properties approach improves upon with

and CVaR =

𝑅2 = 0.764

1.02,

which

and CVaR =

0.87.

Table 2.2 shows that again, temporal irregularity decreases, spatial irregularity increases, and flow imbalance decreases from the maximum entropy approach to the
physical properties approach, reflecting the formulation (2.9). These results validate
our method on real-world data from an actual subway network, which is exactly the
type of system we envision will benefit from demand estimation using entrance and
exit counts.

2.5.4

Case Study: Boston Subway

In this section, we use our method to infer O-D demand matrices for the Boston subway network, operated by the Massachusetts Bay Transportation Authority (MBTA).
The Boston subway system comprises 113 stations on four main subway lines (Red,
Green, Blue, and Orange).

Since Boston uses a flat-fare policy, it does not collect

information as commuters leave the system, and data are only collected as aggregated
turnstile entrances and exits. this makes the Boston subway case a prime example of
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the usefulness of our method.
A minute-level turnstile dataset for the month of February 2014 was made available
by [13]. It contains station entrance and exit data for the period February 1, 2014 to
March 3, 2014, for 61 of the stations on the main subway lines. This excludes Green
Line surface stations that do not have turnstiles. The dataset was filtered down to
weekdays, resulting in 9,621,170 entries across the 61 stations (corresponding to an
average daily ridership of approximately 458,151), and then grouped by hour. In this
form, the turnstile data served as the input to infer a

61 × 61

hourly O-D matrix, for

a total of 89,304 matrix elements to be recovered. On this dataset, the QO solved in
just under an hour.
In addition to the constraints described in Section 2.3 and applied to the Boston
Blue Bikes and NYC Taxi datasets, we included grouped versions of relevant constraints to further constrain the QO. In particular, we expect the proportions of
transfers between lines to remain relatively smooth over time, and for transferring
demand to be less than that staying on one line. We also introduced constraints in
the QO and slightly modified the maximum entropy formulation (2.10) to disallow
on-diagonal demand at any station in the network. [80] uses capacity and passenger
rationality constraints to model transit dynamics in a similar public transit setting,
which is particularly useful when passengers have many viable route choices available
to them.

Although the Boston network is relatively simple and has few commutes

where there are multiple reasonable route choices, our formulation could naturally be
extended to incorporate such constraints for a more complex network.
Since ground truth is unavailable for this dataset, we cannot evaluate our method’s
performance as we did for the previous datasets; however, given the strong performance of the physical properties approach for earlier large-scale examples from a
variety of transit modes and with up to hundreds of stations, we expect to see similar improvement for this 61-station dataset.

Comparing the metrics in Table 2.2

across the two approaches, we observe that the decreased temporal irregularity and
the realistic increase in spatial irregularity follow the same pattern as before.
We can also compare the estimated O-D demand matrices to survey data. Since

37

Destination Line

Red

Demand
Orange
150,000
100,000
Green

50,000

Blue

Blue

Green

Orange

Red

Origin Line

Figure 2-2: Daily transfer patterns on the Boston subway system for a typical weekday
in July 2010

Note.

Calculated from the 2010 Blue Book of Ridership and Service Statistics (con-

taining total daily ridership by line) and the 2008-09 Central Transportation Planning
Staff Survey (containing proportions of transfers by line).

the most recent survey dataset is several years older than the turnstile data, it is inappropriate to incorporate it into the models and allow it to influence the estimation.
However, the general trends should remain relevant, even if the values themselves are
out-of-date.

Approximate estimations of transferring behavior are computed from

survey data [43, 91].

The transfer matrix is plotted in Figure 2-2, with origin line

on the horizontal axis, destination line on the vertical axis, and darker shades corresponding to higher demand. From Figure 2-2, it is clear that passengers tend to
stay on a single line for the duration of their commute, since most of the demand is
concentrated on the diagonal.
For comparison, the transfer matrices for the O-D demand matrices estimated
using both the maximum entropy baseline and the physical properties approach are
plotted in Figure 2-3 for the average weekday in the February 2014 turnstile dataset.
The maximum entropy baseline tends to allocate most demand to the Red Line,
regardless of origin, since the Red Line shows the highest volume of exits.

This is

particularly inaccurate in the case of Blue-Red demand; two transfers are required
to commute between these lines, and it is unlikely that so many of the passengers
on the Blue Line would be making two transfers. Meanwhile, the physical properties
approach can capture transferring behavior, concentrating demand largely on the
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ME
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Destination Line

Red

Demand
100,000

Orange

75,000
50,000

Green

25,000
Blue
Blue
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Red

Blue

Green Orange

Red

Origin Line

Figure 2-3: Daily transfer patterns on the Boston subway system, calculated using
the maximum entropy baseline and the physical properties approach

Note.

The maximum entropy solution assigns demand to stations that have a high

volume of exits; this causes most demand to be assigned to the Red Line, regardless
of origin.

The physical properties approach more accurately captures transferring

behavior, and, like the survey data in Figure 2-2, has demand concentrated on the
diagonal.

diagonal.

Its main discrepancy is that it is unable to capture the high volume of

Green-Green commutes. This is explained by the fact that most of the Green Line
station data were not captured in the turnstile data; if given this data, we would
expect our method to more accurately capture the Green Line commutes.

2.6

Conclusion

To conclude, collection of aggregate entrance and exit data provides a non-invasive
and economical means for transportation planners to estimate O-D demand.

We

expect that our estimations could take the place of outdated and less-detailed survey
data used in transit planning models and in real-time demand estimation. Although
aggregate data alone are not enough to fully specify the problem, we can recover
unique, high-quality O-D matrices by requiring that our estimations be physically
realistic. We demonstrate that our physical properties approach is tractable for large
transit networks with tens and hundreds of stations, and show improved performance
over a competitive baseline in real-world case studies across multiple cites.
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Chapter 3
Data-driven transit network design at
scale

3.1

Introduction

The United Nations projects that urban populations will increase from 54 percent
of the global population in 2014 to 66 percent in 2050 [128]. Together with overall
population growth, this represents an increase of 2.5 billion people.

With more of

the world’s population living in cities, it is increasingly important to provide transportation that can efficiently serve a densely-settled population while also achieving
societal goals of sustainability and equity.
Mass transit is critical in achieving these goals; however, in recent years, it has
faced challenges such as restrictive public budgets and significant outside competition
from ride-sharing companies and private bus or shuttle services [29]. Many American
cities such as Philadelphia [78], Los Angeles [100], Washington D.C. [120] are seeing
declining bus ridership, prompting transit authorities to consider what can be done
to halt this decline. A recent bus network re-design in Houston led to a 6.8% increase
in ridership across the bus and light rail networks [25], inspiring other cities to also
consider re-designing their bus networks. Examples include Philadelphia [77], Boston
[130], St. Louis [117], and Edmonton [125].
The problem of designing a set of sequences of stops, called
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lines

or

routes,

in

order to service a commuting population is called the Transit Network Design Problem (TNDP). The TNDP is a challenging combinatorial optimization problem and
has been well-studied in the literature, which we survey in Section 3.2. Despite this
body of work, advanced techniques are not used to a significant extent in the planning
process for actual network design. For instance, the Service Delivery Policy outlined
by the [93] analyzed the network by evaluating bus lines individually without considering the network as a whole, and improvements to bus networks were performed
as incremental adjustments to individual bus lines. Such a strategy clearly limits the
scope of a potential bus network re-design.
One of the main barriers to leveraging advanced techniques is scalability; many
algorithms have not been proven on the scale that real transit networks require, which
can be up to hundreds or thousands of stops. Due to the combinatorial explosion in
the number of possible service routes, much of the work in this area relies on the use
of heuristics and metaheuristics, or limits the scope to selection of a set of pre-existing
transit lines. Our work makes the following contributions:

1. We present an optimization model that generates new transit networks while
addressing the issues of interest to transit authorities, which are principally

ridership, connectivity,

and

budget.

Ridership represents serviced demand, and

is also the main driver of revenue to a transit agency.

Connectivity ensures

that commuters can go from origin to destination in a relatively direct manner. Budget recognizes the labor and financial constraints that agencies operate
under.

2. We address two crucial interests from the commuter perspective: number of
transfers, and travel time. If either of them are not adequately serviced, then
transit ridership will decrease. Therefore, properly accounting for them is key
to generate practical transit network designs that addresses commuters’ needs.

3. We develop a scalable algorithm based on column generation, and demonstrate
its efficacy and tractability on a real network in Boston with hundreds of stops
and thousands of edges.
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The rest of the chapter is outlined as follows.

In Section 3.2, we provide an

overview of the literature on the TNDP. In Section 3.3, we describe our model and
algorithmic approach.

In Section 3.4, we show computational results on a variety

of case studies involving both synthetic and real data. Finally, we offer concluding
remarks in Section 3.5.

3.2

Literature Review

The TNDP is well-studied; for a review of material until the 1980s, see [84], and for
more recent reviews, see [66] and [55].
The goal of the TNDP is to design a set of lines for buses or trains to serve transit
demand in a cost-effective way. Auxiliary objectives important to transit operators
such as service area coverage may also be incorporated. Most methods either begin
with a pre-specified set of potential lines or iteratively generate new lines before
selecting a final set of lines to operate.
Much of the early work on the TNDP focused on heuristic solution methods.
Typically, the origin-destination demand matrix was sorted from highest to lowest
demand, and bus routes were generated using fast shortest-path computations between high-demand nodes. [87] generate an initial line set by computing the shortest
paths between terminal nodes, and then uses local search to iteratively improve the
total travel time on the network. [42] and [7] extended this work by including additional lines that are no longer than a factor of the length of the shortest paths.
In addition, [7] considered criteria for local node insertions to further expand the
generated lines. More recently, [60] generated lines using the minimum spanning tree
on the transit network.

Along a similar vein, metaheuristics such as genetic algo-

rithms [44, 133], simulated annealing [143], and tabu search [82] have also been used
to iteratively improve upon initial heuristically-generated line sets. [142] introduced
the notion of route-directness and network-directness constraints to capture geometric characteristics of desirable lines, and used a hill-climb search algorithm to make
local improvements to an initial network.
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[140] used ant-colony optimization and

considered direct demands and single transfers in route design. [110] combined and
made local improvements to common trajectories gleaned from mobile phone data to
propose modified bus lines.
Another body of work has employed mathematical optimization to solve network
design problems. Benefits of mathematical optimization include modeling flexibility,
problem insight, and certificates of optimality or bounds on solution quality; however,
many models have had scalability issues at practical network sizes. Most approaches
split the decision process into multiple phases, including the optimal selection of
a subset of transit stops [99], the selection of a subset of given transit lines [65], or
frequency-setting and passenger routing on a set of given transit lines [34, 36, 64, 118].
Even with these decompositions, [65] scaled to a network of only 49 stops, which
was preprocessed to reduce the size to nine stops.

[36] additionally considered the

passenger perspective through a lower-level assignment model, and scaled to a larger
network of 84 nodes and 143 edges. [64] performed computational experiments on a
network of 141 nodes and 177 edges.
Relatively fewer papers in mathematical optimization have addressed the critical
but more complicated step of generating new transit lines. [134] used mixed-integer
optimization to create a fixed number of routes between given bus stops that would
minimize operating costs subject to capacity constraints. However, the formulation is
not practical, scaling only to a network of ten stops. [11] used constraint programming
to define service level goals and budget limits, but it was computationally difficult
to find a solution even for a small fifteen-stop case. Rather than relying purely on
branch-and-bound, [88] used a variant of Benders decomposition to solve a network
design problem on 24 stops and 264 edges.
In contrast to these smaller-scale examples, [27] employed column generation to
scale up their model to a network of 410 stops and 891 edges, a truly large-scale
application. Their model sought to generate a set of lines, choose a subset of lines
to operate, and set service frequencies in order to minimize a combination of total
operating costs and travel time. However, they remained closely tethered to the original network design by only considering already-extant edges in their computational
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study, so that the new lines were rearrangements of existing lines. Furthermore, in
their model of commuter behavior, they ignored transfers between lines of the same
mode and allowed for passenger flows of unlimited travel times and transfers in their
model.

[28] expanded on [27] by modeling passenger behavior in greater detail; in

particular, passenger flows were penalized if they involve a transfer.

However, al-

though the model improved the accounting of passenger flows, it did not consider the
problem of generating new lines, instead taking the initial set of lines as given. In
more recent work, [76] also used column generation to generate bus lines, although
they focused on the smaller-scale application of responding to disruptions on targeted
subsets of the transit network.
Our work is most similar to [27] and [28].

As compared to [27], we explicitly

model both direct and indirect passenger routes while generating new transit lines
and also setting frequencies on large-scale networks. In addition, rather than allowing
continuous frequencies, we select from a subset of frequencies, thus avoiding the issue
of generating many lines of unrealistically low frequency. In contrast to [28], we do not
model distinct commuter paths along the network in as fine detail; we still account
for travel times and transferring, but opt for a less granular approach in favor of
gaining the ability to generate new transit lines. Finally, in contrast to both works,
our transit networks only serve commuters who experience reasonable travel times,
rather than allowing arbitrarily high travel times in passenger flows.

3.3

Methods

We consider the problem of designing a transit network, and provide a description of
the problem parameters in Table 3.1.
The transit network is built on a set of
and indexed from

1, . . . , 𝑁 .

demand; the notation
origin

𝑢

𝑑𝑢,𝑣

to destination

referred to as

𝒟.

𝑣.

𝑁

transit stops, which is denoted by

𝒩

The transit network’s purpose is to service commuting

will be used to refer to the demand for the

commute

from

The set of all commutes with nonnegative demand will be

Each commute may be associated with a number of different route
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Table 3.1: Summary of the main notation

Symbol Description
𝒩
𝒟
𝒯𝑢,𝑣
ℒ
ℱ
stops(ℓ)
𝑑𝑢,𝑣
𝑐ℓ
𝛿𝑢,𝑣
𝜌𝑓
𝛾𝑓
𝜆𝑓
𝑁
𝐵

set of all transit stops
set of all origin-destination pairs (commutes)

(𝑢, 𝑣).

the set of all viable transfer stops for commute
set of all transit lines
set of all service frequencies
set of all stops on line
demand for commute

ℓ
(𝑢, 𝑣)

total travel time along line

ℓ

direct travel time between stops
relative cost at frequency

𝑢

and

𝑣

𝑓

relative level of direct ridership at frequency

𝑓

relative level of transferring ridership at frequency
number of transit stops,

𝑓

|𝒩 |

budget available for network design

options, each of which is a different sequence of stops that can take a commuter from
origin

𝑢

to destination

𝑣.

Vehicles on the network are set to travel along a fixed sequence of stops, which we
call a

line.

In practice, transit lines are typically bidirectional, so we take each line

to actually represent two lines traveling in opposite directions between the terminal
stops.

We assume that the operating cost of a transit line

of the travel times

𝛿𝑢,𝑣

between pairs of consecutive stops

summation will be denoted by
from a set of frequencies

ℱ.

𝑐ℓ .

𝑢

ℓ

is related to the sum

and

𝑣

on the line; this

Each line is also associated with a frequency chosen

For example, this set could comprise the frequencies of

dispatching vehicles every 15, 30, and 60 minutes (high, medium, and low frequencies,
respectively). We further assume that the operating cost of a transit line should be
related to its service frequency, and that at a given service frequency
of the transit line is given by

𝑐ℓ 𝜌𝑓 , where the constant 𝜌𝑓

𝑓 ∈ ℱ,

the cost

scales the cost appropriately

with the frequency. This simplified cost structure omits fixed costs, but our model
can easily be extended to account for such cost structures. The total budget available
is given by

𝐵.
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We also introduce the coefficients

𝛾𝑓 ,

and

𝜆𝑓

for

𝑓 ∈ℱ

at frequency level

𝑓 ∈ℱ

to denote relative levels of direct ridership and transferring ridership, respectively.
These coefficients would be set relative to the highest frequency, which should also
accrue the highest level of direct ridership while costing the most. Accordingly, we set
the corresponding

𝜌𝑓

and

𝛾𝑓

for the highest service frequencies to equal 1.0, indicating

that all the ridership would be captured. The coefficient

𝜆𝑓

might be less than 1.0

even at the highest level of frequency if commuters are not willing to make transfers.
We use boldface letters to denote vectors, and generalized inequalities on them
are taken to be element-wise. The boldface letter
and

|𝒮|

3.3.1

refers to the cardinality of set

e

refers to the vector of all ones,

𝒮.

Serving Direct Passengers

For simplicity, we first consider a network where commuters only take transit if they
can get from origin directly to destination without transfers.

ℒ

that there is a set

We also first assume

of all feasible transit lines; later in this section, we will describe

how to efficiently construct this set. This initial model uses the following variables:

 𝑥ℓ,𝑓 :

1 if line

 𝜃𝑢,𝑣 :

the fraction of demand for commute

ℓ∈ℒ

is operated at frequency level

(𝑢, 𝑣)

𝑓,

0 otherwise, and

that is served by the network.

To design a network that has high ridership, we solve the following integer optimization problem:

TNDP(ℒ)

= max
x,𝜃

∑︁

𝑑𝑢,𝑣 𝜃𝑢,𝑣

(3.1a)

(𝑢,𝑣)∈𝒟

s.t. 𝜃𝑢,𝑣 ≤

∑︁

∑︁

ℓ∈ℒ:

𝑓 ∈ℱ

𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

∑︁ ∑︁

𝛾𝑓 𝑥ℓ,𝑓

∀(𝑢, 𝑣) ∈ 𝒟,

𝑐ℓ 𝜌𝑓 𝑥ℓ,𝑓 ≤ 𝐵

(3.1b)

(3.1c)

ℓ∈ℒ 𝑓 ∈ℱ

∑︁

𝑥ℓ,𝑓 ≤ 1

∀ℓ ∈ ℒ,

𝑓 ∈ℱ
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(3.1d)

𝜃≤e

(3.1e)

x ∈ {0, 1}ℒ×ℱ .

(3.1f )

The objective (3.1a) maximizes the total demand that is served by the transit network. Constraint (3.1b) requires that some line that connects both

𝑢

and

𝑣

should

be operated in order for those commuters to be serviced, and also scales the ridership
according to the frequency coefficients
on the lines to be operated.

𝛾𝑓 .

Constraint (3.1c) is the budget constraint

Constraint (3.1d) requires that each line can only be

operated at one frequency.

Our model focuses on the operator perspective and seeks to maximize ridership,
which a common metric used by transit authorities to measure operating performance
[25]. In maximizing ridership, we allow for the case that a transit network is unable
to service all demand. This is important because when budgets are tight, or when
a transit agency is considering expansion into new areas, the requirement that all
demand is served may be onerous.

Our model considers a discrete set of frequencies to choose from, which follows the
convention of [64] and [28]. A possible simplification might be instead to use continuous

x

variables to model frequencies, as in [27]. However, in practice, the frequencies

are actually determined from a discrete set; this set is often small, sometimes even
just at the granularity of “high” versus “low” frequency. In addition to more closely
reflecting true operator decision-making, using a discrete set of frequencies also allows
for the modeling of effects such as diminishing marginal returns through appropriate
setting of the

𝜌𝑓

and

𝛾𝑓

variables. Finally, choosing frequencies from a discrete set

makes for more interpretable networks, rather than encouraging many lines of very
low frequency.

Problem (3.1) is in general difficult to solve, as the set

ℒ of all feasible transit lines

will be extremely large. However, it can be solved efficiently using column generation.
For a comprehensive overview of column generation, see [10]. We begin with the linear
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relaxation, following examples such as [27] and [76]:

MP(ℒ)

∑︁

= max
x,𝜃

𝑑𝑢,𝑣 𝜃𝑢,𝑣

(3.2a)

(𝑢,𝑣)∈𝒟

s.t. 𝜃𝑢,𝑣 ≤

∑︁

∑︁

ℓ∈ℒ:

𝑓 ∈ℱ

𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

∑︁ ∑︁

𝛾𝑓 𝑥ℓ,𝑓

∀(𝑢, 𝑣) ∈ 𝒟,

(3.2b)

𝑐ℓ 𝜌𝑓 𝑥ℓ,𝑓 ≤ 𝐵

(3.2c)

ℓ∈ℒ 𝑓 ∈ℱ

∑︁

𝑥ℓ,𝑓 ≤ 1

∀ℓ ∈ ℒ,

(3.2d)

𝑓 ∈ℱ

𝜃≤e

(3.2e)

x ≥ 0.

(3.2f )

which we call MP(ℒ) to stand for the
constraint
on

x

x ≤ e,

master problem.

We have not written out the

since constraint (3.2d) combined with the nonnegativity constraint

will naturally enforce the elementwise upper bound on

x.

The dual of MP(ℒ) is as follows:

D(ℒ)

= min

p,𝑞,r,s

𝐵𝑞 +

∑︁

𝑟ℓ +

ℓ∈ℒ

∑︁

s.t. −

∑︁

𝑠𝑢,𝑣

(3.3a)

(𝑢,𝑣)∈𝒟

𝛾𝑓 𝑝𝑢,𝑣 + 𝑐ℓ 𝜌𝑓 𝑞 + 𝑟ℓ ≥ 0

∀(𝑢, 𝑣) ∈ 𝒟, ∀𝑓 ∈ ℱ;

(3.3b)

∀(𝑢, 𝑣) ∈ 𝒟,

(3.3c)

(𝑢,𝑣)∈𝒟:
𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

𝑝𝑢,𝑣 + 𝑠𝑢,𝑣 = 𝑑𝑢,𝑣
p, 𝑞, r, s ≥ 0.

(3.3d)

Evidently, by solving the dual (3.3), we also solve the primal (3.2).
Our column generation algorithm proceeds iteratively as follows. First, we begin
with a restricted set of transit lines

(𝑥ℓ,𝑓 )ℓ∈ℒ,𝑓
̄ ∈ℱ .

We solve the

ℒ̄ ⊂ ℒ

restricted master problem, which is the primal (3.2) on this

restricted set to get a primal solution
To see if the solution

x̄

and the corresponding subset of variables

x̄

and corresponding dual solution

(p̄, 𝑞¯, r̄, s̄).

is optimal for the full problem, we check whether there exists
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some line

ℓ ∈ ℒ ∖ ℒ̄

𝑓 ∈ℱ

at frequency

that violates the constraint (3.3b), i.e.,

∑︁

𝑐ℓ 𝜌𝑓 𝑞¯ <

𝛾𝑓 𝑝¯𝑢,𝑣 .

(3.4)

(𝑢,𝑣)∈𝒟:
𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

The right-hand-side of the violated constraint (3.4) is interpreted as the increase in
the primal ridership objective due to servicing commutes
a dual variable

𝑝𝑢,𝑣

(𝑢, 𝑣) on line ℓ.

might represent increased ridership from commutes

For example,

(𝑢, 𝑣) that are

not already served by the network, either because no line exists connecting stops
and

𝑣,

𝑢

or because any connecting lines were not included in the network due to the

budget constraint. The left-hand-side of the violated constraint (3.4) contains dual
variable

𝑞,

which represents the increase in ridership associated with a unit increase

in budget, and is in the appropriate units converting budget to ridership. Condition
(3.4) therefore requires that, for a new line to be profitable, the ridership increase
should outweigh the associated costs of the line. For example, if the budget constraint
is not tight, then

𝑞¯ = 0

by complementary slackness, and the algorithm searches for

any lines with positive ridership.
New profitable lines

ℓ

can be generated by solving the

mulated as an integer optimization problem.

subproblem,

which is for-

When only considering the cost of

connecting adjacent stops, the subproblem is a shortest path problem. However, the
problem is more complicated with the additional ridership computation. To solve the
subproblem, we first define a directed graph
The node set

𝒱

consists of the transit stops

0), and the sink (labeled

𝑁 + 1).

𝐺(𝒱, ℰ) on nodes 𝒱
𝒩

(labeled

The edge set

ℰ

edges from the source (0) to all stop nodes



edges between the stop nodes, and



edges from the stop nodes

𝑢∈𝒩

consists of the following types of

𝑢 ∈ 𝒩,

to the sink (𝑁

+ 1).

The subproblem uses the following decision variables:
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ℰ.

1, . . . , 𝑁 ), the source (labeled

directed edges:



and directed edges

 ℎ𝑖,𝑗 :

1 if edge

 𝑔𝑢,𝑣 :

1 if commute

(𝑖, 𝑗) ∈ ℰ

is used, 0 otherwise, and

(𝑢, 𝑣) ∈ 𝒟

can be served, 0 otherwise.

A transit line corresponds to a simple path from source to sink in

𝐺(𝒱, ℰ).

In

practice, transit lines are typically bidirectional, so we take each transit line to actually
represent two transit lines traveling in opposite directions between the terminal stops.
Therefore, a transit line can serve any commuters whose origin and destination are
both on the path from source to sink regardless of ordering, and the relationship
between the

h

and

g

variables is enforced by the following constraints:

𝑔𝑢,𝑣 ≤

∑︁

ℎ𝑣′ ,𝑢

∀(𝑢, 𝑣) ∈ 𝒟,

(3.5a)

ℎ𝑢′ ,𝑣

∀(𝑢, 𝑣) ∈ 𝒟,

(3.5b)

𝑣 ′ ∈In(𝑢)

𝑔𝑢,𝑣 ≤

∑︁
𝑢′ ∈In(𝑣)

where the right-hand sides of constraints (3.5) indicate that nodes
are present in the generated line. We use

In(𝑢) (Out(𝑢))

𝑢 and 𝑣 respectively

to refer to the set of nodes,

including the source (sink), that have edges incoming to (outgoing from) node
Constraints (3.5) are needed because the

𝑢.

g variables will be maximized in the objective

function.
Recalling that the general cost

𝑐ℓ

of a transit line can be computed by summing

the travel times between consecutive stops on the line, we search for a profitable line
at frequency

SP𝑓 (p̄, 𝑞
¯;

𝑓 ∈ℱ

by solving the following integer optimization problem:

𝐺(𝒱, ℰ)) = max
h,g

s.t.

∑︁
(𝑢,𝑣)∈𝒟

∑︁

∑︁

𝛾𝑓 𝑝¯𝑢,𝑣 𝑔𝑢,𝑣 −

𝜌𝑓 𝑞¯𝛿𝑢,𝑣 𝑓𝑢,𝑣

(3.6a)

(𝑢,𝑣)∈ℰ

ℎ0,𝑢 = 1

(3.6b)

ℎ𝑁 +1,𝑢 = 1

(3.6c)

𝑢∈𝒩

∑︁
𝑢∈𝒩

∑︁

ℎ𝑢,𝑣 −

𝑣∈Out(𝑢)

∑︁

ℎ𝑣,𝑢 = 0

∀𝑢 ∈ 𝒩 ,

𝑣∈In(𝑢)
(3.6d)
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∑︁

𝑔𝑢,𝑣 ≤

∀(𝑢, 𝑣) ∈ 𝒟,

ℎ𝑣′ ,𝑢

𝑣 ′ ∈In(𝑢)
(3.6e)

∑︁

𝑔𝑢,𝑣 ≤

∀(𝑢, 𝑣) ∈ 𝒟,

ℎ𝑢′ ,𝑣

𝑢′ ∈In(𝑣)
(3.6f )

∑︁

ℎ𝑢,𝑣 ≤ |𝒮| − 1

∀𝒮 ⊂ 𝒱,

(𝑢,𝑣)∈ℰ:
𝑢∈𝒮,𝑣∈𝒮
(3.6g)

h ∈ {0, 1}ℰ , g ∈ {0, 1}𝒟 .

(3.6h)

In Problem (3.6), the objective (3.6a) checks for the profitability condition (3.4).
Constraints (3.6b) through (3.6d) are network flow constraints, and constraints (3.6e)
and (3.6f) correspond to (3.5). Constraints (3.6g) are

subtour elimination constraints

that are required to prevent the formation of edge-disjoint cycles; otherwise the objective could gain credit for connecting stops belonging to separate cycles. Since the
number of potential cycles in the graph is large, these constraints are added lazily
using branch-and-cut: violated constraints are identified and added to the problem
at incumbent integral solutions.
Although the subproblem has been formulated in a basic way, a variety of conditions of interest to transit planners can be modeled using additional constraints. We
provide some illustrative examples here.



Depots:

In some cities, transit lines must begin and end at certain predesig-

nated depot stops. This can be modeled in the subproblem by eliminating all
edges between the source and non-depot nodes, and similarly for the sink.



Edge Lengths:

It may not be desirable for buses to make stops that are

too close or far apart. This can be modeled in the subproblem by eliminating
all edges between stops that are either too short or too long, which has the
additional benefit of significantly sparsifying the graph
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𝐺(𝒱, ℰ).



Line Length:

It may not be desirable for a transit line to contain too many

or too few stops.

This can be modeled in the subproblem by restricting the

number of edges that are used.



Obstacles:

If it is impossible to travel from stop

𝑢

to stop

𝑣,

then that edge

can be eliminated.
Algorithm 1 describes the full column generation scheme.

Algorithm 1 Column generation algorithm for TNDP (3.1)
Require: Initial set of transit lines ℒ̄, tolerance 𝜖 > 0

¯ and dual solution (p̄, 𝑞¯, s̄)
(x̄, 𝜃)
𝐽𝑓 ← objective value of SP𝑓 (p̄, 𝑞¯; 𝐺(𝒱, ℰ)) for all 𝑓 ∈ ℱ
ℓ𝑓 ← transit line solution to SP𝑓 (p̄, 𝑞¯; 𝐺(𝒱, ℰ)) for all 𝑓 ∈ ℱ
while max𝑓 ∈ℱ 𝐽𝑓 > 𝜖 do
𝑓 * ← arg max𝑓 ∈ℱ 𝐽𝑓
ℒ̄ ← ℒ̄ ∪ ℓ𝑓 *
¯ and dual solution (p̄, 𝑞¯, s̄)
Solve MP(ℒ̄), get primal solution (x̄, 𝜃)
𝐽𝑓 ← objective value of SP𝑓 (p̄, 𝑞¯; 𝐺(𝒱, ℰ)) for all 𝑓 ∈ ℱ
ℓ𝑓 ← transit line solution to SP𝑓 (p̄, 𝑞¯; 𝐺(𝒱, ℰ)) for all 𝑓 ∈ ℱ
10: Solve TNDP(ℒ̄) (a mixed-integer optimization problem), get solution (x* , 𝜃 * )
11: return x*
1:
2:
3:
4:
5:
6:
7:
8:
9:

Solve MP(ℒ̄), get primal solution

Note that the subproblem SP𝑓 (p̄, 𝑞
¯;
frequency

𝑓 ∈ ℱ.

𝐺(𝒱, ℰ))

has been defined for a particular

In order for the master problem to be solved to optimality, there

should not be any frequency for which a transit line of positive reduced cost can be
found, which means that the subproblem would need to be solved at all frequencies.
To save computation time, we can modify Algorithm 1 so that early iterations solve
the subproblem at just one frequency, and only check the other frequencies if no transit
line of positive reduced cost can be found. Other column management strategies can
be found in [10].

3.3.2

Serving Passengers with Transfers

The assumption of Problem (3.1) that commuters will only take transit if it can get
them directly from origin to destination is a restrictive one. In ignoring transferring
commuters, transit networks are forced to be excessively connected to gain ridership.
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However, this could lead to significant redundancies and therefore cost inefficiencies
in the transit network.

We therefore generalize to the case with two lines, where

commuters are willing to make a single transfer. We call the model in Section 3.3.1
the

direct-route model, and we call the model in this section the single-transfer

model.

It is possible to generalize our approach to an arbitrary number of transfers, but we
restrict our attention to a single transfer for two reasons. The main reason is that
more than one transfer tends to deter most of the population from taking transit,
with the exception of lower-income, transit-dependent riders. The time lost due to an
inefficient sequence of transfers tends to fall disproportionately on these passengers
who cannot afford alternatives, so we focus on allowing only one transfer in the interest
of equity. In focusing on only a single transfer, we follow the example of papers such
as [7] and [28].

Problem (3.1) can be extended to incorporate single transfers by replacing constraint (3.1b) with the following:

𝜃𝑢,𝑣 ≤

∑︁

∑︁

ℓ∈ℒ:

𝑓 ∈ℱ

𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

𝛾𝑓 𝑥ℓ,𝑓 +

𝑧(𝑢,𝑣),𝑤 ≤

𝑧(𝑢,𝑣),𝑤 ≤

∑︁

𝑧(𝑢,𝑣),𝑤

∀(𝑢, 𝑣) ∈ 𝒟,

(3.7a)

𝜆𝑓 𝑥ℓ,𝑓

∀(𝑢, 𝑣) ∈ 𝒟, ∀𝑤 ∈ 𝒯𝑢,𝑣 ;

(3.7b)

𝜆𝑓 𝑥ℓ,𝑓

∀(𝑢, 𝑣) ∈ 𝒟, ∀𝑤 ∈ 𝒯𝑢,𝑣 .

(3.7c)

𝑤∈𝒯𝑢,𝑣

∑︁

∑︁

𝑓 ∈ℱ

ℓ∈ℒ:
𝑢∈stops(ℓ),
𝑣̸∈stops(ℓ),
𝑤∈stops(ℓ)

∑︁

∑︁

𝑓 ∈ℱ

ℓ∈ℒ:

𝑢̸∈stops(ℓ),
𝑣∈stops(ℓ),
𝑤∈stops(ℓ)

The first summation in constraint (3.7a) is as before and represents the direct-route
commute options; the second summation represents the single-transfer commute options, with

𝒯𝑢,𝑣

between stops

𝑢

defined as a set of stops that could serve as viable transfer stops
and

suffices to say that
the

z

𝑣.

𝒯𝑢,𝑣

We further discuss

𝒯𝑢,𝑣

at the end of this section; for now, it

can be precomputed outside of the master problem. Although

variables might appear quite numerous at first glance, the set
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𝒯𝑢,𝑣

may be sub-

stantially smaller than the total number of stops for a variety of reasons. For example,
there may be only a limited number of stops that are large enough to sustain multiple
higher-frequency transit lines, and of those stops, some may be too out-of-the-way
to expect commuters to willingly use them as a mid-commute transfer. Constraints

(𝑢, 𝑣)

(3.7b) and (3.7c) together indicate that the ridership of a particular
via a transfer through

𝑤

commute

would depend on the minimum service level between the

two stages of the commute. The

𝜆𝑓

coefficients are intended to model the fact that

commuters will be less likely to make transfers at lower frequency levels, and the
original formulation (3.2) is recovered when

𝜆𝑓 = 0

for all

𝑓 ∈ ℱ.

We will refer to

the single-transfer master problem with constraints (3.7) as MP2(ℒ).

The dual for the new master problem, with dual variables

𝜋 (1)

and

𝜋 (2)

corre-

sponding to constraints (3.7b) and (3.7c), is as follows:

D2(ℒ)

= p,𝑞,r,s,
min

𝐵𝑞 +

∑︁

𝜋 (1) ,𝜋 (2)

s.t.

𝑟ℓ +

ℓ∈ℒ

∑︁

∑︁

𝛾𝑓 𝑝𝑢,𝑣 +

(3.8a)

∑︁

∑︁

(1)

𝜆𝑓 𝜋(𝑢,𝑣),𝑤

(𝑢,𝑣)∈𝒟: 𝑤∈𝒯𝑢,𝑣 ∩stops(ℓ)
𝑢∈stops(ℓ),
𝑣̸∈stops(ℓ)

(𝑢,𝑣)∈𝒟:
𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

+

𝑠𝑢,𝑣

(𝑢,𝑣)∈𝒟

∑︁

∑︁

(2)

𝜆𝑓 𝜋(𝑢,𝑣),𝑤 ≥ 𝑐ℓ 𝜌𝑓 𝑞 + 𝑟ℓ

(𝑢,𝑣)∈𝒟: 𝑤∈𝒯𝑢,𝑣 ∩stops(ℓ)
𝑢̸∈stops(ℓ),
𝑣∈stops(ℓ)

𝑝𝑢,𝑣 + 𝑠𝑢,𝑣 = 𝑑𝑢,𝑣
(1)

(2)

−𝑝𝑢,𝑣 + 𝜋(𝑢,𝑣),𝑤 + 𝜋(𝑢,𝑣),𝑤 = 0

∀ℓ ∈ ℒ, ∀𝑓 ∈ ℱ;

(3.8b)

∀(𝑢, 𝑣) ∈ 𝒟,

(3.8c)

∀(𝑢, 𝑣) ∈ 𝒟, ∀𝑤 ∈ 𝒯𝑢,𝑣 ;

(3.8d)

p, 𝑞, r, s, 𝜋 (1) , 𝜋 (2) ≥ 0

(3.8e)

As the only source of infeasibility in the dual comes from constraint (3.8b), we
have a natural extension of the condition for the direct-route model in equation (3.4)
that now accounts for single-transfer commuters. A new transit line
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ℓ ∈ ℒ ∖ ℒ̄

may

be added to

ℒ̄

if the following condition is met:

𝑐ℓ 𝜌𝑓 𝑞ˆ <

∑︁

∑︁

𝛾𝑓 𝑝𝑢,𝑣 +

∑︁

(1)

𝜆𝑓 𝜋(𝑢,𝑣),𝑤 +

(𝑢,𝑣)∈𝒟: 𝑤∈𝒯𝑢,𝑣 ∩stops(ℓ)
𝑢∈stops(ℓ),
𝑣̸∈stops(ℓ)

(𝑢,𝑣)∈𝒟:
𝑢∈stops(ℓ),
𝑣∈stops(ℓ)

∑︁

∑︁

(2)

𝜆𝑓 𝜋(𝑢,𝑣),𝑤 .

(3.9)

(𝑢,𝑣)∈𝒟: 𝑤∈𝒯𝑢,𝑣 ∩stops(ℓ)
𝑢̸∈stops(ℓ),
𝑣∈stops(ℓ)

The dual variables

(1)

(2)

𝑝𝑢,𝑣 , 𝜋(𝑢,𝑣),𝑤 , and 𝜋(𝑢,𝑣),𝑤

to be gained by servicing commute
or indirectly via a transfer through

(𝑢, 𝑣):

all correspond to the ridership that stands

either by servicing the commuters directly,

𝑤.

Modifying the subproblem to accommodate the new condition (3.9) is straightforward, but requires more variables to model the various cases of servicing demand.
For the first case where the commutes are connected directly, we can use the same

g

variables as before. For the second case, where the commute is serviced indirectly

by transferring to or from another line, we introduce the variables

g(1) ∈ {0, 1}𝒟

g(2) ∈ {0, 1}𝒟 ,

(𝑢, 𝑣):

and add the following constraints for all commutes

∑︁

(1)
𝑔𝑢,𝑣
≤

and

ℎ𝑣′ ,𝑢 ,

(3.10a)

ℎ𝑣′ ,𝑤 ,

(3.10b)

ℎ𝑢′ ,𝑣 ,

(3.10c)

ℎ𝑢′ ,𝑣 ,

(3.10d)

ℎ𝑣′ ,𝑤 ,

(3.10e)

ℎ𝑣′ ,𝑢 .

(3.10f )

𝑣 ′ ∈In(𝑢)
(1)
𝑔𝑢,𝑣
≤

∑︁

∑︁

𝑤∈𝒯𝑢,𝑣 𝑣 ′ ∈In(𝑤)

∑︁

(1)
𝑔𝑢,𝑣
≤1−

𝑢′ ∈In(𝑣)

∑︁

(2)
𝑔𝑢,𝑣
≤

𝑢′ ∈In(𝑣)
(2)
𝑔𝑢,𝑣
≤

∑︁

∑︁

𝑤∈𝒯𝑢,𝑣 𝑣 ′ ∈In(𝑤)

∑︁

(2)
𝑔𝑢,𝑣
≤1−

𝑣 ′ ∈In(𝑢)

56

Finally, we modify the subproblem objective as follows:

⎛
max
h,g

∑︁

⎝𝛾𝑓 𝑝¯𝑢,𝑣 𝑔𝑢,𝑣 +

(𝑢,𝑣)∈𝒟

⎞
∑︁

(︁

)︁

(1)
(2)
(1)
(2) ⎠
𝜆𝑓 𝜋(𝑢,𝑣),𝑤 𝑔𝑢,𝑣
+ 𝜋(𝑢,𝑣),𝑤 𝑔𝑢,𝑣
−

𝑤∈𝒯𝑢,𝑣

∑︁

𝜌𝑓 𝑞¯𝛿𝑢,𝑣 𝑓𝑢,𝑣 .

(𝑢,𝑣)∈ℰ
(3.11)

3.3.3

Considering Travel Times

The task of computing travel times and the resulting route choices directly within
the line-generation subproblem is a complex one.

Prior works such as [7] and [27]

have avoided this complexity by alternating between route generation and assignment
models. Although [27] present an exact formulation, they allow for arbitrarily long
travel times and ignore transfers. This is not entirely realistic, since if the commuters’
only options are routes of long travel time and many transfers, they will likely leave
the transit system for other alternatives. By contrast, the assignment model of [7] is
detailed, but the route generation is heuristic.

We now turn to the problem of travel time in our own framework, and first address commutes that are confined to a single line.

Recalling that the direct-route

model assumes that commuters are willing to take transit as long as there is a route
connecting its origin and destination, this implies that a Hamiltonian path through
all of the stops would adequately service all demand, so long as it is feasible for
the budget constraint. However, such a path will likely be inefficient for many commuters, particularly for commuters whose origins and destinations lie close to opposing terminals.

Such commuters may likely seek alternative transit options.

model, we will assume that commuters for commute

(𝑢, 𝑣)

where

𝑢

and

𝑣

In our

are on the

same line, will only take transit if they are able to follow some sequence of edges

𝜔 = {(𝑢, 𝑤2 ), (𝑤2 , 𝑤3 ), . . . , (𝑤𝑘 , 𝑣)}

that satisfies the following condition:

∑︁

𝛿𝑤𝑖 ,𝑤𝑗 ≤ Γ𝛿𝑢,𝑣 ,

(𝑤𝑖 ,𝑤𝑗 )∈𝜔
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(3.12)

for some

Γ > 1.

Namely, commuters will only take transit if the travel time experi-

enced on the transit network is not much greater than the direct travel time between
origin and destination.
Incorporating travel time restrictions in the master problem is straightforward. In
the direct-route model, we could modify constraint (3.2b) so that the right-hand-side
omits any

𝑥ℓ,𝑓

to destination

terms that correspond to lines where the travel time from origin

𝑣

on line

ℓ

𝑢

is excessive, and the necessary modifications to the single-

transfer model are similar. However, the subproblem poses a greater challenge. The
most natural approach is to ensure that ridership is only accrued along paths that
are sufficiently short using cutting planes.

At every intermediate solution in the

branch-and-bound tree, we check whether the transit line contains some path

{(𝑤1 , 𝑤2 ), (𝑤2 , 𝑤3 ), . . . , (𝑤𝑘−1 , 𝑤𝑘 )}

with length exceeding

Γ𝛿𝑤1 ,𝑤𝑘 .

𝜔 =

If so, we could

introduce the following constraint:

𝑔𝑤1 ,𝑤𝑘 ≤

𝑘−1
∑︁

(1 − ℎ𝑤𝑖 ,𝑤𝑖+1 ).

(3.13)

𝑖=1

Although the approach (3.13) achieves the goal of counting only those commuters
whose travel times are not excessive, this quickly becomes intractable even on small
networks. The key difficulty is that many paths may exist that connect each pair of
stops, requiring the addition of many weak cuts.
We propose a solution that achieves tractability by enforcing stricter constraints
on the transit lines produced by the subproblem. Instead of using condition (3.12)
only to calculate the reduced cost of the line, we enforce the condition for
of stops on the line.

every

pair

Although this may be a little excessive, it seems to hold in

practice; on the MBTA’s key network, which are defined by the agency as the highridership and high-frequency lines, we found that 97.8% of the stop pairs within the
lines satisfied condition (3.12) for

Γ = 1.5,

and 99.8% of the stop pairs satisfied it for

Γ = 2.0.
Our approach is implemented as follows. At intermediate solutions in the branchand-bound tree, we check whether the transit line induced by the incumbent solution
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contains some path
ceeding

Γ𝛿𝑤1 ,𝑤𝑘 .

𝜔 = {(𝑤1 , 𝑤2 ), . . . , (𝑤𝑘−1 , 𝑤𝑘 )}

If such a

𝜔

with end-to-end travel time ex-

is found, we introduce the following constraint:

𝑘−1
∑︁

ℎ𝑤𝑖 ,𝑤𝑖+1 ≤ 𝑘 − 2.

(3.14)

𝑖=1

Constraint (3.14) suffers from the same issue as (3.13) where cutting a single path
at a time will be intractable on large networks, although it can be strengthened by
using a tournament constraint. However, if
stops

𝜎 = {𝑤1 , . . . , 𝑤𝑘 },

𝜔

is also the shortest path on all of the

we can instead use the following, stronger constraint:

∑︁

∑︁

ℎ𝑤,𝑤′ ≤ 𝑘 − 2,

(3.15)

𝑤∈𝜎 𝑤′ ∈Out(𝑤)

which cuts not just the path

𝜔

corresponding to the current solution, but also all

other paths connecting all of the stops in
shortest path connecting all stops
paths connecting all stops

𝜔

𝜎

𝜎

𝜎.

Constraint (3.15) is valid because if the

does not satisfy condition (3.12), then no other

will satisfy that condition either.

is the shortest path connecting all of the stops

𝜎

Checking whether

could potentially be costly; in

the worst case, such an operation would need to be performed on all subpaths of all
visited solutions in the branch-and-bound tree. Rather than verifying this exactly, we
use a fast nearest-insertion heuristic to compute the shortest path on
the cost of that path to that of

𝜔.

𝜎

and compare

The heuristic begins with the first node in the

path, considers each of the remaining nodes, and inserts whichever node is closest at
the end of the path; this is repeated until no nodes are remaining, and can also be
repeated for different starting nodes in the path.

We now turn to travel time for single-transfer commuters who are forced to make
a transfer through less direct routes. An illustrative example from the Boston-area
subway and bus network is shown in Figure 3-1. To get from Central Square to Hynes
Convention Center via the subway, a commuter must take the Red Line (dashed red)
from Central Square to Park Street before transferring to the Green Line (dot-dashed
green). This is a significant increase in travel time relative to the direct bus route
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(a) A Boston example. The transfer at Park (b) A cartoon of the Central Square
Street makes the travel time from Central (𝑢) to Hynes Convention Center (𝑣 )
Square to Hynes Convention Center signifi- via Park Street (𝑤) example.
cantly longer than the direct path, which is
unappealing for commuters.
Figure 3-1: An illustration of excessive travel times due to transfers

(solid gray), making the subway unappealing to commuters.
To limit the travel time experienced by single-transfer commuters, we precompute
transfer stops for each commute that would not take commuters too far out of their
way. In particular, we define a set of transfer stops for commute

𝒯𝑢,𝑣 := {𝑤 ∈ 𝒩 | 𝛿𝑢,𝑤 + 𝛿𝑤,𝑣 ≤ Λ𝛿𝑢,𝑣 },
where

Λ is a constant greater than one.

would be disqualified from being in

𝒯𝑢,𝑣

(𝑢, 𝑣)

as follows:

(3.16)

In Figure 3-1b, the displayed transfer stop

𝑤

based on definition (3.16). The restriction of

the transfer stops, combined with the travel time restriction of (3.12), has the effect
of preventing a commuter’s total travel time for commute

ΓΛ

times the direct travel time

𝛿𝑢,𝑣 .

Restricting the set of transfers for a commute

𝑤 ∈ 𝒯𝑢,𝑣

(𝑢, 𝑣) from being more than

(𝑢, 𝑣)

to only occur through a stop

keeps travel times on the network reasonable and prevents generation of

excessively long commuter routes. Furthermore, this modeling approach makes the
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underlying network of edges significantly sparser, resulting in a tractable subproblem.

3.3.4

Speeding Up the Subproblem

Much of the computational expense in the subproblem comes from the addition of
the subtour elimination constraints (3.6g) and the travel time constraints (3.15),
particularly in dense graphs. We propose a fast preprocessing step that significantly
reduces the running time of the subproblem. The intent is to preprocess the edge set

ℰ

so that cycles will not appear in the subproblem graph, thus removing the need

for subtour elimination constraints. As an auxiliary effect, the preprocessing tends to
limit travel times on the network, so fewer travel time constraints will be needed as
well. For the remainder of the chapter, we will call the subproblem on the full edge
set with subtour elimination constraints the
the preprocessed edge set the

preprocessed

full

subproblem, and the subproblem on

subproblem.

The preprocessing is done by choosing a particular geographic direction and removing all edges that are not aligned with that geographic direction, within a certain
range of tolerance. For a direction
edge set

ℰ(z, ∆) ∈ ℰ

ℰ(z, ∆) =
where we use the notation

𝑣.

For

∆ ≥ 0,

and a parameter

∆ ∈ [0, 1],

the preprocessed

is defined as follows:

{︂

stop

z

⃒
⃒
(𝑢, 𝑣) ∈ ℰ ⃒

vec(𝑢, 𝑣)

}︂
vec(𝑢, 𝑣) · z
≥∆ ,
‖vec(𝑢, 𝑣)‖‖z‖

(3.17)

to indicate the vector pointing from stop

cycles will not appear in the graph, and larger values of

tend to make the transit lines more oriented along the direction
transit line along the direction

z

z.

∆

𝑢

to

will

Orienting the

will also keep travel times short, which will reduce

the number of travel time constraints that need to be added. In the computations,
we must choose a set of directions

z

that is exhaustive enough to provide a variety

of high-quality solutions; such a set could for example comprise the cardinal and
intercardinal directions. We must also set

∆

to a value that eliminates cycles while

also not overly restricting the edge set so as to eliminate the optimal solution.
Algorithm 1 is modified to accommodate the edge preprocessing as follows. The
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subproblem is solved over an exhaustive set of directions, producing a set of different
transit lines.
direction

z,

If the subproblem terminates with positive objective value for any

then the most profitable of these lines are added to

ℒ̄.

If all versions of

the subproblem terminate with objective value zero, then there are no profitable lines
that can be added, and the algorithm terminates with the optimal network design
for the linear relaxation (3.2). This process is described in full detail in Algorithm
2. The loop in line 2 is easily parallelizable over all directions, allowing for further
computational speedup.

Algorithm 2 Column generation algorithm for solving TNDP (3.1), with edge preprocessing

Require:

Initial set of transit lines

ℒ̄,

tolerance

𝜖 > 0,

line directedness parameter

∆ ∈ [0, 1]

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

Solve MP(ℒ̄), get primal solution

for all directions z do

¯
(x̄, 𝜃)

and dual solution

(p̄, 𝑞¯, s̄)

𝐽z ← SP(p̄, 𝑞¯; 𝐺(𝒱, ℰ(z, ∆)))
ℓz ← transit line solution to SP(p̄, 𝑞¯; 𝐺(𝒱, ℰ(z, ∆)))
while maxz 𝐽z > 𝜖 do
ℒ̄ ← ℒ̄ ∪ ℓarg maxz 𝜋z
¯ and dual solution (p̄, 𝑞¯, s̄)
Solve MP(ℒ̄), get primal solution (x̄, 𝜃)
for all directions z do
𝐽z ← SP(p̄, 𝑞¯; 𝐺(𝒱, ℰ(z, ∆)))
ℓz ← transit line solution to SP(p̄, 𝑞¯; 𝐺(𝒱, ℰ(z, ∆)))
*
*
Solve TNDP(ℒ̄), get integral solution (x , 𝜃 )
return x*

In the next section, we demonstrate the benefit and tractability of Algorithms 1
and 2.

3.4

Computational Results

In this section, we evaluate the performance of our column generation algorithm
on synthetic and real-world data.

All methods were implemented using the

language [23] and the optimization package

Julia

JuMP [83] using the Gurobi solver v8.1 [67].

Computational experiments were run on a laptop with an Intel i7-6500U processor
and 16GB of RAM.
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In Section 3.4.1, we show that Algorithm 1 produces intuitive results for a small
synthetic grid network. In Section 3.4.2, we move to a large-scale example in Boston
with hundreds of stops. We compare the performance of the preprocessed subproblem
to the full subproblem, and show that preprocessing improves the solution time while
also preserving competitive objective values. We also demonstrate that Algorithm 2
is tractable for our Boston example and examine the solution bus networks.

3.4.1

Case Study: Synthetic Network

Our first computational experiment was inspired by the Houston network re-design
[25], which dramatically simplified its bus routing from a hub-and-spoke framework
to a pure grid network.

The appeal of a grid network is that due to its relative

simplicity, a commuter can get from any origin to any destination on the grid with
at most one transfer. Our computational experiments on the synthetic dataset aim
to illustrate the intuitive appeal of the grid and to illuminate the differences between
the various models of Section 3.3.
We created a toy sixteen-stop network with coordinates on the integer lattice

{1, 2, 3, 4}2 , representing the intersections of cross streets that we label A-D (directed
vertically) and W-Z (directed horizontally). To avoid degeneracy and thereby improve
computation time, a small amount of noise uniformly distributed between 0 and 0.01
was added to the coordinates of each stop. Edges were allowed between every stop
and its horizontal, vertical, and diagonal immediate neighbors.
every pair of stops
budget was set to

(𝑢, 𝑣)

was set to

𝑑𝑢,𝑣 = 100,

for a total of

∑︀

𝑢,𝑣

Demand between

𝑑𝑢,𝑣 =

24,000. The

𝐵 = 12, 18, and 24, the last of which is exactly the budget needed to

sustain a high-frequency grid network. We allowed for two frequency levels, high and
low. The cost coefficients

𝜌𝑓

and frequency coefficients

𝛾𝑓

were set that so that the

low-frequency lines were half the cost of the high-frequency lines but could get three
quarters of the direct ridership relative to the high-frequency lines; this was intended
to model diminishing marginal returns, as well as the fact that some of the population
might be inelastic in their use of transit, accommodating the lower frequency rather
than switching to alternatives.

The

𝜆𝑓

coefficients were set so that the only one
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quarter of riders would be willing to make transfers between low-frequency lines, but
that all riders are willing to make transfers between high-frequency lines. Concretely,
the vectors of parameters were set at
We set

Γ = Λ = 1.5,

𝜌 = [1.0, 0.5], 𝛾 = [1.0, 0.75], and 𝜆 = [1.0, 0.25].

meaning that commuters along a single line experience travel

times no longer than 50% more than the direct travel time between their origin and
destination, and commuters who transfer experience travel times no more than 125%
more than the direct travel time between their origin and destination.
On this small network, we were able to solve the full subproblem with subtour
elimination constraints (3.6g), using Algorithm 1.

In each iteration of the column

generation algorithm, we also added all possible subsequences of consecutive stops
from the lines that were generated, which produced greater variety among the columns
while also reducing the number of iterations required to converge.

Budget = 12

Budget = 18

Budget = 24

Z
Y
X
W
A

B

C

D

A

B

C

D

A

B

C

D

Figure 3-2: Synthetic bus networks generated on a grid network at varying budgets

Note.

Solid lines represent high-frequency bus lines; dashed lines represent low-

frequency bus lines.

Table 3.2: Running time and objective values on a toy network

Budget Iterations Run. Time (min) Ridership
12

12

1.8

16,100

18

21

2.9

19,900

24

9

0.7

24,000

The networks produced at each budget level are shown in Figure 3-2, and the
running times are shown in Table 3.2.

Each of the problem instances converged
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quickly, with the longest running time still under three minutes. Figure 3-2 illustrates
the intuitive appeal of a grid network; at the highest budget of

𝐵 = 24,

the high-

frequency grid can serve all of the demand with reasonable travel times and at most
one transfer. The core of the high-frequency grid is maintained even at budget

𝐵 = 18,

with the perimeter of the grid split into two low-frequency bus lines that traverse
streets A to Z and W to D, which service many direct passengers while also allowing
for transfers to the high-frequency grid.

Finally, at budget

𝐵 = 12,

coverage on

the grid is maintained in order to service the spread-out demand, albeit all at low
frequency.
the

𝜆𝑓

This reflects the relative inelasticity of the travel demand according to

coefficients we set; a choice of

𝜆𝑓

where more commuters abandon transit at

low frequencies would lead to transit networks of lower coverage but higher service
frequencies.
These computational results are not surprising; from a grid-type network of stops,
one would expect an efficient solution to have a grid structure. However, provide a
useful validation that our algorithm produces intuitive results for a simple test case,
which is a key step towards implementability.

3.4.2

Case Study: Boston

Our last set of computational experiments focus on the bus network in the greater
Boston area, operated by the Massachusetts Bay Transportation Authority (MBTA).
We show that our method is practical for a real-world network of hundreds of stops,
and that real benefits can be realized from taking an optimization-based approach to
transit network design.
We obtained bus stop and line information from the General Transit Feed Specification (GTFS) provided by the [90]. Although our approach might be applied to a
generic multimodal transit network, we use buses for our case study because of the
flexibility of re-designing bus networks relative to rail or other more resource-intensive
modes of transportation. We focused on stops in the central business district as well
as densely-populated surrounding areas such as Cambridge and Somerville. The data
contained many clusters of duplicate bus stops; in order to reduce the problem size
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while retaining detailed information about the network, we rounded all coordinates
to the nearest 0.005 in latitude and longitude, leading to a rough grid of 233 stops
spaced about 0.4 miles apart.

We obtained driving distances between stops from

the Google Distance Matrix API. In considering new edges to add to the network, we
considered edges of length 1.0 miles or less, which gave us 2,042 edges to consider. We
restricted ourselves to consider bus lines containing at most 20 stops. The restricted
master problem was seeded with the 1, 15, 22, 23, 28, 39, 57, 66, and 77 bus lines
from the MBTA key bus network, which generally covered our geographic region of
interest. The lines in this initial set were altered slightly due to the rounding of the
stop coordinates, but still followed the general trajectory of the original bus lines.
We also obtained automated passenger count data for 2017 from the MBTA, which
detailed the average number of passengers boarding and alighting buses at each stop
for each hour. Using techniques from [22], we estimated the hourly origin-destination
demand matrices, and aggregated them to produce a daily demand matrix.

For

computational tractability, we ignored origin-destination pairs that saw fewer than 50
passengers over the course of the entire day. We also removed a few origin-destination
pairs where the origin and destination were disconnected in the network. The resulting
demand matrix had a total demand of 93,826 trips, with 597 origin-destination pairs
seeing activity.
Since the counts provided by the MBTA are taken entirely from passengers who
are already using MBTA services, we expect the existing network to be adequate,
and were interested in seeing what the performance gains might be using a demand
matrix that did not come from the MBTA. Furthermore, with significant concerns
about how the rise of alternatives such as ride-sharing services might impact ridership
for public transit [29], it is useful to examine the demand from alternative modes of
transport to see how the bus network might better service those who have chosen
those who did not elect to take the bus.

Blue Bikes (formerly Hubway), a bike-

sharing company in the Boston area, made its 2011-13 trip data publicly available
through a data challenge [98]; by mapping each Blue Bikes dock to the closest MBTA
stop, we obtained an alternative origin-destination matrix. For maximal impact, we
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focused on the trips from August 2013, which had the highest monthly trip volume.
After eliminating disconnected origin-destination pairs as well as those that saw fewer
than 50 passengers over the course of the month, we were left with a total demand of
50,621 trips, with 534 origin-destination pairs seeing activity.
Our decision variables included two settings of high versus low frequencies, which
were inspired by the distinction that the MBTA draws between its key (high frequency) and non-key (low frequency) network.

The frequency on the non-key net-

work is about one-third of that on the key network, and we set the cost parameter

𝜌𝑓

accordingly. We set the direct ridership parameter

𝛾𝑓

so that the low-frequency

lines would see 45% of the direct ridership of high-frequency lines; like in Section
3.4.1, this was intended to illustrate some inelasticity in commuter transit choices.
We set the transferring ridership parameter

𝜆𝑓

so that commuters would be fully

willing to transfer between high-frequency lines, but unwilling to transfer between
low-frequency lines. Concretely, the vectors of parameters were set at

𝜌 = [1.0, 0.3],

𝛾 = [1.0, 0.45],

Γ = Λ = 1.5,

and

𝜆 = [1.0, 0.0].

As in the previous section, we set

unless otherwise specified. We do not claim that these are the right values for the
Boston network; the intention is merely to set these parameters to reasonable values
on which to test our approach. If our approach were to be implemented, additional
surveys should be conducted to determine true parameter values.

Solving the subproblem at scale
We first compare the performance of the preprocessed subproblem proposed in Section
3.3.4 to the full subproblem with subtour elimination constraints (3.6g) and illustrate
how the various parameters may be set. We solved a single iteration of the directroute subproblem on the MBTA data, both with and without preprocessing.
preprocessing was run on a range of parameter settings between
restricted, fewest edges) to
four directions

z

∆ = 0.0

∆ = 0.2

The

(most

(least restrictive, most edges) over a range of

evenly spaced 45 degrees apart.

Although a more granular set of

directions does produce different subsets of the edge set, we did not see material
difference in the final results with larger edge sets.
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Table 3.3: Performance of preprocessed and full subproblems

Model

Γ

1.4

∆ = 0.2;
∆ = 0.1;
∆ = 0.0;

1.4

Full

1.5
1.5

∆ = 0.2;
∆ = 0.1;
∆ = 0.0;

1.5

Full

1.4
1.4

1.5

Run. Time (s) Objective
4 instances

7

8,591

4 instances

57

8,591

4 instances

51

8,591

411

8,591

5

8,591

4 instances
4 instances

7

9,150

4 instances

12

10,028

141

10,256

To show the effect of preprocessing on the subproblem, we also include results
for

Γ = 1.4

as well as

Γ = 1.5,

the lower

Γ

value meaning that travel times on the

network are more constrained.
Since the preprocessed subproblem must be solved once for each

z,

we warm-

started each instance using a partial solution from the previous instance, keeping
only as much as was still feasible. The full (no preprocessing) subproblem was warmstarted with the solution from the preprocessed subproblem with

∆ = 0.0.

The running times and objective values for each model are shown in Table 3.3. The
full subproblem is substantially harder to solve than the preprocessed subproblems, all
of which terminate in an order of magnitude less time, with running times generally
decreasing further as more edges are removed.

In addition to these substantially

lower running times, the preprocessed subproblems also achieve roughly comparable
solution quality as the full subproblem, especially at at the lowest
for example, at

Γ = 1.5,

the

∆ = 0.0

setting;

∆ = 0.0 instances find a solution that is only 2.2% lower

in objective value than the full subproblem. At

Γ = 1.4,

all models achieve identical

objective values, reflecting the fact that removing edges may still preserve the optimal
solution if travel times are more restricted.
These results illustrate the usefulness of preprocessing the edge set in the subproblem on large networks. A flexible enough

∆

parameter keeps enough edges to find

high-quality or even optimal solutions. The most flexible

∆ = 0.0

seems to be the

best choice to give high-quality solutions; however, if shorter travel times are desired,
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a more restrictive

∆

may still provide good results. In the experiments that follow,

we solve only the pre-processed subproblems and set

∆ = 0.0;

in this way, we accept

a small decrease in solution quality over each iteration as a tradeoff for substantially
increasing the speed at which columns are generated.

Designing the Boston network
We now turn to the problem of designing a network for Boston based on our MBTA
and Blue Bikes demand matrices.
For ease of plotting and interpreting the networks, we added constraints to the
master problem that ensured that each edge chosen in the final network would be
covered by at most one line; the subproblem was also modified accordingly.

An

exception was made for the lines belonged to the original MBTA network, so that
it would remain feasible.

These constraints are likely more restrictive than what

happens in practice, as real-world transit networks generally show some redundancy
in order to provide more direct-route options and also share resources.

However,

these constraints might be easily modified to accommodate capacity restrictions on
various edges in the network. A further constraint was motivated by the prevalence
of relatively short-distance commutes in the Blue Bikes dataset, which led to the
generation of many short bus lines that could involve as few as two edges.

As a

result, for the Blue Bikes dataset we imposed the additional constraint that bus lines
should comprise at least seven edges.
The algorithm was capped at a maximum of 20 iterations; each iteration involved
adding both a high-frequency and a low-frequency line to the restricted master problem, so that at the end 40 lines were generated in addition to the original lines from
the key bus network.
The results of Algorithm 2 over a range of budgets is shown in Table 3.4 for both
the MBTA and Blue Bikes datasets.

We began with a subset of the MBTA key

network (“Original”) as the initial set of lines

ℒ̄

for the restricted master problem,

before generating additional lines using Algorithm 2 (“New”). On the demand matrix
estimated from the MBTA data, our column generation procedure found networks
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that serviced 27 to 35% more ridership than the original network. The improvement
was even more pronounced on the Blue Bikes demand. As expected, given that Blue
Bikes users are opting for an alternate mode of transportation, the original network
does not effectively service the demand, while the new network is able to achieve
triple the ridership of the old.
In addition to enabling substantial ridership gains, Algorithm 2 is also tractable.
The running times for each of the budgets and demand scenarios are shown in Table
3.4, and range from a quarter to half of an hour. Since network design is an offline
problem and cities rarely redesign their transit networks, this an appropriate level of
computational effort to be practically useful, and could even scale to larger problem
sizes.
Maps on the Boston network under various demand scenarios are shown in Figure
3-3.

Figure 3-3a shows the original set of lines that begin the restricted master

problem, which were taken from the MBTA key network. Figures 3-3b and 3-3b then
show the lines that were generated and then chosen in the final networks for the
MBTA and Blue Bikes demand data at, respectively, at a budget of

𝐵 = 40.

Lines

from the original set are shown in gray, while generated lines are shown in color. Low
frequency is indicated by dashed lines, and high frequency is indicated by solid lines.
From Figure 3-3b, we see that the new network stays somewhat close to the original
network; for example, it preserves the 1 bus crossing the river from Cambridge into
Boston at high frequency, and maintains other bus lines from the original network
that cover the service region at a lower frequency. The new lines generated comprise
(i) a high-frequency hub-and-spoke geometry emanating from Dudley Square, which
is marked with a black circle, and (ii) high-frequency coverage in the northeast corner
of the map. In both cases, the generated lines unsurprisingly mirror existing MBTA
service that were included in the demand data but not our original set of bus lines.
None of the exact lines from the original network appear in the new network in
Figure 3-3c, although there are some similarities; for example, the purple and green
lines in Figure 3-3c are variants of lines that do appear in the original network.
Sections of the orange and brown lines in Figure 3-3c also cover similar areas as the
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(a) Original network used (b) New network generated (c) New network generated
to start the restricted mas- on MBTA demand
on Blue Bikes demand
ter problem
Figure 3-3: A subset of the key MBTA bus network, as well as bus networks produced
by column generation on the MBTA and Blue Bikes demand matrices for

Note.

𝐵 = 40

Lines from the existing MBTA network are shown in gray; generated lines are

shown in color. Dashes indicate low-frequency lines. The light gray region between
Cambridge and Boston is the Charles River.

red, blue, and green lines in Figure 3-3b. In contrast to the other maps, Figure 33c shows more support around the northern half of the map.

Moreover, while the

original network is largely oriented from north to south, Figure 3-3c shows that much
of the network generated on the Blue Bikes demand is oriented roughly from east to
west, suggesting that more resources could be devoted to supporting these cross-town
trajectories.

3.5

Conclusion

In this work, we address the problem of designing lines for urban transit networks. In
particular, we seek to maximize ridership on a transit network, accounting for the fact
that passengers will choose to take transit if one of the possible routes was appealing
in travel time and number of transfers. We discuss how to incorporate a variety of
physical and operational constraints on lines, and present computational experiments
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Table 3.4: Running time and objective values on the Boston network

Demand Matrix Budget Run. Time (min)

Ridership
Original

New

MBTA

30

22.1

33,683

42,648

MBTA

40

30.1

38,035

50,154

MBTA

50

33.4

40,154

54,102

Blue Bikes

30

14.4

8,921

26,509

Blue Bikes

40

17.6

9,332

28,726

Blue Bikes

50

19.6

9,396

32,719

to show our method’s tractability and usefulness. In the first experiment, we show
that our method produces a simple grid network from a synthetic dataset, which
mirrors real-life observations in cities such as Houston on the appeal of grid networks.
In the second experiment, we propose a preprocessing step that greatly improves the
tractability of our algorithm, and then demonstrate substantial ridership gains for a
real bus network in Boston. These ideas present opportunities for transit authorities
to perform holistic re-design of their transit networks in order to offer a service that
is both cost-efficient and appealing to commuters.
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Chapter 4

Frequency-setting and pricing on
multimodal transit networks with
commuter preferences

4.1

Introduction

Public transit systems face significant operating challenges, and the question of how
to efficiently manage such systems is of crucial importance. In recent years, increasing
urban populations and shrinking operating budgets have both contributed to significant overcrowding and delays during peak hours. For example, in New York City, over
one-third of the subway delays have been attributed to overcrowding [57]. Meanwhile,
transit networks are growing and diversifying rapidly, making it increasingly important to understand how operating decisions influence ridership and demand between
different route options.
The controls available to improve transit operations are numerous. Although an
optimized schedule might improve transit operations across multiple services, further
coordination can be attained in capacity-constrained networks through the effectiveness of pricing schemes. In this regard, we are motivated by modern developments
in private ride-sharing services such as Uber and Lyft, as well as public infrastruc-
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ture such as electronic road pricing schemes and time- and distance-based pricing
policies on public transit networks.

In this chapter, we will focus on coordinated

frequency-setting and pricing in congested urban settings, while accounting for commuter preferences between multiple route choices.
Our motivation for considering frequency-setting and pricing in coordination is
that decision-making in transit often has complicated downstream effects.
particularly interested in

induced demand,

We are

which describes the effect in which in-

creased supply leads to increased consumption.

For example, in congested traffic

settings, opening a new lane on a highway may increase driving so much that the
congestion is not alleviated [62]. A similar effect might be seen in transit applications
when opening a new rail line or increasing frequency along an existing line.
We therefore offer a coordinated frequency-setting and pricing framework in which
pricing may help alleviate this effect of induced demand, allowing transit planners to
take capacity-based actions to reduce congestion. Our framework will allow us to:
1. Jointly optimize schedule frequencies and prices,

2. Represent dynamic demand that responds to transit operating decisions through
commuter route choice modeling, and

3. Tractably model city-scale networks and quantify the impact of policy changes
to congested transit systems.
To demonstrate the flexibility of our framework, we run it on two different networks:
one from Kanagawa prefecture, Tokyo, Japan, and the other from Boston, Massachusetts.

We observe that coordinated frequency-setting and pricing, combined

with the the detailed modeling of commuter preferences, can allow for transit operations that incentivize commuters into route choices that benefit system performance.
Our model also provides a way of quantifying this benefit, and in our case studies
we found frequencies and prices that brought the systems close to optimal potential
performance, as measured by comparison to the

system optimum .

The rest of this chapter is organized as follows. Section 4.2 reviews the relevant
literature on frequency-setting and pricing in transit.
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Section 4.3 defines notation

used throughout the chapter. In Section 4.4, we elaborate on the recourse function for
evaluating total waiting time. In Section 4.5, we consider choice models for commuter
preferences. In Section 4.6, we perform computational experiments on the Kanagawa
and Boston transit networks. Finally, we offer concluding remarks in Section 4.7.

4.2

Literature Review

Optimal scheduling of transit services has been well-studied in the literature.

The

train timetabling problem in particular has been studied under numerous variants.
[127] first proposed an integer optimization formulation to minimize total travel time
subject to coordination constraints. Since then, objectives such as profit [32, 138] or
closeness to an ideal timetable [37] have also been studied. The timetabling setting
that is closest to our commuter-centric focus was studied by [104], who formulated
an integer optimization model that sought to minimize total commuter waiting time
on a single congested urban rail line, and solved it using a genetic algorithm.

[40]

similarly sought to minimize total commuter waiting time, but in a multi-line setting,
and solved the optimization problem using a Lagrangian-based heuristic.
One real-world drawback of timetabling is that complications such as traffic and
variable dwell times make it difficult to adhere to a fixed timetable in congested urban
settings. Frequency-setting addresses this challenge by determining departure rates
over longer time horizons; the key difference here is that the timetabling problem is a
discrete optimization problem, whereas in frequency-setting, the departures of buses
and trains are modeled as continuous or fluid flows. Early work focused on analytical
results on idealized single-origin-destination, infinite-capacity routes: [101] computed
dispatch rates to minimize passenger waiting time, while [71] extended these results
to a multiobjective framework that also incorporates operating costs. To account for
multiple origins and destinations and capacity constraints, [116] formulated a more
general nonlinear optimization problem that set bus schedule frequencies to minimize
total commuter waiting time.
The above timetabling and frequency-setting examples make demand to be fixed
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and known. A natural extension to these transit management problems arises when
demand is not a fixed input, but rather is influenced by the controls that a transit
operator applies.

An early paper by [59], which set headways to maximize social

benefit, addressed the elasticity of demand by taking ridership to be a function of
bus headways. However, the major simplifying assumption they take, that demand
on each bus line is independent from that on other lines, is not entirely realistic. In
modern transit settings, commuters are faced with a variety of substitutable route
choices, and demand spilled by one route may be recaptured by another.
The general route choice setting we consider is one where each route may vary in
its appeal, and commuters select the routes depending on each route’s relative appeal.
Common assumptions in modeling route choice are that (i) vehicles arrive randomly,
and have headways following an exponential distribution with mean equal to the
inverse of schedule frequency, and (ii) when presented with multiple attractive route
options, commuters will choose that which has the first arriving vehicle [123, 102].
Another important component to the appeal of a route, in addition to the schedule
frequencies, is the price charged. A variety of pricing policies have been implemented
in transit systems across the world.

In New York City, the Metropolitan Transit

Authority charges a flat fare for all subway and bus trips, while the Long Island
Rail Road employs both zone-based fare and peak-hour congestion pricing. In traffic
settings, congestion pricing has also been employed in cities such as London [16],
Stockholm [54], and Singapore [61].
The consideration of frequency-setting and pricing in coordination motivates our
use of choice modeling in representing commuters’ responses to transit operating
controls.

The classical choice model is the multinomial logit (MNL) model, which

was first proposed in [97] in the context of choosing residential locations. Under the
MNL model, commuters randomly select a route from all available route options;
typically, options with higher utilities are selected more frequently. The problem of
fitting transit logit models that account for features such as travel time and cost is
well-studied [105, 31]. For a broad overview of choice modeling as it applies to route
choice in transit, see [18, 111, 30].
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There are a variety of existing studies on the problem of transit management
subject to route choice. [68] studied a simplified model of a congested bus network
where route choices are proportional to the relative frequencies of the bus routes, and
demonstrated their results on a toy six-station network. [119] assumed that passengers
respond to the changes in the vehicle frequencies according to a slightly modified
version of the passenger assignment model of [68], and used an iterative approach to
set vehicle sizes and schedule frequencies. [47] followed the commuter route choice
strategy outlined in [123] to address commuters’ responses to transit schedules, and
developed a bilevel optimization framework to set schedule frequencies accordingly.
[141] modeled a similar problem, but additionally accounted for the fact that for
buses arriving less frequently, passengers are likely to synchronize their arrivals with
a given timetable. [108] used an all-or-nothing route assignment model that assigned
passengers to the route of highest utility, where utility was based on total travel time,
and developed timetables that would synchronize transfers between bus lines. [132]
use bilevel optimization to set schedule frequencies that minimize waiting time in the
upper level while modeling passenger responses to the frequencies in the lower level.
[112] use integer optimization to set timetables that maximize operating profit while
ensuring that passengers maintain a minimum level of utility.

The price elasticity of demand has also been studied in several separate contexts
from scheduling.

For congestion pricing in transit, [70] assumed logit preferences

that respond to price, while taking the schedule as fixed, and derives equilibrium
conditions on a toy two-node system with two route options. [136] and [137] set tolls
and public transit prices in a coordinated, multi-modal network equilibrium model
to reduce total travel time in a combined traffic-transit network.

In the field of

airline operations, [6] also assumed logit preferences that respond to price, and then
performed fleet assignment and pricing in coordination.
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4.3

Preliminaries

We consider the problem of scheduling transit services, such as buses, subways, or
trains, on a network when commuters have multiple options available to them. As
each service is scheduled to travel along a fixed sequence of stops, we will call these
sequences of stops

lines.
Table 4.1: Summary of the main notation

Symbol

Description

𝐵

budget available for scheduling transit services (buses, subways,
trains)

𝑐

ℓ

cost to deploy a transit service along line
on characteristics of line

𝐾ℓ
𝐿
𝑇
∆(𝑢, 𝑣, 𝑟)

ℓ

ℓ,

which can vary based

such as distance or mode

capacity of transit service running on line

ℓ

number of transit lines
number of time periods
time periods it takes to travel from stop

𝑢

to stop

𝑣

using route

𝑟,

while in-vehicle

legs(𝑢, 𝑣, 𝑟)

the sequence of lines that a commuter would take from stop
stop

routes(𝑢, 𝑣)

while using route

𝑟

to destination

𝑣

the set of all stops on line

ℓ

Within the transit network, we refer to each origin-destination pair

commute.

to

the set of all routes that can take a commuter from origin

𝑢

stops(ℓ)

𝑣

𝑢

Each commute may be associated with a number of different

(𝑢, 𝑣)

route

as a

options,

each of which is a different sequence of lines that can take a commuter from origin
to destination

𝑣.

The travel on each individual line in the sequence is called a

leg

𝑢
of

the commute. The problem parameters are described in Table 4.1, and definitions of
routes and legs are illustrated in the screenshot of Google Maps in Figure 4-1. In this
example, the commute of interest is from Yokohama Station to Ofuna Station. Two
route options are offered: the first route consists of two legs (Yokosuka and Tokaido),
and the second route consists of a single leg (Negishi).
Given data on
arrives at station

𝑢

d = (𝑑𝑢,𝑣
𝑡 ),
at time

𝑡,

where

𝑑𝑢,𝑣
𝑡

is the demand for commute

we wish to construct a schedule
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x

(𝑢, 𝑣)

that

that minimizes total

Figure 4-1: A screenshot from Google Maps illustrating route options in Japanese
transit

Note.

Accessed 2017-11-03

commuter waiting time.

In practice, demand would also depend upon the choice

(if any) of routes that the commuters might take through the network.

𝜃 = (𝜃𝑡𝑢,𝑣,𝑟 )

to represent commuter choices, where each element

proportion of commuters for commute

(𝑢, 𝑣)

𝑡

at time

𝜃𝑡𝑢,𝑣,𝑟

We use

represents the

who chose to take route

For transit scheduling, we discretize the full schedule into time periods

1, . . . , 𝑇 ,

and are interested in providing decisions on

𝑥ℓ𝑡 =

x = (𝑥ℓ𝑡 )ℓ=1,...,𝐿
𝑡=1,...,𝑇 ,

⎧
⎪
⎨1

if a transit service is to depart the start of line

⎪
⎩0

otherwise.

ℓ

𝑟.
𝑡 =

where

at time

𝑡,

Then, the set of feasible schedules is denoted by

{︃
𝒳𝐵 =

x ∈ {0, 1}𝑇 ×𝐿 :

𝑇 ∑︁
𝐿
∑︁

}︃
𝑐ℓ 𝑥ℓ𝑡 ≤ 𝐵

.

(4.1)

𝑡=1 ℓ=1

The constraint in (4.1) enforces the requirement that the total number of services
cannot exceed that allowed by the budget
line

ℓ,

𝐵.

The cost

𝑐ℓ

is allowed to vary by each

to account for the fact that different modes of transportation are associated
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with different costs.
The linear optimization relaxation

{︃
𝒳¯𝐵 =

𝑇 ×𝐿

x ∈ [0, 1]

:

𝑇 ∑︁
𝐿
∑︁

}︃
𝑐ℓ 𝑥ℓ𝑡

≤𝐵

.

(4.2)

𝑡=1 ℓ=1

of the budget constraint (4.1) represents the set of fluid rates of departure for the
transit services, rather than a concrete timetable for operators to follow. For example,
a value of

𝑥ℓ𝑡 = 0.5 means that a train would depart once every two time periods.

The

practical interpretation of the fluid model is that it primarily models waiting time
due to capacity constraints, while ignoring waiting time incurred if commuters arrive
between service arrivals. This simplification is useful in peak traffic hours when there
is high congestion and trains arrive at a high frequency; here, the capacity restrictions,
not the train interarrival wait time, are of primary concern.

Another motivator of

frequency-setting as opposed to timetabling is that during congested peak hours,
frequency guidelines are more implementable than exact timetables.

Hereafter, we

focus on the relaxed constraint (4.2), which only requires solving a linear optimization
problem.
The above formulation contains some basic operational considerations to a transit
authority, but can easily be expanded to incorporate other specific constraints that
might be of interest. We provide some examples below.

1.

Lower and upper bounds on schedule frequencies.

It may be desirable

to ensure a minimal level of service on a particular line, or it may be impossible
to operate services above a particular level of frequency without collisions. If
and

𝐵

𝐵

are the service lower and upper bounds, then these requirements can be

modeled with the following constraint:

𝐵 ≤ x ≤ 𝐵.

2.

Service coordination.

Certain network structures may require that transit

services on separate lines share common resources, such as a lane in the train
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tracks.
and

𝛿2

Suppose that lines

ℓ1

and

ℓ2

are two such lines, and that it takes

time periods for trains on lines

respectively.

ℓ1

and

ℓ2

𝛿1

to reach the point of conflict,

To ensure that the shared area can only accommodate a single

service for any given period, we can introduce the constraint

2
1
≤1
+ 𝑥ℓ𝑡+𝛿
𝑥ℓ𝑡+𝛿
2
1

for all relevant time periods

4.4

𝑡.

Optimization with Known Choices

To model the progress of the commuters through the network, we introduce boarding
variables

𝑢

z = (𝑧𝑡𝑢,𝑣,𝑟,𝑖 ),

to destination

𝑣,

where

𝑧𝑡𝑢,𝑣,𝑟,𝑖

is the number of commuters traveling from origin

taking route option

𝑟,

boarding a service that had started at time

on the

𝑡.

𝑖-th

leg of their itinerary, and

For clarity of presentation, we write

our formulation ignoring vehicle travel time between stations; accounting for vehicle
travel time is ultimately a straightforward procedure of adjusting the time indices,
but comes at the expense of significantly heftier notation.

In this section, we also

make the assumption that the commuter choice probabilities

𝜃 are known, and satisfy

0 ≤ 𝜃𝑡𝑢,𝑣,𝑟 ≤ 1

and

∑︀

𝑢,𝑣,𝑟
𝑟∈routes(𝑢,𝑣) 𝜃𝑡

= 1.

This assumption is only for simplicity of

exposition and will be revisited in Section 4.5.

Then the transit frequency-setting

problem can be stated as:

min 𝑄(x, 𝜃),

(4.3)

x∈𝒳𝐵
where

𝑄(x, 𝜃) = min 𝐽(z, 𝜃)

(4.4a)

z≥0

s.t.

𝑂ℓ,𝑢,𝑡 (z) ≤ 𝐾 ℓ 𝑥ℓ𝑡

∀ℓ = 1, . . . , 𝐿,
∀𝑢 = stops(ℓ),
∀𝑡 = 1, . . . , 𝑇 ;
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(4.4b)

𝑡
∑︁

𝑧𝑡𝑢,𝑣,𝑟,1
′

≤

𝑡′ =1

𝑡
∑︁

𝑢,𝑣,𝑟
𝑑𝑢,𝑣
𝑡′ 𝜃𝑡′

∀𝑢 = 1, . . . , 𝑁,

𝑡′ =1

∀𝑣 = 1, . . . , 𝑁,
∀𝑟 = routes(𝑢, 𝑣),
∀𝑡 = 1, . . . , 𝑇 ;
𝑡
∑︁

𝑧𝑡𝑢,𝑣,𝑟,𝑖
′

≤

𝑡′ =1

𝑡
∑︁

𝑧𝑡𝑢,𝑣,𝑟,𝑖−1
′

(4.4c)

∀𝑢 = 1, . . . , 𝑁,

𝑡′ =1

∀𝑣 = 1, . . . , 𝑁,
∀𝑟 = routes(𝑢, 𝑣),
∀𝑖 = 2, . . . , |legs(𝑢, 𝑣, 𝑟)|,
∀𝑡 = 1, . . . , 𝑇.

The function

𝐽(z, 𝜃)

(4.4d)

in (4.4a) computes the total waiting time, by adding the

number of commuters who have arrived or transferred to each station and subtracting
the commuters who have boarded their transit. More specifically, the total number
of passengers waiting at a station

𝑢

on line

ℓ

at time

𝑡

is given by

𝐴𝐷ℓ,𝑢,𝑡 (𝜃) + 𝑋𝐷ℓ,𝑢,𝑡 (z) − 𝐵𝐷ℓ,𝑢,𝑡 (z),
where

𝐴𝐷ℓ,𝑢,𝑡 (𝜃)

demand”, and

𝑡.

represents “arriving” demand,

𝐵𝐷ℓ,𝑢,𝑡 (z)

𝑋𝐷ℓ,𝑢,𝑡 (z)

(4.5)

represents “transferring

represents “boarding demand”, all cumulative up until time

The total time passengers spend waiting across all lines, stations, and time periods

is then obtained by aggregating equation (4.5) as follows:

𝐽(z, 𝜃) :=

𝐿
∑︁

∑︁

𝑇
∑︁

𝐴𝐷ℓ,𝑢,𝑡 (𝜃) + 𝑋𝐷ℓ,𝑢,𝑡 (z) − 𝐵𝐷ℓ,𝑢,𝑡 (z).

(4.6)

ℓ=1 𝑢∈stops(ℓ) 𝑡=1

In equations (4.5) and (4.6), the arrivals quantity
demand that has arrived to station

𝑢

on line
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ℓ

𝐴𝐷ℓ,𝑢,𝑡 (𝜃)

represents the total

𝑡,

and is computed as

by time period

follows:

𝑡
∑︁

∑︁

𝐴𝐷ℓ,𝑢,𝑡 (𝜃) :=

𝑢,𝑣,𝑟
𝑑𝑢,𝑣
,
𝑡′ 𝜃𝑡′

(4.7)

{(𝑣,𝑟):legs(𝑢,𝑣,𝑟)1 =ℓ} 𝑡′ =1
where the condition

{(𝑣, 𝑟) : legs(𝑢, 𝑣, 𝑟)1 = ℓ} indicates that the first leg of the com-

mute must be on line

ℓ.

The transferring demand quantity
sengers who have arrived to station

𝑢

𝑋𝐷ℓ,𝑢,𝑡 (z)
on line

ℓ

represents the total number of pas-

by time period

𝑡,

having transferred

over from another line. It is computed as follows:

∑︁

𝑡
∑︁

{(𝑤,𝑣,𝑟,𝑖)∈xfrthru(ℓ,𝑤)}

𝑡′ =1

𝑋𝐷ℓ,𝑢,𝑡 (z) :=

where the set

xfrthru(ℓ, 𝑢)

transfer through station
route option

𝑢 on line ℓ.

𝑖 ≥ 2,

(4.8)

represents all of the commute-route-legs that make a

𝑟 ∈ routes(𝑤, 𝑣),

the criteria that (i)

𝑧𝑡𝑤,𝑣,𝑟,𝑖−1
,
′

Specifically, when considering a commute

on the 𝑖th leg of the commute,

(𝑤, 𝑣, 𝑟, 𝑖)

(ii) the transfer station connecting the

legs of the itinerary is station

𝑤

on line

The boarding demand quantity

(𝑤, 𝑣),

must satisfy

(𝑖 − 1)th

and

𝑖th

ℓ.

𝐵𝐷ℓ,𝑢,𝑡 (z)

represents the total number of passen-

gers who have managed to board a train at station

𝑢

on line

ℓ

by time period

𝑡.

It is

computed as follows:

𝐵𝐷ℓ,𝑢,𝑡 (z) :=

where the set

𝑢

𝑡
∑︁

{(𝑤,𝑣,𝑟,𝑖)∈brdat(ℓ,𝑢)}

𝑡′ =1

𝑧𝑡𝑤,𝑣,𝑟,𝑖
,
′

(4.9)

brdat(ℓ, 𝑢) represents all of the commute-route-legs that require board-

ing a vehicle at station
is

∑︁

𝑢

on line

and the origin line is

ℓ,

ℓ.

This includes commutes where the origin station

as well as commutes where station

𝑢

and line

ℓ

are the

location of some later transfer.

The function
through stop

𝑢

𝑂ℓ,𝑢,𝑡 (z)
on line

ℓ,

in (4.4b) computes the occupancy of a service as it passes
having started its run at time
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𝑡.

It is computed as the

following summation:

𝑂ℓ,𝑢,𝑡 (z) :=

∑︁

𝑧𝑡𝑤,𝑣,𝑟,𝑖 ,

(4.10)

{(𝑤,𝑣,𝑟,𝑖)∈passthru(ℓ,𝑢)}

where the set
station

𝑢

passthru(ℓ, 𝑢) represents all of the commute-route-legs that pass through
ℓ.

on line

𝑟 ∈ routes(𝑤, 𝑣),

and on the

𝑖th

teria that (i) the 𝑖th element of
the

(𝑖 − 1)th

and

𝑖th

leg of the commute,

legs(𝑤, 𝑣, 𝑟)

is

legs of the itinerary is

𝑤

on line

ℓ.

With this definition of

ℓ,

(𝑤, 𝑣, 𝑟, 𝑖)

route option

must satisfy the cri-

(ii) the transfer station connecting

at or before

(iii) the transfer station connecting the 𝑖th and
station

(𝑤, 𝑣),

Specifically, when considering a commute

(𝑖 + 1)th

𝑂ℓ,𝑢,𝑡 (z),

station

𝑤

on line

ℓ,

legs of the itinerary is

and

after

constraint (4.4b) then ensures

that the number of commuters on board a transit vehicle must be within the vehicle

𝐾 ℓ.

capacity

Finally, the boarding and transfer constraints (4.4c) and (4.4d) enforce the requirement that commuters cannot embark on the 𝑖th leg of their commute until they
have completed all previous legs.
Both

𝐽(z, 𝜃)

and

𝑂𝑙,𝑢,𝑡 (z)

are linear functions of the decision variables

case where the commuter choice probabilities

𝜃

z

in the

are known. Therefore, equation (4.3)

is a linear optimization problem when the commuter choice probabilities are known.

4.5

Optimization with Design-Dependent Choices

In this section, we examine a framework where addition to setting the schedule frequencies, the service operator can set prices

p = (𝑝𝑢,𝑣,𝑟 ),

price charged for commute (𝑢, 𝑣 ) and route

𝑟.

where

The indices for

𝑝𝑢,𝑣,𝑟
p

represents the

are intentionally

detailed to accommodate the variety of pricing policies that could be implemented.
Such policies can be described with the addition of the appropriate constraints and
auxiliary variables, some examples of which are given below.

1.

Flat fare.

If the transit operator wants to charge a flat fare for all commuters
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entering the system, this can be accomplished by adding the constraint

𝑝𝑢,𝑣,𝑟 = 𝑓
for all commutes (𝑢, 𝑣 ) and routes

𝑟,

(4.11)

where

𝑓

represents the value of the flat

fare.

2.

Line-based fare.

If the commuters are charged for each service they use,

then auxiliary variables

𝑓ℓ

are introduced to represent the fare charged for each

service. In addition, the constraints

∑︁

𝑝𝑢,𝑣,𝑟 =

𝑓ℓ

(4.12)

ℓ∈legs(𝑢,𝑣,𝑟)

should be added for every commute

3.

Distance-based fare.

(𝑢, 𝑣)

and route

𝑟.

A more equitable pricing policy than the line-based

pricing would be to weight the fare charged on each line by the distance that
the commuter traveled along that line. Denoting that distance by the constant

ℎ𝑢,𝑣,𝑟,ℓ

for commute

(𝑢, 𝑣),

route

𝑟,

𝑝𝑢,𝑣,𝑟 =

and line

∑︁

ℓ,

the constraints

ℎ𝑢,𝑣,𝑟,ℓ 𝑓 ℓ

(4.13)

ℓ∈legs(𝑢,𝑣,𝑟)

then represent this distance-based pricing policy.
In a further extension to the framework in Section 4.4, we also allow that the route
choices are not fixed, but can depend on the decisions made by the service operator,
namely, the optimization decision variables.

𝜃(x, p)

We write the choice probabilities as

to show that they can depend on the schedule frequencies

x

and prices

p.

The schedule frequencies and prices can then be set through the objective function

min

x∈𝒳̄𝐵 ,p≥0

The choice probabilities

𝜃(x, p)

𝑄(x, 𝜃(x, p)).

(4.14)

are influenced by the utility that a commuter
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would gain from taking each route option, which we express as

(𝑢, 𝑣)

and route choice

𝜇𝑢,𝑣,𝑟
(x, p),
𝑡

under schedule frequencies

x

and prices

p.

To specify

we assume that the crucial attributes in a commuter’s utility function

time, cost,

are

𝑟

𝜇𝑢,𝑣,𝑟
(x, p) for commute
𝑡

and

comfort .

The time component can be described as time spent

waiting to board a service, plus time spent on the service. The time spent waiting
to board a service can often include not just time spent waiting for the next service
arrival, but also any waiting time that is incurred because the service cannot fit any
more commuters.

We quantify comfort using the percent occupancy of the transit

service, since that is the primary feature of commuter comfort that is endogenous to
the model.

Concretely, assuming that services at time
rate

𝑥ℓ𝑡 ,

𝑡

on line

ℓ

are arriving uniformly at

an arriving commuter should expect on average to wait

arrive. This waiting time is incurred at every leg

1/2𝑥ℓ𝑡

ℓ ∈ legs(𝑢, 𝑣, 𝑟).

for a service to

We represent the

remaining time of the commute, which is spent on the service, with the term
For the cost attribute, we have previously defined

𝑝𝑢,𝑣,𝑟

∆(𝑢, 𝑣, 𝑟).

as the price charged to this

commuter. Assuming that the commuter utility function is linear in the time, cost,
and comfort attributes, the form of

𝜇𝑢,𝑣,𝑟
(x, p)
𝑡

is then given by:

⎞

⎛

1
+ ∆(𝑢, 𝑣, 𝑟)⎠ − 𝛽2 𝑝𝑢,𝑣,𝑟 −
2𝑥ℓ𝑡
ℓ∈legs(𝑢,𝑣,𝑟)
⎞
⎛
)︂
(︂
∑︁
𝑂ℓ,𝑢,𝑡 (z) ⎠
,
𝛽3 ⎝
𝜓
¯ ℓ 𝑥ℓ𝑡
𝐾

𝜇𝑢,𝑣,𝑟
(x, p) := −𝛽1 ⎝
𝑡

∑︁

(4.15)

ℓ∈legs(𝑢,𝑣,𝑟)

where

𝛽1

represents marginal utility of time,

money, and

𝛽3

𝛽2

represents the marginal utility of

represents the marginal utility of comfort. It is of course possible to

weight the different time components of the utility function separately if commuters
treat waiting time differently from in-vehicle time.

The last term represents our

quantification of comfort from the percent occupancies of the relevant transit services,
where

¯ ℓ ≤ 𝐾ℓ
𝐾

is a threshold “soft” capacity. This is in contrast to constraint (4.4b),

which is a “hard” capacity constraint. The discomfort function
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𝜓 :R→R

largely

follows the definition in [72], and has been modified to be convex and differentiable:

𝜓(𝜅) =

⎧
⎪
⎨𝜅

if

⎪
⎩𝑒𝜅−1

if

𝜅≤1
(4.16)

𝜅 > 1.

Intuitively, the discomfort increases linearly with the occupancy
the occupancy reaches the soft threshold

¯ ℓ 𝑥ℓ ,
𝐾
𝑡

𝑂ℓ,𝑢,𝑡 (z)

up until

and exponentially thereafter.

The

discomfort term poses some particular challenges which we will address in Section
4.5.2.

4.5.1

Discrete Choice Models in Transit Assignment

With the routes and the associated utilities in hand, one possible choice model
is the

first-choice

pure characteristics

model [96], which is also called the

the economics literature [19, 52] or the

all-or-nothing

model in

model in the traffic literature.

Under this model, the commuter chooses the route that provides her with highest
utility, so that the choice probability is given by

𝜃𝑡𝑢,𝑣,𝑟 (x, p)

(︂
:= 1 𝜇𝑢,𝑣,𝑟
(x, p) =
𝑡

)︂

max

𝑟′ ∈routes(𝑢,𝑣)

′
𝜇𝑢,𝑣,𝑟
(x, p)
𝑡

.

(4.17)

However, this assumption that commuters behave exactly according to the specified
utility function as a monolith is not entirely realistic, and is particularly unstable to
problem parameters. We therefore turn to the multinomial logit model [97], where the
setup is similar to that in the first-choice model, but the utility function

𝜇𝑢,𝑣,𝑟
(x, p) is
𝑡

also associated with a Gumbel-distributed noise parameter. Due to the noise parameter, commuters will probabilistically pick routes with the choice probabilities given
by:

𝜃𝑡𝑢,𝑣,𝑟 (x, p) := ∑︀

exp(𝜇𝑢,𝑣,𝑟
(x, p))
𝑡
′

𝑟′ ∈routes(𝑢,𝑣)

exp(𝜇𝑢,𝑣,𝑟
(x, p))
𝑡

.

Finally, for purposes of comparison, we introduce the concept of the

mum.

In this model, we allow the choice probabilities

𝜃

(4.18)

system opti-

to be any valid probability

distribution over the route options. In this case, prices are irrelevant, and schedule
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frequencies are set according to the formulation

min

x∈𝒳̄𝐵 ,𝜃

s.t

𝑄(x, 𝜃)
∑︁

(4.19a)

𝜃𝑡𝑢,𝑣,𝑟 = 1

∀𝑢, 𝑣 = 1, . . . , 𝑁

𝑟∈routes(𝑢,𝑣)

∀𝑡 = 1, . . . , 𝑇

(4.19b)

𝜃 ≥ 0.

(4.19c)

The interpretation of (4.19) is that the system operator is able to direct passengers to
take whatever route would benefit the system most. For example, if a particular route
is especially congested, the system operator could direct passengers to alternative
routes. Such a dictatorial policy would be impossible to implement, but the objective
value of (4.19) serves as a useful lower bound for the best waiting time that any
transit policy could achieve.

The multinomial logit model (4.18) suffers from a property known as the independence of irrelevant alternatives (IIA). An alternative choice model is the nested logit
model, which is a generalization of the multinomial logit that has been shown by [135]
to be consistent if the IIA assumption does hold. Following the example in [81], one
approach is to classify all the route choices into a small set of “travel modes” based on
the combination of services used by that route. Under this model, commuters make
route choices based on a two-level choice model: the first level decides the mode, and
the second level decides the route options available under that mode. The resulting
choice probabilities will then look like

𝜃𝑡𝑢,𝑣,𝑟 (x, p) := ∑︀

exp(𝛼1 𝜇
¯𝑢,𝑣,𝑚
(x, p))
𝑡
′

𝑚′ ∈modes(𝑢,𝑣)

where

exp(𝛼1 𝜇
¯𝑢,𝑣,𝑚
(x, p))
𝑡

,

(4.20)

modes(𝑢, 𝑣) is the set of travel modes available to go from 𝑢 to 𝑣 , 𝛼1

is the coef-

𝜇
¯𝑢,𝑣,𝑚
𝑡

determines

ficient of perceptional variation between different travel modes, and
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the utility for commuters to choose travel mode

𝑚

as

⎛
𝜇
¯𝑢,𝑣,𝑚
(x, p) =
𝑡

⎞

1
ln ⎝
𝛼2

∑︁

exp(𝛼2 𝜇𝑢,𝑣,𝑟
(x, p))⎠ ,
𝑡

(4.21)

𝑟∈routes(𝑢,𝑣;𝑚)

where

routes(𝑢, 𝑣; 𝑚)

is the set of routes under travel mode

sponding perception variation parameter. In practice, both
estimated from commuter survey data. The gradient

𝑚,

𝛼1

and

and

𝛼2

𝛼2

is the corre-

will have to be

∇𝜃𝑡𝑢,𝑣,𝑟 (x̄, p̄) for both the multi-

nomial logit (4.18) and the nested logit (4.20) can be easily derived using a recursive
application of the chain rule, or computed using automatic differentiation [14].

4.5.2

Solution Algorithm

The transit frequency-setting problem with known choices (4.3) is a linear optimization problem, and can be solved efficiently. Similarly, the calculation of the system
optimum (4.19) is a linear optimization problem.

However, the transit frequency-

setting and pricing problem (4.14), with the choice probabilities given according to
the multinomial logit model (4.18) or the nested logit model (4.20), is a nonconvex
optimization problem. To solve this problem, we use a first-order method which replaces the nonlinear function with a series of locally linear approximations. Around
a particular point

(x̄, p̄),

the choice probability can be approximated as

𝜃ˆ𝑡𝑢,𝑣,𝑟 (x, p; x̄, p̄) ≈ 𝜃𝑡𝑢,𝑣,𝑟 (x̄, p̄) + ∇𝜃𝑡𝑢,𝑣,𝑟 (x̄, p̄)′ (x − x̄, p − p̄),
provided the point

(x, p)

is close to the original point

linear in the decision variables
approximations

x and p.

(x̄, p̄).

(4.22)

Equation (4.22) is

Substituting the linearized choice probability

𝜃ˆ in (4.22) for the multinomial logit probabilities (4.18) in formulation

(4.14) turns the problem into a linear optimization problem. Then, beginning with
feasible starting schedule frequencies and prices
produced for each iteration

𝑖 = 1, . . . ,

(x(0) , p(0) ),

a new

(x(𝑖) , p(𝑖) )

can be

by solving the problem

ˆ p; x(𝑖−1) , p(𝑖−1) ))
min 𝑄(x, 𝜃(x,
x,p
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(4.23a)

s.t. x ∈ 𝒳¯𝐵

where

𝜂

and

𝛾

(4.23b)

p≥0

(4.23c)

x(𝑖−1) − 𝜂 ≤ x ≤ x(𝑖−1) + 𝜂

(4.23d)

p(𝑖−1) − 𝛾 ≤ p ≤ p(𝑖−1) + 𝛾,

(4.23e)

are constants referring to the step-sizes for schedule frequencies and

prices, respectively. Formulation (4.23) solves the optimization problem with designdependent choices when the frequencies

[x(𝑖−1) − 𝜂, x(𝑖−1) + 𝜂]

and

x

and prices

[p(𝑖−1) − 𝛾, p(𝑖−1) + 𝛾],

can be linearly approximated.

p

lie within the small intervals

in which the choice probabilities

In this way, we solve the nonconvex optimization

problem using a series of linear optimization problems. The constants

𝜂

and

𝛾

should

be chosen to be small enough that the approximation (4.22) is reasonably accurate
within the frequency and price intervals, but large enough that progress can be made
quickly. Advantages of such first-order methods in general include their speed and
simplicity of implementation. Furthermore, using a first-order approximation of the
nonlinear terms rather than using point estimates between iterations is more accurate.
However, it is possible in nonconvex problems such as ours to converge to suboptimal
local extrema. To guard against this, we repeat our procedure at multiple random
starting points and select the frequencies and prices producing the best objective
value.

As previously mentioned, the term

𝑂ℓ,𝑢,𝑡 (z)

in the utility function (4.15) poses

a particular challenge. Using the full occupancy expression would make the utility
functions extremely dense functions of the model decision variables
use the full expression, we take its value at iteration
occupancy calculated from step

𝑖 − 1.

𝑖

z.

Rather than

to be the value of of the

Since the region in constraints (4.23d) and

(4.23e) is small, the previous values are good estimates of the values in the current
iteration.

To summarize, our model optimizes frequencies and prices in order to minimize
waiting time due to congestion. Commuters respond to the frequencies and prices with
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choice probabilities that are determined by the utility they might derive from each
route option. These choice probabilities are also decision variables in the optimization
formulation, allowing commuters to respond dynamically to the decisions made by
the transit operator. The full formulation is a nonconvex optimization model, but is
solved efficiently using first-order methods.

4.6

Computational Experiments

We now turn to computational experiments on two real-world transit networks for
which we obtained data.

The first is a subset of the train network in Kanagawa

prefecture, which is part of the metropolitan area surrounding Tokyo, Japan.

The

second is the subway and bus systems in Boston, Massachusetts, which are run by the
Massachusetts Bay Transportation Authority (MBTA). These two transit systems are
of particular interest due to their high utilization by a booming urban population, as
well as the multiplicity of route choices available to commuters.
All methods were implemented using the optimization package

Julia

JuMP

[83] in the

programming language [23], and solved using Gurobi 7.5 [67]. Computational

experiments were run on eight cores of a computer with a 16-core Intel Xeon E5-2650
CPU, 3.40 GHz processor, and 64GB of memory.
Before discussing our computational experiments in detail, we note that the purpose of the experiments is not to provide a policy prescription, but to show that our
methods can be applied to realistic data. Due to the limited data we had available,
we use the multinomial logit choice model (4.18), and describe our method for generating utility function coefficients in Section 4.6.1. We do not claim that parameters
such as relative costs, capacities, or coefficients in the utility function, are accurate,
merely that they are reasonable enough to draw insight.

4.6.1

Input Parameter Calculation

The MNL model requires estimation of the
muter’s valuation of time and money, cf.

𝛽

coefficients that represent the com-

equation (4.15).
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Although estimation of

commuter utility functions is not our focus, we estimated

𝛽 coefficients in a reasonable

and intuitive way that is guided by survey data [79].

For ease of presentation, the model outlined in Section 4.5 assumes a homogeneous population with a shared utility function. However, generalizing to multiple
segments of the population that are each described by a different utility function is
straightforward, and it is the model we use in our computational experiments. In this
section, we will take
ments, and

𝑔,

𝛽1𝑔

and

𝛽

𝛽2𝑔

to be a

𝐺 × 2 vector, where 𝐺 is the number of commuter seg-

represent the values of time and money for commuter segment

respectively. The commuter segments are taken to be the different income levels

in census surveys.

To estimate reasonable
simplicity, we assume that

𝛽
𝛽1𝑔

values, we propose the following relationships. First, for
and

𝛽3𝑔 ,

the marginal utilities for time and comfort, are

the same for all income groups: extra time or comfort makes everyone equally happy,
but they vary in their ability and willingness to pay for it. We arbitrarily set
for all

𝑔 = 1, . . . , 𝐺.

the relationship

The value of money,

𝛽2𝑔
′
𝛽2𝑔

where

𝑦𝑔

𝛽2𝑔 ,

=

should vary with income, so we propose

𝑦𝑔′
,
𝑦𝑔

(4.24)

represents the income of income group

someone with $10,000 of income experiences

𝛽1𝑔 = 1

10

𝑔.

Equation (4.24) indicates that

times the incremental utility for an

extra dollar as compared to someone with $100,000.

To relate

𝛽1𝑔

and

𝛽2𝑔 , we turn to a travel survey by [103].

When survey-takers were

asked to list the most important factors in their route choice, 81.3% answered that
time was important, 31.5% answered that cost was important, and 24.7% answered
that comfort was important. The numbers do not add up to 100% because surveytakers were allowed to list multiple important factors. There were additional factors
of reliability, safety, and emissions that could influence the route choice, but since
those are exogenous to the model, we focus solely on the time and cost factors. The
answers to the travel survey motivated us to weight the utility coefficients accordingly
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as follows:

∑︀𝐺

𝑔=1
∑︀𝐺
𝑔=1
where

𝜋𝑔

𝜋𝑔 𝛽2𝑔
𝜋𝑔 𝛽1𝑔

=

81.3
,
31.5

(4.25)

represents the proportion of the city population that is at income level

Similarly, we took the marginal value of comfort to be
Equations (4.24) and (4.25) are together
that we have set

𝛽1𝑔 = 1).

𝐺

𝑔.

24.7/31.5 = 0.784.

equations in

𝐺

unknowns (recalling

Boston-area income levels and distributions were obtained

from the publicly-available U.S. Census [129], and Tokyo-area data was obtained from
a Japanese survey [124]. Solving equations (4.24) and (4.25) produced a range of

𝛽2𝑔

values roughly between 0.5 and 15, which we used in the computational experiments
that follow. Again, the purpose of this section was only to discuss a reasonable way
of generating input parameters, and we do not claim that these values are exact.

4.6.2

Case Study: Tokyo

Through [53], [107], and [46], we obtained transit demand data for a subset of the train
system in Kanagawa Prefecture, which is part of the Greater Tokyo Area in Japan.
The transit network, displayed in Figure 4-2, is comprised of 57 stations along five
lines: Blue, Tokaido, Negishi, Odakyu, and Yokohama. The demand data includes
the precise time, origin, and destination of each commute for a typical evening, from
5-9pm. We divided time periods to be of length 15 minutes. Travel times along the
network were obtained through queries to Google Maps. Route options were precomputed for the network using shortest-path-based methods. In general, it appeared that
route options after the second-shortest path tended to involve much higher in-vehicle
times and numbers of transfers, so these were discarded.
As shown in Figure 4-2, the Blue and Negishi (cyan) lines are local trains with
closely-spaced stops, while the Tokaido (orange) line is an express line that connects
some of the stations on the Blue and Negishi lines.

Some example commutes and

associated travel times are shown in Table 4.2, illustrating that the Tokaido line is
significantly faster than both the Blue and Negishi lines, and the Blue line is slightly
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Figure 4-2: A map of the Kanagawa train network

faster than the Negishi line.
Table 4.2: Travel times for various origin-destination pairs on the Kanagawa network

Origin Destination Line
Ofuna

Yokohama

Totsuka

Yokohama

Kannai

Yokohama

Travel Time

Tokaido

16 min

Negishi

34 min

Tokaido

10 min

Blue

27 min

Blue

5 min

Negishi

7 min

In this case study, we first focus on an illustrative subset of our Kanagawa data
that comprises the Blue, Negishi, and Tokaido lines during the rush hour from 56pm, where the transit dynamics are relatively simple and allow for straightforward
interpretation of the optimal decision variables. We then move to the full network of
all five lines for the full 5-9pm time range in our dataset to show tractability on a
large network. Our findings are outlined as follows:



We first examine

optimal frequency-setting

on a small subset of the Kanagawa

network and show that it can have a significant impact on reducing total waiting
time. We also show that the impact of frequency-setting on reducing waiting
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times becomes more pronounced as commuters’ sensitivity to congestion increases.



We also examine

optimal pricing

the same subset of the Kanagawa network and

show that pricing is more effective in reducing waiting times when commuters
are sensitive to congestion.

Nonetheless, it is less effective than frequency-

setting in reducing total waiting time.



Finally, we perform coordinated frequency-setting and pricing and demonstrate
that our methods are practically useful. We compared system performance for
the full Kanagawa network under a variety of pricing policies and evaluate their
social impact, and show that our methods are tractable for a city-size network
with quality solutions obtained within minutes. We also show that

frequency-setting and pricing

coordinated

significantly outperforms frequency-setting alone.

The effect of congestion on a small network
In this section, we focus on a subnetwork comprising the Blue, Negishi, and Tokaido
lines, where the dynamics are relatively simple.

Of the 70,599 commuters on this

subnetwork, 24,226 (34.3%) have multiple commuting options available to them. We
refer to them as

multiple-option commuters.

The remaining 46,373 (65.7%) passengers

only have one route option available to them, and we refer to them as

commuters.

single-option

Among single-option commuters, the Blue line is the most highly sought-

after line (22,206 passengers), followed by the Negishi line (15,162 passengers), and
finally by the Tokaido line (14,021 passengers). Note that these numbers do not add
up to the 46,373 single-option commuter total because some passengers must transfer
between multiple lines to get from their origin to their destination. Although singleoption commuters do not have preferences to be modeled, their presence on the trains
impacts the congestion of each line and the decisions that are made to alleviate this
congestion. The parameter

¯ℓ
𝐾

in the utility function (4.15) was set to

0.8𝐾 , meaning

that commuters begin to experience heightened disutility once the occupancy of the
vehicle grows past 80% its total capacity.
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In our first experiment, we examine the impact of commuters’ sensitivity to congestion on optimal frequency-setting without pricing. For a range of budgets and

𝛽3

parameters, we ran our solution algorithm from thirty initial starting points where
the frequencies were set randomly and the prices were set to be identical for each
line. Each instance terminated in under a minute, with many as quickly as several
seconds. The optimal waiting times averaged across the total commuter demand are
reported in the third column of Table 4.3, the next three columns break down the
waiting time experienced across the three different lines, and the final three columns
show the total number of trains allocated to each line. As commuters become more
sensitive to discomfort due to congestion, the average waiting time per commuter
drops. This drop is driven largely by the commuters on the Blue line, which is the
most highly sought-after line.

Table 4.3: Frequency-setting on a small network under varying budgets and commuter
sensitivities to congestion

Budget
30

36

42

𝛽3

Wait pp (min)

People/Train

Num. Trains

All

B

T

N

B

T

N

B

T

N

0

5.84

2.66

0.80

1.02

1,003

944

1,093

7.1

9.0

13.9

1

5.79

2.53

0.79

1.05

974

957

1,100

7.4

8.7

13.8

2

5.76

2.39

0.88

1.04

945

972

1,107

7.8

8.4

13.7

0

3.65

1.92

0.32

0.62

838

750

942

8.5

11.4

16.1

1

3.34

1.60

0.35

0.67

780

764

968

9.3

11.0

15.6

2

2.04

1.28

0.42

0.70

716

772

1,016

10.4

10.8

14.8

0

2.04

0.77

0.29

0.37

707

583

856

12.5

11.7

17.7

1

1.87

0.71

0.23

0.36

692

575

876

12.7

12.0

17.3

2

1.52

0.49

0.18

0.39

616

676

859

12.0

12.5

17.5

min = minutes, B = Blue, T = Tokaido, N = Negishi

This phenomenon illustrates that optimal frequency-setting is more effective when
the commuters are more sensitive to congestion. Intuitively, as service frequency increases on a line, all else being equal, more commuters will opt to use that service.
A line that improves its service frequency must then be prepared to serve not only
its existing commuters, but also the others who switch to its improved service. However, this effect is controlled by the commuters’ disutility for congestion, since as the
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vehicles become more crowded, commuters will ultimately choose alternatives that
are less crowded even if they are slower or less frequent.

This effect is seen in the

commuters-per-train columns of Table 4.3, which show that as the commuters become
more sensitive to congestion, relatively fewer commuters choose to take the Blue line
and instead move to the Tokaido or Negishi lines.

Table 4.4: Pricing on a small network under varying budgets and commuter sensitivities to congestion

Budget
30

60

90

Wait pp (min)

𝛽3

Premium ($)
B

N

T

0

6.38

2.05

0.00

1.25

1

6.37

1.77

0.00

1.20

2

6.37

1.44

0.00

1.15

0

4.86

1.00

0.00

1.50

1

4.86

1.05

0.00

0.75

2

4.85

1.05

0.00

0.75

0

3.83

1.00

0.00

0.70

1

3.82

1.05

0.00

0.75

2

3.81

1.05

0.00

0.75

Num. Trains
B

N

T

12.8

9.3

7.9

15.4

11.1

9.5

18.0

13.0

11.0

min = minutes, B = Blue, T = Tokaido, N = Negishi

In our next experiment, we illustrate the impact of commuters’ sensitivity to
congestion on pricing.

The setup was identical as before, except that frequencies

were fixed and pricing was the only lever to manage congestion.

The frequencies

were fixed roughly in proportion to the demand for each line, with the Blue, Negishi,
and Tokaido lines receiving 21.4%, 15.5%, and 13.1% of the budget respectively. The
optimal waiting times averaged across the total commuter demand are reported in the
third column of Table 4.4, and the next three columns show the pricing premium set on
each line relative to the Negishi line, which is consistently the cheapest line. The final
three columns show the fixed number of trains that were allocated to each line. As
in the frequency-setting case before, the waiting time declines as commuters become
more sensitive to congestion although the effect is substantially less pronounced than
before. Furthermore, for the lower budgets
decline with increased

𝐵 = 30

and

𝐵 = 60,

the prices generally

𝛽3 , an effect that is seen most clearly at the lowest budget.
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This

illustrates that when commuters are sensitive to congestion, their natural tendency
to avoid congestion allows the transit operator to achieve lower waiting times at lower
prices.

Practical policy evaluation on the full network
Returning to the full Kanagawa network and the full 5-9pm time range, we now
demonstrate the tractability of our methods for even larger network sizes and longer
time scales.

Of the 362,477 commuters on this subnetwork, 183,681 (50.7%) are

multiple-option commuters, and of the 201 origin-destination pairs with nonzero demand, 98 (48.8%) of them are multiple-option commutes. Table 4.5 shows the median
running time for each budget, over 30 different random starting positions

(x(0) , p(0) ).

Unsurprisingly, frequency-setting alone appears to be the easiest problem; however,

Waiting time / person (min)

even for distance- and line-pricing, typical running times are within several minutes.

B = 280

B = 360

40
30
20
10
0
0

200

400

600

0

200

400

600

Running time (s)
Figure 4-3: Frequency-setting and pricing progress on the full Kanagawa network for
multiple different random starting points

Figure 4-3 shows the progress of the objective function over time for a selection
of budgets

𝐵

when optimizing for both schedule frequencies and prices jointly, under

a distance-based pricing policy. Each line on the plot corresponds to one of the 30
different random starting positions.

Some of the runs converge to suboptimal ex-

trema. However, in the majority of cases, high-quality solutions are obtained within
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approximately 200 seconds, and the remainder of the time is spent on small refinements with incremental improvement to the objective.

This indicates that quality

solutions should be obtainable with a relatively modest number of random starts,
and significant time can be saved by terminating immediately after the objective
plateaus.

Table 4.5: Median running times over thirty iterations for varying budgets and pricing
policies

Budget Median Run. Time (s)

Note.

F

F+LP

F+DP

280

260

430

386

320

224

554

386

360

241

477

436

400

234

218

238

F = frequency-setting, LP = line pricing, DP = distance pricing

The waiting times per commuter and mean utilities for various budget levels

𝐵

and pricing policies are shown in Table 4.6. For comparison, the waiting times for
line-pricing (according to equation (4.12)) and distance-pricing (according to equation
(4.13)) policies are compared to those under a pure frequency-setting policy, where all
prices are fixed to a flat fare, and the system optimum (according to equation (4.19)).
These are the respective upper and lower bounds on optimal policy performance.
The mean utilities for the flat-fare policy are evaluated with the price of $2.50. Note
that under a flat-fare policy with the MNL choice model, the choice probabilities
within the network are independent of price, so this price was set to an arbitrary but
reasonable value to contextualize the utility values.
Both the line-pricing and distance-pricing policies produce substantial decreases
in waiting time:

for example, at

𝐵 = 280,

the distance-pricing policy is able to

reduce the waiting time per person by 1.48 minutes, and the line-pricing policy is
able to lower this further by 0.44 minutes, for a total improvement of 1.92 minutes
per commuter. However, this improvement does not come for free at budget values
of 360 trains and below, where both line pricing and distance pricing result in lower
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mean utility values for the passengers.

At the highest budget of 400 trains, low

prices are sufficient to manage waiting times, and so line pricing and distance pricing
both show higher utility values than the flat-fare policy. These results show how a
transit operator might weigh whether gains in system efficiency are worth any extra
disutility associated with the variable pricing schemes. Here, distance-based pricing
provides a comparable waiting time to line-based pricing, while providing a lower
mean commuter utility.
Table 4.6: Frequency-setting and pricing on the full Kanagawa network under varying
budgets and pricing policies

Budget

Note.

Wait pp (min)

Utility pp

SO

F

F+LP

F+DP

F

F+LP

F-DP

280

6.73

10.22

8.30

8.74

-39.0

-43.9

-39.3

320

2.24

5.25

3.41

3.85

-36.5

-40.2

-37.3

360

0.06

1.67

0.43

0.78

-34.4

-39.7

-35.1

400

0.00

0.06

0.00

0.00

-33.8

-32.0

-32.2

SO = system optimum, F = frequency-setting, LP = line pricing, DP =

distance pricing

4.6.3

Case Study: Boston

We now turn to a transit setting in Boston, Massachusetts. The motivation of this
second study is to show applicability for different transit networks and to contrast
with the Kanagawa results. In Boston, there are fewer route choices available than
in Kanagawa; the potential gains are therefore smaller, but still substantial. Transit
in the greater Boston area consists of both buses and the subway, run by the MBTA.
Buses are typically numbered, and the subway system consists of five intersecting lines
called the Red, Orange, Green, Blue, and Silver lines. With this network, we move
beyond networks with trains as the single mode of transit, to a fully multi-modal
setting.
The MBTA provided us with private data on the number of entries and exits
hourly at every station, for both the buses and the subway system. We ran a gen-
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erative model based on the approach in [22] to produce peak-hour origin-destination
demand matrices on weekdays. Again, we focus on the rush-hour from 4-7pm when
the system is at capacity, where there is the potential for pricing mechanisms to
influence commuting behavior and reduce network congestion.
We focus on the core of the metropolitan area, which accounts for the main volume
of commuters and where multiple alternatives in route choices exist. To this end, we
include bus service 1, as well as the Red, Orange, and Green subway services. This
corresponds to a transit network that comprises 74 stops along 4 services.
showing the core component of our subnetwork is shown in Figure 4-4.

A map

Since the

subway and bus lines in Boston interact across a smaller area than in the Kanagawa
network, there are fewer multiple-option commuters. In order to model more route
choices for the commuters, we assumed that certain stations that were within a 0.5
mile walk of each other were substitutable for each other.

For example, much of

the Green and Orange lines lie close together, so commuters might have the option
of taking either line.

These substitutable stations are shown in dotted boxes in

Figure 4-4. After considering these substitutable stations, we found that of the 95,760
commuters in this network during the 4-7pm rush hour period, 28,020 (29.2%) of them
are multiple-option commuters, and of the 362 origin-destination pairs with nonzero
demand, 100 (27.6%) of them are multiple-option commutes.
The optimization formulation (4.3) largely treats buses and trains the same; the
main difference is that the capacity

𝐾ℓ

tends to be smaller for buses, and that buses

tend to be operated at lower costs. In the computational experiments that follow, we
determine pricing and frequency-setting for both trains and buses jointly, assuming
that buses operate at 30% of the capacity and at 30% of the cost of trains.
As before, we consider the pricing policies corresponding to line-based fare (4.12)
and distance-based fare (4.13), and compared them to a frequency-setting policy
with a flat fare. Again, all policies were compared to the lower bound of the system
optimum (4.19). For each model, we ran the first-order method (4.23) with 30 different
random starting points and chose the schedule frequencies and prices with the lowest
waiting time.

To compare the models with different operating budgets, we ran it
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across a range of budgets from the equivalent of 45 to 60 trains, and present the
waiting times per commuter and mean utilities in Table 4.7. Again, the mean utilities
for the flat-fare policy are evaluated with the price of $2.50.

Figure 4-4: A subset of the MBTA network used in the Boston case study, showing
parts of the Red, Green, Orange, and 1 Bus (gray) lines

Note.

Stations further outside of the metropolitan core of the network, and some 1

Bus stations, are omitted for clarity. To generate more route options for commuters,
some stations that were within a 0.5 mile walk of each other were assumed to be
substitutable for each other. Stations that were viewed as substitutable are
surrounded with dotted boxes.

Comparing the performance of the models, there is a consistent gap between the
frequency-setting model alone and the system optimum. As was the case with the
Kanagawa network, both line pricing and distance pricing improve upon the model
with only frequency-setting, although this time, the line-pricing and distance-pricing
policies are comparable in performance.

Distance pricing also comes with a slight

reduction in utility as compared to the flat fare. However, line pricing is able to find
a lower set of differentiated prices that also improve system performance, and thus
is associated with the highest utility values.

This differs from what we saw in the

Kanagawa network, showing that there is no individually dominant pricing scheme
across multiple networks.

The improvements in waiting time for joint frequency-
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Table 4.7: Frequency-setting and pricing on the Boston network under varying budgets and pricing policies

Budget

Note.

Wait pp (min)

Utility pp

SO

F

F+LP

F+DP

F

F+LP

F+DP

45

7.49

9.86

9.48

9.54

-40.0

-38.6

-44.5

50

4.24

6.08

5.80

5.79

-38.5

-37.5

-43.6

55

2.28

3.85

3.67

3.64

-36.3

-35.3

-40.4

60

0.82

2.00

1.73

1.82

-33.8

-32.6

-38.4

SO = system optimum, F = frequency-setting, LP = line pricing, DP =

distance pricing

setting and pricing are also less substantial than they were in the case of the Kanagawa
network, which is likely due to the fact that there are both relatively fewer route
options and fewer multi-option commuters in Boston. Nevertheless, the addition of
distance pricing decreases waiting time by 5.5% in the case of

𝐵 = 55,

showing that

coordinated frequency-setting and pricing can provide gains even on simpler networks.

4.7

Conclusion

In this chapter, we have presented a general framework for jointly optimizing schedule
frequencies and prices on multi-modal transit networks. With modern developments
in transit services, it has grown increasingly important to other cities to use whatever
means available to them to operate under tight constraints. Our framework accounts
for the feedback loop that occurs when passengers respond to frequency-setting and
pricing decisions made by the transit operator through the multinomial logit model.
The passenger choices induce demand for transit services, and the transit operator
seeks to efficiently service this demand by minimizing waiting time in the transit
system.
We solve our formulation using first-order methods, and demonstrate its tractability on two real-world transit networks in Tokyo, Japan and Boston, Massachusetts.
Since the computational experiments are performed on a mixture of synthetic and real
data, it is difficult to make direct comparisons with the current system. Nonetheless,
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we are able to evaluate the performance of multiple frequency-setting and pricing
policies against a lower bound given by the system optimum, illustrating the potential benefits that joint frequency-setting and pricing can have in inducing passengers
to make decisions that benefit the system as a whole. In future work, it may be useful
to consider how pricing impacts farebox recovery and transit ridership, as well as to
compare the impact of varied pricing schemes across more cities.
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Chapter 5

The edge of optimization in
large-scale vehicle routing for
paratransit

5.1

Introduction

The fixed-route public transit system, which includes buses and subways, can pose significant obstacles to people with disabilities. For example, boarding a bus or accessing
a subway platform may require climbing stairs that are challenging or impossible for
elderly and wheelchair-bound commuters.

This problem is particularly widespread

in New York City, where only a quarter of subway stations are wheelchair-accessible,
and where a recent plan to upgrade these stations was projected to come at the
enormous cost of $78 million per station [58]. Even in cities with full accessibility,
accommodating passengers with disabilities on fixed routes can be challenging due to
the extra time often required to assist with boarding and alighting the vehicles.
The Americans with Disabilities Act (ADA) of 1990 mandates that transportation
options be provided for those who cannot take the existing fixed-route public transit system due to disability. This service typically involves the operation of a fleet
of vehicles that take passengers from door-to-door or curb-to-curb in shared rides.
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Paratransit is intended to be comparable in service quality to the fixed-route system
in service area, operating hours, fares, and travel times: the ADA stipulates that
paratransit must operate within three-quarters of a mile from any fixed-route station, have the same operating hours, be no more than twice as expensive, and have
reasonable travel times.
One result of these federal standards is that paratransit is notoriously expensive.
According to the [45], the Access-a-Ride program in New York City incurred $472
million of expenses in 2015 over the course of over six million rides. Only 4% percent
of these expenses were covered by revenues from the service, with the remainder
covered by taxes (about 13%) and subsidies (about 83%). In Boston in 2015, The
RIDE serviced two million rides and cost over $100 million, with only 6% of this
cost covered by revenue from the service [92]. Furthermore, paratransit expenses are
likely to increase dramatically as more become eligible for the service due to the dual
threats of urbanization and the aging of the American population; the number of
Americans 65 years or older is projected to rise from 46 million in 2015 to more than
98 million in 2060 [95].
High financial costs have put pressure on paratransit agencies to improve their
operations.

One cost-saving initiative focuses on algorithmic improvements to the

systems that generate routes for drivers. The

dial-a-ride problem (DARP) is a classical

problem in this area, and models the problem of routing a fleet of vehicles to fulfill
a set of transportation requests at minimum cost.

In paratransit, each request for

transportation comprises the desired origin and destination locations, and may also
include time windows on departure arrival times as well as characteristics including
the number of passengers and whether any passenger requires extra accommodation,
such as for a wheelchair or service animal. The problem is further complicated by
operating constraints, which generally include capacity constraints on the vehicles,
labor constraints on the drivers, as well as service guarantees for passengers such
as maximum ride time.

Beyond paratransit, the DARP models decisions faced by

ridesharing services such as Uber Pool, Lyft Line, or Via, all of which aim to connect
multiple requests in a single vehicle to reduce costs.
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Another idea generating interest among paratransit agencies is the option of outsourcing rides to Transit Network Companies (TNCs) such as Uber or Lyft, which
can typically fulfill requests at lower cost. Agencies exploring TNC partnerships or
partnerships with the local taxi industry include those of Boston, Massachusetts; San
Bernardino, California; and Denton County, Texas [3].

Other agencies in Chicago,

Illinois and Denver, Colorado have partnered with the local taxi industry, and New
York City previously had such a partnership from 2010 to 2015 [45]. Outsourcing allows paratransit agencies to avoid high costs that may be incurred by single requests
that cannot fit easily into a driver’s itinerary. Despite the lower costs associated with
TNCs, it is unlikely that private ride-sharing will completely replace paratransit:
first, because of safety issues and discrimination that have been alleged by disabled
customers [126, 24]; and second, because Uber itself has contracted out some of its
wheelchair-accessible service to paratransit companies [121]. As such, it will continue
to be important to study the paratransit operating model, while also identifying a
limited number of requests that can be productively outsourced.
To date, there has been a gap between cutting-edge research and real-world impact.

Some approaches may provide problem insight but are based on simplified,

unrealistic operating strategies. Others may be complex black boxes that are challenging to implement and prevent buy-in from practitioners.

Finally, a persistent

problem is one of scalability: providing high-quality decisions at the scale of a major
metropolitan area is an enormous challenge and can require heavy computation time.
Because all paratransit transportation requests are collected a day in advance, there
may appear to be several hours available for computation of a solution. However, in
practice, substantial time must be allotted to actually implement the solution, and repeated re-calculation may be necessary if constraints were omitted in early runs or in
response to unexpected events such as driver breakdowns or passenger cancellations.
We aim to bridge the gap between research and impact by providing intuitive
models with straightforward implementation and practical running times on realworld data from Boston, MA. Our case studies comprise problem sizes of 3,000 to
7,000 requests, which to our knowledge is the largest DARP application examined in
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the literature. Algorithmic characteristics such as parallelizability, fast generation of
an initial solution, and iterative improvement all contribute to fast running times and
allow for a balance between performance and tractability.
Our approach falls into a stream of work broadly categorized as

cluster-then-route,

where transportation requests are grouped together into clusters, then vehicles are
routed within each cluster, and then finally vehicles are routed between clusters. In
this framework, we make the following contributions:

1. A clustering routine that takes a divide-and-conquer-like approach to quickly
find high-quality solutions at scale, then iteratively improves the solutions. Requests are first grouped into small clusters on which it is manageable to optimally solve the DARP. Subsequent iterations combine clusters together, using
fast optimization to guide the algorithm towards profitable combinations, and
re-solve the DARP on these combined clusters in order to continually improve
solution quality.

2. An integer optimization model that generates drivers’ itineraries from the output of the previous step and also decides which requests to outsource to TNCs,
subject to a variety of labor constraints. The formulation accounts for a variety
of time windows, capacity constraints, heterogeneous vehicle types, and shift
start and end times.

3. An end-to-end perspective that touches various aspects of the planning process,
from tactical day-ahead routing decisions, to day-of reaction to uncertainty. A
critical aspect to applicability in these domains is tractability. Our algorithms
run on large-scale problem sizes of several thousand requests in under twenty
minutes when implemented in serial, and can be sped up even further with
parallelization.

4. Our overall algorithm improves upon an insertion heuristic from [89] by over
30% and a clustering method from [114] by over 10% in productivity (requests
served per hour) on typical weekday instances.
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The remainder of the chapter is outlined as follows. Section 5.2 reviews the literature on various approaches to the DARP as well as related problems. Section 5.3
discusses our cluster-then-route methodology for solving the DARP at scale. Section
5.4 discusses the paratransit operating model in Boston, with resulting algorithmic
considerations that are required for practical use. Section 5.5 covers computational
results on real data from Boston, which has approximately 7,000 passengers on weekdays and 3,000 on weekends. We conclude in Section 5.6.

5.2

Literature Review

The DARP is well-studied in the literature. For comprehensive reviews, see [49] and
[9]. The focus of this chapter is on the
ahead of time. The

dynamic

static problem, in which all requests are known

variant, where batches of requests are revealed at small

time intervals, is covered in a review by [1].
A common approach to solving large-scale problems is to use heuristics or metaheuristics such as tabu search [48], insertion heuristics [51, 89], or large neighborhood
search [75]. Although these approaches can scale to hundreds or thousands of requests,
they may also require tuning a large number of parameters that can be sensitive to
input data, which is not ideal for widespread implementation.
Exact integer optimization methods have been tested up to hundreds of requests.
[115] use column generation to solve pickup and delivery problems of up to 300 requests.

Similarly, [8] derive lower bounds based on column generation and solve

problems with up to 250 requests. [113] introduce several types of valid inequalities
that strengthen the formulations, and solve problems with up to 96 requests.
Bridging these two frameworks is a category called

cluster-then-route, which adopts

the strategy of breaking down large-scale problems into a sequence of smaller optimization problems that are individually more tractable. This approach is necessitated
by the fact that while problems on even a few hundreds of requests can be challenging
to solve, real-world applications can easily involve several thousands of requests. The
approach first groups transportation requests into clusters, generates vehicle routes
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within each cluster, and then connects the cluster routes.

The first step of con-

structing the clusters is of particular importance, as the effects of poor clustering will
propagate downstream in subsequent steps of the algorithm.
A simple approach to clustering cited in [115] as one often used in practice is
to group the requests based on the proximity of origins and destinations in space
and time. Early works such as [73] and [26] focus especially on the first clustering
step with more sophisticated approaches.

[73] used column generation to generate

clusters for a problem of 2,545 requests, although the approach did not scale to
the full set of requests and the problem was split into smaller batches of about 150
requests each. [26] used complete enumeration and a set cover formulation to generate
clusters on problem sizes ranging from 1,000 to 1,500 requests.

The scalability of

complete enumeration here relied critically on the fact that the problem parameters
were restricted enough that it was often not possible to service multiple requests
at once; for example, the vehicle could be diverted at most fifteen minutes to pick
up another passenger.

In more flexible settings with wider time windows, such an

approach would not be scalable.
Nevertheless, limited enumeration can still be a powerful tool in large-scale problems. [73] and, more recently, [114] both relied on limited enumeration to construct
their solutions, using the fact that it is easy to evaluate the four possible ways to fulfill
a pair of requests in a shared trip.

[73] use this enumeration to reduce the search

space in the subproblem of the column generation algorithm. Meanwhile, [114] used a
graph matching formulation to construct a list of pairs of requests to fulfill together,
an approach that provides a high-quality solution with only moderate computational
expense even at the scale of the New York City taxicab dataset.
Much of the aforementioned literature has focused on the DARP without fully
addressing auxiliary operating constraints, due to the difficulty of solving even the
base problem.

However, such constraints are crucial to real-world application.

A

variety of approaches have also been proposed for the operating constraints that
transit agencies must obey. Driver shifts are commonly restricted in length, which
is addressed in the exact optimization approach of [109] and the insertion heuristic
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of [89]. Passengers may also be obliged to make transfers, which is addressed using
exact optimization by [50], evolutionary algorithms by [69], and large neighborhood
search by [94].

5.3

Methods

We will take a cluster-then-route approach to large-scale DARPs in paratransit, which
breaks the problem down into a sequence of smaller optimization problems that are
individually more tractable. The approach uses the following definitions:



Every

request

for transportation specifies a pickup location, a dropoff location,

time windows on allowed pickup and dropoff times, and characteristics such as
number of passengers and whether any passengers require special accommodations. A request might either be a “pickup” or an “appointment”; the passenger
names a desired pickup time for pickup requests, and a desired dropoff time
for appointment requests. Time windows are formed around the time named
by the passenger, and can be computed for the other endpoint of the request
depending on travel time and the maximum allowed time of a passenger in the
vehicle.



A

trip

refers to a feasible sequence of pickups and dropoffs that will fulfill a

set of requests such that the vehicle begins and ends empty but is occupied
throughout. Feasible means that capacity constraints, time windows, and maximum ride time constraints are respected. For example, if
“pick up

𝑖,

pick up

𝑗,

drop off

𝑗,

drop off

𝑖”

𝑖

and

𝑗

are requests,

represents a trip, assuming that it

is feasible.



An

itinerary

refers to a sequence of trips that a driver will follow over the course

of the workday, which must also satisfy the driver’s labor constraints. It should
also begin and end at a garage.
In our approach, the first step is to partition the requests for transportation into
a set of clusters, and then solve the DARP on the clusters to produce a set of trips.
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The second step is to connect the trips into driver itineraries, which is done by solving
a problem that we call the Trip Connection Problem (TCP). The following section
provides details of our approach and is outlined as follows.



In Section 5.3.1, we summarize input parameters for our optimization problems,
the DARP and the TCP.



In Section 5.3.2, we formulate the DARP and describe our procedure to partition
the requests into clusters and generate trips.



In Section 5.3.3, we write the formulation of the TCP, which connects the trips
in the previous step into driver itineraries.

5.3.1

Problem Statement

Descriptions of the input parameters for the DARP and TCP are given in Table 5.1.
Both optimization problems seek to provide a transportation service at lowest cost;
the difference is that the DARP starts from a set of individual requests that can be
clustered together into the same vehicle, and the TCP starts with a set of trips that
are fulfilled individually.
For the DARP, there are

𝑁 requests,

each of which is made of a pickup loca-

tion, a pickup time window, a dropoff location, a dropoff time window, and the
number of seats needed in the vehicle.

𝒢(𝒱 DARP , ℰ DARP ).

The node set

𝒱 DARP

These

𝑁

requests induce a directed graph

contains nodes

{0, 1, . . . , 2𝑁, 2𝑁 + 1},

where

0 and 2𝑁 +1 are the source and sink nodes, 𝒫 DARP = {1, . . . , 𝑁 } are the pickup nodes,
and

𝒟DARP = {𝑁 + 1, . . . , 2𝑁 }

are the dropoff nodes. Each pickup node

is associated with a corresponding node

𝑖 + 𝑁 ∈ 𝒟DARP .

is also associated with a service duration

𝑏𝑖 ,

Each node

𝑖 ∈ 𝒫 DARP
𝑖 ∈ 𝒱 DARP

which in the case of paratransit could

be load times at pickup nodes and unload times at dropoff nodes; a time window

[ℓ𝑖 , 𝑢𝑖 ]

representing a range of possible arrival times; and a load

𝑑𝑖

that represents

the number of passengers for that request. Passengers are guaranteed to be diverted
no more than

𝑊

minutes.

Finally, vehicle capacities are set to
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𝑄.

In paratransit,

as in the case of other logistics applications, it is common to have multiple types of
passengers and vehicles; for example, sedans cannot accommodate wheelchair-bound
passengers, so vans must fulfill those requests. Unless otherwise noted, we omit this
distinction for ease of notation in writing out the formulation, but the generalization
is straightforward.
Table 5.1: Summary of the main notation

Symbol Description
𝑁
𝒫 DARP
𝒟DARP
𝒱 DARP
ℰ DARP

number of individual requests for door-to-door transit

1, . . . , 𝑁
request dropoff nodes, indexed as 𝑁 + 1, . . . , 2𝑁
DARP , dropoffs 𝒟DARP ,
all nodes for the DARP, including pickups 𝒫
the source (index 0), and the sink (index 2𝑁 + 1)
DARP , including edges from the
all valid edges between nodes in 𝒱

request pickup nodes, indexed as

source and to the sink

𝐴
𝒫 TCP
𝒟TCP
𝒱 TCP
ℰ TCP

number of trips made from clustering trips together

1, . . . , 𝐴
𝐴 + 1, . . . , 2𝐴

first (pickup) node in each trip, indexed as
last (dropoff ) node in each trip, indexed as

𝒫 TCP ,
TCP
last dropoffs 𝒟
, the source (index 0), and the sink (index 2𝐴+1)
TCP . Each pickup node only has
all valid edges between nodes in 𝒱
all nodes for the shift routing problem, including first pickups

one outgoing edge, which is to its corresponding dropoff node.

𝑐𝑖,𝑗
𝑏𝑖
𝑊
[ℓ𝑖 , 𝑢𝑖 ]
𝑑𝑖
𝑄

5.3.2

travel time between nodes
service duration at node

𝑖

and

𝑗

𝑖

maximum time a passenger can be diverted
time window at node
load at node

𝑖

𝑖

(positive at pickups and negative at dropoffs)

vehicle capacity

Clustering Requests

We begin by providing a formulation for the DARP, which also appeared as PDPTW1
in [113]. The decision variable
travels from node

𝑖

to node

arrival time at node

𝑖;

𝑗;

𝑥𝑖,𝑗

for

(𝑖, 𝑗) ∈ ℰ DARP

represents whether some vehicle

the decision variable

and the decision variable

load of the vehicle as it arrives at node

𝑖.
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𝑞𝑖

𝑡𝑖

𝑖 ∈ 𝒱 DARP

represents the

𝑖 ∈ 𝒱 DARP

represents the

for

for

Then, trips that satisfy time window

and capacity constraints at minimum cost can be found by solving the following
optimization problem:

(DARP)

min
x,t,q

s.t.

∑︁
(𝑖,𝑗)∈ℰ DARP

∑︁

𝑐𝑖,𝑗 𝑥𝑖,𝑗

(5.1a)

∀𝑖 ∈ 𝒱 DARP ,

𝑥𝑖,𝑗 = 1

𝑗∈Out(𝑖)
(5.1b)

∑︁

∀𝑗 ∈ 𝒱 DARP ,

𝑥𝑖,𝑗 = 1

𝑖∈In(𝑗)
(5.1c)

∑︁
(𝑖,𝑗)∈ℰ DARP :

𝑥𝑖,𝑗 ≤ |𝒮| − 2

∀𝒮 ∈ 𝒱 : 0 ∈ 𝒮, 2𝑁 + 1 ̸∈ 𝒮,

𝑖∈𝒮,𝑗∈𝒮

∃𝑖 ∈ 𝒫 ∩ 𝒮

s.t.

𝑖 + 𝑁 ̸∈ 𝒮,
(5.1d)

∀(𝑖, 𝑗) ∈ ℰ DARP ,

𝑡𝑗 ≥ (𝑡𝑖 + 𝑏𝑖 + 𝑐𝑖,𝑗 ) 𝑥𝑖,𝑗

(5.1e)

∀𝑖 ∈ 𝒱 DARP ,

ℓ𝑖 ≤ 𝑡𝑖 ≤ 𝑢𝑖

(5.1f )

𝑡𝑖+𝑁 ≤ 𝑡𝑖 + 𝑏𝑖 + 𝑐𝑖,𝑖+𝑁 + 𝑊

∀𝑖 ∈ 𝒫 DARP ,
(5.1g)

∀(𝑖, 𝑗) ∈ ℰ DARP ,

𝑞𝑗 ≥ (𝑞𝑖 + 𝑑𝑖 ) 𝑥𝑖,𝑗

(5.1h)

max{0, 𝑑𝑖 } ≤ 𝑞𝑖 ≤ min{𝑄, 𝑄 + 𝑑𝑖 }

∀𝑖 ∈ 𝒱 DARP ,
(5.1i)

∀(𝑖, 𝑗) ∈ ℰ DARP .

𝑥𝑖,𝑗 ∈ {0, 1}

(5.1j)
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The objective (5.1a) minimizes the total driving time between nodes.
(5.1b) and (5.1c) are flow conservation constraints.

Constraints

Constraints (5.1d) are prece-

dence constraints that enforce that each pickup should occur before its corresponding
dropoff. Constraints (5.1e) and (5.1f) are travel time and time window constraints,
and constraints (5.1g) ensures that passengers are diverted at most

𝑊

time units rel-

ative to the time it would take them to make the trip directly. Constraints (5.1h) and
(5.1i) are capacity constraints. In paratransit applications, it is common for there to
be both wheelchair-bound and ambulatory passengers, with capacity constraints on
each. In such cases, the formulation is adapted to include a set of capacity constraints
for each type of passenger.
Although constraints (5.1e) and (5.1h) are nonlinear, they can be linearized using
big-M constraints as illustrated by [113]. [113] further contrast this big-M formulation
with another formulation PDPTW2 that uses cutting planes to reduce the problem
size. However, we found that on our problem data, the big-M constraints had better
performance.
The solution to the DARP (5.1) is a set of trips, where requests may be serviced
together in the same vehicle if doing so would reduce the total driving time.

Of

course, the trips must also respect the time windows and maximum ride time on the
individual requests, as well as capacity constraints on the vehicles.
It is challenging to solve the full DARP on realistic instances on hundreds, let alone
thousands, of requests, particularly within computation times that are practical for
daily planning. As such, we will discuss a clustering framework that partitions the
requests in a principled way such that the DARP can easily be solved on each cluster.
A typical view of clustering is to embed points in a feature space, and then to
use an algorithm such as k-means to group the points into clusters based on their
proximity in this feature space.

In our problem setting, points might correspond

to requests, and the features might be the pickup and dropoff locations and times.
Because of the simplicity of this proximity-based approach, it is often used in practice;
for example, [115] cite such an approach as the baseline algorithm used by their
package delivery company of study. However, one limitation of such an approach is
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that it does not capture requests that can profitably be fulfilled together even if their
pickup and dropoff locations are not close together; for example, if cost savings come
from the closeness of the the trajectories of the requests rather than their endpoints,
as in the case of when a short request can be serviced while already well along the
way to servicing another significantly longer request.
Our clustering approach will instead use a more general criterion of whether requests can be fulfilled together, building off an approach in [114].
pairwise

(𝑖, 𝑗)

shareability graph,

where each node

represents whether requests

𝑖

and

𝑗

𝑖

[114] define a

represents a request, and each edge

can be fulfilled in a single trip while also

reducing total travel time.
Computation of the edges can be done by quickly enumerating each of the four
trips that can be made with two requests:

𝑖 → 𝑗 → 𝑖 + 𝑁 → 𝑗 + 𝑁,
𝑖 → 𝑗 → 𝑗 + 𝑁 → 𝑖 + 𝑁,
𝑗 → 𝑖 → 𝑖 + 𝑁 → 𝑗 + 𝑁,
𝑗 → 𝑖 → 𝑗 + 𝑁 → 𝑖 + 𝑁,
recalling the earlier definition of a trip as a sequence of pickups and dropoffs such that
the vehicle begins and ends empty but is occupied throughout. Each of the four trips
can quickly be evaluated for feasibility of capacity constraints and time windows, and
if any have total cost lower than

𝑐𝑖,𝑖+𝑁 + 𝑐𝑗,𝑗+𝑁 ,

the edge

(𝑖, 𝑗)

is added to the graph.

The edge is weighted by the maximum cost saving among the feasible options of the
four enumerated trips.
An example of a shareability graph for a set of requests in Figure 5-1a is shown
in Figure 5-1b.

Figure 5-1a shows fictitious pickup and dropoff locations for three

different requests, as well as arcs that correspond to fulfilling each request separately.
For simplicity, time windows and capacities are not displayed, but all trips displayed
in Figure 5-1 are assumed to be feasible.

The corresponding shareability graph is

shown in Figure 5-1b, where the edge between nodes 1 and 2, for example, indicate
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that these two requests could be fulfilled together in a shared trip and save 0.84 units
of travel time. The optimal trip for requests 1 and 2 is shown in Figure 5-1c.
As discussed by [114], by computing the

maximum-weight matching

on the share-

ability graph, one can obtain the set of trips with lowest cost (maximum cost savings)
when considering

only

sharing between two requests. Of course, restricting attention

to sharing between pairs of requests is suboptimal when considering higher-capacity
vehicles such as vans, which could potentially fulfill several requests at once. In the
example of Figure 5-1, the optimal solution would fulfill all three requests together
in a single trip, which is not captured in the matching on the shareability graph.
Although it is possible to construct a hypergraph that evaluates general tuples of
requests, the computational expense rises dramatically; even for three requests, sixty
potential trips must be evaluated.
Nonetheless, from [114], we see that limited enumeration and graph matching can
quickly generate an initial solution of high quality. Meanwhile, column-generationbased approaches such as [115] illustrate the power of iterative methods to improve
solution quality over time. We propose a single procedure that combines these useful
properties to efficiently achieve cost savings from higher-capacity vehicle sharing. The
first step is identical to that in [114], where we compute a maximum-weight matching
between requests on the shareability graph and output the associated trips.
Subsequent steps of our procedure continue as follows. We can construct a condensed version of the shareability graph, where each node now represents a trip computed in the previous step. In the updated graph, an edge exists between trip nodes

𝑖

and

𝑗

if there exists any edge in the original shareability graph between a request

from trip

𝑖

and a request from trip

𝑗.

The edge weight between trip

𝑖

and trip

𝑗

is

taken as the maximum of the edge weights from the original shareability graph over
all edges between requests from trip

𝑖

and requests from trip

𝑗.

For example, the

shareability graph computed on the trips from Figure 5-1c is shown in Figure 5-1d.
We can then compute the maximum-weight matching on the new shareability
graph, and solve an instance of the DARP on each matched pair of trip nodes. Each
instance of the DARP considers only the requests for the two trips in question, and

117

is warm-started using the trips computed from the previous iteration. This step is
illustrated in Figures 5-1d and 5-1e, recalling that the first step produced the trips
in Figure 5-1c.

In the case of Figure 5-1d, requests 1 and 2 are combined into a

supernode representing their shared trip; an edge between the supernode and request
3 corresponds to the edge between requests 1 and 3 in the original shareability graph
of Figure 5-1b. The DARP would be solved on all three requests, warm-started with
the trips of Figure 5-1c, and would produce the trip in Figure 5-1e before terminating.

[2] also extended the work of [114] to higher-capacity vehicle sharing by solving
routing problems on cliques in a modified shareability graph; the drawback that we
found with this approach was that on our datasets, the size and density of the modified
shareability graphs led to an impractically high number of cliques. For example, on a
smaller 3,494-request weekend example, the shareability graph had 60,639 edges and
produced 122,330 cliques, each leading to a different small instance of the DARP,
and could not be solved within our desired timeframe. By contrast, our algorithm
involved 2,975 small instances of the DARP.

Our overall algorithm can be thought of one that makes local improvements that
are guided by insight from optimization (i.e., the maximum-weight matching). Highquality solutions can be found efficiently by solving DARPs on gradually increasing
problem sizes, aided by the strong warm starts provided by the trips in the previous
iteration. Of course, part of the computational efficiency comes from the fact that the
edge weights in the shareability graph are computed once in the beginning and are not
updated thereafter, leading to inaccuracy in subsequent iterations. As a result, some
instances of the DARP may not lead to improved solutions.

The tradeoff between

extra computation of improved edge weights versus saved computation from fewer
instances of the DARP is one that could be further explored. However, as we will
show in our computational results, the existing framework shows strong performance,
producing near-optimal solutions on medium graphs and high-quality solutions on
large graphs in seconds to minutes.
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(a) Pickup (1, 2, 3) and dropoff (4, 5, 6) lo- (b) The shareability graph constructed from
cations for three fictitious requests. The arcs the requests in Figure 5-1a.
show each request being fulfilled in three separate trips.

1

4

1&2

3
0.42

2

5

3

6

(c) Two trips generated after a single iteration (d) The shareability graph constructed from
of the algorithm.
the trips in Figure 5-1c.
1
2

4
5

3

6

(e) All three requests are combined into a single trip after two iterations of the algorithm.
Figure 5-1: An illustration of the algorithm for clustering requests into trips on three
fictitious requests
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5.3.3

Connecting Trips

The output of the clustering procedure outlined in Section 5.3.2 is a set of trips (as
defined at the beginning of Section 5.3). The second and final phase of the paratransit
routing process is to take this set of trips, and connect them into an itinerary for
each driver that he can fulfill during his shift. We refer to this problem as the

connection problem

trip

(TCP).

Base Formulation
The base formulation for the problem of connecting a set of

𝐴

trips is a special case

of the DARP in which each trip corresponds to a “request” and trips do not share the
vehicle at the same time but must be fulfilled individually. As such, we use analogous
notation as the input data to the DARP (5.1) to make clear the similarities.

In

this special case, the pickup nodes are the starting node (first pickup) of each trip,
dropoff nodes are the ending node (last dropoff ) of each trip, each pickup node only
has one outgoing edge to its corresponding dropoff node, and dropoff nodes are only
connected to pickup nodes for other requests. We use the notation
the set of trip starting nodes,

𝒟TCP

𝒫 TCP

to refer to

to refer to the set of trip ending nodes, and

𝒱 TCP

to refer to the set of all nodes, including the source (0) and sink (2𝐴 + 1). Then, the
edge set

ℰ TCP

is defined as follows:

ℰ TCP = {(0, 𝑖)}𝑖∈𝒫 TCP ∪ {(𝑖, 2𝐴 + 1)}𝑖∈𝒟TCP ∪
{(𝑖, 𝑖 + 𝐴)}𝑖∈𝒫 TCP ∪ {(𝑖, 𝑗)}𝑖∈𝒟TCP ,𝑗∈𝒫 TCP ,𝑗̸=𝑖−𝐴 .

(5.2)

The service duration and time window input data must also be modified slightly.
Because a feasible trip must satisfy the time windows for all of the requests it contains
simultaneously, a time window

[ℓ𝑖 , 𝑢𝑖 ]

for

𝑖 ∈ 𝒱 TCP

may actually be smaller than

the time window of the original request corresponding to node

𝑖.

Accordingly, the

formulation of the TCP should use these smaller time windows. The service duration

𝑏𝑖

at pickup node

𝑖 ∈ 𝒫 TCP

should be defined as the shortest time to fulfill the trip

from start to end, plus the load time at the start and including intermediate load
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and unloading times, minus

𝑐𝑖,𝑖+𝐴 .

At dropoff node

𝑖 ∈ 𝒟TCP ,

the service duration

is the unloading time, as before. With these modifications, constraint (5.1f) remains
correct. A complication arises if the time to fulfill the trip is different depending on
where in the time window the pickup and dropoff times fall. To avoid infeasibility,
one could either take the largest of these values, or add cutting planes to eliminate
any sequences of trips that do not satisfy all time windows.
Having made the appropriate modifications to the input data definitions, we reproduce the problem below as it applies to routing

𝐴

trips rather than

𝑁

requests.

Recall that trips are satisfied one at a time, and each trip already respects capacity constraints and precedence constraints; therefore, constraints (5.1d), (5.1g),
(5.1h), and (5.1i) are omitted from the new formulation. The decision variable
for

(𝑖, 𝑗) ∈ ℰ TCP

analogue of

𝑥𝑖,𝑗

represents whether some vehicle travels from node

in the DARP (5.1)), and the decision variable

𝑖

sents the arrival time at node

(an analogue of

𝑡𝑖,𝑗

𝑦𝑖

for

𝑖

to node

𝑖 ∈ 𝒱 TCP

𝑗

𝑧𝑖,𝑗
(an

repre-

in the DARP (5.1)). Then, trips

are connected into itineraries of minimum cost by solving the following optimization
problem:

(TCP)

min
z,y

∑︁
(𝑖,𝑗)∈ℰ TCP

𝑐𝑖,𝑗 𝑧𝑖,𝑗

(5.3a)

∀𝑖 ∈ 𝒫 TCP ,

(5.3b)

∀𝑖 ∈ 𝒟TCP ,

(5.3c)

∀𝑗 ∈ 𝒱 TCP ,

(5.3d)

∀(𝑖, 𝑗) ∈ ℰ TCP ,

(5.3e)

ℓ𝑖 ≤ 𝑦𝑖 ≤ 𝑢𝑖

∀𝑖 ∈ 𝒱 TCP ,

(5.3f )

𝑧𝑖,𝑗 ∈ {0, 1}

∀(𝑖, 𝑗) ∈ ℰ TCP .

(5.3g)

s.t. 𝑧𝑖,𝑖+𝐴 = 1
∑︁
𝑧𝑖,𝑗 = 1
𝑗∈Out(𝑖)

∑︁

𝑧𝑖,𝑗 = 1

𝑖∈In(𝑗)

𝑦𝑗 ≥ (𝑦𝑖 + 𝑏𝑖 + 𝑐𝑖,𝑗 ) 𝑧𝑖,𝑗

The objective (5.3a) minimizes the driving time (again excluding any wait time between trips). Constraints (5.3b), (5.3c), and (5.3d) are flow conservation constraints,
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recalling that the trip pickup nodes must be immediately followed by the trip dropoff
nodes.

Constraints (5.3e) and (5.3f) are travel time and time window constraints.

As before, although constraint (5.3e) is nonlinear, it can be linearized using big-M
constraints, as before. A smaller formulation that collapses

𝒫 TCP

and

𝒟TCP

into a

single node is also possible [21], but we use the larger formulation to illustrate the
connection with the DARP (5.1). The output of TCP (5.3) will be a set of driver
itineraries (sequences of trips).

Adding Labor Constraints
As stated in Problem (5.3), the TCP does not as yet account for labor constraints,
which are a critical component of paratransit operations. Paratransit agencies may
operate multiple fleets of heterogeneous vehicles of varying capacities, with each fleet
operated by a different service provider. Service providers can be contracted to fulfill
overlapping subsets of requests; for example, they may share the central urban core
and partition the outlying suburbs geographically. Driver shifts can also specified for
each day of the week, with each shift associated with a start time, an end time, a
vehicle type, and a service provider.
The addition of labor constraints to the TCP (5.3) necessitates two major changes
to the formulation. First, if drivers are scarce, the problem may not be feasible. To
ensure feasibility, we add an option to outsource requests to TCPs, which is the
policy employed in Boston.

indicate whether the requests of trip
for

𝑖 = 1...,𝐴

𝑖 = 1, . . . , 𝐴

to

are outsourced, and add a cost coefficient

𝜆𝑖

We use the decision variable

𝑖

to represent the cost of outsourcing a trip.

𝑤𝑖

for

The cost

𝜆𝑖

is flexible,

and can be chosen to be proportional to the number of requests or the total travel
distance in trip

𝑖,

for example.

In cases where outsourcing is not a policy of the

paratransit agency, one should set

𝜆𝑖

to be an appropriately large value so as to

discourage outsourcing. If there are any trips that cannot fit in the itineraries, the
requests in these trips could be inserted as a post-processing step.
The second change to the formulation addresses the heterogeneity due to the
different vehicle types (e.g. van, sedan), service providers, and driver shift start and
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end times. If the number of different vehicle type-provider-shift tuples is small, the
heterogeneity can be modeled by expanding the

y

and

z

variables from two to three

indices, with the third index indicating the vehicle type-provider-shift. However, in
practice, the number of tuples can number in the hundreds or more, which rendering
a three-index model intractable.

We will strike a balance between expansion and

aggregation by using the third index to indicate the vehicle type-provider, and treating
the driver shift start and end times in an aggregated way.
The vehicle type-providers will be indexed by

𝑘 = 1, . . . , 𝐾 .

The notation

𝒜𝑘 ⊂

{1, . . . , 𝐴} will be used to indicate the subset of trips that can be satisfied by a vehicle
𝑘,

of type-provider

and

𝒜𝑘 (𝑡) ⊂ 𝒜𝑘

must be fulfilled during time

𝑡.

will be used to indicate the subset of trips that

Namely,

𝒜𝑘 (𝑡)

is defined as follows:

𝒜𝑘 (𝑡) = {𝑖 ∈ 𝒜𝑘 | 𝑢𝑖 ≤ 𝑡, ℓ𝑖+𝐴 ≥ 𝑡}.
𝒜𝑘 (𝑡)

𝑡

can be defined for all

we will denote as
provider

𝒯.

in the set of unique shift start and end times, which

Similarly,

𝑘 = 1, . . . , 𝐾

𝑉𝑘

will denote the total number of vehicles of type-

available at time

number of vehicles of type-provider
The node set

𝒱𝑘TCP ⊂ 𝒱 TCP

for

𝑘

𝑡,

𝑉𝑘 (𝑡)

and

available at time

𝑘 = 1, . . . , 𝐾

𝑡∈𝒯

for

will denote the total

𝑡.

is defined as

𝒱𝑘TCP = {0, 2𝐴 + 1} ∪ 𝒜𝑘 ∪ {𝑖 + 𝐴 | 𝑖 ∈ 𝒜𝑘 },
and the edge set

ℰ𝑘TCP

for

𝑘 = 1, . . . , 𝐾

is defined as

ℰ𝑘TCP = {(𝑖, 𝑗) ∈ ℰ TCP | 𝑖 ∈ 𝒱𝑘TCP , 𝑗 ∈ 𝒱𝑘TCP }.
The decision variable

𝑘
𝑧𝑖,𝑗

a vehicle of type-provider

𝑦𝑖𝑘

for

𝑖 ∈ 𝒱𝑘TCP

type-provider

𝑘

and

for

𝑘

(𝑖, 𝑗) ∈ ℰ𝑘TCP

at node

and

travels from node

𝑘 = 1, . . . , 𝐾

(5.4)

𝑖

𝑘 = 1, . . . , 𝐾
to node

𝑗,

(5.5)

now indicates whether

and the decision variable

now indicates the arrival time of a vehicle of

𝑖.

With these modifications, the formulation for the TCP with labor constraints,
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which we call TCP-Labor, is as follows:

(TCP-Labor)

min

z,y,w

∑︁

𝐾
∑︁

(𝑖,𝑗)∈ℰ TCP

𝑘=1

∑︁

s.t.

𝑗:(𝑖,𝑗)∈ℰ𝑘TCP

𝑘
𝑐𝑖,𝑗 𝑧𝑖,𝑗

+

𝐴
∑︁

𝜆𝑖 𝑤 𝑖

(5.6a)

𝑖=1

𝑘
=
𝑧𝑖,𝑗

∑︁
𝑗:(𝑗,𝑖)∈ℰ𝑘TCP

𝑘
𝑧𝑗,𝑖

∀𝑖 ∈ 𝒱𝑘TCP , 𝑘 = 1, . . . , 𝐾,
(5.6b)

𝐾
∑︁

∑︁

𝑘=1 𝑗:(𝑖,𝑗)∈ℰ TCP
𝑘

∀𝑖 ∈ 𝒫 TCP ,

𝑘
𝑧𝑖,𝑗
= 1 − 𝑤𝑖

(5.6c)

(︀
)︀ 𝑘
𝑦𝑗𝑘 ≥ 𝑦𝑖𝑘 + 𝑏𝑖 + 𝑐𝑖,𝑗 𝑧𝑖,𝑗

∀(𝑖, 𝑗) ∈ ℰ𝑘TCP , 𝑘 = 1, . . . , 𝐾,
(5.6d)

∀𝑖 ∈ 𝒱𝑘TCP , 𝑘 = 1, . . . , 𝐾,

ℓ𝑖 ≤ 𝑦𝑖𝑘 ≤ 𝑢𝑖

(5.6e)

∑︁

𝑘
𝑧0,𝑖
≤ 𝑉𝑘

∀𝑘 = 1, . . . , 𝐾,

𝑖∈𝒜𝑘
(5.6f )

∑︁

∑︁

𝑖∈𝒜𝑘 (𝑡) 𝑗:(𝑖,𝑗)∈ℰ TCP

𝑘
𝑧𝑖,𝑗
≤ 𝑉𝑘 (𝑡)

∀𝑘 = 1, . . . , 𝐾, 𝑡 ∈ 𝒯 ,

𝑘

(5.6g)

∀(𝑖, 𝑗) ∈ ℰ𝑘TCP , 𝑘 = 1, . . . , 𝐾,

𝑘
𝑧𝑖,𝑗
∈ {0, 1}

(5.6h)

𝑤𝑖 ∈ {0, 1}

∀𝑖 = 1, . . . , 𝐴.
(5.6i)

Constraint (5.6b) is a combination of constraints (5.3b), (5.3c), and (5.3d), but does
not necessarily require that all nodes see nonzero inflow and outflow. Constraint (5.6c)
indicates whether trip

𝑖

is outsourced using the indicator variable

𝑤𝑖 ,

which is set to

1 if the trip sees zero flow. Constraints (5.6d) and (5.6e) are time window constraints
analogous to constraints (5.3e) and (5.3f).

Constraints (5.6f) and (5.6g) limit the

vehicles used to only those that are available in total and at each time point. Further
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constraints could be imposed on

w

to address concerns such as requests that cannot

be outsourced due to additional needs of the passengers, or limiting the amount of
total outsourcing.
As mentioned before, the solutions to TCP-Labor may not necessarily be feasible
for the specified shifts because TCP-Labor (5.6) deals with the shift times in aggregation. For example, a solution itinerary may actually stretch across two separate shifts
(say, a shift from 8am to 3pm and another from 3pm to 10pm). Postprocessing of the
solutions is required to produce feasible driver itineraries, and we propose a simple
and fast approach. First, we take each itinerary produced by the model and break
it into all possible sub-itineraries, down to the individual trips that were connected
together. Then, we can use these sub-itineraries as input to a set cover problem that
is traditionally used to in column generation approaches [115, 20].
TCP-Labor can also be seen as a way of quickly generating a large number of
high-quality columns. Agencies with more computational resources or time available
could consider solving TCP-Labor with a range of

𝜆𝑖

parameters, thus generating

even more variation among the columns produced.

5.4
5.4.1

Paratransit Decision-Making in Practice
Background of Operations

The RIDE is a paratransit agency that is operated by the Massachusetts Bay Transportation Authority (MBTA) and provides door-to-door shared rides to the greater
Boston area. It typically sees about 7,000 requests on weekdays and 3,000 requests
on weekends, which are the largest problem sizes we have seen in the literature. Requests for transportation must be submitted one to seven days in advance, which gives
enough time for driver routes to be computed and pickup times to be communicated
to passengers the night before.
Each request is categorized internally as either a pickup or an appointment, with a
20-minute time window allowed for pickups and a 40-minute time window allowed for
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appointments. Passenger travel times are mandated to be at most 30 minutes more
than the travel time experienced on public transit.

In our algorithm, we imposed

the stricter requirement that passengers should experience travel times at most 30
minutes more than that of a direct route by taxi (as opposed to by public transit),
which should provide passengers a higher-quality service.
In addition to time windows and maximum ride times, requests are also associated
with passenger types (wheelchair seats and/or ambulatory seats) and service animals.
The characteristics of the request determine what kind of vehicle is needed to service
the request. Requests that involve wheelchair-bound passengers, service animals, or
more than three ambulatory passengers must be serviced by vans; all other requests
can be serviced by sedans unless they are serviced along with enough other requests
that a van is needed for its capacity.

In the labor data provided to us, between

298 and 616 vehicles were available each day, with shift lengths ranging from four to
twelve hours.
The vehicles are operated by three different vendors, which partition the greater
Boston area into service regions and share the central urban core.

The individual

service regions are called North, West, and South, for their geographic locations
relative to Boston. For example, any requests within Newton, in the West region, are
serviced by a different provider than those within Quincy, in the South region. For
requests between individual service regions, such as those from Newton to Quincy or
vice versa, the passengers are dropped off at a pre-specified transfer point between
vendors.

The intention of this partitioning is to ensure that drivers are not taken

too far away from their home garage, so as to limit the amount of time spent driving
empty. The partitions and transfer points are set in advance and are exogenous to
our model, representing a constraint rather than a decision to be optimized.
The RIDE has recently begun outsourcing some requests to TNCs such as Uber
and Lyft. Despite the high costs of paratransit, TNCs are unlikely to fully replace
paratransit due to safety and privacy concerns; however, limited and judicious outsourcing can certainly help defray paratransit operating costs.
Given that requests for transportation must be submitted at least one day in ad-
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vance, it may appear that an algorithm that there are several hours available over the
course of the previous night for computation time. However, in practice, computation
time is much scarcer; practitioners may need additional time to modify or execute a
plan (or sleep). As such, our goal was to develop an algorithm that could run in half
an hour or less on Boston’s data, allowing practitioners plenty of time in case the
algorithm needed to be run again.

5.4.2

Day-Of Disruptions

Our focus thus far has been on addressing the deterministic optimization problem;
however, The RIDE’s operations in actuality do experience significant uncertainty. A
major source of uncertainty comes from cancellations, where passengers may opt to
cancel their rides after The RIDE has contacted them with their scheduled pickup and
dropoff times; on average, about 20% of requests are cancelled every day. Although
a reasonable strategy might be simply to skip the cancelled requests, such a strategy
might result in significantly less efficient routes, particularly if requests of longer travel
distance are cancelled. This was another motivation for developing an algorithm with
modest running times, so that it could be adapted for re-optimization.

5.4.3

Evaluating Paratransit Performance

The RIDE uses many metrics to measure its performance. Chief among these metrics
is

productivity,

which is defined as the number of requests served per hour.

The

denominator is measured as the total time that vehicles spend on the road between
first pickup and last dropoff. At the time of this writing, drivers for The RIDE are
paid only for the hours between first pickup and last dropoff, which are called

hours.

revenue

As such, productivity is a key driver of expenses at The RIDE. However, the

metric of

total hours

spent from garage to garage is naturally important to the driver,

since this represents the entire workday experienced by the driver. Another metric,

utilization,

is defined as the ratio of revenue hours to total hours, and is intended to

capture the driver’s desire to spend the bulk of his or her time generating revenue.

127

5.4.4

A Baseline Insertion Heuristic

We do not know the details of the algorithm that The RIDE currently uses for its
operations. As a baseline, we implemented an algorithm described in [89] that is based
on insertion heuristics. At a high level, this algorithm considers each request in order
of increasing pickup time, and for each request evaluates the potential vehicles that
could service the request before choosing the vehicle of lowest insertion cost. [89] also
describe some local exchanges that may be performed to further reduce costs, which
we did not implement because the base algorithm proved to be quite computationally
intensive on our problem sizes of several thousand requests.
The algorithm from [89] has been implemented in Maryland, and when we implemented it ourselves, we found that its performance metrics were comparable to those
reported by The RIDE. These two points lead us to suspect that the algorithm at
The RIDE is likely based on insertion heuristics as well.

5.5

Computational Results

In this section, we evaluate the performance of our algorithm on real-world data
provided by The RIDE, the paratransit agency operated by the Massachusetts Bay
Transportation Authority (MBTA) in the greater Boston area. We were given thirty
days’ worth of data between August and September 2018. For evaluation, we ran our
algorithm on a week of data from September 10, 2018 to September 16, 2018. The
week was chosen arbitrarily, but happens to correspond to a particularly high-volume
week.
In our experiments, advised by The RIDE, we set driving speeds to 8.3 miles per
hour in the core urban area and 13.5 miles per hour in outlying areas over weekdays,
and 9.8 miles per hour in the core urban area and 16.3 miles per hour in outlying areas
over weekends. These values are conservative, particularly during off-peak hours when
roads are less congested. When we constructed trips by solving the DARP (5.1), we
set the wheelchair and ambulatory capacities to van levels. Often, the van capacity
constraints were not binding; in our solutions, 36 to 41% of trips in the solutions

128

required vans, which comprised 64 to 69% of the vehicles available.
Our algorithm was implemented using the
tion package

JuMP

Julia

language [23] and the optimiza-

[83] using the Gurobi solver v8.1 [67].

The remainder of the computational section is outlined as follows.

In Section

5.5.1, we evaluate the performance of our clustering approach.

5.5.1

Evaluating Clustering

In the following experiment, we evaluate the performance of the clustering methodology proposed in Section 5.3.2 on medium- to large-sized graphs. Random requests
in subsets of varying sizes from 50 to 1,600 were selected from the weekday data,
between 9am and 3pm in the urban core. A typical weekday would have about 1,200
requests in this time frame and area.
for each problem size.

Ten sets of random requests were generated

The times and area were chosen since they represent peak

demand, when vehicle-routing problems should be harder to solve.
Shareability graphs were constructed on the random requests, and requests were
clustered and routed into trips according to the procedure outlined in Section 5.3.2,
capped at fifteen iterations. The objective value from our procedure was then compared to that obtained to a local search algorithm implemented with [63], as well as
to that of the single-iteration matching procedure of [114].

On the larger problem

sizes, [63] could run for an extremely long time; we capped its running time to be
roughly three times that taken for our procedure in order to see what solutions might
be produced in somewhat comparable running times. We also report optimality gaps
for problem sizes up to

𝑁 = 200, with the optimal solutions for each problem instance

computed using enumeration. For the

𝑁 = 200

instances, the edge sets

ℰ DARP

were

sparsified to include only the 50 nearest neighbors of each node; still, enumeration
could take two hours or more for each problem size due to the scale and the flexibility of the problem parameters such as time windows.

We chose to compute the

gaps through enumeration rather than solving a MIO problem since the gaps from
Gurobi could be quite large even on small problem sizes, possibly because of the lazy
constraints (5.1d).

The enumeration instances were scheduled as jobs on a cluster
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with Intel Xeon E5-2650 cores; each was given 4GB of memory. The remainder of
the experiments in this section were run on a laptop with an Intel i7-6500U processor
and 16GB of RAM.
Results from the various approaches on the random problem instances of varying
sizes are summarized in Table 5.2 and Figure 5-2.

The first column of Table 5.2

shows the number of requests sampled, the second column shows the method used,
the third column shows the mean objective (5.1a) value in minutes, the fourth column
shows the optimality gap for the problem instances for which the optimal solution
could be computed, the fifth column shows the number of trips that were in the
optimal solution, and the final column shows the running time in seconds (including
the time to build the shareability graph). Figure 5-2 shows the performance of the
various approaches against problem size.

On the y-axis, the objective value of the

best solution (“Shared Obj.”) is divided by the objective value of the solution where
all requests are fulfilled individually (“Unshared Obj.”), so that all problem sizes may
be plotted on the same graph. Note that because the objective is to minimize cost,
lower on the graph is better, and that the y-axis values should decrease as number of
requests increase since more requests should give more opportunities for improvement
from sharing vehicles.
From Table 5.2 and Figure 5-2, we can make a few observations around performance in objective value. Firstly, on all problem sizes, our method shows the strongest
performance, with improvement of 10.4% over [114] and 19.6% over [63] on the largest
graphs. Secondly, on the smaller problem sizes from

𝑁 = 50 to 𝑁 = 200, our method

produces near-optimal solutions with optimality gaps of small fractions of a percent.
Thirdly, although [63] shows strong performance at the lower problem sizes, it is
unable to find high-quality solutions in reasonable running times at

𝑁 =1,600,

𝑁 = 800

and

illustrating that even though metaheuristics are perceived as scalable al-

gorithms, they too can be overwhelmed by large problem sizes. By contrast, both our
method and [114] show stable performance at the largest problem sizes, illustrating
the power of a limited amount of enumeration to guide optimization towards highquality solutions. Of course, metaheuristics can benefit from more careful parameter
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tuning, and it is possible that such an approach could further improve [63]. However,
this offers yet another point of contrast to our methodology; ours requires no tuning,
and thus can be expected to have stable performance on different datasets.
An additional benefit to our method is that on the largest problem sizes, the
number of trips produced (𝐴) is lowered substantially, which will lead to smaller
problem sizes in the second step of connecting trips into itineraries. Finally, although
our approach naturally has a longer running time than that of [114], the running times
continue to be modest, only about four minutes for the largest problem instances of

𝑁=

1,600 requests, which could easily be sped up with parallelization.

Table 5.2: Performance summary for three different methods of clustering and routing

𝑁

requests into

𝐴

trips on random problem instances sampled from data from The

RIDE

Reqs.

𝑁

Method

Obj. Opt. Gap Trips 𝐴 Run. Time
(min)

1,143

0.2%

39

Santi et al.

1,157

1.3%

41

Google OR Tools

1,150

0.8%

35

2,169

0.5%

72

Bertsimas and Yan
50

Bertsimas and Yan
100

Santi et al.

2,217

2.7%

Google OR Tools

2,191

1.5%

63

4,289

0.4%
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Bertsimas and Yan
200

Santi et al.

4,453

4.3%

Google OR Tools

4,382

2.6%

Note.

1

0
3

2

0

7,835

–

8,302

–

269

1

Google OR Tools

8,143

–

228

26

14,835

–

407

26

Santi et al.

16,064

–

508

5

Google OR Tools

16,456

–

596

81

27,901

–

725

85

Santi et al.

31,123

–

971

20

Google OR Tools

34,704

–

1,369

258

Bertsimas and Yan
1,600

143

1

Santi et al.

Bertsimas and Yan
800

76

0

0

109
226

Bertsimas and Yan
400

(s)

For each problem size

𝑁,

9
8

the performance metrics are reported over ten

simulated graphs. For larger problem sizes

𝑁 ≥ 400,

we were unable to compute the

optimal solution, so we omit the optimality gap. min = minutes, s = seconds
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Table 5.3: Performance summary for various methods of clustering and routing
requests into

𝐴

Date

trips on one week of real data from The RIDE

Reqs.

𝑁

Method

Obj. Trips 𝐴 Run. Time
(hr)

Mon, Sep 10

6,600

Tue, Sep 11

6,783

Wed, Sep 12

7,437

Thu, Sep 13

7,408

Fri, Sep 14

7,026

Sat, Sep 15

3,494

Sun, Sep 16

3,096

Note.

Bertsimas and Yan
Santi et al.
Bertsimas and Yan
Santi et al.
Bertsimas and Yan
Santi et al.
Bertsimas and Yan
Santi et al.
Bertsimas and Yan
Santi et al.
Bertsimas and Yan
Santi et al.
Bertsimas and Yan
Santi et al.

hr = hours, min = minutes
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(min)

2,363

3,396

2,528

4,136

3.5

2,428

3,520

10.1

2,598

4,244

3.4

2,608

3,786

11.7

2,796

4,625

4.3

2,610

3,792

11.5

2,795

4,608

4.2

2,466

3,655

10.4

2,633

4,402

3.7

1,174

2,216

2.5

1,212

2,457

1,049

1,902

1,091

2,154

9.6

0.6
2.2

0.6

𝑁

Unshared Obj.

Shared Obj.

0.90

0.85

Method
Bertsimas and Yan
Google OR Tools

0.80

Santi et al.
Enumeration

0.75

0.70
50

100

200

400

800

1600

Requests
Figure 5-2: Performance of method in Section 5.3.2 against [63], [114], and enumeration on problem instances of varying size

We next use one week of real data to compare the performance of the various
approaches, with the exception of [63], for which we were unable to obtain highquality results in reasonable running times. The results are summarized in Table 5.3.
Overall, our method improves the objective by about 3% on weekends and 7% on
weekdays, and reduces the number of trips by about 10% on weekends and about
16% on weekdays.

The improvement is lower than in the random graphs of Table

5-2; this is because the most substantial gains from vehicle sharing are to be found
when demand is dense, while the entire dataset includes areas and times of sparser
demand.

Finally, both methods have acceptable running times for daily planning.

Although our method naturally takes longer, the running times of about two minutes
for weekends and several minutes for weekdays are quite modest, and could be sped
up even further by parallelization.
To summarize, our computational results on our clustering procedure have shown
the following:



Near-optimal performance on medium-sized graphs sampled from real data, and



Scalability to large problem sizes comprising thousands of requests, which cause
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trouble even for a competitive local search procedure.

These two characteristics are achieved by leveraging a framework that solves multiple
tiny instances of the DARP (5.1) before iteratively building up the problem sizes, using the solutions obtained in previous iterations as strong integer-optimization warm
starts.

5.5.2

Evaluating Trip Connection

Having evaluated the clustering method from Section 5.3.2, we now turn to evaluating
the step of connecting trips into driver itineraries, as described in Section 5.3.3. In
this next set of experiments, we evaluate the performance and running time of our
procedure on a week of data, and report key metrics used by paratransit agencies
from Section 5.4.3.
In the problem instances that follow, we set an outsourcing cost of
all costs measured in minutes.

𝑤𝑖 = 100, with

This high outsourcing cost was chosen to create a

more challenging and therefore interesting test case.
The trips summarized in Table 5.3 are still numerous and lead to large problem
sizes of over 100,000 variables on even the smaller weekend cases.

To reduce the

problem size, we connected trips to nearest neighbor trips if they were less than ten
minutes apart in driving distance, with at most five minutes of empty waiting time
between trips. On the trips generated from our method in Section 5.3.2, this reduced
the trip sets to about 2,300 trips on weekdays and 1,300 trips on weekends.

The

problem sizes for the reduced trip sets are shown in Table 5.4, both for the trips
generated from our method as well as for the trips generated from [114]. On average,
our clustering method produced TCP (5.6) instances about 18% smaller than [114].
Although such an approach might naturally introduce some suboptimality, these
reduced problem sizes allow us to find solutions within reasonable running times. On
the full trip set for the smaller weekend cases, we were unable to find high-quality
solutions within the five minutes that we allotted to solve the TCP (5.6), and even
after an hour of computation time we were unable to improve upon the performance
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of the reduced solutions.
Table 5.4: Model sizes for TCP (5.6) on different clustered trip instances from one
week’s worth of real data

Date

Reqs.

𝑁

Mon, Sep 10

6,600

Tue, Sep 11

6,783

Wed, Sep 12

7,437

Thu, Sep 13

7,408

Fri, Sep 14

7,026

Sat, Sep 15

3,494

Sun, Sep 16

3,096

Note.

Method
Cluster BY-BY
Cluster S-BY
Cluster BY-BY
Cluster S-BY
Cluster BY-BY
Cluster S-BY
Cluster BY-BY
Cluster S-BY
Cluster BY-BY
Cluster S-BY
Cluster BY-BY
Cluster S-BY
Cluster BY-BY
Cluster S-BY

Trips 𝐴 Variables Constraints
2,169
79,815
16,965
2,396

101,091

20,642

2,244

82,091

17,056

2,440

101,851

21,642

2,425

89,894

18,762

2,650

112,242

22,839

2,376

87,921

17,816

2,617

112,755

21,221

2,326

91,584

19,045

2,554

110,566

23,175

1,402

37,548

9,836

1,464

41,672

10,163

1,238

32,541

8,420

1,310

39,363

9,826

“Cluster BY-BY” refers to the TCP (5.6) run on the trips generated according

to Section 5.3.2. “Cluster S-BY” refers to the TCP (5.6) run on the trips generated
using [114].

Performance metrics for our algorithm are summarized in Table 5.5.

For com-

parison, our full procedure (“Cluster BY-BY”) is compared against the TCP (5.6)
run on the trips generated using [114], as well as the insertion heuristic described in
5.4.4. Relative to the insertion heuristic, which is our approximation of the algorithm
currently used at The RIDE, we improve productivity by 30 to 40%. The gains of
about 3% on weekends and 7% on weekdays that we saw in the clustering step relative to [114] lead to improvements in productivity by about 6% on weekends and 11%
on weekdays. This suggests that any improvements in the first clustering step could
be compounded in the connection step, possibly because when there are fewer trips,
fewer empty vehicle hours are needed to connect them.
All three methods keep outsourcing roughly at the desired threshold of 10% of
requests or less, with our clusters outsourcing 7.4%, the [114] clusters outsourcing

135

7.6%, and the insertion heuristic outsourcing 10.8%. Productivity generally should
increase as the number of requests outsourced increases, since ill-fitting requests will
not be forced into driver itineraries. Therefore, it is notable that our full procedure
achieves higher productivity metrics while outsourcing fewer requests than the other
two approaches.
Table 5.5: Performance summary for TCP (5.6) on different clustered trip instances
from one week’s worth of real data, as well as an insertion heuristic

Date

Reqs.

𝑁

Method

Prod.
(reqs./hr)

Cluster BY-BY
Mon, Sep 10

6,600

6,783

7,437

7,408

Insertion heuristic

1.46

739

0.88

2.03

440

0.83

Cluster S-BY

1.83

490

Insertion heuristic

1.47

733

7,026

3,494

Note.

3,096

0.83

566

Insertion heuristic

1.54

866

0.88

0.86

2.07

532

0.84

Cluster S-BY

1.87

544

0.86

Insertion heuristic

1.54

828

0.88

2.07

553

0.84

Cluster S-BY

1.86

611

Insertion heuristic

1.53

876

0.88

0.85

1.98

287

0.87

Cluster S-BY

1.88

293

0.87

Insertion heuristic

1.52

282

0.90

2.02

198

0.85

Cluster S-BY

1.89

197

0.86

Insertion heuristic

1.49

Cluster BY-BY
Sun, Sep 16

594

0.85

0.88

1.88

Cluster BY-BY
Sat, Sep 15

2.09

0.85

Cluster S-BY

Cluster BY-BY
Fri, Sep 14

0.83

481

Cluster BY-BY
Thu, Sep 13

503

1.84

Cluster BY-BY
Wed, Sep 12

(reqs.)

Cluster S-BY

Cluster BY-BY
Tue, Sep 11

2.03

Out. Util.

196 0.89

“Cluster BY-BY” refers to the TCP (5.6) run on the trips generated according

to Section 5.3.2. “Cluster S-BY” refers to the TCP (5.6) run on the trips generated
using [114]. The insertion heuristic is similar to that implemented by [89]. Prod. =
productivity, Out. = outsourced, Util. = utilization

Finally, the running times for our methods are shown in Table 5.6. For the clusterbased methods, the total running time is broken into the first clustering step and the

136

second trip connection step. The total also includes some extra processing time that is
not included in the “Cluster” and “Connect” columns, which is why the “Total” column
is greater than the sum of the previous columns. For the trip connection step, a time
limit of five minutes was imposed on Gurobi.

Most of the weekday instances on

the [114] clusters did not solve to optimality, but the maximum optimality gap we
obtained was a modest 0.03%. In all cases where the running time was less than five
minutes, the model was solved to optimality.

For the insertion heuristic, running times are reasonable for daily use, with of
several minutes for weekends and about half an hour for weekdays.

However, the

heuristic still lags our method in total running time because of the computational
expense incurred from evaluating a large number of potential insertions per request.
As discussed before in the results of Table 5.3, our clustering method naturally takes
longer than that of [114] because of the increased iteration count.

However, our

clustering method also produces smaller model sizes, which then leads to reduced
running times in the trip connection step.

The total increase in running time for

our clusters versus those from [114] is then modest, amounting to only two or three
minutes in running time. Regardless of which clusters are used, the reported running
times of less than twenty minutes for weekdays and less than five minutes for weekends
are practical for daily use, and could be sped up even further by parallelizing the first
clustering step.

To summarize, we have presented a tractable cluster-then-route algorithm based
on integer optimization that substantially improve on the algorithms currently used
in practice. When run on clusters from [114], our method improves upon the insertion
heuristic by 21 to 27%, and when run on clusters using the methodology in Section
5.3.2, this improvement jumps to 30 to 40%. We are able to solve problems of several
thousand requests in under five minutes for weekends and under twenty minutes for
weekdays, and these running times could be improved even further with parallelization. In the next section, we will discuss how this tractability allows for adaptation
of the algorithm for re-optimization in the face of uncertainty.

137

Table 5.6: Running times for TCP (5.6) on different clustered trip instances from one
week’s worth of real data, as well as an insertion heuristic

Date

Requests 𝑁 Method
Cluster BY-BY

Mon, Sep 10

6,600

Cluster S-BY
Insertion heuristic
Cluster BY-BY

Tue, Sep 11

6,783

Cluster S-BY
Insertion heuristic
Cluster BY-BY

Wed, Sep 12

7,437

Cluster S-BY
Insertion heuristic
Cluster BY-BY

Thu, Sep 13

7,408

Cluster S-BY
Insertion heuristic
Cluster BY-BY

Fri, Sep 14

7,026

Cluster S-BY
Insertion heuristic
Cluster BY-BY

Sat, Sep 15

3,494

Cluster S-BY
Insertion heuristic
Cluster BY-BY

Sun, Sep 16

3,096

Cluster S-BY
Insertion heuristic

Note.

Running Time (min)
Cluster

Connect

Total

9.6

2.4

15.5

3.5

5.0

13.5

–

–

23.9

10.1

2.6

3.4

16.8

4.7

13.2

–

–

25.3

11.7

2.0

18.5

4.3

5.0

16.0

–

–

30.0

11.5

2.4

18.2

4.2

5.0

15.7

–

–

30.6

10.4

1.4

3.7

15.8

5.0

14.3

–

–

28.0

2.5

0.6

4.8

0.6

0.8

3.7

–

–

6.2

2.2

0.3

3.5

0.6
–

0.3

2.1

–

5.8

“Cluster BY-BY” refers to the TCP (5.6) run on the trips generated according

to Section 5.3.2. “Cluster S-BY” refers to the TCP (5.6) run on the trips generated
using [114]. The insertion heuristic is similar to that implemented by [89]. The
“Cluster” column is reproduced from Table 5.3. The “Connect” column refers to
solving the TCP. The “Total” column is the total running time. For the two
clustering methods, this total includes extra computation time for data processing.
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5.5.3

Tractable Re-Optimization

A major source of uncertainty in The RIDE’s operations comes from cancellations.
On average, about 20% of requests are cancelled every day. These cancellations pose
a particular issue when they occur after the plan has already been computed and
passengers have been promised their expected pickup times, locking in the requests
and reducing operating flexibility.

Fortunately, the majority of cancellations still

occur early enough to allow paratransit agencies to react.
A simple strategy for reacting to cancellations might be to perform the itineraries
as planned, skipping any cancelled requests along the way. Although this strategy is
easy to compute and execute, it may lead to substantial vehicle empty hours, which
will still be paid for by the paratransit agency.

Clearly, re-optimization can help

improve operating efficiency and thereby lower costs.
In our re-optimization procedure, we shrink the pickup time windows to be within
five minutes before or after the promised pickup times, while also respecting the
original time windows. We then rerun our algorithm from scratch on this updated
request data, excluding the cancelled requests.

Admittedly, there might be other

constraints to consider in re-optimization, such as if certain drivers have been already
promised a number of working hours. We omit such considerations from our stylized
example and assume that the operator is adaptable.
Our standard metrics of productivity and outsourced requests are reported in
Table 5.7 for both the skipping and re-optimization strategies. In addition, we report
the fraction of time between first pickup and last dropoff that cars spend empty.
Comparing the values in Table 5.7 to those for the problem without cancellations in
Table 5.5, we see that the 20% cancellation rate leads to a corresponding 20% drop in
productivity for the skipping strategy. Although the shrunken pickup time windows
prevent re-optimization from fully achieving the original productivity metrics, we are
still able to cut the losses in productivity from 20% to about 5%. These improved
productivity metrics are achieved while also outsourcing about 24% fewer requests
than in the skipping strategy. Both metrics reflect that re-optimization makes more
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efficient use of the available resources, with vehicles spending about 7% less time
empty.
Table 5.7: Performance of re-optimization as compared to a simple procedure that
skips cancelled requests

Date

Reqs.

𝑁

Productivity
Skip

Mon, Sep 10

6,600

1.62

Re-Opt
1.93

Outsourced
Skip

Re-Opt

Frac. Empty
Skip

420

309

0.194

Re-Opt
0.121

Tue, Sep 11

6,783

1.63

1.92

343

305

0.186

0.116

Wed, Sep 12

7,437

1.67

1.96

480

343

0.194

0.121

Thu, Sep 13

7,408

1.65

1.94

433

315

0.193

0.118

Fri, Sep 14

7,026

1.66

1.95

443

333

0.201

0.125

Sat, Sep 15

3,494

1.58

1.88

231

178

0.247

0.163

Sun, Sep 16

3,096

1.62

1.94

152

122

0.222

0.146

Our results illustrate that the benefit of a tractable routing algorithm lies not
solely in advance planning, but also enables significant mitigation of losses from uncertain disruptions.

We examined a stylized case to illustrate the effectiveness of

re-optimization in reacting to request cancellations, and believe re-optimization will
prove useful in other situations such as unexpected traffic or vehicle breakdown.

5.6

Conclusion

In this chapter, we have presented a tractable algorithm for solving large-scale diala-ride problems for paratransit.

Our approach follows the framework of clustering

requests, solving routing problems on these clusters to produce a set of trips, and
then connecting trips into driver itineraries while respecting labor constraints. The
goal was to produce high-quality solutions in reasonable running times for daily planning. To this end, we described a clustering procedure that performs local improvements that are guided by insight from optimization, and formulated a trip connection
problem that generated hundreds of driver itineraries in minutes. Our optimization
models also allow for outsourcing requests to external TNCs.
On real-world datasets from Boston, we were able to produce solutions in under
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twenty minutes for problem sizes of several thousand requests, and we report improvements in productivity of over 30% relative to an insertions-based algorithm that
is used in practice. The tractability of our algorithm also makes it suitable for reoptimization in the face of uncertainty, and we demonstrate its efficacy on a routing
problem with cancellations. With this work, we aim to show that stronger algorithms
will go a long way to making paratransit affordable, and that essential government
services need not come at inordinate cost.
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Chapter 6
Conclusion

In this thesis, we have studied various aspects of data-driven decision-making in public
transit.
Chapter 2 was concerned with origin-destination demand estimation using aggregated station entrance and exit counts. We formulated a quadratic optimization
model that imposed physical properties on the estimation such as smoothness over
time and space, flow symmetry, and satisfaction of the input data. Our model was
able to accurately recover large-scale origin-destination demand matrices from Boston,
New York, and San Francisco, as compared to a maximum entropy baseline.
Chapter 3 addressed transit network design to maximize ridership subject to a
budget constraint, which required modeling of commuter preferences.

New transit

lines were generated using column generation, an approach that was demonstrated
through application on demand for buses in Boston.
Chapter 4 took the design of the transit network as fixed, and coordinated frequencysetting and pricing in order to minimize congestion while also accounting for commuters’ response to both types of decision-making.

Our frameworks incorporated

commuter choice models and were solved using first-order methods on multimodal
cases in Tokyo and Boston.
Finally, Chapter 5 focused on commuters outside of the main fixed-route system:
namely, paratransit users who cannot use fixed routes due to disability. We developed large-scale optimization approaches for routing a fleet of vehicles to satisfy sev-
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eral thousand transportation requests subject to labor constraints, and demonstrated
improved efficiency and tractability on Boston data.
Together, these chapters illustrate the widespread application of optimization in
problem settings ranging from estimation to strategic and tactical decision-making.
We hope that the effective application of such data-driven models will lead to improved operations in urban transit, as well as broader impact in other problems of
societal interest.
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