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Abstract

Abstract interpretation of computer programs is an active area of research in program synthesis
[11] that involves learning the behavior and characterization of programs given a sequence of in-
puts/output examples for the program. One aims to learn as much about a program as possible
with very little information on the inputs and outputs the program generates. Abstraction helps
in understanding the semantics, which is the mathematical characterization of the behavior of a
computer program. This project aims to model a composite set of encoder-decoder neural networks
that can learn a sequence of transformations which convert a speci�c program input to an output,
and from that infer which sequence of transitions one can use to generate an output from a given
input. A speci�c use case we explore is to take an image or a speci�c property of the image .eg.
texture and apply a sequence of image transformations to produce an output image/texture, can
one learn the sequence of transformations that converts the input image to the output image given
only the input/output image pair? In the image domain of this abstract interpretation problem, we
want to be able to learn the correct sequence that will transform an input image to its correspond-
ing output image and from that infer which image transformations can be generated by training an
encoded image through di�erent blocks that correspond to di�erent transformations. We expect
that an image produced from a given sequence of transformations also has a high probability of
being found in the set of images generated from the encoder-decoder network where each block is
a neural network trained for a speci�c image transformation on a set of images.

Thesis Supervisor: Armando Solar-Lezama
Title: Professor of Electrical Engineering and Computer Science
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Preface

In recent times, program synthesis [21][22] has become an exciting area of research in computer

science which combines various �elds, predominantly programming languages and arti�cial intelli-

gence. Program synthesis helps to automate reasoning and makes programming more automated

rather than a tedious mechanic process. But also we can make use of this modeling process in-

volved in programming to predict the behavior of programs by building learning systems that have

predictable behavior. From this, we see that there are two sides to the story that we can bene�t

from. On one hand, you want to be able to write less code and still remain e�ective and correct, but

on the other hand you do not want to lose any relevant information required for a program. This

was at the core of research done in the PhD dissertation of Armando Solar-Lezama in developing

the sketch language [12]. This introduces the sketching approach to program synthesis. Sketching

is the concept of "bridging the gap" between a programmer's high level insights and the low level

details the computer program is privy to [12]. The idea behind sketching is to leave the low-level

details to an automated synthesis [24] procedure to infer by providing a high level partial program

which has holes in it (where holes are incomplete parts of the program implementation). The job

of the synthesizer [25] is to solve the program. From that we can see that it is possible to auto-

mate a computer program and still produce correct results by having high level information of the

program. Then comes an important question, what information is needed for a computer program

to correctly solve a problem or produce correct results for a given task? How do we know that a

synthesizer actually used the right procedure in solving a speci�c task? Did the synthesizer adhere

to the program's constraints? Does the program produce the right results when used in solving a

problem? We can �nd answers to these questions if we can exhaustively search the program space

and �nd the convex set of items, ie. parameters, constraints and steps a program undergoes in the
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transition from input to its output. With this comes the concept of abstractions [38].

An abstraction is the minimal set of properties that a program can be reduced to. An abstraction

is basically the summary of a program. If we were to reduce the program to it's simplest form,

what will be super
uous and what will stay? What does this program need to work that it cannot

do without and needs to always be present. If we can exhaustively search a program space, we can

reduce the program to its abstraction and deduce the convex set of transformations that converts

an input to a given output. That is the main goal of this project, we want to be able to abstract the

correct sequence of transformations that converts an input to an output. This can be done in many

di�erent domains, text, image, sound etc. The domain we deal with here is 2D grayscale images,

but the approach can be applied to any other domain. The general idea is that given an input/out-

put pair, can one infer the sequence of transformations for the pair? And if that is possible, can

we go further to characterize the outputs for each transform sequence? If we can generate a family

of outputs, we can use that to select desired sequences that produce the best set of outputs for a

given program. So, in the image domain we can then produce a sequence of transformations that

can be trained to produce good image textures which is then great because these textures can be

used for video gaming environments among all the good things quality textures can do in computer

graphics.
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Chapter 1

Introduction

1.1 Overview

We are interested in the problem of synthesizing textures using a pipeline of geometric image

transformations. We want to be able to use abstract interpretation to characterize the relationship

between input/output texture sequences where the inputs are randomized images and the outputs

are textures generated from the pipeline of transformsT1; ::::; Tn . But to do that, we ought to see

if we can actually generate the sequence of transforms that converts a randomized grayscale input

to an output texture. We therefore introduce a CNN-LSTM network that can predict a sequence

of image transformations that convert an input image to an output texture. The problem we look

to address is outlined below:

Given a set of inputs and outputs produced by a pipeline composition of transforms

T1; ::::; Tn , each of which is parameterized by some real valued parameters. Is it possible

to reconstruct the pipeline T1; :::::; Tn?. The approach we utilize in solving this problem is to

train a CNN-LSTM network that captures the behavior and internal representation of Ti for all

parameter values. This allows us to search for the composition without having to search for the

parameters simultaneously. The CNN-LSTM network has a CNN encoder that learns the features

of the textures, it then has a block of LSTM networks each connected to a word embedding.

The word embeddings are a representation of the descriptions of the transform sequences. The

word embedding then inputs the word that denotes each transform to the LSTM. The LSTM then

outputs the word that denotes the transform for that speci�c word embedding. With this, we have
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a framework that consists of LSTM blocks connected to word embeddings whose collective role

is to decipher the the transform sequence that best describes the feature vector it gets from the

encoder network. We start by motivating the problem, we explain the reason we need to do this by

showing what each of the image transformations look like when applied to real world images and

also to the textures we generate. From that, we go on to show how humans perform in identifying

the transform sequences that create these textures, we then introduce the CNN-LSTM network

and the pipeline it uses in predicting transform sequences. We �nally show some good, average and

bad cases of the network's performance on a set of randomly sampled textures.

1.2 Problem Statement

A computer program can be de�ned as a speci�c set of instructions that perform a given task

when executed by a computer. In this project, we de�ne a program as a set of instructions that

converts a randomized input image to an output texture, where the set of instructions is a set of

transformation sequences.

In this domain, a program is a sequence of geometric 2D transformations that convert an input

image to an output image. Thus an image is fed into a sequence, and the image is transformed by

each element in the sequence till the last element in the sequence. Thus

Progˆ I in � I out • � T1 � T2 � T3 � ::::: � Tn (1.1)

From this, we see that an input image,I in will be transformed by T1 to produce OˆT1• , OˆT1• will

then be fed as input to T2, this will then produce OˆT2• , OˆT2• is then fed as input to T3, and

produce an imageOˆT3• , this continues till �nally OˆTn� 1• is fed into Tn and producesTn which

is equal to I out .

We ought to note that all members of a transform sequence are not necessarily distinct. We can

have a program where the transform sequence is ann length sequence of the same transform.

Thus Ti � 1 � Ti � Ti � 1. Also, in the program sequence, the order in which transforms appears is

important, a blur � rotate might not necessarily be the same as a rotate� blur. With this concept of
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a program in place, we now see why there might be a need for neural networks. Of course one can

argue that if we expose any subject with a reasonably improved cognitive system to a reasonable

level of familiarity with each of the transforms, the subject will be able to at least guess the right

sequence of transforms that converts an input texture to an output texture. That is possible, but

also we ought to realize that since we impose a further constraint that consecutive transforms in

a sequence are not distinct from each other, with an increased program size, even subjects with

advanced cognitive abilities and advanced knowledge of geometric image transformations will �nd

it hard to crack the right sequence even if the length of the sequence is exposed to them. For

example, if we say the program is a sequence of length, 10, we have solved one problem for the

subject, but also although the subject might be able to identify which transforms are present, what

is the right order in which they appear and what number of each of the transforms is present in

each of the 10 spots? This is a further step that proves a bit di�cult for humans because we have

to consider all the k10 possible permutations possible with repetition, wherek is the number of

transforms. But for a machine, if we expose it to as many sequences as possible, it can do some

learning on its own to deduce the right transform sequences.

We can then say that, in the context of this project, a program is a composite set of image

transformations that converts an input image into an output texture.

1.3 Summary of Results

We provide two main �ndings in this project. First we carry out a psychophysics experiment to see

how well humans do in a sequence prediction task. We use that as a baseline which we compare to

an encoder-decoder CNN-LSTM network that can predict a sequence of transforms that converts an

input image to an output texture. We show the results of the psychophysics experiment in Fig 4.11

and tables 4.1, 4.2, 4.3, 4.4. We �nally show the results from the CNN-LSTM network in tables

5.1, 5.2, 5.3. We see that humans can indeed identify transform sequences that create a given

texture if they are familiarized with what the transforms look like individually. But humans mostly

do it with guessing as the transform sequences get larger and larger, everything seems to jumble up

in their minds and they veer o� from any `strategy' they had in place to identify the sequences and

go with their instincts and what looks like the most probable result. A neural network on the other
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hand will learn the internal representation of the textures and form a relation between textures and

sequences that create them. We can say that the neural network has a consistent strategy in place

for predicting sequences and no matter how large the length of the sequence is, (although it might

not get the right sequence or it might get some part of the sequence and preserve or not preserve

the order of transforms in the sequence), as opposed to humans, the CNN-LSTM does not result

to guessing.
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Chapter 2

Background

2.1 Abstract Interpretation

In computer science and program synthesis, abstractions help in characterizing outputs without

having knowledge of the full program that acts on the inputs to produce the outputs. In abstract

interpretation, one ought to de�ne abstract states, abstract states provide a symbolic representation

of concrete states. One also has to de�ne the program's semantics that link the concrete states

to the abstract states. It is important that abstraction functions are modeled with a lattice, for

example the lattice for the abstraction functions for negative and positive integers will be—which

can contain all elements in the lattice, – which contains no elements in the lattice, � which has

negative elements in the lattice and � which has positive elements in the lattice. The abstract

and concrete domains are related by their respective abstraction and concretization functions. The

concretization function will be the set of all concrete states that a particular abstract state can be

found in. The abstraction function will then map elements or sets of elements to the best abstract

state that contains them, where best means lowest in the lattice. The lattice moves across a program

in a top-down fashion where– has no information about the program and—has all the information

about the program. Thus as we move from the top of the program to the bottom, we accumulate

more information about the program. This is known as the ascending chain property [63]. At

each program point, one can compute an abstract state whose concretization overapproximates

the set of states that could occur at that program point. If we assign top —to every program

point, we give every program point too much information than it might actually have which is an
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overapproximation, but we don't want that, we want the abstract set to be as precise as possible

in getting information about the concrete program. We can do this by initializing all program

points but the entry point to –, at the entry point, the abstract state is initialized to approximate

the set of possible initial states for the program. For each basic program block, we compute an

output state given an input state. At program points where the output of two di�erent basic blocks

converge, the analysis computes the least upper bound of the two incoming states. This is known

as the meet over paths solution [64]. Each time a basic program block is executed, its output is

potentially updated, and every time the input to a basic block changes, the basic block is executed

again. For a �nite bounded program, the algorithm converges and every element in the abstract

space will have its correct abstract interpretation.

We can take speci�c examples such as the set of integersI 8f -ª ; �ª • , we can reduce it to an

abstract space where each integer is only seen as positive or negative. So it does not matter how

large an integer is, in our abstract space all we care about is whether an integer is positive or

negative. In the domain of real numbersR, natural numbers N, we can choose an abstraction

function that will map members of these sets from their concrete space to an abstract space. Given

an abstraction function AF that operates on a setS, whereAF ˆS• �@—; � ; � ; – A, if you apply this

abstraction set to the set of real numbersR, we take all numbers in the set to a new abstract space

where each number is either seen as negative or positive. Hence we get:

AF ˆR• � `—; � ; � ; –e; AF ˆ I • � `—; � ; � ; –e; AF ˆN• � `—; � ; � ; –e (2.1)

We can further de�ne these abstractions in a more formalized manner below:

AF ˆ i • � signˆ i • ; ¦ i >R;

AF ˆ i • � signˆ i • ; ¦ i >I ;

AF ˆ i • � signˆ i • ; ¦ i >N

(2.2)

We now begin to see how this is helpful, in the abstract space, we have extracted only the infor-

mation we want about each of the sets, we do not care about how big or clumsy a number is, for
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example, in the setR, we can abstract all elements in the set and nasty numbers become simpler to

deal with in the abstract space, the golden ratio�  which is 1�
º

5
2 � 1:6180339887:::: will become

simpler to deal with, it becomes� in the abstract space! �  becomes� in the abstract space. We

see that no matter the number you pick and how cumbersome or nasty it is, the abstract function

only cares whether it is positive or negative, which is really cool.

We can look at another abstraction function on the set of integersI , we choose the abstraction

function such that ¦ i >I :

AF ˆ i • �

¢̈
¨̈̈
¨
¦
¨̈̈
¨̈
¤

EV EN ; if i %2 � 0

ODD ; if i %2 � 1
(2.3)

This abstraction function maps all i > I to an abstract space where we only care whetheri is even

or odd.

We can also create another abstraction function onI such that ¦ i >I :

AF ˆ i • �

¢̈
¨̈̈
¨̈̈
¨̈̈
¦
¨̈̈
¨̈̈
¨̈̈
¤̈

EV EN ; if i %2 � 0

0 ; if i �� 0

ODD ; if i %2 � 1

(2.4)

Let's look at another abstraction function that maps all integers I to an abstract space where they

are divisible by 3 or not. We can recognize that if a number is divisible by 3, this means it is a

multiple of 3. That means that if you multiply 3 by itself for a �nite number of times you should

get that number. Hence the number divided by 3 should be 0. We can get the abstraction function

¦ i >I to be:

AF ˆ i • �

¢̈
¨̈̈
¨
¦
¨̈̈
¨̈
¤

DIV ˆ3• ; if i %3 � 0

DIV ˆ3• ; if i %3x 0
(2.5)

From all these abstraction functions, we realize that what abstractions do is they allow us to extract

information about anything we want into a simpler form for whatever task we want to deal with.

This is what makes abstractions useful for generating textures. If we can abstract information
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about the useful components that helps us generate good textures, we can drastically reduce our

search space to only the transforms we really need for generating quality textures.

2.2 Program Search

We can look at other studies that utilise the concept of abstractions and program searching on in-

put/output examples. In Wang et. al, [1] they build on recent research that involves automatically

synthesizing programs from input/output examples. This technique is a growing area of current

research known as programming by examples. An example is synthesizing string and format trans-

formations [2][3]. This can help automate many programming tasks for end-users hence the reason

programming by example is currently a rich area of research. One of the most important problems

in programming synthesis [55] is handling a wide range of search space. Even in cases where one

can choose to use a small domain-speci�c language(DSL), a synthesizer might still have to explore

numerous programs until it satis�es given constraints for a speci�c set of inputs and outputs.

Initial approaches to programming abstractions demonstrate a more scalable general purpose syn-

thesis algorithm which uses the abstract semantics of DSL constructs rather than their concrete

semantics. This is built on the idea that one can reduce the size of the search space by exploiting

the similarities in the input/output behavior of programs. With that in mind, one can consider two

programs to belong to the same equivalence class if they produce the same abstract output on the

same input. Given an input example, initial synthesis algorithms symbolically execute programs

in the DSL [42] using their abstract semantics and merge any pair of programs that have the same

abstract output into the same equivalence class. The algorithm then looks for a program whose

abstract behavior is consistent with the user-provided examples. Because two programs that do

not have the same input/output behavior in terms of their concrete semantics may have the same

behavior in terms of their abstract semantics, this approach has the potential to reduce the search

space size in a more dramatic way. An implication of such an abstraction-based approach is that

the synthesized programs may now be authentic enough such that a program that is expected to

be consistent with the provided examples based on its abstract semantics may not actually satisfy

the examples. Wang et al's synthesis algorithm iteratively eliminates such spurious programs by

performing a form of counterexample-guided abstraction re�nement: Starting with a coarse initial
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abstraction, they �nd a program P that is consistent with the input/output examples with respect

to its abstract semantics. If P is also consistent with the examples using the concrete semantics,

the algorithm returns P as a solution. Else, they re�ne the current abstraction, with the goal of

ensuring that P and other potentially spurious programs are no longer consistent with the speci�-

cation using the new abstraction. The re�nement process continues until they either �nd a program

that satis�es the input/output examples, or prove that no such DSL program exists. Other neu-

ral based search methods for program synthesis are Vijayakumar et al [58], where they suggest a

hybrid synthesis technique which combines symbolic logic and statistical models. They are able

to produce programs that satisfy given speci�cations by construction and their model generalizes

well on unseen examples like that of data-driven systems. There are also more traditional synthesis

systems that rely on deductive logic techniques [2][5] which are mostly hand-engineered or purely

statistical models that need massive amounts of data [59][60][61].

With this notion of abstraction and trying to search a program for components that satisfy certain

input/output sequences, we can then ask questions like: if a program goes through a sequence of

transformations that converts it from an input to an output, how do we know the speci�c sequence

of transformations and the order in which they occurred? And also if we know the correct sequence

in which this transformation occurs, can we try to minimize any spuriosity and also predict in-

put/output sequences that do not fall in the domain of outputs that can be generated by a speci�c

input? This is the main motivation behind extending the concept of abstractions to a more speci�c

domain where we can learn a set of vector spaces which are neural networks that correspond to

speci�c transformations and see if we can use that to predict with high probability the sequence of

transformations an input undergoes to produce an output.

2.3 LSTM

A Long Short-Term Memory network popularly known as LSTM is a special type of recurrent

neural network which makes it feasible to recollect past events in memory. It is also able to resolve

vanishing gradient problems present in most RNNs [65]. When an LSTM network is given time

lags of unknown durations, it is able classify, process and predict the time series by training the

model using back-propagation. An LSTM has 3 main gates. The input, output and forget gates.
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The role of the input gate is to �gure out which input should be used in modifying memory. The

popular functions used for the input gate are the sigmoid function and the hyperbolic tangent

function. The sigmoid function bounds sigmoid values to� 0; 1� . The hyperbolic tangent function

tanh gives weightage to input values and assigns an importance to these values in the range� � 1; 1� .

We outline the equations the input gate uses in (2.6).

i t � � ˆWi � � ht � 1; x t � � bi •

~Ct � tanhˆWC � � ht � 1; x t � � bC •
(2.6)

The forget gate decides the inputs that ought to be discarded from the LSTM block using the

sigmoid function. It does this by looking at the previous state(ht � 1) and the content input( X t ) and

outputs a value between 0 and 1 where 0 means omit the value and 1 means keep the value. This is

done for each number in the cell stateCt � 1. We outline the equations the forget gate uses in (2.7).

f t � � ˆWf � � ht � 1; x t � � bf • (2.7)

We �nally have the output gate. The output of the LSTM is decided by the input and the memory

of the LSTM block. A sigmoid function decides which values to let through in the range�0; 1� .

The hyperbolic tangent tanh gives the weightage to the values which are passed and decides their

level of importance in the range� � 1; 1� . The output of the network is the product of the output

of the hyperbolic tangent function tanh and the sigmoid function � . We outline the equations the

output gate uses in (2.8).

ot � � ˆWo� ht � 1; x t � � bo•

ht � ot � tanhˆCt •
(2.8)

2.4 Word Embeddings

A word embedding is a learned representation for text [66]. In an embedding, words that have the

same meaning have a similar representation in the embedding space. Word embeddings provide

an e�cient means to represent natural language and text and �nd connections between words. In

word embeddings, individual words are denoted by real-valued vectors [67] in a prede�ned vector
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space. Each word is then mapped to one vector and the vector values are learned in a similar style

to a neural network. Word embeddings use a dense distributed representation for each word. Every

word has a multi-dimensional real-valued vector representation [68]. The dimensions for a single

word can be huge, on the order of tens or hundreds. One ought to note that embeddings have lesser

dimensions as compared to one-hot encodings whose dimensions are on the order of thousands or

millions. The distributed representation is then learnt based on word usage, the reason words that

have similar usage end up with similar representations. One ought to note that this is a bit di�erent

from the bag of words model where di�erent words have di�erent representations irrespective of

usage which makes it a tad bit di�cult to �nd relations between words. An embedding layer is a

word embedding that is learnt in conjunction with a neural network model on a natural language

processing task. Examples of these tasks are language modeling, document classi�cation, machine

translation etc. An embedding layer takes in pre-processed one-hot encoded text. One then speci�es

the size of the vector space which can be 50; 100; 300 dimensions. The embedding layer is used on

the front-end of a neural network and is �t in a supervised manner using backpropagation. One-hot

encoded words are mapped to vectors in the embedding layer. Multilayer perceptron models take in

concatenated word vectors while RNN models take in each word vector as an input in the sequence.

Some examples of word embedding algorithms are Word2Vec [69] developed by google, GloVe [70]

developed by Stanford and fastText [71] developed by facebook. In the GloVe model, they provide

various models from 25; 50; 100; 200; 300 dimensions based on 2; 6; 42; 840 billion tokens. They build

the model using word-to-word co-occurrence. Hence if two words occur simultaneously a lot, this

implies that they have a reasonable amount of semantic similarity. fastText is a model developed

by Facebook, in their approach, they provide 3 models with 300 dimensions each. Each word is

represented as a bag ofn� gram characters in addition to the word itself. fastText can utilize

character-level representations to achieve good performance for word representations and sentence

classi�cations. The Word2Vec model is built using skip-gram and negative sampling. It has 300

dimensions trained on 3� 106 words taken from google news data. In natural language processing,

learning useful embeddings requires copious amounts of text. This is on the order of 106 to 109

words. One can learn a word embedding using a standalone approach where a model is trained to

learn the embedding, the model is then saved and used as part of another model for a future task.

This approach is useful if one would like to reuse the same embedding on multiple models. One
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could also do joint learning where the embedding is learnt as a component of a large task-speci�c

model. This approach is useful if one would like to use the embedding on a single task. One could

also make use of pre-trained embeddings in a static or updated manner. The static approach is

when the embedding is kept static and used as a component of the model. The updated, approach

is when the model is seeded using the pre-trained embedding while simultaneously updating the

embedding during model training.

2.5 Image Transformations

To create textures we need image transformations, and these image transformations are based

on some common transforms used in Adobe Substance Designer [14] where a user can select any

combination of transforms and connect them in a graph-like manner to create an output texture.

We re-implement these transformations with OpenCV which provides a pretty neat framework for

producing image transformations that are easy to work with and match the transforms used in

Adobe Substance Designer. These transforms are simple geometric image transforms that cause a

change in the pixels or orientation of an input image to produce an output image. We can then say

that an image transform is a function that takes one or more input images and produces

an output image with a de�nable physical e�ect/di�erence that can be attributed to

the transform [13].

Mathematically, we can say

gˆx• � hˆ f ˆx•• or gˆx• � hˆ f 0ˆx•; ::::; f n ˆx•• (2.9)

Thus we can apply one or more image transformations compositely to an image at a time, wherex

is a D-dimensional domain of the functions(we are dealing with images so 2� D in our case) and

the functions f and g operate over a scalar/vector range.

We can also �nd the analogous form for discrete(sampled) images, the domain consists of a �nite

number of pixels, x � � i; j � , and we can then formalize this as:

g� i; j � � hˆ f � i; j �• or g� i; j � � hˆ f 0� i; j � ; ::::; f n � i; j �• (2.10)
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Some of the simple image transforms we use are blur, blend, translate, rotate, a�ne transform

and perspective transform. We apply these transforms sequentially to produce input/output pairs

where the output image is a composite of all the transforms applied sequentially and where the

order in which the transforms appears matters. These transforms produce a visible physical e�ect

on an image. A blur makes an image look less sharp. The contrast between di�erent pixels in the

image also become reduced hence di�erent aspects of the image are hard to di�erentiate from each

other. An image that has great detail and distinguishable edges is a sharp image. Thus one can

physically see that a blurred image is less sharp as compared to the original image, and even clearer

at the boundaries and edges of the image.

In a blend, one can physically see that the image is a composite of the two images that it was formed

from. There will be a high frequency image whose features are more prominent as compared to a

low frequency image whose features are less prominent depending on the weighting with which the

two images are combined.

In translation, we see that the image is shifted along thex axes or y axes or both depending on

the translation coe�cients ˆ tx ; ty• one chooses. It probably might be one of the simplest physical

e�ects one can see because you know that if you translate an image by 30 pixels along thex axis

you should see a physical movement of points in the original image 30 pixels to the right in the

translated image.

In rotation, we see that the rotated image turns counterclockwise about the center of rotation by

the degree of rotation used to calculate the rotation matrix.

An a�ne transform is basically a geometric skew that slants an image along thex or y axes, so one

can see a slanted image and basically attribute it to an a�ne transform.

The perspective transform removes distortion from an image and one can physically see that the

image after a perspective transform is more straightened as compared to the original image. If the

points used in calculating the homographic matrix are a bit out of range and do not match well, one

can see a stretch in the pixels of the image. Translations, rotations, a�ne and perspective transforms

all fall under the general umbrella of what is mathematically known as an a�ne transform. An

A�ne transformation is a linear mapping method which preserves points, straight lines, and planes.

When an a�ne transform is applied, all parallel lines remain parallel. A�ne transforms help

to correct geometric distortions or deformations that occur with non-ideal camera angles. The
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OpenCV module a�ne transform is basically a mathematical skew that preserves parallel lines in

the output image. We expect that each of the transforms causes a visible physical e�ect to an

image such that after the transform is applied, one should be able to tell what the transform is

after being exposed to its properties.
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Chapter 3

Description of Image Transformations

In this chapter, we take an in-depth look at each of the image transformations we use in this

project, blur, blend, rotate, translate, a�ne, perspective. We also look at the e�ects of these

transformations on both real world images and the textures we generate.

3.1 Blur

A common image transformation known to many is a blur. Blurring an image is useful because

it helps reduce the noise in the image. Blurring [26] denoises images and makes edges in images

clearer and distinct. Image blurring is done by a convolution between an image and a low pass

�lter kernel. This is done to remove high frequency contents of an image which makes the image

noisier or have extraneous edges. If one is trying to do edge detection on an image, if one runs an

edge detection algorithm on the image one realizes that the blurred image has more distinct edges

as compared to a non-blurred image. The blur function smoothens an image using a kernel where

the kernel is a rectangular or square grid area over which pixels are averaged. The kernel size is the

only parameter the kernel takes in and is a tupleˆw; h•, wherew is the width of the kernel and h is

the height of the kernel. The basic idea behind all blurs is to apply a convolutional [28] �lter to an

image and do the convolution using a bounding box known as a kernel. The way the convolution

will be done is determined by the type of �ltering function being used. It can be an averaging

function, a median function, a Gaussian function or an edge intensity conserving function. There

are a variety of techniques but the ones mainly used in OpenCV are averaging, gaussian blurring,
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median blurring and bilateral �ltering. In all these blur functions, there's always some form of

convolution being done. So it will be nice to know what convolution actually is for starters.

2D Convolution

Convolution is an image �ltering technique. Filtering is the process of denoising an image. Low

pass �ltering helps in removing noise from an image while high pass �ltering helps in detecting

edges. The main idea behind convolution [27] is applying a mask/bounding box on a region of

pixels in an image and using a selection criterion to replace the central pixel in the region with

the result. The general procedure for convolving [29] an image with a kernel is as follows. Apply

an arbitrary linear �lter to an image while supporting in-place operations. When the aperture is

partially outside the image, the function interpolates outlying pixels with respect to the constraints

speci�ed for the border mode. You then realize that this function is computing a correlation as

opposed to a convolution.

I oˆx; y• � Q
0Byœ@i; 0Bxœ@j

K ˆxœ; yœ• I in ˆx � xœ� x0; y � yœ� y0• (3.1)

where I o is the output image, K is the the kernel matrix used for convolution, I in is the input

image, andˆx0; y0• is the central or anchor point per bounding box of the kernel.

Averaging

Averaging [31] is a blurring technique that smoothens an image by running a rectangular ker-

nel(square in this case becausew and h are always equal) over the image. The low pass �lter,K lp

the image is convolved with is given by:

K lp �
1

w � h

<@@@@@@@@@@@@@>

1 1 1 ::: 1 1

1 1 1 ::: 1 1

:: :: :: :: :: ::

1 ::: 1 1 1 1

=AAAAAAAAAAAAA?

(3.2)

The matrix is a matrix of ones with w � h. Averaging takes the average of the pixels in the kernel
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area and replaces the central pixel with the average of all the pixels.

One can also use a box �lter where the average value is determined by a parameter� . This � can

be 1
w� h when you want to normalize and 1 with no normalization. When you use a box �lter, the

low pass �lter K lp the image is convolved with is given by:

K lp � �

<@@@@@@@@@@@@@>

1 1 1 ::: 1 1

1 1 1 ::: 1 1

:: :: :: :: :: ::

1 ::: 1 1 1 1

=AAAAAAAAAAAAA?

(3.3)

, � �

¢̈
¨̈̈
¨
¦
¨̈̈
¨̈
¤

1
w� h ; Normalize � T rue

1 ; Normalize � False

In Fig. 3.1 is an example of how an average blur �lter looks like on a real image.

(i) Original Image (ii) Blurred Image

Figure 3.1: An average blur transform on an image using a 5� 5 kernel

Gaussian Blurring

In Gaussian blurring [35], we use a Gaussian kernel instead of an average kernel. The Gaussian

kernel uses a matrix of Gaussian �lter coe�cients. The size of the matrix is w � 1. The Gaussian
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�lter [36] coe�cients are computed using:

Gk � �e �
k �

ˆ w � 1•
2

2

2� 2 (3.4)

where k � � 0; w� , w is the width of the image and � is a factor chosen to makeP k Gk � 1.

Gaussian kernels are useful in removing Gaussian noise from an image. This is the general Gaussian

�lter coe�cients, since the image is 2 D , we ought to specify the coe�cients for both the x and

y axes. To do this we need the width and the height to be positive odd numbers. We also need

to specify the standard deviations in the x and y directions � x and � y . In OpenCV, if only � x is

speci�ed, � y is the same as� x . Hence for a 2D image, we get:

Gi;x � � i e
�

i �
ˆ w � 1•

2
2

2� 2
x ; Gj;y � � j e

�
j �

ˆ h � 1•
2

2

2� 2
y (3.5)

where i � � 0; w� and � i is a factor chosen to makeP i Gi � 1 and j � � 0; h� and � j is a factor chosen

to make P j Gj � 1

In Fig. 3.2 is an example of how a Gaussian blur looks like on a real image.

(i) Original Image (ii) Blurred Image

Figure 3.2: A Gaussian blur transform on using a 5� 5 kernel
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Median Blurring

In median blurring [32], we follow the same idea used in average blurring but the pixels in the area

of the kernel are sorted and the central element in this area is replaced with the median of all the

kernel values. It is useful in reducing salt-and-pepper noise [33] in images. Salt and pepper noise

is noise caused by sharp and abrupt disturbances in image signal which causes sparsely distributed

black and white pixels.

In Fig. 3.3 is an example of how a median blur looks like on a real image.

(i) Original Image (ii) Blurred Image

Figure 3.3: A Median blur transform on using an aperture linear size of 5

Bilateral Filtering

Bilateral �ltering [34] is a blurring technique that removes noise in an image and still keeps edges

sharp. It tries to bring some improvements to Gaussian �ltering. We know a Gaussian �lter takes

surrounding pixels of a central pixel in the kernel area and �nds its Gaussian weighted average,

making it a function of space alone, (nearby pixels are considered while �ltering). But the issue

with Gaussian �ltering is it doesn't take into account similar pixel intensity. This means it does

not detect edges and one would not know if a pixel is an edge or not. This blurs the edges which

means we remove parts of the image we don't want to which is bad. Bilateral �ltering has one

major di�erence. It takes a Gaussian �lter in space, but it also accounts for pixel di�erence using
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an extra Gaussian �lter. While the Gaussian function of space enforces the constraint that only

nearby pixels are considered for blurring, the Gaussian function of intensity di�erence enforces the

constraint that only pixels with similar intensities to the central pixel are considered for blurring.

This helps preserve the edges since we detect edges by recognizing that pixels at edges will have

large intensity variation.

In Fig. 3.4 is an example of how bilateral �ltering blur looks like on a real image.

(i) Original Image (ii) Blurred Image

Figure 3.4: A bilateral �ltering blur transform with parameters ˆ10; 80; 80•

3.1.1 Physical E�ect of Blur Transform

We demonstrate how a blur transform looks like using random grayscale images in Fig. 3.5, note

that any of the 4 blur transforms discussed will produce the e�ects we need so we use average

blurring. The average blur operates for a number of di�erent kernel values and we show how the

images look. One can see that as the kernel size increases, the pixels get blurrier and less sharp,

hence a huge kernel used for convolution will produce a very blurred image which can be detected

visually in the pixels.
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(i) 1 � 1 kernel (ii) 2 � 2 kernel (iii) 3 � 3 kernel

(iv) 4 � 4 kernel (v) 5 � 5 kernel (vi) 6 � 6 kernel

(vii) 7 � 7 kernel (viii) 8 � 8 kernel (ix) 9 � 9 kernel

(x) 10� 10 kernel

Figure 3.5: Physical e�ect of the blur transform on images with kernel sizes ranging from 1� 1 to 10� 10
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3.2 Blend

A blend [43] combines two images to produce a new image by using a dyadic operator known as

the linear blend operator. The operator can be formalized as follows:

gˆx• � ˆ1 � � • f 1x � �f 2ˆx• (3.6)

where f 1 and f 2 are the images to be blended.� is in the range �0; 1� and varying it can help

create a temporal cross-dissolve between two images or videos. In the implementation, one can use

addWeighted in OpenCV to get the weighted sum of two arrays, depending on their weights which

we can get using� . In multi-channel arrays, each channel is processed independently of the other.

This general dyadic operator can be further formalized for two images as:

I o � ˆ1 � � • I in � �I in � � (3.7)

, where I o is the output image, I in is the input image, � is the weight and � is a constant. In

Fig. 3.6 is an example of how blending looks like on a real image. All images are of size 256� 256

pixels and the weighted ratio is 0:5 � 0:5.
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(i) Image 1 (ii) Image 2 (iii) Blended image: 1� 2

(iv) Image 1 (v) Image 2 (vi) Blended image: 1� 2

(vii) Image 1 (viii) Image 2 (ix) Blended image: 1� 2

(x) Image 1 (xi) Image 2 (xii) Blended image: 1� 2

Figure 3.6: Blending images by weights 0:5 � 0:5
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