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Abstract

It is estimated that 2.5 Quintillion bytes of data is produced everyday'. Majority of this data
originates from many business processes rapidly migrating to cloud solutions. Although this is an
economic benefit to the organizations that are making this transition, many of the internal teams
at the forefront of this change are ill-equipped to understand, analyze, and take advantage of
these business insights; in other words there exists a deficiency in data-literacy.

Our motivation was to explore the impact of this digital phenomenon on human productivity
across 3 major fronts: traditional customer service channels, brand/crowd-generated instructional
content, and peer networks. A user research survey was conducted to better understand the
problem space, and an inference was made to address the issues surrounding data-literacy in the
workplace. This concluded with a service framework, which was conceptualized to provide a
starting point for organizations to begin this cultural shift, and empower their employees with the
skills necessary to take full advantage of its vast data resource.
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1. Introduction

In 2007 Steve jobs introduced the world to the iPhone. This was a polarizing experience, with
many citing how it couldn’t possibly change the established norms at the time. To put things into
context then the market was headed by players like Nokia, Blackberry, and Motorola, who

defined what a smartphone was back then.

Over the decade hereafter, the iphone and the android would consequently recreate what the idea
of a smartphone would be. A flat touch screen interface, with voice and text communication

features, an internet connection, and most importantly, an app store.

Beyond anything else, these app stores empowered developers to create apps. These are
downloadable programs that achieve a core user job. The ability to create impact at scale
gradually increased as adoption levels of the smartphone grew. And in 2020 out of 7.2 billion
humans on the planet we have 4.4 billion smartphones in the world. This has reshaped the
dynamics of business and opened up the market to more granular ways of approaching the end

user.

Brands have also leveraged this new device type in many ways. Many hotels, airline companies,

retail chains and various other industries have sought to find a unique means of reaching their
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customer, deepening their engagement with their brand, and providing support. Thus, the

relationship with the consumer has fundamentally changed.

Many established platforms have recognized this, and are already adjusting to the times.
Facebook for example, has created various tools across their ecosystem of platforms (Instagram,
Whatsapp, and Messenger) to leverage their reach in giving brands and businesses the ability to
reach their customers. These can be through Whatsapp business storefronts, or through
commerce capabilities on facebook pages. As of 2019 Facebook has 60 million pages, with 6
million of them paying advertisers. Similarly Instagram has 25 million business pages, with 50%

of them not owning a website.

At the core of this paper is the hypothesis that given the limited bandwidth of the consumers in
downloading multiple apps to cater to different brand issue resolution needs, can we device a
centralized system for the customer, that can act as an interface between the various brands used

by a consumer and the Issue Resolution (IR) teams of the respective brands themselves?
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1.1 Hypothesis

Naturally, with the download rate of apps per user about 50 apps per year, it creates a unique
opportunity for discoverability, but a narrow chance at building a strong relationship/ bond with
the user. It is with this high bar in creating an engaging experience with the user that sets the
expectations for the user very high. This has led other applications to provide tangential utility

that is outside of their core product offerings.

There exists an opportunity in the value chain between a consumer and brand whereby
information on brands could be bundled through data collection, and then simplified in a user

friendly format.

1.2 Research Methodology

1.2.1 Quantitative Methods

1. Google Trends Analysis: We utilized Google’s trend analysis platform to better understand
keywords around the expression of some of the issues we encountered in our research, and their

difference in popularity over time.
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2. Research Publications: Research tools like Statista and Pitchbook allow us to get a

customer and market centric understanding of how consumers perceive these opportunity
spaces, how it fits into their current needs, the potential market opportunity, and the

feasibility of this process.

1.2.2 Qualitative Methods

1.

1-1 Interviews: 7 interviews were conducted in person, and remotely to understand the 3
major domains to explore in understanding how users go about solving issues they have

with brands they use.

Demographic Surveys: After the 1-1 interviews, subjects were given a survey to
complete. This survey captured their general biological information, demographic data,
language preferences, academic achievements to cross reference with the qualitative data
to elicit any correlations. This method was constantly used throughout the product

development process.
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1.3 Subject Demographics

Many of our interview respondents were between the ages of 20 - 30 years, and are current

graduate students of Massachusetts Institute of Technology.

What is the highest degree of education you have completed?

6 responses

@ Some High School
@ High School

) Bachelor's Degree
@ Masters Degree
@ Ph.D or higher

@ Trade School

Figure 1.1: Share of respondents based of educational milestones



Where is your hometown?

6 responses

@ North America/Central America
@ South America

@ Europe

@ Africa

® Asia

@ Australia

@ Caribbean Islands

@ Pacific Islands

Figure 1.2: Share of respondents based on hometowns

Building on this and research, there are 3 major avenues people have explored is resolving issues

they experience with products and services in their daily lives:

1. Customer Service
2. Instructional Content

3. Peer Network

These avenues were examined with our interview subjects to elicit qualitative information about

assumptions they made regarding these channels, and current shortcomings, and the role their

smartphones play into this process.
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2. Analysis of Interviews

2.1 Customer Support via Brand Resources

1. Calling as the last resort : When being asked what kind of channels they prefer, people
cited digital methods to be superior to other more engaging channels. Email and Chat
were the top methods of getting things done primarily because of the convenience of not
waiting on the phone. There was a correlation between the urgency/ magnitude of the
problem being experienced, and the preferred channel. For urgent issues most
respondents felt it was better to call, and get a human intervention. Issues of this sort
centered around returns for high value items, complex problems involving peculiar
circumstances, and time pressing matters. Other less pressing matters, like minor
technical problems with consumer electronics, and return of low value items, were

usually approached via channels with longer perceived turn around times.

2. Google or Websites for information: When looking up customer support services, it was
clear that people we either going to google to search for the customer information, or
going directly to the brand’s website to look up specific means to reach out to the CS

department
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3. Retail, Banking & Travel: There are 3 major industries that emerged out of this research
that seemed to be the ones frequently engaged with by our interview subjects: Retail,
Banking, and Travel. It is clear. When further asked about the reasons many cited
instances like figuring out return policies, price comparisons, cancellation policies, or
adjustment of a service or product purchased (changing ticket dates in the case of travel).
It’s also important to note that since the majority of our subjects were college students,
some of our subjects that are still in the workforce had a radically different perspective,
with one citing housing facility management as a major point of CS interaction. An
assumption to make is that depending on the socio-economic situation, this layout of
industry affinity might look different. More research would need to be done to validate
this hypothesis, but it is safe to say the majority of young professionals will fall into this

category.

2.2 Instructional Content

1) Automotive & Software Education: Many of our subjects cited most of their instructional
content consumption centered around either learning highly specialized software skills for
workplace productivity, or troubleshooting issues they have with their vehicles. These are
very technical skills. Some software cited were Tableau, Excel, Photoshop, Sketch, etc. A
very crucial thing to note here is how many of these tools have been slowly adopted into

the workplace as technology is rapidly changing the landscape of business processes.

18



2) Immediacy of the situation: Many subjects also stated that when searching/ consuming

these videos, speed is of the essence.

3) Standardization in format: During research, many subjects made comments around the

quality of instructional content they came across.

a.

Convenience in annotation: Videos with text annotations, and time marked with
respect to the beginning of the steps helped users to navigate through the content
more conveniently, and allowed people who couldn't keep up to playback

content, without estimating where the specific time of the step began.

Short-form video content: Respondents commented on the length of instructional
content they encountered playing a major role in how they perceive it’s quality.

It was clear that many respondents preferred short content that was easy to digest

Supplementary information: If additional troubleshooting might be required,

which can be the case with highly technical products, having a reference guide

was strongly preferred by our subjects.
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4)

Heuristic Learning System: The ideal solution subjects kept making reference to was that
well designed software should have no manual to understand its use. When it comes to
specialty software that’s not usually the case. We find that many work environments have
walkarounds, like powerpoints, PDFs, or human walkthroughs made by colleagues to
ramp up new employees to existing business processes, but many of these are not
personalizable, and would usually require constant human intervention if the form of

updating the content and giving the user additional guidance.

2.3 On reaching out to network for assistance

1)

2)

Work Environments: The workplace seemed to be a popular environment for reaching
out to peer networks. There was also an element of hierarchy in this process, with initial
questions being asked to subordinates or same-level members of the company. These

revolved around gaining clarity on certain internal processes to complete a task.

Social Stigma & Lack of Knowledge: A unique insight from our interview was how
people perceived bringing up some issues they faced due to the concern of being labelled
as “boring”. People cited that in casual conversation they don’t want to be seen as being

uninteresting, and as such would be less likely to bring up these kinds of conversations.
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3) Another interesting observation was the general lack of knowledge in peer-group
expertise. Many people could not figure out which friends were potential knowledge
experts in using products or brands they might have issues with. This might not be the
case with workplace environments, as designations have been made with people assigned

to departments, and

4) Power Friends: Out of our 7 respondents, 2 mentioned that they enjoy connecting people
in their network with mutual friends that potentially share the same interests. These
connections are thought about contextually, and were motivated either by professional

career opportunities, dating opportunities, or through shared interests.
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2.4 Affinity Diagram of Interview Voices

Issue Resolution via
Brand Resources
(Call, Email, Chat,

Social)

Issue Resolution via
Instructional Content
(How-to Videos,
Blogs, Forums)

Issue Resolution via
Peer/ Social
Network

Access to human intervention in complex
situations

Online-to-Offline brand knowledge
gathering

Time concious resolution process

Visually engaging content/ easy access to
code snippets

Annotated video content with
supplementary information

Shortform content that is easy to digest

Heuristic approach to learning

Knowledge of expertise in network for
secondary inquiries

Time sensitivity to response +
Access to faster knowledge systems

Majority of interactions happening in
work related environments

*"l try to press 00000 all the way up te like a real person for customer service”
*“So it's for me, chatbots miss the human feedback, | guess. It's too robotic for me

*"online, it might be that I'm trying to return something to a store or looking up something*
*"so | would use the app for comparing prices between stores, like for my grocery items in Target and

Wholefoods®

#’| liked the very short exchange to get something returned, so that was nice.”
**I would prefer a chat option because it's less demanding of my attention and yeah, | can multitask *
and I'l call, and while I'm doing something else they can resolve the

**If | need a quick response

issue”

»“1 specifically want to watch a video on how to de something whereas, like, reading a long line of
text would be cumbersome”

#"Finding lines of code that makes sense that can solve certain problems to certain issues”

*"I do like it when the videos have like, like bockmarks, so so you know, like, at what timestamp, like a

certain section of the video covers”
*"Because then you have to pause, do the thing and then skip back, and | really don't like that”

*"| think | actually only watch the Three, two seconds or three minutes video | skipped mast of it. |

do not like instructional videos”
#*1f it runs for a long time I'm like this is gonna take too long, Some of them lack content”

#*] think all products should be designed in a way that no extra instructions are necessary”
+*Should be intuitive. | don't need to read a much of stuff or same other sort of heawvy lifting”
*"You'd go in and they kind of like give you an interactive tour of the website”

«“friends who asked me for things on my expertise lie PE o finance, and they usually ask me that |

should share my knowledge about this.”
*”| think that's the thing you don't know what people know"

+" | don't know who was friend has had what experience with what, so the time it'll to take for me to
start sourcing...| guess | could put it on a group chat, but | don’t want to bother people”

*"because in this day and age of just having the internet in your hand, it's like you just like, let me

check really quickly

*“So there's some things in there like just more casual, and then there’s things like work

stuff, those technical things”
**| was like a freelancer so | would get referrals from my parents for for people that need

design help”

Figure 2.1: Affinity diagram of respondent’s voices based on 1-1 interviews
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The Affinity diagram above represents the findings from the research in a graphical manner.
From left to right, the diagram breaks down the subject areas explored into summaries of the
respondent voices heard during the interview, these break down into a series of actual statements
made by the customer. By doing this we create a mapping of high and low points in the
experience that customers remarked on. This provided us with insights we used to hone down on

a problem area to focus on.

2.5 Down-selection Process

Based on the research done, we narrowed down our decision on the problem to focus on based

off 3 criteria:

1) Frequency of User Encounters: This is an important measure of how eager the user is in

finding a solution to the problem, and the potential for it being top of mind for them.

2) Market Survey of Customer Expenditure: This tests out the viability of the problem space

in terms of how much customers are willing to spend in alleviating the problem.

3) Perceived Feasibility of Solution: This would be judged by ranking the complexity of

implementation of the top 10 features in the respective category between 1 to 5, with 1
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being the least difficult. The average score will be used as a metric to determine which

category would be the most feasible.

2.5.1 Brand Channels

1) Frequency of User Encounters: From our interviews this varies between 1-5 times on a

monthly basis.

2) Market Survey of Customer Expenditure: In a Forbes article in 2017, the CEO and
Founder of Helpshift, Abinash Trip estimates that the customer service industry is

approximately a $350 billion per year opportunity?.

3) Perceived Feasibility of Solution: Capterra, a renowned software reviews website,

currently lists over 200 software solutions® that cover the customer service industry.

2 "Customer Service Is A $350 Billion Industry, And It's A Mess." 25 Sep. 2017,
https://www.forbes.com/sites/blakemorgan/2017/09/25/customer-service-is-a-350b-industry-and-its-a-mes
s/. Accessed 13 Apr. 2020.

3 "Best Help Desk Software | 2020 Reviews of the ... - Capterra."
https://www.capterra.com/help-desk-software/. Accessed 13 Apr. 2020.
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https://www.capterra.com/help-desk-software/

Brand Channels (Helpdesk) Complexity Score (1-5)

Automated Routing 2
Customizable Branding 2
Document Storage 3
Email Integration 3
IT Asset Management 3
Interaction Tracking 3
Knowledge Base Management 3

Multi-Channel

Communication 4
Network Monitoring 4
Real-time Chat 2
Average Complexity Score 29

Table 2.1: Complexity Score Chart for Brand Channel Software Features
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2.5.2 Instructional Content

1) Frequency of User Encounters: Interviews conducted revealed that subjects experienced a

need for instructional content 1-2 times on a weekly basis.

2) Market Survey of Customer Expenditure: Instructional content comes in the form of
slideshows, videos, and walkthroughs. These are distributed across various platforms.
The most popular that were made mention of are youtube videos. All these fall into the
bucket of e-learning tools, outside brand-controlled customer service channels, used to
advance user’s skills and knowhow of a service. A recent report from Training Industry

inc. mentioned workplace training is a $166 Billion industry”.

3) Perceived Feasibility of Solution: The offerings in this space are vast, and based on
Capterra many of the software tolls are categorized into the following segments, with the

current number of offerings.

4" Workplace training: market size North America 2018 | Statista." 12 Sep. 2019,
https://www.statista.com/statistics/738412/size-of-the-workplace-training-market-north-americal.
Accessed 13 Apr. 2020.
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Instructional Content (via Learning

Management Systems) Complexity Score (1-5)

Asynchronous Learning 4
Blended Learning 5
Built-in Course Authoring 4
Gamification 4
Learner Portal 3
Mobile Learning 3
SCORM Compliance 3
Synchronous Learning 3
Video Conferencing 3
eCommerce 4
Average Complexity Score 3.6

Table 2.2: Complexity Score Chart for LMS Features
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2.5.3 Peer Networks

4) Frequency of User Encounters: Majority of our respondents cited that they rarely have a
need to ask their peers or social network for assistance. However, two of our respondents
did cite that they do reach out to their network, albeit in a work environment. This
happens on a monthly basis and involves questions around understanding business
processes or seeking the intervention of an experienced employee regarding a specific

task.

5) Market Survey of Customer Expenditure: Crowdsourced customer service has been
around for a while. Services like Turbotax utilize the wisdom of their expert users on

their platform to recommend tax strategies to their users.

6) Perceived Feasibility of Solution: Asides TurboTax, many startups are exploring the
opportunity in building a peer network of power Directly, a Silicon-valley based startup,
currently provides their clients a network of power users of their products and services,

alongside machine learning capabilities to improve their customer service experience’.

5 "Directly raises $20 million for customer service powered by ...." 10 Apr. 2018,
https://venturebeat.com/2018/04/10/directly-gets-20m-to-offer-customer-service-with-crowd-powered-ai/.
Accessed 14 Apr. 2020.
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Peer Network (Social Networking)  Complexity Score(1-5)

Activity/News Feed 3
Event Management 2
Group Management 3
Media Library 2
Real-time Chat 2
Social Media Integration 2
Social Media Tagging 2
Average Complexity Score 23

Table 2.3: Complexity Score Chart for Peer Networking Software Features

2.6 Time constraints, Software Learnability, and Data Abundance in the

Workplace

An insight to highlight here is the prevalence of peer network and instructional content use in the
workplace. Given the massive opportunity, frequency of issues encountered, and the various
solutions that exist in the market, the problem space of focus would be providing specialized

software reskilling and upskilling in the corporate sector. This appears in the form of frequent
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questions regarding specialty software in the workplace. Examples of these include Microsoft
Excel, Tableau, Structured Query Language (SQL), and Zendesk. A parallel that can be made

here is the reliance of these software on Data.

The concern of time also played a major role across the board. Regardless of the nature of the
situation, our subjects made a strong emphasis on the time to resolution (in the case of
troubleshooting issues raised with the brand/ service) and time to acquisition (in the case of

learning how to perform a new task on a new service).
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3. The Impact of Data literacy in the Workplace

3.1 Importance of Data

From our interview findings, it is evident that a niche problem area exists around learnability of
data-centric software systems within the workplace. Taking a look at the trend in rapid
workplace digitisation, it is no surprise that we see this as a growing need for the global

workforce in the near future.

In 2012, analysts estimated that 90% of the world’s data was created within the previous two
years (Vesset et al.,2014) . Majority of this data is unstructured, and comes in the form of
documents, social media signals, and other sources not residing in conventional data storage

systems.

With this phenomenon comes the growing need for analysis and inference of data. Professionals
across every industry are encountering unique and complex data tools, and given the speed at
which the digital industry is shifting, it is difficult to assume that these technical skills are
understood by the majority of employees. What is more concerning about this trend are the
numbers of leaders, managers, and decision makers in the workplace that do not feel comfortable

using data-driven tools.
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3.2 Data Literacy in Organisational Productivity

It is clear that the rapid growth rate of data usage has outpaced the skills and confidence of
employees required to use it. This was evident in 2018 when Qlik, a data platform company,
conducted a study on over 7,000 business decision-makers (junior managers and above) across
the US, Europe, and Asia. The company found that only 24% of them were confident in their
ability to read, analyze and work with data®. This skill is popularly called data literacy. Qlik
further discovered that 32% of the C-suite professionals surveyed were data literate. These
shortcomings are having great repercussions in holding decisions back from being data-driven;

decisions that can give companies unique business insights and a competitive advantage.

Even in situations where C-suite competencies are present, the burden rests on the data science
teams to assist other verticals within the organisation in fetching and analyzing the necessary
data required to gain insights. This takes away from valuable time the data science teams can
contribute to mission critical needs of the business, and constrains managers downstream that are
unable to act on the insights in an agile manner. It is estimated that this data-induced

procrastination results in organisations losing over 5 working days (43 hours) of productivity per

¢ "Lead with Data™ - The Data Literacy Project."
https://thedataliteracyproject.org/files/downloads/Qlik%20-%20How%20t0%20drive%20Data%20Literac
v%20within%20the%20Enterprise_October%202018.pdf. Accessed 18 Apr. 2020.
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employee per year (Accenture, 2020). The dollar cost equivalent has been charted by

demographic below.

THE PRODUCTIVITY COST OF DATA OVERLOAD

SWEDEN: SEK 30.5 BN

GERMANY: €21.
JAPAN: ¥1.6 TN

./' FRANCE: €9.8 BN

USA: $109.4 BN

3 INDIA: 7332.1 BN

SINGAPORE: $5.1 BN |
|

AUSTRALIA: $13.8 BN “

v

Figure 3.1: Global Productivity loss (annual) across demographics

3.3 Data Literacy and Human Capital

The problem of data literacy goes beyond just holding teams back from innovation and business
impact; it also puts the workforce at risk from falling behind in career development. Rapid
digitization of work has led to an increase in data generation, but also carries the potential for

work to be comprehended and automated by machines. Many digitally manual tasks that existed

33



in the recent past are now being automated. These automation tools rely on vast amounts of data
to intelligently complete these tasks; the same data that the workforce needs to embrace to gain a

competitive edge in the workplace.

Deloitte Insights (2019) discusses this new skill demand trend eloquently in their Human capital

trends report:

“The use of artificial intelligence (Al), cognitive technologies, and robotics to automate and
augment work is on the rise, prompting the redesign of jobs in a growing number of domains.
The jobs of today are more machine-powered and data-driven than in the past, and they also
require more human skills in problem-solving, communication, interpretation, and design. As
machines take over repeatable tasks and the work people do becomes less routine, many jobs
will rapidly evolve into what we call “superjobs”—the newest job category that changes the

landscape of how organisations think about work.”

This surge of superjobs will cause undesirable shocks in several industries,especially from the
perspective of the regular employee,who is currently experiencing a revival of automation
anxiety (Akst, 2013). It is never easy for employees to change their habits, and adopt new tools
in their workflow. In addition, the traditional method of asking colleagues in the workplace for
advice in our findings is a current walkaround, but it is not scalable, especially given how

distributed the workforce of the future will be. There are several losses in productivity from
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time-zone differences, and employees working on resolving issues for several colleagues while

missing the opportunity to progress on their tasks.

It is clear that the motivation to adopt digital skills is present in the workforce. The question

arises around the current tools being used, and where they fall short of assisting employees while

working in real-time.
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4. Findings on Best Practices

4.1 The Current Solution Space

Firstly, it is important to acknowledge that outside the pain-points noted earlier employees
experience in adopting new data-centric tools, many companies are making efforts to provide
resources to alleviate this. These efforts can be bifurcated into two distinct paths - internal
efforts, and external efforts. When Mimeo(2018), a print and digital content distribution
company, created their annual report on the state Learning and Development (L&D) in the
United States, they discovered that the majority (46%) of L&D teams are internally cultivated,

while 54% of teams are outsourced through training consultancies.

These internal teams come in the form of digital academies that cater to all employees across the
organisation’s departments on building these skills. Companies like Google, Adobe, Guardian,
and Bloomberg have nurtured data-literacy training resources for their employees, and this has
even helped reduce employee turnover, and minimize the acquisition costs of new talent into the
company by upskilling their current workforce. A good example of this initiative can be found at

Airbnb’s Data Science University.
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4.2 Internal Organisation Efforts

Founded in 2016, the program offers a three tier curriculum that has been scaled out to their over
30 offices globally. These courses are completed through a series of in-person training sessions.
The classes cover three important categories of data literacy - Data Access, Data Education, and
Data Tools. The most appealing aspect of this program is in the technique used to measure
success. Airbnb relies on Kirkpatrick's Model (1976). This model of training evaluation is

divided into 4 parts - Reaction, Learning, Behavior, and Results.

Percent of Daily SQL Users from One Data U Intensive Cohort

—pPercent Daily Active SQL Users (rolling 14 days)

60%

40%

30%

20%

10%

0

%
8/V/17  9N/M7 10/V7 WA/T 12/v/17 1118  2/118 3/1/18 4/118 5/1/18  6/41/18 7/1/18  8/1/18 9/1/18 10/1/18 11/1/18

Figure 4.1: Percentage of active daily SOL users at Airbnb over time

One of the major metrics of success for the program is the volume of active SQL users in the

company. Prior to the program’s existence, about 25% of all the staff across Airbnb engaged
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with data tools. This also included any access made to dashboards. In January of 2017, Airbnb’s
Experiences marketing management team had the opportunity to go through the Data university
program, and after the program the volume of SQL users making requests to their data tools rose

by a sustained 30% throughout the year.

4.3 External Organisation Efforts

Most of the entities covered in this category draw from a pedagogy that involves bringing in 3rd

party L&D teams, mostly in the form of training agencies, to craft specialized training programs.

A big external entity that has played a role in shaping a data literacy culture for many
organisations is General Assembly. In the past few years they have partnered with the likes of
Adobe and Guardian to create tailor-made programs that cater to their workforce. Certain

attributes of the program that stand out are:

1) Customisable format of the coursework, depending on the needs of the respective
workforce, to cater to specific job roles

2) Enrolled staff are paired with subject matter experts and industry practitioners.

3) Problem sets and assignments are crafted in the context of the organisation's existing data

and tools.
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4) Employees graduate these programs with a validated credential that holds value if/when
the employee should choose to leave the firm.
5) The cost is between $4,000 to $15,000 per employee, which is 3 to 10 times more

expensive than a plug and play Learning Management Systems (LMS)’

Another interesting take on this approach could be seen through a hands-on learning system
designed by the Data Culture Project. DataBasics.io is a suite of simple data visualization tools,
coupled with a curriculum, developed by Catherine D’Ignazio and Rahul Bhagava. This

approach is unique for the following reasons:

1) The Data Culture project aims to be a free self service platform that introduces non
technical individuals to foundational data tenets, in a creative and emotionally appealing
manner.

2) The program strips away intimidating language surrounding the use of data, and through
their tools, creates affordances that introduces the specialized vocabulary to beginners,
thus becoming comfortable with its use

3) The program’s suite of tools ( WTFcsv, SameDiff, Word Counter, and Connect The
Dots) offer anyone the ability to use their tools to conveniently explore summary

statistics in a simple, visualised manner.

7 "rethinking the build vs buy approach to talent - Josh Bersin."
https://joshbersin.com/wp-content/uploads/2019/10/Build_vs_buy_Bersin_1.0.pdf. Accessed 30 Apr. 2020.
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4) An end-to-end, staged process is taught on how to approach data for beginners. An

example of this below shows the stages highlighted in the Data Culture program.

The Data Process

Here's a process we introduce to get you from data to impactful story. Keep scrolling
down to learn about the activities we offer for you to run at each step along the way.

Askmg Gathermg Analyzmg Tellmg
Questlons Data Data Your Story

Figure 4.2: The Data Culture Project workshop process

The unique value proposition of the Data Culture Project is three-fold - First is its
beginner-friendly approach to learning, second is its flexible curriculum that is supplemented
with facilitation guides that empowers any data advocate in a firm to conduct a group exercise
with ease. Lastly is the additional heuristics built into the tools in the form of tooltips, simplified

vocabulary, and links to additional resources for independent and continued learning.

4.4 Learning in the Flow

Out of the many deficiencies in the existing learning services within organisations, the ability to
enable the user to learn in the flow of completing a task presents the most painful part of the

process. GP Strategies (2019) conducted a global survey of over 200 employees to understand at
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what periods during their workday do they take time to learn. 80% of respondents noted learning
only takes place when the necessity presents itself. This issue here is many of the training
solutions existing today are structured like webinars, or physical tutorial classes, requiring the
employee to finish hours of content, with no defined takeaway on how to apply these skills to the

tasks they need to accomplish.

When do you take time to learn?

Time employees take to learn worldwide 2018

Share of respondents
0.0% 10.0% 20.0% 30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%
When | need it
After work or on my days off (e.g., evenings weekends)
When | get a reminder or alert (e.g., calendar invite to a webinar)

During breaks at work

To and from work (e.g., on a commute)

Figure 4.3: Feedback of respondents on time allocation towards learning

In an age of faced-paced change, where data literacy is a growing requirement, what is necessary

is building both a culture, and a model of establishing data literacy on the go.
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4.5 Summary

1)

2)

3)

The Kirkpatrick model is a great tool to measure evaluation of training programs, but certain
shortcomings exist. Research on these shortcomings have been done (Bates, 2004) around its
lack of including individual or contextual interference in the quality of training; issues we
have seen to play a primary role in the efficacy of the programs we have covered in this

section.

Creating online resources does not equate to impact. A recontextualized, and experiential
format has to make the content both engaging and relatable. The context is very important
here, as members of the organisation would find it easier to see the usefulness of data literacy
if the program is adapted to use the information they encounter during work. It also gives

them the opportunity to build familiarity with the resources and tools the organisation offers.

People are on different paths of their data journey, and the best tools find flexible ways to
accommodate individuals coming from various levels of data literacy. It is in this regard that
not only resources in the forms of manuals, forums, and web pages should be created for data
analysis tools (Excel, Tableau, SQL, etc), but affordances should be introduced in the

interfaces of these tools to give novice users an un-intimidating learning experience.
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4) Organisational data literacy is bifurcated between technical capacity, and qualitative
understanding around data, as it flows through a lifecycle. We have identified that a balance
of both of these capacities are necessary to achieve a healthy data culture. A reliance on
technical skills alone introduces overtrust and over-confidence in the data, which reduces the
individual/ team’s ability to critically think about data throughout stages in it’s cycle. A sole
dependence on qualitative skills might provide critical thought, but would not be enough in
enabling the individuals in teams and organisations alike to take agency of their data. This
introduces feelings of intimidation of the domain of data, and encourages dependency on
subject matter experts within the organisation (data scientists, engineers, etc), and thus

reduces organisational productivity.
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5. Proposed Concept & Recommendations

5.1 Problem Statement

Given our findings, the critical area in the data-literacy space is building adaptive tools into the
workflow of non-technical members of an organisation, that can continuously present them with
the means to make a decision on a given data related inquiry, and supplement both their
qualitative and quantitative learning. Ideally this should be accomplished with little to no human
intervention, but should provide the affordances for such an intervention to happen during the
experience. This statement is illustrated by the empathy map of the non-technical employee

below.
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Procastinates on
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Delegates to
Business

Intelligence / Data Shys away from
Science Teeams op:ortunilyi,es 0
leverage data

Figure 5.1: Empathy Map of the non-technical company employee

One of the interesting finds during our research was the polar attitude towards data in the
workplace. This was bifurcated between individuals coming from a technical background, and
non-technical background. Overconfidence was found in many subjects, with instances of using
data to make decisions, without properly interrogating the context, which has led to frequent

misinformed data decisions.
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5.2 Key Assumptions

The needs list was constructed with each stakeholder taken into account. These stakeholders

include:

1) The training officials belonging to the organisation

2) The novice in need of the data-literacy skills

3) The managerial entity of the employee that has an influence on the availability/ authorization
of the employee into the program

4) The Data Tools required to accomplish the task (in this case the task is a business decision

requiring some data insight in the form of a visualization)

There were also assumptions about the state of data literacy in an organisation. These

assumptions were used in accordance to all the feedback received on the state of data-literacy in

industry, and to simplify the problem space by creating boundary conditions:

1) The organisation has availability of tools present. These are for data fetching, data

visualisation (dashboards).
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2) The main goal of the concept is to supplement the data literacy journey of novice employees
in the workplace quantitatively with respect to core technical skills, and qualitatively through

improving their critical reasoning abilities.

5.3 Needs List

1. The concept must be accessible through a regularly used interface that the user encounters in
his/her workflow.

2. The concept must provide a quick method in accomplishing the task

3. The concept must provide an efficient means of resolving data permission issues
encountered.

4. The concept must not be intimidating. It must be inviting and introduce lexicon to the user
with affordances.

5. The concept must be flexible to adjust to the skill-level of the user
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6. The OZONE Program: Concept Overview

The concept we are proposing, called ‘Ozone’, is a service-based program that facilitates the
stakeholder to delve into the data resources offered by the organisation in an inviting,
un-intimidating manner. It also operates alongside a media campaign across the organisation that
aims to sensitize, educate, and motivate the employees on engaging with both the tool and

existing data amenities.

Line Manager

A

Craoss functional
teams

L&D Department |-

- . Team Members
Organization

Member
1
EzDrill / Data Stories Newsletter }OZON[
Program

Y

Established
Organization Data
Resources & Tools

Figure 6.1: Stakeholder Map from the perspective of the non-technical employee
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We envision the program to act as a supplement to the already existing learning and development
initiatives within the firm. The program will also rely on identified stakeholders in the map

above to ensure its impact.

For instance, the learning and development team have defined metrics that will be used to
measure the effectiveness of the program and suggest iterations. Line management buy-in is also
important as they have a unique influence on what teams can lay emphasis on, and by
participating, either by sharing related content, verbally reaffirming its value, or even interacting
with the program, will set a precedent that would not go unrecognized. Team members, both
lateral and cross-functional, have an important part to play in the virality of the program, either
via word of mouth, or through recognition from being featured in the campaign across the

organisation.

An important metric of success for the program is the engagement rate of existing data resources.
Ideally a sustained volume of queries through EzDrill, and other existing dashboards will
indicate to us that the program is working in terms of improving the visibility and relevance of

data across the organisation.
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6.1 EzDrill

Our research indicated that the most common way employees in organisations encounter data is
in a CSV format. But before the CSV format is obtained, a data pullout, in the form of an SQL
request, has to be performed. This requires existing knowledge of the SQL language and an

understanding of the data infrastructure - skills that will require long-term training.

EzDrill addresses the heart of this problem by providing a simple browser extension widget that
allows non-technical employees in an organisation to ask questions about the data they encounter

everyday in human readable language, and gain insights fast.

Feasibility of this concept has been well documented (Yin.P et al, 2016) whereby natural
language is being parsed to interrogate a given knowledge base table. Fully fledged products
have also been launched that solve the issue using a chatbot framework. A case in point is

NLSQL? , a Natural Language to SQL translation platform.

In addition to this ability, affordances such as tooltips provide a quick way for people to

understand specialized language around data. The autofill feature allows the user the opportunity

8 "How It Works | NLSQL RPA BI Software." https://www.nlsgl.com/how_it_works. Accessed 4 May.
2020.
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to discover other datasets available for interrogation, inherently educating the user on the

potential of the tool.

In addition to the autofill feature, an adaptive “popular questions asked” feature gives the user

insights on other methods users have approached using the tool.

) [@day |

©

Responsive user
feedback built into the
extension

Uploaded CSV files can be
cross referenced to data
sources to provide relevant
results

Questions will be
adapted based on
historic user and team
queries

Welcome back Tristan! We hope your last search was helpful? (Yes/No)
Tristan Walker
Customer Operations

[& what are the Sales*

Vehicle Sales v

Import data

Popular questions asked: Popular Dashboards

Sales Volums of Phonss in the past wask®

Customer cars calls recieved about returns in March

Search

Tooltip design provides easy codebase
maintenance, without the worry for cross-
platform adaptability (Windows, Mac OS,

Linux, etc)

Autofill suggestions provides a unigue opportiunity for
EzDrill to showcase it's reach in rterms of data while
providing affordances to the user experience

Providing a list of Dashboard URLs
improve the accesibility and visibility of
existing data resources. Usage metrics

will be tracked by the Learning and

Development team

Figure 6.2: Annotated Wireframe of the EzDrill tool (Welcome View)
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Figure 6.3: Annotated Wireframe of the EzDrill tool (Results View)
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6.2 The “Data Stories” program

The motivation behind this concept was to develop a system of delivering organisation-wide
data-literacy case studies and critical incidents that can be delivered via a communication
channel to sensitize, educate, and motivate the members of the organisation on the value, and

ease of implementation of a data-driven culture.

The program is divided into 2 parts: the monthly email newsletter, and a physical banner
campaign across high traffic spots in the organisation’s physical space. It is structured in its
messaging to be digested very quickly, and has clear calls to action (CTA) that enable the user to

act on the messaging with ease.

The Data Stories Campaign was structured as a tool to spotlight individuals and teams (ideally
non-technical) that have leveraged EzDrill, and other existing tools, to result in business impact.
The poster achieves 3 major objectives - Educating the viewer on how data is leverage in the
firm, inspiring the viewer by boldly stating the business impact, and giving the viewer the ability
to act on this inspiration by registering for a future lunch & learn series, or interacting with the

EzDrill tool directly.

The Data Stories monthly newsletter is a low touch, digital format of the poster campaign. In
addition to all the objectives the poster program serves, this gives members of the firm the

opportunity to share their testimonials and thoughts on the program with the L&D team. The
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messaging within the newsletter is strictly limited to three, and a maximum of three sentences,

with 1 piece of multimedia content, and 1 clear CTA is permitted. Rudimentary feedback from

interview subjects noted that whilst email is a great channel of communication, information

overload remains a problem as they feel overwhelmed by the volume of emails they read on a

daily basis. This is one of the reasons we created clear content constraints, and limited the

frequency of the newsletter to once a month.

Acme Inc.

Data Stories

Insights & Testimonials of Data-driven success!

®

‘A

How Taiwo Sonu reduced Customer
Churn rate by 40%!

By using insights from EzDirill, Taiwo discovered
a bottleneck on a high traffic call reason, and provided
the customer care team with resources to improve the
resolution time & chum.

Learn from Taiwo in this weeks Lunch & Learn series
When: Tuesday, August 3rd (10AM PST)
Where: Lincoln Lounge

S 0]
[m]:EEE BT
Add to your calendar Test drive EzDrill

Bold and inviting header with
concise summary of content.

Visually provoking employee recognition, with
clear business impact, incentivises other
stakeholders to participate. It also converts
the recognised employee into an advocate of
the program.

Brief overview of process, alongside
mention of the
EzDrill to increase visibility.

Optional QR codes to access EzDrill or
save Lunch and Learn series to calendar.
Usage statistics will be measured.

Figure 6.4: Annotated Prototype of the Data Stories Poster
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. Large banner image that invites and

A entices recepients. It also
communicates the campaing
D t St = message.
Insights & Testimonials of Data-driven success!
Employee/ Team Spotlight
Lorem ipsum dolor sit amet, consectetur adipiscing elit, Sur_nmary of the Data 5107195_ spotlight posters
sed do eiusmod tempor incididunt ut labore et dolore is repeated here, along with clear call to
magna aliqua. Ut enim ad minim veniam, quis nostrud actions to bring the recepeint to convert with
ease.
New Feature Announcement
Lorem ipsum dolor sit amet, consectetur adipiscing elit, Highlights on feature updates for EzDrill
sed do eiusmod tempor incididunt ut labore et dolore to draw in uncaptured usrs inthe inital
magna aliqua. Ut enim ad minim veniam, quis nostrud version.

Used EzDrill/ data to impact your work? We want to hear your story!

Lorem ipsum dolor sit amet, consectetur adipiscing elit,
sed do eiusmod tempor incididunt ut labore et dolore
magna aliqua. Ut enim ad minim veniam, quis nostrud Clear opportunity for feedback on sharing
testimonials. This helps solicit content for

the Data Stories Campaign

Figure 6.5: Annotated Prototype of the Data Stories Newsletter

6.3 Service Blueprint & Walkthrough

The service blueprint below represents the layout of the experience across time, stakeholders,
and levels of interaction. The holistic experience between EzDrill and the Data Stories program

is divided into 3 distinct parts.

The first part involved everything from the planning to initiation phase of the two programs. This

part ideally should take 1 to 3 weeks for completion, and would involve primarily the Learning

and Development (L&D) team to align with senior leadership in promoting visibility. It is crucial
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that beta tests would have been run with teams that have been identified as gaining a high level
of impact from this program. Such a beta test would provide the initial testimonial that would be

published to kickstart the Data Stories program.

The second part, called “Analysis”, involves collecting and aggregating as much feedback on the
program as possible. Feedback would come in the two forms. The initial qualitative feedback
would be collected from the usage and engagement of both the EzDrill tool, and the Data Stories
campaign. Examples of such feedback will be install rates, volume of queries per user passed
over time, and engagement in the form of views and queries with existing dashboard and data
resources. The qualitative feedback collected would come in the form of survey responses from
the EZDrill tool, and pre-post surveys from the lunch and learn series from the Data Stories
campaign. Examples of such feedback are the textual information supplemented into the Net
Promoter Score (NPS) survey, and interviews the L&D team would have with teams that have

been identified to have very low or high engagement rates with the program.

Once this data is collected, by the L&D team, in conjunction with other cross-functional teams
such as IT support, would deliberate on adjustments, such as new feature additions and
deprecations to be made to the EzDrill tool, and changes to the Data Stories campaign, to
improve the efficacy for the entire organisation, or identified sub-teams that need specialized
intervention. New content in the form of testimonials from employees or teams that have

benefited heavily from the program can be collated, and scheduled. These would be prioritized
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based on time and budgetary constraints, and fed into the cross-functional teams in charge of

deploying these changes.

The Iteration stage gives adds between a week to a month of a buffer window to allow

implementation and roll-out of the new changes that will be made to the program.

Iterations

DataStories
Poster

DataStories
SQLParser Newsletter

A

DataStories
Paster

" DataSt
Virtual Artefact

tories
letter

Physical Artefact

Existing
Training
Program

Informed of i
Subscribes to Newsletter / existing ‘[‘:[r,u -'ri"gfnd,:’,’
User Actions Engages with Poster/ Performs workshops testimonial

LINE OF INTERACTION SQL Parser Query

Gives Feedback

via SQLParser

and Newsletter
Pap up

through
att

Learning & Broadeast of Uper Feedback Revise & Nerw SQL Parser
Development DataStaries managemen Manage Analyzed & High New features pprove ealures
LINE OF VISIBILITY Newsletter amplify wisibilty of Registeration impact business identified DataStories Newsletter content
Team program units identified Campaign announced

Usage &
Reports on program Engagement
statistics prepared dala
aggregated

Posters deployed
at critical office
spaces

" Posters deployed
LINE OF INTERNAL L L at critical office
INTERACTIONS Interactions spaces

Coordination with Update

Support IT Coordinated launch of : IT new feature
e f:s e SQLParser back end [T ter 'fa“"; “E;‘g" ::'“ push for
requests an 4 SQLParser

manitori
ng updates poster

| 1.3 WEEKS L 4.6 WEEKS | 1-4 WEEKS |

Figure 6.6: Service blueprint for the OZONE Concept

In Figure 14clear lines of visibility and interactions have been elaborated. From the top up is the

first line of interaction. This line articulates the boundary between the user (non-technical
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employee) and the organisation’s operations that power the experience. The line of visibility
separates the activities the employee might have privy to from the activities that will be
happening without the employee's knowledge. Lastly, the line of internal interaction divides the
L&D team members from other staff that do not directly support the interactions between the end

user and employee.

6.4 Metrics For Success

Each part of the OZONE service experience has measurable Key Performance Indices (KPIs)
attributed to it to ensure proper monitoring, guidance, and alignment on the impact of the

program across stakeholders.

Figure 15 represents the list of metrics that can be monitored across the 2 programs under
OZONE. The primary metric for the EzDrill is the percentage of daily active users (DAUs) that
access the tool. This metric gives a sense of the adoption rate of the product, and could also
indicate to us external factors that might drive this number up. An example could be the

introduction of a EzDrill tutorial to all existing physical workshops.
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EzDrrill

KPI Units Inference Potential Data Slices/ Deep Dives
% of daily active users (DAUs) # users/day Number of people opening Ez Drill daily |Across teams
Daily volume of queries # queries/ day | Adoption of EzDrill tool Across teams
Daily volume of dashboard views |# views/ day Adoption of existing data products Across dashboards; Across teams

Volume of queries per user

# queries/ user

Power users of the EzDirill tool

Across teams

NPS Score

-100/+100

User loyalty and advocacy

Across teams; Interviews

Data Stories (Poster)

QR Scan Volume

# scans/week

Engagement with poster

Across office spaces

Worskhop sign ups

# signups/week

Interest in tool/ topic

Across teams

Data Stories (Newsletter)

Open Rate # opens/ month |Engagement Across teams
Sign ups # signups/ month | Interest/ Engagement Across teams
Feedback # submissions Interest Across teams

Table 6.1: Key Performance Indicators (KPlIs) for the OZONE Concept

The primary metric for the Data Stories campaign will be the number of sign ups for the

workshops, and open rate of the email. These indices provide us with insights on the perceived

interest of the program, and areas within the organisation that resonate with the messaging. As

we note later in the conclusion, these metrics should have a means of being monitored in the

event that this program be tested.
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7. Conclusion

Data in today’s workplace is generated by several business units, and many of them have never
been tasked with analyzing such quantitative information before. This increases the demand for
employers to constantly think of methods to not only upskill their workers, but inculcate a
culture that encourages critical thinking of data. As much as the OZONE concept targets the
underlying issue around catalyzing data literacy across non-technical staff in an organisation, we
would need further testing of this concept in a company setting to figure out the points of

weakness.

OZONE offers stakeholders within organisations, training agencies, and L&D teams facing rapid
digitization, a starting point on how to address the human resource repercussions. Individually,
Data Stories offers an economical opportunity to imagine how a cultural shift can be integrated
into familiar business routines, while EzDrill offers an empowering experience for non-technical

staff to utilize the power of data in their everyday decision making.

Unlike Data Stories, the concept of EzDrill will require upfront capital investments in setup and

maintenance costs, and as such, would not be a trivial concept to implement. In addition, every

company has a unique data architecture, and it might prove infeasible to develop this solution
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from a ‘one size fits all” approach. It is in this regard that additional field research would prove
valuable to gain a holistic view of the data infrastructure of addressable companies.
Understanding the popular data warehouse and pipeline formats can inform our engineering

design decisions, and increase the adaptability of EzDrill.
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