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Abstract

The problem of semantic simultaneous localization and mapping (SLAM) is especially dif-
ficult in underwater environments due to sensor characteristics and terrain. The primary
underwater sensor, sonar, is subject to multipath reflections, as well as an elevation angle
ambiguity that makes it difficult to integrate its data into SLAM frameworks. Furthermore,
the lack of training data makes it difficult to accurately obtain object detections from sonar
for semantic, or object-based, SLAM. Finally, the technique of actively choosing trajectories
that can take into account data association ambiguities between semantic landmarks is still
an open research area. This work comprises of two main contributions: the design and im-
plementation of a Gaussian mixture representation for data association of semantic object
detections in environments perceived with sonar, and the design and implementation of a
path planning algorithm that allows a vehicle to actively seek trajectories that disambiguate
and elucidate the robot’s position and its map of the surrounding environment. These two
techniques are tested in various experimental settings, with results showing the novel abil-
ity to actively navigate with an awareness of semantic object landmarks’ data association
ambiguities. Future work will involve further experimental evaluation on combining the un-
derwater mapping techniques with the active navigation techniques developed in this thesis,
as well as the development of more techniques for designing and training object detectors
for sonar.

Thesis Supervisor: John J. Leonard
Title: Samuel C. Collins Professor of Mechanical and Ocean Engineering
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Chapter 1

Introduction

The oft-cited statistics of the ocean covering approximately 70% of the earth while we have

still only explored roughly 5% of it are used to motivate ocean research on subjects from

deep-sea chemistry to biology to geology. However, even within the minuscule portion that

humans have already explored, navigation and mapping for autonomous vehicles is still far

from a trivial task. In fact, the explored areas of the ocean are growing to include many

man-made structures that require inspection, natural features that require frequent and

detailed observation, as well as military installations and surveillance equipment. Thus, in

the challenging environs of the sea, roboticists face the problem of building vehicles that can

meet the demands of modern ocean exploration and surveillance. With Global Positioning

System (GPS) signal attenuating rapidly in the water column, underwater robots must often

make use of expensive yet still unreliable sensors to navigate the depths of the ocean. The

process of fusing the data from these sensors into a way to both localize the vehicle and

build a map of the vehicle’s surroundings is what is known as simultaneous localization and

mapping (SLAM), which when coupled with autonomously planning a path to maximize the

effectiveness of the SLAM system is known as active SLAM.

Humans accomplish these mapping and navigation tasks often with very little thought

using references to objects in the world around them as landmarks. For example, in giving

directions to someone, one might give instructions to turn left at the stoplight, and then follow

the footpath until it reaches the building. With the performance of new deep learning-based

object detectors, it has become possible for robots to sense their environment in a semantic

sense, thus giving rise to the potential for building and using semantic maps much as a
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human might. In the interest of human-computer interaction, being able to communicate

through these semantic maps is a more understandable interface than, for example, a point

cloud image. Enabling robots to build these semantic maps can also aid in building higher

level robotic capabilities. For example, with semantic maps, one would be able to instruct

a robot to turn a knob on a the third oil pipeline from the edge of the oil field, or to

put all of the mugs into the top rack of a dishwasher. Further complicating these types of

operations is the unreliability and often low-bandwidth communications available between

an operator at the surface and an underwater robot. Thus, the robot must have the ability

to act autonomously and make decisions to aid its map building without human intervention.

This thesis is focused on how to build underwater semantic maps, and how to enable robot

behaviors that can autonomously work to navigate within these maps, and if necessary,

navigate in a way that helps localize the vehicle and build more accurate maps. In other

words, this thesis describes an active underwater semantic SLAM system.

1.1 Motivation

Naval Operations

Naval and defense operations is one of the largest areas of research and development for

underwater vehicle navigation. Limpet mines stuck to the side of a ship could cause severe

damage to any naval vessel, while mines that cause a cargo or other large ship to sink in

a critical area such as the mouth of a busy harbor could have effects from blockading a

naval fleet to crippling trade into the area. A March 2021 blockage due to a stuck cargo

ship, the MV Ever Given, in the Suez Canal illustrates some of the reasons why navies

around the world need to be concerned with preventing such incidents. With an estimated

12% of global trade using the Suez Canal, an estimated $9.6 billion a day was held up for

nearly a week [1], while clearing the backlog of blocked ships resulted in effects that were

felt in the global supply chain several months later. While this incident was due to difficult

weather conditions and possibly human error, the magnitude of the cost highlights exactly

why navies are concerned with malicious actors causing a similar disruption. Avoiding this

requires the sweeping of ship hulls for mines, which currently is performed by human divers

and trained marine mammals such as dolphins, whose lives are put at risk, despite the
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inherent unreliability of ensuring complete coverage from humans or animals. Doing so

with autonomous underwater vehicles (AUVs) could reduce the risk while increasing the

reliability and speed of such inspections, but would require highly accurate and reliable

mapping systems.

Reef and Aquaculture Monitoring

From the Great Barrier Reef to smaller areas around the world, coral reefs are a massive

part of the "Blue Economy" in addition to their intrinsic value. Reefs add more than

$3.4 billion to the United States economy alone annually through fishing, tourism, and

erosion protection [2], while their contribution to biodiversity and ocean health can hardly

be quantified. Sadly, according to a report from SECORE, over 50 percent of the world’s

coral reefs have died in the last 30 years and up to 90 percent may die within the next century

without drastic intervention [3]. An important aspect of working towards their preservation

is frequent monitoring, which is a difficult task given the immense size of the world’s reefs; the

Great Barrier Reef alone covers 344,000 km2, which is larger than the size of Great Britain,

Switzerland, and Holland combined! While some high level observation is performed using

satellites, monitoring world’s reefs in finer detail presents a difficult technical challenge that

may be best addressed using swarms of AUVs that can provide high resolution maps in

areas of particular interest. Aquaculture, or the farming of fish, shellfish, and other marine

organisms are a promising way of mitigating the effects of climate change through reducing

human’s toll on overfished species, while providing a less water and other resource-intensive

protein source than meat. In fact, the farming of oysters and certain other shellfish actively

improves water quality as the creatures filter out contaminants. These farms require frequent

observation to keep track of the health and upkeep requirements, thus creating a strong case

for the use of AUVs.

Offshore Energy

Approximately 20% of oil produced in the United States in 2020 came from offshore sources,

while offshore wind energy projects such as Vineyard Wind have the potential to bring even

more of the United States’ energy production to offshore areas. The production of energy

in marine environments requires the installation of myriad equipment and subsea assets
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Figure 1-1: A rendering of a typical subsea village of oil/gas extraction assets (Oil States
Industries).

that require frequent monitoring. In the case of oil and gas, pipes must be inspected for

leaks and other infrastructure must be examined for any signs of disrepair, as the failure

of such equipment can be catastrophic as seen with the Deepwater Horizon incident. The

explosion of this offshore oil platform caused the deaths of eleven people and the spillage of

approximately 210 million gallons of oil as well as the accompanying environmental carnage

[4]. While much of the subsea asset inspection is currently performed with remotely operated

vehicles (ROVs), these rely on expert operators who nevertheless could be a cause of human

error. Any collision with subsea assets could cause leaks or power outages, and thus any

AUVs operating in these environments must have precise and reliable navigation.

1.2 Related Work

The work in this thesis ties together several subfields of SLAM, including underwater SLAM

and the sensor configurations associated with it, as well as data association and active SLAM.

The following section outlines previous work in these areas.
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SLAM

Simultaneous localization and mapping is the task of estimating the state of a robot equipped

with various on-board (and occasionally off-board) sensors while simultaneously constructing

a model or map of the environment being perceived by those same sensors. The state vector

is generally as simple as the robot pose, although velocities and sensor characteristics can

also be included, while the map can be one of several different types of representations,

and indeed map representation is an open area of research in the field of SLAM. The map

representation is often dictated by the use case, as an occupancy grid may be more useful

for obstacle avoidance, while a semantic, object-based map is more useful for higher level

tasks. Another important aspect of SLAM is loop closures, which is the method through

which the robot can bound its localization error by realizing it is revisiting a previously seen

place. This technique is a vital yet difficult aspect of SLAM, as it helps the robot not only

bound localization error, but also build a more realistic idea of the world, in that without

loop closures, the robot would simply see the world as an endless corridor [5]. Using the

unifying framework of factor graphs [6], it is possible to write down SLAM formulations in

an easily understandable graphical form (described in greater detail in Section 2.2). The

factor graph can then be converted to a Bayes Tree, upon which incremental updates to the

factor graph can be down in a computationally efficient manner [7] [8].

Underwater SLAM

In the area of underwater SLAM, there is a body of work that describes methods to account

for and mitigate the effects of the inherent difficulties of using sonar as the primary envi-

ronmental sensor. Some work does also exist on using cameras underwater [9] [10], as well

as with laser scanners [11]. Negre et. al. [12] described a method of determining a global

image signature for use in visual loop closure detection, which they applied to feature sparse

underwater environments in [13]. Often however, turbidity combined with the lack of light

at depth requires the use of sonar over cameras in order to have a longer range of detectable

features, while underwater laser scanners are expensive and still only have a short range.

One common application of underwater mapping with sonar is to build bathymetry maps as

in [14]. The body of work from Vaz Texeira describes a full pipeline for SLAM using sonar,

starting from the front-end, where [15] describes methods such as the use of Markov random
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field for neighborhood classification of segmented images for removing artifacts from sonar

images. Building on this work, individual sonar scans were combined into more informa-

tive volumetric submaps [16] that comprise of some number of consecutive scans. Finally, a

probabilistic framework for dense sonar reconstruction is described in [17].

While the above works make use of features that are based around individual sonar returns

in order to recognize previously seen areas of the map and build loop closures, a recent body of

work in above-ground semantic SLAM [18] [19] has inspired similar approaches underwater.

While in-air approaches have been motivated by the recent advances in machine learning

trained object detectors, attempting to use object detectors underwater has several additional

difficulties. In addition to the noisier data that comes from sonar as opposed to cameras,

there is a dearth of labeled and varied training datasets for underwater data, especially

for sonar. Some recent work has aimed to address this such as [20], [21], but nevertheless,

underwater training datasets remain less common. That being said, [22] segmented then

classified objects from a forward-looking sonar’s individual scans in a harbor environment

before feeding the semantic objects into a SLAM framework, and [23] did predictive sonar

mapping with object-specific Bayesian inference.

Data Association

The problem of data association in SLAM arises in calculating loop closures, when a mapping

algorithm must determine whether an observed feature corresponds to a previously seen fea-

ture, and if so, which one. These features can be anything from semantic object detections to

visual features such as ORB [24]. When several features appear to be similar and could fea-

sibly be the same feature, the features are said to be perceptually aliased. Back-end methods

for data association attempt to handle the various association possibilities in a manner that

is robust to incorrect hypotheses coming from the front-end. While the full multi-hypothesis

approach [25] is of exponential complexity, approximations and heuristics can help reduce

the computational load. Some of the earliest work was by Neira and Tardos [26], who pro-

posed a technique for checking the joint compatibility of multiple measurements in order

to detect and remove outliers and maintain a set of consistent hypotheses when perform-

ing SLAM. Sunderhauf and Protzel [27] developed a method of switchable constraints for

loop closures, which are represented by a continuous switching variable in the factor graph.
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These are included in the factor graph optimization process to help account for false loop

closures, with a threshold set for whether or not to include the loop closure. Latif et al. [28]

developed a method for incrementally clustering loop closures and checking for consistency

within topologically close loop closures to eliminate outliers in a method called incremental

realizing, reversing, and recovering (iRRR). Olson and Agarwal [29] used a mixture of Gaus-

sian models to represent loop closure probabilities while proposing a max-mixture method

to efficiently perform inference on the back-end. Doherty et al. [30] built upon this work

for the purposes of data association in semantic SLAM, i.e. the building of a map using

semantic labels for objects. Lajoie et al. [31] use discrete-continuous graphical models to

model perceptual aliasing in SLAM, with the discrete portion being used as “switches” that

can select outliers and inliers to use in the continuous, typical SLAM formulation. The work

also describes a semidefinite relaxation to perform inference in the discrete-continuous space.

Sunderhauf and Protzel [32] compared switchable constraints, max-mixtures, and iRRR,

with no method clearly outperforming the others on all tested datasets. Latif et al. [33] also

performed a comparison between robust backend methods, swapping in dynamic covariance

scaling [34] for iRRR, but with same result that no method clearly outperformed the others.

Recently, work from Ikram et al. [35] explores the topic of adversarial attacks on visual

SLAM’s methods for loop closures. By inserting simple patterns, and by showing simple

scenarios of multiple, similar looking floors for example, they are able to show how many of

the previously discussed techniques can be made to fail, thus motivating further research in

the area of data association in perceptually aliased environments.

Active SLAM

While the specific problem of efficient ambiguity-aware object-based semantic SLAM has only

started to gain attention in some recent works, active SLAM and information driven path

planning in general has an extensive body of prior research. Information driven path planning

describes methods in which a trajectory is chosen in order to maximize some measure of

information gain either myopically (greedily) or non-myopically (longer-term horizon) [36].

Early work on this topic [37] implemented a feature-based exploration method where

the features were used to motivate the likelihood of nearby areas being useful to explore.

Planned trajectories were motivated by geometric, spatial, and stochastic characteristics
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within the current map, specifically by using a probability distribution function to represent

the location of unknown features.

In general, with infinite possible trajectories in a continuous space, certain heuristics

and approximations must be used in order for the planning algorithms to be feasible. In

[37], the heuristics used were in this order: visit areas that are sparsely populated with

features, stay away from previously visited areas, explore nearby locations before traversing

long distances, and explore with increasing resolution. In recent work by Elimelech and

Indelman [38], efficiency gains come from eliminating certain actions quickly as infeasible,

and then using more time on feasible actions by, for example, discretizing the continuous

feasible action space at a higher resolution. Farhi and Indelman [39] cached calculations

made for planning trajectories in order to reuse them in the actual executed trajectory, thus

reducing redundant work, which was improved upon in [40] through the use of incremental

updates.

Chen et al.[41] seeks to avoid the computational cost of simulating paths and their associ-

ated cost by training a Graph Convolutional Network that operates on a graph representation

of candidate waypoints and landmarks in order to predict the optimal action. While much

of the work in this space uses occupancy grids for a map representation, Wang and En-

glot [42] argued that even when taking into account localization error in information gain

metrics, a landmark-based map itself may not be corrected unless landmark uncertainty is

also taken into account. Thus, they propose a method using virtual landmarks and propa-

gate uncertainty within virtual maps in order to choose informative waypoints that improve

not only the quality of the pose estimation but also of the map. They extend this work to

dense scenarios in [43]. Out of the body of work in non-semantic active SLAM, their work

comes closest to the techniques proposed in this paper in that they seek the minimization of

landmark error explicitly, albeit only for geometric error.

More recently, with the growing popularity and success of deep learning-based object de-

tection, as well as the associated semantic SLAM techniques for handling object detections

described above, some work has started to explore active semantic SLAM and the unique

challenges of formulating reward functions and planning algorithms that can take into ac-

count data association and semantic class in addition to the geometric position. Pillai and

Leonard [44] showed that object detections themselves can be improved through merging

information from multiple viewpoints of the same object, building upon [45] which described
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how to actively choose viewpoints of objects for the best detection accuracy.

When including data association and semantic classes in the SLAM formulation, measure-

ments become multi-modal and the Gaussian distribution used in most standard techniques

no longer fully represents the true measurement likelihood function [46]. Thus, new metrics

must be used in order to calculate information gain. Generally, the choice of representation

for the multi-modal distributions motivates the metric used for active SLAM. In [47], the un-

derlying representation is a multi-hypothesis method that maintains separate factor graphs

for each hypothesis as in [25]. Their active SLAM system thus works to prune branches or

hypotheses by revisiting previously visited locations when the number of hypotheses being

tracked exceeds a set threshold. Agarwal et al. [48] used a Gaussian Mixture Model rather

than an explicit hypothesis tree for their underlying representation, and seek to reduce the

multiple components of some observations into a single component through a form of observ-

ability graph that informs which waypoint would most likely yield information that could

reduce data association ambiguities. Their work does not consider multi-class measurements,

unlike [49] and [50], both of which take into account semantic measurements but not data

association. Asgharivaskas and Atanasov [49] computed a lower bound for Shannon mu-

tual information between multi-class maps and potential measurements, while Fu et al. [50]

proposed an approach for planning optimal robot trajectories in semantic maps that satisfy

temporal logic constraints.

To the best of our knowledge, the only existing work that takes both data associa-

tion and semantic classes into account for active SLAM is from Farhi and Indelman [51],

who used a viewpoint-dependent classifier model in order to help disambiguate multi-modal

measurements by choosing informative views of an object. Their underlying representation

maintains multiple hypotheses as represented by multiple discrete-continuous factor graph

instances. While in theory the multi-factor graph approach could be computationally ex-

pensive (O(Mn �Nk) with M classes and N objects after k timesteps), they argued that in

practice, with only a few classes of objects, the number of hypotheses remains much smaller

than the theoretical maximum.

Active navigation underwater has algorithmically similar foundations to general active

navigation techniques, but with the added challenges of accounting for the sensor characteris-

tics and noisy data that is encountered underwater. Chaves et al. [52] performed underwater

visual slam using active SLAM techniques on Bayes tree. They designed and implemented a
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caching scheme to reduce redundant calculations in the Bayes tree. In [53], Hollinger et al.

chose their next waypoints based on viewpoint and coverage selection criteria rather than

accuracy criteria, which they demonstrated with the underwater inspection of a shiphull,

while [54] implemented a probabilistic next-best-view planning framework for an underwa-

ter hovering vehicle. Hollinger et al. in [55] utilized multiple views of the same object to

improve object classification underwater. Suresh et al. [56] performed active underwater

submap SLAM by calculating a submap saliency score based on SHOT [57] descriptors’

inter-submap rarity to determine strong loop closure candidates. In [58], Palomeras et al.

performed active underwater navigation by first running a high-level bathymetry survey to

identify regions of interest for close up inspection. Fallon et al. [59] demonstrated how to

search for and relocate underwater features autonomously.

Information Theory

Carrilo et al. [60] compared different methods for determining the information gain, and

concluded that D-optimality, which maximizes the determinant of the information matrix, or

equivalently maximizes the differential Shannon information of the parameters estimates, is a

suitable and robust criterion for many path-planning applications in robotics. The paper also

examined A-optimality, which minimizes the trace of the inverse of the information matrix,

and E-optimality, which maximizes the minimum eigenvalue of the information matrix. [61]

showed that certain integrals in Shannon mutual information can be computed analytically,

thus leading to a more efficient Fast Shannon Mutual Information for use in 3D mapping.

Charrow et al. [62] showed that Cauchy-Schwarz Quadratic Mutual Information (CSQMI) is

a computationally efficient substitute for Shannon mutual information, which they used to

actively build an occupancy grid. Tabib et al. [63] used the CSQMI for a map represented

by a Gaussian mixture model. Similarly, Tabib and Michael [64] use CSQMI to calculate

whether a loop closure has been made in a map represented by a Guassian mixture model.

Both of the prior works rely on the work form Kampa et. al. [65], which derives a closed

form of the Cauchy-Schwarz divergence for mixtures of Gaussians.
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Chapter 2

Information-Theoretic Reward Functions

for Active Semantic SLAM

2.1 Semantic SLAM with Max-Mixtures

The semantic SLAM problem in 3D is defined here as the inference of robot poses X , fxi :

xi 2 SE(3); i = 1; : : : Ng, and semantic landmarks L comprised of ‘j , (‘�j ; ‘
c
j); j = 1; : : : ;M ,

where ‘�j 2 R3 is the continuous geometric component, and ‘cj 2 C from a known set of class

labels C , f1; : : : ; Cg is the discrete semantic class component. With measurements Z, we

formulate the following maximum a posteriori (MAP) inference problem:

X̂; L̂ = arg max
X;L

p(X;L j Z): (2.1)

Taking into account data association hypotheses H, the problem can be written as

X̂; L̂ = arg max
X;L

h
max
H

p(X;L;H j Z)
i

(2.2)

where the max operator on the hypothesis variable serves to switch to the best data

association at each optimization step. Through max-marginalization using the max-product

algorithm, where the data association variable D = fdtgTt=1, dtk = j means the k-th mea-

surement from zt taken at time t corresponds to landmark ‘j, the data association variable

25



is eliminated from the inference problem, since the variables of interest are L and X. This

occurs proactively at the time of a measurement, thus transforming through proactive max-

marginalization the following equation:

p(X;L;D+ j Z+;Z�) / (2.3)

p(Z+ j X;L;D+)p(X;L j Z�)p(D+ j Z�) (2.4)

to

p̂(X;L j Z+;Z�) = (2.5)

p(X;L j Z�) max
D+

�
p(Z+ j X;L;D+)p(D+ j Z�)

�
: (2.6)

By augmenting the candidate set H to be H [ f;g, we allow a null-hypothesis data

association to be made. The null-hypothesis accounts for potential false positive detections,

and is modeled with a prior weight on a Gaussian component with large variance [30], [29],

[66].

While the full problem is non-Gaussian, the selected max component is Gaussian even

while non-dominant modes are still tracked within each max-mixture factor, thus making

the max-mixtures model usable by existing nonlinear least squares optimization libraries.

We use the incremental smoothing and mapping framework iSAM2 [8] to solve the above

MAP problem. The exhaustive search over a hypothesis space of size O(Mk) is replaced by

a local hypothesis selection at each optimization step.

Decisions on which hypotheses d to include for a given observation z with geometric

component z� and semantic component zc and geometric measurement model g(x̂) are made

with the following test:

�2 log p(zc j d = j; Znfzg) + kg(x̂)� z�k2
Rj
< �2

�: (2.7)

The above equation resembles a Chi-square test, and indeed reduces to a Chi-square

test with degrees of freedom equal to measurement dimension and confidence level � when
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the semantic class of the measurement agrees with semantic class of the hypothesis. If

no hypotheses meet the test threshold, the observation is determined to constitute a new

landmark. The hypothesis set and subsequent decision as to whether the observation is from

a previously seen landmark or new landmark is calculated at observation time and does not

change.

2.2 Factor Graph SLAM

This work uses a factor graph representation for SLAM as described in [6]. A factor graph

G , fF ;V ; Eg with factor nodes fk 2 F , variable nodes vi 2 V , and edges E describes the

semantic SLAM problem as follows:

p(X;L;H j Z) /
Y
k

fk(Vk);

Vk , fvi 2 V j (fk; vi) 2 Eg:
(2.8)

This gives the ability to write down, in an easily understandable, graphical form the

function that needs to be minimized:

X�;��;H� = arg max
X;L;H

Y
k

fk(Vk) (2.9)

= arg min
X;L;H

X
k

� log fk(Vk): (2.10)

By formulating the problem in factor graph form, it is simple to write down the problem

in GTSAM and use existing optimization techniques such as Gauss-Newton or Levenberg-

Marquardt to minimize the above objective function. Doing so incrementally through oper-

ations on the Bayes Tree is possible using the iSAM2 algorithm [8]. Furthermore, as noted

in the recent work [67], the semantic SLAM problem can be written as a discrete-continuous

optimization problem, with the discrete parts being data association variables and semantic

classes, while the continuous aspects of the problem are the geometric pose and landmark

locations. This framing of the problem is covered in further detail in Section 2.3.
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2.3 Discrete-Continuous Optimization

Discrete-Continuous optimization comes up in a variety of problems, from contact-state

estimation to data association to semantic SLAM. Until recently, solving such problems

has been only possible through manual implementation of an optimization framework, with

extensive and complicated bookkeeping processes that are prone to error. New work on

this comes in the form of [67], which outlines a method of alternating minimization for

discrete-continuous optimization, and furthermore make publicly available a library to do so

at https://github.com/MarineRoboticsGroup/dcsam.

Considering discrete variables D and continuous variables C, the maximum a posteriori

inference problem consists of

C�; D� = arg max
C;D

p(C;D j Z): (2.11)

Converting into factor graph form as in Section 2.2, we get:

C�; D� = arg max
C;D

Y
k

fk(Vk)

= arg min
C;D

X
k

� log fk(Vk):
(2.12)

The optimization over the negative log posterior L(C;D) , � log p(C;D j Z) is:

C�; D� = arg min
C;D

L(C;D): (2.13)

By taking an alternating minimization approach, i.e.

D(i+1) = arg min
D

L(C(i); D) (2.14)

and

C(i+1) = arg min
C

L(C;D(i+1)): (2.15)

As discussed in [67], this leads to monotonic improvements in the value of the objective

function.
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Algorithm 1 Waypoint Selection
Input: max-mixture representations of previous observations, current pose and pose co-
variance Output: New waypoint
if trace(cov) > Pose_Uncertainty_Threshold then

return calc_observable_loc(arg minn
lsinglehyp
n

Distancen
)

else
max_info_gain  �1

for frontier in frontiers do
lvirtual  convert_to_virtual_lm(frontier)
ICS  calc_new_lm_info_gain(lvirtual)

if ICS > max_info_gain then
max_info_gain  ICS
next_waypoint  calc_observable_loc(lvirtual)

end if
end for

end if

for zmulti�hypothesisprevious in prev_LM_observations do
ICS  DMoG

CS (zmulti�hypothesisprevious ; zvirtual)
if ICS > max_info_gain then

max_info_gain  ICS
next_waypoint  calc_observable_loc(zvirtual)

end if
end for
return next_waypoint

2.4 Active Disambiguation

Active System

The active system utilizes the reward function in Section 2.4 to determine the informativeness

of revisiting landmarks. We also set a reward for exploring new areas, and weight both the

revisit and exploration terms by distance. Finally, we also track single-hypothesis landmarks,

and revisit those when pose uncertainty exceeds a threshold. The full algorithm for waypoint

planning is described in Algorithm 1. Virtual measurements are made in a separate factor

graph branched off of the current factor graph. By propagating odometry to the calculated

observation location, and making a hypothetical observation we determine the max-mixture

factor that would be made at that location, and use that in the information gain calculation.
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Reward Function

With the max-mixtures formulation described above taking both semantic class and data

association into account implicitly, we can use the Cauchy-Schwartz divergence formulation

for comparing two Gaussian mixture models to get a metric for information gain from revis-

iting a previous landmark as described below.

Following the derivation in [65], we define the Gaussian mixture variables q and p as:

q(x) =
MX
m=1

�m N
�
xj�m; �2

m

�
(2.16)

p(x) =
KX
k=1

�k N
�
xj�k; 
2

k

�
(2.17)

where �; �; and �2 are the mixture weights, means, and variances for q, and �; �; and


2 are the corresponding terms of p, and the standard multivariate Gaussian distribution is

defined as

N
�
xj�i;��1

i

�
=

�
1=2
i

(2�)D=2
exp

�
�1

2
(x� �i)T �i (x� �i)

�
(2.18)

where x 2 RD.

Kullback-Leibler divergence, another common measure of the divergence between two

distributions, cannot be calculated analytically in closed-form for two mixture of Gaussians.

The Kullback-Leibler divergence is expressed as:

DKL(q; p) =

Z
q(x) log

q(x)

p(x)
dx

=

Z
q(x) log

"
MX
m=1

�mN (xj�m;��1
m )

#
dx

�
Z
q(x) log

"
KX
k=1

�kN (xj�k;
�1
k )

#
dx:

(2.19)

The integral and summation operators cannot be interchanged in the expression due to

30



the logarithm operator, and thus the x term cannot be marginalized out of the integral,

making it impossible to derive a closed-form expression.

In [65], the authors also explore other common divergence metrics, and encounter the

same issue preventing the derivation of a closed-form analytically computable expression.

The metric that can be used is the Cauchy-Schwarz divergence, defined as:

DCS(q; p) = � log

0@ R
q(x)p(x)dxqR

q(x)2dx
R
p(x)2dx

1A : (2.20)

We can calculate the Cauchy-Schwartz divergence between two mixture of Gaussian dis-

tributions with data dimensionality D by rearranging equation 2.20:

DCS(q; p) = � log

�Z
q(x)p(x)dx

�
+

1

2
log

�Z
q(x)2dx

�
+

1

2
log

�Z
p(x)2dx

�
:

(2.21)

Using the Gaussian identity

N(xj�1;�
�1
1 )N (xj�2;�

�1
2 ) = z12N (xj�12;�

�1
12 ) (2.22)

the first term of the RHS of equation 2.21 can be written as

log

 Z MX
m=1

KX
k=1

�m�kN (xj�m;��1
m )N (xj�k;
�1

k )dx

!

= log

 
MX
m=1

KX
k=1

�m�k

Z
N (xj�m;��1

m )N (xj�k;
�1
k )dx

!

= log

 
MX
m=1

KX
k=1

�m�kzmk

!
:

(2.23)

Applying the same manipulation to the next two terms, the final closed-form expression

for the Cauchy-Schwarz divergence between two mixture of Gaussians is:
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ICS(q; p) = �log

 
MX
m=1

KX
k=1

�m�kzmk

!

+
1

2
log

 
MX
m=1

�2
mj�2

mj1=2

(2�)D=2
+ 2

MX
m=1

X
m′<m

�m�m′zmm′

!

+
1

2
log

 
KX
k=1

� 2
k j
2

kj1=2

(2�)D=2
+ 2

KX
k=1

X
k′<k

�k�k′zkk′

! (2.24)

where

zmk = N (�mj�k; (�2
m + 
2

m))

zmm′ = N (�mj�m′ ; (�2
m + �2

m′))

zkk′ = N (�kj�k′ ; (
2
k + 
2

m)) :

We can use this above expression to calculate the expected information gain in O(M2)

between the current map m and the observation z by setting a previous observation of m (at

the specific landmark) as q and z as p.

With mixture models representing data association probabilities in a factor graph frame-

work as above, one can directly evaluate the divergence between a previous mixture factor

and the predicted observation from a given viewpoint in a way that takes semantic classes

and data association ambiguity into account.

The above expression is simplified by noting that for the max-mixture formulation, the

hypotheses for a single measurement are equally weighted, excluding the null hypothesis, as

follows from the marginalization process. Thus, if the new observation zlinew has any of the

same landmarks in its hypothesis set Hnew as the previous observation of the same landmark

zliold, the contribution of those hypotheses to the Cauchy-Schwartz information will be of a

minimal value, since ICS has the property of being at its minimum when comparing two

identical distributions. While components, even when equally weighted, are not necessar-

ily of identical values due to the differing geometric and semantic components, in practice

their contributions to the metric are of negligible value compared to the unique components.
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Figure 2-1: Visual representation for a virtual re-observation (new observation candidate)
of a previous observation. In this case, only the landmark 1 hypothesis from the previous
measurement and the landmark 4 observation for the potential new measurement are of
interest, as landmarks 2 and 3 are in both distributions.

Therefore, only new hypotheses, or neglected hypotheses that were included in the previous

observation are of interest for calculating the information gain, i.e. the symmetric differ-

ence (Hold n Hnew) [ (Hnew n Hold) (see Figure 2-1). Furthermore, while mixtures with a

different number of components have different component weights since for an individual

max-mixture observation the weight of each component �m is 1��null

M
for M components,

again the contribution from components in both mixtures is negligible.

The reward for travelling to new locations, denoted as calc_new_lm_info_gain in Al-

gorithm 1, is computed as a tunable constant parameter weighted by 1
FrontierDistance

that can

be increased to promote more aggressive exploration.

2.5 Experimental Setup and Results

Wheeled Vehicle Experiments

Experiments were performed on a Jackal UGV mounted with a Blackfly S monocular camera,

Hokuyo laser scanner UTM-30LX, and IMU. Odometry is produced through an extended

Kalman filter that uses wheel encoders and the IMU. The laser scanner is used for frontier

calculation and obstacle avoidance, and the camera is used for object detections. Local

path planning including obstacle avoidance is run on a dual-core i3-4330TE, while waypoint

calculation and mapping is run on a separate 12-core 8th generation i7 CPU. ROS Melodic

is used for communication between sensors and system nodes.

Using AprilTag visual fiducial markers [68] as simulated objects distributed throughout

the robot exploration space, we demonstrate the effectiveness of the proposed system, which
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Figure 2-2: The active system diagram, which shows initial processing of sensor inputs
followed by SLAM and waypoint modules which output trajectories, maps, and motor com-
mands.

Method Avg. Pose Error (m) Rel. Pose Error (m) Pose Error Std. Dev.

Frontier 0.014 0.0020 0.04
Our Method 0.12 0.0009 0.11

Table 2.1: The trajectory accuracy comparison between frontier-only and the active disam-
biguation systems on the Jackal with simulated object detections from AprilTags.

is described in 2-2. We run experiments with N=2 classes using our method, as well as a

frontier only exploration policy that stops when no frontiers remain. By taking the unique tag

number n, and using n mod N as the class assignment with a prescribed confusion matrix,

we can simulate an environment with N object classes, while also tracking the ground truth

data associations using n for comparison and evaluation. The experimental environment is

an approximately 15m by 15m space with several alcoves as well as a wall in the middle that

has sufficient space on either end for the robot to pass through. Various occluding objects

such as tables and boxes exist throughout the space.

It should be noted that while average pose error is higher in our method than a simple

frontier based approach, the system triggers revisits to single hypothesis landmarks twice, and

while lowering the pose uncertainty cutoff for revisiting a single hypothesis would decrease

34



Figure 2-3: The experimental platform, pictured next to the visual fiducial markers used to
simulate object detections.
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Figure 2-4: The active system trajectory plotted with the ground truth trajectory.
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Figure 2-5: The trajectory and landmark map computed during the active navigation ex-
periment. The green line depicts the max-mixture optimized trajectory; the green and red
squares represent object detections of the two distinct classes. Size of squares enlarged for
visibility.
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average pose error, it would also increase the length of the trajectory. Furthermore, the

purely frontier-based approach naively pushed ahead to a distant frontier that happened to

result in a loop closure at the point where out method returned to a previous landmark. The

success of the method lies in providing the ability to plan and execute these behaviors, and

we aim to show in the next section the benefits of such abilities.

Gazebo Simulation Experiments

In addition to the AprilTag experiments carried out on the real Jackal robot, experiments

were also performed in a simulation environment, with objects from the YCB dataset [69]

[70] [71] included in a Gazebo simulation room, pictured in Figure 2-6. The tests were

performed with three YCB objects: a cracker box, a meat can, and a sugar box. By using

the Deep Object Pose Detector (DOPE detector) [72], the Jackal can obtain pose estimates

of the objects, and use these to build its semantic map. The rest of the active navigation

software system remains the same. Using the DOPE detector creates a significant new

failure mode, in that real object detections are often quite bad in comparison to even large

amounts of noise being added to AprilTag detections (see Figure 2-8 for example). Also,

the DOPE detector consistently outputs object poses that are much closer than the actual

object, most likely due to the majority of training data being closer than common sightings

in the simulation environment. Realistic lighting of the objects, even in Gazebo which is

focused on accurate physics and visual realism, is another feature that is difficult to build

in simulation. Thus, with real object detections, the semantic mapping task becomes much

more difficult, in addition to the exploration task becoming more challenging due to the

larger area to cover. The weights for exploration versus returning to “safety” in the form of

a known and unambiguously mapped area must be carefully tuned, as at one extreme, the

system reduces to frontier-only exploration, and at the other extreme, the vehicle constantly

must return to previously mapped areas, thus resulting a trajectory as in Figure 2-9. We

again ran a frontier only experiment to compare with the full active semantic SLAM system,

with results shown in Table 2.2.
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Figure 2-6: The Gazebo environment used to test the active navigation system with real
object detections and in a bigger environment. The orange and white barriers represent
walls that must be avoided, and the gridded area represents the ground upon which the
vehicle can traverse. A light source above the scene is shown as the green box, and YCB
objects are scattered throughout the scene.

Figure 2-7: A close up view of the Jackal in the Gazebo environment with three types of
YCB objects: Cheez-it boxes, Domino’s sugar boxes, and spam cans.
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Figure 2-8: The DOPE detector, especially at long ranges, tends to severely miscalculate
the pose of the objects, generally placing them much closer than the true pose.

Method Avg. Pose Error (m) Rel. Pose Error (m) Pose Error Std. Dev.

Frontier 0.220 0.099 0.170
Our Method 0.248 0.128 0.181

Table 2.2: The trajectory accuracy comparison between frontier-only and the active disam-
biguation systems in the Gazebo environment.

2.6 Discussion

This section described an active semantic SLAM system that is the first to use an under-

lying max-mixtures representation for semantic SLAM in an active path-planning system.

A reward function was formulated that can efficiently calculate information gain between

max-mixture factors. This section also described a method of determining landmarks to

revisit to constrain drift in an environment with ambiguous data associations and semantic

landmarks. The effectiveness of the system on a real robot using simulated object detections

based on an AprilTag detector was demonstrated. The system was also tested in a Gazebo

simulation environment using three classes of objects from the YCB dataset with a DOPE

object detector.

Other future directions for this work involve running experiments on the Jackal in the

real world with an object detector for household objects and examining different methods

for fixing previous measurements. This does however present difficulties in evaluating the

effectiveness of the method, as we no longer have ground truth data associations as in the
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Figure 2-9: When the system parameters are tuned poorly, the vehicle chooses a trajectory
(in green) that spends too much time returning to previously mapped areas.
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Figure 2-10: A properly tuned experimental run as compared to Figure 2-9. The trajectory
generated by max-mixtures is shown as a green line, with green squares representing sugar
box locations, red squares representing Cheez-it box locations, and blue squares representing
spam can locations as mapped by the max-mixtures system. The black outlines are the
occupancy grid, with gaps that have green dots showing new frontiers. The mapping process
had ended at this point as the remaining frontiers were smaller than a set threshold.
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Figure 2-11: The max-mixtures optimized trajectory compared to the ground truth vehicle
trajectory.
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AprilTag experiments, nor would we have ground truth object and trajectories as in the

Gazebo environment. Motion capture systems potentially provide one way of obtaining such

ground truth information.
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Chapter 3

Underwater SLAM

Figure 3-1: A sample image taken during the experimental deployment in West Falmouth
Harbor, illustrating the difficulty of using cameras underwater in turbid environments, and
therefore the necessity of using sonar. In this image, a piling is approximately two meters in
front of the camera sensor, but is still not visible.

Previous sections of the thesis have focused on active semantic SLAM in a general sense,

in that the formulations can be applied to any setting and any type of robot, from aerial

vehicles to ground vehicles to underwater vehicles. However, performing active object-based

SLAM in an underwater environment involves considerable additional difficulties due to

challenging sensor configurations. Nonetheless, active semantic SLAM may be particularly

well suited to addressing some of the operational and technical challenges of underwater
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navigation. Underwater environments tend to be relatively feature-sparse, and thus are not

conducive to feature-based techniques, which motivates an object-based approach. Proba-

bilistic data association is necessary because objects in these environments tend to be subject

to perceptual aliasing. One rock looks fairly similar to another rock underwater, and more

complex descriptors that could help differentiate different subsea objects are difficult to per-

ceive with typically noisy sonar data or optical sensors that must contend with turbid water

conditions as in Figure 3-1. Furthermore, communications underwater are bandwidth lim-

ited and unreliable, making human-in-the-loop vehicle operation difficult if not impossible in

many situations. Deploying a vehicle with a set trajectory and no opportunities to examine

the data and correct any ambiguously mapped areas has the potential to be in-efficient and

expensive. Thus, augmenting the vehicle’s capabilities by giving the vehicle the autonomy

to improve its maps without human intervention is critical to improving the quality and

efficiency of maps.

3.1 Sensors

A typical underwater vehicle sensor payload includes an inertial measurement unit, one or

more sonars, a Doppler velocity log, a number of cameras, a depth/pressure sensor, and

potentially any number of additional mission-specific devices. This section describes the

capabilities and limitations of these sensors.

Sonar

Sonar (SOund Navigation And Ranging) uses the returns from acoustic pings to capture

the environment. Several different types exist, but the most commonly used today are Syn-

thetic Aperture Sonars (SASs), side-scan sonars, and Multibeam Echo Sounders (MBESs).

Synthetic aperture sonars use the information from multiple pings to build higher resolution

images in post-processing [73], while side-scan sonars, often built into tow-able modules or

affixed into the side of a typical torpedo shaped vessel, capture wide swaths parallel to the

sensor’s trajectory. This work focuses on the use of multibeam sonars, which can be pointed

vertically downwards to create bathymetry profiles, or angled slightly less than vertical to

produce camera-like images of the seafloor ahead of the vehicle. Sonar faces a range versus

resolution trade-off, where higher frequency models can attain up to millimeter precision,

46



whereas lower frequency models can reach distances of up to 10km, albeit with limited reso-

lution. Unlike optical sensors, sonar range is relatively robust to water turbidity, allowing for

reliable mapping in a variety of conditions where cameras may struggle to perceive objects

even less than one meter away.

Figure 3-2: The testing tank environment used for sensor calibration and system integration.

Multibeam sonar returns are typically modeled in spherical coordinates, where array

characteristics determine maximum, minimum, and resolution of range, bearing, and azimuth

angles. However, returns are down-projected from their original 3D points in the scene into

2D range-bearing measurements, i.e. we lose � from equation 3.1, resulting in altitude

ambiguity on a scale that is dependent on range and frequency, and any mapping techniques

using multibeam sonar for 3-D mapping must take this into account. One method is to have

perpendicularly mounted sonars that can cross-register points to use the vertically mounted
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Figure 3-3: The result of the multipath effect in sonar processing is seen here, where the
curves emanating from each corner of the testing tank (pictured in Figure 3-2) are due to the
sound waves bouncing between the edges in the corner before returning to the sonar array.

sonar to resolve altitude ambiguity from the horizontally mounted sonar data, as in [74].

Our method accounts for this by setting a large z-variance in our max-mixture noise model

parameters, thus allowing for the Chi-square test and optimizer to take this ambiguity into

account.
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We can model the received level that the sonar samples using the sonar equation:

RL = SL+DI � 2TL(rk) + TS (3.2)

where the source level (SL) is the transmitted intensity, the directivity index (DI) models

variation in level due to direction as modeled by a beam pattern, transmission loss (TL) is

a range dependent function of medium properties that would cause signal attenuation, and

target strength (TS) is a function of the reflecting object’s scattering properties [75]. These
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levels are commonly calculated in decibels (dB). Decibels are defined in relation to reference

strength and distance, which for underwater applications are commonly taken as 1 � Pa and

1 meter.

Directivity index relates to the beam pattern through the width of the main lobe, which

is generally defined as the width at which the received pattern is 3dB lower than its highest

peak. Depending on the sonar receiving array’s resolution and operating settings, sidelobes

may also appear in the beam pattern, which signify other directions to which the receiver is

highly sensitive, and thus it is possible to receive outlier returns from multipath reflections

that are really the same object being picked up by the main lobe. An example of the results

of multipath reflection is seen in Figure 3-3, which shows the results of sonar mapping in the

square tank environment in Figure 3-2, which was used for testing sensors and the software

system before deploying the vehicle to the real world experimental locations. The true

environment is a rectangular, but due to multipath effects where the sonar ping reflects back

and forth in the corners of the pool, the curved artifacts outside of the actual tank walls

appear in the sonar mapping result. Mapping systems that use sonar must address these

artifacts either through signal processing techniques like those in [16], or through a robust

backend. In our work, we delegate the work of detecting and removing false detections to

the backend.

Doppler Velocity Log

The Doppler effect is commonly known as the reason the siren from an emergency vehicle

changes pitch as it passes by. The same principal can be used to calculate a vehicle’s velocity

using a Doppler Velocity Log (DVL). Most commercially available DVLs are set up in what

is known as the Janus configuration, with four individual beams pointing to each side as well

as the front and rear of the vehicle. By combining the velocities for each individual beam,

it is possible to determine the vehicle’s full X-, Y-, and Z-velocities. For a single beam, a

signal s(t) with amplitude A0(t) , frequency f0, and phase �0(t) is transmitted in a short

burst towards the ocean bottom.

s(t) = A0(t) sin(2�f0t+ �0(t)) (1)

A short time later, the return signal r(t) is received with similar form but different
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amplitude, frequency, and phase shift, as well as a noise term n(t).

r(t) = A1(t) sin(2�f1t+ �1(t)) + n(t) (2)

By calculating the difference between the transmitted and received frequencies in equation

3, one can then use equation 4 to calculate the vehicle velocity in the direction of the single

beam.

�f = f1 � f0 (4)

v =
2c�f

f0

(5)

In order to determine the vehicle’s full velocity, it is necessary to combine the information

from each individual beam as follows. Defining the velocities from each beam as

~vbeams =
h
v1 v2 v3 v4

iT
and the unit vectors along each beam direction as

E =
h
ê1 ê2 ê3 ê4

iT
the desired vehicle body-frame velocities

~vbodyframe =
h
vX vY vZ

i
can be calculated using a least squares method with [76]

~vbodyframe = [ETE]�1ET~vbeams

A complete description of these methods can be found in [77] and [76].

3.2 BlueROV Description

Several underwater experiments were undertaken in order to test various aspects of the

active semantic navigation stack. The experimental platform used is a modified BlueROV2

in heavy configuration, with an explanation of its sensor capabilities and initial software stack
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described in [78]. The vehicle is seen in Figure 3-4. Due to the additional sensors added to

the vehicle, a custom navigation bottle was also addded, with the navigation bottle pictured

in Figure 3-6 and a schematic of the power, sensors, and navigation bottle connections in

Figure 3-6.

Figure 3-4: A front view of the modified BlueROV with orthogonally mounted sonars.

While not a hard constraint, the vehicle was designed to be relatively low cost ( $100,000

including sensors), with most of the cost coming from the two sonars. A detailed description

and cost breakdown follows.

Depth Sensor

The depth sensor directly outputs the absolute depth of the ROV with a 10cm precision in

shallow water. It is located on the back end-cap of the navigation bottle.
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Figure 3-5: A schematic of the integration of the power source, custom navigation bottle,
and external sensors.

Figure 3-6: Top (a), bottom (b), front (c), and back (d) views of the custom navigation bottle
for the BlueROV. The contents of this bottle is used for running and initial processing of
the vehicle sensors.
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