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Abstract

In this thesis, we present an MCMC-based method to extract near-uniform samples
from a level set of a provided function f : RY ¥ RX. We propose a sequence of
unnormalized distributions over RY with asymptotic convergence to the Hausdor (]
measure of the level set, therefore resulting in uniform samples. Beyond our formu-
lation’s asymptotic convergence, we demonstrate its practicality by using MCMC to
sample a distribution in the sequence for some analytical functions. Finally, we test
our sampling method on representative applications related to machine learning, in-
cluding extracting geometry from neural implicit representations and multi-objective
optimization.
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Chapter 1

Introduction

A level set of a function is the set of points where the function evaluates to 0. While
seemingly abstract, the level set of a function can represent various notable sets for
many di erent applications. Additionally, these applications demand extraction and
manipulation of the level sets from nonlinear functions.

For example, implicit neural representations popular in geometric machine learn-
ing capture shapes as level sets of signed distance functions (SDFs). These represen-
tations encompass shapes ranging from a simple 3D object to entire scenes in space.
They do not su er from discretization artifacts and are typically more compact than
classical alternatives [20]. One recent method characterizes complex scenes in
MB of data [24]. Extracting level sets from neural implicit representations facilitates
rendering, mesh extraction, and other post-processing tasks.

Another use case is multi-objective optimization (MOO). MOO is an area con-
cerned with optimizing more than one criterion simultaneously. It has applications in
economics, manufacturing, and engineering. Although they do not directly associate
with level sets, MOO problems can be characterized by their rst-order necessary
Karush-Kuhn-Tucker (KKT) conditions [11]. These conditions comprise a function
whose level set is the set of rst-order optimal solutions. Computing this level set
allows us to gather a diverse collection of trade-o s between con icting objective
functions.

A key task arising in these and other applications involvesampling from a level
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set of a prescribed nonlinear function. In the case of implicit neural representations,
we can sample from the level set to obtain point clouds of the represented objects.
With these point clouds, we are able to render the object directly or use them to

create meshes. For MOO, we can sample the level set to obtain solutions of varying

trade-o s to the original MOO problem.

Application-speci ¢ alternatives to sampling from the level set exist but can have
their own drawbacks. For instance, in implicit neural representations, the marching
cubes algorithm can extract a mesh of the represented object [15], but this strategy
for mesh extraction requires a dense grid discretization that grows cubically in 3D. In
MOO, extracting points that satisfy the KKT conditions, even in the two objective
case, is NP-hard [9]. While our sampling methods are certainly subject to the same
complexity bounds, in many settings it su ces to quickly extract a coarse set of points

that nearly satisfy the KKT conditions.

In this paper, we consider extraction of level sets from functiorfs : R4 ! RK,
where the input dimensiond is at least the output dimensionk. If the level setf (0)
is bounded and forms a submanifold dR¢, a natural ansatz for a level set sampling
method is to extract points distributed uniformly over the level set. That is, we aim
to sample uniformly from the level set in its associated lower-dimensional measure,

known as theHausdor measure of the level set.

Given the motivation above, we propose a method that aims to extract uniformly-
distributed samples from a level set with respect to its Hausdor measure. Since it
is intractable to sample directly from the Hausdor measure itself, we propose a
sequence of measures that are nonvanishing Rf with di erentiable unnormalized
densities that converges weakly to the Hausdor measure of a level set. We prove the
convergence of the measures to the Hausdor measure and demonstrate their value
empirically on test functions with analytic level sets. Since the densities we propose
are di erentiable, we can use readily-available gradient-based sampling methods like
Hamiltonian Monte Carlo (HMC) for these empirical test functions. To demonstrate
our method's e ectiveness and broad applicability, we also test on sampling from

SDFs of neural implicit representations and on approximating the Pareto sets of
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MOO problems.
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Chapter 2

Background and Related Work

In this chapter, we will go over an important mathematical concept that is the base
of our method, the Hausdor measure, and related theorems that we will be using.
Then, we will review existing MCMC sampling methods and related work to sampling
on level sets. Finally, we will discuss related work regarding applications in neural

implicit models and multi-objective optimization.

2.1 Hausdor Measure

The Hausdor measure is a generalization of the Lebesgue measure for lower-dimensional

sets in a higher dimensional space. It is de ned as follows.

De nition 2.1.1.  Let us state that the diameter of a set of pointdJ is de ned as
d(U) :=supf (x;y)jx;y 2 Ug

where is the metric in the space. In our case, we will be focusing on the Euclidean
distance, so (x;y) = jjx Yjj. Then the Hausdor measure on a sef with dimension
dis

( )

HY(S) = sup inf d(u;)? ‘ U S;du)<
>0 .

i=1 i=1
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To translate between the Lebesgue measure and Hausdor measure, we will cite
an important theorem regarding equivalence between integrals of the two measures.

Theorem 3.2.5 in [7] states

Theorem 2.1.2. If f :R™! R" is Lipschitz andm n, then

Z Z

X off COPmf ()ALT () = gN(FjA y)AH(y)

R
wheneverA is an L™ measurable setg: R" ! R and either
1. gis H™ measurable, or
2. N(fjA;y) < 1 for H™ almost ally, or

3. (g f)JInf isL™ measurable, where is the characteristic function ofA.

Now we will introduce the co-area formula. This formula allows us to convert an
integral over a general spacR™ to an integral over a level sef *(0) of dimension

m. Theorem 3.2.12 in [7] states

Theorem 2.1.3. If f :R™! R" is Lipschitz andm > n, then

Z Z Z
9(x)Jnf ()L™ (x) = g(x)dH™ "xdL"(y)

R RN L(y)
for every L™ integrable real-valued functiorp.

Finally, we also need Lesbegue's dominated convergence theorem to prove that
our proposed sequence of densities converges to a wanted value. Theorem 7.8 in [1]

states

Theorem 2.1.4. Let ff;g be a sequence of functions that ate® measurable which

converges in measure tb, and g is L¥ measurable such that

i a(x) a.e,;

thenf is LX measurable and f;g converges inL to f .
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2.2 Sampling

Markov chain Monte Carlo (MCMC) is commonly used to sample from distributions
with prescribed unnormalized densities orRY. These methods guarantee that in
the limit, the distribution of the samples follows the given unnormalized densities,
although few have guarantees on the mixing time in the general use case. The most
basic MCMC method is Metropolis-Hastings which is described in Algorithm 1 [10,
17]. The only part of the algorithm that is adjustable is the proposal distribution .
One simple option is sampling a Gaussian distribution with the current sample point
as the mean of the distribution. However, there are many alternative options, one of

which we will take a look at in this thesis.

Algorithm 1: Metropolis-Hastings Algorithm

Input : starting samplexgo, number of sampleg, proposal distribution ,
desired distribution f

Output:  Xo;:::; X

forn Oto tdo

-

2 x°= (Xn)

— f(x9
3 = )
4 u  Unif[0; 1]
5 if u< then
6 | Xps1 = X°
7 else
8 L Xn+1 = Xn

Many common MCMC methods, like basic Metropolis-Hastings (MH), perform a
random walk to generate potential samples and reject incompatible ones, but these
methods tend to have high rejection rates [10]. A more e cient, gradient-based, form
of MH called Hamiltonian Monte Carlo (HMC) biases the shape of the random walk
using the form of the prescribed density, yielding much lower rejection rates [19]. A
more detailed account of the algorithm can be found in Algorithm 2.

A few related works use MCMC to sample from level sets. For example, [4]
propose a converging MH algorithm for extracting level sets, where the distribution

is formulated by minimizing the distance between the current point and the level set.
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Algorithm 2:  Hamiltonian Monte Carlo Algorithm
Input : starting samplexo, number of sampled, total integration time T,
integration step size , mass sizem, desired distribution f
Output:  Xo;:::; Xy
1 LetU(X)= Inf(x) andH(x;p)= U(x)+ 3p'M 'p.
2 Function LeapFrogintegration( Xg, o, T, , M 1):
3 fori Oto T by do

4 i+ 5 = Er U(Xi)
5 Xi+ =X+ M 1 i+
6 i+ = s, 30 U(Xi+ ))

7 return Xrt, T

g forn Oto tdo

9 M =ml

10 n  GauqO;M)

11 x% 0= LeapFrogintegration (X,; o;T; ;M 1)

— exp( H(x% %)
12 = &xp( H{Xn; n))

13 u  Unif[0; 1]

14 if u< then
15 L Xp+p = XO
16 else

17 L Xn+1 = Xn

[3] suggest a method of sampling using a biased proposal distribution to help with
topological changes and multiple regions. [2] propose a constrained version of HMC
to sample within a speci ed manifold. While guaranteeing that the resulting samples
are on the speci ed level set, each of these algorithms is accompanied by little to no

guarantees on the distributions of the resulting samples.

2.3 Neural Implicit Models

Neural implicit representations have recently become popular for representing 3D
objects and scenes. The most popular neural implicit representation approximates
a signed distance function(SDF) to a shape embedded irR3 [20]. Compared to

conventional discretizations, these representations can be more e cient, expressive,

and accurate. Additional work has been made to make these representations fully

16



continuous and di erentiable and hence easier to manipulate, especially with gradient-
based methods [24].

With these neural representations come the attempts to render the resulting func-
tion which typically take a large amount of time to process. Most works, such as [20],
use marching cubes, whose complexity grows cubically in 3D sampling density [15].
Additional work has been done to render neural implicit representations speci cally,
such as [27, 26], which require initial sampling, upsampling, and training to obtain
samples. These methods informally target a diverse sampling but do not guarantee
uniformity. In contrast, we propose a method in this thesis that can sample over

these learned representations with guaranteed uniformity.

2.4 Multi-Objective Optimization

Multi-objective optimization (MOO) is the space of problems where multiple criteria
are optimized simultaneously. Mathematically, an MOO problem consists of a set of
functions =[ q;:::; «]:RY! RK where each ; : RY! R is an optimization
function. We consider a pointx to dominate pointy if ;(x) i (y) for all objective
functions and there exists some function; such that ;(x) < ;(y). A point X is
Pareto optimal if there does not exist a pointy that dominates point x. The set
of optimal points is called thePareto set We apply our method to multi-objective
optimization (MOO), which has been tackled by several sampling approaches in the
past again without many guarantees on the distribution of extracted Pareto optimal
points.

One approach converts the multi-objective problem into a single objective using
a linear combination with pre-set weights; the overall strategy of extracting Pareto-
optimal points by converting to a single-objective problem is callescalarization This
particular scalarization is simple, but it cannot nd Pareto optimal points in non-
convex settings [6]. For non-convex problems, methods like theconstraint method
try to optimize one objective while turning other objectives into limits; however,

sometimes the methods result in no viable solutions even though the Pareto set is not
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empty [8].

Gradient-free approaches to MOO can generate more solutions at considerable
computational expense [23]. Current gradient-based approaches either only nd one
particular point on the Pareto set [16] or have no guarantees on the distribution of
the samples from the Pareto set [12].

There has been some work on uniform sampling in the objective space of an MOO
problem [18], but uniformity in the objective space is highly dependent on the scaling
of the objective functions and can lead to wildly varying density of solutions even
with the same Pareto set. Therefore, in this thesis, we explore a method that can

sample the Pareto set with some uniformity guarantees in the sampling space.
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Chapter 3

Proposed Method and Proof

Our goal is to produce samples that are distributed uniformly over the level set of a
given function f . This is di cult to do since the level set is likely to form a lower
dimensional submanifold and in order to use gradient-based sampling methods like
HMC, the given density must be di erentiable. Therefore, we will propose a sequence
of di erentiable densities such that, under the conditions that the level set is bounded,
sets of values near 0 also are bounded, and that the Jacobian is of full rank, weakly

converges to a uniform distribution over the Hausdor measure of the level set.

3.1 Proposed Distribution

Let us assume we have a continuous, di erentiable, Lipschitz functioh: R9! RX,

We propose the following family of (unnormalized) probability densitiepr( ) as

pry=exp STEIT o (3.2)

where Jf (x) is the Jacobian off , and jJf (x)j is the generalized determinant given

by
jIf (x)j] = (det Jf (x)If (x)> )2

We will show this sequence of densities converges to the Hausdor measure of the

level setasT ! 0. Note that there is an additional Jacobian term that is necessary for
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uniformity, as we will show both mathematically and experimentally. Additionally,
we explicitly use the Hausdor measure instead of the standard Lebesgue measure
since if the level set manifold is in a lower dimension than the input dimensiah any
Lebesgue integrals over the level set iRY is 0 and therefore this statement would be

true for any density.

3.2 Theoretical Proof

Now, we will prove that the family of probability densitiespr() converges to the
Hausdor measure of the level set of asT ! 0. First, we will de ne some helpful

values. Let
!
kf (x)k?
T

Z Z
Z(T):= pr(xX)dx= exp

j3f (x)jdx

be the normalizing constant, and let + be the measure whose density & (x)=Z(T).
Our goal is to show that t ! H 9 Kj; 1=H? ¥(f (0)) asT ! O, i.e., the weak
convergence of 1 to the normalized Hausdor measure restricted to the level set

f 1(0). This is equivalent to proving the following theorem.

Theorem 3.2.1. Letg: RY! R be a continuous and bounded function ani :

RY1 R be a continuously di erentiable map wherel > k such that:
(@) f 1(0) is bounded (hence compact);

(b) HY K(f 1(h)) <M for all h 2 R¥, where each elemenjh;j < for all i for

some ;M > O;
(c) jIf (x)j&0 forall x 2 f %(0).

Then

Z Z

: _ 1 :
ll!mo Rdg(x)d T(X) = FEGE O 0 g(x)dH? ¥(x):

Before moving on, we will prove the following two propositions.
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Proposition 3.2.2. Letf : RY! R be a continuously di erentiable map where

d > k such that:

(@) f 1(0) is bounded (hence compact);

(b) HY K(f 1(h)) <M for all h 2 R¥, where each elemenjh;j < for all i for

some ;M > O;
(c) jIf (x)j&0 forall x 2 f %(0).

Then for a continuous bounded function: ! R,

V4 Z

lim tdHY k = tdHd K
Lo inn) f 1(0)

whereh" is a sequence of vectors such thaf 2 R¥ for all n and lim,; h" = 0.

Proof. Fix x 2 f 1(0). Without loss of generality, suppose thak = 0 (if not, we can
translate the function by x). Additionally, since the assumption (c) is the same as

saying Jf (x) has full rank, without loss of generality, we assume the rows af (x)

wherey 2 RY Then the JacobianJ! ,(y) is non-singular by construction, so by
the inversion function theorem, there exists a neighborhood, of x on which!, is

di eomorphic, with a continuously di erentiable inverse  :!,(Uy) ! U.

so intuitively in the coordinate chart ,, the map f behaves like a projection. By

shrinking Uy if possible, we assume that,(U,) =[ «; x]° for some , > 0.

For h 2 RX whereh; > 0 and a continuous functiont : ! RX, we have
Z Z
thd k = 1f L(h)\ Uxthd k
f 1(h)\ Uy ZR¢

(U x(f 1(M)\ Ux))

21



where

1=2
Ih)=  det @x @
k+1 ij d @Z @JZ (z1;::52k)=h
and is the projection dened as (zi1;:::;2z9) = (Zx+1;:::;29). The last equality

N(EJAY) =1 1o, (Y)-
Furthermore, observe that (! ,(f *(h)\ U)) = («(U)=[ «; xI? K The
integrands in the last integral are all continuous, and hence bounded in the cube

[« x]? X Thus by the dominated convergence theorem, we have

Z Z
lim tdHY kX = t( «(0:::1:0; Zksn 100 Z0)) I(0)dZiss ;1 dzg
Nt 1) Uy 2 xixf
= tdHd & (3.2)
f 10 Uy

whereh" is a sequence of vectors such théitn,; h" = 0.

: : : S .
Finally, sincef *(0) is compactand 10y Ux Is @an open cover, we can extract

partition of unity subject to this nite subcover. Then for hi' < ,

z z o
tdH? * = fi tdH9 k
i i(hn) tihn) g
o Z

= fithd k:
iz1 T "N\

Takingn!1 on both sides and applying Equation 3.2 yield the result.

Lemma 3.2.3. Leth:RK! R be a bounded function that is continuous &. Then,

Z

. kxk? _
ll!m0 e 1 h(x)dx = h(0)

ZN (T) Rk
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whereZy(T)=( T )5 is the normalizing constant of the Gaussian distribution.

Proof. Substitutey = x 2 2 to get
!
i szhdl'zlyzh T%T%d
T = 2 J— —_
TI!moZN(T) Rke (x)dx ™o RK (T)%e y 2 2 y
!
!
. 1 2 T =2
= lim e 7 y — dy: (3.3)
THO Rk (2 )2 2

Sinceh is bounded, the term in the integral from Equation 3.3 is dominated by

1 Kkyk?2

e 7 khk,
(2 )2

and sinceh is continuous atO, that term as a function in y converges pointwise

1 kyk2
2

. kyk2
lim e = e 2z h(0):

T! 0(2 )%

y

Z 1 , T 1 Z 1
kyk 2 kyk?2
lim e zhy — dy= _e 2 h(0)dy
TI 0 Rk )2 2 Rk (2 )2
1 kyk?
= h(0) e 2 dy
RE(2)E
= h(0):

Proof of Theorem 3.2.1. By the coarea formula of Theorem 2.1.3 and the de nition
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of r,

z y4 !

KfOOK
A0 100= o gen 1o
7 7 5" !
1 ktk
= —— X) ex — dH? K(x) dt
Z(T) re 1 1) o )I P T ()
Z 27 Z
1 ktk
=———  exp — g(x)dH? ¥(x) dt
é(T) RK RT o
R EXP = 1 9O)dHT *(x) dt
- R Ktk2 R 4 K
R EXP ; l(t)dH (x) dt
1 R exp K& R dHY k(x) d
@ R EXP T i 9(X) (x) dt
=— R e R . L (34)
7o R<EXP ; 1(t)dH (x) dt

Sinceg is a continuous function that is compactly supported and bounded, we

can say that sincef is continuous andf (0) is bounded, the functionh : RK! R,

Z

h(t) = g0x)dH? ¥(x)
R0

is bounded around 0. Proposition 3.2 implies that is continuous aroundd. Applying

Lemma 3.2.3 to the numerator of (3.4), we get

z Ktk V4 Z

exp — g(x)dHY ¥(x) dt = g(x)dH? ¥(x):

lim
10 T f 1) f 1(0)

T

Zn(T) g

R
Taking g = 1, we see the denominator of (3.4) converges tq 1(0) dHY kK(x) =
HY X(f 1(0)). Therefore, by taking the limit on the quotient in (3.4), we have the

desired convergence. O

With this proof, we have a family of densities that should approach uniformity
over the Hausdor measure of the level set. In practice, we can never reach perfect
uniformity with T = 0 as that density does not exist. However, we can test how close
to uniformity we get empirically by using small values off . Selecting a value ofl is

not straightforward, as too large of al will be close to the Hausdor measure of the
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level set while too small of & may run into numerical stability issues. In the rest of

this thesis, we will explore how this density performs in practice.
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Chapter 4

Analytical Examples

Now we will sample from level sets that are represented by an analytical function to
see how well our theory applies in practice. First, since our density can be used with
any method that samples unnormalized distributions, we will compare two MCMC
methods: Metropolis-Hastings (MH) and Hamiltonian Monte Carlo (HMC). Next,

we will show the importance of the Jacobian term in the distribution formulation by
evaluating the uniformity of samples with and without the Jacobian term. Finally,

we will take a look at the samples of some more interesting functions that may break
some of the assumptions stated in the Theorem 3.2.1 and see how uniform the samples

are empirically.

4.1 Importance of the Jacobian term

Existing work [4, 14] has used some variations of the distribution

!
kf (x)K?
T

PP (x) = exp (4.1)
instead of distribution 3.1. This distribution is locally maximal at the level set.
However, we can show that the Jacobian term in 3.1 is necessary for uniformity.
Using a parabola with equation§ + % 1=0, we can see how the distribution with
the Jacobian term approaches a uniform distribution compared to the distribution

27



Table 4.1: Acceptance rate of di erent MCMC algorithms is calculated by sampling
the ampersand function at di erent temperatures.

| Temp | MH | HMC |
0.01 | 0.2437| 0.959
0.001 | 0.1531| 0.9755
0.0001|| 0.0718| 0.9648

without the Jacobian term.

In Figure 4-1, we can see the unnormalized distribution in the space around the
parabola. On the right column, we plotted a uniform metric. This uniform metric
is computed by taking points along the parabola, summing the distribution value in
a grid within a square of side length 0.1 centered each point, and dividing it by the
arc length of the parabola within the square. Then we plotted these uniform values
as an approximation to the Hausdor measure with the x-coordinate of the points on
the parabola on the x-axis and the uniform value on the y-axis. We can see that as
T ! 0O, the graphs show a more and more uniform set of values with the distribution
has a Jacobian term. On the other hand, the distribution without a Jacobian term
does not empirically approach a uniform distribution. Therefore we have validated

Theorem 3.2.1 empirically with this parabola example.

4.2 Metropolis-Hastings vs. HMC

Now, we will take a look at the set of samples from the ampersand function. According
to Theorem 3.2.1, the uniformity guarantee is only at the limit asT ! 0. Therefore,
empirically, we want to be able to sample as small of a value @f as possible to
achieve uniformity.

In Figure 4-2, we sample using both Metropolis-Hastings and Hamiltonian Monte
Carlo at decreasing values off, and in Table 4.1, we see the acceptance rate of
the samples generated in those experiments. We can see thatTass reduced, re-

jecting rate becomes high using Metropolis-Hastings and therefore, there are fewer
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(a) With Jacobian and
T=0:01

(d) With Jacobian and
T =0:001

(g) With Jacobian and
T =0:0001

(j) With Jacobian and
T =0:00001

(b) Without Jacobian
and T =0:01

(e) Without Jacobian
and T =0:001

(h) Without Jacobian
and T =0:0001

(K) Without Jacobian
and T =0:00001

(c) Uniform values with T =0:01

(f) Uniform values with T = 0:001

(i) Uniform values with T = 0:0001

() Uniform values with T = 0:00001

Figure 4-1. Plots of the distributions 3.1 and 4.1 at various values of and the
corresponding plot of uniform metric values at points along the parabola.
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(b) Hamiltonian Monte Carlo with T =
(a) Metropolis-Hastings with T = 0:01 0:.01

(d) Hamiltonian Monte Carlo with T =
(c) Metropolis-Hastings with T = 0:001 0:001

(f) Hamiltonian Monte Carlo with T =
(e) Metropolis-Hastings with T = 0:0001 0:0001

Figure 4-2: Comparison of the samples generated by Metropolis-Hastings and Hamil-
tonian Monte Carlo on the ampersand function across various values Df
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unique samples from Metropolis-Hastings than from Hamiltonian Monte Carlo. Since
Hamiltonian Monte Carlo is more e ective at sampling distributions with lower val-
ues of T, we will be using HMC as our sampling method of choice for the remaining

experiments.

4.3 Analytical examples

Now, we can see some samples generated by HMC on the described distribution
for various both 2D and 3D examples. The corresponding analytical function for
each example is listed in Table 4.2. In Figure 4-3, we can see some 2D analytical
examples. The leftmost column is a plot of the level set of the function, the middle
column is a plot of our prescribed density, and the rightmost column is the samples
generated from HMC. We can see that the density captures the level set, even for
complicated level sets like the ampersand function. However, we note that the most
noticeable di erence between the level set and the density distribution are circular
holes, typically where a sharp edge occurs. This can be seen in the centers of the three
clover function and bean function. This is because in these locations the determinant
of the Jacobian is equal to 0 which violates the condition of the theorem that the
Jacobian is of full rank. It seems like the distribution at these locations with not full
rank Jacobians spread out to a surrounding circle.

In Figure 4-4, we can see some 3D analytical examples. On the left hand side,
we have the level set of the function and on the right we have the samples generated
from HMC. It is impressive to note that even shapes that are complex topologically
such as the Bancho -Chmutov function is sampled thoroughly. The only area that
is interesting of note is some of the samples on the faces of the tooth distribution in
Figure 4-4h are quite sparse. This may be due to some non-full rank Jacobians at
the center of the face due to the curvature. However, the entire shape is still sampled
quite well.

In this section, we were able to show the importance of the Jacobian term empir-

ically and test some MCMC sampling methods against each other. Finally, we were
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(a) Analytical level set of
the ellipse function

(d) Analytical level set of
the heart function

(g) Analytical level set of
the ampersand function

() Analytical level set of
the bean function

(m) Analytical level set of
the three clover function

Figure 4-3: Each row is a 2D example, consisting of its analytical level set, unnor-

(b) Unnormalized distribu-
tion for the ellipse

(e) Unnormalized distribu-
tion for the heart

(h) Unnormalized distribu-
tion for the ampersand

(k) Unnormalized distribu-
tion for the bean

(n) Unnormalized distribu-
tion for the three clover

(c) Samples from the ellipse
distribution

(f) Samples from the heart
distribution

() Samples from the am-
persand distribution

() Samples from the bean
distribution

(o) Samples from the three
clover distribution

malized distribution, and the samples drawn from the provided distribution.
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(a) Analytical level set of the ellipsoid (b) Samples from the ellipsoid distribu-

function tion
(c) Analytical level set of the Bancho - (d) Samples from the Bancho -Chmutov
Chmutov function distribution

(e) Analytical level set of the torus func-
tion (f) Samples from the torus distribution

(9) Analytical level set of the tooth func-
tion (h) Samples from the tooth distribution

Figure 4-4: Each row is a 3D example, consisting of its analytical level set and the
samples drawn from the provided distribution.
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Table 4.2: Each selected example has an corresponding explicit analytical function
listed in this table.

| Name \ Function |
Parabola X+¥ 1=0
Ellipse § + % 1=0
Heart (x2+y?> 1) x%°=0
Ampersand (y> x?)(x 1)2x 3) 4(x*+y*> 2x)?2=0
Bean xt+ x2y2+ yt x(x2+y?) =0
Three Clover x*+2x%y?+ y* x3+3xy?=0
Ellipsoid X2+ L +2Z 1=0
Bancho Chmutov (4) 3+8(x*+ y*+ 2% =8(x%+ y* + z%)
Torus (X2+y?+ 22+ R? r?)2=4R(x*+y?),(R=1;r=0:3)
Tooth x*+y*t+ 24 (X°+y?+29)=0

able to take a look at some 2D and 3D analytical examples and see where the method
fails, especially against functions that break some of the theorem's assumptions. In
the next sections, we will look at using this sampling method to some applications

with more complex functions.
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Chapter 5

Neural Implicit Representations

Signed distance functions (SDFs) of shapes are functié®® ! R. Neural implicit
representations can learn these functions, resuling in a smooth, di erentiable alter-
native to the SDF. Therefore, we can use learned neural implicit representations as
the function in our sampling method to uniformly sample over an SDF.

Some neural implicit representation structures contain ReLUs, such as DeepSDF
[20], which do not propagate gradients well. Therefore, we decided to use SIREN [24],
which uses the sine function as activations instead of ReLUs and therefore are fully

di erentiable. This allows us to apply our method to sample the SDF uniformly.

5.1 Experiment Details

We learned the SIREN model for 4 di erent 3D model meshes: an eIIipsoid?§f+ %
1, spot, Stanford bunny, and teapot. The meshes themselves can be seen in 5-1. Since
the SIREN model learns from a pointcloud, we rst samples points randomly, but not
uniformly, from the meshes to create a pointcloud and then learned the SIREN model
from that pointcloud. From the SIREN model, we apply HMC using our prescribed
distribution 3.1 with the function f as the learned SIREN model. This will generate

a set of points uniform over the level set of the neural implicit function, which in the
case of a learned SDF is the shape of the provided mesh.

This series of events may seem cyclical as our ultimate goal is to get a set of
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(a) Ellipsoid (b) 3D spot model

(c) 3D Stanford bunny model (d) 3D teapot model

Figure 5-1: These are the meshes used to generate the pointclouds to train the SIREN
models. They are also what is considered the ground truth level sets for the SIREN
models.
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samples from the SDF; however, this is a proof of concept and can be applied with any
neural implicit model, even if they are learned directly from the mesh. Additionally,

the points in the pointcloud were sampled randomly by face on the mesh and have
no guarantees on uniformity over the surface, whereas the nal set of samples is

guaranteed to be uniform over the Hausdor measure of the learned mesh function.

5.1.1 Metrics

It is di cult to evaluate uniformity of points since uniformity comes with randomness.
To evaluate the distribution of the samples over the mesh, we have 4 separate metrics

that we will run each of the samples on.

Mesh Projection and Total Variation Distance

This metric is calculated by projecting the points onto the faces of the original mesh.
Then for each face, we calculate both the proportion of samples that are on that face
as well as the area of that face divided by the total surface area of the mesh. With a
perfectly uniform and in nite sampling, the distribution of the proportion of samples

P should be equal to the distribution of the area of each fack. This metric takes

the total variation distance (TV) between P and A, which is equal to one half of the

L1 norm between the two nite distributions. We can also visualize this metric on
the mesh by dividing the proportion of samples by the proportion of surface area of
each face as a weight on each face. We can also smooth this visualization out by
assigning a weight to each vertex instead as the average of the weights of the faces it

is connected to.

Uniform Mesh Projection and Wasserstein Distance

By applying a uniform remeshing algorithm from [21] on any given mesh, we can
convert a mesh of faces with unequal surface area into a mesh with approximately
equal surface area faces. Then we can project each point onto the closest face of

this mesh. If the samples are drawn uniformly and are independent and identically
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distributed (i.i.d.), we can model the number of points projected onto each face as a
binomial random variableX with n equal the number of samples and equal ;o
Therefore we can compute the Wasserstein distance [25] between number of projected
samples at each face and samples from the binomial distribution. We can visualize
this metric by plotting the proportion of samples on each face of the uniform mesh.
Note that this metric, although statistically based, uses an approximate mesh for
faces of equal area. However, a caveat is that MCMC is unlikely to generate i.i.d.
samples without using multiple chains. Therefore, this metric can be large for MCMC

samples even if the chain is fully mixed.

Neighborhood and Total Variation Distance

This metric is most closely related to the Hausdor measure. For any neighborhood
along the mesh, we can calculate both the proportion of samples within the neigh-
borhood and the proportion of surface area from the mesh inside the neighborhood.
To calculate the proportion of surface area of the mesh within the neighborhood, for
each face of the mesh, we randomly sample points on the face using random variables
ri;r, sampled from the uniform distribution between 0 and 1. Given that the vertices

of a face areA, B, and C, a uniformly random sampled point on the face can be

computed as
a Pma+Pra B+ re (5.1)

Then, we compute the proportion of points that are within the neighborhood. That
is the proportion of the face within the neighborhood so we multiply that proportion
with the area of the face and sum this value across all faces to get the total surface
area within the neighborhood. With a perfectly uniform and in nite sampling, the
distribution of proportion of samplesP should be equal to the distribution of the
areaA for every neighborhood. This metric takes the total variation distance (TV)
betweenP and A over all neighborhoods. To guarantee some surface area of the mesh

in each neighborhood, we take neighborhoods to be spheres of radidsaround each
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vertex.

Wasserstein Distance

Finally this metric is quite simple. We generate randomly uniform samples over the
mesh. This process is more thoroughly described in Section 5.1.2. Then we compute
the 3D Wasserstein distance between these uniform samples and our given samples.
However, for implementation simplicity, the cost of the distance is not the distance

along the mesh but rather just the 3D euclidean distance.

5.1.2 Baseline Samples

We will be comparing the samples we obtain from our distribution against the ground
truth and a set of randomly projected samples as the baseline. The ground truth is
computed by randomly sampling a face, with the probability of selecting a particular
face increases as the face's surface area increases, and then sampling a point on the
face uniformly based on Equation 5.1. In Figure 5-2, we can see what uniform samples
look like for each mesh. We will use these samples to see what the optimal value of
our metrics should be.

Our baseline is uniformly sampling points in a sphere and then projecting these
points onto the mesh surface. This is a quick and easy way to generate points on the
mesh, but there is no guarantee of uniformity. In Figure 5-3, we can see the samples
generated from this baseline method. Therefore, we will use this as a baseline to

compare our SIREN model samples.

5.2 Results

Using the described metrics and baselines as comparisons, we will evaluate the samples
derived from the SIREN model. Then, we will take a look deeper into the SIREN
model and its aws. Finally, we will compare these with using the mesh's unsigned

distance function (UDF) as the function in the distribution.
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(a) Perfectly uniform samples from the el- (b) Perfectly uniform samples from the

lipsoid mesh spot mesh
(c) Perfectly uniform samples from the (d) Perfectly uniform samples from the
Stanford bunny mesh teapot mesh

Figure 5-2: These are perfectly uniform samples generated from the corresponding
mesh. It is what we expect our samples to be distributed.
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(@ Random samples on the ellipsoid
mesh (b) Random samples on the spot mesh

(c) Random samples on the Stanford
bunny mesh (d) Random samples on the teapot mesh

Figure 5-3: These are randomly generated samples on the corresponding mesh by
sampling uniformly in a unit sphere and projecting the points onto the mesh.
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5.2.1 SIREN Model

First, we will sample using the learned SIREN model function for each object. In
Figure 5-4, we can see that the samples generated are in the shape of the corresponding
original object. However, we note that the samples look somewhat uneven, as in
Figure 5-4d, and there are some extraneous outer samples, as in Figure 5-4b. Overall,
the samples look generally not as uniform and sometimes seem to have a double layer
like in the spot, Stanford bunny, and teapot models.

We propose two explanations for this behavior. The rst explanation is that the
SIREN model learns the SDF well in the local area, but actually has many areas of
the level set outside of the object area. We can take a look at Figure 5-5, which is a
slice of the values outputted from the ellipsoid SIREN model. We can see that even
for a simple shape like the ellipsoid, we get values around O that are not close to the
ellipsoid shape. This seems to be the cause of the pockets of random samples as seen
in Figure 5-4b.

Another thing that we can see in Figure 5-5 is the wavy contours around the
ellipsoid. These are due to the sine activation function as used in SIREN. We note
that this may cause the level set of the SIREN function to not be smooth and therefore
the Hausdor measure of the SIREN function to be di erent than that of the original
mesh. We verify this in Figure 5-6 and see that the SIREN model is not as smooth
as the analytical ellipsoid function and therefore the level set is not the same as the
analytical one. Therefore, the distribution along the level set is not the same as that

of the ellipsoid function.

5.2.2 Mesh Unsigned Distance Function (UDF)

As a comparison, we will use each mesh's unsigned distance function (UDF) to sample
the mesh level set directly. We calculate the UDF of a point by nding the shortest

distance to a face of the mesh. Using this function we get the samples in Figure
5-7. The samples look a little more scattered than those that were generated directly

on the mesh, but since the distribution allows for some wiggle room, this is to be
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(a) Samples from the SIREN model of the (b) Samples from the SIREN model of

ellipsoid spot
(c) Samples from the SIREN model of the (d) Samples from the SIREN model of the
stanford bunny teapot

Figure 5-4: These are samples generated from SIREN models.
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Figure 5-5: This is the plot of the SIREN model values of an ellipsoid.

(a) SIREN ellipsoid model (b) Analytical ellipsoid function

Figure 5-6: This is a comparison of the SIREN model and the analytical function of
an ellipsoid for a very zoomed in portion along the ellipsoid.
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expected. Now we will compare these four samples with the metrics.

5.2.3 Ellipsoid Model

We will start by looking at the simplest model, the ellipsoid model. Figures 5-8,
5-9, 5-10 are the visualizations of the mesh projection, uniform mesh projection, and
neighborhood metrics, respectively. The overall metric table can be found in Table
5.1.

Taking a look at the mesh projection metric, we can see that the ground truth sam-
ples and mesh UDF samples are quite similar in terms of total variational di erence.
Additionally, the values seem to be well distributed across the ellipsoid randomly.
This make sense since some form of uniformity has some randomness over faces and
therefore some faces will have more than expected number of samples while some have
less. However, the random samples and SIREN samples have similar values metric
wise but visually di er greatly. In Figure 5-8b, we can see that the samples cluster
around the wider portion of the ellipsoid, leaving the tips more bare. This follows
from the idea of projecting from a uniform sphere since there is a wider surface area
on the atter sides of the ellipsoid. This contributes to the larger metric value. On
the other hand, in Figure 5-8c, there are to be random clumps, especially on the top
right area of the image. This contributes to the larger metric value as these di erences
are larger than that of the ground truth samples and the mesh UDF samples.

The uniform mesh projection metric shows that the SIREN samples is signi cantly
worse than the other smaples, while the random samples are a little worse than the
similar ground truth and mesh UDF samples. Taking a look at the uniform mesh
projection visualizations, we can again see that the ground truth samples and mesh
UDF samples have a nice distribution of general values either at O or just one value
above. However, in Figures 5-9b and 5-9c, we can see some spots of yellow. The
random samples have these spots near the at side while these spots are spread out
around the ellipsoid for the SIREN samples. These large numbers of yellow faces
contribute to the higher Wasserstein distance metric to the binomial distribution.

Next, we will take a look at the neighborhood visualizations and metrics. We
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(a) Samples from the UDF of the ellipsoid (b) Samples from the UDF of the spot

mesh mesh
(c) Samples from the UDF of the Stanford (d) Samples from the UDF of the teapot
bunny mesh mesh

Figure 5-7: These are samples from the prescribed density using the UDF of corre-
sponding mesh.
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-8: The mesh projection metric is visualized for various ellipsoid samples.
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-9: The uniform mesh projection metric is visualized for various ellipsoid
samples.
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-10: The neighborhood metric is visualized for various ellipsoid samples.

can see that the ground truth samples and mesh UDF samples have similar distance
values. Additionally, the SIREN samples are double the distance while the random
samples are quadruple to distance. In Figure 5-10b, we see that the random samples
have many areas of high density around the at side of the ellipsoid. However, the
high density regions in Figure 5-10c are more randomly scattered and occur less often.
This dramatic di erence in the neighborhood metric shows that our distribution is
empirically close to uniform over the Hausdor measure, even with the SIREN samples
not being distributed exactly as such.

Finally taking a look at the overall Wasserstein distance in Table 5.1, we can see
that the distance of the Mesh UDF samples are actually the smallest followed closely
by the ground truth samples and then the SIREN samples. The random samples are
actually signi cantly worse. This seems to make sense as the SIREN samples did

cover the entire shape while the random samples clustered on the at sides which
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Table 5.1: These metrics are generated from the samples of the ellipsoid SIREN
model.

| | GT | Random| SIREN | Mesh UDF |

Mesh proj + TV 0.1645| 0.2124 | 0.2082| 0.1614

Unif mesh proj + binom wass dist| 0.0436| 0.0848 | 0.3493| 0.0457
Neighborhood + TV 0.0647| 0.2757 | 0.1089| 0.0651
Wasserstein distance 0.1043| 0.1534 | 0.1170 0.0996

means that it requires more distance to move those samples to cover the points of the
ellipsoid. Overall, we can see that the Mesh UDF function performs about as well as
the ground truth samples, validating our distirbution. However, we can see that the

SIREN model inherently adds some amount of error that sometimes is comparable to

the random samples.

5.2.4 Spot Model

Now we are taking a look at the spot model which is a topological sphere and therefore
similar to the ellipsoid model. Figures 5-11, 5-12, 5-13 are the visualizations of the
mesh projection, uniform mesh projection, and neighborhood metrics, respectively.
The overall metric table can be found in Table 5.2.

Looking at the mesh projection metric and Figure 5-11, we can see that the
random and SIREN samples are approximately the same metric-wise while the mesh
UDF and ground truth samples are similar. Looking at the visualizations, Figures
5-11a and 5-11d are similarly spotty while both Figures 5-11b and 5-11c have bright
patches. While the SIREN samples has more random splotches, the random samples
have symmetric high sample areas. This looks like it is due to some parts of the mesh
being more easily projected onto than others.

Taking a look at the uniform mesh projection metrics and its corresponding vi-
sualization, we can see that the random samples are signi cantly farther from the
binomial distribution compared to the other samples, while the SIREN samples are

a magnitude farther from the binomial distribution than the ground truth and mesh
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-11: The mesh projection metric is visualized for various spot samples.
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-12: The uniform mesh projection metric is visualized for various spot sam-
ples.

UDF samples. We can see this in that Figure 5-12b has many clusters of high density
faces with many clusters of low density faces while Figure 5-12c has some high density
faces scattered throughout.

Next, we will take a look at the neighborhood visualizations and metrics. The
distance metrics of the ground truth and mesh UDF samples are very close while
the SIREN samples distance is a few times that and the random samples distance
twice as much as the SIREN sample distance. Visually, we note that Figure 5-13b
has similar hot spots as Figure 5-11b, but the high density areas of Figure 5-13c are
not as dramatic or widespread. This again shows that although the SIREN model

distorts the level set of the function, it is more uniform than random samples.

Finally, we will take a look at the wasserstein distance in Table 5.2. As expected,

the ground truth sample metric is close to O while the mesh UDF sample distance
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-13: The neighborhood metric is visualized for various spot samples.
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Table 5.2: These metrics are generated from the samples of the spot SIREN model.

| | GT | Random| SIREN | Mesh UDF |

Mesh proj + TV 0.2868| 0.4494 | 0.4393| 0.2964

Unif mesh proj + binom wass dist| 0.0367| 1.1330 | 0.3980| 0.0545
Neighborhood + TV 0.0531] 0.3177 | 0.1532| 0.0566
Wasserstein distance 0.0001| 0.1675 | 0.1872| 0.0725

is smaller than the metrics of the random and SIREN samples. All in all, we can
see again that the mesh UDF samples are closest to uniform and the SIREN samples

perform better than the random samples in shapes where there are many curves.

5.2.5 Stanford Bunny Model

Now we are taking a look at the Stanford bunny model which is a topological sphere
but has many more detailed curves compared to the spot model. Figures 5-14, 5-
15, 5-16 are the visualizations of the mesh projection, uniform mesh projection, and
neighborhood metrics, respectively. The overall metric table can be found in Table
5.3.

First we will take a look at the mesh projection metric and Figure 5-14. We
can see that the random and SIREN samples have a higher distance value than the
ground truth and mesh UDF samples. Visually, we can see that the ground truth
and mesh UDF samples have vertices of lower values whereas Figures 5-14b and 5-15c
have obvious areas of high sample to face ratios.

Now, we will take a look at the uniform mesh projection metrics and visualizations.
We can see that the random samples have a high wasserstein distance while the
SIREN samples are a magnitude higher than the mesh UDF and ground truth sample
distances. We can again visually see that both Figures 5-15b and 5-15c have faces
with really high concentrations and the random sample visualization has many more
of these faces.

Next, we will take a look at the neighborhood visualizations and metrics. The

distance values of the ground truth and mesh UDF samples are around the same
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(a) Ground truth samples (b) Random samples

(c) SIREN model samples (d) Mesh UDF samples

Figure 5-14: The mesh projection metric is visualized for various Stanford bunny
samples.
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