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Abstract

Performance evaluations of Deep Reinforcement Learning (DRL) algorithms are an
integral part of the scientific progress of the field. However, standard performance
evaluation practices in evaluating algorithmic generalization of DRL methods within a
task can be unreliable and misleading if not careful. An important source of possible
error lies in the reliance of the reported outcomes on often arbitrarily selected point
Markov decision processes (point MDPs), stemming from task underspecification.
A large class of DRL tasks, particularly in real-world decision problems, induce a
family of MDPs, which—perhaps confusingly—each has the same high-level problem
definition. As a demonstrative example, consider the classic pendulum control task
that could be represented by a family of possible MDPs, each with a different pendulum
mass, but is typically represented as a single MDP. This thesis argues that for reliable
downstream decision-making, performance evaluations on a task in DRL should be
carried out over a family of MDPs rather than a point MDP, which may be subject
to bias. This thesis first illustrates the pitfalls of point MDP based evaluations
through benchmark DRL control tasks and a real-world case study in traffic signal
control. Then, significant inconsistencies between conclusions derived from point MDP
based evaluations and MDP family based evaluations are presented. Subsequently, to
overcome the prohibitive cost of training DRL models on entire families of MDPs, a
series of recommendations is provided to perform accurate yet efficient performance
evaluations under a computational budget. This work contributes to bolstering the
empirical rigor of reinforcement learning, especially as the outcomes of DRL trickle
into downstream decision-making in real-world contexts.

Thesis Supervisor: Cathy Wu
Title: Assistant Professor of Civil and Environmental Engineering
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Chapter 1

Introduction

1.1 Task Underspeci�cation Problem

Deep reinforcement learning (DRL) research has progressed rapidly in recent years,

achieving super-human level performance in many applications [56, 36, 6]. At the

core of DRL research lies the need to perform rigorous quantitative performance

evaluations. Performance evaluations not only disclose the strengths and limitations of

a method but also impact the progress of the �eld at large. Performance evaluations of

DRL methods are typically carried out by solving the correspondingMarkov Decision

Process(MDP) and building performance pro�les of the method according to some

performance metrics. However, we �nd that if not careful, typical practice can lead to

unreliable performance evaluations.

The real-world induces many complexities for control tasks, and one major com-

plexity is the existence of multiple task instances of the same problem. Consider

the case of tra�c signal control problem where the goal is to design a signal control

strategy for an intersection. Depending on the intersection layout (road and turn

con�gurations etc.), the strategy has to be changed. To reliably claim a DRL method

solves the tra�c signal control problem, one needs to show that the proposed method

su�ciently works for all or majority of the signalized intersection instances [46]. We

see this as an emerging requirement in general, not just limited to tra�c signal control,

speci�cally as DRL trickles into real-world applications. We refer to such performance

17



evaluation requirements as assessingalgorithmic generalizationof DRL methodswithin

a task.

However, we �nd that many studies that evaluate algorithmic generalization of DRL

methods in tra�c signal control use a single or a few arbitrary selected intersection

instances [5, 65, 4, 33, 67]. Similar discrepancy can also be seen in other application

areas such as in autonomous driving [64, 34], healthcare [71], and chemistry [73]. As

DRL trickles into real-world implementations and critical use cases, such practices

can have profound implications, ranging from the opportunity cost of employing a

lower quality method to hurting con�dence in the �eld. This is often an overlooked

problem in DRL performance evaluations, speci�cally when benchmarking DRL for

real-world tasks.

Figure 1-1: A family of MDPs for Pendulum task

To formally state, consider the classic pendulum control task, which is typically

represented as a single MDP. At the same time, the task isunderspeci�ed and could

easily be represented by a family of MDPs, each with a di�erent pendulum mass

or length as in Figure 1-1 (speci�ed using some environment parameters denoted

by � , which induces di�erent MDPs). Standard performance evaluation practice for

assessing algorithmic generalization of DRL methods within tasks like pendulum task

is to train and evaluate DRL methods on apoint MDP (or a subset of MDPs) chosen

from an implicit family of MDPs (e.g., selecting a speci�c� in the example). We refer

to such evaluation approaches aspoint MDP based evaluations1. Unfortunately, such

point MDPs often appear to be selected arbitrarily or in a way that inadvertently

1We note that point MDP based evaluations are not just limited to MDPs but applicable to all
variants of MDP, like partially observable MDPs. We use point MDP as a general terminology to
refer to all such cases.
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simpli�es the task.

It is well known that the performance of a DRL method is sensitive to the underlying

MDP [52, 31, 3]. In this thesis, we hypothesize that the coupling of an arbitrary

selection of point MDPs for evaluation and the general sensitivity of DRL methods can

result in a substantial error in the true performance of DRL methods over the implicit

MDP family of a task. This, in turn, harms empirical rigor in DRL. We refer to this

phenomenon as thetask underspeci�cation problemin DRL performance evaluations.

Similarly, in Table 1.1 we present some of the commonly used DRL benchmark

tasks for performance evaluations and some ways they may be underspeci�ed. We

note that the ways in which a task is underspeci�ed may depend on the application

context, and thus the table is meant to be illustrative rather than exhaustive.

Table 1.1: Common DRL benchmark tasks and some ways they can be underspeci�ed.

Task Underspeci�cation

Cartpole Cart mass, pole mass, pole length, and gravity.

Mountain car Heights of the mountains, the trigonometric curves de�n-
ing the mountains, and gravity.

Lunar lander Landing polygon size, lander leg heights, widths, and
gravity changes.

Acrobot Masses and lengths of the two links connected linearly to
form the acrobot chain.

Pendulum Mass and length of the pendulum.

Swimmer Capsule sizes for the segments comprising the robot.

Walker2D Capsule sizes for the segments comprising the robot.

Breakout Paddle length and friction of the paddle surface.

Pong Paddle lengths.

While evaluating DRL methods on a su�ciently large and carefully chosen family

of MDPs can alleviate the issues and enable reliable performance evaluations, it often

can be prohibitively costly to execute computationally. Many of the problems can have

an excessive amount of possible MDPs that one needs to evaluate. Moreover, multiple

runs per single MDP are needed to achieve statistical con�dence. But even training a
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single model for each MDP can be prohibitively expensive, let alone multiple runs

per MDP. Therefore there is a de�nite requirement to perform reliable performance

evaluations of DRL methods cost-e�ectively.

In this thesis, we take a deep dive into this matter. In particular, we reveal

potential pitfalls of point MDP based performance evaluations when DRL methods

are evaluated for algorithmic generalization within a task. We use classic and modern

control tasks frequently used in the DRL literature for this purpose. Furthermore, we

conduct a case study on a benchmark DRL tra�c signal control suite to highlight

the implications of these pitfalls in real-world applications. Afterward, we provide a

series of recommendations to avoid drawbacks of point MDP based evaluations by

evaluating on a family of MDPs while subjected to a computational budget. Finally, we

re-evaluate the tra�c signal control benchmark accommodating the recommendations

and show discrepancies in what has been reported previously. This thesis contributes

to bolstering the practical accuracy of DRL when employed for a complex downstream

decision (e.g., whether to adopt a DRL method for a real-world system) and calls for

a change in how performance evaluations are performed at present.

1.2 Thesis Contributions

The contributions of this thesis are as follows:

ˆ First, our main contribution is identifying and substantiating an emerging

problem in DRL performance evaluation, where a single or small set of arbitrarily

selected MDPs (point MDPs) is used to evaluate the algorithmic generalization

of DRL methods within a task. We present related literature in Chapter 2,

discuss the pitfalls of point MDP based performance evaluations in Chapter 3

and formalize the problem in Chapter 4.

ˆ Second, we provide extensive experiments in multiple standard control tasks and

a case study of a real-world application to demonstrate the pitfalls of performance

evaluations when point MDPs are used to evaluate the algorithmic generalization
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of DRL methods within a task. In Chapter 5, we present pitfalls of point MDP

based evaluation in common DRL tasks. In Chapter 6, we present a case study

with tra�c signal control as a real-world use case.

ˆ Last, we propose a series of recommendations to alleviate the identi�ed pitfalls

and conduct more reliable performance evaluations. In Chapter 7, we discuss

techniques for standardizing performance evaluations, performing performance

evaluations under a computational budget, and the use of performance pro�les

to cope with large quantities of MDPs. In Chapter 8, we conduct extensive

experiments to substantiate the proposed recommendations on performance

evaluations under a computational budget.

1.3 Important Distinctions

First, we identify and substantiate an emerging problem in DRL performance evalua-

tion, where a single or small set of arbitrarily selected point MDPs is used to evaluate

algorithmic generalization of DRL methods within a task. To put this into context of

related DRL practices, in this thesis we neither address the evaluation of algorithmic

generalization across task families (standard DRL evaluations using task suites), nor

the evaluation of policy generalization within a task family (as addressed in multi-task,

robust RL).

Second, we focus on problems where a separate individual DRLmodel can be

trained for each MDP (i.e., to achieve overall better performance). Another parallel

line is in which a single agent is designed to perform well on all MDPs of the family

(e.g., multi-task learning in robotics). However, in the scope of this thesis, we do not

consider such problems.

In the following sections, unless otherwise stated, byperformance evaluation, we

mean performance evaluations in DRL when evaluating algorithmic generalization of

DRL methods within a task.
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Chapter 2

Related Work

In this chapter, we provide a detailed view of previous work on related topics of

this thesis. We present the related literature under �ve categories: 1) the need for

task-speci�c performance evaluations, 2) handling high variability in DRL, 3) family

of MDPs, 4) performance evaluations under a computational budget, and 5) sampling-

based approximations. We summarize the strengths and weaknesses of the related

work and discuss how they are di�erent from the main contributions presented in this

thesis.

2.1 Task-speci�c Performance Evaluations

The standard performance evaluations of DRL focus on evaluating DRL methods

across a variety of tasks in assessing algorithmic generalization of methods across tasks

(e.g., generic RL methods like TRPO and PPO are evaluated across Atari games and

DM control suites). However, as DRL trickles into the real-world, there is a growing

body of work on task-speci�c DRL methods which in turn requires the researchers to

holistically evaluate them within the task domain. Below we discuss some of those

popular task-speci�c control tasks and how the performance evaluations are currently

carried out.

There has been a growing body of task-speci�c benchmarking in DRL. Tra�c

signal control is one such popular control task. From vanilla Deep Q Networks
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(DQN) [5] to more complex methods like the use of pressure concept [62] to augment

the generic-DRL methods [15] and graph attention networks to learn the coordination

among adjacent tra�c signals [66] have been proposed. To make the methods more

interpretable and maintainable, interpretability techniques and distillation to simpler

models have also been used [4, 33]. However, as we will demonstrate in our case

study in chapter 6, most of these studies evaluate the DRL method on a subset of

intersections. However, practitioners like tra�c control engineers do care about the

performance across all intersections in a given city, making the insights gained from

the current evaluation process questionable.

Another popular family of tasks is autonomous driving. Wu et al. [69] demonstrate

that DRL can be e�ectively used for a variety of vehicle control tasks, including

driving at intersections, merging, and bottlenecks. More speci�c architectures are

used to model the interaction among agents using graph attention networks [12] and

for fast learning through the use of a curriculum [49]. DRL has also been used for

achieving societal bene�ts such as emission reduction [34], congestion mitigation [68]

and increasing safety [55]. However, similar to tra�c signal control task, most studies

related to autonomous driving study simpli�ed and arbitrarily created tra�c settings

and do not factor in the possible family of tra�c settings.

Robotics manipulation is another task that demonstrates a wide variety of contexts.

Gu et al. [28] demonstrate the use of deep reinforcement learning based on o�-policy

training of deep Q-functions for robotic manipulation. The use of maximum entropy

policies trained using soft Q-learning for real-world robotic manipulations is proposed

in [29]. However, most of these studies are limited to a small set of contexts in assessing

robotic manipulation performances. As these robots are developed with the purpose

of real-world deployment, such evaluations can paint a misleading picture that is hard

to achieve when deployed.

Apart from the domains described in detail above, there are many other domains

where similar evaluation pitfalls can occur. These include the use of zero error modeling

in chemical optimizations [73], the use of speci�c cancer progression models in cancer

research [71] and the use of speci�c contexts in recommender systems [1]. In this thesis,
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we will look into using a family of MDPs (family of contexts) instead of arbitrarily

selected point MDPs for performance evaluations as a solution to alleviate this mostly

unintended yet undesirable practice.

2.2 Handling Variability in DRL

Deep reinforcement learning (DRL) algorithms have notoriously high variance [2, 35,

14, 10], resulting in reliability and reproducibility issues when conducting performance

evaluations and applying them to real world applications. While standardized control

suits such as the Arcade Learning Environment [7] and Deep learning control suite [60]

are proposed to benchmark existing and newly proposed algorithms, often times �awed

evaluation metrics, such as point estimate, are applied that do not properly account

for the uncertainty in the results and lead to inconsistency in performance ranking

among di�erent algorithms. To address such an issue of inconsistency, Agrawal et

al. [2] advocate for using better evaluation metrics such as interval estimates (c.f. point

estimates), performance pro�le (c.f. reporting mean score only), and more robust

interquantile mean (c.f. mean or median). Similarly, Jordan et al. [35] propose the

performance percentiles measure, which normalizes each algorithm's performance by

its Cumulative Density Function (CDF). It presents a game theoretic approach to

propose a weighting over all evaluation environments to form an aggregate measure

for each algorithm, and a technique to quantify uncertainty throughout the entire

evaluation procedure. Addition to test-time variability, Chan et al. [14] studies the

behaviors of DRL algorithms by focusing on variability and risk both during and after

training. Specially, they design metrics to target three axes of variability: evaluation

during training across time, evaluation during training across runs, and evaluation

after learning on a �xed policy. It proposes two di�erent measures of variability

along each axis: dispersion (the width of a distribution), and risk (the heaviness and

extremity of the lower tail of a distribution).

Besides new distribution-aware metrics, a few papers study the e�ect of architecture

design, weight initialization, and optimization techniques on DRL's variance and
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instability. For example, recent work by Rao et al. [51] conduct empirical evaluation

to investigate the in�uence of weight initialization, input normalization, and adaptive

optimization techniques such as advantage normalization, gradient clipping and KL

divergence-based stopping criteria on the performance of the state-of-the-art DRL

algorithms. Recently, Bjorck et al. [10] show an important cause of high variance

in DRL continuous control as outlier runs fail early and never recover. Instead of

weight initialization, initial exploration, or feature representation, their experiments

demonstrate unstable network parametrization which leads to saturating nonlinearities

can lead to such high variance. As a result they propose several methods including

normalizing penultimate features and partially disabling double clipped Q-learning

to e�ectively reduce the variance. In terms of better optimization algorithms, Liu

et al. [41] propose a policy return method to avoid stagnation or even divergence

during DRL training. The method allows the learned policy to return to a previous

better state when its performance stagnates, and empirically it successfully reduces

the number of trials required by existing DRL algorithms by 10% to 40% by making

the training more stable.

Another line of work is focused on the reproducibility challenges of DRL. Engstrom

et al. [23] conduct a case study to illustrate how code-level optimizations matter

in DRL. They use two popular RL algorithms, PPO and TRPO, in their study.

Their results indicate that code-level optimizations are responsible for most of PPO's

gain in cumulative reward over TRPO and that they fundamentally change how RL

methods function. Raichuk et al. [50] conduct a large-scale study to demonstrate the

impact of design decisions in DRL algorithm implementations. Their �ndings suggest

that implementation details that are often considered secondary importance have a

signi�cant e�ect on the overall performance of the methods.

In summary, the DRL community has taken multiple steps in di�erent directions

to handle the variability of DRL that can a�ect the reliability of the performance

evaluations. We believe our work will open up another important yet overlooked

direction in which the variability could occur in DRL. We anticipate our work will

open up a discussion that could enable solutions to address such variability in DRL.
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2.3 Family of MDPs

While there is no emphasis in the literature on using a family of MDPs for performance

evaluations to accommodate DRL variability as per our knowledge, similar ideas have

been proposed to assess the generalization capabilities of DRL agents. Benjamins

et al. [9] argue that generalization in DRL is held back by factors stemming in part

from the lack of problem formalization. They particularly argue that the degree of

task variation is unknown or cannot be controlled precisely and therefore propose

to use multiple contexts of the same task to train agents in order to make them

more generalizable. They utilize Contextual Markov Decision Processes (cMDP)

and show that the theoretically optimal behavior in cMDP requires explicit context

information and explore context-based task generation. Furthermore, Benjamins et

al. [8] propose CARL, a benchmark task collection adapted from well-known RL

environments extended to use contexts to study generalization. Eimer et al. [22]

further show that such contextual DRL problems demonstrate challenges that the

DRL community has not looked at carefully. In particular, they show that DRL agents

in contextual DRL require di�erent hyper-parameters in cases where the agents are

shown how environmental factors change during training.

The family of MDPs stemming from the same high level problem has been formally

modeled in multiple ways in the literature. The most recent and general method is

to model the problem as a Contextual Markov Decision Process (cMDP) [9] where

all MDPs in the family share the same MDP con�guration except for the transition

function and the reward function. In Hidden Parameter MDPs [20], only the transition

function changes but keep the reward function �xed over the family of MDPs. Epistemic

POMDPs introduced by Ghosh et al. [27] are a special case of a cMDP where the

context is assumed to be unobservable. They show that there is an implicit partial

observability under generalization to unseen test conditions from a limited number

of training conditions. This phenomenon translates even a fully observed MDP into

POMDP. Along the lines of formally modeling, in Chapter 4, we formulate the task

underspeci�cation problem in DRL performance evaluations and explain our notation.
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2.4 Performance Evaluation under a Budget

A few papers study DRL evaluations under a budget-constrained setting. A recent

work [13] urges researchers to consider smaller-scale environments as a valuable tool

in their investigation to reduce the barriers to entry for underprivileged communities.

Instead of intelligently selecting a subset of environments as in our proposed work,

they directly study less computationally intensive, small, and mid-scale environments

such as OpenAI Gym and MinAtar (a set of miniaturized versions of �ve ALE games)

using the RAINBOW algorithm. Their experiments show many valuable scienti�c

insights resembling the conclusions researchers drew previously on the large-scale

dataset, with additional insights on choices of network architecture, batch size, and

distribution parameterization.

Kurenkov et al. [39] argue for the importance of an online evaluation budget

(i.e., the number of policies deployed online) for a reliable comparison of o�ine DRL

methods. Their insights show that the preference between DRL algorithms is budget

dependent in many domains. As a best practice, they suggest reporting the results of

o�ine DRL methods with varying online evaluation budgets. A technique used in the

NLP �eld known as Expected Validation Performance [18] is used to reliably estimate

expected maximum performance under di�erent budgets. This technique allows for a

reliable estimate without requiring additional computation beyond hyperparameter

search. Our work is di�erent from their motivation; we are not limited to only o�ine

DRL methods, and unlike for them where the budget is not necessarily a constraint,

we are required to evaluate the DRL methods under a strict budget.

2.5 Sampling-based Approximations

Domain randomization in Sim2Real transfer [47, 70], which samples stochastic training

environments in simulation in the hope of covering the true real-world test distribution

in a distribution space, can be seen as sharing a similar spirit as our proposed work that

subsamples a set of environments to cover the original distribution. However, work in
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domain randomization typically assumes a parametric form of the noise (e.g., Gaussian)

to sample the environment from, is not subject to budget constraints (i.e., how many

stochastic training environments can they sample), and aims to train one single model

on all training environments. On the other hand, we do not speci�cally intend to

take a parametric approach to directly subsample from the discrete distribution, are

subject to a budget constraint in terms of how many environments we can subsample,

and allow training of a di�erent model for each environment.

2.6 Summary

In this chapter, we presented an overview of the related literature in �ve categories:

1) the need for task-speci�c performance evaluations, 2) handling high variability in

DRL, 3) family of MDPs, 4) performance evaluations under a computational budget,

and 5) sampling-based approximations. We discussed the strengths and weaknesses of

related work and pointed out how the main contributions of this thesis are di�erent

from the existing work.
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Chapter 3

Pitfalls of Point MDP based

Performance Evaluations

In this chapter, we illustrate the pitfalls of point MDP based performance evaluations

by considering an experiment derived from popular DRL benchmarks. We use three

popular control tasks (Pendulum [11], Quad [32], and Swimmer [58]) as example

underspeci�ed tasks. For each task, we augment the nominal task to induce a family

of MDPs. We explain the details of the MDP families, the contexts for experiments,

and our main observations in the subsequent sections.

3.1 Point MDP Types

First, we identify common ways that point MDPs are selected for performance

evaluations. In the subsequent sections, we demonstrate that each of these selection

mechanism can lead to errors in the performance evaluations.

Previous works commonly use three selection criteria for selecting a point MDP

for performance evaluations. 1)random MDP: a random MDP is used to model a

somewhat arbitrary selection of an MDPs from the family (e.g., a random selection

of a signalized intersection for training a tra�c signal control agent [5]) 2) generic

MDP : an MDP that represents the key characteristics of the MDPs in the family

(e.g., the use of a generic cancer progression model for training a chemotherapy
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designing agent [71]) and 3) simpli�ed MDP : an MDP that simpli�es the modeling

(e.g., zero-error instrument modeling when training an agent for chemical reaction

optimization [73]).

In following section, we de�ne random MDPs, generic MDPs and simpli�ed MDPs

for our three control tasks - pendulum, quad and swimmer- to illustrate the pitfalls of

point MDP based performance evaluations.

3.2 Formation of MDP Families

To illustrate the pitfalls of point MDP based performance evaluations, we use three

popular control tasks (Pendulum, Quad, and Swimmer) as example underspeci�ed

tasks. A summary of the tasks is given in Table 3.1, along with the performed

augmentations to the nominal task to induce a family of MDPs. For each task, we

then specify �ve point MDPs. Given an MDP family, all child MDPs are considered

possible random MDPs. For each task,? denotes the generic MDP, andy represents

the simpli�ed MDP. The simpli�ed MDP is usually designed to be what is supposed

to be the easiest MDP or the one that simpli�es the transition dynamics. The generic

MDP is the parametric mean MDP of the other four MDPs of the family. We have

veri�ed that each modi�ed point MDP is not under-actuated and that given actuator

limits, all are solvable.

In Figures 3-1, 3-2 and 3-3, we visually demonstrate the family of MDPs for

swimmer, quad and pendulum tasks respectively.

(a) MDP 1 (b) MDP 2 (c) MDP 3 (d) MDP 4 (e) MDP 5

Figure 3-1: Visual illustration of family of point MDPs used in Swimmer task
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Table 3.1: Control task and the MDP families. For each task,? denotes the generic
MDP and y represents the simpli�ed MDP.

Task Task description MDP family

Quad Goal : maneuver a 2D quadcopter through
an obstacle course using its vertical accel-
eration as the control action.
MDP family : MDPs with varying the
obstacle course lengths (upper obstacle
length u and lower obstacle lengthl)

(u=0.0, l=6.0) y

(u=0.5, l=3.0)
(u=0.625, l=4.0)?

(u=1.0, l=2.0)
(u=1.0, l=5.0)

Pendulum Goal : swing up the pendulum.
MDP family : MDPs with varying masses
(m) and lengths (l) of the pendulum

(m=1.0, l=1.0) y

(m=1.5, l=4.0)
(m=1.875, l=5.25)?

(m=2.0, l=6.0)
(m=3.0, l=10.0)

Swimmer MuJoCo 3-link swimming robot in a viscous
�uid.
Goal : make the robot swim forward as fast
as possible by actuating the two joints.
MDP family : MDPs with varying capsule
sizes for the segments comprising the robot
swimmer.

1 ! (0:1; 0:1; 0:1)
2 ! (0:15; 0:15; 0:15)
3 ! (0:1; 0:15; 0:1)
4 ! (0:05; 0:05; 0:05)y

5 ! (0:1; 0:1125; 0:1)?

(a) (u=1,l=5) (b) (u=0,l=6) (c) (u=0.5,l=3) (d) (u=0.625,l=4) (e) (u=1,l=2)

Figure 3-2: Visual illustration of family of point MDPs used in Quad task

(a)
(m=1.0,l=1.0)

(b)
(m=1.5,l=4.0)

(c) (
m=1.876,l=5.25)

(d) (
m=2.0,l=6.0)

(e) (
m=3.0,l=10.0)

Figure 3-3: Visual illustration of family of point MDPs used in Pendulum task
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3.3 Observations from Experiments

In the following section, we present two main observations that depict pitfalls of point

MDP based performance evaluations. We consider three popular DRL algorithms

(PPO [54], TRPO [53] and TD3 [26]) for performance evaluation on the three control

tasks.

3.3.1 Observation 1: Reporting performance evaluations based

on point MDPs can be misleading

In Figure 3-4, we report the performance evaluations of the DRL methods on each

point MDP described in Table 3.1 for the three control tasks. That is, each method is

trained and evaluated on each individual point MDP.

(a) Quad (b) Pendulum (c) Swimmer

Figure 3-4: Performance comparison of point MDP based evaluations for the three
control tasks. x-axis represents the �ve point MDPs. For Quad, performance is a
normalized score of distance the quadcopter travelled before crashing or reaching
the goal with respect to the total distance required to travel (higher the better). In
pendulum, the performance is the time to swing the pendulum up (lower the better).
For swimmer, the performance is measured as time to reach the goal (lower the better).

We observe a few interesting phenomena: (1) the same method yield signi�cant

di�erences in performance under di�erent point MDPs for all three tasks, (2) simpli�ed

MDPs generally achieve better performance than other point MDPs in the family, and

(3) comparing DRL methods based on point MDPs can provide con�icting conclusions

(e.g., con�icting relative performance bene�ts) based on which point MDP is used
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for evaluations. For example, for Quad, point MDP (0,6) indicates both PPO and

TRPO are equally well-performing. However, under point MDP (0.5,3), we see that

PPO outperforms TRPO with a � 0.75 point di�erence. These observations highlight

the variability of point MDP based evaluations and the uncertainties involved. Such

performance evaluations could mislead the community to incorrectly conclude that

one method is better than another and thereby hinder the scienti�c progress of the

�eld.

3.3.2 Observation 2: DRL training can be sensitive to the

selected point MDP properties

It is generally known that DRL training is sensitive to the underlying MDP. Therefore,

selection of a point MDP from a family can demonstrate a training impact that does

not generalize to other MDPs in the family. Subsequently, the performance of the

DRL method could be overestimated or underestimated.

We demonstrate this phenomenon using our three control tasks in Figure 3-51.

First, in Quad (Figure 3-5a), reaching the goal means achieving a normalized score of

1. However, only under a few of the point MDPs, the agent reaches the goal during

training. Speci�cally, 2 out of 5 settings converge to a local minimum (crashing on

the same obstacle as training progress). Similarly, in Figure 3-5b for the pendulum,

under one of the MDPs, the agent does not achieve the goal (stuck at the 200 steps

mark), while under the other four, the agent achieves the goal. Finally, we see similar

behavior in the Swimmer task in Figure 3-5c where under one point MDP, the agent

fails to achieve the goal (stuck at the 5000 steps mark) during training and succeeds

under others. Further examples of training complications can be seen in Figure 3-5d,

3-5e and 3-5f with TRPO and TD3 training.

We hypothesize one of the root causes of this phenomenon is the complexity

di�erences in point MDPs. For example, in Quad, making the obstacle-free course

1Under some point MDPs, not all parallel runs succeed. For point MDPs where some runs succeed,
we only plot the runs that succeed. For point MDPs where all runs fail, we plot them as it is. We �x
the number of total training steps to 5M for swimmer and 2M for quad and pendulum. Curves are
truncated for better visibility.
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(a) Quad PPO training (b) Pendulum PPO training (c) Swimmer PPO training

(d) Quad TRPO training (e) Pendulum TD3 training (f) Swimmer TRPO training

Figure 3-5: Training progress of DRL algorithms in each task under di�erent point
MDPs.

narrower requires the DRL agent to explore some speci�c actions di�erent from what

it would otherwise need to explore when the course is wider. This e�ectively makes the

training process harder for point MDPs with narrower paths. Another potential cause

is MDP designers over-�tting MDP design to point MDPs. For example, in pendulum,

the default reward function penalizes higher torque values while encouraging reaching

the goal with a weighted composite reward. MDP designers may over�t the weighting

values to a selected point MDP which does not generalize to the entire family. This

can result in point MDPs with higher pendulum mass to fail if the weight on the

torque limits is higher.

3.4 Summary

In this chapter, we used three popular control tasks as illustrative example tasks

to point out pitfalls of point MDP based evaluations when assessing algorithmic
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generalization of DRL methods within a task. We mainly demonstrated two main

observations, 1) reporting performance evaluations based on point MDPs can be

misleading, and 2) DRL training can be sensitive to the selected point MDP properties.

This chapter serves to substantiate thecommon knowledgewith empirical experiments,

especially because the observations are foundational to our investigation of MDP

families. In Chapter 5, we present a full-scale analysis of point MDP based performance

evaluation pitfalls in common DRL tasks. Moreover, in Chapter 6, we present a real-

world tra�c signal control use case and illustrate the impact of point MDP based

evaluations in the real-world context.
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Chapter 4

Formalism

In this chapter, we formalize the task underspeci�cation problem in assessing the

algorithmic generalization of DRL methods within a task. We �rst introduce our

notation and subsequently formalize the MDP family based performance evaluations

under a computational budget.

4.1 MDP Family based Performance Evaluations

Given a sequential decision-making taskT and a reinforcement learning methodR to

be evaluated, we consider the setting where there areM possible point MDPs in the

family of MDPs. In general, despite the illustrative examples in the previous chapter,

M can be quite large. LetN denote a computational budget in terms of the number

of models that can be trained1. We assume thatM � N ; that is, we cannot evaluate

the given RL method on all MDPs in the family.

As we demonstrated in Chapter 3, the performance of a DRL methodR can

signi�cantly depend on the choice of the point MDP. As suggested by previous

work [2], it is therefore warranted to model the performance ofR as a real-valued

random variableX R . This means a normalizedperformance scoresR;i for a givenR

and a point MDP i is a realization of the random variableX R . We normalize point

1Most cloud service providers charge users based on time they use the services. Therefore,
approximating the average number of models that can be trained given a pricing budget can be done
with rough estimates of how long does it take to train a one model on a single point MDP.
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MDP performance scores by linearly rescaling scores based on a given baseline. For

example, scores in Atari games are typically normalized with respect to an average

human [44, 2].

Given a family of MDPs, a point MDP i may be more important or common than

another point MDP j . This is a common requirement in real-world where practitioners

have a prede�ned performance requirements such as performance of a signalized

intersection in an urban area may be more important than a signalized intersection in

a sub urban area in tra�c signal control [16]. This importance scorepT;i of a point

MDP i on task T can be considered as a realization of a real-valued random variable

YT . This means depending on the importance scores of each point MDP, a distribution

can be generated for the MDP family. For� 2 Rn where� represents the point MDP

context, we therefore de�ne the point MDP distribution asF (� ) = P(YT ).

Assumptions : For a given taskT, we assumepT;i is given for each MDPi . We

also assume score normalizing baseline is given.

It is non-trivial to report the results of evaluating DRL methods on large MDP

families. Most previous work which utilizes multiple tasks in performance evaluations

use tabular styles to report performance [57, 37, 59]. Therefore, an intuitive solution

for our case is to use a similar reporting style. However, MDP families can be quite

large than a typical number of tasks used in such evaluations, and the use of tables

can be overwhelming for more than a few MDPs. Therefore, in De�nition 1, we de�ne

a performance metric for aggregating the performance of point MDPs in a family

when evaluating the algorithmic generalization of DRL methods within a task.

De�nition 1 The overall performance of a DRL methodR on taskT is de�ned as

E T
R = E[X R ] =

P jUj
i =1 sR;i � pT;i whereU is the set of point MDPs.

4.2 Performance Approximations

Obtaining E T
R as per De�nition 1 is not always possible because of the budget constraint

M � N . Therefore, a potential solution is to select a subsetV of point MDPs from

the MDP family to perform a performance evaluation. Accordingly, the estimated
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performance of the methodR on taskT is Ê T
R =

P jV j
i =1 sR;i � pT;i . Clearly, if not careful,

selecting di�erent subsets can greatly a�ect the accuracy of performance evaluations.

An intuitive approach to selecting a subset of point MDPs is to assess thecontri-

bution ci of each point MDP i to the overall performance evaluation. Contribution

depends both on the importance score, which is given, and performance score, which

incurs a computational cost to evaluate, and can be de�ned asci = sR;i � pT;i . Thus,

we seek to �nd the set of point MDPs that has the highest contributions to the

overall performance evaluation. Given that we wish to estimate the contribution of

individual point MDPs without assessing the overall performanceE T
R , this poses a

chicken-and-egg problem. In Chapter 8, we propose approximation techniques that

one can employ to identify a subsetV based on the approximated contributions.

4.3 Summary

In this chapter, we formally stated the task underspeci�cation problem in assessing the

algorithmic generalization of DRL methods within a task. We presented theoverall

performancemetric as a means of aggregating the performance scores across a family of

point MDPs. We further discussed the formal context for performance approximations

and the impact of point MDP contributions on performance approximations. In

Chapter 5 and Chapter 6, we use the notation introduced and theoverall performance

de�nition to provide pitfalls of point MDP based evaluations. In Chapter 8, we present

techniques that use thecontribution e�ect in approximating the true performance of

DRL methods.
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Chapter 5

Point MDP based Evaluations in

Common DRL Tasks

In this chapter, we validate the pitfalls of point MDP based evaluations and their

overall impact by using three popular DRL control tasks: cartpole (discrete actions),

pendulum (continuous actions), and half-cheetah (continuous actions). We show that

the use of point MDPs in performance evaluations can lead to signi�cant results

changes, including changes to the ranking of DRL methods.

5.1 MDP Families of Common DRL Tasks

We look at three popular DRL control tasks: cartpole, pendulum and half-cheetah.

For each task, we alter the nominal tasks to devise a family of MDPs as described in

Table 5.1. Our MDP families consist of 576, 180 and 120 point MDPs for cartpole,

pendulum and half cheetah respectively.

5.2 Cartpole Analysis

In Figure 5-1, we plot the performance vs number of point MDPs that demonstrate

the performance using four popular DRL algorithms in cartpole. 576 unique point

MDPs corresponding to changes in pole length, mass of the cart, mass of the pole,
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Table 5.1: Popular DRL control tasks and the context features de�ning the MDP
families

Task Task description Context features

Cartpole Goal : balance a pole attached to an
un-actuated joint of a cart by applying
forces in the left and right direction on
the cart.

pole length (0.05, 0.5, 3,
5)
mass of the cart (0.1, 1,
6, 10)
mass of the pole (0.01,
0.1, 0.5, 1)
force magni�er (1, 50,
100)
gravity (0.1, 9.8, 19.6)

Pendulum Goal : apply torque on the free end of
the pendulum to swing it into an upright
position.

mass of the pendulum
(0.4, 1, 1.5, 2, 3, 4)
length of the pendulum
(0.5, 1, 2, 4, 7, 10)
gravity (2, 5, 10, 12, 15)

Half-cheetah A 2-dimensional robot consisting of 9
links and 8 joints connecting them (in-
cluding two paws).
Goal : apply a torque on the joints to
make the cheetah run forward as fast as
possible.

gravity (-2, -5, -9.8, -12,
-15)
torso mass (0.5, 2, 5,
9.457, 12, 15)
friction (0.1, 0.3, 0.6,
1.0)

force magni�er and gravity are considered for each method. We also indicate the

reported performance of each method by training and evaluating DRL methods on

commonly used cartpole single point-MDP given in the Atari Gym benchmark [11].

We use ARS [42], PPO [54], TRPO [53] and DQN [44] for performance evaluations.

Figure 5-1 provided details insights into the performance of DRL methods in the

cartpole task. As can be seen, all four DRL methods report a performance of 1.0,

indicating optimally solving the cartpole task. However, when evaluated on the family,

we see signi�cant discrepancies. First, not all methods are equally well performing

as reported. Speci�cally, methods like ARS and DQN underperform signi�cantly

compared to methods like PPO or TRPO. Second, all methods struggle to solve nearly

17% of point MDPs, while PPO and TRPO have the highest success in optimally

solving point MDPs (61% and 56% respectively).
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Figure 5-1: Performance vs number of point MDPs that demonstrate the performance
using four popular DRL algorithms in cartpole. 576 unique point MDPs were con-
sidered for each method. For better visibility, we limit the height of the y axis to 5
point MDPs. If there are more than 5 point MDPs for a given performance score, we
indicate the total number on the corresponding vertical plot line. Finally, higher the
performance score the better.

Figure 5-2: Discrepancies between reported vs. overall performance of popular DRL
methods in cartpole when evaluated for algorithmic generalization within the task.
576 point MDPs were used in evaluating the overall performance.

In Figure 5-2, we summarize the reported performance vs. overall performance

based on the entire family of MDPs. Although ARS obtained a perfect score for

the default cartpole point MDP, we see that it in fact has signi�cantly low overall

performance � as low as 0.46 � and none of the methods can solve all 576 point

MDPs optimally. This also results in a relative performance change of methods.
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Although reported results would rank all methods as equally well-performing, our

analysis indicates that the ranking of methods is PPO, TRPO, DQN, and then ARS.

As a side e�ect, although cartpole is often used as a sanity check rather than to rank

DRL methods, this experiment indicates that a cartpole MDP family could still be

informative for ranking DRL methods.

5.3 Pendulum Analysis

Similar to cartpole task, in Figure 5-3, we plot the performance vs. number of

point MDPs that demonstrate the performance using four popular DRL algorithms

in pendulum task. 180 unique point MDPs corresponding to changes in pendulum

mass, length of the pendulum and gravity are considered for each method. Reported

performance of each method is based on the pendulum single point-MDP given in

the Atari Gym benchmark. We use TD3 [25], PPO [54], TRPO [53] and SAC [30] for

performance evaluations.

Similar insights as showed in cartpole can also be seen in Figure 5-3 for the

pendulum task. First, there is a signi�cant variation in performances of all four

Figure 5-3: Performance vs. number of point MDPs that demonstrate the performance
using four popular DRL algorithms in Pendulum. 180 unique point MDPs were
considered for each method. Lower the score the better.
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DRL methods demonstrating varying performance levels across the MDP family. The

performance of TRPO and SAC are clearly overestimated in the reported performances.

While according the reported performance, one would rank the four DRL methods as

TRPO, SAC, PPO, and then TD3 in that order, it is clear that based on the variations

as seen in Figure 5-3, such claims are biased and do not depict the actual picture of

the capabilities of the methods.

Figure 5-4: Discrepancies between reported vs. overall performance of popular DRL
methods in pendulum when evaluated for algorithmic generalization within the task.
180 point MDPs were used in evaluating overall performance.

In Figure 5-4, we summarize the reported performance and overall performance

evaluated based on the MDP family of pendulum task. It is clearly can be seen that

although one would tend to pick TRPO as the best performing method based on

the reported performance, SAC is in fact the highest performing method. It can

also be seen that TD3 performs better than reported, even though its performance is

still behind the other methods. PPO's performance stays mostly the same, while for

TRPO and SAC, the reported performance is clearly overestimated. Thus, once more,

the use of an MDP family changes the DRL method ranking.

5.4 Half-cheetah Analysis

In Figure 5-5, we plot the performance vs. number of point MDPs that demonstrate the

performance using four popular DRL algorithms in half-cheetah task. 120 unique point

MDPs corresponding to changes in gravity, torso mass and friction were considered
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Figure 5-5: Performance vs. number of point MDPs that demonstrate the performance
using four popular DRL algorithms in half-cheetah. 120 unique point MDPs were
considered for each method. Higher the score the better.

for each method. Reported performance of each method is based on training and

evaluating DRL methods on commonly used half-cheetah single point-MDP given in

the Brax benchmark [24]. We use ARS, PPO, TRPO and DQN as the DRL methods

for performance evaluations.

In comparison to cartpole and pendulum, we see slightly fewer variations in

the performance of the Brax half-cheetah task in Figure 5-5. Also, the reported

performance of DRL methods in this instance tends to underestimate the overall

performance of the methods. Nevertheless, it is clear from Figure 5-5 that the use of

point MDPs could be biased and can lead to erroneous conclusions.

We summarize the reported and overall performances in Figure 5-6. Similar to

cartpole and pendulum, we see changes in rankings of DRL methods. In this case, the

�rst and second best-performing methods (SAC and TRPO) retain their rank order;

the third and fourth places are swapped. According to reported performances, PPO

outperforms TD3, but we note that TD3 is in fact better than PPO when overall

performance is used for ranking. Additionally, although TRPO's rank stays the same,

we see its overall performance has degraded by a signi�cant margin. These phenomena

again highlight the pitfalls of point MDP based evaluations when used in evaluating
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Figure 5-6: Discrepancies between reported vs overall performance of popular DRL
methods in half-cheetah when evaluated for algorithmic generalization within the task.
120 point MDPs were used in evaluating overall performance.

algorithmic generalization of DRL methods within a task.

5.5 Summary

In this chapter, we demonstrated the pitfalls of point MDP based evaluations in three

common DRL benchmark tasks: cartpole, pendulum, and half-cheetah. Our results

indicate signi�cant discrepancies in relative performances of the DRL method and the

ranking of DRL methods when a family of MDPs is used for evaluation instead of the

use of point MDPs. Next, in Chapter 6, we demonstrate the pitfalls of point MDP

based performance evaluations in a real-world use case. In Chapter 7, we provide

a series of recommendations to alleviate the issues pertaining to point MDP based

performance evaluations.
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Chapter 6

Case Study: Tra�c Signal Control

In this chapter, we conduct a case study in tra�c signal control using reinforcement

learning to further demonstrate the pitfall of point MDP based performance evaluations

in real-world tasks. Using a benchmark suite for tra�c signal control, we show that

despite the reported claims, all DRL methods underperform compared to the traditional

tra�c signal control methods (non-RL). Through this analysis, we further highlight

the pitfalls of point MDP based performance evaluations, speci�cally as DRL trickles

into downstream decision-making in real-world tasks.

6.1 Tra�c Signal Control Benchmark

We use theRESCO tra�c signal control benchmark [ 5] for our experiment. RESCO

provides a standardized implementation of state-of-the-art DRL algorithms for tra�c

signal control that have become popular in recent years. It also provides non-RL

baseline methods from the tra�c engineering community.

We use six algorithms from RESCO in our case study, namely: (1)IDQN : a

deep Q-learning approach, (2)IPPO [4]: same as IDQN with a modi�ed output

layer, (3) MPLight [15]: scalable FRAP model [72] approach using the pressure

concept [62], (4) MPLight � : MPLight implementation with the addition of extra

sensing information, (5)Fixed time : a �ne tuned non-RL pre-de�ned controller where

phases are enabled for a �xed duration following a �xed cycle, (6)Max pressure [62]:
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a non-RL controller where phase selection is based on the maximal joint pressure.

6.2 Point MDP Distribution

Naturally, tra�c signal control should be considered on multiple intersection layouts

and vehicle �ow rates, hence a family of MDPs. We use Salt Lake City intersection data

for building the MDP distribution (intersection distribution) due to its well-documented

and advanced tra�c network system. Our data for building the intersection distribution

comes from a combination of open data sources. For most of the street network data

which includes street geometry and layout, we use OpenStreetMaps (OSM) [43]. As

for the tra�c signal and demand data, we utilize data from the UDOT Open Data

Portal [21] and the Automated Tra�c Signal Performance Measures (ATSPM) [45].

6.2.1 Intersection layout data from OSM

The �rst part of the data used consists of road networks obtained from OSM [43]. We

use the OSMnx Python package to manipulate the OSM data. We perform a data

pre-processing that involves using mean substitution for NaN values and the removal

of motorways and motor links which are beyond the scope of this analysis. With that,

we obtain �ve features to describe an intersection: number of lanes, maximum allowed

speed, lane length, number of left turning lanes, and number of right turning lanes.

6.2.2 Intersection demand data

Next, we join the processed OSM data with UDOT Data Portal 2019 tra�c demand

data [61] by intersecting the two datasets based on the edge locations. This is a

manual step done within ArcGIS Pro which involves bu�ering the data to account

for slight positional di�erences in the location of edges from the two datasets as well

as calculating bearings to correct for any improperly intersected edges. The UDOT

provides tra�c demand data in terms of average annual daily tra�c, a measure of the

tra�c volume of an entire year averaged over 365 days. We utilized this dataset to
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de�ne the vehicle in�ow rates (i.e., vehicles per hour) to the intersections.

Feature Units Mean Standard Dev

Lane Count - 3.8 1.37

Speed mph 32.6 5.40

Length of Lanes meters 260.8 193

Left Turns Count - 0.229 0.496

Right Turns Count - 0.100 0.298

Vehicle in�ow vehicles/hour 73.5 774

Table 6.1: Overview of the features that describe the intersection point MDP distribu-
tion

6.2.3 Filtering signalized intersections

Next, we further �lter this network to take a subset of intersections (and their adjacent

streets) which correspond geospatially to signalized intersections in Salt Lake City

from the Automated Tra�c Signal Performance Measures [45]. Finally, we build

the distribution of signalized intersections based on this dataset. In Table 6.1, we

summarize the mean and standard deviation of all six features used in building the

intersection distribution. In our analysis, we use 345 intersections as shown in Figure 6-

1. Out of 345 signalized intersections, 164 intersections are unique. In building the

point MDP distribution, we base our importance scorepT;i of each intersection on the

frequency of occurrence within the Salt Lake City region.

6.3 Performance Evaluations

For all six tra�c signal control algorithms introduced in Section 6.1, we base our

performance scoresR;i as the normalized per vehicle average delay. We normalize the
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Figure 6-1: Map of the Salt Lake City road network with 345 selected signalized
intersections highlighted in yellow.

scores based on an untuned yet su�ciently performant �xed time controller baseline.

For training the DRL tra�c signal control methods, we use default MDP con�gurations

and training parameters provided in the RESCO benchmark. All reported evaluation

results are averaged over 20 runs.

In �ne-tuning the Fixed time controller for each signalized intersection, we exhaus-

tively searched for the best signal timing plan after searching through the phase lengths

in the range of 10 to 120 seconds in increments of 5 seconds. For the untuned Fixed

time controller used for score normalization, we used 30 seconds phase lengths [38].

6.4 Performance Analysis

In Figure 6-2, we show the performance of each of six control methods on 164 unique

point MDPs and the reported performance as per [5]. Reported performances are

based on re-evaluations of the methods on Ingolstadt single intersection in [5]. First,

we observe signi�cant variations in the performance based on the point MDP used

for evaluations. Speci�cally, all DRL methods demonstrate a signi�cant variation

while non-DRL methods demonstrate comparatively low yet considerable variations.

Second, we observe that the reported performances in related literature can be

signi�cantly biased. As an example, IDQN, IPPO and MPLight performances are
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clearly overestimated. To quantitatively analyze the potential pitfalls, we denote the

performance of each method over the entire MDP family in Figure 6-3.

Figure 6-2: Performance vs. number of point MDPs that demonstrate the performance
for all tra�c signal control methods in RESCO. 164 unique point MDPs were considered
for each method. Lower the score the better.

Figure 6-3: Overall performance (lower the better)

Interestingly, we see a signi�cant result change from previously reported results.
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Although the Fixed time controller is regarded as an underperforming method as per

reported performance in [5], we �nd that under the family of MDP based evaluations,

the non-RL Fixed time controller and Max pressure controller perform signi�cantly

better than all the four DRL controllers. We note that �ne-tuning a non-RL Fixed

time controller is simple enough that it does not pose a computational burden and

can be done easily, even on a regular computer. While reported performances ranked

IPPO as a well-performing model with a normalized score of 0.84, our analysis shows

that it, in fact, is the lowest-performing method and that the revised normalized score

is as high as 1.7 (even cannot outperform an untuned �xed time controller). It is thus

clear that point MDP based performance evaluations can be misleading and may pose

performance bene�ts that do not generalize to the MDP family.1

6.5 Summary

In this chapter, we demonstrated the pitfalls of point MDP based performance

evaluations in a popular real-world control task within the DRL community: tra�c

signal control. We used the popular RESCO benchmark with real-world intersection

data from Salt Lake City, Utah, to create a family of MDPs to evaluate the state-

of-the-art DRL methods and non-RL methods. We showed that when a family of

MDPs is used, signi�cant result changes are observed, including the non-RL methods

like the Fixed time method outperforming the state-of-the-art DRL methods. This

again highlights the importance of a carefully chosen family of MDPs for reliable

performance evaluations instead of arbitrarily chosen point MDPs. Next, in Chapter 7,

we provide a series of recommendations to alleviate the issue around point MDP based

evaluations.

1Results reported in this work should not be illustrated as evidence against using DRL for tra�c
signal control and should only be used as evidence of pitfalls in point MDP based evaluations. Further
studies are encouraged to study the overall bene�ts of DRL for tra�c signal control without the
point MDP based assumptions.
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Chapter 7

Recommendations for Reliable

Evaluations

In chapters 3, 5 and 6, we demonstrated the pitfalls of point MDP based evaluations. In

this chapter, we present recommendations to alleviate the pointed pitfalls and perform

reliable performance evaluations under a computational budget. In the subsequent

sections, we provide three main recommendations to the research community as

summarized in Table 7.1.

Table 7.1: Summary of recommendations

Challenge Our recommendation

Lack of benchmarks - Create benchmarks that depict MDP families.
- Publish datasets of MDP families of control tasks
including point-MDP distributions.
- Incentivize publication of such datasets and control
task at leading conferences.

Large families of MDPs
with limited
computational budgets

- Adopt performance approximations using clustering
and random sampling under a computational budget.
- Standardize the evaluations by making the selected
point-MDPs public.

Lack of emphasize on all
point-MDP performances

- Use performance pro�les to show a detailed view of
how overall performance changes with point MDPs
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7.1 MDP Families for Evaluations

Recommendation: Create data sets of MDP families for benchmarking

DRL methods.

The use of benchmark datasets for performance evaluations is well established in

supervised learning. From computer vision [17] and biological data [40] to natural

language processing [48], standard datasets are being used for performance evaluations

of deep learning methods. In DRL, the practice is di�erent. In assessing algorithmic

generalization of DRL methods within a task, instead of published datasets, researchers

use standardized benchmark suites like RESCO for tra�c signal control [5], and

Vinitsky et al. [ 63] for mixed autonomy tra�c. Then as the standard practice,

researchers evaluate their DRL methods on point MDPs given in the benchmarks and

report performances.

However, we recognize that current state-of-the-art benchmarks alone are not

su�cient to standardize the performance evaluations in DRL. The main limitation of

current suits is that they only provide arbitrary-created (or simpli�ed) point MDPs

and do not consider the family of possible MDPs. As many real-world applications

inherently demonstrate a family of MDPs, the current DRL standardization of perfor-

mance evaluations may steer the research community in a vacuum, while realistically

useful DRL methods may get rejected or not even developed.

Therefore, our �rst recommendation is to create/or update DRL benchmark

suites which inherently demonstrate a requirement to incorporate a family of MDPs.

Second, we also encourage the research community to actively create MDP families

for existing control tasks (e.g., di�erent signalized intersections as tra�c signal control

MDP family) and publish them publically. Finally, we also encourage main arti�cial

intelligence conferences with datasets and benchmark tracks like NeurIPS to encourage

the community to publish such datasets and tasks and to include necessary check-ins

in the paper submission checklists.
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7.2 Performance Approximations for Large MDP

Families

Recommendation: Evaluate DRL methods on a family of MDPs instead of

point MDPs using performance approximation techniques.

In Chapter 3, 5 and 6, we demonstrated the pitfalls of point MDP based performance

evaluations. Therefore, our next recommendation is to encourage researchers to use a

family of MDPs instead of point MDPs in DRL performance evaluations.

Evaluating performance over an entire family of MDPs can often be computationally

expensive to carry out in practice due to the large cardinality of the family. Therefore,

it is often will require to conduct performance approximations. We dedicate Chapter 8

of this thesis to address the concerns around performance approximations. We

refer the reader to Chapter 8 for more details on recommendations for performance

approximation methods.

Remark 1: While a typical RL training procedure involves extensive hyperpa-

rameter tuning, either manually or via a hyperparameter optimization algorithm, we

note that hyperparameter tuning is subjected to budgetary requirements and can

consume a signi�cant amount of computational budget. Therefore, whether one should

consider hyperparameter tuning for each point MDP or not is a choice of the user. In

our opinion, there is no right or wrong answer, and the user's discretion should be

considered. In support of this, Jordan et al. [35] argue algorithms should be trained

without extensive hyperparameter tuning, and simple, automatic tuning procedures

with the same amount of time for all algorithms are proposed.

Remark 2: Second, as Agarwal et al. [2] suggest, researchers should consider

evaluating a handful of runs with interval estimates for each point MDP to reduce

randomness that can arise within a point MDP. However, we note that this yet again

consumes the computational budget and limits the number of point MDPs one can use

to conduct a performance evaluation over the family. Therefore, the user's discretion

should be consulted to determine the number of parallel runs for each point MDP.
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7.3 Performance Pro�les

Recommendation: Use performance pro�le of the MDP family instead of

point MDP performance.

Inspired by the idea of performance pro�ling for DRL evaluations [2] and in

optimization software [19], our �nal recommendation is to report the performance

of a DRL method over a family of MDPs as a performance pro�le. Although the

overall performance of a DRL method over a family of MDPs can yield more reliable

evaluations than evaluating on a point MDP, it may encapsulate further insights

into the method's performance. By representing the performance of a method as a

performance pro�le, a more detailed visualization of the performance over the point

MDPs can be illustrated.

Figure 7-1: Performance pro�le of k-means clustering based performance approximation
with a budget size of 80 models in the tra�c signal control task.

In Figure 7-1, we present an example performance pro�le for k-means clustering-

based performance approximation with a budget size of 80 models in the tra�c

signal control task (refer Chapter 8 for details on the k-means based performance

approximation). A performance pro�le illustrates what point MDPs are most probable

in the distribution and how each of the point MDPs contributes to the �nal estimate

of the performance. It enables direct comparison of methods. In particular, if the
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cumulative performance curve of method A is strictly below method B, method

A is said to stochastically dominatemethod B (if lower the score the better) [2].

Furthermore, point MDPs in which a method seemingly under-performs is easily

visible, giving a clear overview of where the limitations and strengths are originating

from.

7.4 Summary

In this chapter, we provided a series of recommendations to alleviate the issues

surrounding the point MDP based performance evaluations in DRL. Our recommen-

dations include 1). creating benchmark MDP families, 2). conducting performance

approximations when the MDP family size is large, and 3). use of performance pro�les

to facilitate better comparisons of DRL methods. A summary of our recommendations

can be found in Table 7.1. In Chapter 8, we further discuss techniques for performance

approximations with a computational budget.
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Chapter 8

Performance Approximations under a

Budget

In Chapter 7.2, we discussed the need for performance approximations due to large

MDP families in evaluating algorithmic generalization of DRL methods within tasks.

In this chapter, we further discuss the topic of performance approximations under

a computational budget in detail. Speci�cally, we provide techniques that can be

used for performance approximations and present sensitivity analyses to validate the

techniques further.

8.1 Performance Approximation Techniques

While more sophisticated methods like active learning approaches can be utilized in

performance approximations, we resort to e�ective yet straightforward techniques. We

hope simple and straightforward techniques bolster the adoptability of the techniques

within a wider community. Below, we present three approximation techniques.

M1: random sampling with replacements : Under this method, we sample

point MDPs from the distribution randomly with replacements. We sample exactly

the same number of point MDPs as the maximum budget. One can decide to sample

N=n point MDPs where N is the budget andn is the number of parallel runs used

for performance evaluation of each point MDP. After sampling and performance
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evaluations on each point MDP, the overall performance is de�ned as
P

i 2 X sR;i where

X denotes the index set of point MDPs that were sampled.

M2: random sampling without replacements : This method is similar to

M1 except that we do not perform replacements. The overall performance is de�ned

as
P

i 2 X qT;i � sR;i where qT;i = pT;iP
i 2 X pT;i

and pT;i is the probability of point MDP

i according to the distribution. X denotes the index set of point MDPs that were

sampled.

M3: clustering point MDPs using k-means : In this method, we cluster the

point MDPs with k-means clustering giving each point MDP an equal weight. Next,

we assign the sum of probabilities of all point MDPs that belong to the same cluster

to its centroid. However, a point MDP that is represented by a centroid may not

actually exist in the problem domain. Therefore, we match each centroid to the nearest

actual point MDP from the family and conduct performance evaluations. The overall

performance is then de�ned as
P

i 2 X q�
T;i � sR;i where q�

T;i is the total probability

assigned to each point MDP selected to represent a cluster centroid.X denotes the

index set of point MDPs that were selected based on centroids.

In Figure 8-1, we show the approximate performance evaluations of all six meth-

ods used in the tra�c signal control case study in comparison to the ground-truth

performance while varying the budget size. In general, k-means clustering-based

approximation produces better estimates than the other two techniques with smaller

standard deviations. Speci�cally, if the budget size is half the total MDP family

size, k-means clustering demonstrates reasonably accurate performance estimates. It

performs well even for methods like IPPO, which has high variations in its performance.

However, k-means clustering can be ine�cient when the point MDP distribution has

a higher number of dimensions. If that is the case, we recommend using random

sampling with replacements. In either case, we recommend publishing the selection

of point MDPs as data sets to enable reproducibility and standardization of the

performance evaluations of the tasks. Further experimental results for performance

approximations with other control tasks are available in Appendix A.
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(a) IDQN (b) IPPO

(c) MPLight (d) MPLight*

(e) Fixed Time (f) Max Pressure

Figure 8-1: Approximated performance evaluations over a family of MDPs in tra�c
signal control with varying budget limits.

8.2 Sensitivity Analysis of Performance Approxima-

tions

In this section, we perform a sensitivity analysis of the proposed approximation

algorithms in Section 8.1. Since the overall performance evaluation is subject to
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task failures, we investigate the sensitivity of the approximate evaluation methods to

the prevalence offailure point MDPs. In particular, we look at the approximation

accuracy as we change the underlying point MDP distribution for the same set of

point MDPs used in the tra�c signal control case study. We de�ne a failure as any

MDP with an average per vehicle waiting time greater than 20s. We conduct three

sets of experiments. First, we look at the case where the failure MDPs are given low

probabilities (compared to the rest of the point MDPs) in the point MDP distribution.

Second, we look at the case where the failure MDPs are given high probabilities.

Finally, to consider a fairly di�erent distribution, we consider the case where the

prevalence of each point MDP is uniformly random.

Case 1: Failure point MDPs get low probabilities.

Figure 8-2 denotes the performance approximations for each of the three methods with

varying budget sizes when the failure point MDPs get low probabilities. It is clear

from the �gure that k-means based clustering approach performs the best in this case,

speci�cally when the budget size is greater than half the size of total point MDPs.

Random sampling with replacements has an acceptable mean performance but with a

high variance. Finally, random sampling without replacements often overestimate the

performance unless the budget size is closer to the total point MDPs count.

Case 2: Failure MDPs get high probabilities.

As the second case, we look at the case where failure MDPs get high probabilities

than rest of the point MDPs in Figure 8-3. While k-means based clustering may

under-estimate the performance if the budget size is low, it still is the best method

when the budget size is greater than half the total MDP count. Random sampling

with replacement method seems to work quite well in this case. Speci�cally when

the budget size is low, it performs better than random sampling without replacement

method which always seems to underestimate the performance.
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(a) IDQN (b) IPPO

(c) MPLight (d) MPLight �

(e) Fixed Time (f) Max Pressure

Figure 8-2: Performance evaluations over a family of MDPs in tra�c signal control
with varying budget limits and sampling techniques when the failure point MDPs are
assigned a low probabilities than other point MDPs.

Case 3: Point MDP prevalence is uniformly random.

In Figure 8-4, we denote the performance estimates when the prevalence of each point

MDP is uniformly random. Here we observe an interesting result. Random sampling

without replacements method perform quite well under this setting, yielding low
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