Neural Closure Models for
Chaotic Dynamical Systems
by
Aman Jalan

B.Tech., Mechanical Engineering,
Indian Institute of Technology Madras (2020)

Interdisciplinary M.Tech., Data Sciences,
Indian Institute of Technology Madras (2020)

Submitted to the Department of Mechanical Engineering
in partial fulfillment of the requirements for the degree of

Master of Science in Mechanical Engineering
at the
MASSACHUSETTS INSTITUTE OF TECHNOLOGY
February 2023
(© Massachusetts Institute of Technology 2023. All rights reserved.

Author .o
Department of Mechanical Engineering
January 15, 2023

Certified Dy . ..o
Pierre F.J. Lermusiaux

Professor of Mechanical Engineering and Ocean Science and Engineering
Thesis Supervisor

Accepted Dy .. ..o
Nicolas G. Hadjiconstantinou
Chairman, Department Committee on Graduate Theses






Neural Closure Models for
Chaotic Dynamical Systems
by

Aman Jalan

Submitted to the Department of Mechanical Engineering
on January 15, 2023, in partial fulfillment of the
requirements for the degree of
Master of Science in Mechanical Engineering

Abstract

An important challenge in the problem of producing accurate forecasts of multiscale
dynamics, including but not limited to weather prediction and ocean modeling, is
that these dynamical systems are chaotic in nature. A hallmark of chaotic dynamical
systems is that they are highly sensitive to small perturbations in the initial condi-
tions and parameter values. As a result, even the best physics-based computational
models, often derived from first principles but limited by varied sources of errors,
have limited predictive capabilities for both shorter-term state forecasts and for im-
portant longer-term global characteristics of the true system. Observational data,
however, provide an avenue to increase predictive capabilities by learning the physics
missing from lower-fidelity computational models and reducing their various errors.
Recent advances in machine learning, and specifically data-driven knowledge-based
prediction, have made this a possibility but even state-of-the-art techniques in this
area have not been able to produce short-term forecasts beyond a small multiple of
the Lyapunov time of the system, even for simple chaotic systems such as the Lorenz
63 model. In this work, we develop a training framework to apply neural ordinary
di Lerential equation-based (nODE) closure models to correct errors in the equations
of such dynamical systems. We first identify the key training parameters that have an
outsize e [edt on the learning ability of the neural closure models. We then develop a
novel learning algorithm, broadly consisting of adaptive tuning of these parameters,
designing dynamic multi-loss objective functions, and an error-targeting batching pro-
cess. We evaluate and showcase our methodology to the chaotic Balance Equations
in an array of increasingly di [cullt learning settings: first, only the coe [cieht of one
missing term in one perturbed equation; second, one entire missing term in on per-
turbed equation; third, two missing terms in two perturbed equations; and finally
the previous but with a perturbation being two orders of magnitude larger than the
state, thereby resulting in a completely di [erent attractor. In each of these cases, our
new multi-faceted training approach drastically increases both state-of-the-art state
predictability (upto 15 Lyapunov times) and attractor-reproducibility. Finally, we
validate our results by comparing them with the predictability limit of the chaotic
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BE system under di [erent magnitudes of perturbations.
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Chapter 1

Introduction

1.1 Motivation

Integrated machine-learning-based and knowledge-based prediction of state evolution
of nonlinear chaotic dynamical systems has recently emerged as a blossoming inter-
disciplinary eld at the convergence of several elds including applied mathematics,
physics, and computer science [8,19,36,41,47,70,80,85 87,112,118]. Many paradigms
have been proposed to aid progress in this eld. However, most if not all of these
physics- and data-based models su er from the same challenges. Starting from the
same initial condition, even a well-trained neural network can only generate a tra-
jectory that stays close to that of the true target system only for a nite amount of
time, realizing a short-term prediction [87]. Because of the hallmark of chaos-sensitive
dependence on initial conditions, the solution of the neural network will diverge from
that of the original system exponentially. Nonetheless, if training is done properly so
that the single-step error is orders of magnitude smaller than the oscillation range of
the chaotic signal [41], an accurate prediction can be achieved for a bit longer time.
So far, the prediction horizon achieved is about 6 Lyapunov time [87], where one
Lyapunov time is the inverse of the maximum Lyapunov exponent.

The motivation of this work stems from a recognition of the fact that important
systems governing the behavior of vast swaths of nature are chaotic and that human-

ity stands to benet greatly if accurate forecasts of these systems can be made for
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extended periods of time. The overarching goal of this work is to develop a machine-
learning (ML) training scheme and ML-based closure model that can not only extend
the current state-of-the-art predictive capability [98] in the short-term but also learn

the long-term characteristics of chaotic dynamical systems.

1.2 Literature Survey

In the past few years, the rapid algorithmic advances in arti cial intelligence (Al), and

in particular data-driven modeling, have been explored for improving the simulation
and prediction of nonlinear dynamical systems [7,18,27,44,59, 78,100, 101, 101, 106,
114]. Neural networks, for example, have a long history of success in modeling some
dynamical systems [15,28,43,45,94 96] and recent developments in deep learning for
operators continue to propel this trend [3,31,57,58,67]. One appeal of the data-
driven approach is that fast/accurate data-driven surrogate models that are trained
on data from high- delity, computationally demanding simulations can be used to ac-
celerate and/or improve the prediction and simulation of complex dynamical systems.
Furthermore, for some poorly understood processes for which observational data are
available (e.g., clouds), data-driven surrogate models built using such data might
potentially outperform physics-based surrogate models. Recent studies have shown
promising results in using Al to build data-driven parameterizations for modeling of
some atmospheric and oceanic processes [5,6,17,22,81,93,111]. The data-driven part
of the hybrid models needs to be trained and when directly augmenting a di erential
equations with an ANN, it is no longer possible to use the standard backpropaga-
tion algorithm that is usually applied. [10] presented an e cient algorithm to train
through an ODE solver based on the adjoint sensitivity method. [89] expanded on
this idea and developed the universal di erential equations framework that allows to
directly augment most types of di erential equations with universal approximators
such as ANNs. These approaches are also related to prior research that show how
parameters of ODEs describing chaotic systems can be estimated, such as by [2]. For

the fully data-driven, and thus non-hybrid case, [88] showed how the complete right-
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hand side of di erential equations can be modelled with ANNs based on the neural
ODE approach [10]. Another hybrid approach are physics-informed neural networks,
which can approximate solutions of PDEs with ANNs and also set up ANNs whose
outputs are solutions of a speci ¢ PDE [91]. Combining a knowledge-based di eren-
tial equation model with a reservoir computer has also recently shown great promise
for predicting chaotic systems such as the Lorenz-63 and the Kuramoto Sivashinksy
(KS) equation [113]. Combining knowledge of systems with data-driven approxima-

tions such as polynomials has been done for low-dimensional ODEs [39].

Echo-state networks have become a popular tool in learning modeling turbulent
systems. We refer to [24,40,71] and references therein for further discussions on RC-
ESNs, and [59, 69, 70, 74,86,87,118] for examples of recent applications to dynamical

systems.

Similarly encouraging outcomes have been achieved by the turbulence and dynam-
ical systems research communities [40,61,69,73,74,77,90,99,110,116,117]. Turbulence
requires closure because of its strong nonlinearity. As a result, interrelationship be-
tween quantities are of primary interest in this area. In the past, they have been mod-
elled using preconceived notions with regards to pressure/rate-of-strain and examined
averages, but correlations need to be looked at in detail. Data sizes of real turbulence
problems are very large, though typically long time-series can be obtained only in
experiments (with their own attendant limitations). The new quality of ML methods
is that one was earlier limited only to few variables while now higher-dimensional
information can be extracted. The addition of physical invariance properties of the
ow as in [61] leads to more accurate models (also probably to better physics). A
comparison conducted by [20] showed that the model of [61] outperforms the classi-
cal linear and quadratic eddy viscosity model. [105] demonstrated that feed-forward
neural network can be employed in ow with heat transfer where the network is used
to nd model coe cients in algebraic scalar ux models. [72] tackled the turbulence
modeling hypothesis in an LES framework di erently. They devised a data-driven
strategy to dynamically switch between structural or functional models, from a priori

experience for the closure-modeling.
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In [21], the authors presented an application of a deep convolutional neural net-
work (DCNN) to extract large-scale patterns of turbulent superstructures in a tur-
bulent and horizontally extended Rayleigh- Bénard convection (RBC) system. Tur-
bulent superstructure describe a large-scale organisation of convection into patterns
with a horizontal extension larger than the layer height. They evolve only gradually
with time. It has been thought that they form the backbone for the turbulent heat
transport [84]. These physical insights into the turbulent transport mechanisms in

the convection layer were used to preprocess the data that enter the neural network.

Recent developments in the hybrid modeling framework involve leveraging ad-
vances in continuous-time neural networks. Neural Closure Models [31] leverages
the Mori-Zwanzig formulation for closure modeling, universal function approximation
property of neural networks and continuous-time models introduced by [10] to learn
non-Markovian closure terms using neural network-based delay di erential equations
(nDDESs). In our work, we will employ software developed for [31]. A major exten-
sion of these results [29] has enabled the generalizability to di erent initial conditions,
boundary conditions, and other input parameters while also introducing interpretabil-

ity in learning closures.

In this work, we note that we do not address the estimation of the full probability
density function (PDF) of models and discover new model formulations including
bias with PDFs. For these innovations, we refer to the novel Bayesian Learning
of [68] and its extensions to chaotic physical and biogeochemical-ecosystem dynamical
systems [30, 32, 60].

1.3 Problem Statement
Borrowing notation from [31] an arbitrary chaotic dynamical system can be repre-
sented with the following ODE:

d“gt(t) = Re(u(t);t): with e (0)= ug; k2 F: (1.1)
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More often than not, we do not have access to the exact governing equations but only
an approximation of them Ry, the solution of which quickly diverges from observa-
tional data and lead to erroneous short-term forecasts. This is our main problem of
interest in this work. Our objective is to bridge this gap between the true moddRy
and Ry by parameterizing the missing dynamics using a neural network as follows:

docli(t(t) = Re(at);t) + fun (0; )5 with  ue(0) = uk; k2 F: (1.2)

and solving for  such that:

= min L(Uk; Ok) (13)

Besides accurate short-term forecasts, our objective is also to replicate the long-
term characteristics of dynamical system accurately. In this work speci cally, the
missing dynamics are a result of quadratic perturbations in the time derivatives of

the state.

1.4 Overview of Contributions

Building on the foundation of neural closure models [31,32], we develop a framework
to apply these ML closure models to learn missing or erroneous terms in nonlinear
chaotic dynamical systems. Our approach is multi-faceted in that it involves taking a
holistic look at the Neural ODE training process and precisely designing and control-
ling the parameters involved including: training period, batch size, batch duration,
batch time skip, and loss norms in the objective function. We also propose a novel
batch construction process to optimize how training data is fed to the neural network
to improve its precision. Our results show a remarkable improvement in the predic-
tive capability of short-term forecasts and robustness of long-term characteristics of
the dynamical system including replicating its attractor. Furthermore, we validate
our results by estimating the predictive capabilities and predictability limits of the

balance equation models using two methods: Monte-Carlo simulations and Mutual
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Information variation based on distributions of Monte-Carlo ensembles approximated

by Gaussian Mixture Models (GMM) [51,54, 62, 64,65, 103, 104].

1.5 Thesis Outline

Chapter 2 formally introduces neural closure models and describes the key parameters
involved in our methodology and the skill evaluation metrics we employ to measure
the e cacy of our model. Chapter 3 formally introduces our main application in
this work: the non-linear Balance Equations (BE) [9, 26] and outlines the test cases
we exhibit. Chapter 4 starts by discussing an example in detail to fully describe
the di erent layers of our methodology followed by a summary outlining the key
principles of the same. We then present the results of the remainder of the test cases
and end with the results of the predictive capabilities and predictability limit studies

for validation. Finally, Chapter 5 provides the conclusions and discusses future works.
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Chapter 2

Background

2.1 Foundation: Neural Closure Models

Neural Closure Models [31], hereby referenced as NCM, provides the foundational
underpinning of our proposition in this work. Proposed in 2021, NCM leverages
the Mori-Zwanzig formulation for closure modeling, universal function approximation
property of neural networks and Neural ODEs to learn closure terms for dynamical
systems. Although NCM primary application was to learn non-Markovian closure
terms through the use of delay di erential equations, it nonetheless provided a frame-
work to approximate missing dynamics with complex non-linear additions to the RHS
of low- delity model equations. Due to the high sensitivity of chaotic dynamical sys-
tems to small perturbations in state and initial conditions, the examples we work with
in this paper are restricted to learning quadratic nonlinearities on the RHS, which do
not constitute any delays. Therefore, we use the NCM framework of learning missing
terms in the derivative equation without any delays. In essence, we use nODE based

NCMs in this work.

The NCM closure modeling framework involves formulating the closure problem

by parameterizing the missing terms using a neural network (NN) as follows:

@(t) _

“at - PROO)* fun (@)t (2.1)
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where ((0) = o

In the equation above, theP R(((t)) represents the low- delity Markovian term
which in our case would be the perturbed chaotic dynamical system. Tligy term
represents the parameterization of the missing dynamics by a neural network with
learnable parameters .

The NN term does not have any delays because we only use nODE closure as
justi ed above. We then compute the parameters of the NN by optimizing over a
prede ned loss functionL (0(t)).

We need to compute the gradient of this loss function for optimization. Since a
numerical integration step is involved in this process, we use the adjoint sensitivity
method. This method yields the following equation for compute the gradient, the

detailed derivation of which can be found in the supplementary section:

d (1) = X @ul(0M) (t T)  T(O)@nm(PROW)+ fan (O();E ) (2.2)
i=1

with (t)=0 fort T

The equation above calculates the derivative of the Lagrangian variablét) which
in turn would be used to compute the gradient of the objective function with re-
spect to the trainable parameters which we will show below. The rst term on
the right corresponds to the derivative of the losd with respect to the predicted
state at each training data point which is available at time instanced;. The sec-
ond term corresponds to the derivative of the output of the neural closure model
PR(O(t)) + fyn (O(t);t; ) with respect to the predicted state multiplied by the La-
grangian variable (t). This terms exists because the neural closure model equation
above is treated as a constraint in the training loss optimization problem. Because
the initial condition of (t) is available att T, where T is total training time, this
adjoint equation would have to be solved backwards in time. Once solved foft),
the gradient of the loss function of the unconstrained optimization problerh can be

computed as follows:
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Z
dL = ' T(O@PR(O(1) + fan (0(1); 8 ))dt (2.3)

0

In summary this model ingests high- delity simulation data and the RHS output of
the low- delity model. The model outputs a corrected RHS value which is integrated
in time to yield the state at the next time step.

Generally, the L2 norm is a popular choice of loss norm employed across machine
learning literature. Owing to high sensitivity of chaotic systems to extremely small
perturbations however, we investigate if L2 is really the most ideal choice for this
problem. We also investigate using other commonplace norms like the L1 and L-inf
norms and the sequence in which they should be used for successfully learning chaotic

closures.

2.2 Training Process and Parameters

2.2.1 Training Overview

Training entails nding the optimal parameters of the NN that minimize the prede-
ned loss function. Following the original training loop established by NCM, we use
the batch training process to train our NCM. Batch training is a training paradigm
that trains on a sample of the total data to perform a parameter optimization step,
instead of using the entire dataset at every step. This generally leads to more e cient
memory usage because instead of the entire dataset, only a fraction (i.e. the batch)
needs to be stored in the cache at any given time. To perform batch training, batches
need to be created rst. For contiguous time series training data, a batch is con-
structed by rst selecting a prede ned number of shorter contiguous time segments
from the long time series of training data. These segments can be chosen randomly
and do not have a formal structural selection requirement. Once selected, these seg-
ments are stacked parallelly together to construct a single batch. After stacking
each batch has the following dimension: [time steps, number of time segments, state

dimensions].
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The NCM performs one gradient descent optimization step per batch it processes.
To process a batch, the NCM rst makes a prediction on all the time segments in
the batch in parallel. At this point, the NCM is in inference mode, where it uses the
starting point of each time segment as the initial condition and marches forwards in
time to make the prediction. The prediction is then compared to the truth by applying
the loss function on the di erence between them. With the loss function applied, we
now have access to the rst term in the adjoint equation. The second term can also
be computed now because the forward pass (i.e. making a prediction) is performed
on the computational graph, which means that the Jacobian can be computed simply
by automatic di erentiation. The adjoint equation can now be solved to compute the
requisite gradient. With the initial condition available att = T, the adjoint equation
is solved backwards front = T to t = 0. Note that because the rst term is discrete
in nature and depends on the availability of data points, the backward time marching,
which is done for smaller timesteps, is performed continuously only for time periods
between 2 subsequent data points. A jump is then added when the data point is
available and time marching is continued from this new value.

In what follows, we de ne and brie y discuss the major hyperparameters involved
in the batch training process described above and which, as will be discussed in later
sections, form the primary levers for improving predictability of NCM for chaotic
dynamical systems, namely: batch duration, batch time skip, batch size and training

period.

2.2.2 Batch Duration

We de ne batch duration as the length of the constituent time segments of a batch.
In this work, batch duration is measured in the number of saved time steps, i.e., the
number of consecutive time steps for which state values are recorded and stored. Note
that this is di erent from the time-step used for numerical integration because we use
adaptive time-stepping schemes to ensure stability of our solutions. The batch dura-
tion is an important hyperparameter because it dictates the amount of error visible

to the neural network while training. In the applications exhibited in the original
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work [31], a constant batch duration was used throughout the training process. It
is important to note however, that those applications were non-chaotic. In contrast,
chaotic systems are highly sensitive to minor perturbations in the state. Because our
closure modeling framework involves learning missing terms in the derivative of the
state variables, we will incur an error at every step of numerical integration, despite
using adaptive time-stepping schemes, resulting in an error accumulation over time.
Given the high sensitivity of chaotic systems, one needs to ensure that as training
progresses, the neural network is made aware of the e ect of the errors it makes while
training further in time. An interesting question we explore however is if using a

constant batch duration, as prescribed by the original work, helps achieve this goal.

2.2.3 Batch Time Skip

The batch time skip is closely related to the batch duration. The batch training pro-
cess described above indicates that a set of contiguous time segments stacked together
constitute a batch. However, there is no formal requirement for the time segments
to be contiguous in time. This is because the adjoint equation stated in the previous
section can be solved even if the training data points are available irregularly in time
as illustrated by the accompanying schematic. For periods of data unavailability, the
adjoint equation is just solved continuously in time using an adaptive time-stepping
scheme. Whenever the next data point becomes available, a jump is added to the
current solution of the adjoint equation and the process is repeated. In this work how-
ever, we restrict ourselves to data points that are evenly spaced in the time. Because
the backwards adjoint solve can be sti, it is obviously better for a jump to be added
at every training data point. However, for large training periods and batch durations,
adding a jump at every point along the backwards solve can become computation-
ally expensive. This is where batch time skip becomes useful. This hyperparameter
enables speeding up the backwards adjoint solve skipping training data points and
hence the number of jumps required. While it a ects the accuracy of the adjoint so-
lution and hence the gradient, it is an important enabling factor while training with

large training periods and batch durations, which would be impractical in terms of
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computational costs otherwise.

2.2.4 Batch Size

The batch size equals the number of constituent time segments in a batch. This is
an important hyperparameter because it dictates the amount of training data visible
to the neural network in a batch. Batch size is also an important lever to control
the balance between bias and variance of the tted model. Larger batch sizes lead to
smaller variance and a higher tendency to over t the training data while smaller values
lead to smaller bias. Like the batch duration, the original work proposing neural
closure models used a small constant value for the batch size. An unexplored avenue
of research is if varying this hyperparameter can lead to better learning outcomes for
chaotic dynamical systems. Because it controls the amount of training data ingested
by the neural network, another interesting question we investigate is if this can also
be used to feed specic events of the state trajectories that the model nds most

useful to learn the missing terms successfully.

2.2.5 Training Period

The training period is de ned as the length of training data in terms of the number
of saved steps. In the non-chaotic applications described in the original work, a single
training period was used throughout the training process and the results showed
that accurate forecasts could be made for periods well beyond the training data.
But since chaotic systems are highly sensitive to minor perturbations in the state,
accurate pointwise forecasts becomes a much harder problem. As a result it becomes
much more di cult to achieve accurate forecasts for periods that are even as long
as the training period, let alone longer. An important and unexplored avenue is the
e ect the training period can have on the learning outcome. As is generally done
in literature, is it always optimal to start training on the entire dataset from the
start? Or could it be that exposing the neural network to the entire plethora of

events actually hinders learning? While the answer to the rst question is generally
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yes, it is not obvious if that is true for chaotic systems. Drawing an analogy with
how humans learn might elucidate this point. Suppose that a person needs to learn a
new subject. From experience, it is obviously better to start learning from the basics,
which are generally easy to understand and then gradually move onto more complex
concepts. The alternative is to start directly from an advanced topic on the subject
with only a passing summary of the fundamentals. It can be argued that feeding all
of the training data is akin to the second option in which case it might just be better

to incrementally increase the training period gradually, which is akin to the rst.

2.3 Prediction and Validation

The previous section laid the foundations for training the neural closure model. Once
the model is trained, an inference can be made in the same way as was done within
the training loop. The state at the current time is fed to the neural network and
the lower- delity model. The outputs of both these models are added and used to
march one step ahead in time using an adaptive time-stepping scheme. Note that
the inference starts by using the rst state values of the training data as the initial
condition and not from the end of the training period as is done commonly in the
literature. This is done to fairly evaluate the models ability to produce accurate
forecasts beyond the training period despite the error accumulation incurred in the
training period. In the same vein, we also divide the period beyond the training
period into 2 parts: the validation period and the testing period. The validation
period, which is generally a fraction of the training period, is used to evaluate the
generalizability of the model beyond the training period while the training is ongoing.
Simply put, it is an easier way to provide a glimpse of how well the model will perform
out-of-distribution without interrupting the training process. Itis generally kept short

to avoid over tting on a lot of data beyond the training period so that generalizability
beyond it can be fairly evaluated. The testing period is a longer period beyond the
validation period that serves as a test of the true generalizability of the model. This

is because the model has never been evaluated on this data while training.
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2.4 Skill Evaluation

We use a number of metrics to evaluate if the model training has converged and per-
formance. To determine if the model has converged, we plot the training error vs.
epochs and check if the error has reduced and plateaued at a value close to 0. If the
error has not plateaued yet then training with the current parameters needs to be
continued. If the error has plateaued but not close to 0, it indicates that the training

is complete but there is room for improvement in the model so it might have to be
re-trained but with di erent parameters. We also plot the di erence between the true
state and predicted state in time to check for error cliques. This is particularly impor-
tant to close chaotic systems successfully since these are generally an artifact of error
accumulation in time which might quickly lead to loss of predictability. We also use
2D histograms and dimensions of the attractors to compare long-term predictability

robustness.

An important property of chaotic systems is their predictability limits. As small
errors accumulate with time, it becomes impossible to make accurate forecasts of the
state beyond a certain point in time at which the error build-up manifests itself as
a divergence between the true and predicted state values. This point is referred to
as the predictability limit of that system. To evaluate NCMs performance, we also
compare its predictive ability with the predictability limit of the system. Speci cally,
we use two methods to compute predictability limits: 1) Monte-Carlo simulations and

2) Mutual information variation with time.

To evaluate the predictability limit using Monte-Carlo simulations we introduce er-
rors sampled from a uniform distribution] 5;5 ]for 2 [10 4;10 °;10 6,10 7;10 8;10 9]
and add it to every step of numerical integration to generate a 10,000 particle en-
semble. We use the standard deviation of the particles in this ensemble as the metric
to detect loss predictability by placing a threshold of 5 percent of the total range of
the state. Then the predictability limit is the point at which the metric crosses this
threshold. Note that 5 percent was used as it to detect the rst instance of when

the divergence occurs. If higher percentages are used the predictability limits are
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observed to not change signi cantly.

We use the same ensembles generated for the above for computing predictability
limits using mutual information variation. Broadly, we compute the mutual informa-
tion for the ensemble of particles at di erent points in time with respect to the initial
condition. As the predictability is lost, the ensemble diverges. As this divergence
occurs, the mutual information content of the ensembles falls drastically to near O
with respect to the initial condition. This is because particles which were close to
each other at the initial condition now diverge and take up completely di erent tra-
jectories which makes it di cult to predict the location of these particles given just
the initial condition. We observe this fall in mutual information as a knee in the plot
and de ne the predictability limit as the point at which the decrease started. Note
that the information content remains generally constant before the divergence. The
same can be said to happen after the divergence occurs.

The mutual information is computed using the following:

X X PG )

- = :y)log(———-—)dxd 2.
I (Yt; Yo) . p(x;y) Og(p(x)p(y)) xdy (2.4)

whereY; is the ensemble of particles at timé and Y; is the ensemble of all initial
conditions. The equation above needs the probability distribution of the joint vari-
ables and their corresponding marginals for which we use Gaussian Mixture Models

(GMMs).
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Chapter 3

Application to Chaotic Balance

Equations

3.1 Introduction to Balance Equations

The non-linear Balance Equations were rst introduced as an intermediate model be-
tween the low-order Primitive Equation (PE) and Quasigeostrophic (QG) equations
by [26]. In that work, this model was formulated as the "balanced" approximation
to the original, fully 3D PDE PE system, which governs the atmosphere and oceanic
behavior. This model is one of many proposals for the dominant and slow-evolving
component of oceanic ows. It is based on a simpli cation of the horizontal mo-
mentum curl and divergence equations, plus hydrostatic balance, motivated by a
consistentO( )-approximation to the PE [76]. In [9], the authors showed that on a
rescaled version of the PE, while the emergence of small-amplitude fast oscillations
is still synonymous of the breakdown of (exact) slaving principles, a sharp dynami-
cal transition occurs when the Rossby number crosses a critical value and also
analysed the e ect of the existence of this transition on the closure problem for the
slow rotational variable, for which they relied on the BE. We refer to this work,
which also forms the motivation of this application of our methodology, for a further
mathematical and numerical discussion on the BE.

We borrow the notation and equations from [9] to introduce the balance equations
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mathematically. The key equation, describing the evolution of the slow variables,

is as follows:
dy;
ad—y: abe Y)Yk ab )y +ca ayye a ily) oay (3.1)
where,
0 1
di2:3(y; G(y))
(y)=( 120y); 20y); s(y))=[M(y;Gy)]I 1%d2;3;1(y;6(y» (3.2)

d;1.2(Y: G(y))

The matrix M is given by:

0 1
1.2:3(Y) 1,23(Y: 2) 1,23(Y: 2)
M(y;2) = %

2;3;1(y; Z) 2;3;1(Y) 2;3;1(y; Z) (3-3)
312(Y:2)  312(Y:2) 31,2(Y)

where,

ik () = aga(l+ goa) 202(a12q yj2 + aghyy)
ik (V:2) = [ya(yk(@c  ah) + abl(zc i) + 2 Caadayiyi]

gk (V;2) = [ga(y (2 ah)+ ab(z  hy))+2Caahbyiyil

diyk (V:2) = gak[clax a)yjyk+rca((z h)dyk Yi(z h))+a( oa(z vi) Fi)l
2ccg(a  a)yiyi + cala  a)yivi  oajadd + a)yjykl (3.4)
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for which (i;j; k) denotes any cyclic permutation of(1;2;3). The z observed
in these equations is represented &S(y) in the main equation above. As can be
observed, the invertibility of M (y;z) is a requirement for the evolution of the slow
variable to continue. The function is also referred to as to the BE manifold and
provides a slaving relationship betweenx and y. The variables (x;y;z) are O( )
amplitudes for the divergent velocity potential, streamfunction and dynamic height
respectively, where is identi ed with the Rossby number. The following parameter

values, also borrowed from [9] are used for all the simulations reported in this work:

= a=1;a3=3;
h=(a & &)=z
c= P bk, + bybs + bsby;

hi= 1L hy=hy=F,=F;=0

3.2 Test Cases

Our applications lie in the chaotic regime of the balance equations with errors in
the same term but in di erent ways. In all our cases, the high- delity model is
the correct, unperturbed balance equations model introduced above. The low- delity
model however, di ers for each testcase and contains varying amounts of perturbations
to the correct balance equation model. The objective of the neural closure model is to
learn the missing term for each of these low- delity models such that it can correct the
e ects of perturbations and produce not just accurate forecasts in the short-term, but
also robust long-term invariant properties of the system. The trajectories and their
corresponding attractors can be found in Fig.3-1. Mathematically, our low- delity

models are as follows:
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Note the introduced in the third term on the right side of the equation. This
controls the degree of perturbation introduced to the model. The missing term then

takes the form

% vi=( Dola a)9%k (3.6)

The rst case involves learning just the coe cient of the quadratic term for just
1 state derivative equation. Speci cally, we learn the coe cient of the missing term
shown above for derivative of they, term. We use = 1:075 for this case which
makes the coe cient of the missing term equal td:1299038105676651pto machine
precision. The neural network then e ectively closes the model according to the

following equation:

o V2= fan ()93t (3.7)

This formulation di ers from the original, in which an additive correction is made
to the right-hand side instead of a multiplicative one. In order to remain within the
scope of the original framework to be able to use the same adjoint equations, we
input y3 andy; into the neural network but only use a single linear layer with a single
learnable weight that simply multiplies them together and outputs the result.

The second case involves learning the entire quadratic missing term for just 1
state derivative equation. We continue with the same equation as above but set
= 1:1, a higher value to increase the di culty of the problem. The missing term is

0:173205080756887¢2" and neural closure model follows:

o Yo=fan (9 ) (3.8)
The third case involves learning the entire quadratic missing terms for 2 state
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derivative equations. We introduced perturbations to the equations of the derivative
of y; and y,. We also increase the magnitude of the perturbation by setting=1:3.
The missing terms are therefor€0:5196152422706698y;; 0:5196152422706628y3).

The closure model follows the following equations:

fan (95 ) (3.9)
fin (95 ) (3.10)

£ Y
By
wheref §, denotes thek" output of the neural network. Note that we use the
same neural network for learning the closure of both derivatives.

The nal case is the same as the 4th one but with 100 times larger perturba-
tion compared with the rst case which results in signi cantly di erent attractor.
Besides making it more di cult to accurately forecasts the state in the short-term,
this cases poses an additional challenge in learning the long-term characteristic of
the balance equation model, the attractor. This case will therefore provide a con-
clusive proof of closure model's generalizability in time. The missing terms therefore
are (1:7320508075688Y6y3; 1:7320508075688Y¥6y3). This model follows the same
equations as the third case.

We also include 1 non-chaotic testcase (the fth case) which introduces the same
perturbation as the fourth case above. Therefore the missing terms and the model
equations are the same as above. The purpose of this case is to provide an under-

standing of the di culty of closing chaotic systems.
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