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Abstract

Humans are excellent object recognizers. Not only can they identify fully visible ob-
jects, but they can also recognize objects that are partially blocked from view (i.e.,
occluded). Moreover, vision models have made substantial progress in object recogni-
tion over the past decade. However, their pro�ciency in identifying occluded objects
has not been thoroughly investigated. In this work, we analyze the robustness of mod-
els and humans to occlusions by building arti�cial occlusion transforms that mask out
parts of images. We design occlusion transforms to model a diverse range of occlusion
scenarios, varying two key factors: (1) the percentage of the image that is occluded,
and (2) the granularity of the occlusion pattern, from large chunks to �ne-grained
pepper noise. We then evaluate the performance of humans and models on these
occluded images. Our experiments yield several key �ndings. Intriguingly, pretrained
models exhibit a U-shaped accuracy curve, with medium-granularity occlusions pos-
ing the greatest challenge. This pattern closely aligns with the one observed in our
human experiments, which is particularly surprising, considering the substantial dis-
parities between human visual systems and machine-based perception. Additionally,
we explore whether performance losses caused by occlusions can be mitigated through
two approaches: �netuning using occluded images and inpainting occluded pixels be-
fore classi�cation. We discover that �netuning leads to a considerable increase in
accuracy, but we suspect that �netuned models are relying on a di�erent set of fea-
tures. Inpainting helps signi�cantly for mid- and high-frequency occlusions, but has
the disadvantage of misleading both models and humans at low frequencies. Lastly,
we introduce a new adversarial occlusion task, and propose two attack methods based
on di�erential evolution and Grad-CAM. We �nd that occluding fewer than 10% of
pixels is enough to fool vision classi�ers. This demonstrates that adversarial attacks
can be executed by eliminating image content rather than introducing perturbations.
Complementing our analysis of a variety of state-of-the-art models, we o�er our oc-
clusion benchmark as a resource for researchers to evaluate the performance of future
models intended for real-world deployment.

Thesis Supervisor: Boris Katz
Title: Principal Research Scientist
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Chapter 1

Introduction

Occlusion is a common occurrence in our daily experiences, as objects in our sur-

roundings frequently obstruct our vision. This can happen during activities such as

driving on congested roads, walking on crowded streets, or attending sports events,

where our view is hindered by people, objects, or environmental factors. Even routine

tasks like cooking or shopping involve occlusion as our view is blocked by other ob-

jects or individuals. Figure 1-1 illustrates two examples of real-world scenes: a messy

desk and a city street. Despite the presence of multiple occlusions, humans are able

to identify most objects in these scenes.

In the �eld of object recognition, models have signi�cantly advanced benchmark

performance on datasets like ImageNet [3, 5, 12, 13, 23, 28]. Alongside these achieve-

ments, there have been notable improvements in out-of-distribution generalization

capabilities on benchmarks such as ObjectNet [2]. However, the occlusion-robustness

of object recognition models has not received substantial attention thus far.

Some recent research e�orts have investigated models' occlusion-robustness [17�

19, 37, 47], but there is a lack of systematic studies examining the in�uence of various

occlusion factors on model and human performance. In this work, we aim to elucidate

these aspects by constructing new occlusion-based corruptions that mask out parts of

images. Our occlusions exhibit variability in two fundamental aspects: the occlusion's

total area and the granularity of the occlusion pattern. These two parameters allow

us to encompass a broad spectrum of real-world occlusions. By utilizing the area
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Figure 1-1: Examples of real-world scenes containing occlusion. Images are free under
the Unsplash license.

parameter, we can capture both small occlusions, such as a thin branch partially

obscuring a bird in �ight, and large occlusions, such as a dense crowd hiding a street

performer. The granularity parameter represents another crucial aspect of occlusions

that plays a signi�cant role in capturing the diversity of occlusion styles. It enables

us to capture �ne-grained situations like viewing a scene through falling snow�akes,

to coarse-grained examples such as observing a person partially blocked by a parked

car.

After constructing our occlusion benchmark, we test it on a wide range of object

recognition models [5, 12, 13, 28] that vary in scale, training set size, and training

objective. We also conduct object recognition experiments on humans, who are eval-

uated on these same occluded images. Surprisingly, we �nd that pretrained models

and humans both exhibit a U-shaped performance curve: they achieve higher perfor-

mance on coarse-grained and �ne-grained occlusions than on occlusions with medium

granularity. In the case of models, we attribute this phenomenon to their training

distribution, while for humans, we hypothesize that it arises from their dual capacity

to �interpolate� small chunks of missing pixels and �extrapolate� the identity of the

entire object when signi�cant portions are visible.

Additionally, we conduct �netuning on the pretrained models using our occluded

images to assess the extent to which lost performance caused by occlusions can be

recovered. Intriguingly, the accuracy curve resulting from �netuning takes on an
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upward slope instead of a U-shape: models achieve super-human performance on

occlusions with medium and high (i.e., �ne) granularity, while encountering di�culties

in improving their performance on occlusions with low (i.e., coarse) granularity. Based

on this result, we hypothesize that neural networks are learning to rely on distinct

features in high-frequency scenarios, leading to notable performance improvements.

In addition, we employ a di�usion model to �ll in the occluded regions of images

before classi�cation, aiming to assess the extent to which accuracy can be restored

using this approach. We observe that inpainting signi�cantly improves performance

for both humans and models when dealing with occlusions of medium and high gran-

ularity. However, in the case of low-frequency occlusions, inpainting actually results

in decreased accuracy for both groups. This outcome highlights that when the gran-

ularity of occlusions is too large, there might not be su�cient contextual information

available to accurately inpaint the missing regions. As a result, the generated images

can be misleading, causing lower accuracy in the classi�cation task for both humans

and models.

Finally, we construct a new adversarial occlusion task which seeks to �nd a small

subset of an image's pixels to occlude that will have the greatest detriment to model

accuracy. Our adversarial methods, based on di�erential evolution and class activa-

tion maps, show that model performance can be degraded with occlusion fractions as

small as10%when the location of the occluded pixels are tactically chosen.

We hope that our results deepen the vision community's understanding of the

occlusion-handling abilities of models and humans, and that our benchmark can be

used to help future researchers build models that are more occlusion-robust.

17



18



Chapter 2

Related Work

In this section, we outline related work on occlusion datasets and experiments involv-

ing human and machine performance on occluded images.

2.1 Arti�cal Occlusion Datasets

There are a number of works that add arti�cal occlusions to existing datasets via

image transformations known as �corruptions.� For example, Hendrycks et al. [14]

built ImageNet-C, a set of image corruptions which include Gaussian noise, motion

blur, and the appearance of snow. Some of their corruptions resemble occlusions,

such as the snow and fog corruptions. More recently, Kar et al. [17] introduced

new 3D corruptions, which require a depth mask (and potentially a 3D mesh) along

with the image itself. With the additional 3D information, the corruptions look more

realistic than the 2D ones in ImageNet-C. Some of the corruptions involve occlusion;

they work by shifting the viewpoint of an image, thereby enabling a closer object to

occlude a more distant one.

Other authors have built arti�cial augmentations that explicitly involve masking

out part of the image, with the goal of improving accuracy on unoccluded images.

Cutout, for example, randomly masks out square regions of images during training

[4], which reduces the test error of certain models. Random Erasing performs a

similar kind of augmentation, except it erases rectangles and replaces those erased
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pixels with random values [46]. CutMix extends the approach proposed in Cutout.

However, instead of replacing the masked patch with random values or a constant

value, they �ll that region with part of another image. Their proposed augmentation

strategy is to train models on these �cut-mixed� images, where the ground truth labels

are mixed proportionally to the area of the patches.

Other researchers have built arti�cal occlusion datasets using 3D models. For

example, Koporec et al. [18] introduced FridgeNet, a synthetic photo-realistic dataset

of objects inside fridges composed of 3D models of various food items. Hu et al. [15]

proposed SAIL-VOS 3D, a synthetic occlusion dataset made from frames present in

the video game GTA-V.

2.2 Real Occlusion Datasets

Another line of work has focused on annotating images that already contain occlu-

sions, rather than building the occlusions arti�cially. Idrissi et al. [16], for example,

proposed ImageNet-X. They annotated ImageNet images to determine which images

contained factors that were di�erent than those of prototypical images. Among these

factors were pose, brightness, background, and the presence of a blocking object (i.e.,

an occluder). They �nd that the various models they tested consistently underper-

formed when validated on the occluded images compared to regular ImageNet. Zhu

et al. [48] created a dataset called COCOA, which consists of images of COCO [21]

with manual annotations of each object's amodal mask (i.e., the object's mask that

contains both its visible and occluded components). Follmann et al. [7] introduced

COCOA-cls, which is a modi�ed version of COCOA restricted to COCO's original

classes. They also introduce D2S amodal, another amodal dataset created by anno-

tating the amodal masks of a supermarket-themed dataset called D2S [6].

Additionally, some authors have built datasets that target speci�c kinds of objects.

For example, Myanganbayar et al. introduce an occlusion dataset for hands [26]. The

dataset consists of images of hands interacting with148 di�erent objects, as well as

images of hands in the same poses but without the occluding object.
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2.3 Occlusion-Robust Models

In the object recognition space, there is limited work on building models capable

of handling occlusion. Kortylewski et al. introduce a model architecture called a

compositional convolutional neural network (CompositionalNet), which represents

objects as a combination of parts [19]. They evaluated their model on instances of real

occlusion, as well as synthetic images created by pasting �cutouts� of occluders onto

occlusion-free images. Xiao et al. introduced TDAPNet, which is another occlusion-

robust model [41]. However, both works train and evaluate their models on smaller

datasets rather than ImageNet.

Li et al. introduced a CNN to solve the amodal instance segmentation prob-

lem, which attempts to predict the amodal mask of an object [20]. Other authors

have developed models for this and similar tasks [42, 48], but they operate in the

segmentation space, which is not the focus of this work.

2.4 Behavorial Experiments

A number of authors have run behavorial experiments on humans to compare the

performance of humans and machines on vision tasks [8�10, 25, 29, 47]. Most of these

experiments studied humans' ability to classify images in limited-time scenarios and

�nd that humans generally have better generalization abilities compared to machines.

Zhu et al. [47] speci�cally tested human and machine performance in the presence of

extreme occlusions, and found that traditional DNNs perform poorly in such scenarios

compared to humans. The occlusions are constructed by randomly pasting images of

occluders onto unoccluded images of vehicles. Tang et al. [35] also compared human

and machine performance under occlusions. While they do consider occlusion fraction,

they perform their experiments on black-and-white images with no background and

do not experiment with current state-of-the-art models.
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2.5 Inpainting Models

Several works have investigated developing models for the task of inpainting. Deep-

Fill [44] is a CNN-based inpainter trained using a GAN, which successfully improved

inpainting quality for images of scenes, faces, and objects compared to previous work.

The authors also propose an improved DeepFill-v2 model based on gated convolu-

tions [45]. More recently, several works have introduced inpainting models that make

use of di�usion models. RePaint, for example, improves upon the state-of-the-art

using a pretrained unconditional denoising di�usion probabilistic model (DDPM) as

the generative prior [24], and subsequently Wang et al. proposed Denoising Di�u-

sion Null-Space Model (DDNM) [38]. DDNM can solve a variety of tasks including

colorization, deblurring, and inpainting, and outperforms RePaint. In our inpainting

experiments, we use DeepFill and DDNM to in�ll the pixels occluded in an image

prior to classi�cation.
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Chapter 3

Occlusion Benchmark

In object recognition, the occlusion problem is complex. Intuitively, it involves solving

two tasks: (1) identifying which pixels of an image correspond to the target object

and which pixels correspond to the occluder, and (2) using the pixels corresponding

to the target object to recognize what class it belongs to. In this work, we choose

to study the second part of this problem. Speci�cally, we would like to understand

models' and humans' ability to identify an occluded object if they already know where

the occlusion is located. In the next section, we describe our approach in more detail.

3.1 General Approach

Instead of having both a target object and a realistic occluder, our images will contain

just a target object with some of its pixels �zeroed� out. That is, we de�ne an

occlusion as a binary mask, where the0's represent pixels that are set to zero, and

the 1's represent the pixels that remain unchanged. (The pixels are set to zeroafter

the normalization step, so that they are treated as zeros by the model.)

While more realistic occlusion datasets exist (as outlined in the previous chapter),

we deliberately choose this particular form of arti�cial occlusion for several reasons.

First, our approach enables us to conduct controlled and thorough experiments that

isolate the factors we seek to study. It allows di�erent levels and types of occlusion to

be directly comparable because they are run on the same set of images (which would
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be challenging to do with real images). It also allows us to sweep a wider range of

parameters than what could be realistically covered by a test set of real world images.

Second, in object recognition, we run into theoccluder problem. Because the location

of the target object is not speci�ed, if there is a realistic occluder in the object, it is

challenging to determine whether the model is attempting to classify the occluder or

the occluded object. By zeroing out the occluded pixels instead of adding a realistic

occluder, we encourage the model to ignore the occluded pixels and focus on the

object itself. Third, our approach enables these occlusion transforms to serve as a

drop-in replacement for ImageNet, making it much easier to evaluate the performance

of ImageNet-pretrained models.

In summary, we view our occlusion benchmark more as a missing information

problem rather than a way to generate realistic occlusions. Speci�cally, we would like

to understand if models and humans can still recognize an object when parts of it

are missing, and how that ability changes when we vary the amount, location, and

pattern of the missing pixels.

3.2 Occlusion Styles

Under this framework, we generate di�erent styles of occlusions. Here, we focus on

three: bar, patch, and simplex noise occlusion. Examples of these occlusion trans-

forms are shown in Figure 3-1, where the left-most image is the original image.

Bar occlusion divides an image up into equally-sized bars (either vertically or

horizontally), and occludes a �xed number of those bars. Patch occlusion divides up

the image into a rectangular grid of equally-sized patches, and occludes a number of

the patches inside the grid. Simplex noise occlusion is constructed by �rst generating

2D simplex noise and then applying it as a mask to the image. Simplex noise [27] is

a kind of noise with minimal directional artifacts designed to mimic natural-looking

textures. It is governed by a frequency parameter, which controls the granularity of

the noise. Simplex noise occlusion binarizes traditional simplex noise (which takes on

a continuous range of values) by occluding pixels whose corresponding noise values
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exceed a certain threshold.

All three occlusion types have agranularity parameter that controls the granular-

ity of the occlusions as well anarea parameterthat controls the total area occluded.

For patch occlusion, the granularity parameter is the number of total patches, and

the area parameter is the number of occluded patches. For simplex noise occlusion,

the granularity parameter is the frequency of the generated simplex noise, and the

area parameter is the threshold used to binarize the noise into an occlusion mask.

Figure 3-1: Examples of bar, patch, and simplex noise occlusion transforms applied
to an image of a chicken. The left image shows the image with no occlusion. The
occlusion fraction is50%for each occlusion type.

In our experiments, we choose to focus on simplex noise occlusion because it is

arguably more natural than the other occlusion styles. We parameterize our simplex

noise occlusion with two parameters: noise frequency� and occlusion fractionf . In

Figure 3-2, we provide examples of simplex noise occlusion at di�erent values of�

and f , applied to an image of a shark.

To generate simplex noise occlusion for a given� and f , we proceed as follows. We

randomly generate 2D simplex noise of the desired frequency� . Then, we threshold

this simplex noise to achieve the desired occlusion fractionf , where noise values above

the threshold represent occluded pixels. We apply the resulting occlusion mask to

an image by setting the occluded pixel values (the0's in the mask) to the ImageNet

mean. Note that even when� and f are �xed, the occlusion mask is still random

because the noise generation process is random.
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Figure 3-2: Examples of simplex noise occlusion at various frequencies and occlusion
fractions applied to an image of a shark.

3.3 Image Resolution and Cropping

In these experiments, we focus primarily on the ImageNet dataset [3] because it is the

most popular dataset for object recognition and has the largest library of pretrained

models [39]. For each image, we have a �xed procedure for transforming the image

before it is fed into the model. While di�erent models tend to have slightly di�erent

ways of applying these transforms, we choose one standard procedure which we hold

consistent across models, so that the occluded input image looks the same for all

models. The following is our occlusion procedure:

Before applying our occlusion transform, the image is resized to224� 224(224� 224

is the default input size for most ImageNet-trained models). In order to maintain a

fair comparison between models, we only test models that were trained on224� 224
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images. This includes most ImageNet-trained models but excludes some larger384�

384versions of models, as well as a few model families such as E�cientNet [34].

Suppose we have an image that is480� 360. We �rst apply the resize operation

mentioned above, so that its shortest edge length is224. Here, the480� 360 image

would be resized to299� 224. Next, we apply a center crop on the image to crop the

longer side to224. Thus, our 299� 224resized image would become224� 224.

At this point, the model will standardize the image by subtracting the pixel mean

mp from each pixel value, and dividing each pixel value by the pixel standard deviation

sp. Here,mp and sp are3-tuples, where each element in the tuple represents one RGB

channel, and are typically set to the ImageNet pixel mean and standard deviation.

After standardization, the image is occluded. The occlusion, which can be de-

scribed by a224� 224 binary mask, is applied by setting the pixels corresponding

to 0's in the binary mask to zero. This means that the occluded pixels are equal

to the mean pixel valuemp before standardization, which is visually a gray color.

We set the pixels to zero after normalization to minimize the chance that the model

interprets the occluded pixels as an actual part of the image. We conducted several

initial experiments in which we varied the value we assigned to occluded pixels and

found that using mp resulted in the highest model performance and was the least

distracting in terms of biasing a model towards predicting a particular class.
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Chapter 4

Human Experiments

After building our occlusion benchmark, we seek to understand how humans perform

on our occluded images. In this chapter, we describe the design of these human

experiments and the results.

4.1 Experimental Procedure

At a high level, we use our occlusion transforms to create arti�cially occluded images

drawn from the ImageNet validation set. We then show these images to human

subjects, who are asked to identify the object in each image. Our human experiments

follow a similar format as those conducted by Mayo et al. [25].

4.1.1 Dataset Construction

To create our dataset, we choose50 object categories from ImageNet, which are the

same as those used by Mayo et al. [25]. We restrict ourselves to50 classes rather

than 1000 because it is infeasible for humans to parse through1000 categories for

each image in a reasonable time frame. From each object class, we choose4 images

from the ImageNet validation set, for a total of200 images.

For each of these selected images, we apply a simplex noise occlusion to the image

governed by noise frequency� and occlusion fractionf . We repeat this process for all
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200images, randomizing the seed before generating each mask to ensure that di�erent

images will get di�erent occlusions (even though their occlusion masks are governed

by the same� and f ).

This process gives us200occluded images. We now repeat this process for every

combination of � and f where

� 2 f 2i : i 2 f 0; 1; 2; � � � ; 8gg

f 2 f 0:125; 0:25; 0:5; 0:75; 0:875g:

Since there are9 choices for� and 5 choices forf , we end up with 200� 45 = 9000

unique occluded images. We also retain the original images, which help us measure

performance in the unoccluded case and serve as experimental controls.

We refer to this dataset of9000 images as thehuman dataset. As we will later

see, we also evaluate this human dataset on models to facilitate comparisons between

the two groups.

4.1.2 Image Assignment

Recall that our dataset was created using200ImageNet images, each occluded in45

di�erent ways. We divide up these original ImageNet images into two sets of100

unique ImageNet images. Each participant is assigned100 images that correspond

exactly to one of these two sets. Of those100, 90 of these images are occluded; they

were created by taking an ImageNet image from the set and adding an occlusion.

The other 10 images are not occluded; they are original ImageNet images from the

set. We assign the occluded images to the participants such that each participant

receives exactly two occluded images for each combination of� and f . Note that

under this scheme, no participant will see two images that were generated from the

same ImageNet image. This is important because, for a given participant, we do not

want prior images in the experiment to reveal any information about future ones.

The 10 unoccluded images each participant sees serve as controls; they enable us to
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detect if a participant put e�ort into the task.

We design the experiment so that every occluded image is assigned to exactly one

participant. To achieve this, we require exactly100participants.

4.1.3 Web Application

We create a web application using HTML, JavaScript, Node.js, and Redis in order

to run the experiment online. The app shows participants occluded images and asks

them to classify each image into1 of 50 categories.

Figure 4-1: Screenshot of the web app's page for measuring a participant's screen
size. The participant adjusts the slider on the screen until the size of the credit card
on the screen matches their own physical card's size.

Since di�erent participants may have di�erent screen sizes and resolutions, we �rst

perform a quick screen size test to allow us to resize the trial images to be the same

physical size on every screen (see Figure 4-1). Speci�cally, we ask participants to �nd

a credit or debit card and match up its size with an image of a blue credit card on

the screen. They do so by adjusting a slider, which changes the size of the credit card

on their screen. Since credit cards are the same size across the world, this enables us

to determine the number of pixels that correspond to one inch on the participant's
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screen. We can then use this information to appropriately set the number of pixels

on the front-end so that a5 � 5 inch image is always shown to the participant.

After measuring their screen size, the app introduces the participant to the50cat-

egories. For each category, we selected a simple black-and-white icon that represents

it. We do this in order to help participants better understand what each category

is, and to allow them to more e�ciently look through the categories when trying

to classify an image. We then include a few pages to help participants familiarize

themselves with the categories. These pages show each category name and icon, and

participants are required to click on the icons before continuing. Figure 4-2 shows

the �rst category review page. The participant has already clicked on �backpack� and

�banana� and must click on the remaining eight categories before continuing.

Figure 4-2: Screenshot of a category review page of the web app. Participants are
required to click through all ten categories on the page before continuing.

After going through the category review screens, subjects are given instructions

for the task, as shown in Figure 4-3. Participants are told to select the object category

that matches the image on the screen and to make their best guess if they are not

sure. They are informed that some of the images may have occlusions. They are also

reminded of the bonus scheme discussed later.

Finally, the participant begins the main task. They are shown a series of images,

one per page (see Figure 4-4). Each trial page contains an occluded or unoccluded

image, as well as a table of50 cells, where each cell contains the name and icon
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Figure 4-3: Screenshot of the experiment instruction page of the web app.

of a category. The participant must select the object that they see in the image,

either by clicking one of the objects in the table (which automatically populates the

response box with the category name), or by typing in the name of the category in the

response box. If the participant begins typing, the response box will automatically

give suggestions for category names that match the entered characters. Participants

click �Submit� once they have selected their answer. The �Submit� button is disabled

unless the entered text in the response box matches exactly with one of the label

choices. This means that participants are forced to select one of the50 categories as

the most probable, similar to image classi�cation models.

Each participant completes100 trials on the web app. Participants cannot go

back to modify previously submitted answers, and if they close the tab, they will

return to the point in the experiment where they left o�; however, they will have to

review the instructions again and re-measure their screen size with their credit card.
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Figure 4-4: Screenshot of an experiment trial page of the web app. Participants are
required to select the category they see in the image.

4.1.4 Research Platform

We used Proli�c, a popular platform for conducting research with online participants.

We restricted participants to those using computers, rather than tablets and phones,

and prevented any participant from doing more than one set of images.

We paid participants roughly $4 per experiment, in line with Proli�c's minimum

wage policies, where each experiment took roughly30 minutes. We also provided

bonus payments to top performers, where correct answers incurred positive bonus

payments and incorrect answer incurred negative bonus payments, with a minimum

bonus of zero (see Figure 4-3). We did this to provide incentives for individuals to

try their best on the task, so that they were less likely to click carelessly through the

images.

During the experiment, we excluded participants who only correctly classi�ed6

or fewer of the10 unoccluded control images and recruited additional participants to

redo those trials. In practice, this was fewer than10% of the subjects. We did this

because human accuracy on unoccluded ImageNet is roughly90%[25], so participants

with such low unoccluded accuracies probably did not put in e�ort into the task. We

also dropped participants who did not complete all100images. The entire experiment

took a few days to run on Proli�c.
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4.1.5 Inpainting Experiment

In addition to showing participants the occluded images, we also explore the e�cacy

of inpainting the occluded pixels using an image in�lling model prior to showing

subjects the images. In later chapters, we provide justi�cation for the inpainting

experiment, discuss the motivation from the perspective of model performance, and

experiment with additional inpainters.

To performing inpainting, we use Denoising Di�usion Null-Space Model (DDNM)

[38], a di�usion-based in�ller. We use the DDNM version with an ImageNet-pretrained

di�usion model because we want to ensure that the in�lling process does not have

access to additional information beyond what typical ImageNet classi�ers have ac-

cess to. For DDNM, we set the number of sampling stepsT used in the time-travel

algorithm to 1000and � to 0:9.

In addition, we create a baseline for the DDNM inpainter, which we call theinter-

polation inpainter. Interpolation inpainting is a simple scheme for inpainting images

that works by dividing up the image into triangular tiles using the known pixels as

vertices. Then, linear barycentric interpolation is used to estimate the value of missing

pixels. For pixels that lie outside the interpolation area, we assign to them the value

of the nearest neighbor. In practice, interpolation inpainting is implemented by a call

to scipy 's LinearNDInterpolator followed by a call to NearestNDInterpolator .

Figure 5-12 shows some examples of occluded images inpainted with DDNM and the

interpolation inpainter.

We use the dataset described above for our inpainting experiments. For both

DDNM and the interpolation inpainter, we inpaint the occluded pixels on all9000

occluded images, where the occluded image and the occlusion mask are both passed

into the inpainter during inference. Since DDNM takes only256� 256 resolution

images, whereas our images are224� 224, we add8 pixels of padding to our images

and masks pre-in�lling and crop out the padding post-in�lling. We then show humans

the inpainted images through our web app. The experimental procedure is the same

as before; only the images have changed. As in the non-inpainting case, the DDNM
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and interpolation inpainting experiments each required100participants.

4.2 Results

In this section, we analyze the results of the human experiments.

4.2.1 Without Inpainting

We begin with the results of our primary experiment, in which the images were

occluded but not inpainted. The average accuracy for unoccluded images is89:3%,

which is in line with previous work [25]. The average occlusion accuracy was61:9%.

Note that each participant saw a di�erent set of images, so some participants may

have had more challenging tasks.

In Figure 4-5a, we plot human accuracy against occlusion fraction, where the

di�erent colors represent di�erent values of the frequency. The left-most point in the

plot is the unoccluded accuracy for humans. As expected, the accuracy decreases as

occlusion fraction increases for all frequencies. For low occlusion levels, the accuracy

does not drop substantially. At12:5%and25%occlusion, the average human accuracy

is 85:7% and 81:0%, respectively. Accuracy drops more quickly as the occlusion

fraction increases. At75%occlusion, the mean accuracy is only45:7%.

(a) (b)

Figure 4-5: (a) Human accuracy vs. occlusion fraction for di�erent occlusion frequen-
cies. (b) Human accuracy vs. occlusion frequency for di�erent occlusion fractions.
Images were not inpainted.

36



In Figure 4-5b, we plot the accuracy against the occlusion frequency. Here, we

can see an interesting U-shaped curve: accuracy appears to drop the most at medium

frequencies while remaining relatively strong at low and high frequencies. This U-

shape phenomenon is particularly prominent for the images with high occlusion. For

example, at a frequency of1, the average performance on occluded images is66:2%.

However, this drops to58:4% when the frequency rises to64. And at the highest

frequency of256, the mean accuracy recovers to64:1%. This suggests that medium

frequency occlusions are the most di�cult for humans, a trend that seems to hold

across occlusion fractions.

We hypothesize that the U-shape trend exists for humans because of our dual

ability to perform both interpolation and extrapolation. We de�ne interpolation as

humans' ability to use nearby pixels to mentally ��ll in� the occluded pixels. We

de�ne extrapolation as humans' ability to recognize unoccluded parts of an object

and use those parts to classify the entire object.

Figure 4-6: Example image at75% occlusion in which humans subjects correctly
classi�ed the object as �lipstick� at frequencies1 and 64 but failed to classify it at
frequency8.

As an example, Figure 4-6 shows an image of a lipstick, in which human subjects

correctly classi�ed the object at frequencies of1 and 64but failed to do so at frequency

8. In the left image, humans can clearly recognize the red tip of the lipstick and top

of the enclosing container because they are fully visible. Using this information, they

can extrapolate to infer that the object is a lipstick. In the right image, every part of

the lipstick is partially occluded, but because the occlusion is �ne-grained, humans

can interpolate the missing parts and �see� the whole object. The middle image is
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the most challenging because neither method is e�ective: the occluded regions are

too large to interpolate the missing pixels, and they are too small to clearly recognize

any single de�ning part of the lipstick.

4.2.2 With Inpainting

We now analyze human performance for the experiment in which the images were

inpainted prior to viewing. With interpolation inpainting, the average unoccluded

accuracy is91:7%, which is similar to the non-inpainted experiment result. In Figure

4-7, we show the results for images that were inpainted with the interpolation method.

As shown in Figure 4-7a, interpolation inpainting helps substantially for the high-

frequency occlusions. Accuracy drops very slowly for occlusion frequencies of256; 128;

and 64. Even at 87:5%occlusion, the accuracies at these three frequencies are at least

75:5%. This is not unexpected because at higher frequencies, occluded pixels have

many close-by unoccluded pixels to interpolate from.

(a) (b)

Figure 4-7: (a) Human accuracy vs. occlusion fraction for di�erent occlusion frequen-
cies. (b) Human accuracy vs. occlusion frequency for di�erent occlusion fractions.
Images were inpainted with the interpolation inpainter.

In Figure 4-7b, we show the same data with frequency on thex-axis. We see that

the graph is still somewhat U-shaped, as in the non-inpainted case, with accuracy

decreasing as occlusion frequency increases before increasing again. However, the U-

shape is now asymmetrical, since the high frequency occlusions in�lled by the baseline
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method are now much easier for humans. For example, at75%occlusion, the accuracy

is 30:5% at frequency1 and decreases to23:0% at frequency8. However, past this

point, the accuracy rapidly increases: by frequency64, the accuracy is83:0%.

(a) (b)

Figure 4-8: (a) Human accuracy vs. occlusion fraction for di�erent occlusion frequen-
cies. (b) Human accuracy vs. occlusion frequency for di�erent occlusion fractions.
Images were inpainted with DDNM.

For the DDNM experiment, the average accuracy for unoccluded images was

91:0%, which is similar to the value we obtained in the two other experiments. In Fig-

ure 4-8, we plot the results for humans when the images were inpainted with DDNM.

Figure 4-8a closely resembles Figure 4-7a, in which the accuracy for the highest fre-

quencies drop very slowly compared to the lower frequencies. However, in Figure

4-7b, we can see that unlike the interpolation case, there is no U-shape when using

DDNM: accuracy almost always increases with higher frequencies. This suggests that

DDNM is much more e�ective at medium frequencies, so there no accuracy drop in

that frequency range.

To better compare the results of the three experiments, we plot them together

in Figure 4-9. To condense the plots to one line per inpainting method, we aver-

age across frequencies in Figure 4-9a and average across occlusion fractions in Figure

4-9b. Figure 4-9a shows that DDNM outperforms interpolation inpainting, which

outperforms no inpainting at all, at all non-zero occlusion fractions. The trend is

more nuanced for di�erent frequencies. As Figure 4-9b shows, at low frequencies,

both inpainters actually harm accuracy. For example, at frequency1, the mean oc-
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(a) (b)

Figure 4-9: (a) Human accuracy vs. occlusion fraction for di�erent inpainting meth-
ods. (b) Human accuracy vs. occlusion frequency for di�erent inpainting methods.

cluded accuracy is66:2% with no inpainting, 57:2% with interpolation inpainting,

and 60:2% with DDNM. These results suggest that at low frequencies, in�llers may

inpaint in a way that misleads humans to classify an object as the wrong category.

This is potentially due to the fact that when a large, continuous patch of an object is

missing, the inpainter will have no idea what to paint and therefore may hallucinate

an object that is not consistent with the original image. At medium frequencies,

DDNM signi�cantly outperforms the other two strategies. Particularly, at frequency

8, the accuracy is74:4% for DDNM, compared to 60:4% and 54:0% for no inpaint-

ing and interpolation inpainting, respectively. However, at the highest frequencies,

interpolation inpainting reaches similar levels of e�ectiveness. These trends suggest

that barycentric interpolation can be e�ectively used to in�ll small-scale occlusions

and boost human accuracy. However, for medium-scale occlusion patterns, a more

advanced di�usion model is more e�ective. And when the occlusions are very large

in scale, even state-of-the-art inpainters do not have enough contextual information

to accurately reconstruct the original object.
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Chapter 5

Model Evaluation

After evaluating our occlusion benchmark on humans, we turn our attention to object

recognition models. In this chapter, we describe the experimental setup for models

and the corresponding results. We investigate the ImageNet-pretrained models, as

well as models that have been �netuned on our occlusion transforms. We also inves-

tigate the e�cacy of inpainting the occluded regions prior to classi�cation, as we did

with humans. Finally, we compare the occlusion-robustness of models with that of

humans.

5.1 Pretrained Model Experiments

To begin, we would like to understand how ImageNet-pretrained models perform on

our occlusion transforms.

5.1.1 Experimental Procedure

As in the human experiments, we focus on simplex noise occlusion. We run our ex-

periments on69 models including CNNs like VGG [32], ResNet [13], ResNeXt [43],

ConvNeXt [23], and ConvNeXt-V2 [40]. We also experiment with various types of

transformer-based models including Vision Transformer (ViT) [5], Swin Transformer

[22], AugReg [33], DeiT [36], MAE [12], and BEiT [1]. Some of these models use
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self-supervised pretraining: ConvNeXt-V2, MAE, and BEiT. We additionally exper-

iment with CLIP [28], which is pretrained using language supervision. Moreover,

to study the e�ect of dataset size on occlusion robustness, we test some models

that use ImageNet-21K [30] in their pretraining or �netuning process, instead of just

ImageNet-1K.

For each ImageNet-pretrained model, we test the robustness of the model to sim-

plex noise occlusion with frequency� and occlusion fractionf in the same way we

did with humans: we randomly generate an occlusion mask with parameters� and

f , apply the resulting mask to an image, and score the model's performance on the

occluded image. We repeat this process for all 50,000 images in the ImageNet valida-

tion set, rather than just the subset of200images we used in the human experiment.

Moreover, the models are allowed to choose from all1000classes of ImageNet, rather

than just the 50 classes used in the human experiment.

We test di�erent values of � and f in order to understand how frequency and

occlusion fraction a�ect the di�culty of these occlusions to pretrained models. We

test on all combinations of� and f where

� 2 f 2i : i 2 f 0; 1; 2; � � � ; 8gg

f 2 f i=8 : i 2 f 1; 2; 3; � � � ; 7gg:

Just a note on notation: in the �gures and text that follow, we will often abbreviate

model names with the �rst letter of their size. For example, the Tiny, Small, Base, and

Large Swin Transformers are abbreviated as Swin-T, Swin-S, Swin-B, and Swin-L. We

may abbreviate the ImageNet dataset as IN1k, the ImageNet-21K dataset as IN21k,

and the OpenAI WebImageText dataset as WIT. Additionally, we will sometimes put

the name of a dataset in parentheses after a model name to clarify which dataset the

model was trained on.
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5.1.2 Results

We �rst plot detailed results for a collection of selected models: VGG-16 [32], ResNet-

50 [13], ConvNeXt-B [23], DeiT-B [36], Swin-B [22], CLIP-B/16 [28]. All of these

selected models were pretrained on IN1k except for the CLIP model, which was

pretrained on WIT, and Swin-B, which was pretrained on IN21k.

Figure 5-1: Accuracy vs. occlusion fraction for each frequency. Each plot represents
a di�erent ImageNet-pretrained model.

Figure 5-1 plots the top-1 accuracy of these models on the ImageNet validation

set against the occlusion fraction. The di�erent colors represent di�erent noise fre-

quencies. The top-left point in each graph corresponds to the unoccluded case. As

expected, the accuracy decreases as occlusion fraction increases. For example, for

ResNet-50, the accuracy under no occlusion is76:1%. At 50% occlusion, the accu-

racy for all noise frequencies drops to below63%. At 87:5% occlusion, the accuracy

for all noise frequencies drops to below27%.

The rate at which the accuracy drops with increasing occlusion fraction is di�erent

depending on the frequency. For very low frequencies (e.g., 1), the accuracy drops o�

slowly at �rst. In contrast, for medium frequencies (e.g., 16), the accuracy degrades

toward 0%very quickly, even when the occlusion fraction is low. For example, occlud-

ing 50% of each image causes the ResNet-50 accuracy to drop from76:1% to 63:0%
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when the frequency is1. In contrast, the accuracy drops all the way to4:6% when

the noise frequency is16. Thus, ResNet-50 experiences signi�cantly more occlusion

resilience for the lowest frequencies, a trend that also holds for the other models in

Figure 5-1 as well as those not depicted.

Figure 5-2: Accuracy vs. frequency for each occlusion fraction. Each plot represents
a di�erent ImageNet-pretrained model.

We also plot the top-1 accuracy of these models against frequency, where the

di�erent colors represent di�erent occlusion fractions. This is shown in Figure 5-2.

From this perspective, we can more clearly discern a U-shaped curve across frequency,

similar to what we saw in humans in Figure 4-5b. This U-shape implies that model

accuracy initially decreases as the frequency increases; however, after a certain point,

increasing the noise frequency actually causes the model performance to start increas-

ing again. For example, when25% occlusion is applied, ResNet-50 achieves72:1%

accuracy at a frequency of1. Performance steadily decreases as we increase the fre-

quency, reaching a minimum accuracy of27:1% at frequency16. Further increases in

frequency help accuracy partially recover, with accuracy reaching48:5% at frequency

128. Although humans also exhibit this U-shape trend, there are two key di�erences.

First, the U-shape is more pronounced for models; humans are more consistent across

frequencies. Second, the U-shape is quite skewed for pretrained models. Speci�cally,

the accuracy never fully recovers at the highest frequencies, meaning that the lowest
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frequencies are the easiest for pretrained models. As Figure 5-2 shows, this general

trend persists across models and occlusion fractions.

Additionally, while the above-mentioned trends persist across the models, the

di�erences in accuracies between models can be large. For example, at87:5%occlusion

and frequency1, VGG-16 achieves only3:1%accuracy whereas Swin-B achieves29:1%

accuracy.

To succinctly summarize the occlusion-robustness of a model, we compute a

model's mean occlusion accuracy, where the mean is taken over all values of� and

f ; this can be thought on compressing each plot in Figure 5-1 into a single num-

ber. In Figure 5-3, we plot each model's mean occlusion accuracy, along with the

corresponding unoccluded accuracies. We sort the models by decreasing unoccluded

performance, so that the strongest models are on the left (where �strongest� implies

high accuracy on unoccluded ImageNet images).

Figure 5-3: Unoccluded and occluded accuracies of each ImageNet-pretrained model.
Models are sorted by unoccluded accuracy. Occluded accuracy is calculated over all
values off and � .

As shown, models that perform better on unoccluded images tend to perform

better in the occluded case as well. Moreover, occluded performance degrades much

faster than unoccluded performance as models become weaker. This is illustrated by

the fact that the two lines in Figure 5-3 diverge as model strength decreases.

To further investigate the relationship between a pretrained model's occluded
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and unoccluded performance, we plot the mean occluded accuracy against the un-

occluded accuracy in Figure 5-4. We label each model family in a di�erent color,

where equivalent-architecture models with di�erent training sets are considered part

of di�erent families. In the left plot, both axes extend from 0% to 100%accuracy,

and the black dashed line represents the points at which occluded and unoccluded

performance are equal. The red dashed line is the least squares �t to the points on

the plot.

Figure 5-4: Mean occluded accuracy vs. unoccluded accuracy for ImageNet-
pretrained models. The black dashed line represents the points at which the occluded
and unoccluded accuracies are equal. The red dashed line is the best-�t line for the
data. Models are colored by model family. In the right plot, arrows are drawn from
smaller to larger models within the same model family.

As the plot suggests, the correlation between a model's occluded and unoccluded

performance is high (the correlation is0:91). On the right plot of Figure 5-4, we

show a zoomed-in version of the left plot. Within each model family, we draw arrows

connecting smaller models to larger models. The direction of these arrows shows

that within model families, improvements on unoccluded images also correlate with

improvements on occluded images. For example, for ResNet, both unoccluded and

occluded accuracy monotonically increase from the smallest variant (ResNet-18) to

the largest (ResNet-152).
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So far, we have observed that models exhibiting high accuracy on unoccluded

images also demonstrate good performance on occluded ones. However, this outcome

is somewhat unsurprising given that stronger models initially possess a higher baseline

accuracy compared to weaker models. In light of this fact, we also compute each

model's occlusion accuracy ratio, which is de�ned as the ratio of a model's occluded

and unoccluded accuracies. Ratios close to1 indicate that models are very occlusion-

robust relative to their inherent strength on unaltered images, whereas ratios close to

0 indicate poor occlusion-robustness.

Figure 5-5: Occlusion accuracy ratio vs. number of parameters for ImageNet-
pretrained models. Models are colored by model family. Arrows are drawn from
smaller to larger models within the same model family.

In Figure 5-5, we plot occlusion accuracy ratio against the parameter count for

each model. Here, we can see that occlusion-robustness increases with model size, as

models with more parameters have higher ratios. For example, the ratios of ResNet-
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18, ResNet-50, and ResNet-152 are 0.20, 0.42, and 0.53, respectively. Occlusion-

robustness also appears to increase with training set size. Each model of ConvNeXt,

ConvNeXt-v2, and AugReg trained on IN21k have higher occlusion ratios than their

same-sized IN1k counterparts. However, for DEiT-III, training on IN21k actually

decreases the occlusion robustness.

Moreover ConvNext-v2 (IN21k) and BEiT-v2 (IN21k) appear the most robust,

since their curves in Figure 5-5 are higher than those of other models. When consid-

ering just IN1k models, Swin, MAE, and ConvNeXt are top performers.

5.1.3 Train-Test Distribution Gap

One of the key trends that we have seen so far in the pretrained models is the so-

called U-shape when we graph model accuracy against frequency, which we also saw

with humans. We hypothesize that the reason this U-shape exists is that medium-

frequency occlusions are not as prevalent in the training distribution as low- and high-

frequency occlusions; as a result, models are not equipped to handle mid-frequency

occlusions because they have not seen scenes like them before. Figure 5-6 illustrates

this point. Low-frequency occlusions are quite common in real world images (e.g., an

apple partially occluding an orange). High-frequency occlusions, while less common

than low frequency ones, also exist in the training distribution (e.g., a tree occluded by

falling snow). However, mid-frequency occlusions are much rarer in real life, and there

are not any obvious training examples that emulate them. It makes sense, therefore,

to somehow incorporate these occluded images into the training distribution of our

models. This will enable us to measure how well models can perform on our missing

information benchmark �at their best.�

We propose two methods to achieve this goal: �netuning and inpainting. Fine-

tuning on our occlusion transforms will familiarize a model with the occlusions, so

that the transformed images shown at test time will lie on the training manifold. In-

painting the occluded regions with an in�lling model prior to classi�cation e�ectively

projects the arti�cially occluded images onto the space of unoccluded images. We

will explore each of these ideas in turn.
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Figure 5-6: Illustration of U-shape hypothesis and why mid-frequency occlusions are
likely to be less common in the training distribution. The �rst row shows simplex
noise occlusion for low, medium, and high frequencies. The second row shows plausible
images in the training distribution corresponding to those frequencies of occlusion.

5.2 Finetuned Model Experiments

Our �rst method of addressing the train-test distribution gap is �netuning. We will

describe our procedure for �netuning models before analyzing the results.

5.2.1 Experimental Procedure

We �netune 54 of the 69 pretrained models on simplex noise occlusion for various

occlusion fractions and frequencies on IN1k. (Some of largest models were not able to

�t into GPU memory, so they were not �netuned.) Speci�cally, before a model sees

an ImageNet image during �netuning, we pre-process the image as follows. First, we

select a random� and f . There are50 choices, which we uniformly choose from at

random: either we choose� and f such that

� 2 f 2i : i 2 f 0; 1; 2; � � � ; 9gg

f 2 f i=8 : i 2 f 1; 2; 3; � � � ; 7gg

or we setf = 0 (which corresponds to unoccluded case). After selecting� and f , a

random occlusion with those parameters is applied to the ImageNet image before it
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is fed into the network. This is done for every image during �netuning.

For each model, we �netune for20 epochs with an initial learning rate of0:001

and a learning rate multiplier of 0:9 after each epoch. We compute the ImageNet

validation accuracy after each epoch and select the model checkpoint with the highest

accuracy, where the images in the validation set are transformed in the same way as

those in the training set.

We did not have the resources to train the models for more epochs; however, after

20 epochs, we saw that improvements in accuracy were minimal for most models.

Moreover, we did not have the resources to perform a hyperparameter sweep across

learning rate schedules, which is why we use a uniform �netuning strategy across

models. However, we did perform small-scale experiments on a few models, which

showed the �netuning results did not change substantially when the learning rate

schedule was altered.

After �netuning these models, the evaluation was run in exactly the same way as

for the pretrained models, with the same values of� and f .

5.2.2 Results

In Figure 5-7, we plot the �netuned accuracy of our six sample models against oc-

clusion fraction for di�erent frequencies. Compared to the pretrained case, accuracy

drops o� at a much slower pace than before, with accuracy decreasing especially slowly

when the occlusion fraction is low. Moreover, accuracy drops o� more rapidly for the

lower frequencies compared to the higher ones. This di�erence becomes prominent

when the images are almost fully occluded. For example, for DeiT-B, the unoccluded

accuracy is78:5%. At 50%occlusion, the accuracy at frequencies1 and 256are69:1%

and 72:6%, respectively, which are fairly close to one another. However, at87:5% oc-

clusion, the accuracy at frequencies of1 and 256 are 33:2% and 65:1%, respectively,

which is a much larger di�erence.

To visualize this frequency trend from another perspective, we plot the accuracy of

these �netuned models against frequency, as shown in Figure 5-8. Here, we can clearly

see that the lines on each plot are upward sloping, and that the U-shaped curves
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Figure 5-7: Accuracy vs. occlusion fraction for each frequency. Each plot represents
a di�erent �netuned model.

Figure 5-8: Accuracy vs. frequency for each occlusion fraction. Each plot represents
a di�erent �netuned model.

present in the pretrained case have disappeared. This corroborates our hypothesis

that the U-shaped curves we saw earlier were an artifact of the train-test distribution

gap and correctable with �netuning. In particular, we see that models have the

capability to perform much better on the medium- and high-granularity occlusions

with su�cient training.

From our earlier results, we observe that our pretrained models exhibit fairly

51



human-like trends, and we believe they also rely on fairly human-like features. When

we �netune the models, they experience signi�cantly improved accuracy on the oc-

cluded images while breaking their consistency with human-like trends, such as the

U-shaped curves. We hypothesize that this increase in accuracy is largely due to the

models depending on alternative image features from those used by the pretrained

models. In particular, we postulate that the �netuned models pay greater attention

to textures and intricacies of objects that are normally not the focus for humans in

the object recognition process.

Figure 5-9: Unoccluded and occluded accuracies of each model, for both the �ne-
tuned and pretrained cases. Models are sorted by unoccluded, pretrained accuracy.
Occluded accuracy is calculated over all values off and � .

As in the pretrained case, we compute mean occluded accuracy and plot this

value against the unoccluded accuracy for each model, where models are ordered by

unoccluded strength. We plot these values in Figure 5-9 in green, along with the

corresponding pretrained accuracies in blue. As shown, �netuning causes the mean

occluded accuracy to increase signi�cantly for every model. It is especially e�ective

for the weakest models, which can be seen by the increasing gap between the blue and

green solid lines. For example, for ResNet-18, one of the weaker models, occlusion

accuracy quadruples from13:3% to 53:3% after �netuning. Moreover, for nearly all

models, the unoccluded accuracy changes very little after �netuning, as the blue and

green dotted lines show.
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Figure 5-10: Mean occluded accuracy vs. unoccluded accuracy for �netuned models.
The black dashed line represents the points at which the occluded and unoccluded
accuracies are equal. The red dashed line is the best-�t line for the data. Models are
colored by model family. In the right plot, arrows are drawn from smaller to larger
models within the same model family.

In Figure 5-10, we plot the occluded accuracy against the unoccluded accuracy,

where we separate model families into di�erent colors and use arrows to connect

smaller models to larger models within the same family. Compared to the pretrained

graph, the points have been pushed closer to full-occlusion robustness, since the red

line now lies closer to the black line. Additionally, there still appears to be a strong

correlation between unoccluded and occluded accuracies across �netuned models and

within model families. The correlation across all �netuned models is0:92.

In Figure 5-11, we plot the occlusion accuracy ratio (de�ned in the previous

section) against the number of parameters. We see that for �netuned models, in-

creasing model scale once again tends to increase occlusion-robustness. However,

unlike the pretrained case, training on a larger dataset does not seem to correlate

with increased occlusion-resiliency. For ConvNeXt, ConvNeXt-v2, and DEiT-III, the

IN1k and IN21k variants have fairly similar occlusion accuracy ratios. Of the models

we �netuned, the most occlusion-robust ones were ConvNeXt-v2 and Swin. DEiT,

ResNet, and VGG are among the least robust, as their model family curves lie lower
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