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Abstract

The potential emergence of practical quantum computers has guided research into their
potential applications, particularly in the context of artificial intelligence. Motivated by
the success of deep neural networks in classical machine learning, a prevailing hope is that
such success will translate to so-called quantum variational algorithms or quantum neural
networks inspired by their classical counterparts.

Contemporary deep learning algorithms are primarily developed using a series of heuris-
tics, which often lack rigorous proofs to justify their efficacy. Due to the opaque nature
of these algorithms, providing definitive assurances regarding their performance remains a
formidable challenge. Though this complexity extends to the quantum analogues of deep
learning, a growing body of literature has identified a set of theoretical tools to better un-
derstand the reasons why classical machine learning models are so effective in real-world
tasks. We use these tools to investigate these quantum analogues in an effort to partially
address the question of when and under what conditions we can anticipate success.

We primarily study the learnability of quantum machine learning algorithms via tools
from statistical learning theory, quantum mechanics, random matrix theory, and group
theory. Our findings indicate that careful consideration must be given to the design of
quantum machine learning algorithms in order to achieve reasonable levels of success. In
fact, some of our results reveal that random or unstructured methods in quantum machine
learning are prone to various challenges, including issues related to trainability or the absence
of significant advantages over the best classical algorithms. Throughout the thesis, we offer
several examples of how to potentially introduce structure into these algorithms to partly
remedy these issues.

Furthermore, we explore the reverse question of how quantum computing can inform and
enhance classical machine learning. We investigate the incorporation of unitary matrices
into classical neural networks, which leads to a more efficient design for these unitary neural
networks.

Thesis Supervisor: Seth Lloyd
Title: Professor of Mechanical Engineering
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Chapter 1

Introduction

Machine learning seeks to extract patterns and insights from data. While there are various

types of algorithms available, recent progress in the field has focused on the paradigm of

deep learning which largely involves a set of fundamental techniques that construct deep

networks and train them using gradient based optimization. Despite the simplicity of this

approach, it has proven to be remarkably effective in achieving state-of-the-art results in a

variety of tasks. The reasons why this paradigm has been so successful are in many ways

still unknown.

Alongside the advances and development of deep learning models, quantum machine

learning has grown as a field offering quantum analogues to the classical algorithms used in

machine learning. Given the remarkable success of these classical models, it is natural to

wonder if the same success will translate to the quantum setting. Recent years have seen

a growing interest in developing quantum machine learning algorithms and exploring their

potential advantages over classical models. Rigorously showing that such advantages exist

in the quantum setting has been a formidable challenge.

In this thesis, we explore the question of whether or not quantum models of deep learning

can perform as well as the classical models which inspire them. To answer this question in

full, we are limited by the fact that we cannot actually run the proposed quantum machine

learning algorithms on powerful quantum hardware as such quantum computers have yet

to be built. Therefore, the findings in this thesis are mainly devoted to careful theoretical

analysis backed in part by numerical experiments. A central theme of this thesis is that

care must be taken in the construction of quantum machine learning algorithms for them to
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be successful. Directly translating classical techniques into the quantum paradigm without

taking into account the unique characteristics of quantum information processing is generally

unsuccessful. Instead, successful approaches require leveraging specific structural features

of the problem to be practically useful in a wide range of quantum settings.

The main findings are presented in a series of four papers that each cover a different

aspect of the overaching goal. Overall, these papers address the topics of

• Showing that common quantum loss landscapes are challenging to optimize:

[18] Eric R Anschuetz and Bobak T Kiani. Quantum variational algorithms are

swamped with traps. Nature Communications, 13(1):7760, 2022

• Optimizing a Wasserstein distance metric used to avoid common pitfalls in learning

quantum data:

[205] Bobak Toussi Kiani, Giacomo De Palma, Milad Marvian, Zi-Wen Liu, and Seth

Lloyd. Learning quantum data with the quantum earth mover’s distance. Quantum

Science and Technology, 7(4):045002, 2022

• Showing that symmetric quantum systems can be learnable even classically:

[15] Eric R Anschuetz, Andreas Bauer, Bobak T Kiani, and Seth Lloyd. Efficient classi-

cal algorithms for simulating symmetric quantum systems. arXiv preprint arXiv:2211.16998,

2022

• Implementing unitary matrices in classical neural networks inspired by approaches in

quantum computation:

[199] Bobak Kiani, Randall Balestriero, Yann LeCun, and Seth Lloyd. projUNN:

efficient method for training deep networks with unitary matrices. In Alice H. Oh,

Alekh Agarwal, Danielle Belgrave, and Kyunghyun Cho, editors, Advances in Neural

Information Processing Systems, 2022

We address each of these topics in order starting from Chapter 3. First, in this intro-

duction section, we provide some mathematical background and key context for the later

chapters.

In addition to the works above, there are a mixed set of research topics that were part

of my graduate studies, but not included in this thesis. For sake of completeness, they are

grouped into categories and briefly described below.
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• Equivariance and symmetries in deep networks: Symmetries play an important

role in the design of neural networks for machine learning [221]. Aiming to quantify

or theoretically understand the benefits of incorporating such symmetries and equiv-

ariance properties into neural networks, we characterized the implicit bias of a class

of equivariant networks during training [219]. A popular class of equivariant neural

networks are graph neural networks, those used on input data which is in the form of

a graph. For these networks, we characterized the equivariant graph polynomials and

enhanced graph neural networks with features from these polynomials [279].

• Quantum algorithms: As a member of Seth Lloyd’s lab group, a number of studies

were made into the design of quantum algorithms, mostly led by other members of the

lab group. These studies resulted in quantum algorithms for various tasks including

solving differential equations [236, 202], implementing structured matrices [259, 73,

207], and performing the polar decomposition of a matrix [236].

• Hamiltonian complexity: Late into my PhD studies, I became interested in study-

ing the complexity of learning Hamiltonians which guided me into topics in Hamilto-

nian complexity. With David Gamarnik and Eric Anschuetz, we designed a proof of the

combinatorial no low-energy trivial state (cNLTS) theorem for random Hamiltonians

motivated by the overlap gap property [17].

• Theoretical analysis of deep networks and self-supervised learning: Under-

standing why and how neural networks learn so well is an open topic of research in

machine learning [351]. With members of my lab group and at Meta AI research,

we conducted two different studies in this direction. The first direction studied ran-

dom neural networks, showing that they are biased towards simple functions [106]

and relatively robust to small input perturbations [107]. The second direction ana-

lyzed self-supervised learning, which is a popular unsupervised learning framework,

and proved various theorems on the performance of self-supervised learning in the

kernel regime [61].
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1.1 Quantum Mechanics Background

Quantum mechanics is a fundamental theory of physics that studies physical phenomena

at the atomic scale. Here, we briefly review the mathematical axioms and basic concepts

of quantum mechanics that are applied throughout this work. A detailed and pedagogic

background to the concepts and ideas can be found in many reference textbooks [291, 117,

326, 149].

We briefly overview the central mathematical concepts of quantum mechanics by sharing

four axioms which govern the form of quantum states, their evolution, and the measurements

used to extract information from them. These axioms come from the Dirac-von-Neumann

formulation of quantum mechanics [117, 326]. Throughout this thesis, we will only consider

finite dimensional Hilbert spaces and simplify these axioms to, in some cases, only hold

for this specific setting. Therefore, caution must be taken if at any point, the ideas here

are attempted to be abstracted into the infinite dimensional setting. Finally, we use the

term axiom here slightly loosely as one could argue that certain of these axioms are in fact

properties that can be derived from the others.

Axiom 1.1.1. The space of quantum states forms a separable complex Hilbert space ℋ with

inner product ⟨·|·⟩. A state is any positive trace-class linear map 𝜌 : ℋ → ℋ for which

Tr(𝜌) = 1. For finite dimensional Hilbert spaces, a state is pure if Tr(𝜌𝜌) = 1. Such pure

states can be associated to a unit-norm |𝜓⟩ ∈ ℋ where 𝜌 |𝜑⟩ = ⟨𝜓|𝜑⟩ |𝜓⟩ for all unit-norm

|𝜓⟩ ∈ ℋ.

Throughout this text, we use bra-ket notation to denote quantum states and other

operations. A ket |𝜓⟩ ∈ ℋ denotes a quantum pure state (element of the Hilbert space)

whereas a bra ⟨𝜓| denotes the conjugate transpose of |𝜓⟩ (again, assuming that we are in a

finite dimensional Hilbert space).

Axiom 1.1.2. The observables of a quantum system are the self-adjoint linear operators

𝐴 : ℋ → ℋ corresponding to Hermitian matrices in finite dimensions.

In other words, observable matrices correspond to those matrices 𝐴 for which 𝐴† = 𝐴.

Axiom 1.1.3. The expectation of an observable 𝐴 with respect to a state 𝜌 is equal to

Tr(𝐴𝜌). For pure states |𝜓⟩, this is equivalent to ⟨𝜓| 𝐴 |𝜓⟩.
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Axiom 1.1.4. Evolution of a quantum pure state is governed by the Schrödinger equation

𝑖~
𝑑

𝑑𝑡
|Ψ(𝑡)⟩ = 𝐻|Ψ(𝑡). (1.1)

In many cases, the constant ~ is subsumed within the Hamiltonian ℋ.

Evolution with a fixed Hamiltonian 𝐻 that does not vary over time results in unitary

evolution |Ψ(𝑇 )⟩ = exp(−𝑖𝐻𝑇/~) |Ψ(0⟩, where exp(−𝑖𝐻𝑇/~) is a unitary operator.

1.1.1 Quantum Computation

Quantum computers apply the formalism of quantum mechanics to computing tasks. A

fundamental building block of quantum computation is the qubit, a two-level quantum

system that can be in a superposition of both states |0⟩ and |1⟩ at the same time. Here |0⟩

and |1⟩ are linear basis elements of the complex Hilbert space C2. Any single qubit state

|𝜓⟩ by a complex linear combination

|𝜓⟩ = 𝛼|0⟩ + 𝛽|1⟩, (1.2)

where |𝛼|2 and |𝛽|2 give the probabilities of measuring the qubit in states |0⟩ and |1⟩ respec-

tively, and |𝛼|2 + |𝛽|2 = 1.

Higher dimensional building blocks of dimension 𝑑 are labeled qudits with a basis denoted

as |0⟩, |1⟩, ..., |𝑑 − 1⟩. Similarly, the state of a qudit can be described by a complex linear

combination of its basis states:

|𝜓⟩ =

𝑑−1∑︁
𝑖=0

𝛼𝑖|𝑖⟩,

where |𝛼𝑖|2 gives the probability of measuring the qudit in the state |𝑖⟩.

Computation on a quantum state can be represented in the quantum circuit formalism.

When two or more qubits are combined, the resulting state is given by the tensor product of

the individual states. For example, given two states |𝜓1⟩ ∈ C𝑑1 and |𝜓2⟩ ∈ C𝑑1 placed in a

quantum circuit as separate “registers", the combined state is given by |𝜓1⟩ ⊗ |𝜓2⟩ ∈ C𝑑1𝑑2 .

In the quantum circuit formalism, computation is peformed by applying quantum gates

to subsets of qubits. Each quantum gate is a unitary operator acting on one or more qubits.

As in classical computation, two qubit gates are sufficient to perform any arbitrary unitary on

a larger subsystem of 𝑛 qubits. Each quantum gate can be parameterized by a Hamiltonian,

31



which is a Hermitian operator that generates the gate via time evolution. The evolution of

a quantum system under a Hamiltonian 𝐻 is governed by the Schrödinger equation:

𝑖
𝑑

𝑑𝑡
|𝜓(𝑡)⟩ = 𝐻|𝜓(𝑡)⟩, (1.3)

where |𝜓(𝑡)⟩ is the state of the system at time 𝑡, and 𝐻 is the Hamiltonian operator. The

constant ~ typically shown in the Schrödinger equation is implicitly assumed to be contained

within the Hamiltonian normalization.

Some commonly used quantum gates in quantum computation are the Pauli gates, the

Hadamard gate, the phase gate and the CNOT gate. The Pauli correspond to the three

Pauli matrices:

𝑋 =

⎡⎣0 1

1 0

⎤⎦ , 𝑌 =

⎡⎣0 −𝑖

𝑖 0

⎤⎦ , 𝑍 =

⎡⎣1 0

0 −1

⎤⎦ . (1.4)

The Hadamard gate is defined as:

𝐻 =
1√
2

⎡⎣1 1

1 −1

⎤⎦ . (1.5)

The phase gate is defined as:

𝑆 =

⎡⎣1 0

0 𝑖

⎤⎦ . (1.6)

The CNOT gate is defined as:

CNOT =

⎡⎢⎢⎢⎢⎢⎢⎣
1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0

⎤⎥⎥⎥⎥⎥⎥⎦ (1.7)

Quantum computation can be visually shown as a quantum circuit analogous to those in

classical computation. An example is shown in Figure 1-1 which constructs the GHZ state
1√
2
(|00⟩ + |11⟩). This circuit initializes the quantum state as |00⟩ and applies a Hadamard

gate followed by a CNOT gate.
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|0⟩ 𝐻

|0⟩

Figure 1-1: Example circuit constructing the 2 qubit GHZ state.

1.2 Unitary and Orthogonal groups

Lie groups, and specifically unitary and orthogonal matrices, play a significant role in the

fields of physics and machine learning. In the context of machine learning, Lie groups of-

ten arise when dealing with transformations and symmetries. For example, they can be

used to model rotations and translations in computer vision or to design efficient algorithms

for optimization on manifolds. Furthermore, unitary and orthogonal matrices are partic-

ularly relevant due to their desirable properties, such as preserving the inner product and

maintaining stability in iterative processes.

Quantum mechanics, which forms the foundation of quantum computation, is inherently

tied to unitary matrices which represent the evolution of these systems over time. Here,

we provide a brief mathematical background to Lie groups and Lie algebras with a partic-

ular focus on the unitary and orthogonal groups. For a more comprehensive overview, we

recommend [159].

Though Lie groups are typically defined with respect to differentiable manifolds, we

restrict ourselves here to the subset of matrix Lie groups which is less general but allows for

a more concise and simpler theoretical overview. Informally, Lie groups are groups whose

elements are specified by a set of parameters that vary smoothly and continuously, i.e.,

the group is also a differentiable manifold. Specific to matrices, Lie groups are commonly

defined with respect to the general linear group 𝐺𝐿(𝑛, C) denoting the set of invertible 𝑛×𝑛

matrices with complex valued entries [159]. Lie groups are closed subgroups of 𝐺𝐿(𝑛, C)

that have the following smoothness property.

Definition 1.2.1 (Matrix Lie groups [159]). A matrix Lie group is any subgroup of 𝐺𝐿(𝑛, C)

with the property that any sequence of matrices 𝐴𝑚 ∈ C𝑛×𝑛 in the subgroup converge to a

matrix 𝐴 that is either an element of the subgroup or not invertible (i.e., not in 𝐺𝐿(𝑛, C)).

Two important Lie groups studied in this work are the unitary and orthogonal groups
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whose definitions are copied below.

𝑂(𝑛) =
{︀

𝑀 ∈ R𝑛×𝑛|𝑀𝑀| = 𝑀|𝑀 = 𝐼
}︀

, (1.8)

𝑈(𝑛) =
{︁

𝑀 ∈ C𝑛×𝑛|𝑀𝑀 † = 𝑀 †𝑀 = 𝐼
}︁

. (1.9)

The Lie algebra is the tangent space of a Lie group at the identity element. To observe

this, we introduce the matrix exponential map which is central to the connection between

Lie groups and their corresponding Lie algebras.

exp(𝑀) =
∞∑︁

𝑘=0

𝑀𝑘

𝑘!
. (1.10)

For compact groups, the exponential map is a smooth map whose image is the connected

component to the identity of the Lie group [213, 159]. The special orthogonal and unitary

groups are both compact and connected so the exponential map is surjective for these groups

(i.e., for every group element, there exists an element of the Lie algebra whose exponential is

equal to that group element). However, the orthogonal group has two connected components,

i.e., elements with positive and negative determinant, and the image of exponential map are

only orthogonal matrices with positive determinant.

Since the matrix exponential map is a smooth function, we can take the derivative of

the exponential map with respect to a parameter as below.

𝑑

𝑑𝑡
exp(𝑡𝑋) = 𝑋 exp(𝑡𝑋) = exp(𝑡𝑋)𝑋, (1.11)

and thus,
𝑑

𝑑𝑡
exp(𝑡𝑋)

⃒⃒⃒
𝑡=0

= 𝑋. (1.12)

The above gives us the Lie algebra to a given group.

Definition 1.2.2 (Lie algebra [159]). Given a Lie group 𝐺, the Lie algebra g of 𝐺 is the

set of matrices 𝑋 such that 𝑒𝑡𝑋 ∈ 𝐺 for all 𝑡 ∈ R.

Typically, Lie algebras of a Lie group are denoted with Gothic or Fraktur font. Using the

above definition, one can construct the corresponding Lie algebras. As an example, consider
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the unitary group where given a matrix 𝑈 ∈ 𝑈(𝑛) and 𝑋 ∈ u(𝑛),

𝑈−1 = 𝑈 † ⇐⇒ exp(𝑡𝑋)−1 = exp(−𝑡𝑋) = exp(𝑡𝑋)† = exp(𝑡𝑋†), (1.13)

and since the above holds for all 𝑡 ∈ R, we can differentiate the above at 𝑡 = 0, obtaining

the property of elements of the unitary Lie algebra that −𝑋 = 𝑋† as seen in the main text:

𝑑

𝑑𝑡
exp(−𝑡𝑋)

⃒⃒⃒
𝑡=0

=
𝑑

𝑑𝑡
exp(𝑡𝑋†)

⃒⃒⃒
𝑡=0

−𝑋 = 𝑋†.

(1.14)

Proceeding in a similar fashion with the orthogonal group, we have that

o(𝑛) =
{︀

𝐴 ∈ R𝑛×𝑛 : 𝐴 + 𝐴| = 0
}︀

, (1.15)

u(𝑛) =
{︁

𝐴 ∈ C𝑛×𝑛 : 𝐴 + 𝐴† = 0
}︁

. (1.16)

1.3 Machine Learning

Machine learning problems generally consist of a given input dataset from which to learn and

an algorithm which is applied to that dataset to perform learning. Constructing algorithms

that can fit models to a given dataset is in general a challenging task. The ultimate goal of

machine learning is to use such models to extract meaningful patterns and make accurate

predictions on new, unseen data.

The modern paradigm of deep learning is based on the empirical risk minimization

(ERM) framework, which formalizes the learning problem as an optimization task, aiming

to minimize the empirical risk, which is the average loss incurred by a model over the training

dataset. For example, in the supervised learning framework, one may be given a dataset of

𝑁 input-output pairs {𝑥𝑖, 𝑦𝑖}𝑁
𝑖=1 where 𝑥𝑖 ∈ 𝒳 and 𝑦𝑖 ∈ 𝒴. Given a parameterized function

𝑓𝜃 : 𝒳 → 𝒴 mapping inputs to outputs where its parameters 𝜃 are tunable and a loss

function ℓ(·, ·) where ℓ : 𝒴 × 𝒴 → R, the optimization task in ERM aims to minimize the

empirical loss

̂︀ℛ =

𝑁∑︁
𝑖=1

ℓ (𝑓𝜃(𝑥𝑖), 𝑦𝑖) . (1.17)

For example, in a regression task, the inputs 𝑥𝑖 ∈ R𝑑 may be vectors and the targets

35



𝑦𝑖 ∈ R may be numbers which we aim to regress by minimizing the mean squared error loss

ℓ (𝑓𝜃(𝑥𝑖), 𝑦𝑖) = (𝑓𝜃(𝑥𝑖) − 𝑦𝑖)
2.

The loss function quantifies the discrepancy between the model’s predictions and the true

target values, while the empirical risk represents the expectation of this loss over the training

data. By minimizing the empirical risk, the learning algorithm is effectively finding the best

possible model parameters to fit the data and consequently achieve good generalization

performance on unseen data points.

Deep neural networks are a method of parameterizing trainable functions 𝑓𝜃 via multiple

layers of carefully designed transformations [221]. These networks are generally capable of

learning complex, hierarchical representations of the input data and achieve state-of-the-

art performance on a wide range of tasks, including image recognition, natural language

processing, and game playing [59, 302].

The training of deep networks is typically done via gradient-based optimization methods,

such as stochastic gradient descent (SGD) and its variants [221, 212]. These methods itera-

tively update the model’s parameters by following a heuristic which tracks in the direction

of the negative gradient of the loss function with respect to the parameters (e.g., −∇𝜃
̂︀ℛ for

our example in Equation (1.17)). This process is performed iteratively, with each update

taken over a random batch of training data, until convergence to a satisfactory solution is

achieved or a predetermined stopping criterion is met.

Although deep learning has achieved remarkable success across a broad range of appli-

cations, generalization remains a critical challenge in the field. Generalization refers to a

model’s ability to perform well on new, unseen data points, and is central to the utility of

machine learning models in practical settings. The capacity of deep networks to fit complex

patterns can sometimes lead to overfitting, where the model learns the noise in the training

data rather than the underlying structure, resulting in poor generalization performance.

The understanding of generalization in deep learning is still incomplete, and the devel-

opment of a comprehensive theoretical framework for understanding and improving gen-

eralization in deep networks remains an open research challenge [351]. As we explore the

potential of quantum computation to revolutionize the field of machine learning, under-

standing and addressing the generalization challenge in the context of quantum machine

learning is essential for the successful development and deployment of quantum-enhanced

learning algorithms.
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1.3.1 Quantum Machine Learning

A central area of interest within quantum machine learning is the development of quantum

variational algorithms or quantum neural networks (QNNs) [76, 50, 295]. QNNs are quan-

tum analogs of classical neural networks, in which the trainable parameters are replaced

by parameterized quantum operations and input data take the form of quantum states.

These networks aim to harness the power of quantum computation to enable more efficient

and powerful learning algorithms, capable of solving complex problems that are currently

intractable for classical deep learning methods.

While the impressive generalization properties of classical deep learning models have

been widely observed, it is important not to assume that these properties will automati-

cally translate to their quantum counterparts. Simply providing a learning algorithm with

increased expressibility does not directly translate to performance gains as our short dis-

cussion of generalization points out. Quantum states reside in a much larger Hilbert space

than classical states, which implies an exponentially larger state space for quantum systems

compared to their classical counterparts. This larger state space offers the potential for more

expressive QNNs, which could, in principle, lead to improved learning capabilities. However,

the larger Hilbert space also presents challenges in terms of optimization and generalization,

as the increased complexity can lead to a more difficult optimization landscape.

As we will see, handling this exponential space will be one of the challenges we look at

closely in this thesis. Other challenges may also arise including issues with state preparation,

measurement noise, and the probabilistic nature of quantum mechanics. Each of these

requires a careful analysis of the quantum machine learning which we study in these pages.
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Chapter 2

Traps in Variational Algorithms

2.1 Introduction

The trainability of classical neural networks via simple gradient-based methods is one of the

most important factors leading to their general success on a wide variety of problems. This

is particularly exciting given the variety of no-go results via statistical learning theory, which

demonstrate that in the worst case these models are not trainable via stochastic gradient-

based methods [53, 312, 140, 297]. There has been recent hope that variational quantum

algorithms—the quantum analogue of traditional neural networks—may inherit these nice

trainability properties from classical neural networks. Indeed, in certain regimes [129], train-

ing algorithms exist such that the resulting quantum model provably outperforms certain

classical algorithms. This would potentially enable the use of quantum models to efficiently

represent complex distributions which are provably inefficient to express using classical net-

works [137].

Unfortunately, such good training behavior is not always the case in quantum models.

There have been previous untrainability results for deep variational quantum algorithms

due to vanishing gradients [246, 74, 242, 256], and for nonlocal models due to poor local

minima [20]; however, no such results were known for shallow, local quantum models with

local cost functions. Indeed, there have been promising preliminary numerical experiments

on the performance of variational quantum algorithms in these regimes, but typically have

relied on good initialization [97] or highly symmetric problem settings [335, 210, 211] to

show convergence to a good approximation of the global optimum.

Here, we show that generally such models are not trainable, particularly when a good
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choice of initial point is not known and when the model does not exhibit a high amount

of symmetry. We first prove general untrainability results in the presence of noise using

techniques from statistical query learning theory. Surprisingly, these results hold for all

learning problems in a wide range of variational learning settings, and in many scenarios

even when the magnitude of the noise is exponentially small in the problem size. We then

consider the trainability of models that may not have noise by studying their typical loss

landscapes. We prove that, for typical model instances, local minima concentrate far from

the global optimum even for certain local shallow circuits that do not suffer from barren

plateaus. This phenomenon can be visualized in Fig. 2-1, where the training landscape for

a shallow QCNN learning a random instance of itself is shown to concentrate far from the

global optimum. As in [20], this phenomenon is the result of a trainability phase transition

in the loss landscape of the quantum model. In [20], this transition was governed by the ratio

of the number of parameters to the Hilbert space dimension; we show in the shallow case

that instead, this transition is governed by the ratio of the local number of parameters to

the local Hilbert space dimension, in the reverse light cone of a given measured observable.

As this is typically much less than 1 for local variational ansatzes, these models are typically

untrainable. We then give numerical evidence of this fact, and conclude by studying where

there may be reason for optimism in the training of certain variational quantum models.

2.2 Results

2.2.1 Preliminaries

Quantum machine learning algorithms have been a focus of intense research effort as poten-

tial use-cases for noisy, intermediate-scale quantum (NISQ) [278] devices. Just as in classical

machine learning, algorithms are tasked with minimizing some risk:

ℛ(𝑓) = E𝑥 [ℓ(𝑓(𝑥))] , (2.1)

given a model 𝑓 , a distribution of inputs x, and a loss function ℓ. To perform learning,

one searches for a model ̂︀𝑓 ∈ ℱ in the function class ℱ (e.g. the set of functions expressed

by quantum neural networks). The expected risk ℛ( ̂︀𝑓) is typically not something one can

calculate, as it requires access to the full probability distribution of the data. Instead,
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Figure 2-1: Typical shape of loss landscape. Loss landscapes of underparameterized
quantum variational algorithms generally appear “bumpy,” filled with various local minima
and traps. Here, we plot the loss landscape as a (a) surface and (b) contour plot along
two random normalized directions for the teacher-student learning task of the QCNN for 14
qubits. Though a global minimum is located at the center of the plot, finding this global
minima is generally challenging due to the shape of the loss landscape. Details of this
visualization are given in Supplementary Note 6.

one often minimizes the empirical risk ̂︀ℛ( ̂︀𝑓) (often named the training error) over a given

training data set 𝐷: ̂︀ℛ( ̂︀𝑓) =
∑︁

𝑥𝑖∈𝐷

ℓ( ̂︀𝑓(𝑥𝑖)). (2.2)

Perhaps the most well-studied class of quantum machine learning algorithm consists of

variational quantum algorithms (VQAs) [273]. VQAs are a class of quantum generative

models where one expresses the solution of some problem as the smallest eigenvalue and

corresponding eigenvector (typically called the ground state) of an objective Hermitian ma-

trix H—called the Hamiltonian—on 𝑛 qubits. Given a choice of generative model—often

called an ansatz in the quantum algorithms literature:

|�⟩ =

𝑞∏︁
𝑖=1

Ui (𝜃𝑖) |𝜓0⟩ (2.3)

that for some choice of � is the ground state of H, the solution is encoded as the minimum

of the loss function ̂︀ℛVQE(�) =
𝐴∑︁

𝑖=1

𝛼𝑖 ⟨�|P𝑖 |�⟩ , (2.4)
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where:

H =

𝐴∑︁
𝑖=1

𝛼𝑖P𝑖 (2.5)

is the Pauli decomposition of H. VQAs have found numerous applications [76], and a

countless number of VQA instances have been proposed for various quantum learning tasks.

Typically, models in VQAs come in one of two flavors: Hamiltonian agnostic models,

and Hamiltonian informed models. Hamiltonian agnostic models are constructed such that

the Ui are independent of H, and are generally chosen to be efficient to implement. This

is most analogous to the case in classical generative modeling, where the model structure is

usually independent from the specific choice of data H. One might hope then that training

Hamiltonian agnostic VQAs is completely analogous to the classical setting, then, and the

loss landscape of equation 2.4 exhibits the desirable properties that enable trainability found

in classical networks [92, 82].

Unfortunately, unlike the classical setting, the performance of VQAs is often dominated

by poor performance in the training procedure (see Supplementary Note 1 for a discussion).

For one, VQAs tend to exhibit barren plateaus when they are deep; namely, gradients

of deep variational quantum circuits vanish exponentially with the problem size in many

settings [246, 74, 256]. Problematic training in this regime has also been studied beyond

gradient descent [77, 28].

Until recently, less was known about the trainability of VQAs in the shallow model

regime. Numerically, [206, 335] showed that randomly chosen variational landscapes typi-

cally have poor local minima, a result which was later proven in [20] for nonlocal models

using tools from random matrix theory. In a similar line of research, [345] showed that

for certain quantum variational ansatzes or quantum neural networks, there exist data sets

and loss functions which induce exponentially many local minima in the loss landscape.

[232, 343] both showed that, in an overparameterized regime, these models experience good

local minima, though this transition to trainability typically occurs at an intractable num-

ber of parameters. Finally, assuming the presence of a constant rate of noise per ansatz

gate, [112] showed convergence of the loss landscape to the uniform distribution at a rate

exponential in the circuit depth. Many of these previous results on the untrainability of

VQAs are summarized in Table 2.2, along with a summary of our results which focus on the

shallow, local regime.
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2.2.2 Learning in the Statistical Query Framework

Quantum machine learning algorithms are inherently noisy due to both unavoidable sources

of error—such as shot noise from sampling outputs—or potentially correctable sources of

error such as gate errors and state preparation noise. In such noisy settings, the statistical

query (SQ) model provides a useful framework for quantifying the complexity of learning a

class of functions by considering how many query calls to a noisy oracle are needed to learn

any function in that class (see Supplementary Note 2 for a brief review and history of SQ

models) [139, 194, 312]. In this setting, we consider the optimization of a risk of the form of

equation 2.2. We assume there is a target observable 𝑀 that we would like to learn on some

distribution over states 𝒟. We define a correlational statistical query qCSQ(𝑂, 𝜏), which

takes in a bounded observable 𝑂 with ‖𝑂‖ ≤ 1 and a tolerance 𝜏 and returns a value in the

range:

E𝜌∼𝒟 [Tr(𝑂𝜌) Tr(𝑀𝜌) − 𝜏 ] ≤ qCSQ(𝑂, 𝜏) ≤ E𝜌∼𝒟 [Tr(𝑂𝜌) Tr(𝑀𝜌) + 𝜏 ] . (2.6)

Note that there are no guarantees on the form of the additive error other than it is within

the tolerance 𝜏 , and may for instance depend on the observable being queried O. Though SQ

oracle calls may at first appear unrelated to variational algorithms, we show in the Methods

that many common variational optimizers in the presence of noise of the magnitude 𝜏 reduce

to calls to an SQ oracle; for instance, commonly used first and second order optimization

algorithms fall within the framework of the SQ model we consider. In the Methods, we also

describe an analogous SQ model for learning unitaries.

To quantify the hardness of learning variational circuits, we consider the task of learn-

ing certain function classes generated by shallow variational circuits over a distribution of

inputs 𝒟 which forms a 2-design. Our results also generally hold for distributions that are

uniform over states in the computational basis, recovering the statistical query setting for

classical Boolean functions. Table 2.1 summarizes the number of queries needed to learn

various function classes which are generated by variational circuits, with proofs deferred to

Supplementary Note 3. In all settings we consider, an exponential number of queries (in

either 𝑛 or the light cone size) are needed to learn simple classes, such as the class of func-

tions generated by single qubit gates followed by a fixed global measurement. This hardness

intuitively arises because each individual query can only obtain information about a few
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Setting (𝑛 qubits, 𝐿 layers) Query complexity (𝛽 < 1/2*)
𝐿 = 1, global measurement, single qubit gates 2Ω(𝑛) if 𝜏 ≥ 3−𝛽𝑛

𝐿 = ⌈log2 𝑛⌉, single qubit measurement, global 1- and
2-local gates

2Ω(𝑛) if 𝜏 ≥ 4−𝛽𝑛

𝐿 ≪ 𝑛, single qubit measurement, neighboring 1- and
2-local gates on a 𝑑-dim. lattice

2Ω(𝐿𝑑) if 𝜏 = Ω(1)**

𝐿 = 1, single qubit gates, unitary learning 2Ω(𝑛) if 𝜏 ≥ 4−𝛽𝑛

* Technically, we require 𝛽 = 1/2 − Ω(1); ** 𝜏 = 2
−!

(︁
min(2𝐿,𝑛1/𝑑)

𝑑
)︁

is sufficient.

Table 2.1: Relatively simple classes of functions require exponentially many statistical
queries to learn using any naive algorithm that reduces to statistical queries. The table
above quantifies the number of queries needed to identify a target function in the function
class, over a distribution of states that forms a 2-design and with queries that have tolerance
𝐶𝑚𝑎𝑥𝜏 (query tolerance lower bounded by a constant times 𝐶𝑚𝑎𝑥 suffices in all cases).

of the exponentially many orthogonal elements in the function class. More formally, we

lower bound the SQ dimension (defined in the Methods) of the function classes considered

in Table 2.1 to show our query lower bounds.

Our hardness results hold for any target observable M, as long as the learning setting is

one we consider in Table 2.1. Furthermore, they hold for any variational ansatz—not just

on average—provided it is in one of the settings of Table 2.1. Finally, our results hold for

any constant error 𝜏 in the statistical queries; indeed, the majority of our results hold even

if this noise were only exponentially small in the problem size. For instance, training via

gradient descent where the gradient is estimated using polynomially many samples fits into

this framework immediately just from the induced shot noise.

In a more positive light, learning local Hamiltonians generated by shallow depth circuits

can potentially be efficiently performed as the complexity grows exponentially only with

locality or depth in this setting. In fact, prior results have provably shown that certain

classes of Hamiltonians are efficiently learnable using properly chosen algorithms [21, 34].

Nevertheless, this does not correspond to efficient learnability of the ground state of a

given Hamiltonian, as learnability of the properties of a Hamiltonian is not the same as the

learnability of its ground state. Indeed, we will see in Sec. 2.2.3 that typically, even in this

setting, learning the ground state of such a local Hamiltonian is difficult.

Our hardness results do not indicate that simple classes of functions like those generated

by single qubit rotations are hard to learn for all algorithms, but only those whose steps
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reduce to statistical queries. For example, the class of Pauli channels is not learnable in the

SQ setting, but there exist simple, carefully constructed, algorithms which can learn Pauli

channels [86, 178, 141]. This is analogous to the classical setting where parity functions are

hard to learn in the noisy SQ setting, but efficient to learn using simple linear regression

[194]. Similarly, the related work of [169] showed that output distributions of Clifford circuits

can be hard to learn using statistical queries, but efficient using a technique that resorts to

linear regression on a matrix formed from samples of the overall distribution. More loosely,

our results provide support to the basic maxim that algorithms which apply too broadly

will work very rarely [337]; more careful construction of learning algorithms tailored to the

problem at hand is generally necessary. One straightforward way to avoid the hardness

of the SQ setting is to construct algorithms whose basic steps do not reduce to statistical

queries, e.g. via the construction of non-global metrics [203, 175, 197]. However, such a fix

is by no means guaranteed to avoid the more general issues of poor landscapes and noise

that also make learning in the SQ setting so difficult, as we now examine.

2.2.3 Loss Landscapes of Local Variational Quantum Algorithms

We now consider the trainability of VQAs in the noise free regime, beyond optimization

algorithms that reduce to statistical queries. Though we are unable to prove the very strong

no-go results proved in the SQ framework, we are able to show that the loss landscapes of

typical local variational algorithms with Hamiltonian agnostic ansatzes are unamenable to

optimization. We achieve this by showing that typically, the loss landscapes of shallow, local

VQAs are swamped with poor local minima.

As discussed in Table 2.2, it is already known that deep Hamiltonian agnostic ansatzes

are typically untrainable due to the presence of barren plateaus [246, 74, 256]; hence, here

we focus on shallow ansatzes. Previous results [20] have also shown that shallow, nonlocal

models are untrainable, by showing that the scrambling of variational ansatzes over the entire

system in these instances induce poor local minima. These techniques were not extendable

to shallow, local ansatzes, however, which do not scramble globally.

Instead, here, we show that ansatzes that approximately scramble locally are difficult to

train. As we will later show, this includes common classes of variational ansatzes, such as

Hamiltonian agnostic checkerboard ansatzes on a 𝑑-dimensional lattice. We show that this

approximate, local scrambling suffices to imply that the loss landscapes of these VQAs are
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Result Dimension Locality Depth Worst case? Barren plateaus? Poor minima?
[246] 𝑑 2 Ω

(︁
𝑛

1
𝑑

)︁
7 3 ?

[74] 1 2 ! (log (𝑛)) 7 3 ?
[256] 𝑑 2 !

(︁
log (𝑛)

1
𝑑

)︁
7 3 ?

[20] N/A 𝑛 Ω (1) 7 3/7 3/7

[345] 𝑑 2 Ω (1) 3 ? 3

Our results 𝑑 2 Ω (1) 7 7 3

Table 2.2: A summary of previous results on the untrainability of variational quantum
algorithms. A label of “3/7” denotes that the paper studied certain regimes where the
phenomenon was present, and certain regimes where it was not. A label of “?” denotes that
the phenomenon was not studied. “Dimension” indicates the locality structure of the ansatzes
study. For instance, Dimension = 1 denotes ansatzes with nearest-neighbor interactions for
qubits on a line. “Worst case” denotes analysis performed with adversarial data.

close to those of Wishart hypertoroidal random fields (WHRFs). These are random fields

parameterized by 𝑙, 𝑚 of the form:

𝐹WHRF (w) = 𝑚−1
2𝑙∑︁

𝑖,𝑗=1

𝑤𝑖𝐽𝑖,𝑗𝑤𝑗 , (2.7)

where J is drawn from a Wishart distribution with 𝑚 degrees of freedom, and w are points on

a certain embedding of the hypertorus
(︀
𝑆1
)︀×𝑙 in R2𝑙 . We demonstrate this convergence via

new techniques, directly bounding the error in the joint characteristic function of the function

value, gradient, and Hessian components of the variational loss from those of WHRFs. As

the typical loss landscapes of WHRFs are known given these random variables (see Methods

for a summary), by demonstrating sufficient convergence of these random variables to those

of WHRFs, we will be able to infer the distribution of critical points for local VQAs.

To begin, we take our (assumed traceless) problem Hamiltonian to have Pauli decompo-

sition:

H =

𝐴∑︁
𝑖=1

𝛼𝑖Pi, (2.8)

and for simplicity scale and shift the loss landscape of equation 2.4 to be of the form:

̂︀ℛVQE (�) = 1 + ‖�‖−1
1

𝐴∑︁
𝑖=1

𝛼𝑖 ⟨�|Pi |�⟩ , (2.9)

where � is the vector of all 𝛼𝑖 and the ansatz |�⟩ is as given in equation 2.3. As this ansatz

is assumed to be shallow and local, we assume that the reverse light cone of each Pi under
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the ansatz is of size 𝑙 ≪ 𝑛.

As in most analytic treatments of Hamiltonian agnostic VQAs, we consider certain ran-

domized classes of ansatzes [246, 74, 256, 20]. Roughly, we assume that in a local region

around each measured Pauli observable Pi, the ansatz is an 𝜖-approximate 𝑡-design; that

is, its first 𝑡 moments are 𝜖-close to those of the Haar distribution. This is a much weaker

assumption than global scrambling of the ansatz. For instance, for Pi of constant weight,

such approximately locally scrambling circuits include constant depth local circuits with

random local gates [161]. We discuss in more detail when this assumption holds in practice

when specializing to common variational quantum learning scenarios, and defer technical

details to Supplementary Note 4.

Our main result, informally, is that the random field given by equation 2.9 under this

approximate, local scrambling assumption converges in distribution to that of a WHRF. The

formal statement and derivation of this result are given in Supplementary Note 4, where we

also lay out our assumptions more explicitly. Informally, the result follows by deriving a

bound on the error in the joint characteristic function of the loss function and its first two

derivatives from that of a WHRF. We then use this to bound the error in distribution

that is incurred by the induced scrambling being only approximate. Finally, we show using

properties of local Haar random gates and the locality of the problem Hamiltonian that this

suffices to prove convergence of these random variables to those of a WHRF.

Theorem 2.2.1 (Approximately locally scrambled variational loss functions converge to

WHRFs, informal). Let

𝑚 ≡
‖�‖2

1

‖�‖2
2

2𝑙−1 (2.10)

be the degrees of freedom parameter. Assume 𝑞 log (𝑞) = o (𝑚), where 𝑞 is the number of

ansatz parameters in the reverse light cone of each Pi. Then, the distribution of equation 2.9

and its first two derivatives are equal to those of a WHRF

𝐹WHRF (�) = 𝑚−1
2𝑙∑︁

𝑖,𝑗=1

𝑤𝑖𝐽𝑖,𝑗𝑤𝑗 (2.11)

with 𝑚 degrees of freedom, up to an error in distribution on the order of Õ
(︀
poly

(︀
1
𝑡 + 𝜖 + exp (−𝑙)

)︀)︀
.

Here, w are points on the hypertorus
(︀
𝑆1
)︀×𝑙 parameterized by �̃, where 𝜃𝑖 is the sum of all

𝜃𝑗 on qubit 𝑖.
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We interpret this result as the degrees of freedom 𝑚 of the model being given by roughly

the sum of the local Hilbert space dimensions of the reverse light cones of terms in the Pauli

decomposition of H. We interpret this as the local underparameterization of the model, to

be contrasted with the global underparameterization interpretation when 𝑚 is exponentially

large in 𝑛. Using known properties of the loss landscapes of WHRFs (see Methods), we are

then able to prove the following result on the loss landscapes of local VQAs:

Corollary 2.2.2 (Shallow, local VQAs have poor loss landscapes, informal). Let ̂︀ℛVQE be

a local VQA loss function of the form of equation 2.9. Assume all coefficients 𝛼𝑖 of the Pauli

decomposition of H are Θ (1), and

𝑙 log (𝑛) + 𝑞 log (𝑞) = o
(︁

2𝑙𝐴
)︁

. (2.12)

Then ̂︀ℛVQE has a fraction superpolynomially small in 𝑛 of local minima within any constant

additive error of the ground state energy.

Optimizing loss landscapes where only a superpolynomially small (in 𝑛) fraction of the

local minima are near the global minimum in energy is expected to be difficult. Indeed,

algorithms such as gradient descent would then expect to have to be restarted a superpoly-

nomial number of times before finding a good approximation to the global minimum; we

also give heuristic reasons why this should continue to be true for other local optimizers in

Supplementary Note 7. Our results stand in stark contrast with the loss landscapes typically

found in classical machine learning, where almost all local minima closely approximate the

global minimum in function value [92, 82].

In the shallow ansatz regime—where 𝑞, 𝑙 = O (polylog (𝑛))—and assuming an extensive

problem Hamiltonian such that 𝐴 = Ω (𝑛), the condition given by equation 2.12 is always

satisfied. Interestingly, this is a regime where barren plateaus are known not to occur [256],

demonstrating that poor local minima can give rise to poor optimization performance even

when the loss function features large gradients. We now specialize to common variational

quantum learning scenarios, and consider the implications of Corollary 2.2.2.

First, let us consider 𝑑-dimensional checkerboard ansatzes of constant depth. Fix 𝑝, 𝑡

to be sufficiently large constants. We assume that the initial state forms an O
(︁

1
poly(𝑡)

)︁
-

approximate 𝑡 design on 𝑙 qubits around each Pauli observable of weight 𝑘; this can be done

via a depth 𝑝, 𝑑-dimensional circuit of 2-local Haar random unitaries when 𝑙 = O
(︁

(𝑝+𝑘)𝑑

poly(𝑡)

)︁
≥
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𝑘 for some fixed polynomial in 𝑡 [161, 158]. After this state preparation circuit, a traditional

depth Θ
(︁

𝑙
1
𝑑

)︁
(i.e. independent of 𝑛), 𝑑-dimensional, 𝑛 qubit checkerboard circuit is applied,

with observable reverse light cones of size at greatest 𝑙. By Corollary 2.2.2, these variational

ansatzes are untrainable due to poor local minima, yet by the results of [256] do not suffer

from barren plateaus.

One interesting consideration is extending this result to traditional checkerboard ansatzes,

without the special state preparation procedure we have considered. There, the 𝑙 = O
(︁

(𝑝+𝑘)𝑑

poly(𝑡)

)︁
qubit local state is mixed, and our results therefore do not directly apply. However, we ex-

pect no reason for the mixedness of the initial state to improve training performance in any

way. We validate this intuition numerically in Section 2.2.4.

We also consider a class of models similar to quantum convolutional neural networks

(QCNNs) [97] previously shown not to suffer from barren plateaus [275]. Though these

models are in full generality trained on arbitrary loss functions, for learning various physical

models the loss may take the form of equation 2.4. QCNNs are defined by their measurement

of a subset of qubits at periodic intervals, via so-called pooling layers; for sufficiently deep

(i.e. large constant depth) convolutional layers, then, at some point in the model, the number

of remaining qubits will be sufficiently small such that the remaining convolutional layers are

approximately scrambling. If one then assumes that the initial states are adversarially chosen

such that they remain pure by this layer, this scenario reduces to the shallow checkerboard

ansatz scenario, and once again we expect poor local minima by Corollary 2.2.2. Even if

the initial states are not adversarially chosen and the input to the scrambling convolutional

layers is mixed, we expect by similar intuition the model to remain untrainable; we will see

this numerically, where we also observe that this poor training occurs when training on loss

functions beyond equation 2.4.

2.2.4 Numerical Results

To numerically validate our theoretical findings, we perform numerical simulations showing

that learning in various settings cannot be guaranteed unless exponentially many parameters

are included in an ansatz. We only consider problems and ansatzes where the existence of a

zero loss global minima is guaranteed to study whether or not optimizers can actually find

the global minimum or a similarly good critical point. We parameterize all trainable 2-qubit

gates in the Lie algebra of the 4-dimensional unitary group, and implement the resulting
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unitary matrix via the exponential map which is surjective and capable of expressing any lo-

cal 4×4 unitary gate. In all cases, we perform simulations using calculations with computer

precision and analytic forms of the gradient (see Supplementary Note 6 for more details).

In practice, actual quantum implementations will be hampered by various sources of ineffi-

ciency such as the lack of an analogous method of backpropagation for calculating gradients,

sampling noise, or even gate errors. Thus, our numerical analysis can be interpreted as a

“best case” setting for quantum computation where we disregard such inefficiencies and focus

solely on learnability. In Supplementary Note 5, we further study variations of the teacher-

student learning and random variational quantum eigensolver (VQE) [273] settings discussed

here. We also consider the training performance of VQE in finding the ground state of a

Heisenberg XYZ Hamiltonian [164]. Our supplemental results reinforce our findings here.

One may conjecture that it is plausible to learn the class of functions generated by

relatively shallow depth variational teacher circuits by parameterizing a shallow-depth stu-

dent circuit of the same form and training its parameters. In this so-called teacher-student

setup, we are guaranteed the existence of a perfect global minimum since recovering the

parameters of the teacher circuit achieves zero loss. In other words, the global minimum is

guaranteed to be achievable in the setting we consider here. Still, we showed earlier that

such circuits typically have many poor local minima, and are always hard to learn in the sta-

tistical query setting. Here, we provide numerical evidence of these findings for the QCNN

ansatz. Additional confirmation of these findings with a checkerboard ansatz is included in

Supplementary Note 5.

The quantum convolutional neural network (QCNN) presents an interesting test bed for

our analysis since it has been shown in prior work to avoid barren plateaus [275]. Never-

theless, the QCNN, like other models, is riddled with poor local minima in generic learning

tasks. For our analysis, we attempt to learn randomly generated quantum convolutional

neural networks (QCNNs) with a parameterized QCNN of the same form. In the QCNN,

both student and teacher circuits have parameterized 2-qubit gates at each layer followed

by 2-qubit pooling layers (see Supplementary Note 6 for more details). Each 2-qubit gate is

fully parameterized in the Lie algebra of the unitary group. Networks are trained to predict

the probability of the measurement of the last qubit in the teacher circuit. In other words,

the student network is trained on a classification problem defined by teacher network where,

by construction, perfect classification accuracy is known to be achievable. We benchmark
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Figure 2-2: Teacher-student evaluation for the 𝑛 qubit QCNN. The student circuit
is unable to learn the teacher circuit as the number of qubits grows, converging to a local
minimum of the loss landscape. The existence of a global optimum is guaranteed as the
teacher circuit is drawn from a random initialization of the same QCNN structure of the
student circuit. Here, for a ranging number of qubits, 100 student circuits are trained to
learn randomized teacher circuits of the same form and the resulting swarm plots of the final
training accuracy are shown.

performance with the classification accuracy, where a prediction is considered correct when

it predicts the most likely measurement of the last qubit correctly. Networks are trained

via the Adam optimizer [212] to learn outputs of 512 randomly chosen computational basis

states. QCNNs with 4, 8, 12, and 16 qubits have 32, 48, 64, and 64 trainable parameters,

respectively.

Fig. 2-2 plots the final training accuracy achieved over 100 random simulations for vary-

ing ranges of circuit sizes. For circuits with 4 qubits, the training is sometimes successful,

often achieving an accuracy above 85 percent on the training dataset. However, as the

number of qubits grows, even past 8 qubits, the optimizer is unable to recover parameters

which match the outputs of the teacher circuit. The results here show that the QCNN

circuit—which has O(log 𝑛) depth—still scrambles outputs to hinder learnability.

We now consider VQE. To analyze the performance of variational optimizers, we consider

problems and ansatzes which are capable of recovering the global minimum. We aim to find

the ground states of local Hamiltonians 𝐻𝑡 over 𝑛 qubits that take the form of single qubit

Pauli 𝑍 Hamiltonians conjugated by 𝐿* layers of two alternating unitary operators 𝑈1 and
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𝑈2 which are product unitaries on neighboring 2-local qubits:

𝐻𝑡 =
(︁

𝑈 †
2𝑈 †

1

)︁𝐿*
[︃

𝑛∑︁
𝑖=1

𝑍𝑖

]︃
(𝑈1𝑈2)𝐿*

+ 𝑛𝐼. (2.13)

The added identity matrix normalizes the Hamiltonian to have ground state with energy 0.

Since the ground state of
∑︀𝑛

𝑖=1 𝑍𝑖 is the state |1⟩⊗𝑛, we are guaranteed the existence of a

global minima when using a checkerboard ansatz of at least depth 𝐿*, since this ansatz can

“undo” the conjugation by unitary operators. In the remainder of this Section, we consider

equation 2.13 with 𝐿* = 4.

We measure the performance of optimization with two metrics. The first is the loss

function itself, which is the average energy ⟨𝜓| 𝐻𝑡 |𝜓⟩ of the VQE ansatz state |𝜓⟩ for the

given Hamiltonian 𝐻𝑡. The second is the trace distance to the ground state |𝜑𝑔⟩ of 𝐻𝑡, equal

to ‖ |𝜑𝑔⟩ ⟨𝜑𝑔| − |𝜓⟩ ⟨𝜓| ‖1/2. Both of these metrics converge to zero at the global minimum.
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Figure 2-3: Empirical analysis of VQE. (a) Scatter plot of the final loss and trace dis-
tance of the VQE state after 30000 steps of gradient descent optimization shows that the
algorithm converges to poorer local minima as the number of qubits grows. 24 simulations
are performed for each value of 𝑛. The algorithm always succeeds at obtaining the ground
state with 4 qubits, but progressively struggles more with added qubits. (b) The number
of layers needed to guarantee convergence to the ground state empirically grows exponen-
tially with the number of qubits. Here, we consider 4-layer Hamiltonians of the form of
equation 2.13 on 14 qubits where the number of layers 𝐿 in the ansatz is varied. When
the ansatz has 300 layers—enough that the number of ansatz parameters is larger than the
explored Hilbert space dimension—the model successfully converges to the ground state,
rather than remaining stuck in a poor local minimum.

We first aim to learn the ground state using a checkerboard ansatz by performing vanilla

gradient descent on 𝐿 = 𝐿* = 4 parameterized layers, equal in depth to the Hamiltonian

conjugation circuit and thus capable of recovering the ground state. In Fig. 2-3(a), we plot

the final values of the loss and trace distance for 24 randomly initialized VQE problems for
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a number of qubits ranging from 4 to 24. Similar results are observed when using more

advanced optimizers such as Adam (see Supplementary Note 6) [212]. Consistent with our

theoretical findings, convergence clusters around local minima far from the ground state,

particularly as the number of qubits grows.

Our theoretical results also imply the difficulty of training beyond a finite fraction of

the ground state energy in a VQE setting. Fig. 2-3(b) illustrates this phenomenon when

performing optimization on a 14 qubit ansatz. As more parameters are added to the ansatz

via increasing its depth 𝐿, the VQE algorithm performs better, but it is not until the number

of parameters is exponential in the problem size that convergence to a global minimum (or

even within a small additive error of the global minimum) is guaranteed. This is true even

though the ansatz is capable of expressing the ground state at 𝐿 = 4. Simulations here are

performed as before on random 𝐿* = 4 Hamiltonians of the form of equation 2.13.

2.3 Discussion

Though variational quantum algorithms—and quantum machine learning models in general—

have been cited as perhaps the most promising use case for quantum devices in the near

future [278], theoretical guarantees of their training performance have been sparse. Here, we

have excluded a wide class of variational algorithms by showing that in many settings, they

are in fact not trainable. We showed this in two different frameworks: first, in Section 2.2.2,

we studied various classes of quantum models in the statistical query framework. We showed

that in the presence of noise, exponentially many queries in the problem size are needed for

these models to learn. As a complementary approach, we also examined the typical loss

landscapes of variational quantum algorithms in the noiseless setting in Section 2.2.3, and

showed that even at constant depth these models can have a number of poor local minima

superpolynomially large in the problem size. We also numerically confirmed these results

for a variety of problems in Section 2.2.4. These results go beyond the typical studies on the

presence of barren plateaus, as many of the models we study here have gradients vanishing

only polynomially quickly in the problem size. Our work demonstrates that showing that

barren plateaus are not present in a model does not necessarily vindicate it as trainable.

These results, though they exclude a wide variety of variational quantum algorithms, still

leave room for hope in the usefulness of these algorithms. Particularly, our analysis in the
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noiseless setting of landscapes of variational quantum algorithms focuses on very general,

Hamiltonian agnostic ansatzes; in various instances, more focused ansatzes may be trainable.

For instance, as previously shown in [129], for certain classes of problems the quantum

approximate optimization algorithm (QAOA) [127] is provably able to outperform the best

unconditionally proven classical algorithms, even when taking into account the training of the

model. This is due to parameter concentration, where the global optimum for small problem

instances is close to the global optimum for large problem instances [56]. These results

demonstrate the power of good model initialization in variational quantum algorithms: even

if the total variational landscape is swamped with poor local minima, good initialization

may ensure that the optimizer begins in the region of attraction of the global minimum.

Though this is perhaps most relevant for the variational quantum eigensolver (VQE) [273]

and QAOA [127], where there exists physical intuition for potentially performant parameter

initializations, in more traditional machine learning settings this may manifest as good

performance on certain inputs to the model.

Variationally studying models with many symmetries may also avoid our poor perfor-

mance guarantees. Intuitively, our results here are the consequence of underparameteriza-

tion. Namely, unless the ansatz is parameterized such that the number of parameters grows

with the (local) Hilbert space dimension, the model is not trainable. Typically, this Hilbert

space dimension is exponentially larger than the number of parameters the ansatz uses to

explore it. However, if the model is heavily constrained by symmetries, this dimension

might be much smaller. Such models were studied numerically in [217, 335], where it was

shown that certain variational quantum algorithms optimize efficiently. Though often these

models can be solved classically when the symmetries are known, these symmetries may not

be known a priori. Indeed, one may be able to test for the presence of symmetries in a

given model by studying whether associated variational quantum algorithms are trainable.

Similar to these general symmetry considerations, known structure in the problem may also

allow one to build up hierarchical ansatzes that are able to be trained sequentially. We leave

further investigation in these directions to future work.

Finally, though many variational models fit the framework of equation 2.4, there exist

other settings of variational quantum algorithms. One class of such models includes quantum

Boltzmann machines, which attempt to model given quantum states via the training of

quantum Gibbs states [11]. When the full quantum Gibbs state is observed, it is known that
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these models are efficiently trainable [21], and numerically it is known that these models

are trainable even when the full state is not observed [11, 208]. Furthermore, though in full

generality preparing quantum Gibbs states is difficult, state preparation has been shown

to be efficient in certain regimes relevant to machine learning [208, 16, 357], potentially

giving an end-to-end trainable quantum machine learning model. We leave further analytical

investigation on the training landscapes of quantum Boltzmann machines to future work.

Our results contribute to the already vast library of literature on the trainability of

variational quantum models in further culling the landscape of potentially trainable quantum

models. We hope these results have the effect of focusing research efforts toward classes of

models that have the potential for trainability, and whittle down the search for practical use

cases of variational quantum algorithms.

2.4 Methods

2.4.1 The Statistical Query Learning Framework

We give a brief overview of the classical SQ model here, and provide a more detailed review

in Supplementary Note 2. Given an input and output space 𝒳 and 𝒴, let 𝒟 be a joint

distribution on 𝒳 × 𝒴. In the classical SQ model, one queries the SQ model by inputting a

function 𝑓 and receiving an estimate of E(𝑥,𝑦)∼𝒟[𝑓(𝑥, 𝑦)] within a given tolerance 𝜏 . As an

example, one can query a loss function ℓ for a model 𝑚� with parameters � by querying the

function ℓ(𝑚�(𝑥), 𝑦). A special class of statistical queries are inner product queries where

query functions 𝑔 are defined only on 𝒳 and the correlational statistical query returns an

estimate of E(𝑥,𝑦)∼𝒟[𝑔(𝑥) · 𝑦] within a specified tolerance 𝜏 .

In detail, the SQ models we consider take the forms below:

Definition 2.4.1 (Quantum correlational statistical query (qCSQ)). Assume there is a

target observable 𝑀 that we would like to learn on some distribution over states 𝒟. Applying

the correlational SQ model to the quantum setting, we define the query qCSQ(𝑂, 𝜏) which

takes in a bounded observable 𝑂 with ‖𝑂‖ ≤ 1 and a tolerance 𝜏 and returns a value in the

range:

E𝜌∼𝒟 [Tr(𝑂𝜌) Tr(𝑀𝜌) − 𝜏 ] ≤ qCSQ(𝑂, 𝜏) ≤ E𝜌∼𝒟 [Tr(𝑂𝜌) Tr(𝑀𝜌) + 𝜏 ] . (2.14)
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Definition 2.4.2 (Quantum unitary statistical query (qUSQ)). In the unitary compilation

setting, one aims to learn a target unitary transformation 𝑈* over a distribution 𝒟 of

input/output pairs of that unitary transformation. Here, the oracle qUSQ(𝑉 , 𝜏) takes in a

unitary matrix 𝑉 and a tolerance 𝜏 and returns a value in the range:

E𝜌∼𝒟

[︁
ℜ[Tr(𝑈 †

*𝑉 𝜌)] − 𝜏
]︁

≤ qUSQ(𝑉 , 𝜏) ≤ E𝜌∼𝒟

[︁
ℜ[Tr(𝑈 †

*𝑉 𝜌)] + 𝜏
]︁

. (2.15)

Importantly, if 𝒟 is a 1-design over 𝑛 qubit states, then the above can be simplified using

the formula E𝜌∼𝒟

[︁
ℜ[Tr(𝑈 †

*𝑉 𝜌)]
]︁

= 2−𝑛ℜ
[︁
Tr(𝑈 †

*𝑉 )
]︁

(see proof in Supplementary Note 3).

Queries to qUSQ are related to performing a Hadamard test [7], also a common subroutine

in variational algorithms [330].

The queries above take the forms of inner products, with ⟨𝑀1, 𝑀2⟩𝒟 = E𝜌∼𝒟 [Tr(𝑀1𝜌) Tr(𝑀2𝜌)]

and ⟨𝑈1, 𝑈2⟩𝒟 = E𝜌∼𝒟

[︁
ℜ
[︁
Tr(𝑈 †

1𝑈2𝜌)
]︁]︁

. The inner products also induce corresponding 𝐿2

norms: ‖𝑀‖𝒟 =
√︀

⟨𝑀 , 𝑀⟩𝒟. As the magnitude of this norm can change with the di-

mension, we introduce the quantity 𝐶𝑚𝑎𝑥 to denote the maximum value a query can take

for any target observable in the qCSQ model, i.e. 𝐶𝑚𝑎𝑥 = max𝑀 :‖𝑀‖≤1 ‖𝑀‖2
𝒟. For fair

comparison, we quantify noise tolerances and hardness bounds with respect to 𝐶𝑚𝑎𝑥. Note

that for the qUSQ model 𝐶𝑚𝑎𝑥 = 1, but in the qCSQ model, 𝐶𝑚𝑎𝑥 can decay with the

number of qubits under for example the Haar distribution of inputs.

A statistical query algorithm learns a function class if it can output a unitary or observ-

able that is close to any target in that class.

Definition 2.4.3 (qCSQ / qUSQ learning of hypothesis class). A given algorithm using

only statistical queries to qCSQ (qUSQ) successfully learns a hypothesis class ℋ consisting

of observables 𝑀 , ‖𝑀‖ ≤ 1 (unitaries 𝑈) up to 𝜖 error if it is able to output an observable

𝑂 (unitary 𝑉 ) which is 𝜖-close to the unknown target observable 𝑀 ∈ ℋ (𝑈 ∈ ℋ) in the

𝐿2 norm, i.e., ‖𝑀 − 𝑂‖𝒟 ≤ 𝜖 (‖𝑈 − 𝑉 ‖𝒟 ≤ 𝜖).

The statistical query dimension quantifies the complexity of a hypothesis class ℋ and is

related to the number of queries needed to learn functions drawn from a class, as summarized

in Theorem A.3.3.

Definition 2.4.4 (Statistical query dimension [53, 283]). For a distribution 𝒟 and concept

class ℋ where ‖𝑀‖2
𝒟 ≤ 𝐶𝑚𝑎𝑥 for all 𝑀 ∈ ℋ, the statistical query dimension (SQ-DIM𝒟(ℋ))
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is the largest positive integer 𝑑 such that there exists 𝑑 observables 𝑀1, 𝑀2, . . . , 𝑀𝑑 ∈ ℋ

such that for all 𝑖 ̸= 𝑗 : |⟨𝑀𝑖, 𝑀𝑗⟩𝒟| ≤ 𝐶𝑚𝑎𝑥/𝑑.

Theorem 2.4.5 (Query complexity of learning [312, 53]). Given a distribution 𝒟 on inputs

and a hypothesis class ℋ where ‖𝑀‖2
𝒟 ≤ 𝐶𝑚𝑎𝑥 for all 𝑀 ∈ ℋ, let 𝑑 = SQ-DIM𝒟(ℋ) be the

statistical query dimension of ℋ. Any qCSQ or qUSQ learner making queries with tolerance

𝐶𝑚𝑎𝑥𝜏 must make at least (𝑑𝜏2 − 1)/2 queries to learn ℋ up to error 𝐶𝑚𝑎𝑥𝜏 .

Since our setting differs slightly from the standard classical setting [312, 53], we include

a proof of the above in Supplementary Note 3. For example, if the hypothesis class is rich

enough to be able to express any 𝑛-qubit Pauli observable, then the statistical query dimen-

sion of that class is at least 4𝑛 over the Haar distribution of inputs since Pauli observables

are all orthogonal. This forms the basis for our resulting proofs of hardness, summarized in

Table 2.1 and proved in Supplementary Note 3.

Analogous to work in classical machine learning [139], one can perform noisy gradient

descent as a series of statistical queries. As an example, consider the task of learning a target

Hamiltonian 𝑀 by constructing a variational Hamiltonian 𝐻(�) = 𝑈(�)†𝐻𝑈(�) with

parameterized Pauli rotations and minimizing the mean squared error between expectations

of 𝑀 versus 𝐻(�) over a distribution of states 𝒟. Our loss function is

ℒ(�) = E𝜌∼𝒟

[︁
(Tr[𝑀𝜌] − Tr[𝐻(�)𝜌])2

]︁
. (2.16)

The parameter shift rule [293] provides a means to calculate the partial derivative of a

function 𝑓(𝜇) with respect to a parameter 𝜇 applied as a parameterized quantum gate 𝑒−𝑖𝜇𝐺

by calculating the function itself at two shifted coordinates. For example, for parameterized

Pauli gates (𝐺 ∈ 1
2{𝑍, 𝑋, 𝑌 }), this takes the form:

𝜕

𝜕𝜇
𝑓(𝜇) =

1

2

[︁
𝑓
(︁

𝜇 +
𝜋

2

)︁
− 𝑓

(︁
𝜇 − 𝜋

2

)︁]︁
. (2.17)

By applying the parameter shift rule [293], we can evaluate the gradient of the loss with

respect to parameter entry 𝜃𝑖 as

𝜕

𝜕𝜃𝑖
ℒ(�) = E𝜌∼𝒟

[︁(︁
Tr[𝐻(�)𝜌] − Tr[𝑀𝜌]

)︁(︁
Tr[𝐻(�+)𝜌] − Tr[𝐻(�−)𝜌]

)︁]︁
, (2.18)
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where �+ and �− are the values of the parameters shifted at the 𝑖-th entry according to the

parameter shift rule for the gradient. The quantity E𝜌∼𝒟
[︀
Tr[𝐻(�)𝜌]

(︀
Tr[𝐻(�+)𝜌] − Tr[𝐻(�−)𝜌]

)︀]︀
can be directly evaluated without statistical queries, and the quantity E𝜌∼𝒟[Tr[𝑀𝜌]

(︀
Tr[𝐻(�+)𝜌]−

Tr[𝐻(�−)𝜌]
)︀
] can be evaluated using 2 statistical queries to qCSQ where the tolerance 𝜏

accounts for the noise in the estimate.

As a second example, this time in the unitary compiling setting of qUSQ, we can evaluate

the commonly used procedure of measuring the inner product or average fidelity of 𝑛-qubit

states between a target unitary 𝑈* and a variationally chosen unitary 𝑉 (�) using statistical

queries analogous to a swap test on actual quantum hardware [250, 60, 197, 38]. With

slight abuse of notation, let |𝜑⟩ ∼ 𝒟 denote a distribution over pure states which forms

a 2-design. Then via averaging over 2-designs (see Supplementary Note 3 for details), the

average fidelity equals

E|𝜑⟩∼𝒟

[︁
𝐹
(︁

𝑈* |𝜑⟩ , 𝑉 (�) |𝜑⟩
)︁]︁

= E|𝜑⟩∼𝒟

[︁
| ⟨𝜑| 𝑉 (�)†𝑈* |𝜑⟩ |2

]︁
=

2−𝑛
⃒⃒
Tr(𝑉 (�)†𝑈*)

⃒⃒2
+ 1

2𝑛 + 1
.

(2.19)

Note, that the key quantity
⃒⃒
Tr(𝑉 (�)†𝑈*)

⃒⃒2
= ℜ[Tr(𝑉 (�)†𝑈*)]2+ℜ[𝑖 Tr(𝑉 (�)†𝑈*)]2 can be

evaluated up to a desired tolerance using statistical queries qUSQ(𝑉 (�), 𝜏) and qUSQ(𝑖𝑉 (�), 𝜏).

One important caveat must be noted that in the SQ setting, learning must succeed for all

values of the query within the given tolerance 𝜏 . Noise in quantum settings, which can arise

from sampling a finite data set, gate error, state preparation error, measurement sampling

noise, or other means does not exactly coincide with the assumed tolerance of an SQ model.

Nevertheless, though noise during optimization may appear unnatural in classical settings,

such noise in quantum settings is rather endemic and the SQ model allows one to rigorously

analyze the complexity of learning in the presence of noise.

2.4.2 The Loss Landscapes of Wishart Hypertoroidal Random Fields

The loss landscapes of Wishart hypertoroidal random fields (WHRFs; see Supplementary

Note 4 for a brief review) are known [20] to exhibit a computational phase transition governed

by the order parameter

𝛾 =
𝑙

2𝑚
, (2.20)
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Figure 2-4: Characteristic distribution of local minima. Plot of the asymptotic dis-
tribution of local minima of WHRFs with 𝑚 degrees of freedom on the 𝑙-torus in: the
extremely underparameterized regime, where 𝑙 ≪ 2𝑚; the moderately underparameterized
regime, where 𝑙 is a finite fraction of 2𝑚; and at the critical overparameterization regime,
where 𝑙 = 2𝑚. Here, the energy is scaled and shifted as per equation 2.9 so that global
minima have zero energy. In the underparameterized regime, only a fraction ∼ exp (−𝑚)
of the critical points are within any constant additive error of the global minimum. In the
overparameterized regime, local minima are exponentially concentrated at the global mini-
mum.

called the overparameterization ratio. Here, 𝑙 is the number of parameters of the WHRF, and

𝑚 its degrees of freedom (see Supplementary Note 4). When 𝛾 ≪ 1 (the underparameter-

ized regime), WHRFs exhibit poor local minima and thus are essentially untrainable; when

𝛾 ≥ 1 (the overparameterized regime), however, essentially all local minima of a WHRF are

close to the global minimum in function value. More specifically, when 𝛾 = o
(︁

1
log(𝑛)

)︁
, a

superpolynomially small (in 𝑛) fraction of the local minima are within any constant additive

energy error to the global minimum. When restoring units to the variational risk of equa-

tion 2.9, this is an error extensive in the problem size. The asymptotic expression of the

distribution of local minima is also known, which is given by (up to a normalization factor):

Crt0 (𝐸) ∼ e−𝑚𝐸𝐸𝑚−𝑙/2 (1 − 2𝐸)𝑙 (2.21)

for the density of local minima at any given energy 0 ≤ 𝐸 ≤ 1
2 , in units of the mean

eigenvalue of H (shifted such that the global minimum is at 𝐸 = 0). Representative plots

of this distribution in various parameterization regimes are shown in Fig. 2-4.

This distribution of local minima is calculated from the joint distribution of the WHRF

function value, its gradient, and its Hessian. Thus, by demonstrating the convergence of this
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joint distribution in the variational loss functions we consider to the analogous distribution

in WHRFs at a sufficient rate, we are able to show the same phase transition occurs in

variational loss functions. Our full proof is given in Supplementary Note 4.

Data Availability

The processed data generated and analysed for this study are available at https://github.

com/bkiani/Beyond-Barren-Plateaus and [200].

Code Availability

The code used for the current study is available at [200].
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Chapter 3

Quantum Wasserstein GAN

The previous chapter showed that care must be taken in the design of quantum machine

learning algorithms for them to work. Here, we consider the question of which distance

metrics to use when attempting to learn data that takes the form of quantum states. As

we will see, the inner product and distances derived from the inner product are not good

choices in learning settings as such a distance metric on average exponentially decays with

the number of qubits. This motivates us to consider a different distance metric based on

optimal transport theory which does not feature such exponential decay.

3.1 Introduction

A fundamental task in quantum machine learning is designing efficient algorithms for learn-

ing quantum states [42, 100, 314, 134, 1, 284, 237, 71, 79, 38], transformations [206, 250,

51, 280, 236, 70, 38, 299], and classical data stored as or generated by quantum states

[41, 231, 99]. In the general setup, one is given a target quantum object, say a target quan-

tum state, and aims to generate or approximate that target object by efficiently learning

parameters in a quantum circuit. For example, quantum generative adversarial networks

(qGAN) are parameterized sets of quantum circuits and quantum operators designed to

learn target states or transformations via optimization over the parameters of a quantum

generator and discriminator [237, 79].

A crucial component of a quantum machine learning algorithm is an objective function

(often a distance metric) which determines how close a generated object is to its target. This

choice of metric is important not only as a measure of performance but also as a means for
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optimization. For example, certain metrics lead to efficient algorithms for calculating gradi-

ents with respect to that metric, allowing algorithms to perform optimization via gradient

based optimizers (e.g., gradient descent). Naturally, for learning pure states, a common

choice for the distance metric is a function of the inner product between quantum states.

Similarly, for learning density matrices, researchers commonly choose distance metrics which

simplify to a function of the inner product when measuring the distance between pure states.

Previous approaches to learning quantum data have typically suffered from the presence

of vanishing gradients [246, 329, 78] and poor local minima [272, 253, 75] in the loss landscape

induced by the choice of distance metric. Intuitively, these “barren plateaus” and traps arise

due to the fact that random quantum states have inner product that diminishes exponentially

with the number of qubits. Our approach helps surmount these challenges by formulating

an algorithm which provides an efficient means for learning pure and mixed states using

the recently proposed quantum earth mover’s (EM) distance, also known as the quantum

Wasserstein distance of order 1 [108]. As we will demonstrate, the quantum EM distance is

a natural distance metric for optimization over local operations and avoids common pitfalls

faced by other distance metrics which reduce to functions of the inner product. This is in

agreement with results in classical machine learning, where algorithms employing the earth

mover’s distance are often more stable and avoid issues with vanishing or exploding gradients

[23, 84, 289, 322, 155] (see section B.1 for a more complete discussion of the literature and

section B.2 for a presentation of the classical EM distance). Intuitively, the quantum EM

distance can be interpreted as a continuous version of a quantum “Hamming distance", which

allows local gates to optimize over the few qubits on which they act instead of over some

global distance metric which often decays exponentially in the number of qubits.

In this work, we study the quantum EM distance from an applied setting and make the

following contributions. First, we overview the construction of the quantum EM distance

and analyze the properties of different quantum distance metrics and the loss landscapes

they produce in quantum machine learning settings. Here, we show that the quantum EM

distance has unique advantages over other common distance metrics. Then, to operationalize

the quantum EM distance, we devise a new heuristic method to approximate the quantum

EM distance efficiently given copies of quantum states. In learning settings, this leads to our

development of a quantum Wasserstein generative adversarial network (qWGAN) which is

a quantum analog to the classical Wasserstein generative adversarial network [23] (see also
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[79]). Importantly, like its classical analog, our qWGAN employs an earth mover’s distance

in its cost function. Numerical results show that our qWGAN is efficient at learning quantum

data with shallow circuits in various settings. Finally, we discuss near term applications of

our qWGAN for both classical and quantum problems.

3.2 Quantum distance metrics and quantum EM distance

To approximate or reconstruct a target probability distribution with a machine learning

algorithm, the choice of distance metric, measuring how well the approximating distribution

matches the target distribution, is crucial to the performance of the algorithm. Classically,

generative adversarial networks (GAN) provide a neural network approach for learning a

target probability distribution and generating new samples from the approximate distribu-

tion [147, 23]. The choice of loss metric for a GAN is a distance or divergence metric which

is minimized when the target and generated distributions coincide.

In the quantum setting, distance metrics between states or density matrices are employed

in the implementation of quantum generative adversarial networks (qGAN) [173, 79, 237,

75]. As in the classical setting, the choice of distance metric is crucial to the runtime

and performance of the quantum machine learning algorithm. Here, we consider common

distance metrics and show that the quantum earth mover’s (EM) distance recently defined

in [108] possesses desirable properties that are not found in the other metrics.

For a brief overview of the notation used in quantum mechanics, we refer the reader to

section B.3. Let 𝜌, 𝜎 ∈ C𝑁×𝑁 be the density matrices corresponding to two quantum states,

e.g., 𝜌 can be the quantum state generated by a GAN and 𝜎 is the target state. Until now,

common distance metrics employed to train quantum GANs have been unitarily invariant,

i.e., invariant with respect to the conjugation of both quantum states with the same unitary

matrix and reducing to a function of the inner product for pure states (i.e., orthogonal

projectors with rank one). Commonly used distance metrics in prior works include:

• Trace Distance: The simplest and most common choice (e.g., see [173, 42]) is the

trace distance:

𝐷1(𝜌, 𝜎) =
1

2
‖𝜌 − 𝜎‖1 , (3.1)

where ‖ · ‖1 denotes the trace norm, i.e., the sum of the singular values.

63



• Quantum Fidelity: Another common choice (e.g., see [38]) is the maximum absolute

value squared of the inner product between purifications of 𝜌 and 𝜎:

𝐹 (𝜌, 𝜎) = ‖√
𝜌

√
𝜎‖2

1 . (3.2)

𝐹 (𝜌, 𝜎) is often modified to arccos
√︀

𝐹 (𝜌, 𝜎) to construct a proper distance metric.

• Quantum Wasserstein Semimetric: Introduced in [79] as a quantum generaliza-

tion of the Wasserstein distance, this distance, denoted 𝑞𝑊 (𝜌, 𝜎), is calculated by

forming a coupling between quantum states 𝜌 and 𝜎 in C𝑁×𝑁 . The coupling is a

quantum state in
(︀
C𝑁×𝑁

)︀⊗2 whose marginal states are equal to 𝜌 and 𝜎, respectively.

The quantum Wasserstein semimetric is the minimum of the expectation value of the

projector onto the symmetric subspace of
(︀
C𝑁
)︀⊗2. 𝑞𝑊 does not satisfy the triangle

inequality, hence the name semimetric. Importantly, 𝑞𝑊 is unitarily invariant, and

for pure states, it reduces to a function of their inner product: for any |𝑢⟩ , |𝑣⟩ unit

vectors in C𝑁 , 𝑞𝑊 (|𝑢⟩⟨𝑢| , |𝑣⟩⟨𝑣|) = (1 − |⟨𝑣|𝑢⟩|2)/2. Further details can be found in

section B.4.

The quantum EM distance In this paper we consider the case of 𝑛 qubits, where

𝑁 = 2𝑛, and employ the quantum generalization of the Wasserstein distance of order 1 to

the states of 𝑛 qubits recently proposed in [108] and also known as the earth mover’s (EM)

distance. We adopt the latter terminology as it is more prevalent in the machine learning

community, hereby denoting the quantum EM distance with 𝐷𝐸𝑀 . Unlike all the previously

employed distances, the quantum EM distance is not unitarily invariant. We will show that,

similar to its classical counterpart [23], 𝐷𝐸𝑀 possesses several properties that are desirable

when learning quantum data.

The quantum EM distance of [108] is based on the notion of neighboring states. Two

quantum states of 𝑛 qubits are neighboring if they differ in only one qubit, i.e., if they

coincide after one qubit is discarded. The quantum EM distance is the distance that is in-

duced by the maximum norm that assigns distance at most one to any couple of neighboring

states. We denote with ‖ · ‖𝐸𝑀 the corresponding norm, whose analytical expression can

be found below. This definition enforces the continuity of the distance with respect to local

operations, i.e., any quantum operation acting on a single qubit can displace a state by at
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most one unit with respect to the quantum EM distance. Indeed, for the quantum states of

the computational basis the quantum EM distance recovers the classical Hamming distance

(equal to the number of elements that differ between two strings), i.e., for any two strings

of 𝑛 bits 𝑥 and 𝑦 we have 𝐷𝐸𝑀 (|𝑥⟩⟨𝑥| , |𝑦⟩⟨𝑦|) = ℎ(𝑥, 𝑦). More generally, for quantum states

diagonal in the computational basis, the quantum EM distance recovers the classical EM

distance. The quantum EM distance admits a dual formulation [108], based on the quan-

tum generalization of the Lipschitz constant, which is more suitable for implementation of

quantum GANs.

We denote with 𝒪𝑛 the set of 𝑛-qubit observables, i.e., the set of the 2𝑛 × 2𝑛 Hermitian

matrices. The quantum Lipschitz constant of the observable 𝐻 ∈ 𝒪𝑛 is

‖𝐻‖𝐿 = 2 max
𝑖=1, ..., 𝑛

min
{︁

‖𝐻 − 𝐻̃𝑖̄‖∞ : 𝐻̃𝑖̄ ∈ 𝒪𝑛 acts as identity on the 𝑖-th qubit
}︁

. (3.3)

The quantum Lipschitz constant defined above is a generalization of the Lipschitz constant

for the functions on strings of 𝑛 bits, and coincides with the classical Lipschitz constant

for the observables that are diagonal in the computational basis [108]. The quantum EM

distance between the quantum states 𝜌 and 𝜎 is equal to the maximum difference between

the expectation values on 𝜌 and 𝜎 of a quantum observable with Lipschitz constant at most

one:

𝐷𝐸𝑀 (𝜌, 𝜎) = max {Tr [(𝜌 − 𝜎) 𝐻] : 𝐻 ∈ 𝒪𝑛, ‖𝐻‖𝐿 ≤ 1} . (3.4)

When the quantum EM distance plays the role of a cost function in a machine learning

algorithm, it can be considered as an energy associated to the parameter configuration. For

this reason, we may refer to the observables 𝐻 in equation 3.4 as Hamiltonians.

Equivalently, the quantum EM distance can be also defined by its primal formulation

[108, Definition 6]:

𝐷𝐸𝑀 (𝜌, 𝜎) =
1

2
min

{︃
𝑛∑︁

𝑖=1

‖𝑋𝑖‖1 : 𝑋𝑖 ∈ 𝒪𝑛, Tr𝑖𝑋𝑖 = 0 ∀ 𝑖 = 1, . . . , 𝑛,

𝑛∑︁
𝑖=1

𝑋𝑖 = 𝜌 − 𝜎

}︃
.

(3.5)

To show why 𝐷𝐸𝑀 possesses desirable properties, we first consider the case where both

the target 𝜎 and the generated 𝜌 are pure states in a simple toy model. Here, as we will

show, undesirable critical points are clearly present and endemic to the loss landscapes for

metrics which are a function of the inner product between two pure states. In contrast, the
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quantum EM distance 𝐷𝐸𝑀 avoids these undesirable critical points. Finally, we generalize

the findings of this toy model to a larger class of quantum machine learning settings.

3.2.1 A simple toy model

In this section, we consider an intuitive example which shows the advantages of using the

quantum EM distance when the learning is performed over local quantum gates. Namely,

we show that the commonly used distance metrics which are a function of the inner product

between states feature two key issues in learning via local gates. First, the inner product

between a generated and target state fails to show improvement when gates are optimized

one by one or layer-wise [65]. Second, when parameters are initialized randomly, gradients

in this example decay exponentially when the distance metric is a function of the inner

product. The quantum EM distance avoids both of these drawbacks and allows for efficient

learning in this scenario.

In this toy model, the task at hand is to learn the correct values of parameters in the

circuit in Figure 3-1a to generate the GHZ state of 𝑛 qubits |𝐺𝐻𝑍𝑛⟩ = (|0𝑛⟩ + |1𝑛⟩) /
√

2.

This circuit consists of a parameterized Pauli X rotation on the first qubit and controlled

parameterized Pauli X rotations on later qubits (see section B.3 for description of Pauli

operators). When 𝑛 is a multiple of 4, setting 𝜃1 equal to 𝜋/2 and all other parameters

equal to 𝜋 will construct the target GHZ state.

Consider the case where one aims to maximize the fidelity 𝐹 between the generated state

|𝜓(𝜃)⟩ and the GHZ state |𝐺𝐻𝑍𝑛⟩. Given our circuit, 𝐹 takes a simple form:

𝐹 = | ⟨𝐺𝐻𝑍𝑛|𝜓(𝜃)⟩ |2 =

(︂
cos(𝜃1)√

2
+

∏︀𝑛
𝑖=1 sin(𝜃𝑖)√

2

)︂2

. (3.6)

The first problem associated with learning via 𝐹 is that the loss landscape has undesirable

local minima associated with the state |0𝑛⟩. Note that fixing any 𝜃𝑖 = 0 will force a learning

algorithm (e.g., gradient descent) to optimize the cos(𝜃1) term, converging to the state |0𝑛⟩.

In other words, if any algorithm aims to optimize the gates in a layer-wise fashion (e.g.,

optimizing 𝜃1, 𝜃2, . . . in order as in [305]), that algorithm will get stuck in the local optimum

at |0𝑛⟩.

Of course, in practice, parameters 𝜃 are typically initialized randomly so it is unlikely

that any 𝜃𝑖 = 0; however, even here, we have the second issue that gradients with respect to
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Figure 3-1: (a) Simple quantum circuit which can generate the GHZ state when parameter
values are appropriately chosen. (b) In learning settings, this circuit presents challenges for
loss metrics that are a function of the inner product between target and initial states.
Simulations show that, with a loss function such as fidelity (blue line), gradient based
optimizers eventually fail to find global optimum in virtually all instances when circuit
contains many qubits, instead converging to the state |0𝑛⟩. In contrast, the use of the
quantum EM distance (orange line) results in convergence to the global optimum in virtually
all instances tested. Here, optimization is performed for up to 105 steps using the Adam
optimizer (simulations with EM distance generally achieve convergence within about 1000
steps). Experiments are repeated 1000 times for each 𝑛 to estimate success probability. See
section B.5 for full details of experiments.
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𝜃2, 𝜃3, . . . , 𝜃𝑛 all decay exponentially with 𝑛 since the product of sine functions with random

parameter values decays exponentially to zero.

𝜕𝐹

𝜕𝜃𝑖
=

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

− cos 𝜃1 sin 𝜃1 + cos 2𝜃1
∏︀𝑛

𝑘=2 sin 𝜃𝑘 𝑖 = 1

+ sin 𝜃1 cos 𝜃1

(︀∏︀𝑛
𝑘=2 sin 𝜃𝑘

)︀2

cos 𝜃𝑖
∏︀

𝑘 ̸=𝑖 sin(𝜃𝑘)
[︀
cos(𝜃1) +

∏︀𝑛
𝑘=1 sin(𝜃𝑘)

]︀
𝑖 > 1

. (3.7)

Notably, 𝜕𝐹
𝜕𝜃𝑖

= 𝑂( 1
2𝑛 ) for 𝑖 > 1, but 𝜕𝐹

𝜕𝜃𝑖
= 𝑂(1) for 𝑖 = 1. For large 𝑛, 𝜕𝐹

𝜕𝜃1
≈

− cos 𝜃1 sin 𝜃1 indicating that gradient optimizers will converge to a poor local minimum

outputting the state |0𝑛⟩ (𝜃1 = 0 mod 2𝜋). In fact, since the loss function 𝐹 (equation

equation 3.6) takes a simple form, gradient descent on the parameters can be efficiently per-

formed classically, and results shown in Figure 3-1b show that gradient descent converges to

the undesirable local optimum associated with the |0𝑛⟩ state even as more qubits are added

(simulations stopped after 100000 steps of optimization).

The challenges described above are encapsulated by the feature of the inner product

that, for example, the states |0000⟩, |1000⟩, and even |1110⟩ are equally distant (orthogonal)

to the state |1111⟩ – i.e., local updates induce no change in the inner product distance

metric. Using a loss function with the quantum EM distance 𝐷𝐸𝑀 naturally avoids these

challenges. Since the quantum EM distance recovers the Hamming distance between two

computational basis states, local operations on one and two qubits can reduce 𝐷𝐸𝑀 as long

as those operations reduce the Hamming distance between the target and generated states.

For example, unlike the inner product distance metric, |1000⟩ and |1110⟩ are three and one

units away respectively from the state |1111⟩ in the quantum EM distance. In our toy model,

local gates, even when applied in isolation, result in changes to single qubits which either

reduce or increase the quantum EM distance.

If we set 𝜃1 = 𝜋/2, 𝜃2 = . . . = 𝜃𝑘 = 𝜋 and 𝜃𝑘+1 = . . . = 𝜃𝑛 = 0 in the quantum circuit

of Figure 3-1a, we obtain the quantum state |Ψ𝑘⟩ =
(︀
|0𝑘⟩ + (−𝑖)𝑘 |1𝑘⟩

)︀
|0𝑛−𝑘⟩ /

√
2. The

following Proposition 3.2.1 intuitively explains this success and shows that the sequence of

states |Ψ0⟩ = |0𝑛⟩ , |Ψ1⟩ , . . . , |Ψ𝑛⟩ = |𝐺𝐻𝑍𝑛⟩ gets closer and closer to the target state

|𝐺𝐻𝑍𝑛⟩, with a guaranteed improvement every two steps. The proof is in section B.6.

Proposition 3.2.1. For any 𝑘 = 0, . . . , 𝑛, let 𝐷𝑘 = 𝐷𝐸𝑀 (|Ψ𝑘⟩⟨Ψ𝑘|, |𝐺𝐻𝑍𝑛⟩⟨𝐺𝐻𝑍𝑛|).

We have 𝑛/2 ≤ 𝐷0 ≤ (𝑛 + 1)/2, 𝐷𝑛 = 0, and (𝑛 − 𝑘)/2 ≤ 𝐷𝑘 ≤
(︀
𝑛 − 𝑘 +

√
2
)︀

/2 for any
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𝑘 = 1, . . . , 𝑛 − 1. In particular, we have 𝐷𝑘+2 < 𝐷𝑘 for any 𝑘 = 0, . . . , 𝑛 − 2.

Furthermore, as shown in Figure 3-1b, optimization using the quantum EM distance is,

in virtually all cases, successful at learning the GHZ state. In the simulations for Figure 3-1b,

the quantum EM distance is efficiently estimated (lower bounded) using the dual formulation

by considering the expectation of the generated state over a subset of 𝑂(𝑛) Hermitian

operators 𝐻𝑖 all with Lipschitz constant equal to one.

𝐷̃𝐸𝑀 = max
𝐻𝑖

⃒⃒
⟨𝜓(𝜃)| 𝐻𝑖 |𝜓(𝜃)⟩ − ⟨𝐺𝐻𝑍𝑛| 𝐻𝑖 |𝐺𝐻𝑍𝑛⟩

⃒⃒
≤ 𝐷𝐸𝑀

(︀
|𝜓(𝜃)⟩ ⟨𝜓(𝜃)| , |𝐺𝐻𝑍𝑛⟩ ⟨𝐺𝐻𝑍𝑛|

)︀
,

(3.8)

where 𝐷̃𝐸𝑀 is the approximation which lower bounds 𝐷𝐸𝑀 by taking the maximum over

the 𝑂(𝑛) operators 𝐻𝑖 chosen for optimization of the circuit (see section B.5 for list of

operators). Using 𝐷̃𝐸𝑀 , we can successfully learn and generate the GHZ state regardless

of the size of the system. Given the simplified form of our circuit, calculating 𝐷̃𝐸𝑀 can

be efficiently performed using a classical computer and the methodology is detailed in sec-

tion B.5. Interestingly, though the subset of Hamiltonians considered in calculating 𝐷̃𝐸𝑀 is

significantly less than the total space of Hamiltonians available needed to exactly calculate

𝐷𝐸𝑀 , the simplified form of 𝐷̃𝐸𝑀 still suffices to completely learn the GHZ state. This

perhaps surprising fact is one motivation for our qWGAN, discussed later, which uses simi-

lar techniques to construct a general algorithm for learning quantum data in more complex

settings.

3.2.2 Properties of quantum EM distance in learning settings

For the EM distance over probability distributions, the classic work of [23] showed that

the EM distance has a number of properties that confer advantages in learning settings

over other distance metrics such as the total variational distance. Here, we show that our

quantum EM distance offers corresponding analogous properties when learning in quantum

settings. These properties provide intuitive explanations for why learning was so successful

in the toy model analyzed earlier. First, the quantum EM distance is super-additive with

respect to the tensor product [108, Proposition 4]:
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Proposition 3.2.2. For any two quantum states 𝜌, 𝜎 of 𝑛 qubits and any 𝑘 = 1, . . . , 𝑛 − 1,

𝐷𝐸𝑀 (𝜌, 𝜎) ≥ 𝐷𝐸𝑀 (𝜌1...𝑘, 𝜎1...𝑘) + 𝐷𝐸𝑀 (𝜌𝑘+1...𝑛, 𝜎𝑘+1...𝑛) , (3.9)

where 𝜌1...𝑘 and 𝜌𝑘+1...𝑛 are the marginal states of 𝜌 over the first 𝑘 and the last 𝑛−𝑘 qudits,

respectively, and analogously for 𝜎.

In the case of product states where 𝜌 = 𝜌1...𝑘 ⊗ 𝜌𝑘+1...𝑛 and 𝜎 = 𝜎1...𝑘 ⊗ 𝜎𝑘+1...𝑛, then the

above is an equality:

𝐷𝐸𝑀 (𝜌, 𝜎) = 𝐷𝐸𝑀 (𝜌1...𝑘, 𝜎1...𝑘) + 𝐷𝐸𝑀 (𝜌𝑘+1...𝑛, 𝜎𝑘+1...𝑛) , (3.10)

Intuitively, the Proposition above implies that operations which reduce the distance

between two states over a portion of their qubits will proportionally reduce the total distance

over all of the qubits. Note that no unitarily invariant distance can have this property. For

example, to learn a target state |𝐺𝐻𝑍2⟩ |1⟩, updating the state |000⟩ to |𝐺𝐻𝑍2⟩ |0⟩ results

in a significant improvement in the quantum EM distance but, since the updated state is still

orthogonal to the target state, no unitarily invariant distance will show any improvement.

As an aside, super-additivity is relevant in noisy contexts as it implies that if noise only

affects a small number of qubits, then the change in the EM distance is correspondingly

bounded by the number of qubits on which the noise acts.

A second useful property of the quantum EM distance is that it recovers the classical

earth mover’s distance for quantum states diagonal in the canonical basis, and in particular,

it recovers the classical Hamming distance for the quantum states of the computational basis

[108, Proposition 6]:

Proposition 3.2.3. Let 𝑝, 𝑞 be probability distributions on {0, 1}𝑛, and let

𝜌 =
∑︁

𝑥∈{0,1}𝑛

𝑝(𝑥) |𝑥⟩⟨𝑥| , 𝜎 =
∑︁

𝑦∈{0,1}𝑛

𝑞(𝑦) |𝑦⟩⟨𝑦| . (3.11)

Then, 𝐷𝐸𝑀 (𝜌, 𝜎) = 𝐷𝐸𝑀 (𝑝, 𝑞). In particular, the quantum EM distance between vectors of

the canonical basis coincides with the Hamming distance: 𝐷𝐸𝑀 (|𝑥⟩⟨𝑥|, |𝑦⟩⟨𝑦|) = ℎ(𝑥, 𝑦) for

any 𝑥, 𝑦 ∈ {0, 1}𝑛.

The above proposition implies that advantages conferred in classical machine learning
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algorithms when using the classical EM distance directly translate into quantum settings

when using the quantum EM distance. Finally, the quantum EM distance is always contained

between the trace distance and 𝑛 times the trace distance [108, Proposition 2]:

Proposition 3.2.4. For any two quantum states 𝜌, 𝜎,

𝐷1(𝜌, 𝜎) ≤ 𝐷𝐸𝑀 (𝜌, 𝜎) ≤ 𝑛 𝐷1(𝜌, 𝜎) . (3.12)

In particular, a small quantum EM distance guarantees that the trace distance is also

small and vice-versa. Thus, convergence in the quantum EM distance necessarily implies

convergence in more conventional quantum distance metrics such as fidelity or trace distance.

3.2.3 EM Distance Evaluation

As in the classical Wasserstein GAN [23], approximations to the EM distance are required to

construct learning algorithms that have efficient runtimes. Note, the quantum EM distance

can be exactly evaluated using algorithms for semidefinite programs [57, 317] which run in

time polynomial in the dimension of the quantum state and the number of constraints. Such

an exact approach would require algorithmic runtimes that are exponential in the number of

qubits and furthermore, do not lead to obvious methods for calculating the gradient of the

quantum EM distance. Instead, we provide a procedure below to estimate the quantum EM

distance between two distributions of quantum states using its dual formulation equation 3.4.

To avoid cumbersome computation of Lipschitz constants, we construct a parameterized

family of functions which preserve a quantum Lipschitz constraint upon optimization. Let

𝐻 =
∑︁

ℐ⊆{1, ..., 𝑛}

𝐻ℐ , (3.13)

where each 𝐻ℐ acts non-trivially only on the qubits in the corresponding set ℐ. Then,

Proposition 10 of [108] provides an upper bound to the quantum Lipschitz constant of a

Hamiltonian in terms of its local structure.

‖𝐻‖𝐿 ≤ 2 max
𝑖=1, ..., 𝑛

⃦⃦⃦⃦
⃦⃦ ∑︁

𝑖∈ℐ⊆{1, ..., 𝑛}

𝐻ℐ

⃦⃦⃦⃦
⃦⃦

∞

, (3.14)
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where the maximum is taken over the qubits. The notation 𝑖 ∈ ℐ ⊆ {1, . . . , 𝑛} indicates

that the sum is taken only over the set of operators which act non-trivially (i.e., not the

identity) on qubit 𝑖. Intuitively, since the Lipschitz constant bounds the change in a Hamil-

tonian induced by changes to a single qubit, the bound above can be viewed as a bound on

the maximum singular value of nontrivial operators thus also bounding the corresponding

Lipschitz constant. A natural choice for the operators 𝐻ℐ are a subset of the Pauli operators

which we explore in our construction of a quantum generative adversarial network next.

3.3 qWGAN Algorithm

Our quantum Wasserstein generative adversarial net (qWGAN) consists of a discriminator

and generator which approximates a target distribution over states 𝜌tar by “playing" a min-

max game. Here, the generator sets its parameters 𝜃 outputting a state 𝐺(𝜃), and the

discriminator 𝐻(𝑊 ) is a parameterized sum of Hermitian operators with weights 𝑊 . In

each iteration of optimization, the discriminator first sets its operator weights, outputting

a Hamiltonian 𝐻max which is the Hamiltonian maximizing our dual formulation estimate of

𝐷𝐸𝑀 (𝐺(𝜃), 𝜌tar). Then, a gradient update is performed on the parameters of the generator

𝜃. This iterative process is repeated either until convergence in the generator parameters

𝜃 or until a stopping criterion is reached. We detail the forms of the discriminator and

generator as well as the steps of the algorithm in this section.

3.3.1 Form of the discriminator

In an optimal scenario, a discriminator explores the complete set of Hamiltonians which have

Lipschitz constant less than or equal to one. However, this ideal case does not lend itself

to efficient algorithms, and we instead construct a discriminator which efficiently estimates

(lower bounds) the quantum EM distance. The discriminator we choose is a parameterized

sum of strings of Pauli operators:

𝐻(𝑊 ) =
∑︁

𝑃1, ..., 𝑃𝑛∈{𝐼,𝑋,𝑌,𝑍}

𝑤𝑃1...𝑃𝑛 𝜎
(1)
𝑃1

⊗ 𝜎
(2)
𝑃2

⊗ . . . ⊗ 𝜎
(𝑛)
𝑃𝑛

, (3.15)

where 𝜎𝐼 is the 2 × 2 identity matrix, 𝜎𝑋 , 𝜎𝑌 and 𝜎𝑍 are the Pauli matrices, superscripts

specify the qubit on which the corresponding Pauli matrix acts and each 𝑤𝑃1...𝑃𝑛 is the
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trainable parameter for the corresponding Pauli string 𝜎
(1)
𝑃1

⊗ 𝜎
(2)
𝑃2

⊗ . . . ⊗ 𝜎
(𝑛)
𝑃𝑛

. To simplify

notation, we denote the set of all trainable parameters as 𝑊 . Finding the exact Lipschitz

constant of the Hamiltonian equation 3.15 can be computationally expensive. However,

noting that Pauli operators have infinity norm of 1 and applying the triangle equality,

equation 3.14 provides an easily computable upper bound to ‖𝐻(𝑊 )‖𝐿, which we denote

with ‖𝐻(𝑊 )‖𝐿̃:

‖𝐻(𝑊 )‖𝐿̃ = 2 max
𝑖=1, ..., 𝑛

∑︁
𝑃1, ..., 𝑃𝑛∈{𝐼,𝑋,𝑌,𝑍}:𝑃𝑖 ̸=𝐼

|𝑤𝑃1...𝑃𝑛 | ≥ ‖𝐻(𝑊 )‖𝐿 . (3.16)

The Hamiltonian equation 3.15 has 4𝑛 parameters and is impractical to train. For this

reason, we restrict optimization to operators that contain only terms acting on few qubits.

One option is to choose the set of 𝑘-local (i.e., acting on 𝑘 qubits and not necessarily

geometrically local) Pauli operators as the discriminator. We denote with 𝒪(𝑘)
𝑛 the linear

span of such operators. For example, the most general element of 𝒪(2)
𝑛 is

𝐻(𝑊 ) = 𝑤𝐼 +

𝑛∑︁
𝑖=1

∑︁
𝑃 ∈{𝑋,𝑌,𝑍}

𝑤
(𝑖)
𝑃 𝜎

(𝑖)
𝑃 +

𝑛−1∑︁
𝑖=1

𝑛∑︁
𝑗=𝑖+1

∑︁
𝑃, 𝑄∈{𝑋,𝑌,𝑍}

𝑤
(𝑖,𝑗)
𝑃,𝑄 𝜎

(𝑖)
𝑃 ⊗ 𝜎

(𝑗)
𝑄 , (3.17)

where each 𝑤𝐼 , 𝑤
(𝑖)
𝑃 and 𝑤

(𝑖,𝑗)
𝑃, 𝑄 is the trainable parameter for the corresponding Pauli oper-

ator. For 𝑘 ≪ 𝑛, there are 𝑂(𝑛𝑘) total terms in the above summation, polynomial in the

number of qubits.

We can now define an approximated EM distance by restricting the optimization in

equation 3.4 to 𝑘-local Hamiltonians and replacing the exact Lipschitz constant with the

approximated Lipschitz constant equation 3.16:

𝐷
(𝑘)
𝐸𝑀 (𝜌, 𝜎) = max

{︁
Tr [(𝜌 − 𝜎) 𝐻] : 𝐻 ∈ 𝒪(𝑘)

𝑛 , ‖𝐻‖𝐿̃ ≤ 1
}︁

. (3.18)

The approximated quantum EM distance is increasing with respect to 𝑘 and provides a

lower bound to the exact quantum EM distance, i.e., for any two quantum states 𝜌 and 𝜎,

𝐷
(1)
𝐸𝑀 (𝜌, 𝜎) ≤ 𝐷

(2)
𝐸𝑀 (𝜌, 𝜎) . . . ≤ 𝐷

(𝑛)
𝐸𝑀 (𝜌, 𝜎) ≤ 𝐷𝐸𝑀 (𝜌, 𝜎) . (3.19)

The order 𝑘 of Pauli operators can be tuned to the complexity of a given problem. To
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learn truly random states, access to the full set of Hamiltonian operators is needed, but in

many cases, especially when learning data generated by shallow circuits or data that can be

discriminated via reduced density matrices, learning using only lower order Pauli operators

can be effective.

The approximated EM distance equation 3.18 can be computed with the following linear

program, which can be efficiently solved. To simplify notation, we assume all parameters are

enumerated in a list 𝑊 = {𝑤1, 𝑤2, . . . , 𝑤|𝑊 |}. For each parameter 𝑤𝑖, we let ℐ𝑖 be equal to

the set of qubits which the corresponding Pauli string acts on. Thus, with |𝑊 | parameters

and 𝑛 qubits, one maximizes the following linear program:

maximize
|𝑊 |∑︁
𝑗=1

𝑐𝑗𝑤𝑗

subject to
∑︁

𝑗:𝑖∈ℐ𝑗

|𝑤𝑗 | ≤ 1, 𝑖 = 1, ..., 𝑛

(3.20)

where 𝑐𝑗 is the trace of the product between the 𝑗-th Pauli string and 𝐺(𝜃)−𝜌tar. i.e., assum-

ing 𝑤𝑗 is associated to Pauli string 𝜎
(𝑎)
𝑃𝑎

𝜎
(𝑏)
𝑃𝑏

. . . 𝜎
(𝑘)
𝑃𝑘

, then 𝑐𝑗 = Tr
[︁
(𝐺 − 𝜌tar)𝜎

(𝑎)
𝑃𝑎

𝜎
(𝑏)
𝑃𝑏

. . . 𝜎
(𝑘)
𝑃𝑘

]︁
.

In the above formulation, there exists a constraint for each qubit 𝑖 limiting the sum of mag-

nitudes of operators acting on that qubit to less than or equal to one.

The linear program in equation 3.20 can be transformed into a standard form linear

program with 𝑛 constraints (one for each qubit), which outputs a sparse set of at most 𝑛

non-zero weights [47] (the number of non-zero variables in linear programs in standard form

is at most the number of constraints). Specifically, the linear program will output 𝑛active ≤ 𝑛

operators with non-zero weights, called active operators, constructing a Hamiltonian 𝐻max

which is passed onto the generator for optimization:

𝐻max =

𝑛active∑︁
𝑖=0

𝑤*
𝑖 𝐻*

𝑖 , (3.21)

where 𝑤*
𝑖 and 𝐻*

𝑖 are the weights and active operators respectively. As an example, we show

in section B.8 that for product states, the linear program outputs an optimal Hamiltonian

composed of single qubit Pauli terms chosen by selecting the single qubit Pauli term which

has the greatest contribution on each qubit (thus 𝑛𝑎𝑐𝑡𝑖𝑣𝑒 = 𝑛 in this setting). Since 𝑛active ≤

𝑛, gradient updates on the generator which aims to minimize the expectation of 𝐻max can
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be performed. However, this efficiency comes at the cost of potentially missing certain

active operators in the optimal Hamiltonian. Equation 3.21 is naturally biased towards

including low order operators in its set of active operators. Especially for problems where the

optimization needs to access higher order operators, this methodology may fail to perform

effectively.

section B.8 compares values of the estimated distance 𝐷
(2)
𝐸𝑀 with the actual distance

𝐷𝐸𝑀 for random states generated by shallow circuits showing that there is a correlation

between the two measures, although the approximation may introduce an unwanted bias.

As we show in section B.7, restricting the optimization over operators to terms acting on

few qubits does not affect the value of the distance, since the optimal unconstrained Hamil-

tonian for the maximization problem equation 3.20 contains only these terms whenever the

coefficients 𝑐𝑗 associated to single Pauli operators are all Ω(1). Furthermore, since operators

only act on few qubits, efficient algorithms from [176, 177] can be applied to calculate the

expectations of |𝑊 | Pauli operators in equation 3.17 using 𝑂(log |𝑊 |) copies of the gener-

ated and target states. If a large number of higher order Pauli terms are included in the

decomposition above, such logarithmic dependence may no longer hold.

We stress that the approximation employed here is the central limitation in successfully

applying our qWGAN model. Improving this approximation is crucial to expanding the

scope of application of our qWGAN beyond the assorted examples provided in section 3.4.

Generally, there are two paths by which one can improve the approximation. The first

path consists of identifying a more optimal relaxation to the semidefinite program in com-

parison to the linear relaxation of Equation 3.20. Existing quantum algorithms for solving

semidefinite programs [57, 317] may help in realizing this goal. The second path consists

of finding methods to more optimally choose the subset of Hamiltonians or Pauli operators

included in the approximation. In some cases, higher order Pauli operators are needed to

distinguish states and avoiding these altogether may produce sub-optimal results. In light

of this, we describe below one technique that empirically helps in finding a good subset of

Pauli operators.

Optional cycling of operators Over a small number of steps of optimization, changes to

the expectations of operators 𝑐𝑗 are expected to be very small. Therefore, if the expectation

of a given operator in the discriminator is small, it is unlikely that the operator will be
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chosen as an active operator over the course of optimization. Therefore, one has the option

of removing these “bad" operators and including new operators (here, we choose the new

operators uniformly randomly from the set of all Pauli operators) into the set of operators

over which the discriminator optimizes. Many choices exist for cycling operators; here, we

opt for a simple choice where operators are cycled out when the expectation of an operator is

below a threshold equal to 𝑃 (min𝑖 𝑐*
𝑖 ) (i.e., minimum taken over all active operators) where

0 < 𝑃 ≤ 1. When an operator is cycled out, a random Pauli operator is then included in the

discriminator’s set of operators including potentially Pauli operators that were removed in

earlier cycles. Cycling operators may, of course, be detrimental if operators are cycled out

that end up being useful during later phases of training. Nevertheless, in our experiments,

we often find that the amount of cycling can serve as another tunable hyperparameter for

improving the performance of our qWGAN.

3.3.2 Form of the generator

In its most general form, a generator is an object or function, that when given an input (po-

tentially a sample from a random variable), outputs a state which approximates or produces

a sample drawn from a distribution close to the target distribution. Similar to classical

machine learning where neural networks are customized to given settings – e.g., convolu-

tional neural networks optimized for image analysis [215, 153, 221] and transformer networks

optimized for text analysis [319, 59, 113] – the form of the generator in our quantum algo-

rithm can and should be customized to the specific problem setting. Many options exist for

constructing a generator including parameterized quantum circuits [43, 119] and quantum

neural networks [298, 295, 209, 98]. The form of the generator determines the space of func-

tions which a generator can access, and ideally this space should overlap with the function

of the target object. Given we can only cover a limited class of generators in our analysis, we

focus here on a single, though generic, form for the generator, encouraging future research

to construct and analyze generators customized to specific applications in quantum machine

learning.

In this generic formulation, the generator 𝐺(𝜃) is a function which maps a starting state

|𝜓0⟩ ⟨𝜓0| to a density matrix 𝜌 representing the distribution over quantum states that one

aims to reconstruct. As in [79], our generator is constructed by a set of probabilities and
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associated parameterized unitaries {(𝑝1, 𝑈1), . . . , (𝑝𝑟, 𝑈𝑟)}:

𝐺(𝜃) =

𝑟∑︁
𝑖=1

𝑝𝑖𝑈𝑖 |𝜓0⟩ ⟨𝜓0| 𝑈 †
𝑖 , (3.22)

where we use 𝜃 to denote the set of all parameters for the generator which includes the

probabilities 𝑝𝑖 and parameters for each unitary 𝑈𝑖. 𝑟 is the maximum rank of the output

density matrix which can be tuned as a hyperparameter. Later, we consider 𝑈𝑖 constructed

by parameterized quantum circuits with one and two qubit gates. The choice of these

parameterized circuits depends on the nature of the problem (see section 3.4 for examples).

3.3.3 qWGAN optimization procedure

The algorithm for the qWGAN detailed in algorithm 1 iteratively optimizes parameters

of the generator and discriminator, consistent with methods used in classical GANs [23].

The following two steps are repeated until convergence in the parameters of the generator 𝜃.

First, the parameters 𝑤 are updated using the linear program equation 3.20 to maximize the

quantum EM distance 𝐷𝐸𝑀 in equation equation 3.4. Then, a gradient update is performed

on the parameters of the generator 𝜃.

Algorithm 1 qWGAN with quantum earth mover’s distance

Require: initial discriminator operators: 𝐻
[0]
𝑖 ◁ e.g., set of 2-local Paulis

Require: initialization of generator parameters: 𝑝
[0]
𝑖 and 𝜃

[0]
𝑖

Require: hyperparameters for generator optimizer (e.g., learning rate 𝛼)
1: while 𝜃, 𝑝 have not converged do ◁ alternatively, stop after 𝑇 steps

discriminator optimization:
2: measure operator expectations: 𝑐𝑖 ← Tr [𝐻𝑖(𝐺(𝜃) − 𝜌tar)]
3: find 𝑤*

𝑖 , 𝐻*
𝑖 (linear program, equation equation 3.20) ◁ 𝐻max =

∑︀
𝑖 𝑤*

𝑖 𝐻*
𝑖

4: optional: cycle operators
generator optimization:

5: find gradients 𝑔𝑝, 𝑔𝜃 of Tr [𝐺(𝜃)𝐻max] ◁ see section B.9
6: perform gradient update on 𝜃 and 𝑝 ◁ e.g., 𝜃 ← 𝜃 − 𝛼𝑔𝜃

3.3.4 Properties of the gradient

As stated earlier, one can calculate the gradients with respect to the parameters of the

unitary operator implemented by the circuit (step 5 in algorithm 1) via the parameter shift

rule [293]. As an example, let 𝐺(𝜃) be generated by the quantum circuit that implements

77



the unitary operator

𝑈(𝜃) =
∏︁

𝑘

𝑈𝑘 𝑒−𝑖𝜃𝑘𝑃𝑘 , (3.23)

where each 𝑈𝑘 is a unitary operator that does not contain any parameter and each 𝑃𝑘 is a

generalized Pauli operator. Then, given an optimal Hamiltonian 𝐻max, one can calculate

the gradient as follows for a given parameter 𝜃𝑘:

𝜕

𝜕𝜃𝑘
Tr [𝐺(𝜃)𝐻max] = Tr [𝐺(𝜃+)𝐻max] − Tr [𝐺(𝜃−)𝐻max], (3.24)

where 𝜃+ and 𝜃− are the values of the parameters shifted by 𝜋
4 in either direction for the

entry corresponding to 𝜃𝑘 [293]. This parameter-shift rule has the benefit that the equation

for the gradient is in fact exact (not an approximation). Gradients for each individual

parameter must be calculated using separate circuit evaluations.

Prior work has shown that local cost functions avoid barren plateaus up to poly-logarithmic

depth in the circuit [78]. Due to the super-additivity property of the quantum EM distance

and the construction of the linear relaxation in equation 3.20, the optimal Hamiltonian is

heavily biased towards local terms and thus fits into this regime. We formalize this below by

showing that high order Pauli strings acting nontrivially on 𝑘 qubits must have magnitude

greater than 𝑘 times the smallest single qubit Pauli contribution to the optimal Hamiltonian

𝐻max.

Proposition 3.3.1. Let 𝑤* : {𝐼, 𝑋, 𝑌, 𝑍}𝑛 → R be the set of parameters that achieve the

maximum in equation 3.20, and let

𝑎 = min
𝑖=1, ..., 𝑛

max
𝑃 =𝑋,𝑌,𝑍

⃒⃒⃒
Tr
[︁
(𝐺(𝜃) − 𝜌tar) 𝜎

(𝑖)
𝑃

]︁⃒⃒⃒
. (3.25)

Then, 𝑤*
𝑃1...𝑃𝑛

= 0 for any 𝑃1, . . . , 𝑃𝑛 ∈ {𝐼, 𝑋, 𝑌, 𝑍} such that

|𝑐𝑃1...𝑃𝑛 | < 𝑎 |{𝑖 = 1, . . . , 𝑛 : 𝑃𝑖 ̸= 𝐼}| . (3.26)

In particular, 𝑤*
𝑃1...𝑃𝑛

= 0 for any Pauli string that acts nontrivially on more than 2/𝑎

qubits.

The proof of the above is deferred to section B.7. As a corollary of the above, any

global 𝑘-qubit Pauli term that appears in the optimal Hamiltonian must exceed the sums of
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the maximum single qubit Pauli terms on the 𝑘 qubits on which it acts. Thus, the optimal

Hamiltonian 𝐻max will be at most 2/𝑎-local which is constant when the expectation of single

qubit Paulis is Ω(1). In these settings, the qWGAN will avoid barren plateaus whenever the

generator has depth that does not grow faster than logarithmically in the number of qubits

(see Theorem 2 of [78]).

3.4 Experiments

Here, we provide examples of settings where the qWGAN is effective at learning quantum

data. We apply the qWGAN directly to the toy model of subsection 3.2.1 and also consider

a more general scenario where the qWGAN learns states generated by a mixing circuit

previously known to suffer from barren plateaus [246, 78, 180]. In section B.10, we include

results for the qWGAN in two other scenarios: one where the generator is a circuit formed by

a quantum alternating operator ansatz (QAOA) [130, 157, 128] and one where the qWGAN

is tasked with learning mixed states. The Adam optimizer with a default learning rate of

0.01 was used to train the qWGAN [212]. Details on the structure of the quantum circuits

and on how the simulations were performed are provided in section B.11 and section B.12,

respectively.

Learning the GHZ state The 𝑛-qubit GHZ state is an entangled state which requires

a simple circuit of depth 𝑛 to construct. However, as noted in subsection 3.2.1, the correct

parameters of this circuit are hard to learn when using cost metrics that are a function of

the inner product between the generated and target GHZ state. Continuing our analysis, we

show that our qWGAN is especially efficient and effective at learning the correct parameters

of a circuit to generate the GHZ state.

As shown in Figure 3-2, our qWGAN efficiently generates the 𝑛 = 8 qubit GHZ state in

around 500 steps of optimization– results for circuits of different size are also consistent with

this analysis and detailed in section B.10. The generator circuit has 𝑛 + 2 parameters and

depth 𝑛. Simulations are repeated 50 times across random initializations. The discriminator

starts with access to 𝑘 = 2 local Pauli operators, cycling out “bad” operators every five

steps. Estimated EM loss is also plotted in Figure 3-2 (normalized by dividing by the

number of qubits), which is equal to the quantum EM distance as measured by the active

operators in the discriminator (lower bounding the actual quantum EM distance). Jumps
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Figure 3-2: The qWGAN consistently generates the 8 qubit GHZ state. Estimated EM
loss (quantum EM distance estimated by active operators) is plotted in grey alongside the
fidelity in blue. EM distance is normalized to a maximum of one by dividing by the number
of qubits. Percentiles are calculated across 50 simulations. Individual simulations are plotted
as transparent lines.

in the estimated EM loss can be observed when operators are cycled and later become

active, highlighting the importance of randomly cycling operators in these simulations. It

is interesting to note that during the early phases of learning, the qWGAN often optimizes

the EM distance while temporarily decreasing the fidelity. This learning profile is typically

associated with transitions from the state |0𝑛⟩ to the GHZ state. As our toy model indicated,

this transition characterized by a temporary decrease in the fidelity is needed to reach the

global optimum.

Teacher-student learning To analyze our qWGAN in a more general setting, we consider

a “teacher-student" setup where the circuit used to generate the target state and perform

learning are both of the form shown in Figure 3-3a. This circuit is a generic mixing circuit

also studied in [246, 78, 180] where barren plateaus in the loss landscape are observed. For

our simulations, the target state 𝜑tar is generated by a depth 2 circuit (i.e. gates shown

in Figure 3-3a repeated twice) with parameters drawn i.i.d. from the standard normal

distribution. As a point of comparison, we compare our qWGAN to a quantum GAN

equipped with the loss function 𝐹 = 1 − |⟨𝜑tar|𝜑(𝜃)⟩|2 which is a function of the inner

product between the target and generated state. Figure 3-3b shows that when a circuit

of the same form is used to learn the target state, gradients of 𝐹 (function of the inner

product) decay exponentially with more qubits whereas gradients of the quantum EM loss

function remain constant. Note that the exponentially decaying gradients for the inner
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product loss metrics are observed here for constant depth shallow circuits. This result

further confirms that loss landscapes for the quantum EM distance avoid common pitfalls

faced by conventional distance metrics including the Wasserstein semi-metric proposed in

[79].
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Figure 3-3: (a) Single layer of mixing circuit consisting of alternating layers of parameterized
Pauli Y rotations and parameterized Pauli Z-Z rotations applied to pairwise qubits. Here,
the form of the circuit is shown for six qubits. (b) Learning using two layers of mixing
circuit (shallow, constant depth) results in exponentially decaying gradients for conventional
loss metrics. Gradients of the qWGAN remain constant while gradients with respect to a
loss metric as a function of the inner product decay exponentially in the number of qubits.
Gradients are calculated at first step of optimization and ℓ1 norm is divided by 𝑛 to normalize
to the number of parameters in the circuit. Findings are consistent when the average is
taken for the ℓ2 norm or of individual gradient entries as shown in section B.10. Results are
averaged across 100 simulations for each data point.

Furthermore, as shown in Figure 3-4, the qWGAN successfully learns the states con-

structed by 𝑛 = 8 qubit teacher circuits using student circuits of depth 4. This circuit has

96 trainable parameters. Simulations are repeated 50 times across random initializations in

Figure 3-4. Target states are generated by drawing the parameters of the teacher circuit i.i.d.

from the standard normal distribution. Learning is typically achieved within a few hundred

steps of optimization. In these simulations, the discriminator for the qWGAN contains all

order 2 Pauli operators and no cycling of the operators was performed. We find that, in

general, learning in the teacher-student setting is best achieved when the student circuit is

deeper than the teacher circuit. Furthermore, due to the approximations made in calcu-

lating the quantum EM distance, we find that our algorithm struggles to learn especially

deep 8-qubit teacher circuits which are four layers or more in depth. For these deeper target
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circuits, we suspect that higher order Paulis are needed to efficiently estimate the quantum

EM distance, and further improvements to the optimization must be made to incorporate

these higher order Paulis in the estimation procedure. Additional simulations for different

circuit sizes are shown in section B.10.
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Figure 3-4: The student circuit is able to approximate well the state generated by the teacher
circuit. Here, the target is constructed by randomly setting the parameters of a depth 2
mixing circuit (teacher circuit). The qWGAN, equipped with a depth 4 generator circuit,
successfully learns the target state by optimizing over the quantum EM distance. Estimated
EM loss (quantum EM distance estimated by active operators) is plotted in grey alongside
the fidelity in blue. EM distance is normalized to a maximum of one by dividing by the
number of qubits. Percentiles are calculated across 50 simulations. Individual simulations
are plotted as transparent lines.

3.5 Discussion

As interest in quantum machine learning algorithms has flourished, recent research has high-

lighted the challenges associated with learning using quantum computers. At the root of

these challenges are adverse properties of loss landscapes in quantum machine learning set-

tings, perhaps most notably that loss landscapes have poor local minima and exponentially

decaying gradients. In this work, we show that the loss landscape induced by the quantum

EM distance can potentially confer advantages in machine learning settings, especially when

optimization is performed over local gates in shallow circuits. Our results provide a new ap-

proach to constructing loss landscapes which can avoid common quantum machine learning

roadblocks.

For the specific application of learning quantum data, we have proposed a qWGAN

which leverages the quantum EM distance to produce an efficient learning algorithm. In
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accord with its classical counterpart [23], we show that our qWGAN can potentially improve

convergence and stability in learning quantum data. Nevertheless, the qWGAN struggles

in learning more “random" data or data generated from deep circuits. These challenges

stem from two approximations made in the learning procedure. First, to ensure runtime

efficiency, the discriminator was restricted to measuring a subset of local Pauli operators.

Second, the optimization statement to calculate the quantum EM distance was relaxed into

a linear program to ensure it can be efficiently calculated classically. Though this estimated

distance is well correlated to the true distance when learning certain structured states like

the GHZ state or states generated by shallow circuits, it fails to tightly bound the quantum

EM distance in more challenging settings. Looking forward, improving the bounds given by

relaxations of the quantum EM distance can potentially allow for application of our qWGAN

in these more challenging settings.

Beyond the test cases studied here, the qWGAN has many potential applications. In

quantum controls, one can use it to search for robust or optimal control parameters [138, 266].

For unsupervised learning, the qWGAN provides a framework and approach to quantum cir-

cuit compression, data encoding, and sampling [294, 286, 188]. For quantum error correction,

one can use a qWGAN to develop new techniques for constructing quantum error codes or

assisting error correction procedures [257, 33, 37, 187].
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Chapter 4

Efficient classical algorithms for

simulating symmetric quantum

systems

Quantum algorithms in general struggle with a version of the curse of dimensionality as-

sociated to the exponentially growing 2𝑛 dimensional vector space of 𝑛 qubits. Systems

constrained under symmetry live in subspaces of dimension less than 2𝑛 that can grow much

slowly, perhaps even polynomially with 𝑛. This raises the question of whether quantum

advantage may exist in such situations where the quantum system we aim to learn is con-

strained under symmetries. This work studies that question showing that the answer is

not so simple; if the system is constrained too much, then there may also exist classical

algorithms that can perform learning in polynomial time.

4.1 Introduction

In the physical sciences, symmetries are useful for simplifying difficult computational tasks

by reducing the effective degrees of freedom of the problem. This general principle has been

used to find exact solutions to many problems, such as integrable systems [48], topological

fixed-point models [222], or conformal field theories [39]. There has been a hope that similar

symmetries may enable the efficiency of quantum algorithms for simulating or finding the

ground state of a symmetric Hamiltonian. Indeed, it is known that there exist theoretical
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guarantees for quantum algorithms for finding the ground state [292] and fast-forwarding

quantum dynamics [154] of Hamiltonians which commute under the action of the symmetric

group S𝑛 on qubits. It has also numerically been shown that quantum algorithms are

capable of finding the ground state of certain integrable systems [335, 20] even when the

symmetry is not explicitly given to the quantum algorithm a priori. Furthermore, prior work

used Lie algebraic methods to efficiently classically simulate operators restricted to a Lie

algebra whose dimension is polynomially large (independent of the potentially exponentially

large Hilbert space dimension) [307, 349]. Quantum machine learning models that are

symmetry equivariant are also believed to be more efficiently trainable than their general

counterparts [344, 19, 73, 247, 218, 282]. These quantum models are partly inspired by

classical neural network models that have enjoyed much recent success [58, 338, 94]. However,

restricting quantum algorithms to problems obeying many symmetries potentially allows for

efficient classical algorithms which also take advantage of these same symmetries. This

raises the natural question: are there efficient classical algorithms capable of performing

these tasks?

This is what we investigate here. Intuitively, we show that problems constrained by

large symmetry groups yield efficient classical algorithms for computing many properties of

interest, as illustrated in Fig. 4-1(a). We first give a very general classical algorithm for

finding the ground state and energy of Hamiltonians constrained by many symmetries. We

also consider the problem of simulating dynamics under symmetric Hamiltonians. We then

specialize to the case of systems invariant under permutations of its qubits. Finally, we

dequantize an algorithm for performing binary classification problems using permutation-

invariant systems on qubits.

4.2 Motivation and setting

Our algorithms are motivated by the fact that symmetries significantly reduce the number of

degrees of freedom for a given problem. For example, consider the classical setting of boolean

functions which are invariant under arbitrary permutations of the bits. Such functions are

defined up to the orbits of the boolean cube with respect to permutations of the bits. For

a boolean function on 𝑛 bits, there are 𝑛 + 1 orbits indexed by the Hamming weight of the

bitstrings. Therefore, any problem over symmetric boolean functions need only consider
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Figure 4-1: (a) Small groups of symmetry leave too large of an effective dimension for the
problem to be tractable via quantum computation. On the contrary, very restrictive sym-
metries render a problem classically tractable. Between these two regions lies an area of
promise where quantum computers may offer an advantage. (b) The Schur–Weyl decompo-
sition shows that only a smaller representative subspace (indicated by darker colors) of the
larger Hilbert space needs to be considered for permutation invariant operations. The size
of this subspace grows as O(𝑛3) for 𝑛 qubits.

a given element of each of the 𝑛 + 1 orbits to cover all possible degrees of freedom. As

we will later show, the symmetric group acting over 𝑛 qubits similarly reduces systems

to O(𝑛3) degrees of freedom. By considering the algebra of the symmetric group on the

symmetric subspace of linear operators, we will show that all these degrees of freedom can

be manipulated solely through classical computation.

Before proceeding, we need to introduce important functions and definitions that will

be used in this setting. We first formalize the notion of symmetry by speaking of invariant

operators, defined in the following way:

Definition 4.2.1 (Invariant operator). Given a compact group 𝐺 with unitary representa-

tion 𝑅 : 𝐺 → 𝑈(𝑁), a linear operator 𝐻 : C𝑁 → C𝑁 is invariant under 𝑅 (𝐺) if

𝑅(𝑔)𝐻𝑅(𝑔)† = 𝐻, ∀𝑔 ∈ 𝐺. (4.1)

Note that any invariant operator is also an equivariant operator [247] in the sense that it

commutes with the representation of the group.

Any operator can be projected onto the symmetric subspace induced by 𝑅 (𝐺) using the

twirling superoperator Re𝑅 (more commonly known as the Reynold’s operator in invariant

theory) [263, 310], which maps any operator onto the set of equivariant operators:

Re𝑅(𝑀) =
1

|𝐺|
∑︁
𝑔∈𝐺

𝑅(𝑔)𝑀𝑅(𝑔)†. (4.2)
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Invariant subspaces of a larger Hilbert space can be identified by performing an isotypic

decomposition of the representation of a group. As an example, in the case of systems

invariant under permutations of the qudits, the Schur decomposition maps the computational

basis into blocks of invariant subspaces. We graphically visualize this phenomenon in Fig. 4-

1(b) and provide further details in the Supplementary Information.

Throughout this study, runtime complexities are denoted as a function of the matrix

multiplication exponent 𝜔. The best known upper bound is currently 𝜔 = 2.37188 [122],

which implies asymptotic runtimes of O(𝑛𝜔+𝛼) for any 𝛼 > 0 for stably performing common

linear algebraic routines including eigendecomposition, SVD, and matrix inversion [111].

4.3 Algorithms for general symmetry groups

In this Section, we discuss the general problem of finding the ground state energy, ground

state, and performing time evolution under a Hamiltonian 𝐻 on a finite-dimensional Hilbert

space which is invariant under some representation 𝑅 of a symmetry group 𝐺. Consider the

*-subalgebra of operators invariant under 𝑅 to which 𝐻 belongs. We think of this subalgebra

as a standalone *-algebra 𝑋, such that the embedding of 𝑋 into the full operator algebra

defines a representation 𝐴 of 𝑋.

The practical relevance of these considerations is when the size of the total Hilbert

space grows exponentially with some scaling parameter 𝑛. The paradigmatic example is the

Hilbert space of 𝑛 qubits. If there are enough symmetries, it can happen that the dimension

𝑁(𝑛) of 𝑋 only grows polynomially with 𝑛, in which case many properties can be calculated

efficiently [307]. This restriction of 𝑋 to a lower-dimensional subspace may more generally

happen beyond systems symmetric in the sense of Definition 4.2.1. Due to this, for now we

focus explicitly on 𝑋 and 𝐴, rather than on 𝐺 and its representation 𝑅; we will discuss the

connection of our results to 𝐺 and 𝑅 more specifically at the end of this Section.

For the various algorithms we now consider, we will assume that different properties of

𝑋 and 𝐴 are known. For the algorithm for finding the ground state energy of 𝐻 given in

Theorem 4.3.1, we will assume that the structure constants of 𝑋 in some preferred basis

are known. In a slight abuse of notation, we will refer to those structure constants as 𝑋𝑖,𝑗
𝑘 ,

where 𝑖, 𝑗, and 𝑘 label basis elements. We note that the structure constants can frequently

be efficiently obtained from the generators of an algebra, for example in the case of Lie
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subalgebras [307, 193].

In the course of proving Theorem 4.3.2, we give an algorithm for finding the ground state

of 𝐻. Every finite-dimensional *-algebra is isomorphic to a direct sum of irreducible blocks,

and every representation is isomorphic to a direct sum of irreducible representations. That

is, there is a block-diagonal orthonormal basis |𝜆, 𝑞𝜆, 𝑝𝜆⟩ of the vector space acted upon by

𝐴, where 𝜆 labels an irrep of 𝑋, 𝑞𝜆 labels a basis vector internal to 𝜆, and 𝑝𝜆 labels a basis

vector in the multiplicity vector space of 𝜆; this is the basis in which we compute the ground

state of 𝐻 (for some arbitrary and fixed dimension label 𝑝𝜆0). To prove our theorem, we

assume knowledge of the matrix elements:

𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
:= ⟨𝜆, 𝑞𝜆, 𝑝𝜆0| 𝐴𝑖 |𝜆, 𝑞′

𝜆, 𝑝𝜆0⟩ . (4.3)

Finally, for Theorem 4.3.3, we assume the knowledge of a symmetric transform operator

implementable on a quantum computer, i.e. an isometry 𝑉𝑆𝑇 𝑂 such that:

𝑉𝑆𝑇 𝑂 |𝜆, 𝑞𝜆, 𝑝𝜆⟩ = |𝜆⟩ |𝑞𝜆⟩ |𝑝𝜆⟩ . (4.4)

Here, |𝜆⟩ , |𝑞𝜆⟩ , |𝑝𝜆⟩ are bitstring encodings of 𝜆, 𝑞𝜆, 𝑝𝜆, respectively, in the computational

basis, labeling the 𝜆 register, 𝑞 register, and 𝑝 register, respectively. An example of such

an operator is the Schur transform [32, 31], described in more detail in the Supplementary

Information.

In all three theorems, we assume we are given the Hamiltonian 𝐻 ∈ 𝐴(𝑋) as ℎ ∈ 𝑋

expressed in the preferred basis, such that

𝐻 =
∑︁

𝑖

ℎ𝑖𝐴𝑖 . (4.5)

We now state our main results. First, we give a simple construction of a classical algo-

rithm for finding the ground state energy of some representation of a Hamiltonian obeying

the given symmetries.

Theorem 4.3.1 (Finding the ground state energy of symmetric Hamiltonians). Consider

a subalgebra 𝑋 of dimension 𝑁 , and assume that the structure constants of 𝑋 in some

preferred basis are known as discussed above. Let 𝐻 ∈ 𝐴(𝑋) be a Hamiltonian given in the

preferred basis as in Eq. equation 4.5. Then the ground state energy of 𝐻 can be found in
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time O (𝑁𝜔).

Proof. Consider the operator with indices:

ℎ̂𝑗
𝑘 :=

∑︁
𝑖

ℎ𝑖𝑋
𝑖,𝑗
𝑘 , (4.6)

which is nothing but the regular representation of ℎ for the algebra 𝑋. Then we have that

their ground state energies are equal:

GSE(𝐻) = GSE(ℎ̂) . (4.7)

This is because the regular representation is faithful, and the ground state energy of an

operator is the same in any faithful representation. Since 𝑋 has dimension 𝑁 , the ground

state energy of ℎ̂ can be found in time O(𝑁𝜔).

An advantage of this algorithm is that the only necessary information are the structure

constants of 𝑋; no knowledge of the irreps of 𝑋 is needed. However, due to this we have

poor scaling with the number of irreps 𝑛𝜆, as the direct sum structure of 𝑋 is not necessarily

known. Another disadvantage of this approach is that it only gives the ground state energy,

rather than the ground state itself (in a representation that is not the regular representation).

We now focus on the case when we are interested in finding the ground state of some

representation of such a Hamiltonian, in a basis where the action of the representation is

known.

Theorem 4.3.2 (Finding the ground state of symmetric Hamiltonians). Consider a subal-

gebra 𝐴(𝑋), and assume that the matrix elements 𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
are known as discussed above. Then

the ground state energy and ground state of 𝐻 in the |𝜆, 𝑞𝜆, 𝑝𝜆0⟩ basis can be found in time

O
(︀
𝑛𝜆𝑛𝜔

𝑞

)︀
, where 𝑛𝜆 are the number of irreps of 𝑋 and 𝑛𝑞 the maximum irrep dimension.

Proof. For each 𝜆, consider the operator with indices:

ℎ̂𝜆
𝑞𝜆,𝑞′

𝜆
:=
∑︁

𝑖

ℎ𝑖𝐹
𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
. (4.8)

Note that in the |𝜆, 𝑞𝜆, 𝑝𝜆⟩ basis, 𝐻 has a block diagonal form. Furthermore, as 𝑝𝜆 labels

isomorphic copies of irreps, we can find the ground state by fixing 𝑝𝜆0 WLOG. Namely, the
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ground state energy is given by:

GSE(𝐻) = min
𝜆

GSE(ℎ̂𝜆) , (4.9)

where:

GSE(ℎ̂𝜆) := min
|𝜓⟩

⟨𝜓| ℎ̂𝜆 |𝜓⟩ . (4.10)

Furthermore, let

𝜆min := argmin𝜆 GSE(ℎ̂𝜆) (4.11)

and

|𝜓*⟩ := argmin|𝜓⟩ ⟨𝜓| ℎ̂𝜆min |𝜓⟩ . (4.12)

Then, for any 𝑝,

|𝜆min, 𝜓*, 𝑝⟩ (4.13)

is a ground state in the |𝜆, 𝑞𝜆, 𝑝𝜆⟩ basis. The dimension of ℎ̂𝜆 is dim𝑋(𝜆) × dim𝑋(𝜆), and

thus calculating |𝜓*⟩ will take time O (dim𝑋(𝜆)𝜔). In total, finding the ground state of 𝐻

in the |𝜆, 𝑞𝜆, 𝑝𝜆0⟩ basis takes time O (𝑛𝜆 dim𝑋(𝜆)𝜔) = O
(︀
𝑛𝜆𝑛𝜔

𝑞

)︀
.

We now show that the dynamics of an initial state under equivariant unitaries can be

classically simulated even if 𝜌 ̸= 𝐴 (𝑋). The given procedure is fully classical if the initial

state is given as a classical shadows description of the state; if the input is given as a quantum

state, we show that performing classical shadow measurements is efficient and then reduces

the algorithm to the purely classical setting. This generalizes a similar approach taken in

[238] in the case of particle number symmetry.

Theorem 4.3.3 (Simulating equivariant dynamics). Let

𝑂 =
∑︁

𝑖

𝑜𝑖𝐴𝑖 (4.14)

be a projective measurement and

𝑈 =
∑︁

𝑖

𝑢𝑖𝐴𝑖 (4.15)

a unitary operator. Assume the matrix elements 𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
as described previously are known.
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Assume also the existence of a symmetry transform operator 𝑉𝑆𝑇 𝑂 with depth 𝑣. Then,

ℓ (𝜌) = tr
(︁

𝑂𝑈𝜌𝑈 †
)︁

(4.16)

can be estimated to additive error 𝜖 with probability 1 − 𝛿 via Õ
(︁

|𝑂|2∞ 𝜖−2𝑛2
𝜆𝑛2

𝑞 log
(︀
𝛿−1
)︀)︁

calls to a quantum computer each of depth 𝑣 + 1, up to an additional time O
(︀
𝑛𝜆𝑛𝜔

𝑞

)︀
in

classical processing. Here, 𝑛𝜆 are the number of irreps of 𝑋 and 𝑛𝑞 the maximum irrep

dimension.

Proof. Let 𝑂̃𝑝0 , 𝑈̃𝑝0 be projections of 𝑉𝑆𝑇 𝑂𝑂𝑉 †
𝑆𝑇 𝑂, 𝑉𝑆𝑇 𝑂𝑈𝑉 †

𝑆𝑇 𝑂 onto some particular 𝑝.

Classically, we can calculate:

𝑀𝑝0 = 𝑈̃ †
𝑝0

𝑂̃𝑝0𝑈̃𝑝0 (4.17)

in time O
(︀
𝑛𝜆𝑛𝜔

𝑞

)︀
, as it is given by the matrix multiplication of 𝑛𝜆 blocks each of size at

most 𝑛𝑞 × 𝑛𝑞. Õ
(︁

|𝑂|2∞ 𝜖−2𝑛2
𝜆𝑛2

𝑞 log
(︀
𝛿−1
)︀)︁

random Pauli measurements of the state

𝜌 = tr𝑝

(︁
𝑉𝑆𝑇 𝑂𝜌𝑉 †

𝑆𝑇 𝑂

)︁
(4.18)

then suffice to estimate the expectation:

ℓ̃ (𝜌) = tr (𝑀𝑝0𝜌) (4.19)

to additive error 𝜖 with probability at least 1 − 𝛿 using classical shadows [176]. Finally,

observe that:
ℓ (𝜌) = tr

(︁
𝑂𝑈𝜌𝑈 †

)︁
= tr

(︁
𝑂̃𝑝0𝑈̃𝑝0 tr𝑝

(︁
𝑉𝑆𝑇 𝑂𝜌𝑉 †

𝑆𝑇 𝑂

)︁
𝑈̃ †

𝑝0

)︁
= ℓ̃ (𝜌) .

(4.20)

Note that in principle, the sample complexity of this procedure can potentially be im-

proved to Õ(|𝑂|2∞ 𝜖−2𝑛𝜆𝑛2
𝑞 log

(︀
𝛿−1
)︀
) as 𝜌 only has 𝑛𝜆𝑛2

𝑞 degrees of freedom. However, the

block diagonal structure over irreps is lost when transforming to the bitstring encoding

|𝜆⟩ |𝑞⟩ |𝑝⟩ via 𝑉STO, and thus we arrive at the sample complexity given.

In the above considerations, the group 𝐺 and representation 𝑅 do not directly enter. In
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practice, however, we might want to start with those two. The irreps of 𝑋 are in one-to-one

correspondence with those of 𝑅. By a simple corollary of the von Neumann bicommu-

tant theorem, multiplicities of irreps in 𝑋 are the dimensions of the irreps of 𝐺, and the

dimensions of the irreps of 𝐺 are the multiplicities of the irreps of 𝐴. We thus have that:

dim(𝑋) =
∑︁

𝜆

dim𝑋(𝜆)2 =
∑︁

𝜆

mult𝑅(𝜆)2 . (4.21)

Thus, the problems discussed above become classically tractable if the number 𝑛𝜆 of irreps

of 𝐺 with non-zero multiplicity in 𝑅, as well as the maximum multiplicity 𝑛𝑞 of an irrep 𝜆

in 𝑅, are both polynomially small.

4.4 Permutation invariance on qubits

We now discuss such an example of a symmetry group with low-multiplicity irreps. Namely,

we will apply the previously described procedures to the case where 𝐺 is given by S𝑛 and 𝑅

is the representation on 𝑛 qubits acting by permutations,

𝑅(𝜋) |𝑖1⟩ ⊗ |𝑖2⟩ ⊗ · · · ⊗ |𝑖𝑛⟩ = |𝑖𝜋−11⟩ ⊗ |𝑖𝜋−12⟩ ⊗ · · · ⊗ |𝑖𝜋−11⟩ . (4.22)

A straightforward basis for the algebra of invariant operators can be obtained by applying

the Reynold’s operator in Eq. equation 4.2 to the Pauli basis. Normalizing such that all

operators 𝐴𝑖 are sums of unit norm Pauli terms, we obtain

𝐴𝑖 =
1

𝑖1!𝑖𝑥!𝑖𝑦!𝑖𝑧!
·∑︁

𝜋∈S𝑛

𝑅 (𝜋)
(︁

𝜎⊗𝑖1
1 ⊗ 𝜎⊗𝑖𝑥

𝑥 ⊗ 𝜎
⊗𝑖𝑦
𝑦 ⊗ 𝜎⊗𝑖𝑧

𝑧

)︁
𝑅−1 (𝜋) ,

(4.23)

for every 4-tuple of positive integers

𝑖 = (𝑖1, 𝑖𝑥, 𝑖𝑦, 𝑖𝑧) : 𝑖1 + 𝑖𝑥 + 𝑖𝑦 + 𝑖𝑧 = 𝑛 , (4.24)

where 𝜎 denote Pauli operators, and 𝜎1 = id2.

The dimension of the algebra 𝑋 is of order O(𝑛3), and the previously stated theorems

can be applied, reducing the naive ground state algorithm for permutation-invariant Hamil-
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tonians on 𝑛 qubits from an exponential to a polynomial runtime in 𝑛. This is formalized

below.

Corollary 4.4.1. The ground state energy of a permutation-symmetric Hamiltonian on 𝑛

qubits, given as ℎ𝑖 in the basis of symmetrized Pauli monomials above, can be computed in

time O
(︀
𝑛3𝜔
)︀

via Theorem 4.3.1.

Proof. All that is needed for applying Theorem 4.3.1 are the structure constants of the

algebra 𝑋, which are computed in the Supplementary Information.

One can similarly find the ground state of such an 𝐻 efficiently as well. The output of the

classical algorithm is a classical description of the state which can be efficiently constructed

on a quantum computer via the Schur transform [31].

Corollary 4.4.2. The ground state and ground state energy of a permutation-invariant

Hamiltonian on 𝑛 qubits, given as ℎ𝑖 in the basis of symmetrized Pauli monomials above,

can be computed in time O
(︀
𝑛𝜔+1

)︀
via Theorem 4.3.2.

Proof. To apply Theorem 4.3.2, we must know the action of 𝐴 (𝑋) on nontrivial eigenvectors

of its projectors onto irreps. These eigenvectors are just the Schur basis [32]; we discuss this

basis in more detail in the Supplementary Information, where we also explicitly give analyt-

ical expressions for matrix elements of 𝐴 (𝑋). It is then easy to see that dim𝑋(𝜆) = O (𝑛),

and also that the number of irreps with nonzero multiplicity is O (𝑛). From Theorem 4.3.2,

we immediately see that this gives an O
(︀
𝑛𝜔+1

)︀
-time algorithm for computing the ground

state of S𝑛-equivariant Hamiltonians in the Schur basis.

Remark 4.4.3. Though the structure constants 𝑋𝑖,𝑗
𝑘 and matrix elements 𝐹 𝑖,𝜆

𝑞𝜆,𝑞′
𝜆

for the

completely symmetrized Pauli representation are problem independent, it is important to

note that runtimes for evaluating the analytical expressions can be expensive polynomials in

𝑛 that may matter in practice. Namely, we give expressions for the structure constants that

take a total time O
(︀
𝑛15
)︀

and matrix elements that take a total time O
(︀
𝑛10
)︀

to evaluate

numerically. We leave more efficient evaluations of these to future work.

Finally, we consider an application of Theorem 4.3.3 to the symmetric group case. We

note that the Schur transform on 𝑛 qubits can be implemented up to an accuracy 𝜖 in time

Õ
(︀
𝑛 poly log

(︀
𝜖−1
)︀)︀

[32], giving an efficient (approximate) implementation of 𝑉𝑆𝑇 𝑂. As a
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specific application of this result, we now consider a learning problem for which a variational

quantum algorithm was given in [292]. We emphasize that here, just as in Theorem 4.3.3,

we do not require that the input states 𝜌𝑖 respect the symmetries of the model.

Corollary 4.4.4 (Efficient classical simulation of permutation-invariant models). Consider

a binary classification problem with labels 𝑦𝑖 ∈ {−1, 1} and empirical loss

ℒ̂ (𝜃) = − 1

𝑀

𝑀∑︁
𝑖=1

𝑦𝑖ℓ𝜃 (𝜌𝑖) , (4.25)

where ℓ𝜃 (𝜌𝑖) is as in Eq. equation 4.16 with a 𝜃-dependent 𝑈 . ℒ̂ can be estimated to additive

error 𝜖 at 𝑃 points in time

Õ

(︂
𝑀 |𝑂|2∞ 𝜖−2𝑛5 log

(︂
𝑃

𝛿

)︂
+ 𝑀𝑃 𝑛𝜔+1

)︂
(4.26)

with total probability of success at least 1 − 𝛿.

Proof. This follows immediately from Theorem 4.3.3 with 𝛿 → 𝛿
𝑃 by the union bound.

Corollary 4.4.4 implies that the loss of these models can be estimated completely clas-

sically when the states 𝜌𝑖 are given as certain classical shadows descriptions; in the Sup-

plementary Information, we also show that this procedure is efficient when the 𝜌𝑖 have

efficient matrix product state descriptions, even if they do not respect the symmetries of

the model. As a point of comparison, consider the runtime of using a variational quantum

algorithm to perform this binary classification task. Assume the variational circuits are

of depth Ω
(︀
𝑛3
)︀

as required in Theorem 3 of [292] to ensure convergence. Then—taking

Ω
(︁

|𝑂|2∞ 𝜖−2
)︁

samples for each measurement to achieve an overall shot noise of O (𝜖)—this

yields an overall runtime of Ω
(︁

𝑀𝑃 |𝑂|2∞ 𝜖−2𝑛3
)︁

. For 𝑃 sufficiently large, compare this to

the time O
(︀
𝑀𝑃 𝑛𝜔+1

)︀
algorithm found for the classical algorithm where, even if quantum

states are given as input, a classical shadow representation can be measured in quantum

depth only O
(︀
𝑛 poly log

(︀
𝜖−1
)︀)︀

. Unlike the quantum algorithm, this algorithm can be paral-

lelized over irreps (i.e. over 𝑛𝜆) easily, giving an effective runtime O (𝑀𝑃 𝑛𝜔) = o
(︀
𝑀𝑃 𝑛3

)︀
.

Even for 𝑃 small, given many QPUs capable of running depth ∼ 𝑛 quantum circuits, the

classical algorithm parallelizes more effectively than the quantum algorithm as the required

shadow tomography can be parallelized over shots.

95



4.5 Conclusion

We have specified a general framework for classically simulating highly symmetric quantum

systems. Specializing to the symmetric group, we showed that these techniques yield an

efficient classical algorithm for finding the ground state of quantum systems obeying an S𝑛

symmetry, evaluating dynamics, and simulating S𝑛-equivariant quantum machine learning

models. We hope that this framework sets the foundations for the future study of classical

characterizations of symmetric quantum systems.
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Chapter 5

ProjUNN: Fast and Efficient Unitary

Neural Networks

For a long time, concepts in physics have served as motivation for advancements in computer

science [248]. Inspired along the same lines, we consider here the task of integrating unitary

matrices into deep neural networks. Such unitary matrices are a clever way to help improve

the stability of deep neural networks as they have all unit-norm eigenvalues. Techniques

from quantum information and Lie theory will be prevalent throughout this work.

5.1 Introduction

Learning in neural networks can often be unstable when networks are very deep or inputs

are long sequences of data [24, 339]. For example, vanilla recurrent neural networks (RNNs)

have recurrent states that are evolved via repeated application of a linear transformation

followed by a pointwise nonlinearity, which can become unstable when eigenvalues of the

linear transformation are not of magnitude one. Unitary matrices, which have eigenvalues

of magnitude one, can naturally avoid this issue and have been used as a means to overcome

these so-called vanishing and exploding gradients [24, 186]. More recently, unitary convolu-

tional layers have been similarly constructed to help build more stable deep networks that

are norm-preserving in their transformations [226, 296].

In the RNN setting, prior algorithms to apply 𝑛 × 𝑛 unitary matrices in RNNs have

parameterized matrices into layers of unitary or orthogonal transformations or parameterized

the Lie algebra of the unitary or orthogonal group (see table 5.1). In the layer-wise setting,
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Table 5.1: When training RNNs on inputs with sequence length 𝑇 , projUNN achieves
nearly optimal runtime complexity while maintaining full parameterization of the unitary
manifold.

Model Complexity of
gradient step

Layers to fully
parameterize𝑎 Method of parameterization

EURNN (tunable, n layers) [186] 𝑂(𝑇 𝑛2) 𝑂(𝑛) Sequence of rotations
oRNN (n layers) [249] 𝑂(𝑇 𝑛2) 𝑂(𝑛) Sequence of householder reflections
full-capacity URNN [336] 𝑂(𝑇 𝑛2 + 𝑛3) 1 Parameterized matrix entries 𝑏

expRNN [223] 𝑂(𝑇 𝑛2 + 𝑛3) 1 Parameterized matrix in Lie algebra 𝑏

projUNN (our method) 𝑂(𝑇 𝑛2 + 𝑘𝑛2) 1 Parameterized matrix entries 𝑐

𝑎 layers needed to parameterize the full unitary space, 𝑏 approximations exist which may reduce
runtimes though these approximations are not implemented here and can significantly bias the
gradient [223], 𝑐 runtime shown for typical setting when 𝑘 ≪ 𝑛 where 𝑘 is the rank of gradient
updates

unitarity is enforced for all values of parameters, but many layers are required to form a

composition that can recreate any desired unitary, i.e., fully parameterizing an 𝑛×𝑛 unitary

requires 𝑂(𝑛) layers. By parameterizing the Lie algebra [223, 181], algorithms perform better

on common benchmarks but have the drawback that performing gradient optimization on

an 𝑛 × 𝑛 unitary requires 𝑂(𝑛3) operations generically per step. Though not an issue with

the small to medium sized models used today, this 𝑂(𝑛3) is still 𝑂(𝑛) slower than standard

methods of forward- and back-propogation in RNNs.

Motivated by the feature that gradients in neural networks are typically approximately

low rank, we show that gradient updates to unitary/orthogonal matrices can be efficiently

performed in low rank settings. We propose a new model called projUNN where matrices

are first updated via gradient based optimization and then projected back onto the clos-

est unitary (projUNN-D) or transported in the direction of the gradient (projUNN-T).

projUNN has near-optimal runtime complexity unlike other existing algorithms for unitary

RNNs (table 5.1) and is especially effective even in the most extreme case where gradients

are approximated by rank one matrices. In RNN learning tasks, projUNN matches or

exceeds benchmarks of state-of-the-art unitary neural network algorithms.

Though we present our model first in the RNN setting, we show that there is a direct

extension of projUNN to the case of orthogonal/unitary convolution which we explore

further. Here, we perform unitary/orthogonal convolution in the Fourier domain as inspired

by [315]. Our algorithm runs efficiently in the convolutional setting especially for filters of

large size and many channels (see appendix D.5 for more details).
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5.2 Related works

Maintaining stability in neural networks via orthogonal or unitary matrices has a rich history

of study in machine learning, both from an applied and theoretical perspective. Here,

we briefly mention the most related works and algorithms we use in comparison to our

projUNN. For a more holistic review of prior work in unitary neural networks and other

related topics, please see appendix D.1.

Unitary neural networks were first designed to address the issue of vanishing and ex-

ploding gradients in RNNs while learning information in very long sequences of data more

efficiently than existing parameterizations such as the long-short term memory unit (LSTM)

[170]. Early algorithms [24, 249] maintained unitarity by constructing a series of parame-

terized unitary transformations. Perhaps the most effective of these methods is the efficient

unitary recurrent neural network (EUNN) [186] which parameterized unitary matrices by

composing layers of Givens rotations, Fourier transforms, and other unitary transforma-

tions. The unitary RNN (uRNN) of [336] and the Cayley parameterization (scoRNN) of

[165] parameterized the full unitary space and maintained unitarity by performing a Cayley

transformation. Later, [223] introduced the exponential RNN (expRNN) which parame-

terized unitary matrices in the Lie algebra of the orthogonal/unitary group. Though the

uRNN, scoRNN, and expRNN perform well on benchmarks, their algorithms require matrix

inversion or SVD steps which are time-consuming in high dimensions.

For convolutional neural networks, [296] showed how to efficiently calculate the singular

values of a linear convolution and proposed an algorithm for projecting convolutions onto

an operator-norm ball which relied on a series of costly projection steps. [226] introduced

a block convolutional orthogonal parameterization (BCOP) which was faster and more effi-

cient than the methods in [296], but required extra parameters in its parameterization and

only parameterized a subset of the space of orthogonal convolutions. Most recently, [304]

implemented orthogonal convolutions by parameterizing the Lie algebra of the orthogonal

group via their skew orthogonal convolution (SOC) algorithm which approximates orthog-

onal convolutions especially well for small filter sizes. Finally, [315] performs convolutions

in the Fourier domain via application of the Cayley transform. Our orthogonal/unitary

convolutional parameterization is inspired by their approach and improves their runtime for

convolutions over many channels.
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5.3 Notation and background

Vectors and matrices are denoted with bold lower-case and upper-case script, 𝑣 and 𝑉 ,

respectively. Scalars are denoted by regular script 𝑒 and tensors are denoted by bold text

T. The complex conjugate of a complex-valued input · is denoted by ·* (ignored when real-

valued). The transpose of a matrix 𝑀 is denoted by 𝑀| and the conjugate transpose of

a matrix is denoted by 𝑀 †. We denote the Frobenius norm of a matrix by ‖ · ‖𝐹 and the

spectral norm of a matrix by ‖ · ‖2.

Here, we provide a brief overview of the unitary/orthogonal groups and refer readers to

section 1.2 for a more detailed mathematical background. The set of 𝑛 × 𝑛 orthogonal 𝑂(𝑛)

and unitary 𝑈(𝑛) matrices are both Lie groups defined as

𝑂(𝑛) =
{︀

𝑀 ∈ R𝑛×𝑛|𝑀𝑀| = 𝐼
}︀

, 𝑈(𝑛) =
{︁

𝑀 ∈ C𝑛×𝑛|𝑀𝑀 † = 𝐼
}︁

. (5.1)

Constraining matrices in 𝑂(𝑛) and 𝑈(𝑛) to have determinant equal to one constructs the

special orthogonal 𝑆𝑂(𝑛) and unitary 𝑆𝑈(𝑛) groups respectively. The Lie algebra or tangent

space of the identity of 𝑂(𝑛) and 𝑈(𝑛) are the set of skew symmetric o(𝑛) and skew Hermitian

u(𝑛) matrices,

o(𝑛) =
{︀

𝐴 ∈ R𝑛×𝑛 : 𝐴 + 𝐴| = 0
}︀

, u(𝑛) =
{︁

𝐴 ∈ C𝑛×𝑛 : 𝐴 + 𝐴† = 0
}︁

. (5.2)

The matrix exponential exp(·) is a map from the Lie algebra to the associated Lie group.

The map is surjective if the Lie group is compact and connected – a property which holds

for the unitary and special orthogonal groups but not the orthogonal group.

5.4 Projected unitary networks

Our projUNN algorithm is motivated by the simple observation that most of the “infor-

mation" of a typical gradient in a deep learning task is captured in a low rank subspace

of the complete gradient. fig. D-10 illustrates this feature when training our projUNN

convolutional network on CIFAR10. We include further analysis and justification of this low

rank behavior in appendix D.4. As we will show, we can perform updates on the low rank

subspace of the gradient efficiently by approximating the gradient with a low rank matrix
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𝒅𝑾 = −𝜂∇𝑾ℒ
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projUNN−T

𝑼 𝒏 : unitary
Lie group

𝑾

Π𝑈(𝑾 + 𝒅𝑾)

(b) Illustration of algorithm

Figure 5-1: (a) Low rank approximations capture most of the Frobenius norm of the gradient
of a 512 × 512 matrix in the convolution filter (512 channels) of the last residual block of
Resnet-9. Blue lines plot gradients of a single batch during training of our projUNN
algorithm on CIFAR10 over a single epoch (see appendix D.4 for details and equivalent
plot for RNN architecture). (b) Illustration of a single gradient update via gradient descent
with learning rate 𝜂. projUNN-D (pictured in red) directly projects the gradient update
back onto the unitary/orthogonal manifold. projUNN-T (pictured in green) first projects
onto the tangent space (Lie algebra) and then performs a rotation in that direction via the
exponential map.

and performing projections of parameters onto that low rank subspace. Our experiments

show that this methodology, even with rank one approximations, is effective at learning and

empirically introduces a form of “beneficial" stochasticity during gradient descent.

Based on how the projection is performed, our projUNN algorithm takes two forms il-

lustrated in fig. 5-1b. The directly projected unitary neural network (projUNN-D) projects

an update onto the closest unitary/orthogonal matrix in Frobenius norm. The tangent pro-

jected unitary neural network (projUNN-T) projects gradients onto the tangent space and

transports parameters in that direction.

5.4.1 projUNN-D

projUNN-D takes advantage of the fact that the polar transformation returns the closest

unitary or orthogonal matrix in the Frobenius norm to a given matrix (not necessarily

unitary or orthogonal):
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Lemma 5.4.1 (Projection onto unitary manifold [195]). Given a matrix 𝐴 ∈ C𝑛×𝑛:

Π𝑈 (𝐴) = arg min
𝑈∈ 𝒰(𝑛)

‖𝐴 − 𝑈‖2
𝐹 = 𝐴(𝐴†𝐴)− 1

2 , (5.3)

where 𝒰(𝑛) indicates the set of 𝑛 × 𝑛 unitary matrices.

Note, that if the matrix 𝐴 is real, then the projection above will be onto an orthogonal

matrix. Given Lemma 5.4.1, projUNN-D performs optimization in two steps, which are

illustrated in fig. 5-1b. First, matrix entries are updated via a standard learning step as in

gradient descent, constructing a new matrix that is generally no longer unitary. In the second

step, projUNN-D returns the unitary or orthogonal matrix closest in the Frobenius norm

to the inputted matrix using lemma 5.4.1. At first sight, the second step would require

𝑂(𝑛3) time to perform, but we can take advantage of the fact that gradient updates are

typically approximately low rank (see appendix D.4). Efficient low rank approximations can

be obtained using sampling methods detailed in section 5.4.3. With this in mind, we show

that rank 𝑘 updates can be performed in 𝑂(𝑘𝑛2) time when 𝑘 ≪ 𝑛.

Theorem 5.4.2 (Low rank unitary projection). Let 𝑈 be an 𝑛×𝑛 orthogonal/unitary matrix

perturbed by 𝐺𝑘, a rank 𝑘 matrix. Then the projection onto the closest orthogonal/unitary

matrix defined below can be performed in 𝑂(𝑘(𝑛2 + 𝑛𝑘 + 𝑘2)) steps.

𝑈 + 𝐺𝑘 → arg min
𝑉 ∈ 𝒰

‖𝑈 + 𝐺𝑘 − 𝑉 ‖2
𝐹 . (5.4)

To achieve this runtime, we perform updates completely in an 𝑂(𝑘) subspace of the full

vector space. The operation (𝑈 + 𝐺𝑘)[(𝑈 + 𝐺𝑘)†(𝑈 + 𝐺𝑘)]−1/2 can be decomposed into a

series of 𝑂(𝑘) matrix-vector operations and an eigendecomposition of a 2𝑘 × 2𝑘 sub-matrix.

The complete proof and details are deferred to appendix D.2. One limitation of the above

is that the eigendecomposition and inversion of a low rank matrix can cause numerical

instability after many update steps. We discuss this further in appendix D.6.3 where we

also provide options to alleviate this instability. projUNN-T, which we discuss next, does

not require matrix inversion and is thus empirically more stable.
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5.4.2 projUNN-T

projUNN-T maintains unitarity of matrices by orthogonally projecting gradient updates

onto the tangent space and then performing a rotation in the direction of the projection

(i.e., along the geodesic). As in projUNN-D, there is a closed form for the orthogonal

projection:

Lemma 5.4.3 (Tangent space projection [336]). Given the tangent space 𝑇𝑈 𝑈(𝑛) of an

orthogonal/unitary matrix 𝑈 , the orthogonal projection Π𝑇𝑈
with respect to the canonical

metric ⟨𝑋, 𝑌 ⟩ = Re
(︀
Tr[𝑋†𝑌 ]

)︀
is

Π𝑇𝑈
(𝑋) =

1

2

(︁
𝑋 − 𝑈𝑋†𝑈

)︁
. (5.5)

Similar to lemma 5.4.1, this projection also returns the closest matrix in Frobenius norm to

𝑋 in the tangent space,

min
𝑌 ∈𝑇𝑈 𝑈(𝑛)

‖𝑌 − 𝑋‖𝐹 = Π𝑇𝑈
(𝑋). (5.6)

Similar to projUNN-D, projUNN-T performs learning in two steps. First, a gradi-

ent update 𝐺 is projected onto the tangent space using Lemma 5.4.3. Then, the orthogo-

nal/unitary matrix is transported or rotated in the direction of the projection by application

of the exponential map via the update rule [223, 336],

𝑈 → 𝑈 exp
[︁
−𝜂𝑈 †Π𝑇𝑈

(𝐺)
]︁

, (5.7)

where 𝜂 denotes the learning rate. This update rule is an example of Riemannian gra-

dient descent where we use the exponential map to transport gradient updates along the

unitary/orthogonal manifold [54]. Here, we transport the matrix 𝑈 along the geodesic in

the direction of Π𝑇𝑈
(𝐺). This can be related to the update of projUNN-D which is an

example of a retraction or an approximation to the exponential map of projUNN-T (see

appendix D.2.3).

The update rule above requires matrix exponentiation and multiplication, both costly

steps which can be sped up when 𝐺 is a low rank matrix. Namely, to perform a rank 𝑘

gradient update, we obtain an equivalent runtime scaling of 𝑂(𝑘𝑛2) for the projUNN-D

when 𝑘 ≪ 𝑛.
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Theorem 5.4.4 (Low rank tangent transport). Let 𝑈 be an 𝑛×𝑛 orthogonal/unitary matrix

perturbed by 𝐺𝑘, a rank 𝑘 matrix. Then projecting 𝐺𝑘 onto the tangent space and performing

a rotation in that direction as defined in eq. (5.7) can be performed in 𝑂(𝑘(𝑛2 + 𝑛𝑘 + 𝑘2))

steps.

As with the ProjUNN-D, we achieve this runtime by performing the update above

completely in an 𝑂(𝑘) subspace of the full vector space. The update via the exponential

map can similarly be decomposed into a series of 𝑂(𝑘) matrix-vector operations and an

eigendecomposition of a 2𝑘 × 2𝑘 sub-matrix. Proper manipulations of the eigenvalues of the

sub-matrix implement updates via the exponential map. The complete proof and details are

deferred to appendix D.2.

5.4.3 Sampling methods

Commonly, gradients can have large rank but have still have many small singular values

(e.g., see fig. 5-1a). Here, a matrix 𝐴 is deemed approximately low rank (see more details in

appendix D.4), and one can obtain a rank 𝑘 approximation 𝐴𝑘 of 𝐴 by sampling from rows

and columns of 𝐴. We use two sampling algorithms. The LSI sampling algorithm [267]

obtains a rank 𝑘 approximation to an 𝑛 × 𝑛 matrix 𝐴 in time 𝑂(𝑘𝑛2 log 𝑛). The algorithm

projects the matrix 𝐴 onto a random orthogonal subspace and then applies SVD based

methods to the projected matrix to obtain the low rank approximation to that matrix. This

algorithm features low approximation errors even for small 𝑘 and is used extensively in our

implementation. The column sampling (linear time SVD) algorithm [118] samples from

the columns of an 𝑛 × 𝑛 matrix 𝐴 to obtain a rank 𝑘 approximation in 𝑂(𝑐2𝑛 + 𝑐3) time,

where 𝑐 is a hyperparameter indicating the number of columns sampled. Typically, 𝑐 is

chosen as a multiple of 𝑘 so the runtime is 𝑂(𝑘2𝑛 + 𝑘3). In implementing this algorithm, we

calculate the right singular vectors via matrix multiplication of the left singular vectors so

the total runtime is 𝑂(𝑘𝑛2 + 𝑘2𝑛 + 𝑘3).

We note that the two procedures described above, though sufficient for our purposes,

can be further optimized in their asymptotic runtime. For sake of completeness, we discuss

two of these other sampling algorithms in appendix D.4.
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5.4.4 Extension to unitary or orthogonal convolution

Unitary/orthogonal convolutions are linear convolution operations that also preserve the

2-norm (isometric). Restricting convolutions to be unitary/orthogonal typically results in

a drop in performance on standard imaging tasks when used in isolation, but prior work

has explored unitary/orthogonal convolutions to potentially improve algorithmic stability

and robustness (see appendix D.1.1 for more background) [226, 315]. We describe here how

projUNN can be used to implement unitary/orthogonal convolutions in potentially a more

efficient manner.

Given input tensor X ∈ C𝑀×𝑁×𝐶 where 𝐶 is the number of channels of an 𝑀 ×𝑁 input,

linear convolution (or technically cross-correlation) with a filter W ∈ C𝑀×𝑁×𝐶×𝐶 is defined

as

[convW(X)]𝑝,𝑞,𝑑 =
𝐶∑︁

𝑐=1

𝑀∑︁
𝑚=1

𝑁∑︁
𝑛=1

W𝑚,𝑛,𝑑,𝑐X𝑝+𝑚,𝑞+𝑛,𝑐, (5.8)

where the indexing above is assumed to be cyclic (taken modulus the corresponding di-

mension) [220, 146]. Orthogonal/unitary convolutions form a subset of filters that preserve

norms, i.e., filters W such that ‖ convW(X)‖ = ‖X‖. Equivalently, convW(·) is orthogo-

nal/unitary if the Jacobian of the transformation is also orthogonal/unitary. To maintain

unitarity/orthogonality, we set the dimensions of the filter W above such that it returns an

output Y of the same dimension as the input X. One can also perform semi-orthogonal or

semi-unitary convolution by appropriately zero-padding an input or truncating from dimen-

sions in the output.

Standard convolutional filters are typically supported over a sparse set of local elements,

but performing orthogonal/unitary convolution generally requires implementing convolu-

tions with filters supported over all elements resulting in slower runtimes. One can locally

parameterize convolutional filters in the Lie algebra of the orthogonal/unitary group; nev-

ertheless the exponential map into the Lie group expands the support of the filter:

exp[convL](X) = X + L * X +
1

2
L *2 X +

1

6
L *3 X + · · · (5.9)

Thus, enforcing unitarity in convolutions generally requires additional overhead over the

traditional setting of locally supported filters, but by performing convolution in the Fourier

domain, runtimes for full-width filters can be optimally improved to 𝑂(𝑁2𝐶 log(𝑁)+𝑁2𝐶2)
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[244]:

[FFT convW(X)]̂︀𝑟,̂︀𝑠,: = ̂︁W*̂︀𝑟,̂︀𝑠,:,: [FFT X]̂︀𝑟,̂︀𝑠,: , (5.10)

where ̂︁W𝑖,𝑗,:,: is the value of the ̂︀𝑟 and ̂︀𝑠 frequency of W across all channels in the Fourier

domain and FFT is the 2-dimensional fast Fourier transformation.

Our method is inspired by that of [315] which transformed W into Fourier space and

performed a Cayley transformation (approximation to the exponential map into the Lie

group) over the matrices indexed by ̂︁Ŵ︀𝑟,̂︀𝑠,:,: which requires 𝑂(𝑁2𝐶2 log(𝑁) + 𝑁2𝐶3) oper-

ations. For our algorithm, we parameterize W in the Fourier domain and only manipulatê︁W (see appendix D.1.1 for a depiction of our parameterization). By parameterizing ̂︁W di-

rectly and performing rank 𝑘 updates using our projUNN, this runtime can be improved

to 𝑂(𝑁2𝐶 log(𝑁) + 𝑘𝑁2𝐶2) which is optimal when 𝑘 ≪ 𝑁 . Our procedure for performing

unitary/orthogonal convolution on an input X with filter W essentially follows the steps in

eq. (5.10): perform an FFT on X, block-multiply this by ̂︁W, and perform an inverse FFT

on the output to obtain the final result.

Limitations Unitary/orthogonal convolutions are implemented in a cyclic fashion (i.e.,

indices are taken modulus the dimension) which is not the standard approach but has been

used before to accelerate convolutional operations [244]. Additionally, we parameterize con-

volution filters to have support over all possible elements (full-width), which can be expensive

in memory. One can restrict the convolution to local terms in the Lie algebra, but this would

not improve runtime as our algorithm runs in the Fourier space. To target local terms in

a convolution, we instead propose for future work to implement a regularizer which has a

specified support and penalizes the norm of the filter outside that support. Finally, the

space of orthogonal convolutions has multiple disconnected components, which can present

challenges for gradient based learning [226]. However, we can avoid this drawback by imple-

menting projUNN using fully supported filters in the space of unitary convolutions which

is connected (proof deferred to appendix D.2.4).

Theorem 5.4.5 (Unitary convolutional manifold is connected). The space of unitary con-

volutions with filters of full support has a single connected component.
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Algorithm 2 projUNN update step
Require: unitary matrix 𝑈 ∈ C𝑁×𝑁 or orthogonal matrix 𝑈 ∈ R𝑁×𝑁

Require: gradient update Δ𝑈 ∈ C𝑁×𝑁 or Δ𝑈 ∈ R𝑁×𝑁

Require: hyperparameter 𝑘 corresponding to rank of approximation
1: Obtain rank 𝑘 approximation to Δ𝑈 with output

∑︀𝑘
𝑖=1 𝑎𝑖𝑏

†
𝑖 ≈ Δ𝑈 (see Section 5.4.3)

2: Follow steps in Theorem 5.4.2 (projUNN-D) or Theorem 5.4.4 (projUNN-T) in Appendix D.2:
3: Perform Gram-Schmidt (via QR decomposition) on concatenation of vectors 𝑈 †𝑎𝑖 and 𝑏𝑖 for

all 𝑖 ∈ [𝑘]:
output 𝑄 ∈ C𝑁×𝑘 as semi-orthogonal matrix containing basis after Gram-Schmidt

4: Form matrix 𝐾 ∈ C2𝑘×2𝑘 below:
projUNN-D: 𝐾 =

∑︀𝑘
𝑖=1 𝑄†𝑈 †𝑎𝑖𝑏

†
𝑖 𝑄 + 𝑄†𝑏𝑖𝑎

†
𝑖 𝑈𝑄 +

∑︀𝑘
𝑖=1

∑︀𝑘
𝑗=1(𝑎†

𝑖 𝑎𝑗)𝑄†𝑏𝑖𝑏
†
𝑗𝑄

see Equation (D.23) to Equation (D.28)
projUNN-T: 𝐾 = 1

2

[︁∑︀𝑘
𝑖=1 𝑄†𝑈 †𝑎𝑖𝑏

†
𝑖 𝑄 − 𝑄†𝑏𝑖𝑎

†
𝑖 𝑈𝑄

]︁
see Equation (D.34) to Equation (D.37)

5: Find eigenvalues 𝑠1, . . . , 𝑠2𝑘 and eigenvectors 𝑢1, . . . , 𝑢2𝑘 of 𝐾
6: Perform update step by applying eigenvalue function:

projUNN-D: 𝑈 ← (𝑈 +
∑︀𝑘

𝑖=1 𝑎𝑖𝑏
†
𝑖 )
[︁
𝐼 +

∑︀2𝑘
𝑗=1

(︁
(𝑠𝑗 + 1 + 𝜖)− 1

2 − 1
)︁

𝑢𝑗𝑢†
𝑗

]︁
see Equation (D.30) and Equation (D.31), 𝜖 added for stability when 𝑠𝑗 ≈ −1 (we set

𝜖 = 10−8)
projUNN-T: 𝑈 ← 𝑈

[︁
𝐼 +

∑︀2𝑘
𝑗=1(exp(−𝜂𝑠𝑗) − 1)𝑢𝑗𝑢†

𝑗

]︁
where 𝜂 is the learning rate

see Equation (D.39) and Equation (D.40)

5.4.5 Pseudocode for performing projUNN updates

Pseudocode for performing an update step on a unitary or orthogonal matrix 𝑈 with a

gradient update of Δ𝑈 is shown in Algorithm 2. In convolutional settings, the steps in

Algorithm 2 are applied across blocks of the convolution in Fourier space which can be

performed in parallel. As a cautionary note, especially in the last step of Algorithm 2,

where there is a composition of multiple matrix-vector multiplications, the order of these

multiplications must be chosen to only perform matrix-vector operations to ensure optimal

runtime. In other words, two 𝑁 × 𝑁 matrices should never be multiplied by each other at

any point in this algorithm.

5.4.6 Runtime comparisons

projUNN has a nearly optimal asymptotic runtime scaling which offers practical benefits in

high dimensions. In the RNN setting, fig. 5-2a shows that the low rank version of projUNN

has a runtime that scales at the same rate as that of a vanilla RNN albeit with increased

overhead. Updating the unitary matrix of projUNN takes 𝑂(𝑘𝑛2) time for performing

updates of rank 𝑘 ≪ 𝑛, only a factor 𝑘 more than a vanilla RNN which performs updates
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Figure 5-2: (a) Runtime of projUNN (with low rank approximation) scales asymptotically
at same rate of a vanilla RNN and much faster than other unitary RNN models or the
exact version of projUNN (not using low rank approximation). Practical runtime improve-
ments are achieved when the hidden dimension is large (see appendix D.5 for details). (b)
projUNN-T can learn a random target unitary matrix using SGD. For a fixed learning
rate, the loss decays at a rate proportional to the approximation rank 𝑘 up to 𝑘 = 16
where the approximation captures the full batch size (see exact projUNN which employs
no approximation). The y-axis plots Frobenius error ‖𝑈 − 𝑈𝑡𝑎𝑟‖2

𝐹 .

in 𝑂(𝑛2) time. Note, that exact (full rank) updates to the 𝑛 × 𝑛 unitary matrices of a

projUNN take roughly 𝑂(𝑛3) time corresponding to the runtime of an SVD and equivalent

to the runtime of expRNN and scoRNN [223, 165].

In the convolutional setting, projUNN offers the most benefit when there are many

channels, filters with large support (very wide), or a need for exact unitary/orthogonal

operations (in contrast with an approximate method like [304]). Given an 𝑁 × 𝑁 input

with 𝐶 channels, a forward and backward pass of projUNN runs in time 𝑂(𝑁2𝐶 log(𝑁) +

𝑘𝑁2𝐶2) when performing rank 𝑘 updates. This is a factor of 𝐶 faster than the Cayley

implementation [315] which runs in time 𝑂(𝑁2𝐶2 log(𝑁) + 𝑁2𝐶3). For a more complete

analysis of the asymptotic and empirical runtimes of various models including many not

listed here, please see appendix D.5.
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5.5 Experiments

We propose in this section a variety of benchmarked experiments to validate the efficiency

and performance of the proposed projUNN method focusing mostly on RNN tasks.1 We

include further details of the experiments in Appendix D.3 including a preliminary empirical

analysis of projUNN in convolutional tasks.

Toy model: learning random unitary To study the learning trajectories of projUNN,

we consider a simple toy model aimed at learning a target random unitary. More specifically,

we parameterize a large unitary matrix 𝑈 ∈ C2048×2048 to learn a Haar random target unitary

𝑈𝑡𝑎𝑟 ∈ C2048×2048 given a dataset {𝑥𝑖, 𝑦𝑖 = 𝑈𝑡𝑎𝑟𝑥𝑖}4096
𝑖=1 of size 4096 where 𝑥𝑖 ∈ C2048 has

entries drawn i.i.d. random normal. 𝑈 is initialized as a random unitary matrix, and each

step, we perform vanilla gradient descent over a batch of 16 training points using mean-

squared error loss ℓ(𝑥𝑖, 𝑦𝑖) = ‖𝑈𝑥𝑖 − 𝑦𝑖‖2
2. Approximations of rank 𝑘 to the gradient are

obtained using the column sampling algorithm.

fig. 5-2b, which plots the Frobenius error ‖𝑈−𝑈𝑡𝑎𝑟‖2
𝐹 , shows that projUNN-T equipped

with the column sampling approximator is able to learn the random target unitary even when

𝑘 = 1 (see appendix D.3.1 for plots with projUNN-D). Furthermore, for a fixed learning

rate, learning requires fewer steps with larger 𝑘 up to 𝑘 = 16, the maximum rank of the

gradient (note that ∇𝑈 ℓ(𝑥𝑖, 𝑦𝑖) is rank 1). Therefore, approximating the gradient via low

rank approximations can significantly speed up learning in this task (see appendix D.3.1 for

further details).

Adding task In the adding task, an RNN must learn to add two numbers in a long

sequence. We consider a variant of the adding task studied in [24], where the input consists

of two data sequences of length 𝑇 . The first is a list of 𝑇 numbers sampled uniformly from

[0, 1], and the second is a list of binary digits set to zero except for two locations (those which

must be summed) set to one located uniformly at random within the intervals [1, 𝑇/2) and

[𝑇/2, 𝑇 ) respectively.

Consistent with [165], we train our projUNN-T using an RNN with hidden dimension of

170 and the RMSprop optimizer to reduce the mean-squared error of the output with respect

to the target. Naively predicting the average value of one for a random input achieves mean-

1code repository: https://github.com/facebookresearch/projUNN
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Figure 5-3: projUNN-T learns the adding task with 𝑇 = 200 and 𝑇 = 750. Test error is
smoothed by taking the running average of 5 sequential points. See appendix D.3.2 for more
details.
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Figure 5-4: projUNN-T equipped with the column sampling approximation learns the copy
task with 𝑇 = 1000 and 𝑇 = 2000 even with rank one approximations.

squared error of approximately 0.167. As shown in fig. 5-3, projUNN-T is able to learn

the target function even with rank 𝑘 = 1 approximations. Surprisingly, for a fixed learning

rate and scheduler, convergence to the true solution is almost equally fast for 𝑘 = 1, 𝑘 = 4,

and 𝑘 = 16. Further details are provided in appendix D.3.2.

Copy memory task The copying memory task is a common benchmark for RNNs [170,

24, 166], where the aim is to memorize input data by ignoring a long sequence of void tokens.

Given an alphabet of 𝑛 + 2 symbols {𝑎𝑖}𝑛+2
𝑖=1 , 𝑛 of which represent data (sequence of letters

𝐴, 𝐵, . . . ) and additional void (-) and start recall (:) tokens, the RNN must output the first

𝐾 input tokens as the last 𝐾 output tokens and void otherwise. An example input/output

for 𝑀 = 6 with 𝑛 = 4 is

Input: ABCDAD---···-------:-----

Output: ---------···-------ABCDAD

Here, 𝑇 = 1000 or 𝑇 = 2000 so the network must memorize data over a very long sequence of

void tokens. As in [186], we consider 𝑛 = 8 and input length 𝐾 = 10 and train networks with
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Table 5.2: Result of gradient descent optimization using the RMSprop optimizer on a single
layer RNN for the permutedMNIST classification task. Each result is averaged over 3 runs,
the same cross validation is done for all settings and includes the learning rate and its
schedule. Training occurs for 200 epochs, and 10% of the training set (same for all models)
is set apart as validation set. The training curves are provided in fig. D-8.

projUNN-D projUNN-T
Width RGD LSTM ScoRNN ExpRNN DT∞ DT100 DT1 k=1 2 4 8 16 k=1 2 4 8 16
116 92.5 91.8 - - - - - 92.8 93.0 93.0 92.9 93.2 92.5 92.6 92.5 93.0 92.8
170 - 92.0 94.8 94.9 95.0 95.1 95.2 94.3 94.3 94.4 94.7 94.3 94.4 94.3 94.4 94.1 94.3
360 93.9 92.9 96.2 96.2 96.5 96.4 96.3 96.4 96.4 96.3 96.3 96.5 96.3 96.3 96.4 96.2 96.4
512 94.7 92.0 96.6 96.6 96.8 96.7 96.7 97.0 97.0 96.8 96.9 97.0 96.7 96.7 96.8 96.8 96.7

batch size 128 using the RMSProp algorithm. Naively predicting 𝑇 +𝐾 void tokens followed

by 𝐾 random selections of the 𝑛 possible tokens achieves a baseline loss of 𝐾 log(𝑛)/(𝑇 +2𝐾).

projUNN-T is able to learn the copy task efficiently as shown in fig. 5-4. In fact, for

fixed learning rates, rank one approximations using the column sampling algorithm provide

the fastest convergence to the true solution in comparison to higher rank approximations.

Networks were initialized using Henaff initialization (see appendix D.6.4) and the learning

rate for unitary parameters was set to 32 times less than that of regular parameters (see

appendix D.3.3 for more details).

Permuted MNIST Another challenging long-term memory task we consider is the per-

muted pixel-by-pixel MNIST dataset. Here, MNIST images are flattened, and pixels are

randomly shuffled and placed in a sequence thereby creating some non-local dependencies.

MNIST images have 28×28 resolution, so the pixel-by-pixel sequences have length 𝑇 = 784.

The task is digit classification (10 classes) as in standard MNIST models. We employ the

same data processing, shuffle permutation, and formatting as that in prior works [223]. We

perform cross-validation over different learning rates and evaluate both projUNN-T and

projUNN-D with different low-rank values 𝑘 ∈ {1, 2, 4, 8, 16}. The final test accuracy is

shown in table 5.2. As observed in the copy and adding tasks, we find that using 𝑘 > 1 does

not lead to improved performances. In fact, we provide the evolution of the test set accuracy

during training in fig. D-8 and note that as the number of updates is large (hundreds per

epoch), even rank 𝑘 = 1 update are able to move the model’s parameters to their local

optimum.
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Figure 5-5: projUNN can more sta-
bly train very deep CNNs. Training
on MNIST is done for 50 epochs in
all cases with conv2d-BN-ReLU blocks
(repeated “depth” times) and learning
rate cross-validation (RMSprop), 32
channels throughout, and a final linear
classifier. For 100 epochs and a depth
of 100, we obtain 92.7, 23.5 for the
train/test accuracy of unconstrained
CNN, and 95.7, 94.6 for projUNN-T.

CNN experiments To explore the performance of our projUNN training algorithm

for convolutional layers, we first analyzed its performance on CIFAR10 classification using

a Resnet architecture [163]. Our aim was not to “beat" benchmarks but to provide an

honest comparison of the performance of projUNN to existing methods. In fact, as noted

earlier, enforcing unitarity generically results in a drop in accuracy for commonly used

architectures. Consistent with prior work [315] we employ data-augmentation of random

translations and left-right flips. Previous analysis in the RNN setting showed that rank

𝑘 = 1 is sufficient for convergence so we always set 𝑘 = 1 when using projUNN in the

convolutional setting. For Resnet9 trained using the RMSprop optimizer, projUNN-T and

projUNN-D reached 80.75% and 82.06% accuracy respectively, matching or outperforming

reported results from existing unitary CNN models which achieved accuracies of 80.72%

for BCOP [226] and 81.70% for Cayley [315] (further details in Appendix D.3.5). Note,

that all of these methods resulted in a performance drop compared to the standard model

(without unitary constraints) which achieved accuracy of 92.26%. Hence, we believe that

there remain a large potential for unitary models to close this gap. Separate from just

performance and to motivate the use of unitary parameterization, we provide in fig. 5-5, test

accuracy results from a simple CNN model with progressively increasing depth trained with

and without unitary parameterization on MNIST data. We observe that unitary weights

might provide benefits for vanilla CNN architectures that have not been designed to handle

very deep settings. Of course, various techniques and tricks have been designed to enable

CNNs to be trainable at large depths [339, 163, 52]. Unitary convolutions, which are simple

and theoretically motivated, can potentially be used either separately or in-tandem with

these other techniques.
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5.6 Discussion

Our projUNN shows that one need not sacrifice performance or runtime in training unitary

neural network architectures. Our results broadly take advantage of the approximate low

rank structure of parameter gradients to perform updates at nearly optimal runtime. Look-

ing beyond the setting studied here, it is an interesting question how our framework can be

applied to other neural network architectures or parameter manifolds. Group convolutional

neural networks and Riemannian gradient descent offer two promising avenues for further

application of our techniques.
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Appendix A

Appendix for Chapter 2

A.1 Training Error Dominates in the Optimization of Varia-

tional Quantum Algorithms

The variational quantum eigensolver [273] is purely a problem of optimization and may

appear unrelated to the challenges in learning via variational algorithms; however, by de-

composing the error of a learning algorithm into key terms using well-established methods

[55], we will show that variational learning algorithms essentially face the same optimiza-

tion task and its associated challenges. In both cases, the hardness of learning or optimizing

with variational circuits manifests itself in the challenges of optimizing over a cost landscape

riddled with traps (or other barriers to optimization).

We restrict ourselves here to the supervised learning framework of empirical risk mini-

mization, where our goal is to learn a space of input and output pairs (𝑥, 𝑦) ∈ 𝒳 × 𝒴 drawn

from a distribution 𝑃 (𝑥, 𝑦). Given a loss function ℓ : 𝒴 × 𝒴 → [0, ∞), we quantify how well

our function performs by considering the expected risk ℛ:

ℛ(𝑓) = E𝑥 [ ℓ(𝑓(𝑥), 𝑓*(𝑥)) ] , (A.1)

where the expectation above is taken with respect to 𝑃 (𝑥, 𝑦). To benchmark performance,

we compare to the “optimal" or target function 𝑓* which is the minimizer of the risk:

𝑓*(𝑥) = arg min
𝑦∈𝒴

E [ℓ(𝑦, 𝑦)|𝑥] . (A.2)
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To perform learning, we search for a function ̂︀𝑓 ∈ ℱ in the function class ℱ (think e.g.,

the set of functions expressed by quantum neural networks). The expected risk ℛ(𝑓) is not

something one can calculate since it requires access to the full probability distribution of

the data. Instead, one minimizes the empirical risk ̂︀ℛ(𝑓) (often named the training error)

over a given training data set 𝒟 of size 𝑁 consisting of pairs {𝑥𝑖, 𝑦𝑖}𝑁
𝑖=1:

̂︀ℛ(𝑓) =

𝑁∑︁
𝑖=1

ℓ(𝑓(𝑥𝑖), 𝑓*(𝑥𝑖)). (A.3)

Note that we use the hat in ̂︀ℛ and ̂︀𝑓 to denote the expected risk measure and function

that one actually has access to during training or optimization. Given the above, one can

bound the expected risk of any function ̂︀𝑓 as a decomposition below [55]:

E
[︁
ℛ( ̂︀𝑓) − ℛ(𝑓*)

]︁
≤ min

𝑓∈ℱ
ℛ(𝑓) − ℛ(𝑓*)⏟  ⏞  

approximation error

+ 2E

[︃
sup
𝑓∈ℱ

⃒⃒⃒
ℛ(𝑓) − ̂︀ℛ(𝑓)

⃒⃒⃒]︃
⏟  ⏞  

generalization error

+ E

[︂ ̂︀ℛ( ̂︀𝑓) − min
𝑓∈ℱ

̂︀ℛ(𝑓)

]︂
⏟  ⏞  

optimization error

,

(A.4)

where the expectation above is taken with respect to the distribution over data sets or train-

ing sets. The proof of this statement follows by a careful, yet straightforward, application

of additions/subtractions with corresponding bounds [55].

Proof. Let ̂︀𝑓ℱ = arg min𝑓∈ℱ ̂︀ℛ(𝑓) and 𝑓ℱ = arg min𝑓∈ℱ ℛ(𝑓). Then, by adding and sub-

tracting quantities, we obtain the following result:

E
[︁
ℛ( ̂︀𝑓) − ℛ(𝑓*)

]︁
= E

[︀
ℛ( ̂︀𝑓) − ℛ(𝑓*)

+ ̂︀ℛ( ̂︀𝑓ℱ ) − ̂︀ℛ( ̂︀𝑓ℱ )

+ ℛ(𝑓ℱ ) − ℛ(𝑓ℱ ) + ̂︀ℛ(𝑓ℱ ) − ̂︀ℛ(𝑓ℱ )

+ ̂︀ℛ( ̂︀𝑓) − ̂︀ℛ( ̂︀𝑓)
]︀
.

(A.5)
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We reorder the above as follows and note their relation to the main statement:

E
[︁
ℛ( ̂︀𝑓) − ℛ(𝑓*)

]︁
= E

[︁
ℛ(𝑓ℱ ) − ℛ(𝑓*)

]︁
approximation error (A.6)

+E
[︁
ℛ( ̂︀𝑓) − ̂︀ℛ( ̂︀𝑓)

]︁
generalization error (A.7)

+E
[︁ ̂︀ℛ(𝑓ℱ ) − ℛ(𝑓ℱ )

]︁
generalization error (A.8)

+E
[︁ ̂︀ℛ( ̂︀𝑓ℱ ) − ̂︀ℛ(𝑓ℱ )

]︁
≤ 0 since ̂︀𝑓ℱ minimizes ̂︀ℛ (A.9)

+E
[︁ ̂︀ℛ( ̂︀𝑓) − ̂︀ℛ( ̂︀𝑓ℱ )

]︁
optimization error (A.10)

For the quantities in the generalization error, we have since ̂︀𝑓, 𝑓ℱ ∈ ℱ :

E
[︁
ℛ( ̂︀𝑓) − ̂︀ℛ( ̂︀𝑓)

]︁
≤ E

[︃
sup
𝑓∈ℱ

⃒⃒⃒
ℛ(𝑓) − ̂︀ℛ(𝑓)

⃒⃒⃒]︃

E
[︁ ̂︀ℛ(𝑓ℱ ) − ℛ(𝑓ℱ )

]︁
≤ E

[︃
sup
𝑓∈ℱ

⃒⃒⃒
ℛ(𝑓) − ̂︀ℛ(𝑓)

⃒⃒⃒]︃
.

(A.11)

Plugging these into equation A.5 and noting as before that E
[︁ ̂︀ℛ( ̂︀𝑓ℱ ) − ̂︀ℛ(𝑓ℱ )

]︁
≤ 0, we

arrive at the desired result.

In the context of quantum variational algorithms, each of these has the following prop-

erties:

• The approximation error quantifies how well the most optimal function in the

hypothesis class ℱ can fit the function. In variational settings, the approximation

error is typically bounded by assuming the target function is generated from a nice

class of functions (e.g. shallow circuits) or arguing either analytically or theoretically

that a given ansatz can (approximately) express the target function [255, 303, 120, 300].

• The generalization error quantifies the statistical error that arises from having a

finite data set and is typically insignificant in quantum variational algorithms where

circuit complexity is limited with regards to the number of training samples. More

precisely, for data sets of size 𝑚, previous work [69, 121] bound the generalization error

as 𝑂̃(
√︀

|𝐺|/𝑚) where |𝐺| is the number of trainable gates. In contrast, generalization

error in heavily overparameterized classical neural network models are challenging
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to bound and it is still an open question why deep learning models generalize so

well [351, 258].

• The optimization error measures how well one is able to reduce the empirical risk.

Issues with optimization such as poor local minima and barren plateaus arise here.

Note that there is a distinct difference between quantum and classical deep learning

here. With classical deep neural networks, this quantity is typically negligible since

neural networks are overparameterized with respect to the data set size and can fit

random data arbitrarily well [351, 240]. Furthermore, due to efficient means of calcu-

lating gradients with bit-level precision, classical machine learning algorithms perform

optimization over parameters far more efficiently than quantum variational algorithms.

In quantum variational models, overparameterization with respect to the Hilbert space

dimension is generally needed to arbitrarily fit data [20, 335, 206]. Since the Hilbert

space dimension grows exponentially with the number of qubits, such overparameter-

ization becomes prohibitive rather rapidly.

In summary, the approximation error and generalization error can be bounded efficiently

with sufficient data so failures in learning are typically related to optimization over the

empirical risk. As an aside, this is loosely analogous to the classical setting of learning

polynomial size Boolean circuits which is strongly conjectured to be hard since the space of

Boolean functions is challenging to search over [22].

Finally, we would like to stress that the decomposition of the excess risk performed in

this section is neither unique nor necessarily tight. The decomposition can be performed

in various other ways depending on the quantities one would like to bound. We chose the

decomposition here to relate errors in quantum machine learning algorithms to their classical

counterparts and to highlight the challenges one may face when attempting to provably learn

a target function class.

A.2 Statistical Query Framework: Background and Additional

Details

The statistical query (SQ) framework was introduced nearly 25 years ago to analyze the

hardness of learning problems [194]. This framework restricts algorithms to a series of noisy
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queries, and hardness results are stated in terms of the number of queries needed to learn

a given class of functions. Since there are various different ways of defining the statistical

query model—including a recent quantum oracular version proposed in [30]—let us first

review some of the various models considered in prior work.

1. Classical statistical query model: Introduced by [194], this was the first statistical

query model introduced. For a given distribution 𝐷 of inputs over an input space 𝑋

and target concept 𝑐 : 𝑋 → {−1, +1}, one can make a statistical query SQ(𝑞, 𝜏), by

providing a threshold 𝜏 ∈ R+ and a query function 𝑞 : 𝑋 × {−1, +1} → {−1, +1}.

The query returns a value in the range:

E𝑥∼𝐷 [𝑞(𝑥, 𝑐(𝑥)) − 𝜏 ] ≤ SQ(𝑞, 𝜏) ≤ E𝑥∼𝐷 [𝑞(𝑥, 𝑐(𝑥)) + 𝜏 ] . (A.12)

2. Correlational statistical query model: The query is the same as before, except

now, one queries correlations CSQ(𝑞, 𝜏) only by providing a threshold 𝜏 ∈ R+ and a

query function ℎ : 𝑋 → {−1, +1}. The query returns a value in the range:

E𝑥∼𝐷 [ℎ(𝑥)𝑐(𝑥) − 𝜏 ] ≤ CSQ(ℎ, 𝜏) ≤ E𝑥∼𝐷 [ℎ(𝑥)𝑐(𝑥) + 𝜏 ] . (A.13)

This model is strictly less powerful than the standard statistical query model since one

can perform a correlational statistical query with a standard statistical query [312].

3. Quantum statistical query model: This is a statistical query model with quan-

tum samples [30]. Here, we are restricted to target (classical) Boolean functions

𝑐 : {0, 1}𝑛 → {−1, +1}. A quantum statistical query Qstat(𝜏, 𝑀) is provided with

a threshold 𝜏 ∈ R+ and an observable or Hamiltonian 𝑀 ∈ (C2)𝑛+1 × (C2)𝑛+1 satisfy-

ing ‖𝑀‖ ≤ 1 and returns a number in the range:

⟨𝜓𝑐| 𝑀 |𝜓𝑐⟩ − 𝜏 ≤ Qstat(𝑀, 𝜏) ≤ ⟨𝜓𝑐| 𝑀 |𝜓𝑐⟩ + 𝜏, (A.14)

where |𝜓𝑐⟩ =
∑︀

𝑥∈{0,1}𝑛

√︀
𝐷(𝑥) |𝑥⟩ |𝑐(𝑥)⟩. This model is useful to analyze the hardness

of learning classical Boolean functions when given the extra power of querying the

classical function in superposition. Our work considers learning quantum data and

thus does not fit into the framework of this SQ model.
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The SQ learning setting is related to the probably approximately correct (PAC) setting

of learning theory [316] in that if an algorithm can learn a given function class in the SQ

learning setting under any input distribution, then that function class is also PAC learnable

[194, 283]. Two very recent works have studied the SQ hardness of learning data generated

by quantum circuits. First, [169] analyze the hardness of learning the output distribution

of clifford circuits and stabilizer states showing that these distributions are hard to learn

using classical Boolean SQ oracles. Nevertheless, when given samples from the Boolean

hypercube of the distribution, they provide an efficient algorithm based on linear regression

to determine the stabilizer state underlying the distribution. Such a result is similar to

classic results in [194] showing that parity functions are hard to learn using only SQ oracle

calls but easy when performing linear regression with enough samples. Second, [141] show

that learning stabilizer states is hard in an SQ setting where queries are made over two-

outcome POVMs. Their results show that learning stabilizer states in such a setting is as

hard as learning the function class of parity with noise in the standard Boolean setting. Our

results expand the set of quantum functions that are hard to learn in SQ settings and relate

such hardness results to the variational setting.

A.2.1 Quantum Statistical Query Models

Variational quantum algorithms are inherently noisy due to unavoidable sources such as the

need for sampling outputs, or potentially correctable sources such as gate errors and state

preparation noise. In such noisy settings, the statistical query (SQ) model provides a useful

framework for quantifying the complexity of learning a class of functions by considering

how many query calls to a noisy oracle are needed to learn any function in that class. As

described in the main text, in the variational setting, we consider two forms of statistical

queries which relate to learning a target Hamiltonian or a target unitary, both of which

result in exponential hardness results for learning simple variational classes of data.

Our proofs expand on recent research showing hardness results in the SQ setting for

certain quantum machine learning problems. More specifically, recent results that have

shown that certain fundamental and rather simple classes of quantum “functions” are hard

to learn in the SQ setting. Namely, (classical) output distributions of locally constructed

quantum states [169] and the set of Clifford circuits [141] are hard to learn given properly

chosen statistical query oracles. Following these results, we show that simple classes of
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functions generated by variational circuits are also exponentially difficult to learn in the

SQ settings we consider. We also directly connect the statistical query setting to actual

optimization algorithms that are used in practice for variational optimization. Our results

indicate that training algorithms must be carefully constructed to avoid these poor lower

bounds.

A.2.2 Limitations of Hardness Results in the SQ Framework

Though the SQ framework is a useful tool for analyzing the hardness of learning a class of

functions in noisy settings, there are a few caveats and limitations of any hardness results

proven in the SQ setting:

• The statistical query model inherently requires noise in the form of the tolerance 𝜏 .

Furthermore, the guarantees of learning must handle worst case noise scenarios where

the noise acts adversarially on the statistical query. Though quantum variational

algorithms are inherently noisy, this noise typically does not arise in an adversarial

nature.

• The statistical query model places bounds on learning classes of functions using opti-

mizers that query this SQ model and is not directly related to issues of loss landscapes

since there is no loss landscape to actually optimize. Nevertheless, since (noisy) cal-

culations of gradients and loss function values are themselves examples of statistical

queries, any issues with optimizing over a loss landscape will also arise in performing

the optimizer through a series of statistical queries.

• Learning every function in a class 𝒞 can be restrictive, and in practice, one may only

really want to learn a given function or a small set of functions. In fact, it can be

shown that even the class of functions generated by shallow neural networks is hard to

learn in the SQ setting [115, 139, 140, 87, 114]; nevertheless, neural networks are very

successful at learning specific functions such as the classification of real-world images

[221].

• Specific to the settings considered here, our hardness results were obtained in the

correlational SQ setting by constructing a family of orthogonal functions drawn from

a given function class. We chose this setting for its close relation to the algorithms
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used in practice for performing optimization over variational parameters. However, as

mentioned in the main text, the correlational SQ setting is strictly weaker than the

more general SQ setting, and separations between SQ and correlational SQ results

have been made in prior work [85, 13].

A.3 Proofs of Statistical Query Results

Throughout this section, we make use of standard formulas from Weingarten calculus to

integrate over Haar measure or 𝑡-designs [256, 95, 96]. Let |𝐼𝑛
𝑚⟩ denote 𝑛 copies of the

unnormalized maximally entangled state on a Hilbert space of dimension 𝑚:

|𝐼𝑛
𝑚⟩ =

𝑚∑︁
𝑖1,𝑖2,...,𝑖𝑛=1

|𝑖1, 𝑖2, . . . , 𝑖𝑛⟩ |𝑖1, 𝑖2, . . . , 𝑖𝑛⟩ . (A.15)

For 𝑛 = 2, let |𝑆2
𝑚⟩ denote the same unnormalized state as above with a swap operation

applied to the second register:

|𝑆2
𝑚⟩ = (𝐼 ⊗ SWAP) |𝐼2

𝑚⟩

=
𝑚∑︁

𝑖1,𝑖2=1

|𝑖1, 𝑖2⟩ |𝑖2, 𝑖1⟩ .
(A.16)

The following hold over a distribution 𝒟 that is a 2-design over the unitary matrices of

dimension 𝑚:

E𝑈∼𝒟
[︀
𝑈 ⊗ 𝑈̄

]︀
=

1

𝑚
|𝐼1

𝑚⟩ ⟨𝐼1
𝑚| ,

E𝑈∼𝒟
[︀
𝑈 ⊗ 𝑈 ⊗ 𝑈̄ ⊗ 𝑈̄

]︀
=

1

𝑚2 − 1

(︀
|𝐼2

𝑚⟩ ⟨𝐼2
𝑚| + |𝑆2

𝑚⟩ ⟨𝑆2
𝑚|
)︀

− 1

𝑚(𝑚2 − 1)

(︀
|𝐼2

𝑚⟩ ⟨𝑆2
𝑚| + |𝑆2

𝑚⟩ ⟨𝐼2
𝑚|
)︀

,

(A.17)

where 𝑈̄ denotes the matrix with entries that are the complex conjugate of entries of 𝑈 .

As a simple example of applying the techniques above, we show that for unitaries 𝑈* and

𝑉 of dimension 𝑑𝑛 (e.g., 𝑑 = 2 for qubits and 𝑛 is the number of qubits), E𝜌∼𝒟

[︁
ℜ[Tr(𝑈 †

*𝑉 𝜌)]
]︁

=

𝑑−𝑛ℜ[Tr(𝑈 †
*𝑉 )] whenever 𝒟 forms a 1-design. This is a crucial formula that we use in the

evaluation of statistical queries to qUSQ.
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Lemma A.3.1. For any distribution 𝒟 that is a 1-design over states of dimension 𝑑𝑛,

E𝜌∼𝒟

[︁
ℜ[Tr(𝑊 †𝑉 𝜌)]

]︁
= 𝑑−𝑛ℜ[Tr(𝑊 †𝑉 )]. (A.18)

Proof. WLOG, we rewrite the equation above in terms of a distribution over pure states and

with a slight abuse of notation, we let 𝒟 also denote a distribution over unitary matrices 𝑈

that forms a 1-design:

E𝜌∼𝒟

[︁
ℜ[Tr(𝑊 †𝑉 𝜌)]

]︁
= E𝑈∼𝒟

[︁
ℜ[⟨0| 𝑈 †𝑊 †𝑉 𝑈 |0⟩]

]︁
. (A.19)

Using equation A.15, we have:

E𝑈∼𝒟

[︁
ℜ[⟨0| 𝑈 †𝑊 †𝑉 𝑈 |0⟩]

]︁
= E𝑈∼𝒟

[︁
⟨𝐼1

𝑑𝑛 |
(︀
(𝑊 †𝑉 ) ⊗ 𝐼

)︀(︀
𝑈 ⊗ 𝑈̄

)︀
|0⟩ |0⟩

]︁
. (A.20)

Applying equation A.17, we have:

E𝑈∼𝒟

[︁
ℜ[⟨0| 𝑈 †𝑊 †𝑉 𝑈 |0⟩]

]︁
= E𝑈∼𝒟

[︁
ℜ[⟨𝐼1

𝑑𝑛 |
(︀
(𝑊 †𝑉 ) ⊗ 𝐼

)︀(︀
𝑈 ⊗ 𝑈̄

)︀
|0⟩ |0⟩]

]︁
=

1

𝑑𝑛
ℜ[⟨𝐼1

𝑑𝑛 |
(︀
(𝑊 †𝑉 ) ⊗ 𝐼

)︀
|𝐼1

𝑑𝑛⟩ ⟨𝐼1
𝑑𝑛 | |0⟩ |0⟩]

=
1

𝑑𝑛
ℜ[Tr(𝑊 †𝑉 )].

(A.21)

A.3.1 Lower Bounds for Statistical Query Learning

For completeness, we include a proof of Theorem A.3.3, copied below, which lower bounds

the number of queries needed to learn a hypothesis class. qCSQ and qUSQ both take the

form of an inner product so the proof holds for both cases. As a reminder we include the

definitions of qCSQ and qUSQ below.

Quantum correlational statistical query (qCSQ) Given a target observable 𝑀 and

a distribution 𝒟 of input states, a query qCSQ(𝑂, 𝜏) takes in a bounded observable 𝑂 with

‖𝑂‖ ≤ 1 and a tolerance 𝜏 and returns a value in the range:

E𝜌∼𝒟 [Tr(𝑂𝜌) Tr(𝑀𝜌) − 𝜏 ] ≤ qCSQ(𝑂, 𝜏) ≤ E𝜌∼𝒟 [Tr(𝑂𝜌) Tr(𝑀𝜌) + 𝜏 ] . (A.22)
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Quantum unitary statistical query (qUSQ) Given a target unitary transformation

𝑈* over a distribution 𝒟 of inputs, the oracle qUSQ(𝑉 , 𝜏) takes in a unitary matrix 𝑉 and

a tolerance 𝜏 and returns a value in the range:

E𝜌∼𝒟

[︁
ℜ[Tr(𝑈 †

*𝑉 𝜌)] − 𝜏
]︁

≤ qUSQ(𝑉 , 𝜏) ≤ E𝜌∼𝒟

[︁
ℜ[Tr(𝑈 †

*𝑉 𝜌)] + 𝜏
]︁

. (A.23)

Finally, we remind the reader of the definition of the statistical query dimension.

Definition A.3.2 (Statistical query dimension [53, 283]). For a distribution 𝒟 and concept

class ℋ where ‖𝑀‖2
𝒟 ≤ 𝐶𝑚𝑎𝑥 for all 𝑀 ∈ ℋ, the statistical query dimension (SQ-DIM𝒟(ℋ))

is the largest positive integer 𝑑 such that there exists 𝑑 observables 𝑀1, 𝑀2, . . . , 𝑀𝑑 ∈ ℋ

such that for all 𝑖 ̸= 𝑗 : |⟨𝑀𝑖, 𝑀𝑗⟩𝒟| ≤ 𝐶𝑚𝑎𝑥/𝑑.

From here, we provide a proof of the query complexity of learning a function class, similar

to the proof in [312].

Theorem A.3.3 (Query complexity of learning [312, 53]). Given a distribution 𝒟 on inputs

and a hypothesis class ℋ where ‖𝑀‖2
𝒟 ≤ 𝐶𝑚𝑎𝑥 for all 𝑀 ∈ ℋ, let 𝑑 = SQ-DIM𝒟(ℋ) be the

statistical query dimension of ℋ. Any qCSQ or qUSQ learner making queries with tolerance

𝐶𝑚𝑎𝑥𝜏 must make at least (𝑑𝜏2 − 1)/2 queries to learn ℋ up to error 𝐶𝑚𝑎𝑥𝜏 .

Proof. Since we are restricted to the weaker setting of correlational statistical queries in this

study, we can reuse a simple and elegant proof from [312].

Let 𝑀1, 𝑀2, · · · , 𝑀𝑑 be 𝑑 functions that saturate SQ-DIM𝒟(ℋ), i.e., ⟨𝑀𝑖, 𝑀𝑗⟩𝒟 ≤ 1/𝑑

for all 𝑖 ̸= 𝑗. Assume we apply query 𝑂 and let 𝑆 = {𝑖 ∈ [𝑑] : ⟨𝑂, 𝑀𝑖⟩𝒟 > 𝐶𝑚𝑎𝑥𝜏} Then,

by simple application of Cauchy-Schwarz, we have that for any query 𝑂:

⟨
𝑂,
∑︁
𝑖∈𝑆

𝑀𝑖

⟩2

𝒟

≤ 𝐶𝑚𝑎𝑥

⃦⃦⃦⃦
⃦∑︁

𝑖∈𝑆

𝑀𝑖

⃦⃦⃦⃦
⃦

2

𝒟

= 𝐶𝑚𝑎𝑥

∑︁
𝑖,𝑗∈𝑆

⟨𝑀𝑖, 𝑀𝑗⟩𝒟

≤ 𝐶2
𝑚𝑎𝑥

(︀
|𝑆| + |𝑆|2/𝑑

)︀
.

(A.24)

Note, that we can also bound the quantity above from below by using the definition of 𝑆:⟨
𝑂,
∑︁
𝑖∈𝑆

𝑀𝑖

⟩
𝒟

≥ 𝐶𝑚𝑎𝑥|𝑆|𝜏. (A.25)
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Combining the above, we have that

|𝑆| ≤ 𝑑/(𝑑𝜏2 − 1). (A.26)

Similarly, defining 𝑆′ = {𝑖 ∈ [𝑑] : ⟨𝑂, 𝑀𝑖⟩𝒟 < −𝐶𝑚𝑎𝑥𝜏} with correlation less than −𝜏 ,

we follow the steps above to also note that |𝑆′| ≤ 𝑑/(𝑑𝜏2 − 1). Altogether, we have that

|𝑆′| + |𝑆| ≤ 2𝑑/(𝑑𝜏2 − 1), which implies that each oracle call returning 0 is inconsistent with

at most 2𝑑/(𝑑𝜏2 − 1) functions. This results in the lower bound stated, as 𝑑 functions must

be ruled inconsistent to learn the target class.

A.3.2 Proofs of Statistical Query Dimensions for Variational Function

Classes

Proposition A.3.4 (SQ dimension for 𝐿 = 1 and fixed global measurement). Given 𝑛

qubits, let ℋ be the concept class containing functions 𝑓 : C2𝑛 → R consisting of single qubit

rotations followed by a global Pauli Z measurement, i.e. functions of the form

𝑓(|𝜓⟩ ; 𝑈1, 𝑈2, . . . , 𝑈𝑛) = ⟨𝜓|
(︁

𝑈 †
1 ⊗ 𝑈 †

2 ⊗ · · · ⊗ 𝑈 †
𝑛

)︁
(𝑍1 ⊗ 𝑍2 ⊗ · · · 𝑍𝑛) (𝑈1 ⊗ 𝑈2 ⊗ · · · ⊗ 𝑈𝑛) |𝜓⟩ ,

(A.27)

where |𝜓⟩ is the input to the function and 𝑈1, 𝑈2, . . . , 𝑈𝑛 are the parameterized 1-qubit rota-

tion operations on distinct qubits. Then, the concept class ℋ has SQ dimension SQ-DIM𝒟(ℋ) ≥

3𝑛 under any distribution of states that forms a 2-design.

Proof. The simple proof of this proposition relies on the fact that all Pauli operators are

pairwise orthogonal for a 2-design, i.e. given two distinct Pauli operators 𝑃1 and 𝑃2 then

E𝜌∼𝒟 [Tr(𝑃1𝜌) Tr(𝑃2𝜌)] = 0. Therefore, we simply show that the concept class ℋ is capable

of producing any Pauli string not containing the identity.

To proceed, note that we can rewrite the function class as follows:

𝑓(|𝜓⟩ ; 𝑈1, 𝑈2, . . . , 𝑈𝑛) = ⟨𝜓| (𝑈 †
1𝑍1𝑈1) ⊗ (𝑈 †

2𝑍2𝑈2) ⊗ · · · ⊗ (𝑈 †
𝑛𝑍𝑛𝑈𝑛) |𝜓⟩ . (A.28)

To obtain any arbitrary Pauli string, we simply conjugate the 𝑍𝑖 operator for the 𝑖-th

qubit by a corresponding operation. If the 𝑖-th qubit of a Pauli string is equal to 𝑋, then

we set 𝑈𝑖 = 𝐻 or the Hadamard transform. Similarly, if the 𝑖-th qubit of a Pauli string is
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equal to 𝑌 , then we set 𝑈𝑖 = 𝐻
√

𝑍
†
. By conjugation of the individual 1-qubit operators,

we thus can produce any Pauli operator in {𝑋, 𝑌 , 𝑍}⊗𝑛.

Corollary A.3.5. By application of Theorem A.3.3, the class of functions defined in Propo-

sition A.3.4 consisting of a single layer of parameterized single qubit unitary gates and a fixed

global measurement on 𝑛 qubits requires 2Ω(𝑛) queries to learn for a query tolerance greater

than 3−𝛽𝑛, where 𝛽 = 1/2 − Ω(1).

Proposition A.3.6 (SQ dimension for 𝐿 = ⌈log2 𝑛⌉, two-qubit gates, and single Pauli 𝑍

measurement). Given 𝑛 qubits, let ℋ be the concept class containing functions 𝑓 : C2𝑛 → R

consisting of ⌈log2 𝑛⌉ layers of two-qubit gates followed by a Pauli 𝑍 measurement on a

single qubit. Then, the concept class ℋ has SQ dimension SQ-DIM𝒟(ℋ) ≥ 4𝑛 − 1 under

any distribution of inputs that forms a 2-design.

Proof. We will show that ℋ is powerful enough to perform any nontrivial Pauli measurement

(i.e., any Pauli but the identity) and hence construct at least 4𝑛 − 1 orthogonal functions.

Classically, any parity function can be constructed in ⌈log2 𝑛⌉ layers, and we use a similar

construction here.

Without loss of generality, assume the Pauli measurement is on the first qubit. Let 𝑈(𝜃)

represent a possible unitary that can be applied using the given hypothesis class, resulting

in a final measurement of 𝑈(𝜃)†𝑍1𝑈(𝜃) on a given input state |𝜓⟩. We will show that we

can parameterize the circuit such that for any Pauli measurement, 𝑃1 ⊗ 𝑃2 ⊗ · · · ⊗ 𝑃𝑛 =

𝑈(𝜃)†𝑍1𝑈(𝜃) where 𝑃𝑖 indicates the Pauli operator of qubit 𝑖 (i.e., 𝑃𝑖 ∈ {𝐼, 𝑋, 𝑌 , 𝑍}).

To construct any Pauli operator 𝑃1 ⊗ 𝑃2 ⊗ · · · ⊗ 𝑃𝑛, we follow the steps below:

1. In the first layer, apply a unitary to each qubit 𝑖 which maps the computational basis

to the basis of the Pauli for qubit 𝑖. In more detail, if 𝑃𝑖 = 𝐼 or 𝑃𝑖 = 𝑍, then apply

the identity map to keep the basis the same. If 𝑃𝑖 = 𝑋, then apply the Hadamard

transform and if 𝑃𝑖 = 𝑌 then apply the operation 𝐻
√

𝑍
†
.

2. In the 𝑙-th layer, apply a specific two qubit gate to qubit pairs {1, 2𝑙−1 +1}, {2(2𝑙−1)+

1, 3(2𝑙−1) + 1}, {4(2𝑙−1) + 1, 5(2𝑙−1) + 1}, . . . . For a layer 𝑙 and a given pair {𝑖, 𝑗},

apply the following gate:

• if all of 𝑃𝑖, 𝑃𝑖+1, . . . , 𝑃𝑗+2𝑙−1 are equal to 𝐼, then apply the identity.
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• if any of 𝑃𝑖, 𝑃𝑖+1, . . . , 𝑃𝑗−1 are not equal to 𝐼 and all of 𝑃𝑗 , 𝑃𝑗+1, . . . , 𝑃𝑗+2𝑙−1 are

equal to 𝐼 then apply the identity as well.

• if all of 𝑃𝑖, 𝑃𝑖+1, . . . , 𝑃𝑗−1 are equal to 𝐼 and any of 𝑃𝑗 , 𝑃𝑗+1, . . . , 𝑃𝑗+2𝑙−1 are not

equal to 𝐼, then apply a swap gate between qubits 𝑖 and 𝑗.

• otherwise, apply the following 2-qubit gate to 𝑖 and 𝑗 which conjugates 𝑍 ⊗ 𝐼 to

𝑍 ⊗ 𝑍: ⎡⎢⎢⎢⎢⎢⎢⎣
1 0 0 0

0 0 0 1

0 0 1 0

0 1 0 0

⎤⎥⎥⎥⎥⎥⎥⎦ . (A.29)

3. repeat step 2 above starting from 𝑙 = 1 to 𝑙 = ⌈log2 𝑛⌉. Measuring the first qubit

will measure the corresponding desired Pauli. Note, that the single qubit operations

of step 1 and the two-qubit operations of step 2 can be combined into a single 2-qubit

gate thus not changing the depth.

Following the steps above, at layer 𝑙, the measurement of the first qubit corresponds to

the Pauli measurement of the first 2𝑙 qubits. Recursively applying this procedure 𝑙 layers

produces any arbitrary Pauli string.

Corollary A.3.7. By application of Theorem A.3.3, the class of functions defined in Propo-

sition A.3.6 consisting of ⌈log2 𝑛⌉ two-qubit unitary gates and a fixed measurement on a

single qubit requires 2Ω(𝑛) queries to learn for a query tolerance greater than 4−𝛽𝑛, where

𝛽 = 1/2 − Ω(1).

Proposition A.3.8 (SQ dimension for 𝐿 layers, neighboring 2-local gates in one-dimensional

lattice and fixed single qubit measurement). Given 𝑛 qubits, let ℋ be the concept class

containing functions 𝑓 : C2𝑛 → R consisting of 𝐿 layers of 2-qubit unitary operations followed

by a Pauli Z measurement on a single qubit (labeled qubit 𝑚), i.e. functions of the form

𝑓(|𝜓⟩ ; 𝑊1, 𝑊2, . . . , 𝑊𝐿) = ⟨𝜓| 𝑊 †
1 𝑊 †

2 · · · 𝑊 †
𝐿 (𝑍𝑚) 𝑊𝐿 · · · 𝑊2𝑊1 |𝜓⟩ , (A.30)

where |𝜓⟩ is the input to the function and 𝑊1, 𝑊2, . . . , 𝑊𝐿 are the unitary operations at

each layer consisting of tensor products of 2-local unitary operators acting on neighboring
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qubits. Then, the concept class ℋ has SQ dimension SQ-DIM𝒟(ℋ) ≥ 4min(2𝐿,𝑛) − 1 under

any distribution of states that forms a 2-design.

Proof. Our proof relies on the fact that with 𝐿 layers, one can conjugate the fixed single

qubit measurement on qubit 𝑚 to produce any 2𝐿-qubit Pauli on the 2𝐿 qubits within the

reverse light cone of 𝑚. We follow a proof outline similar to Proposition A.3.6.

Before we proceed, we assume without loss of generality, that 𝐿 is odd and the first layer

applies a two qubit unitary to qubit 𝑚 and the preceeding qubit 𝑚−1. It is straightforward

to extend this to the case where 𝐿 is even. Therefore, qubit 𝑚 is the 𝐿-th qubit in the

reverse light cone of qubit 𝑚, i.e., the light cone traverses qubits 𝑚 − 𝐿 to 𝑚 + 𝐿 − 1.

For the steps below, we then index the qubits from −𝐿 to 𝐿 − 1 so that the numbering is

relative to qubit 𝑚. To perform a given 2𝐿 Pauli operator 𝑃−𝐿 ⊗ 𝑃−𝐿+1 ⊗ · · · ⊗ 𝑃𝐿−1 in

the reverse light cone of qubit 𝑚, we follow the steps below, many of which are copied from

Proposition A.3.6.:

1. In the first layer, apply a unitary to each qubit 𝑖 which maps the computational basis

to the basis of the Pauli for qubit 𝑖. In more detail, if 𝑃𝑖 = 𝐼 or 𝑃𝑖 = 𝑍, then apply

the identity map to keep the basis the same. If 𝑃𝑖 = 𝑋, then apply the Hadamard

transform and if 𝑃𝑖 = 𝑌 then apply the operation 𝐻
√

𝑍
†
.

2. in the 𝐿-th layer, for the 2-qubit unitary acting on qubits 0 and −1, apply the following

gate:

• if all of 𝑃−𝐿, 𝑃−𝐿+1, . . . , 𝑃−1 are equal to 𝐼 and all of 𝑃1, 𝑃2, . . . , 𝑃𝐿−1 are equal

to 𝐼, then apply the identity.

• if any of 𝑃−𝐿, 𝑃−𝐿+1, . . . , 𝑃−1 are not equal to 𝐼 and and any of 𝑃1, 𝑃2, . . . , 𝑃𝐿−1

are not equal to 𝐼, apply the following 2-qubit gate (CNOT) to 𝑖 and 𝑖 + 1 which

conjugates 𝐼 ⊗ 𝑍 to 𝑍 ⊗ 𝑍:

⎡⎢⎢⎢⎢⎢⎢⎣
1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0

⎤⎥⎥⎥⎥⎥⎥⎦ . (A.31)

• otherwise, apply the swap operation between qubits 0 and −1.
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3. In the 𝑙-th layer for any 𝑙 ̸= 𝐿, apply a specific two qubit gate to neighboring qubit

pairs {−𝐿 + 𝑙 − 1, −𝐿 + 𝑙} on the edge of the reverse light cone. For simplicity, let

𝑖 = −𝐿 + 1 − 1 and apply the following gate to qubit pair {𝑖, 𝑖 + 1}:

• if all of 𝑃−𝐿, 𝑃−𝐿+1, . . . , 𝑃𝑖 are equal to 𝐼, then apply the identity.

• if any of 𝑃−𝐿, 𝑃−𝐿+1, . . . , 𝑃𝑖 are not equal to 𝐼 and 𝑃𝑖+1 = 𝐼, then apply a swap

between qubits 𝑖 and 𝑖 + 1.

• otherwise, apply the following 2-qubit gate (CNOT) to 𝑖 and 𝑖 + 1 which conju-

gates 𝐼 ⊗ 𝑍 to 𝑍 ⊗ 𝑍: ⎡⎢⎢⎢⎢⎢⎢⎣
1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0

⎤⎥⎥⎥⎥⎥⎥⎦ . (A.32)

Similarly, for the other edge of the reverse light cone, we apply the same gates, but in

“reverse" logic. Here, we apply a 2-qubit unitary to qubit pair {𝐿 − 𝑙 − 2, 𝐿 − 𝑙 − 1}.

For simplicity, let 𝑖 = 𝐿 − 𝑙 − 2 and apply the following gate to qubit pair {𝑖, 𝑖 + 1}:

• if all of 𝑃𝑖+1, 𝑃𝑖+2, . . . , 𝑃𝐿−1 are equal to 𝐼, then apply the identity.

• if any of 𝑃𝑖+1, 𝑃𝑖+2, . . . , 𝑃𝐿−1 are not equal to 𝐼 and 𝑃𝑖+1 = 𝐼, then apply a

swap between qubits 𝑖 and 𝑖 + 1.

• otherwise, apply the following 2-qubit gate to 𝑖 and 𝑖 + 1 which conjugates 𝑍 ⊗ 𝐼

to 𝑍 ⊗ 𝑍: ⎡⎢⎢⎢⎢⎢⎢⎣
1 0 0 0

0 0 0 1

0 0 1 0

0 1 0 0

⎤⎥⎥⎥⎥⎥⎥⎦ . (A.33)

4. repeat step 3 above starting from 𝑙 = 1 to 𝑙 = 𝐿 − 1. Measuring the 𝑚-th qubit will

measure the corresponding desired Pauli. Note, that the single qubit operations of

step 1 and the two-qubit operations of step 2 can be combined into a single 2-qubit

gate thus not changing the depth.
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Corollary A.3.9. By application of Theorem A.3.3, the class of functions defined in Propo-

sition A.3.8 consisting of 𝐿 layers of neighboring 2-qubit gates and a fixed measurement on

a single qubit requires 2Ω(min(2𝐿,𝑛)) queries to learn for a constant query tolerance that does

not depend on 𝐿 and 𝑛.

The above can be generalized to lower bound the statistical query dimension for circuits

of 𝐿 layers on 𝑑-dimensional lattices as we show below. In 𝑑-dimensional lattices, since the

light cone of a single qubit measurement grows at a rate of 𝐿𝑑 for an 𝐿 layers, we can prove

that the statistical query dimension grows as 2
Ω
(︁

min(2𝐿,𝑛1/𝑑)
𝑑
)︁
.

Initial qubit

First layer

Second layer

Third layer

Figure A-1: Light cone growth. Growth of the light cone for a 2-dimensional lattice,
where the initial qubit is the one that is measured. The size of the lattice grows with the
perimeter of the light cone for each layer which consists of local 2-qubit gates applied in
each dimension. Each qubit is connected to a qubit in the edge of the light cone of the prior
layer, forming a graph which is a tree rooted at the initial qubit.

Proposition A.3.10 (SQ dimension for 𝐿 layers, neighboring 2-local gates on 𝑑-dimensional

lattice and fixed single qubit measurement). Given 𝑛 qubits, let ℋ be the concept class

containing functions 𝑓 : C2𝑛 → R consisting of 𝐿 layers of 2-qubit unitary operations applied

in each dimension followed by a Pauli Z measurement on a single qubit (labeled qubit 𝑚),

i.e. functions of the form

𝑓(|𝜓⟩ ; 𝑊1, 𝑊2, . . . , 𝑊𝐿) = ⟨𝜓| 𝑊 †
1 𝑊 †

2 · · · 𝑊 †
𝐿 (𝑍𝑚) 𝑊𝐿 · · · 𝑊2𝑊1 |𝜓⟩ , (A.34)
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where |𝜓⟩ is the input to the function and 𝑊1, 𝑊2, . . . , 𝑊𝐿 are the unitary operations at each

layer consisting of tensor products of 2-local unitary operators acting along each dimension

on neighboring qubits in a 𝑑-dimensional lattice. Then, the concept class ℋ has SQ dimension

SQ-DIM𝒟(ℋ) = 2
Ω
(︁

min(2𝐿,𝑛1/𝑑)
𝑑
)︁

under any distribution of states that forms a 2-design.

Proof. Our proof relies on the fact that with 𝐿 layers, one can conjugate the fixed single

qubit measurement on qubit 𝑚 to produce any Pauli on the Ω(𝐿𝑑) qubits within the reverse

light cone of 𝑚. We follow a proof outline similar to Proposition A.3.8.

To be more precise, let us introduce some notation. To perform any Pauli measurement

in the reverse light cone at a given layer 𝑙 ∈ [𝐿] indexed in reverse order, we apply gates

to the perimeter of the reverse light cone at layer 𝑙 − 1. We assume there are 𝑁𝑙 qubits in

the reverse light cone at layer 𝑙 and index these qubits from 1 to 𝑁𝑙 to construct the Pauli

𝑃1 ⊗ 𝑃2 ⊗ · · · ⊗ 𝑃𝑁𝑙
. Like in Proposition A.3.8, we grow the Pauli at each layer.

To grow the light cone and properly choose the 2-qubit gates, we construct a graph which

is a tree where the parent of any qubit is the prior qubit which it was connected to in the

light cone of the previous layer (see Supplementary Fig. A-1 for an example). The root of

the tree is the qubit which is being measured. For example, at layer 𝑙 = 1, the light cone is

of size two in each dimension and the qubit being measured is the parent to the child node

which it is connected to. To construct any pauli 𝑃1 ⊗ 𝑃2 ⊗ · · · ⊗ 𝑃𝑁𝐿
, we follow the steps

below:

1. in the 𝑙-th layer, for all parent and child qubits 𝑝 and 𝑐 respectively connected in the

tree at layer 𝑙, apply a unitary acting on qubits 𝑝 and 𝑐 as follows:

• if all of the qubits that are descendants of qubit 𝑐 and qubit 𝑐 itself have Pauli

terms that are equal to 𝐼, then apply the identity gate between qubit 𝑝 and 𝑐.

• if any of the qubits that are descendants of qubit 𝑐 or qubit 𝑐 itself have Pauli

terms that are not equal to 𝐼 and the Pauli term of qubit 𝑝 is equal to 𝐼, then

apply the swap gate between 𝑝 and 𝑐.

• otherwise, apply the following 2-qubit gate to qubits 𝑝 and 𝑐 which conjugates
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𝑍 ⊗ 𝐼 to 𝑍 ⊗ 𝑍: ⎡⎢⎢⎢⎢⎢⎢⎣
1 0 0 0

0 0 0 1

0 0 1 0

0 1 0 0

⎤⎥⎥⎥⎥⎥⎥⎦ . (A.35)

2. repeat the step above starting from 𝑙 = 1 to 𝑙 = 𝐿.

3. In the first layer (𝑙 = 𝐿), apply a unitary to each qubit 𝑖 which maps the computational

basis to the basis of the Pauli for qubit 𝑖. In more detail, if 𝑃𝑖 = 𝐼 or 𝑃𝑖 = 𝑍, then

apply the identity map to keep the basis the same. If 𝑃𝑖 = 𝑋, then apply the

Hadamard transform and if 𝑃𝑖 = 𝑌 then apply the operation 𝐻
√

𝑍
†
.

Following the above steps, measuring the single qubit will measure the corresponding desired

Pauli. Note, that the single qubit operations of the first layer and the two-qubit operations

of that layer can be combined into a single 2-qubit gate thus not changing the depth.

In each layer, 2-qubit gates act along each dimension in some order. We can assume an

ordering of the dimensions without loss of generality and assume that we apply gates along

that dimension in order. After the first layer, the lattice has size 2 along each dimension. For

each layer thereafter, the lattice grows by 2 qubits in each dimension (see Supplementary

Fig. A-1 for example). Therefore, the reverse light cone grows at a rate Ω(𝐿𝑑). Since

the light cone can be at most of size 𝑛 (number of qubits), then the light cone is of size

2
Ω
(︁

min(2𝐿,𝑛1/𝑑)
𝑑
)︁

for all 𝐿 layers.

Corollary A.3.11. By application of Theorem A.3.3, the class of functions defined in Propo-

sition A.3.10 consisting of 𝐿 layers of neighboring 2-qubit gates and a fixed measurement

on a single qubit requires 2
Ω
(︁

min(2𝐿,𝑛1/𝑑)
𝑑
)︁

queries to learn for a query tolerance that decays

no faster than 2
!
(︁

min(2𝐿,𝑛1/𝑑)
𝑑
)︁
. For 𝐿 ≪ 𝑛, this is equal to 2Ω(𝐿𝑑) for any constant query

tolerance that does not depend on 𝐿 or 𝑛.

Proposition A.3.12 (SQ dimension for 𝐿 = 1, unitary compiling, and single qubit gates).

Given 𝑛 qubits, let ℋ be the concept class containing unitary transformations 𝑉 : C2𝑛 → C2𝑛

consisting of single qubit rotations in a single layer

𝑉 (|𝜓⟩ , 𝑈1, 𝑈2, . . . , 𝑈𝑛) = 𝑈1 ⊗ 𝑈2 ⊗ · · · ⊗ 𝑈𝑛 |𝜓⟩ , (A.36)
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where |𝜓⟩ is the input to the transformation and 𝑈1, 𝑈2, . . . , 𝑈𝑛 are the parameterized 1-

qubit operations. Then, the concept class ℋ has SQ dimension SQ-DIM𝒟(ℋ) ≥ 4𝑛 under

the qUSQ model and any distribution 𝒟 of inputs that is a 2-design.

Proof. From Lemma A.3.1, we have that ⟨𝑈 , 𝑉 ⟩𝒟 = 2−𝑛ℜ
[︀
Tr(𝑈 †𝑉 )

]︀
. With one layer of

single qubit unitary operations, any Pauli matrix can be constructed. Since Tr(𝑃1𝑃2) = 0

for any two distinct Pauli matrices 𝑃1 and 𝑃2, there are at least 4𝑛 matrices in ℋ which are

orthogonal under the inner product.

Corollary A.3.13. By application of Theorem A.3.3, the class of functions defined in Propo-

sition A.3.12 consisting of a single layer of single qubit unitaries requires 2Ω(𝑛) queries to

learn for a query tolerance greater than 4−𝛽𝑛, where 𝛽 < 1/2 − Ω(1).

A.3.3 Swap Test via Statistical Queries

In the task of unitary compiling, one is given copies of states which are inputs and outputs

of a target unitary transformation, and the goal is to learn the unitary transformation from

those states. More formally, we aim to learn a unitary 𝑈* given a distribution over inputs

or a dataset of 𝑚 state pairs {|𝜑𝑖⟩ , 𝑈* |𝜑𝑖⟩}𝑖∈[𝑚].

One means of measuring overlaps between states is via the swap test [60]. For pure

states, |𝜑⟩ and |𝜓⟩, the swap test measures the fidelity | ⟨𝜑⟩ 𝜓|2. The measured register in

the swap test outputs |0⟩ with probability 1/2 + | ⟨𝜑⟩ 𝜓|2/2 and |1⟩ otherwise. As we show

in the main text, this quantity can be calculated using queries to qUSQ. We use the helper

lemma below to prove this fact.

Lemma A.3.14. For any distribution 𝒟 that is a 2-design on a Hilbert space of dimension

𝑚,

E𝜌∼𝒟

[︁
Tr(𝑈*𝜌𝑈 †

*𝑉 𝜌𝑉 †)
]︁

=
𝑚−1

⃒⃒
Tr(𝑉 †𝑈*)

⃒⃒2
+ 1

𝑚 + 1
. (A.37)

Proof. WLOG, we rewrite the equation above in terms of a distribution over pure states.

Since mixed states are themselves distributions over pure states, this can always be done.

Therefore, with a slight abuse of notation, we let 𝒟 also denote a distribution over unitary
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matrices 𝑈 that forms a 2-design:

E𝜌∼𝒟

[︁
Tr(𝑈*𝜌𝑈 †

*𝑉 𝜌𝑉 †)
]︁

= E𝑈∼𝒟

[︁
⟨0| 𝑈 †𝑉 †𝑈*𝑈 |0⟩ ⟨0| 𝑈 †𝑈 †

*𝑉 𝑈 |0⟩
]︁

= E𝑈∼𝒟

[︂⃒⃒⃒
⟨0| 𝑈 †𝑉 †𝑈*𝑈 |0⟩

⃒⃒⃒2]︂
.

(A.38)

Using equation A.15 and equation A.16, we have

E𝑈∼𝒟

[︂⃒⃒⃒
⟨0| 𝑈 †𝑉 †𝑈*𝑈 |0⟩

⃒⃒⃒2]︂
= E𝑈∼𝒟

[︁
⟨0| 𝑈 †𝑉 †𝑈*𝑈 |0⟩ ⟨0| 𝑈 †𝑈 †

*𝑉 𝑈 |0⟩
]︁

= E𝑈∼𝒟

[︁
⟨𝐼2

𝑚|
(︀
(𝑉 †𝑈*) ⊗ (𝑈 †

*𝑉 ) ⊗ 𝐼 ⊗ 𝐼
)︀(︀

𝑈 ⊗ 𝑈 ⊗ 𝑈̄ ⊗ 𝑈̄
)︀

|0⟩⊗4
]︁

.

(A.39)

Applying equation A.17, we have

E𝑈∼𝒟

[︂⃒⃒⃒
⟨0| 𝑈 †𝑉 †𝑈*𝑈 |0⟩

⃒⃒⃒2]︂
=

1

𝑚2 − 1
⟨𝐼2

𝑚|
(︀
(𝑉 †𝑈*) ⊗ (𝑈 †

*𝑉 ) ⊗ 𝐼 ⊗ 𝐼
)︀(︂

|𝐼2
𝑚⟩ ⟨𝐼2

𝑚| + |𝑆2
𝑚⟩ ⟨𝑆2

𝑚|
)︂

|0⟩⊗4

− 1

𝑚(𝑚2 − 1)
⟨𝐼2

𝑚|
(︀
(𝑉 †𝑈*) ⊗ (𝑈 †

*𝑉 ) ⊗ 𝐼 ⊗ 𝐼
)︀(︂

|𝐼2
𝑚⟩ ⟨𝑆2

𝑚| + |𝑆2
𝑚⟩ ⟨𝐼2

𝑚|
)︂

|0⟩⊗4

=
1

𝑚2 − 1

(︁
Tr[𝑉 †𝑈*] Tr[𝑈 †

*𝑉 ] + Tr[𝑉 †𝑈*𝑈 †
*𝑉 ]

)︁
− 1

𝑚(𝑚2 − 1)

(︁
Tr[𝑉 †𝑈*] Tr[𝑈 †

*𝑉 ] + Tr[𝑉 †𝑈*𝑈 †
*𝑉 ]

)︁
=

(︂
1

𝑚2 − 1
− 1

𝑚(𝑚2 − 1)

)︂(︂⃒⃒⃒
Tr[𝑉 †𝑈*]

⃒⃒⃒2
+ 𝑚

)︂
=

𝑚−1
⃒⃒
Tr[𝑉 †𝑈*]

⃒⃒2
+ 1

𝑚 + 1
.

(A.40)

A.4 Shallow VQAs as Random Fields

A.4.1 Random Fields on Manifolds

Hardness results from barren plateaus or SQ models both intuitively arise from the exponen-

tial decay of quantities necessary to perform optimization. To analyze the shallow circuit

setting beyond the SQ model—where such exponentially decaying quantities tend not to

exist—we look toward models of variational loss landscapes as random fields on manifolds.

This mirrors [92, 82, 20] in studying the loss landscapes of machine learning models via
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mapping to certain random fields which are easier to study analytically. As in [20], here we

show that certain classes of variational loss functions of shallow quantum models converge

in some limit to Wishart hypertoroidal random fields (WHRFs), for which results on the

loss landscape are already known [20]. We give a brief review here.

WHRFs in 𝑞 variables are random fields on a specific tensor product embedding of the

hypertorus
(︀
𝑆1
)︀×𝑞 in R2𝑞 . More specifically, points on this embedding are described by the

Kronecker product:

w =

𝑞⨂︁
𝑖=1

⎛⎝cos (𝜃𝑖)

sin (𝜃𝑖)

⎞⎠ (A.41)

for angles −� ≤ 𝜃𝑖 < �. These random fields are then of the form:

𝐹WHRF (�) = w| · J · w, (A.42)

where J is drawn from the normalized complex Wishart distribution 𝒞𝒲2𝑞 (𝑚,Σ) with 𝑚

degrees of freedom. The complex Wishart distribution is a natural multivariate generaliza-

tion of the gamma distribution, and is given by the distribution of the square of a complex

Gaussian random matrix. Specifically, for X ∈ C𝑁×𝑚 a matrix with i.i.d. complex Gaussian

columns with covariance matrix Σ, the matrix

W =
1

𝑚
X · X† (A.43)

is normalized complex Wishart distributed with scale matrix Σ and 𝑚 degrees of freedom.

As discussed in [20], the loss landscapes of WHRFs exhibit a complexity phase transition

governed by the overparameterization ratio

𝛾 =
𝑞

2𝑚
, (A.44)

where models with 𝛾 ≥ 1 have local minima near the global minimum, and models with

𝛾 ≪ 1 have local minima far from the global minimum. Thus, the degrees of freedom

parameter 𝑚 plays a pivotal role in governing the loss landscapes of WHRFs: when 𝑞 is

much smaller than 𝑚, training is typically infeasible due to an abundance of “traps” in the

training landscape. Our main result here is in demonstrating that even for certain shallow

VQAs, the corresponding WHRF is such that 𝛾 ≪ 1, and training is infeasible.
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A.4.2 Shallow VQAs Converge in Distribution to WHRFs

As discussed informally in the main text, our goal is to demonstrate that certain distributions

of shallow variational quantum algorithms (VQAs) weakly converge to Wishart hypertoroidal

random fields (WHRFs). The distribution of local minima of WHRFs was shown in [20] to

exhibit a phase transition in trainability, where underparameterized models are untrainable

due to poor local minima, and overparameterized models exhibit local minima close to the

global minimum (though may still be untrainable for other reasons, e.g. due to barren

plateaus [246, 74, 256]).

Unlike the nonlocal ansatz case [20], here we are unable to show the full convergence in

distribution of shallow local VQAs to WHRFs. Instead, we focus on the joint distribution of

the loss function, gradient norm, and Hessian determinant, where the gradient and Hessian

have been normalized by the number of parameters 𝑞 in the reverse light cone of each term

in the Pauli expansion of the problem Hamiltonian; by the parameter shift rule [293, 241],

it is easy to see that this bounds the gradient norm and Hessian eigenvalues as 𝑞 is large.

The local minima results of [20] depend only on this joint distribution, and thus showing

this convergence suffices for our purposes.

We now review the setup of the VQA loss functions we are considering. Throughout the

course of this review, we will make various assumptions, particularly on the distribution of

gates in the VQA ansatz and on the independence of various reverse light cones; we discuss

these assumptions and whether or not they are reasonable in more detail at the end of this

Section. As mentioned in the main text, we consider optimizing VQAs on the problem

Hamiltonian H ̸= 0, which has Pauli decomposition:

H =

𝐴∑︁
𝑖=1

𝛼𝑖Pi. (A.45)

WLOG, we assume here H is traceless, and that all 𝛼𝑖 > 0. To simplify our analysis, we will

consider the case where the reverse light cone of each term 𝛼𝑖Pi in the Pauli decomposition

of H is i.i.d. drawn from the same distribution of ansatzes, with the same parameter

dependence. To make this more concrete, assume that the reverse light cone of each 𝛼𝑖Pi is

of the form Vi (�) |0⟩ where � ∈ R𝑞, and has support on a number 𝑙 ≪ 𝑛 of qubits. In this
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regime, we can scale and shift the loss landscape of the standard variational loss function

𝐹 (�) = ⟨�|H |�⟩ (A.46)

to be of the form:

𝐹VQE (�) = 1−𝜆−1
0

𝐴∑︁
𝑖=1

𝛼𝑖 ⟨0|Vi (�)† PiVi (�) |0⟩ = 1+‖�‖−1
1

𝐴∑︁
𝑖=1

𝛼𝑖 ⟨0|Vi
† (�)PiVi (�) |0⟩ ,

(A.47)

where 𝜆0 is the ground state energy of H and � is the vector of all 𝛼𝑖.

We assume that Vi (�) is of the form:

Vi (�) = Wi (�)Ui, (A.48)

where Ui are i.i.d. drawn from an 𝜖-approximate 𝑡-design under the monomial measure on 𝑙

qubits [161], where 𝜖 = O (1). Note that in particular, though the total ansatz size 𝑛 may be

large, all potential scrambling of the ansatz may only happen locally, in regions of size 𝑙 ≪ 𝑛;

in other words, these ansatzes are not expected to suffer from barren plateaus, particularly

if 𝑙 = O (log (𝑛)) [74, 256]. Wi is composed of fixed parameterized rotations which we take

WLOG to be of the form RYa (𝜃𝑏) = exp (−i𝜃𝑏Ya) (where as previously mentioned, this

parameter dependence is identical across all Wi), fixed gates, and potentially randomly

chosen gates such that Wi itself is a random field. For simplicity, we also assume that all

𝜃𝑖 are independent from one another (i.e. we are in the 𝑟 = 1 regime of [20]), and that each

qubit in the reverse light cone has at least one parameterized gate. We also assume that the

field Wi (�) is rotationally invariant in 𝜃𝑖.

We now give the formal statement and proof of the loss landscapes of local, shallow

VQAs. First, the formal statement:

Theorem A.4.1 (Approximately locally scrambled variational loss functions converge to

WHRFs). Let 𝑝VQE,� be the joint distribution of the loss function of equation A.47, its

gradient norm, and the determinant of its Hessian at �, where the gradient and Hessian are

normalized by 𝑞. Let 𝑝WHRF,� be the same for the WHRF:

𝐹WHRF (�) = 𝑚−1
2𝑙∑︁

𝑖,𝑗=1

𝑤𝑖𝐽𝑖,𝑗𝑤𝑗 (A.49)
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with 𝑚 =
‖�‖2

1

‖�‖2
2

2𝑙−1 degrees of freedom, where J ∼ 𝒞𝒲2𝑙 (𝑚, I2l). Here, w are points on the

hypertorus
(︀
𝑆1
)︀×𝑙 parameterized by �̃, where 𝜃𝑖 is the sum of all 𝜃𝑗 on qubit 𝑖. We then

have that 𝑝VQE,� weakly converges to 𝑝WHRF,�, up to an error Õ
(︀
poly

(︀
1
𝑡 + 𝜖 + exp (−𝑙)

)︀)︀
in Lévy–Prokhorov distance.

As we previously mentioned, for technical reasons, we only prove the convergence of the

joint distribution of the loss and certain functions of its first two derivatives. We emphasize

once more that this does not affect our final conclusions, as all results on the local minima

distribution of WHRFs given in [20] depend only on this joint distribution.

To prove Theorem A.4.1, we begin by showing that, up to terms that go to zero polynomi-

ally quickly as 𝜖 → 0, 𝑡 → ∞, one can WLOG consider ansatzes of the form of equation A.47

that are explicitly Haar random within each reverse light cone of size 𝑙.

Lemma A.4.2 (Approximate local scrambling bound on the loss function and its deriva-

tives). Let 𝑝VQE,� be the joint distribution described in Theorem A.4.1. Let 𝑝Haar,� be the

same, for Ui taken to be i.i.d. Haar random. We then have that 𝑝VQE,� weakly converges to

𝑝Haar,�, up to an error Õ
(︀
poly

(︀
1
𝑡 + 𝜖

)︀)︀
in Lévy–Prokhorov distance.

Proof. Let 𝜑VQE (x | �) be the joint characteristic function of 𝑝VQE,�, and similarly 𝜑Haar (x | �).

Since Ui are assumed to be i.i.d. 𝜖-approximate 𝑡-designs under the monomial measure, for

any moments 𝑀VQE,�, 𝑀Haar,� of degree 𝑠 of 𝑝VQE,�, 𝑝Haar,�, respectively, we have that:

⃒⃒
𝑀VQE,� − 𝑀Haar,�

⃒⃒
= O (𝜖1 [𝑠 ≤ 𝑡] + 1 [𝑠 > 𝑡]) . (A.50)

In particular, for all 𝑇 sublinear in 𝑡,

|𝜑VQE (x | �) − 𝜑Haar (x | �)| = O

(︃
𝜖 poly (𝑇 ) +

(3𝑇 )𝑡

𝑡!

)︃
(A.51)

for all x with ‖x‖∞ ≤ 𝑇 . Similar inequalities hold for the partial derivatives of the joint

characteristic functions. Therefore, there exists some 𝑇 = Ω
(︀
poly

(︀
min

(︀
𝑡, 1

𝜖

)︀)︀)︀
such that

the second bound of Theorem 4 of [348] (with 𝑚 = log (𝑇 )) on the Lévy–Prokhorov distance

is Õ
(︀
poly

(︀
1
𝑡 + 𝜖

)︀)︀
.

Until now, we have considered ansatzes with generic parameter dependence. We now

show that up to terms vanishing exponentially quickly in the reverse light cone size 𝑙, we
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can consider a canonical ansatz form WLOG.

Lemma A.4.3 (Canonical form for Hamiltonian agnostic variational loss functions). Let

𝑝Haar,� be the joint distribution described in Lemma A.4.2. Let 𝑝can,� be the same for the

variational loss function

𝐹can (�) = ‖�‖−1
1

𝐴∑︁
𝑖=1

𝛼𝑖 ⟨0|R (�)† Ui
†PiUiR (�) |0⟩ + 1, (A.52)

where R (�) is the product of the parameterized rotations of equation A.48. We then have

that 𝑝Haar,� weakly converges to 𝑝can,�, up to an error Õ (poly exp (−𝑙)) in Lévy–Prokhorov

distance.

Proof. Let us consider (generally mixed) moments involving random variables of the form:

𝐾𝑖𝑗 (�𝑗) = ⟨0|Ui
†Wi (�𝑗)† PiWi (�𝑗)Ui |0⟩ − ⟨0| Ũ†

ijUi
†Wi (�𝑗)† PiWi (�𝑗)UiŨij |0⟩ ,

(A.53)

where Ui, Ũij are i.i.d. Haar random on 𝑙 qubits. By the asymptotic free independence of

Haar random matrices from constant matrices, and the fact that

tr
(︁
Wi (�𝑗)PiWi (�𝑗)†

)︁
= tr

(︁
|0⟩ ⟨0| − Ũij |0⟩ ⟨0| Ũ†

ij

)︁
= 0, (A.54)

we have that any such moment is on the order of O (poly exp (−𝑙)) [325]. In particular, it is

easy to see that up to an error in Lévy–Prokhorov distance on this order, one can WLOG

take 𝑝can,� as if the gradient and Hessian components had i.i.d. Uij rather than Ui—for

instance, this follows identically to the proof of Lemma A.4.2 with 𝜖 = O (poly exp (−𝑙)).

The result then follows from the unitary invariance of the Haar measure.

We are now able to prove Theorem A.4.1, following essentially the same procedure as

proving Theorem 5 of [20].

Proof. By Lemmas A.4.2 and A.4.3, 𝑝VQE,� weakly converges to 𝑝Haar,� up to an error

Õ
(︀
poly

(︀
1
𝑡 + 𝜖 + exp (−𝑙)

)︀)︀
in Lévy–Prokhorov distance. By Corollary 1 of [185], this then

proves weak convergence of 𝑝VQE,� to the corresponding joint distribution of a weighted sum

of WHRFs each with 2𝑙−1 degrees of freedom, up to an additional error in Lévy–Prokhorov
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distance exponentially small in 𝑙. Weak convergence to 𝑝WHRF,� then follows from a trivial

generalization of Theorem 5 of [20].

Scope of results We now comment on the applicability of the results of [20] on the

local minima distribution of WHRFs when Theorem A.4.1 holds. All analysis of the local

minima distribution of WHRFs in [20] depends only on the joint distribution 𝑝WHRF,�, up

to a change in normalization of the gradient and Hessian by 𝑙 rather than 𝑞 that does

not contribute to the logarithmic asymptotics (i.e. Theorem 7 of [20]) when 𝑞 log (𝑞) =

o (𝑚). Thus, in the discussion of the main text, we take this as an extra assumption.

Furthermore, we note that the analysis in the main text holds only up to shifts on the

order of Õ
(︀
poly

(︀
1
𝑡 + 𝜖 + exp (−𝑙)

)︀)︀
in the joint distribution 𝑝WHRF,�, due to the rate of

convergence of Theorem A.4.1. However, shifts on this order do not affect the conclusions

of [20] for sufficiently large constant 𝜖−1, 𝑡. For completeness, we summarize this discussion

and known results on the loss landscapes of WHRFs [20] with the following Corollary:

Corollary A.4.4 (Shallow, local VQAs have poor loss landscapes). Let 𝐹VQE be a local

VQA loss function of the form of equation A.47. Assume all coefficients 𝛼𝑖 of the Pauli

decomposition of H are Θ (1), and

𝑙 log (𝑛) + 𝑞 log (𝑞) = o
(︁

2𝑙𝐴
)︁

. (A.55)

Then 𝑝VQE,� weakly converges to 𝑝WHRF,� as in Theorem A.4.1, where the associated WHRF

has a fraction superpolynomially small in 𝑛 of local minima within any constant additive

error of the ground state energy.

Proof. The result follows immediately by applying Theorem 7 of [20] to Theorem A.4.1.

Assumptions Let us now discuss in more detail the assumptions made in the course of

proving Theorem A.4.1. First, we assume that at least some part of the ansatz circuit

scrambles some local region around any measured observable; that is, we assume that the

ansatz locally is an 𝜖-approximate 𝑡 design for sufficiently large 𝜖−1, 𝑡. It is known that

shallow, local circuits dimensions exhibit this property, when 2-local Haar random gates

are applied [161]; thus, in a practical sense, our results assume that the local gates in any

distribution of ansatzes under consideration are approximately Haar random. This is a

140



typical model of Hamiltonian agnostic ansatzes, where the ansatz is chosen independently

from the problem Hamiltonian H; see for instance the discussion in the main text and

the references therein. The inapplicability of this assumption to Hamiltonian informed

ansatzes—particularly for highly symmetric problems—is discussed in more detail in the

Discussion of the main text, where we review models that may not suffer from the poor

trainability properties we show here.

Our other major assumption is the independence of the Vi (�) (up to the repeated use

of parameters). Of course, in practice this is almost never true, as otherwise variational

optimization would proceed via optimizing each reverse light cone independently. However,

given a problem Hamiltonian H and a shallow ansatz, one can consider a subset of Pauli

operators in the Pauli decomposition of H such that their reverse light cones do not overlap.

There is little reason to believe that the loss landscape of this simplified problem should

be any more difficult to optimize over than the full problem. We therefore suspect that

this assumption is little more than a technical requirement. A similar generalization one

could consider is taking the parameters of each Vi to being almost entirely independent of

one another (though not entirely independent, as one could then optimize each subproblem

independently, and 𝑛 would no longer an accurate measure of the size of the problem).

However, in this regime we expect the “effective” overparameterization ratio 𝛾 to go as(︀
𝑙

2𝑙

)︀𝐴, as the problem essentially reduces to simultaneously optimizing 𝐴 loss functions. For

𝐴 ∼ 𝑛, for instance, this decays exponentially in 𝑛, and thus we believe that models of this

form are also not trainable.

A.5 Additional Numerical Experiments

A.5.1 Teacher Student Learning With Checkerboard Ansatzes

One particular challenge with quantum variational learning is that an overparameterized

model needs more parameters than the dimension of the quantum input state (exponential

in the number of qubits), whereas classically, overparameterization with respect to the size

of the data set typically suffices [92, 228, 26]. To illustrate this phenomenon, we consider

learning states generated by random shallow checkerboard circuits (denoted the teacher

circuit) using checkerboard circuits of the same or more depth (denoted the student circuit).

The data set used to train the circuit consist of 512 pairs of inputs randomly drawn from
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Figure A-2: Teacher-student performance evaluation for the depth 𝐿 checkerboard
ansatz. Exponential depth is needed to overparamaterize a model to successfully learn a
random circuit of the same form. Here, for each student circuit depth denoted by 𝐿, 10
randomly initialized 8 qubit student circuits are trained to learn a random 𝐿 = 4 layer
teacher circuit drawn from the same ansatz and parameter distribution.

computational basis states with their corresponding output state taken from applying the

input state to the teacher circuit. We use the loss ℓ(|𝜓⟩ , |𝜑⟩) = 1 − | ⟨𝜓⟩ 𝜑|2 to measure the

success of learning. Note that, though this is a global loss metric, gradients are analytically

calculated to precision sufficient enough to obtain accurate values of the gradients for the

relatively small number of qubits considered here.

As shown in Supplementary Fig. A-2, exponential depth (and number of parameters)

is needed to always successfully learn the data generated by a shallow checkerboard circuit

of 4 layers. We considered ansatzes only over 8 qubits, which is small enough to be able

to feasibly overparameterize the models in our simulations. For fewer qubits and shallower

circuits, we found that learning with equal numbers of qubits and layers was sometimes

successful; but unsurprisingly, as we show in the main text, learning becomes much harder

as qubits are added.

A.5.2 Random VQE Model

Here, we empirically analyze the performance of a layer-wise optimizer trained on the random

VQE task in the main text. In Supplementary Fig. A-3, we train an 11 qubit ansatz using

a layer-wise optimizer [306, 150], which initially trains a single layer of the ansatz and adds

layers after every 5000 steps to continually add expressiveness. The target Hamiltonian 𝐻𝑡
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Figure A-3: Layer-wise learning evaluation. When optimizing in a layer-wise fashion,
the VQE algorithm converges to a local minimum at each layer until the overparameterized
regime where the loss function steadily decreases regardless of the number of layers. Even
in the learnable regime where the checkerboard ansatz is capable of expressing the global
minima, the ansatz is still unable to find the correct parameters for this global minimum.
Bumps in the loss function appear due to small instabilities in training immediately after
adding a layer.

here has 4 layers of perturbations applied to it. Although layer-wise optimizers can avoid

issues with barren plateaus [306], our numerical findings clearly show that this does not

guarantee the algorithm will avoid traps in the landscape. After 5 layers, the ansatz has

enough parameters to capably express the global optimum (denoted by the label “learnable”),

but nevertheless stalls in optimizing to the ground state. Not until there are at least 12 layers,

enough to overparameterize the ansatz with respect to the Hilbert space dimension, does

learning smoothly converge to the globally optimal solution.

A.5.3 XYZ Hamiltonian Model

All of the numerical experiments performed elsewhere studied settings where the optimiza-

tion was performed to numerical precision, two qubit gates were fully parameterized, and the

existence of a global minimum at zero loss was guaranteed. The analysis there focused on

answering the question of whether convergence to the global minimum is empirically likely

to be observed. To study a more realistic setting where such favorable conditions cannot be

guaranteed but there still exists hope of some good convergence properties, we turn now to

the problem of trying to variationally obtain the ground state of an approximately trans-

lationally invariant Heisenberg XYZ Hamiltonian [164]. Similar Hamiltonians have been
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studied and analyzed in previous works related to VQE [333, 62]. We perform experiments

both with and without Gaussian noise added to the gradients to account for shot noise on

a quantum computer.

The particular target Hamiltonian we aim to optimize is one where qubits are placed

on a 2-dimensional grid and interaction terms take place between neighboring qubits. The

Hamiltonian takes the form

𝐻 =
∑︁

𝑖

𝑍𝑖 +
∑︁
⟨𝑖,𝑗⟩

𝛼𝑖𝑗𝑍𝑖 ⊗ 𝑍𝑗 +
∑︁
⟨𝑖,𝑗⟩

𝛽𝑖𝑗 (𝑋𝑖 ⊗ 𝑋𝑗 + 0.66𝑌𝑖 ⊗ 𝑌𝑗) , (A.56)

where ⟨𝑖, 𝑗⟩ sums over the neighboring qubits 𝑖 and 𝑗 in the grid and 𝛼𝑖𝑗 and 𝛽𝑖𝑗 are random

numbers drawn from the normal distribution with standard deviations set to 0.25 and means

set to 1 and 3, respectively.

Table A.1: Error in energy from the ground state (normalized by the magnitude of the
ground state energy), and trace distance from the ground state, of a VQE optimizing the
Heisenberg XYZ model. Results are averaged across 12 random initializations of the exper-
iment for each entry in the table. Note the poor performance of VQE, particularly at the
larger problem sizes.

energy error trace distance
grid size 3 × 2 5 × 2 7 × 2 3 × 2 5 × 2 7 × 2

layers shots

3 10000 0.459 0.512 0.504 0.983 0.999 1.000
400 0.456 0.501 0.392 0.983 0.999 1.000
inf 0.466 0.512 0.395 0.981 0.999 1.000

9 10000 0.269 0.358 0.351 0.750 0.965 0.998
400 0.343 0.434 0.386 0.845 0.991 0.994
inf 0.245 0.350 0.344 0.659 0.924 0.993

15 10000 0.104 0.293 0.303 0.428 0.894 0.997
400 0.180 0.356 0.318 0.577 0.965 0.987
inf 0.054 0.244 0.251 0.293 0.842 0.968

21 10000 0.008 0.201 0.214 0.162 0.799 0.982
400 0.043 0.277 0.247 0.269 0.882 0.984
inf 0.011 0.178 0.162 0.151 0.747 0.933

27 10000 0.009 0.177 0.200 0.152 0.752 0.976
400 0.034 0.254 0.251 0.244 0.882 0.976
inf 0.010 0.122 0.129 0.136 0.663 0.948

As shown in Table A.1, finding the ground state of the XYZ hamiltonian is in general

challenging using the ansatz considered. For few layers, the ansatz is not expressible enough

to find the target and converges to a poor critical point. For many layers, the VQE algorithm
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Table A.2: List of parameter counts, optimizers, and learning rates for the various ansatzes
and experiments. 𝐿 denotes the number of layers and 𝑛 the number of qubits.

Ansatz Experiment # Parameters Optimizer Learning Rate

QCNN Teacher-Student 16⌈log2 𝑛⌉ = O(log 𝑛) Adam 0.001
Checkerboard Teacher-Student 32𝐿⌊ 𝑛

2 ⌋ = O(𝑛𝐿) Adam 0.001 (underparameterized)
0.0001 (overparameterized)

Random VQE (GD) 128⌊ 𝑛
2 ⌋ = O(𝑛) vanilla GD 0.01

Random VQE (Adam) 128⌊ 𝑛
2 ⌋ = O(𝑛) Adam 0.003

Adaptive VQE 160𝐿 = O(𝐿) Adam 0.002 (5% reduction each layer)
XYZ ansatz XYZ Hamiltonian VQE 7⌊ 𝐿

3 ⌋ = O(𝐿) Adam 0.007 (halved every 1000 steps)

tends to converge to a better optimum, but issues with barren plateaus can begin to arise as

indicated by the comparison in performance with assuming infinite shots vs. finite shots.

A.6 Details of Numerical Experiments

All experiments were performed in Python using the PyTorch [270] package to perform

automatic differentiation. Computation was performed on Nvidia RTX™ A6000 GPUs.

Important hyperparameters for the experiments are listed in Table A.2. Unless otherwise

stated, all gradients were calculated using analytic formulas for automatic differentation with

computer precision (32 bit floating point). Therefore, issues with decaying gradients and

barren plateaus do not appear in these simulations for the relatively small number of qubits

considered. Gradient based optimization was performed using vanilla gradient descent or the

Adam optimizer [212], a popular and effective algorithm for training deep neural networks.

We tested other optimizers as well and found no noticeable difference in performance.

Loss surface plot To generate this plot, we chart the loss landscape at initialization of

training in the teacher-student setup of the main text for the 14 qubit QCNN circuit. The

teacher and student circuit were both initialized as described in Supplementary Note 6.1.

The loss is plotted along two normalized directions of the parameter landscape. Normal-

ization is applied individually to the 3 filters of the 14 qubit QCNN. We loosely follow the

“filter-wise" normalization strategy of [224], where we first generate a random direction by

drawing a value for each parameter from an i.i.d. standard normal distribution. Then, we

divide values for the parameters in a given layer by the Frobenius norm of the matrix for
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the corresponding layer.
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Figure A-4: Randomly initialized QCNN evaluation. Loss landscape of the QCNN
experiment replicated from the main text, except the initialization of the student circuit
is randomly chosen. Here, the global minimum is likely far away and the landscape also
appears “bumpy”; all local minima in the region considered here are far from the global
optimum.

In the loss surface plot of the main text, we plot the mean squared error loss for the

teacher-student task for a batch size of 128 randomly chosen computational basis states.

The legend in the plot is shown relative to the maximum value of the loss in the range

considered. A value of 0 here corresponds to the loss at the global minimum. The middle

of the plot corresponds to the exact parameters of the teacher circuit, and hence, is a global

minimum. This setting is, in a sense, an optimistic setting since initialization is near a

global minimum. For comparison, we include in Supplementary Fig. A-4 an example of a

loss surface where the student circuit is not initialized near the parameters of the teacher

circuit. As is evident in this setting, no longer is there a global minimum in the parameter

region considered, and the landscape also appears to be filled with traps.

A.6.1 QCNN Experiments

The quantum convolutional neural network (QCNN) is an ansatz originally proposed in [97].

This ansatz features parameter sharing across gates in a single layer. The form of this circuit

is provided in Supplementary Fig. A-5. In our experiments, we use the same form of the

2-local ansatz as in [97] and also studied in [275]. Between convolutional layers, we include
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Figure A-5: QCNN ansatz for 8 qubits. Layers of shared 2-local unitary transformations
are applied followed by measurement of every other qubit. Gates at the edge of the circuit
above are applied in a cyclic fashion (i.e. the top and bottom qubit interact). The measure-
ment colored in green is the measurement outcome whose probability we aim to predict in
the teacher-student setup. Generically for 𝑛 qubits, this ansatz has depth ⌈log2 𝑛⌉. During
training, the 2-local unitaries are fully parameterized for our simulations.

no controlled unitary operations based on the measurement outcomes. In learning settings,

we fully parameterize the 2-local unitaries in the skew Hermitian basis of the unitary Lie

algebra. To achieve this, we train directly over parameter entries of a matrix 𝑀 and apply

e𝐻 , where 𝐻 = 𝑀 − 𝑀 †, to perform the resulting unitary transformation. Entries of the

matrix 𝑀 were initialized i.i.d. from a standard normal distribution.

For the teacher-student experiments in the main text, we aim to predict the outcome of

the final green measurement depicted in Supplementary Fig. A-5 for 512 randomly chosen

computational basis states. For 𝑛 qubits, the QCNN ansatz for both the teacher and student

circuits have 16⌈log2 𝑛⌉ parameters which is a relatively small number compared to the

dimension of the Hilbert space. All networks were trained for 5000 epochs and a learning

rate of 0.001 using the Adam optimizer.

A.6.2 Checkerboard Ansatz

The checkerboard circuit applies gates in a one-dimensional lattice as shown in Supplemen-

tary Fig. A-6. As in the QCNN experiments, we train directly over parameter entries of a

matrix 𝑀 and apply 𝑒𝐻 , where 𝐻 = 𝑀 − 𝑀 †, to perform the resulting unitary transfor-
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Figure A-6: Checkerboard ansatz for 8 qubits and 𝐿 layers. Gates at the edge of
the circuit above are applied in a cyclic fashion (i.e. the top and bottom qubit interact).
Generically for 𝑛 qubits, this ansatz has 32𝐿⌊𝑛/2⌋ parameters. During training, the 2-local
unitaries are fully parameterized for our simulations.

mation. Since the exponential map from the Lie algebra is surjective onto the unitary group,

this parameterization is capable of expressing any unitary matrix. Entries of the matrix 𝑀

were initialized i.i.d. from a standard normal distribution.

For the teacher-student simulations of the main text, we train networks over 512 ran-

domly chosen computational basis states which is more than the dimension of the Hilbert

space and enough information to recover the full unitary transformation. Optimization was

performed using the Adam optimizer and a batch size of 128. Networks were trained for

5000 epochs and training was stopped if the loss fell below 0.001 which only occured for the

overparameterized setting. We observed that for fewer than 8 qubits, training was successful

with very small probability in the underparameterized setting.

A.6.3 VQE Experiments on Random Hamiltonians

For all of our VQE experiments, the target Hamiltonian 𝐻𝑡 was constructed by conjugating

a local Hamiltonian of 𝑛 qubits equal to
∑︀𝑛

𝑖=1 𝑍𝑖 with alternating layers of products of

two-qubit unitaries 𝑈1 and 𝑈2. That is, 𝐻𝑡 takes the form below as copied from the main

text:

𝐻𝑡 =
(︁

𝑈 †
2𝑈 †

1

)︁𝐿
[︃

𝑛∑︁
𝑖=1

𝑍𝑖

]︃
(𝑈1𝑈2)𝐿 + 𝑛𝐼. (A.57)
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𝑈1 and 𝑈2 are the tensor product of two-qubit unitaries which for 𝑛 even take the form:

𝑈1 = 𝑈
(1,2)
1 ⊗ 𝑈

(3,4)
1 ⊗ · · · ⊗ 𝑈

(𝑛−1,𝑛)
1

𝑈2 = 𝑈
(2,3)
2 ⊗ 𝑈

(4,5)
2 ⊗ · · · ⊗ 𝑈

(𝑛,𝑛+1)
2 ,

(A.58)

where superscripts above indicate the pair of qubits each 2-local unitary acts on and indexing

is taken mod 𝑛. Each 2 local unitary is drawn from the distribution 𝑒𝐻 , where 𝐻 = 𝐺−𝐺†,

and each 𝐺 is a 4 × 4 matrix with entries drawn i.i.d. from a random normal distribution.

Trained unitaries in the checkerboard ansatz are also initialized in this fashion. Optimization

is then performed directly on the entries of the matrix in the Lie algebra which form a

complete basis for all of the 2-local unitaries.
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Figure A-7: Adam performance evaluation. Scatter plot showing the values of the loss and
trace distance of the final VQE state after 30000 steps of optimization using the Adam
optimizer shows that the algorithm converges to poorer local minima as the number of
qubits grows. Setting is replicated from the VQE loss experiment from the main text, with
the sole change of the optimizer from gradient descent to Adam.

In the VQE loss experiment of the main text, each VQE instance was optimized for

30000 steps using a vanilla gradient descent optimizer with a learning rate of 0.01. For

completeness, we replicate this plot with the Adam optimizer in Supplementary Fig. A-7

and unsurprisingly observe similar convergence results. All calculations were performed to

computer precision, which provides a best-case setting for optimization via real quantum

hardware, since gradients and loss function values would have to be calculated using less
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precise sampling methods on actual quantum computers. In layer-wise VQE experiment of

the main text, optimization is performed using an adaptive VQE algorithm similar to the

one in [150]. Here, a checkerboard ansatz is initialized as a single layer and optimization

is performed layer-wise. We set 𝑛 = 11 and small enough such that it is computationally

feasible to overparameterize the ansatz. Each 5000 steps of optimization, a layer is added to

the ansatz and initialized to the identity mapping. Each additional layer adds 160 trainable

parameters to the ansatz. After each layer is added, the learning rate is multiplied by 0.95 to

make the training more stable with more parameters. At each point in time, all parameters

of the ansatz across all layers are trained. For aesthetic purposes and to see the course of

training without significant jumps in the plot, we plot a moving average of the values across

10 sequential datapoints in the main text.

A.6.4 VQE experiments on XYZ Hamiltonian

Layer 1
single qubit gates

fully parameterized

Layer 2
two qubit gates

Parameterized 𝑍⊗ 𝑍

Layer 3
two qubit gates (offset)
Parameterized 𝑍⊗ 𝑍

Figure A-8: Form of the ansatz used for the XYZ Hamiltonian VQE experiments
in Supplementary Note 5.3. Here, alternating blocks of three layers are composed onto
each other. The first layer in each block is a fully parameterized single qubit gate. The
next two layers are parameterized Pauli 𝑍 ⊗ 𝑍 terms to connect all neighboring qubits.
Parameters are shared across a layer to better address the near translationally invariance in
the model.

For the XYZ Hamiltonian model empirically analyzed in Supplementary Note 5.3, we

implemented a gate-based ansatz which is fully parameterized in the single qubit gates and

parameterized only with Pauli 𝑍 ⊗ 𝑍 terms for two qubit gates. The form of the ansatz is

depicted in Supplementary Fig. A-8. Since the Hamiltonian of the model is approximately
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translationally invariant in both directions, we implemented sharing of parameters across a

layer. Parameters were initialized as random normal variables. Each instance was optimized

using the Adam optimizer [212] for 5000 steps. The learning rate was initially set to 0.007

and halved every 1000 steps. For calculations of the trace distance to the ground state,

the ground state of the Hamiltonian was calculated by performing an eigendecomposition

of the complete Hamiltonian. To account for shot noise, random centered Gaussian noise

with standard deviation equal to 1/
√

# shots was added to gradients with respect to the

parameters.

A.7 Untrainability Beyond Gradient Descent

One may wish to avoid local minima by changing the loss function or performing more

advanced versions of gradient-based optimizers. Here, we gives heuristic reasons why these

two adjustments will likely not fix any issues of untrainability.

First, we examine changes in the loss function. This is commonly done to avoid barren

plateaus and make gradients easier to compute. Let us assume that ℒ(�) is our original

loss function (as a function of the parameters �), which is changed to a new loss function

ℒ̃(�). Typically, ℒ̃(�) is chosen so that it upper and lower bounds ℒ(�), i.e. 𝐶ℒ̃(�) ≤

ℒ(�) ≤ 𝐷ℒ̃(�) for some constants 𝐶, 𝐷. This guarantees convergence in both metrics

when changing the loss function and is the case for e.g. local versions of the inner product

and the quantum earth mover’s (EM) distance [109, 203]. Now, let us assume that every

continuous path from a local minimum at �𝑙 to the global minimum �* must increase

the loss function by a factor 𝑀 > 𝐷/𝐶, i.e. there exists a point in the path that has

value at least 𝑀ℒ(�𝑙). Then, in the new loss function ℒ̃(�𝑙) ≤ ℒ(�𝑙)/𝐶. Furthermore,

at some point in any continuous path, ℒ(�) > 𝑀ℒ(�𝑙) which implies that at that point

ℒ̃(�) ≥ ℒ(�)/𝐷 > 𝑀ℒ(�𝑙)/𝐷 = ℒ(�𝑙)/𝐶. Thus, �𝑙 is not within a convex region around

the global optimum. This may be too restrictive of an assumption since local minima can

often be very shallow, but it also seems to be backed by experiments.

Second, we consider changing the optimization algorithm to a second order optimiza-

tion algorithm such as in [309]. These algorithms perform gradient descent by applying a
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transformation to the gradient of the form:

�𝑡+1 = �𝑡 − 𝜇Σ+∇�𝑡ℒ(�𝑡), (A.59)

where Σ incorporates our second order term, e.g. the Hessian or Fubini–Study metric tensor,

and Σ+ is its pseudoinverse. Clearly, in the above, this does not allow one to escape a local

minima. Setting �𝑡 = �* above sets the gradient term to zero, and one again one is stuck

in a local minimum.

Though other training methods exist, it is not clear a priori why they should succeed.

For example, training in a layer-wise fashion also does not work as [203, 306, 65] show.

Finally, note that the above methods can be very effective at alleviating barren plateaus. In

fact, changes in metric and second order optimization methods are often precisely designed

to fix this issue. Nevertheless, these methods only provably converge to the global optimum

in convex or close to convex settings, which is not the case for essentially all variational

quantum models.
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Appendix B

Appendix for Chapter 3

B.1 Related Works

B.1.1 Loss landscape in quantum machine learning

Prior research has theoretically and numerically analyzed the typical properties of loss land-

scapes in quantum machine learning and control settings. Notably, for commonly used cost

functions, prior work has proved and numerically shown the existence of “barren plateaus”

characterized by exponentially decaying gradients for large depth quantum parameterized

circuits [246, 354, 76], cost functions with global observables [78], and noisy circuits [329].

Furthermore, research in quantum control theory has identified the presence of traps when

the control landscape is constrained [253, 272, 216].

Various attempts have been made to potentially avoid these roadblocks. These include

methods for initializing circuit parameters [148, 355], algorithms for layer-wise training [305],

and choosing ansatzes that can avoid decaying gradients [274, 49]. Despite these efforts,

prior work [78] has shown that barren plateaus are unavoidable unless cost functions are

appropriately chosen to be local. Thus more pertinent to our work are prior studies that

have specifically designed loss metrics or gradient-based algorithms that help avoid issues

with barren plateaus. This includes Ref. [78], which considers local operator loss functions,

but not necessarily distance metrics. The quantum EM distance, when used as a cost

function, is biased towards local operators, gaining the benefits of using local cost functions

outlined in [78]. Beyond direct changes to the cost functions, Ref. [180] includes second

order derivatives in optimizing the loss function to better navigate flat loss landscapes, and
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Ref. [309] constructs an algorithm to optimize over the Fubini-study metric tensor. Though

not analyzed here, these methods can be used in tandem with our qWGAN to improve

optimization of circuit parameters and increase rates of convergence.

B.1.2 Classical and quantum generative adversarial networks

Generative models, as their name indicates, aim to generate a target object or produce

samples from a target distribution by approximating the given target through a learning

procedure. In the quantum setting, one popular variant for generative models are Born

machines whose cost function is measured by comparing a target classical distribution to

the sample distribution of a measurement from a variational quantum circuit [231, 41, 99].

Ref. [41] considers the classical EM distance in their evaluation of the cost function which

compares the sampled distribution of the quantum computer to the target distribution.

One commonly used generative algorithm is the generative adversarial network (GAN),

a classical algorithm first introduced in [147]. Most relevant to the current work, Ref. [23]

constructed the first classical Wasserstein GAN employing an earth mover’s distance. Later

work improved upon the stability and training of the original Wasserstein GAN by, for

example, constructing improved discriminators and generators [155, 352, 251], progressively

adding layers during training [191], and employing various regularization techniques [287,

276, 136]. In the classical literature, GANs have been extensively used in many real-world

applications [230, 340, 342, 124, 332].

In the quantum setting, quantum GANs were first proposed by Refs. [100, 237]. Simple

experiments were performed showing the power of quantum GANs in learning quantum

data for relatively small systems that can be simulated or experimentally analyzed [42, 173,

12, 8, 239]. Hybrid classical-quantum GANs, fully classical in the discriminator, generator,

and/or loss function, were proposed in Refs. [350, 285, 356, 254]. Ref. [79] proposed a version

of a quantum Wasserstein GAN (qWGAN), though the employed earth mover’s distance is

unitarily invariant (see section B.4 for details). Ref. [167] also proposed a qWGAN structure

with a classical discriminator and the classical EM distance as their loss function. Our work

differs from both of these prior qWGAN papers in that it implements the first qWGAN with

a quantum EM distance. Some early experimental demonstrations of quantum GANs have

also been performed on various different systems [174, 12, 308, 173].
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B.1.3 Applications of quantum machine learning

Most of the work in quantum machine learning has focused on finding useful applications

for quantum machine learning. These include applications in finance [265, 308], chemistry

[174], and post-processing quantum outputs [207, 201, 341]. Beyond quantum GANs, there

has been a focus in recent years on developing near term quantum algorithms potentially

implementable on quantum computers with around 100 qubits. Among the most promising

candidates include the quantum approximate optimization algorithm [128, 235, 353], the

variational quantum eigensolver [189, 268], and quantum GANs discussed earlier.

B.2 The Classical Earth Mover’s Distance

The classical earth mover’s (EM) distance, also called Monge-Kantorovich distance, is a

distance between probability distributions on a metric space which dates back to Monge

[252] and has its roots in the theory of optimal mass transport. Let 𝑝, 𝑞 be probability

distributions on the metric space 𝒳 , which for simplicity we will assume to be finite, and let

𝑑 be the distance on 𝒳 . Following the Kantorovich’s formulation of the EM distance [190],

we define the set of the couplings between 𝑝 and 𝑞 as the set of the probability distributions

on two copies of 𝒳 with marginals equal to 𝑝 and 𝑞, respectively. In the interpretation of

mass transport, 𝑝 and 𝑞 are considered as distributions of a unit amount of mass, and any

coupling 𝜋 prescribes a plan to transform the distribution 𝑝 into the distribution 𝑞, in the

sense that 𝜋(𝑥, 𝑦) is the amount of mass that is moved from 𝑥 to 𝑦. Assuming that the cost

of moving a unit of mass from 𝑥 to 𝑦 is equal to 𝑑(𝑥, 𝑦), the cost of the coupling 𝜋 is equal to∑︀
𝑥, 𝑦∈𝒳 𝜋(𝑥, 𝑦) 𝑑(𝑥, 𝑦), i.e., to the expectation value of the distance with respect to 𝜋. The

EM distance between 𝑝 and 𝑞 is given by the minimum cost among all the couplings between

𝑝 and 𝑞. The EM distance has been generalized to a transport cost equal to a power of 𝑑,

leading to the family of the Wasserstein distances of order 𝛼, of which the 𝛼 = 1 case recovers

the EM distance. The exploration of the Wasserstein distances has led to the creation of an

extremely fruitful field in mathematical analysis, with applications ranging from differential

geometry and partial differential equations to machine learning [322, 10, 277, 321].

The EM distance can be considered as a generalization of the total variation distance.

Indeed, the EM distance recovers the total variation distance when the distance 𝑑 on 𝒳 is

the trivial distance for which all the elements of 𝒳 are equivalent, i.e., 𝑑(𝑥, 𝑦) = 1 for any
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𝑥 ̸= 𝑦 ∈ 𝒳 .

When 𝒳 is a set of the strings of 𝑛 bits, the natural choice for 𝑑 is the Hamming

distance, given by the number of different bits. In this case, the EM distance is also known

as Ornstein’s 𝑑 distance [264].

B.3 Quantum Mechanics and Qubits

Any quantum system has an associated Hilbert space. If the Hilbert space has finite dimen-

sion 𝑁 , it is always isomorphic to C𝑁 . For the sake of simplicity, we restrict our discussion

to this case.

We denote a column vector in C𝑁 with |·⟩, where · is a label for the vector. We will

mostly consider vectors with unit norm. For any |𝜓⟩ ∈ C𝑁 , we denote with ⟨𝜓| ∈
(︀
C𝑁
)︀*

the row vector whose entries are the complex conjugates of the entries of |𝜓⟩. Following the

usual rule for matrix multiplication, ⟨·|·⟩ denotes the canonical Hermitian inner product of

C𝑁 , defined to be antilinear in the first entry and linear in the second.

A quantum state is the quantum counterpart of a probability distribution on a set of

𝑁 elements, and is a positive semidefinite Hermitian matrix in C𝑁×𝑁 with unit trace.

A quantum state is pure if it cannot be expressed as a nontrivial convex combination of

quantum states. This is the case iff the quantum state is an orthogonal projector with rank

one, i.e., if it can be expressed as |𝜓⟩⟨𝜓| for some unit vector |𝜓⟩ ∈ C𝑁 . With some abuse of

notation, we call also the unit vectors in C𝑁 quantum states, formally meaning the associated

orthogonal projectors. Similarly, we call the inner product between two pure quantum states

the inner product between the associated unit vectors. A quantum state is called mixed if

it is not pure. Two quantum states are called orthogonal if the corresponding supports

are orthogonal. Any mixed quantum state can be expressed as a convex combination of

mutually orthogonal pure quantum states.

An observable is the quantum counterpart of a real-valued function on a set of 𝑁 ele-

ments, and is given by an 𝑁 ×𝑁 Hermitian matrix. The expectation value of the observable

𝐻 on the quantum state 𝜌 is given by Tr [𝜌 𝐻].

The Hilbert space associated to a composite quantum system is the tensor product of

the Hilbert spaces associated to each subsystem. Let 𝜌 be a quantum state of the composite

quantum system with Hilbert space C𝑁1 ⊗C𝑁2 , i.e., a Hermitian matrix in C𝑁1×𝑁1 ⊗C𝑁2×𝑁2 .
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We denote with 𝜌1 the marginal state of 𝜌 on the first subsystem, i.e., the quantum state

in C𝑁1×𝑁1 such that Tr [𝜌1 𝐻] = Tr [𝜌 (𝐻 ⊗ I𝑁2)] for any quantum observable 𝐻 of C𝑁1 . 𝜌1

is equal to the partial trace of 𝜌 over the second subsystem: 𝜌1 = Tr2𝜌.

In this paper, we focus on a quantum system composed of 𝑛 qubits. A qubit is the

quantum system associated to the Hilbert space C2. We denote with |0⟩ , |1⟩ the vectors

of its canonical basis, which is also called the computational basis. The Hilbert space of 𝑛

qubits is
(︀
C2
)︀⊗𝑛, and is isomorphic to C𝑁 with 𝑁 = 2𝑛. The computational basis of

(︀
C2
)︀⊗𝑛

is {|𝑥1⟩ ⊗ . . . ⊗ |𝑥𝑛⟩ : 𝑥 ∈ {0, 1}𝑛}. By the sake of a simpler notation, we denote each vector

|𝑥1⟩ ⊗ . . . ⊗ |𝑥𝑛⟩ with |𝑥⟩, and we set |0⟩⊗𝑛 = |0𝑛⟩ , |1⟩⊗𝑛 = |1𝑛⟩. We denote with 𝒪𝑛 the set

of the observables of
(︀
C2
)︀⊗𝑛. We say that a linear operator on

(︀
C2
)︀⊗𝑛 acts on the 𝑖-th qubit

if it is equal to a 2 × 2 matrix acting on the 𝑖-th qubit tensored with the identity operator

acting on the remaining 𝑛 − 1 qubits. The definition of a linear operator acting on a subset

of qubits is analogous.

Perhaps the most important observables used and studied in quantum computation are

the Pauli matrices. Together with the identity matrix, the Pauli matrices shown below form

a basis for the observables on C2 (i.e., one qubit).

𝜎𝑋 =

⎛⎝0 1

1 0

⎞⎠ (B.1)

𝜎𝑌 =

⎛⎝0 −𝑖

𝑖 0

⎞⎠ (B.2)

𝜎𝑍 =

⎛⎝1 0

0 −1

⎞⎠ (B.3)

A single Pauli observable can act as a measurement on one qubit; however, multiple qubits

can be measured by a “Pauli string" represented by a set of Pauli matrices placed in tensor

product form (e.g., 𝜎𝑋 ⊗ 𝜎𝑌 ⊗ 𝐼 ⊗ 𝜎𝑋 or equivalently the string ’XYIX’).

Pauli operators are often used as parameterized quantum gates. In their parameterized

form:

𝑅𝑃 (𝑡) = 𝑒−𝑖𝑡𝜎𝑃 /2 = cos

(︂
𝑡

2

)︂
𝐼 − 𝑖 sin

(︂
𝑡

2

)︂
𝜎𝑃 (B.4)

where subscript 𝑃 ∈ {𝑋, 𝑌, 𝑍} indicates the specific Pauli operator chosen.

In our exposition, we outline the computations performed on a quantum computer as
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quantum circuits, which are models representing a computation as a sequence of reversible

quantum gates and measurement operators. Quantum circuits contain 𝑛-bit registers and

the sequence of gates are applied accordingly to the qubits in the register. For further details

on how to read quantum circuits, the reader is referred to the book [260].

B.4 Quantum Generalizations of Wasserstein Distances

Several quantum generalizations of optimal transport distances have been proposed. One

line of research by Carlen, Maas, Datta and Rouzé [66, 67, 68, 288, 102, 318] defines a

quantum Wasserstein distance of order 2 from a Riemannian metric on the space of quantum

states based on a quantum analog of a differential structure. This quantum Wasserstein

distance is intimately linked to both entropy and Fisher information [102], and has led to

determine the rate of convergence of the quantum Ornstein-Uhlenbeck semigroup [67, 105].

Exploiting their quantum differential structure, Refs. [288, 68, 135] also define a quantum

generalization of the Lipschitz constant and of the earth mover’s distance. Alternative

definitions of quantum earth mover’s distances based on a quantum differential structure

are proposed in Refs. [88, 290, 89, 90]. Refs. [6, 4, 182] propose quantum earth mover’s

distances based on a distance between the vectors of the canonical basis.

Another line of research by Golse, Mouhot, Paul and Caglioti [143, 63, 142, 144, 145, 64]

arose in the context of the study of the semiclassical limit of quantum mechanics and defines

a family of quantum Wasserstein distances of order 2 built on the notion of couplings. A

coupling between the quantum states 𝜌 and 𝜎 of C𝑁 is a quantum state Π of
(︀
C𝑁
)︀⊗2 whose

marginal states on the first and on the second subsystems are equal to 𝜌 and 𝜎, respectively.

The transport cost of the coupling Π is Tr [Π 𝐶], where 𝐶 is a suitable positive semidefinite

𝑁2 × 𝑁2 cost matrix. Different choices of 𝐶 will lead to different distances. The square

distance between 𝜌 and 𝜎 is defined as the minimum cost among all the couplings between 𝜌

and 𝜎. Refs. [143, 63, 142, 144, 145, 64] consider the case of a quantum harmonic oscillator,

which is actually infinite dimensional, and choose as cost matrix the quantum analog of the

square Euclidean distance:

𝐶 = (𝑄1 − 𝑄2)2 + (𝑃1 − 𝑃2)2 , (B.5)

where 𝑄1,2 and 𝑃1,2 are the position and momentum operators of the two subsystems,
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respectively. However, the resulting distance has the undesirable property that the distance

between a quantum state and itself may not be zero. Ref. [79] notices that the distance

between any quantum state and itself is zero whenever the support of the cost matrix 𝐶 is

contained in the antisymmetric subspace with respect to the swap of the two subsystems

of
(︀
C𝑁
)︀⊗2. Therefore, Ref. [79] chooses the orthogonal projector onto the antisymmetric

subspace as cost matrix, and employs the resulting distance as a cost function for quantum

GANs. We stress that this distance is unitarily invariant. Indeed, for any 𝑁 × 𝑁 unitary

matrix 𝑈 , if Π is a coupling between the quantum states 𝜌 and 𝜎, then 𝑈⊗2 Π 𝑈 †⊗2 is a

coupling between 𝑈 𝜌 𝑈 † and 𝑈 𝜎 𝑈 †, and these two couplings have the same cost since the

projector onto the antisymmetric subspace commutes with 𝑈⊗2. Moreover, the only coupling

between the pure quantum states |𝜓⟩ and |𝜑⟩ is the product state Π = |𝜓⟩⟨𝜓|⊗|𝜑⟩⟨𝜑|, whose

cost is equal to
(︀
1 − | ⟨𝜑|𝜓⟩ |2

)︀
/2. Therefore, the distance between pure quantum states is

a function of their overlap.

Ref. [110] proposes another quantum Wasserstein distance of order 2 based on cou-

plings, with the property that each quantum coupling is associated to a quantum channel.

The relation between quantum couplings and quantum channels in the framework of von

Neumann algebras has been explored in [123]. The problem of defining a quantum earth

mover’s distance through quantum couplings has been explored in Ref. [5].

The quantum Wasserstein distance between two quantum states can be defined as the

classical Wasserstein distance between the probability distributions of the outcomes of an

informationally complete measurement performed on the states, which is a measurement

whose probability distribution completely determines the state. This definition has been

explored for Gaussian quantum systems with the heterodyne measurement in Refs. [359,

358, 44].

B.5 Toy Model Details

Our toy model (subsection 3.2.1) analyzes the learnability of the GHZ state when using a

loss function either corresponding to fidelity (function of inner product between target GHZ

state and generated state) or the quantum EM distance. For optimizing over the fidelity,

we have a loss function, copied below, that is easily evaluated as a function of 𝜃.
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𝐹 = | ⟨𝐺𝐻𝑍𝑛|𝜓(𝜃)⟩ |2 =

(︂
cos(𝜃1)√

2
+

∏︀𝑛
𝑖=1 sin(𝜃𝑖)√

2

)︂2

(B.6)

Here, to perform optimization, we simply perform gradient based updates on the pa-

rameters 𝜃𝑖 in the equation above. For all experiments, the Adam optimizer was used to

perform gradient updates with a learning rate of 0.2 [212]. For each simulation, 100000

steps of optimization were performed before stopping. Learning is considered successful if

1 − 𝐹 < 0.02.

In our toy model, to efficiently approximate the quantum EM distance, we construct a

loss function 𝐷̃𝐸𝑀 ≈ 𝐷𝐸𝑀

(︀
|𝜓(𝜃)⟩ ⟨𝜓(𝜃)| , |𝐺𝐻𝑍𝑛⟩ ⟨𝐺𝐻𝑍𝑛|

)︀
which takes the maximum over

𝑂(𝑛) expectations of Pauli operators. We first note that the state |𝜓(𝜃)⟩ is spanned by up

to 𝑛 + 1 computational basis states.

|𝜓(𝜃)⟩ = cos 𝜃1 |0𝑛⟩ + 𝑖 sin 𝜃1 cos 𝜃2 |1⟩ |0𝑛−1⟩ − sin 𝜃1 sin 𝜃2 cos 𝜃3 |12⟩ |0𝑛−2⟩ + . . .

= cos 𝜃1 |0𝑛⟩ +
𝑛−1∑︁
𝑘=1

𝑖𝑘

[︂ 𝑘∏︁
𝑗=1

sin 𝜃𝑗

]︂
cos 𝜃𝑘+1 |1𝑘⟩ |0𝑛−𝑘⟩ + 𝑖𝑛

[︂ 𝑛∏︁
𝑗=1

sin 𝜃𝑗

]︂
|1𝑛⟩

(B.7)

We can write the state above in a vector of length 𝑛 + 1 only including the terms in the

above span:

|𝜓(𝜃)⟩ =

⎡⎢⎢⎢⎢⎢⎢⎣
cos 𝜃1

𝑖 sin 𝜃1 cos 𝜃2

...

𝑖𝑛
∏︀𝑛

𝑗=1 sin 𝜃𝑗

⎤⎥⎥⎥⎥⎥⎥⎦ , (B.8)

where the above vector can be easily stored in the memory of a classical computer.

To calculate 𝐷̃𝐸𝑀 , we first measure the expectation of |𝜓(𝜃)⟩ with respect to the fol-

lowing 2𝑛 Pauli operators 𝑃𝑖:

𝑃𝑖 ∈ {𝜎
(1)
𝑍 , 𝜎

(2)
𝑍 , . . . , 𝜎

(𝑛)
𝑍 ,

𝜎
(1)
𝑌 , 𝜎

(1)
𝑋 ⊗ 𝜎

(2)
𝑋 , 𝜎

(1)
𝑋 ⊗ 𝜎

(2)
𝑋 ⊗ 𝜎

(3)
𝑌 , . . . , 𝜎

(1)
𝑋 ⊗ 𝜎

(2)
𝑋 ⊗ · · · ⊗ 𝜎

(𝑛)
𝑋 },

(B.9)

which is equivalent to the complete set of single qubit Pauli Z operators combined with a

multi-qubit Pauli operator for each qubit 𝑘 consisting of the Pauli X operator or Pauli Y
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operator acting on qubit 𝑘 if 𝑘 is even or odd respectively (to handle relative phases) and

Pauli X operators acting on all qubits 𝑗 < 𝑘. In the above, we use the notation 𝜎
(𝑖)
𝐿 to

indicate Pauli 𝐿 ∈ {𝑋, 𝑌, 𝑍} acting on qubit 𝑖.

Since as mentioned earlier, |𝜓(𝜃)⟩ is written compactly in vector form, expectations for

each of the above operators can be efficiently evaluated using a classical computer. As

discussed in subsection 3.2.3, an optimal Hamiltonian whose expectation approximates the

quantum EM distance can be efficiently constructed as a parameterized sum of the above

operators. Since all Pauli Z operators act on individual qubits, 𝐷̃𝐸𝑀 can be calculated as

the maximum amongst the following 𝑛 + 1 parameterized sums of expectations of operators:

𝐷̃𝐸𝑀 = max

{︂⃒⃒
E[𝜎

(1)
𝑍 ]
⃒⃒
+
⃒⃒
E[𝜎

(2)
𝑍 ]
⃒⃒
+ · · · +

⃒⃒
E[𝜎

(𝑛)
𝑍 ]
⃒⃒
,⃒⃒

E[𝜎
(1)
𝑌 ]
⃒⃒
+
⃒⃒
E[𝜎

(2)
𝑍 ]
⃒⃒
+ · · · +

⃒⃒
E[𝜎

(𝑛)
𝑍 ]
⃒⃒
,⃒⃒

E[𝜎
(1)
𝑋 ⊗ 𝜎

(2)
𝑌 ]
⃒⃒
+
⃒⃒
E[𝜎

(3)
𝑍 ]
⃒⃒
+ · · · +

⃒⃒
E[𝜎

(𝑛)
𝑍 ]
⃒⃒
,

. . . ,⃒⃒
E[𝜎

(1)
𝑋 ⊗ 𝜎

(2)
𝑋 ⊗ · · · ⊗ 𝜎𝑛

𝑋 ]
⃒⃒}︂

,

(B.10)

where E[·] indicates the difference in expectation of the operator · on the generated state

versus the target GHZ state. For faster simulation, we actually consider the maximum over

a simpler set of operators that is equally effective at learning the GHZ state:

𝐷̃𝐸𝑀 = max

{︂⃒⃒
E[𝜎

(1)
𝑍 ]
⃒⃒
+
⃒⃒
E[𝜎

(2)
𝑍 ]
⃒⃒
+ · · · +

⃒⃒
E[𝜎

(𝑛)
𝑍 ]
⃒⃒
,⃒⃒

E[𝜎
(1)
𝑌 ]
⃒⃒
,⃒⃒

E[𝜎
(1)
𝑋 ⊗ 𝜎

(2)
𝑌 ]
⃒⃒
,

. . . ,⃒⃒
E[𝜎

(1)
𝑋 ⊗ 𝜎

(2)
𝑋 ⊗ · · · ⊗ 𝜎𝑛

𝑋 ]
⃒⃒}︂

.

(B.11)

Using the equation for 𝐷̃𝐸𝑀 above, gradient updates can efficiently be performed on the

parameters of the circuit. As with the fidelity loss function, we perform optimization with

the Adam optimizer at a learning rate of 0.2 [212]. Only up to 10000 steps of optimization

were performed since convergence was almost always achieved within about 1000 steps.

Learning is considered successful if | ⟨𝐺𝐻𝑍𝑛|𝜓(𝜃)⟩ |2 > 0.98 after the optimization. Success
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was achieved in virtually all instances when using 𝐷̃𝐸𝑀 .

B.6 Proof of Proposition 3.2.1

For any 𝑘 = 0, . . . , 𝑛 − 1, let

Δ𝑘 = |Ψ𝑘⟩⟨Ψ𝑘| − |𝐺𝐻𝑍𝑛⟩⟨𝐺𝐻𝑍𝑛| , (B.12)

and let 𝒟1 be the completely dephasing channel acting on the first qubit. From [108,

Proposition 3], the quantum EM distance is contractive with respect to a quantum channel

acting on a single qubit. We then have on the one hand

‖Δ𝑘‖𝐸𝑀 ≥ ‖𝒟1(Δ𝑘)‖𝐸𝑀 =

⃦⃦⃦⃦
|1𝑘⟩⟨1𝑘| ⊗ |0𝑛−𝑘⟩⟨0𝑛−𝑘| − |1𝑛−𝑘⟩⟨1𝑛−𝑘|

2

⃦⃦⃦⃦
𝐸𝑀

=
𝑛 − 𝑘

2
.

(B.13)

On the other hand, we have

‖Δ𝑘‖𝐸𝑀 ≤ ‖𝒟1(Δ𝑘)‖𝐸𝑀 + ‖Δ𝑘 − 𝒟1(Δ𝑘)‖𝐸𝑀 =
𝑛 − 𝑘

2
+

1

2
‖Δ𝑘 − 𝒟1(Δ𝑘)‖1

=
𝑛 − 𝑘

2
+

1

2

⎧⎨⎩ 1 𝑘 = 0
√

2 𝑘 = 1, . . . , 𝑛 − 1
, (B.14)

where the first equality follows from [108, Proposition 2], stating that ‖𝑋‖𝐸𝑀 = ‖𝑋‖1/2

for any 𝑋 ∈ 𝒪𝑛 with Tr1𝑋 = 0. The claim follows.

B.7 Bias towards local operators

Consider the maximization problem equation 3.20 copied below:

maximize
|𝑊 |∑︁
𝑗=1

𝑐𝑗𝑤𝑗

subject to
∑︁

𝑗:𝑖∈ℐ𝑗

|𝑤𝑗 | ≤ 1, 𝑖 = 1, ..., 𝑛

Here we prove that the optimal Hamiltonian for the maximization problem contains only

terms with few qubits whenever all the coefficients 𝑐𝑗 associated to single Pauli operators

are Ω(1).
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Proposition B.7.1. Let 𝑤* : {𝐼, 𝑋, 𝑌, 𝑍}𝑛 → R be the set of parameters that achieve the

maximum in equation 3.20, and let

𝑎 = min
𝑖=1, ..., 𝑛

max
𝑃 =𝑋,𝑌,𝑍

⃒⃒⃒
Tr
[︁
(𝐺 − 𝜌tar) 𝜎

(𝑖)
𝑃

]︁⃒⃒⃒
. (B.15)

Then, 𝑤*
𝑃1...𝑃𝑛

= 0 for any 𝑃1, . . . , 𝑃𝑛 ∈ {𝐼, 𝑋, 𝑌, 𝑍} such that

|𝑐𝑃1...𝑃𝑛 | < 𝑎 |{𝑖 = 1, . . . , 𝑛 : 𝑃𝑖 ̸= 𝐼}| . (B.16)

In particular, 𝑤*
𝑃1...𝑃𝑛

= 0 for any Pauli string that acts nontrivially on more than 2/𝑎

qubits.

Proof. The maximization problem equation 3.20 is a linear program with dual

min
𝑧∈R𝑛

≥0

𝑛∑︁
𝑖=1

𝑧𝑖 : |𝑐𝑃1...𝑃𝑛 | ≤
∑︁

𝑖∈[𝑛]:𝑃𝑖 ̸=𝐼

𝑧𝑖 ∀ 𝑃1, . . . , 𝑃𝑛 ∈ {𝐼, 𝑋, 𝑌, 𝑍} . (B.17)

Let 𝑧* ∈ R𝑛
≥0 achieve the minimum in equation B.17. For any 𝑃1, . . . , 𝑃𝑛 ∈ {𝐼, 𝑋, 𝑌, 𝑍}𝑛

such that 𝑤*
𝑃1...𝑃𝑛

̸= 0 we have

|𝑐𝑃1...𝑃𝑛 | =
∑︁

𝑖∈[𝑛]:𝑃𝑖 ̸=𝐼

𝑧*
𝑖 . (B.18)

From equation B.17 we have 𝑎 ≤ 𝑧*
𝑖 for any 𝑖 = 1, . . . , 𝑛. Let 𝑃1, . . . , 𝑃𝑛 ∈ {𝐼, 𝑋, 𝑌, 𝑍}

satisfy equation B.16, and let us assume that 𝑤*
𝑃1...𝑃𝑛

̸= 0. We get from equation B.18

|𝑐𝑃1...𝑃𝑛 | =
∑︁

𝑖∈[𝑛]:𝑃𝑖 ̸=𝐼

𝑧*
𝑖 ≥ 𝑎 |{𝑖 ∈ [𝑛] : 𝑃𝑖 ̸= 𝐼}| , (B.19)

which contradicts equation B.16, and the claim follows.

B.8 Supplementary details of estimated EM distance

Linear relaxation example over product states To help aid intuition for the linear

relaxation, consider the simple setting of estimating the quantum EM distance between

two 𝑛-qubit product states |𝜓1⟩ and |𝜓2⟩ using only single qubit Pauli terms in the linear
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relaxation of equation 3.20 copied below:

maximize
|𝑊 |∑︁
𝑗=1

𝑐𝑗𝑤𝑗

subject to
∑︁

𝑗:𝑖∈ℐ𝑗

|𝑤𝑗 | ≤ 1, 𝑖 = 1, ..., 𝑛

(B.20)

where 𝑐𝑗 = ⟨𝜓1| 𝑃𝑗 |𝜓1⟩ − ⟨𝜓2| 𝑃𝑗 |𝜓2⟩ and 𝑃𝑗 is one of the single qubit Pauli terms that we

use in estimating the EM distance. Solving the above outputs an optimal Hamiltonian that

takes the form

𝐻max =

𝑛active∑︁
𝑖=0

𝑤*
𝑖 𝐻*

𝑖 , (B.21)

where 𝑤*
𝑖 and 𝐻*

𝑖 are the weights and active operators respectively.

In this setting, for each qubit 𝑖, the linear program above will set 𝑤*
𝑗 = sign(𝑐𝑗) for the

𝑐𝑗 with largest magnitude in the set {𝑗 : 𝑖 ∈ ℐ𝑗} and 𝑤*
𝑗 = 0 for all other elements in the

set. Thus, the linear program will select the Pauli terms that makes the largest contribution

in the difference in expectations between the two states. For example, if |𝜓1⟩ = |+⟩ |+⟩

and |𝜓2⟩ = |−⟩ |−⟩, where |+⟩ and |−⟩ are the +1 and −1 eigenvectors of the 𝑋 basis

respectively, then the optimal Hamiltonian unsurprisingly equals 𝐻max = 𝑋 ⊗ 𝐼 + 𝐼 ⊗ 𝑋

since these are the single qubit Pauli terms that differ between the two states. Note, that

𝐻max = 𝑋 ⊗ 𝐼 + 𝐼 ⊗ 𝑋 also has a Lipschitz constant of one since any single qubit change

can only change the value of the Hamiltonian by at most one.

As an aside, adding higher order Pauli terms in the above linear program makes no

difference in the outcome. Note, that for any higher order Pauli term, the magnitude of

the difference between expectations of the two states |𝜓1⟩ and |𝜓2⟩ will only be captured

by differences in their individual qubits. Since the difference in expectation for this higher

order Pauli term cannot exceed that of the single qubit Pauli terms within it, these terms

will never appear in the optimal Hamiltonian calculated above (see section B.7 for further

details).

Correlation of estimated and actual quantum EM distance Exact calculations of

the quantum EM distance would require computational resources that grow exponentially

with the number of qubits. However, as discussed in the main text, efficient estimates that

lower bound the quantum EM distance can be obtained by formulating a new metric 𝐷
(𝑘)
𝐸𝑀

164



optimizing over Hamiltonians of local operators (also see prior section for further motivation

for this formalism). This estimated distance can be efficiently calculated as a linear program

that requires computational resources that grow polynomially with the number of qubits.

Figure B-1 shows that the exact distance 𝐷𝐸𝑀 and estimated distance 𝐷
(2)
𝐸𝑀 are well

correlated for a system of five qubits where calculation of exact distances is possible on a

classical computer. In Figure B-1, exact and estimated distances are compared for random

product states (Figure B-1a) and states drawn randomly from a depth 3 circuit (Figure B-

1b). Though correlations are strong for random product states (Figure B-1a), the estimated

distance is not as strong of an approximator for the depth 3 circuit (Figure B-1b) where the

slope of the correlation is slightly below one. This situation is one where many of the qubits

have interacted with each other and we do not expect learning with the estimated distance

to perform well at all times since the approximation is clearly not optimal (i.e., higher

order Pauli operators may be needed to approximate the distance better). Nevertheless, the

results here lend further support to the proof in the prior section showing that the optimal

Hamiltonian in the quantum EM distance is biased towards local operators.
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Figure B-1: Randomly drawn values of the exact distance 𝐷𝐸𝑀 and estimated distance
𝐷

(2)
𝐸𝑀 (calculated from linear program over 2-local Pauli operators) are highly correlated.

Individual points are drawn from (a) random product states and (b) states drawn from
randomly parameterizing three layers of the barren plateau mixing circuit (Figure B-8).
All simulations are for a system of five qubits where exact calculations of the quantum
EM distance can be performed efficiently on a classical computer. Each plot contains 1000
randomly drawn data points. A linear fit is plotted over the data as a dotted line.
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B.9 Gradients of qWGAN

For the generic version of our generator (equation equation 3.22), optimization is performed

over probability parameters 𝑝𝑖 and gate parameters in each unitary 𝑈𝑖. The generator op-

timizes the parameters 𝜃 to minimize Tr [𝐺(𝜃) 𝐻], where 𝐻 is the Hamiltonian provided by

the discriminator. The following Proposition B.9.1 proves that the gradient of Tr [𝐺(𝜃) 𝐻]

coincides with the gradient of the EM distance between 𝐺(𝜃) and 𝜌tar if 𝐻 is the optimal

Hamiltonian that achieves the EM distance in equation 3.4. Therefore, our learning algo-

rithm decreases the EM distance between 𝐺(𝜃) and 𝜌tar. The proof is in subsection B.9.1.

Proposition B.9.1. For any target quantum state 𝜎, any parametric family of quantum

states 𝜌(𝑡), 0 ≤ 𝑡 ≤ 𝑇 that is differentiable in 𝑡 = 0 and any 𝑘 = 1, . . . , 𝑛,

d

d𝑡
𝐷𝐸𝑀 (𝜌(𝑡), 𝜎)

⃒⃒⃒⃒
𝑡=0

= max
(︀
Tr
[︀
𝜌′(0) 𝐻

]︀
: 𝐻 ∈ 𝒪𝑛 , ‖𝐻‖𝐿 ≤ 1 , Tr [(𝜌(0) − 𝜎) 𝐻] = 𝐷𝐸𝑀 (𝜌(0), 𝜎)

)︀
,

d

d𝑡
𝐷

(𝑘)
𝐸𝑀 (𝜌(𝑡), 𝜎)

⃒⃒⃒⃒
𝑡=0

= max
(︁

Tr
[︀
𝜌′(0) 𝐻

]︀
: 𝐻 ∈ 𝒪(𝑘)

𝑛 , ‖𝐻‖𝐿̃ ≤ 1 , Tr [(𝜌(0) − 𝜎) 𝐻] = 𝐷
(𝑘)
𝐸𝑀 (𝜌(0), 𝜎)

)︁
.

(B.22)

If 𝜌(𝑡) admits a differentiable extension to negative values of 𝑡, equation B.22 provides the

right derivative of 𝐷𝐸𝑀 (𝜌(𝑡) − 𝜎), which can be different from the left derivative if the max

in equation B.22 is nontrivial.

For parameters 𝑝𝑖, the gradient of Tr [𝐺(𝜃) 𝐻] can be evaluated using 𝑈𝑖:

𝜕𝐷𝐸𝑀

𝜕𝑝𝑖
= Tr(𝑈𝑖𝜌0𝑈 †

𝑖 𝐻max) , (B.23)

where 𝐻max is the optimal Hamiltonian outputted by the discriminator (equation equa-

tion 3.21). Note, that the above is simply the average measured value of 𝐻max for the

quantum state 𝑈𝑖𝜌0𝑈 †
𝑖 . For gate parameters, we can use standard techniques [293] for eval-

uating gradients with respect to gate parameters.

B.9.1 Proof of Proposition B.9.1

We prove the claim for the exact quantum EM distance. The proof for the approximated

quantum EM distance is completely analogous.
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On the one hand, we have for any 𝐻 as in equation B.22

lim inf
𝑡→0+

‖𝜌(𝑡) − 𝜎‖𝐸𝑀 − ‖𝜌(0) − 𝜎‖𝐸𝑀

𝑡
≥ lim inf

𝑡→0+
Tr

[︂
𝜌(𝑡) − 𝜌(0)

𝑡
𝐻

]︂
= Tr

[︀
𝜌′(0) 𝐻

]︀
.

(B.24)

On the other hand, for any 0 < 𝑡 < 𝑇 , let 𝐻(𝑡) ∈ 𝒪𝑛 be traceless and such that ‖𝐻(𝑡)‖𝐿 ≤ 1

and Tr [(𝜌(𝑡) − 𝜎) 𝐻(𝑡)] = ‖𝜌(𝑡) − 𝜎‖𝐸𝑀 . We have

lim sup
𝑡→0+

‖𝜌(𝑡) − 𝜎‖𝐸𝑀 − ‖𝜌(0) − 𝜎‖𝐸𝑀

𝑡
≤ lim sup

𝑡→0+

Tr

[︂
𝜌(𝑡) − 𝜌(0)

𝑡
𝐻(𝑡)

]︂
. (B.25)

Let 𝑡𝑘 ↓ 0 be a sequence that achieves the lim sup in the right-hand side of equation B.25

and such that

lim
𝑘→∞

𝐻(𝑡𝑘) = 𝐻0 ∈ 𝒪𝑛 . (B.26)

We have

‖𝐻0‖𝐿 = lim
𝑘→∞

‖𝐻(𝑡𝑘)‖𝐿 ≤ 1 ,

Tr [(𝜌(0) − 𝜎) 𝐻0] = lim
𝑘→∞

Tr [(𝜌(𝑡𝑘) − 𝜎) 𝐻(𝑡𝑘)] = lim
𝑘→∞

‖𝜌(𝑡𝑘) − 𝜎‖𝐸𝑀 = ‖𝜌(0) − 𝜎‖𝐸𝑀 ,

(B.27)

and

lim sup
𝑡→0+

‖𝜌(𝑡) − 𝜎‖𝐸𝑀 − ‖𝜌(0) − 𝜎‖𝐸𝑀

𝑡
≤ lim

𝑘→∞
Tr

[︂
𝜌(𝑡𝑘) − 𝜌(0)

𝑡𝑘
𝐻(𝑡𝑘)

]︂
= Tr

[︀
𝜌′(0) 𝐻0

]︀
,

(B.28)

and the claim follows.

B.10 Additional Simulations and Figures

B.10.1 Learning the GHZ state

The analysis in section 3.4 showed that the qWGAN is especially effective at learning the

GHZ state. In addition to the results shown in section 3.4, Figure B-2 shows the typical

dynamics of learning the GHZ state of 4, 8, and 12 qubits. In all cases, the GHZ state is

learned within 1000 steps of optimization.
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Figure B-2: The qWGAN consistently generates the GHZ state in simulations with circuits
of 4, 8, and 12 qubits. Estimated 𝐸𝑀 loss (quantum EM distance estimated by active
operators) is also plotted in above chart, normalized by dividing by the number of qubits.
Plots contain one line for each of 10 simulations for each circuit size.

B.10.2 Teacher-student learning

Supplementary to the results in section 3.4, we include Figure B-3 which shows the typical

profile of learning in the teacher-student setup. In almost all instances, learning of the state

generated by the teacher circuit was achieved.
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Figure B-3: The student circuit is able to approximate well the state generated by the
teacher circuit. Here, the target is constructed by randomly setting the parameters of a
depth 2 mixing circuit (teacher circuit). The qWGAN, equipped with a generator circuit of
depth 4, successfully learns the target state generated by the teacher circuit. For each plot,
5 simulations are performed.

B.10.3 Gradients of qWGAN vs. conventional GANs

Supplementary to Figure 3-3b, we include further details of the gradients of the quantum

EM loss metric and its comparison to a inner product loss metric in Figure B-4. As a

reminder, the inner product loss metric is 𝐹 = 1 − |⟨𝜑tar|𝜑(𝜃)⟩|2.
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Figure B-4: Comparison of gradients between the quantum EM loss metric and a conven-
tional loss metric that is a function of the inner product. Here the average L1 norm (left),
L2 norm (center), and the absolute value of the gradient of the first parameter (right) are
shown. Decaying gradients observed in the inner product loss metric. In contrast, regard-
less of the number of qubits, the gradients of the qWGAN remain stable. Gradients are
calculated at first step of optimization. 𝐿1 norm and 𝐿2 norm are divided by 𝑛 and

√
𝑛

respectively to normalize based on the number of parameters in the circuit. Results are
averaged across 100 simulations for each data point

B.10.4 Butterfly circuit learning

In this section, we consider learning the parameters of a “butterfly" circuit which constructs

interactions between all qubits in 𝑂(log2 𝑛) layers. The general form of this circuit is shown

in section B.11 and is motivated by prior work in classical machine learning and photonics

where similar parameterizations of unitary transformations produced interesting results [245,

186, 101, 93, 301]. Here, the generator takes the form of 𝑟gen copies of the parameterized

butterfly circuit. The generator aims to learn a target density matrix 𝜌tar of rank 𝑟tar which

is generated from a circuit of the same form as the generator but with randomly chosen

parameters. In other words,

𝜌tar =
1

𝑟tar

𝑟tar∑︁
𝑖=1

𝑈𝑏(𝜃
(𝑖)
ran)𝜌0𝑈𝑏(𝜃

(𝑖)
ran)† (B.29)

where 𝑈𝑏(𝜃
(𝑖)
ran) is the unitary transformation associated to the butterfly circuit with param-

eters 𝜃
(𝑖)
ran chosen randomly (we choose each parameter uniformly from [0, 2𝜋)).

Figure B-5 shows that the qWGAN is effective at learning mixed states of 4 qubits,

though learning is clearly more challenging as the rank of the target density matrix in-

creases. We recognize that the form of the generator equation 3.22 may not be well suited

to optimization over mixed states. For example, it is often the case that different circuits in

the generator optimize to the same critical point in the loss landscape, thus outputting the
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Figure B-5: The qWGAN is also able to generate mixed states that approximate well their
given target (also a mixed state) in both trace distance and quantum EM distance. Here,
the generator circuit takes the form of a butterfly circuit of 4 qubits (see section B.11),
and the target is constructed by randomly setting the parameters of the generator circuit.
The qWGAN aims to learn the target density matrix of rank 𝑟tar with either 𝑟gen = 𝑟tar

or 𝑟gen = 2𝑟tar parameterized circuits of the same form. For each plot, 5 simulations are
performed.

same state. Future improvements to the design of generators can improve the results shown

here.

B.10.5 QAOA learning

The quantum approximate optimization algorithm and its related extension to the quantum

alternating operator ansatz, both given the acronym QAOA, are promising candidates for

achieving quantum speedups in classical optimization problems [130, 157, 128]. Recent

work has shown that QAOA is computationally universal [235] and potentially an effective

algorithm in a wide range of quantum machine learning settings [206, 320, 331, 353, 171, 80].

Here, we use a QAOA circuit as the generator for our qWGAN to learn the ground state

of a simple translationally invariant Ising Hamiltonian cost function 𝐶:

𝐶 = 𝐵
𝑁∑︁

𝑖=1

𝜎
(𝑖)
𝑍 𝜎

(𝑖+1)
𝑍 , (B.30)

where 𝐵 is a constant assumed to be positive and 𝜎
(𝑖)
𝑍 is the Pauli Z operator acting on

qubit 𝑖. Given the simple translationally invariant form of 𝐶, its ground state is spanned

by the states |01⟩⊗ 1
2

𝑛 and |10⟩⊗ 1
2

𝑛. Note that this setting is different from more traditional

170



QAOA settings since here we do not aim to find the ground state but instead are given the

ground state and aim to construct that state from a parameterized circuit.

For our experiments, we attempt to learn the ground state of 𝐶: 1√
2

(︀
|01⟩⊗ 1

2
𝑛 + |10⟩⊗ 1

2
𝑛)︀.

We use a QAOA circuit which applies, repeating for a depth of 𝐿 times, a mixing Hamiltonian

𝑒−𝑖𝛼𝑙𝐻mix and the cost Hamiltonian 𝑒−𝑖𝛽𝑙𝐻𝐶 where 𝑙 ∈ {1, . . . , 𝐿} indicates the layer of the

QAOA circuit. In total, the circuit has 2𝐿 trainable parameters 𝛼𝑙 and 𝛽𝑙 (see section B.11

for details of circuit).

𝐻mix =
𝑁∑︁

𝑖=1

𝜎
(𝑖)
𝑋 𝐻𝐶 =

𝑁∑︁
𝑖=1

𝜎
(𝑖)
𝑍 𝜎

(𝑖+1)
𝑍 (B.31)
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Figure B-6: The qWGAN is effective at learning the ground state of a translationally invari-
ant Ising Hamiltonian. Here, the generator is a QAOA circuit (see section B.11) of depth
𝐿 = 4. Estimated 𝑊1 loss (quantum EM distance estimated by active operators) is also
plotted in above chart, normalized by dividing by the number of qubits. For each plot, 5
simulations are performed.

Figure B-6 shows that our qWGAN is very effective at learning the ground state using

the QAOA circuit as the generator. Convergence to the ground state is achieved within a

few hundred steps of optimization.

B.11 Circuits Used in Experiments

In all our experiments, the generators are parameterized circuits. The form of those circuits

are listed below.

• GHZ circuit (section 3.4): circuit is shown in Figure B-7. This circuit differs from that
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. . . . . .

|0⟩ 𝑅𝑋(𝜃1𝑋 ) 𝑅𝑌 (𝜃1𝑌 ) 𝑅𝑍(𝜃1𝑍 )

|𝜓(𝜃)⟩
|0⟩ 𝑅𝑋(𝜃2)

|0⟩ 𝑅𝑋(𝜃3)

|0⟩⊗𝑛−3

Figure B-7: Circuit for generator in GHZ simulations (section 3.4).

used in the toy model (Figure 3-1a) only in the first qubit. Here, three parameterized

Pauli rotations are applied to the first qubit to allow for complete control over the

relative phase of the first qubit.

• Mixing circuit (section 3.4): circuit is shown in Figure B-8. This circuit is commonly

used in prior literature to show the existence of barren plateaus in the loss landscape

[246, 78]. This circuit contains alternating layers of parameterized Pauli Y rotations

and pairwise Pauli Z-Z rotations.

• Butterfly circuit (subsection B.10.4): The butterfly circuit takes the form of alternating

layers of single qubit Pauli 𝑋 rotations followed by controlled Pauli 𝑋 rotations applied

in the order of the butterfly pattern (Figure B-9a). The form of the circuit for 4 qubits

shown in Figure B-9b.

• QAOA circuit (subsection B.10.5): general form of circuit is shown in Figure B-10a

consisting of alternating applications of a mixing Hamiltonian 𝐻mix and cost Hamil-

tonian 𝐻𝐶 . An initial layer of Hadamard gates is also included. At a given layer 𝑙,

Trotterized time evolution circuits are used to apply 𝐻mix and 𝐻𝐶 for times 𝛼𝑙 and 𝛽𝑙

respectively [45]. The form of the circuit for 4 qubits and a single QAOA layer (𝐿 = 1)

is shown in Figure B-10b.

B.12 Computational Details

All code used for this paper is available here: https://github.com/bkiani/Quantum-EM-distance-and-qWGAN

Quantum circuit simulations were performed using PennyLane [45] with a backend of

Tensorflow [3] or Pytorch [271]. Unless specified otherwise, the Adam optimizer is used for
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𝜃2,1 𝜃4,3

𝜃4,1

𝜃2,2

𝜃4,2

𝜃2,3

|0⟩ 𝑅𝑌 (𝜃1,1) 𝑅𝑌 (𝜃3,1)

|0⟩ 𝑅𝑌 (𝜃1,2) 𝑅𝑌 (𝜃3,2)

|0⟩ 𝑅𝑌 (𝜃1,3) 𝑅𝑌 (𝜃3,3)

|0⟩ 𝑅𝑌 (𝜃1,4) 𝑅𝑌 (𝜃3,4)

|0⟩ 𝑅𝑌 (𝜃1,5) 𝑅𝑌 (𝜃3,5)

|0⟩ 𝑅𝑌 (𝜃1,6) 𝑅𝑌 (𝜃3,6)

Figure B-8: Single layer of mixing circuit used to perform learning and generate targets in
section 3.4. This circuit consists of alternating layers of parameterized Pauli Y rotations and
parameterized Pauli Z-Z rotations. The circuit above may be repeated to construct deeper
circuits for simulations.

performing gradient-based updates on a generator [212]. The default Adam optimizer was

set to a learning rate of 0.01. In some cases, learning was performed in two phases, first

with a learning rate of 0.02 decreased to 0.007 for a second phase.

All parameters of the generator are initialized according to a standard normal distribu-

tion unless otherwise stated. In its default setting, we cycle the operators of the discriminator

every ten optimization steps. When operators are cycled, a cycling threshold of 𝑃 = 0.8 is

used (see section 3.3.1). Discriminators are initialized with the set of 2-local Pauli operators.
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(a)

|0⟩ 𝑅𝑋(𝜃1,1) 𝑅𝑋(𝜃3,1)

|𝜓(𝜃)⟩
|0⟩ 𝑅𝑋(𝜃1,2) 𝑅𝑋(𝜃2,1) 𝑅𝑋(𝜃3,2)

|0⟩ 𝑅𝑋(𝜃1,3) 𝑅𝑋(𝜃3,3) 𝑅𝑋(𝜃4,1)

|0⟩ 𝑅𝑋(𝜃1,4) 𝑅𝑋(𝜃2,2) 𝑅𝑋(𝜃3,4) 𝑅𝑋(𝜃4,2)

(b)

Figure B-9: (a) Butterfly pattern of interactions, here shown for a system of 16 qubits. (b)
Circuit for generator in butterfly circuit simulations (subsection B.10.4) here shown for 4
qubits.
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|0⟩ 𝐻

𝑒−𝑖𝛽1𝐻𝐶 𝑒−𝑖𝛼1𝐻mix 𝑒−𝑖𝛽2𝐻𝐶 𝑒−𝑖𝛼2𝐻mix · · · 𝑒−𝑖𝛽𝐿𝐻𝐶 𝑒−𝑖𝛼𝐿𝐻mix|0⟩⊗𝑛−2 𝐻

|0⟩ 𝐻

(a)

|0⟩ 𝐻 𝑅𝑍(2𝛽1) 𝑅𝑍(2𝛽1) 𝐻 𝑅𝑍(2𝛼1) 𝐻

|0⟩ 𝐻 𝑅𝑍(2𝛽1) 𝑅𝑍(2𝛽1) 𝐻 𝑅𝑍(2𝛼1) 𝐻

|0⟩ 𝐻 𝑅𝑍(2𝛽1) 𝑅𝑍(2𝛽1) 𝐻 𝑅𝑍(2𝛼1) 𝐻

|0⟩ 𝐻 𝑅𝑍(2𝛽1) 𝑅𝑍(2𝛽1) 𝐻 𝑅𝑍(2𝛼1) 𝐻

(b)

Figure B-10: (a) General form for QAOA circuit. (b) QAOA circuit for 4 qubits and 𝐿 = 1.
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Appendix C

Appendix for Chapter 4

C.1 The Schur basis

In the presence of permutation invariance, the action of operations can be fully understood by

analyzing a much smaller subspace of the larger Hilbert space. To precisely understand the

form of that subspace, we turn to the Schur–Weyl decomposition of 𝑛 qubits into subspaces

corresponding to irreducible representations of the symmetric and unitary groups labeled

by Young diagrams. Schur–Weyl duality offers a means to perform this decomposition by

considering the natural representations of the permutation group and 𝑛-fold unitary group

acting on 𝑛 qubits [32, 83]. To describe the Schur basis and the resulting Schur transform,

first we note the natural action of a permutation operation 𝑅(𝜋) acting on qubits:

𝑅(𝜋) |𝑖1⟩ ⊗ |𝑖2⟩ ⊗ · · · ⊗ |𝑖𝑛⟩ = |𝑖𝜋−11⟩ ⊗ |𝑖𝜋−12⟩ ⊗ · · · ⊗ |𝑖𝜋−11⟩ (C.1)

as in the main text.

Similarly, a unitary 𝑈 ∈ 𝒰(2) acting as the 𝑛-fold product 𝑄(𝑈) takes the form

𝑄(𝑈) |𝑖1⟩ ⊗ |𝑖2⟩ ⊗ · · · ⊗ |𝑖𝑛⟩ = 𝑈 |𝑖1⟩ ⊗ 𝑈 |𝑖2⟩ ⊗ · · · ⊗ 𝑈 |𝑖𝑛⟩ . (C.2)

Schur–Weyl duality takes advantage of the fact that 𝑄(·) and 𝑅(·) are each others’

commutants, stating that the subspace of (C2)⊗𝑛 decomposes as

𝑄(𝑈)𝑅(𝜋) ∼=
⨁︁

𝜆

𝜌𝜆(𝑈) ⊗ 𝜎𝜆(𝜋), (C.3)
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where 𝜆 runs over the set of partitions of 𝑛 into at most two elements, and 𝜌𝜆(·) and

𝜎𝜆(·) are irreducible representations of the unitary group 𝒰(2) and the symmetric group

S𝑛, respectively. Note that irreps of both of these groups are indexed by partitions. More

generally, for the space (C𝑑)⊗𝑛 of 𝑛 qudits of dimension 𝑑, the 𝜆 would span over partitions

of 𝑛 into at most 𝑑 elements. Partitions can equivalently be enumerated by Young diagrams.

For example for the setting of 4 qubits, we have the 3 Young diagrams below that appear

in the decomposition above:

𝜆 = (4, 0) : ,

𝜆 = (3, 1) : ,

𝜆 = (2, 2) : .

A consequence of the above is that there exists a basis indexed by |𝜆, 𝑞𝜆, 𝑝𝜆⟩ called the

Schur basis where the actions of 𝑄(·) and 𝑅(·) are separated [32]:

𝑄(𝑈) |𝜆, 𝑞𝜆, 𝑝𝜆⟩ = 𝜌𝜆(𝑈) |𝜆, 𝑞𝜆, 𝑝𝜆⟩ , (C.4)

𝑅(𝜋) |𝜆, 𝑞𝜆, 𝑝𝜆⟩ = 𝜎𝜆(𝜋) |𝜆, 𝑞𝜆, 𝑝𝜆⟩ , (C.5)

where we have implicitly projected onto the subspace indexed by 𝜆. Here, 𝜌𝜆(𝑈) and 𝜎𝜆(𝜋)

act only on the 𝑞𝜆 and 𝑝𝜆 space, respectively. 𝜌𝜆(𝑈) and 𝜎𝜆(𝜋) are respectively the lin-

ear transformations corresponding to the irreducible representations of U𝑑 and S𝑛 for the

irreducible representation indexed by 𝜆. The above also presents a useful fact about permu-

tation invariance. Namely, such an operation will act invariantly on the permutation register

|𝑝𝜆⟩ thus significantly reducing the degrees of freedom of a problem. The Schur transform

𝑈𝑆𝑐ℎ is a unitary transformation that acts as a change of basis from the computational to

the Schur basis described above. The Schur transform can be efficiently implemented on a

quantum computer running in time O (𝑛poly(𝑑, log 𝑛, 1/𝜖)) for error 𝜖 on qudit systems of
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⟩|0000
!
"
| ⟩0001 + & ⟩0010 + | ⟩0100 + | ⟩1000

!
#
| ⟩0011 + | ⟩0101 + & ⟩1001 + | ⟩0110 + | ⟩1010 + | ⟩1100

!
"
| ⟩0111 + & ⟩1011 + | ⟩1101 + | ⟩1110

⟩|1111
!
"
| ⟩01 − | ⟩10 ⟩|00

!
"
| ⟩01 − | ⟩10 | ⟩01 + | ⟩10

!
"
| ⟩01 − | ⟩10 ⟩|11

!
"
| ⟩01 − | ⟩10 | ⟩01 − | ⟩10

𝒏 = 𝟐

𝒏 = 𝟑

𝒏 = 𝟒

Figure C-1: Graphical depiction of Schur decomposition for 𝑛 = 4 qubits. There are three
Young diagrams of at most two rows for 4 qubits. Due to the presence of permutation
invariance, we can restrict attention to the darker colored subspaces which correspond to a
single subspace over the multiplicity of the permutation irreps. To project onto this darker
colored subspace, we use the Young symmetrizer (Eq. equation C.8).

dimension 𝑑 [32]. We follow the notation of [32]:

|𝜆, 𝑞𝜆, 𝑝𝜆⟩ =
𝑑−1∑︁

𝑖1,𝑖2,...,𝑖𝑛=0

[𝑈𝑆𝑐ℎ]𝜆,𝑞𝜆,𝑝𝜆
𝑖1,𝑖2,...,𝑖𝑛

|𝑖1⟩ |𝑖2⟩ · · · |𝑖𝑛⟩ . (C.6)

As noted in the main text, the total degrees of freedom reduces to
(︀

𝑛+3
3

)︀
in settings

with permutation invariance. To see this, note that the dimension of the |𝑞𝜆⟩ register for a

partition (𝑎, 𝑏) is equal to 𝑎 − 𝑏 + 1. Therefore, we have

DOF =

⌊𝑛/2⌋∑︁
𝑘=0

(︁
2𝑘 + 1 + 𝑛 − 2

⌊︁𝑛

2

⌋︁)︁2
=

(︂
𝑛 + 3

3

)︂
(C.7)

degrees of freedom. A similar calculation can be performed via a stars-and-bars counting

argument. The above is also enumerated by the tetrahedral numbers [262].

To expand and manipulate individual basis states indexed by the |𝑞𝜆⟩ register, one can

use the Young symmetrizer Π𝑝𝜆
to project onto an explicit basis for each 𝜆 [32, 133]. Here,

𝑝𝜆 is a particular Young tableau for the Young diagram 𝜆. The Young symmetrizer projects

onto a subspace isomorphic to the subspace spanned by |𝑞𝜆⟩:

Π𝑝𝜆
=

dim(𝜆)

𝑛!

⎛⎝ ∑︁
𝑐∈Col(𝑝𝜆)

sgn(𝑐)𝑅(𝑐)

⎞⎠⎛⎝ ∑︁
𝑟∈Row(𝑝𝜆)

𝑅(𝑟)

⎞⎠ , (C.8)
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where Row(𝑝𝜆) and Col(𝑝𝜆) are the set of permutations which permute integers within only

rows and columns of the Young tableau 𝑝𝜆, respectively [32, 133]. An example of the basis

found via application of the Young symmetrizer is shown in Fig. C-1. Throughout our study,

we consider the Young tableau formed by filling entries in order first column-wise and then

row-wise to be the “canonical" basis that we study. As an example, for 4 qubits, there are

the following Young tableaus in our “canonical" basis:

1 2 3 4 ,
1
2

3 4
,

1
2

3
4 . (C.9)

C.2 Structure coefficients of 𝑋 for qubit permutation invari-

ance

In this Appendix we evaluate the structure constants of the algebra 𝑋 of operators symmetric

under the action of permutation operators on qubits.

Lemma C.2.1. The structure coefficients 𝑋𝑖,𝑗
𝑘 of the completely symmetrized Pauli repre-

sentation are given by:

𝑋𝑖,𝑗
𝑘 =

∑︁
{𝑓𝑎𝑏}𝑎,𝑏∈{1,𝑥,𝑦,𝑧}

/Eq.equation C.11,Eq.equation C.12

𝑘1!

𝑓11!𝑓𝑥𝑥!𝑓𝑦𝑦!𝑓𝑧𝑧!

𝑘𝑥!

𝑓1𝑥!𝑓𝑥1!𝑓𝑦𝑧!𝑓𝑧𝑦!

𝑘𝑦!

𝑓1𝑦!𝑓𝑦1!𝑓𝑥𝑧!𝑓𝑧𝑥!

𝑘𝑧!

𝑓1𝑧!𝑓𝑧1!𝑓𝑥𝑦!𝑓𝑦𝑥!
(𝑖)𝑓𝑥𝑦+𝑓𝑦𝑧+𝑓𝑧𝑥(−𝑖)𝑓𝑦𝑥+𝑓𝑥𝑧+𝑓𝑧𝑦

(C.10)

where the variables in the sum are non-negative integers subject to the constraints

∑︁
𝑎∈{1,𝑥,𝑦,𝑧}

𝑓𝑎𝑏 = 𝑗𝑏 ,
∑︁

𝑏∈{1,𝑥,𝑦,𝑧}

𝑓𝑎𝑏 = 𝑖𝑎, (C.11)

and
𝑓11 + 𝑓𝑥𝑥 + 𝑓𝑦𝑦 + 𝑓𝑧𝑧 =: 𝑘1,

𝑓1𝑥 + 𝑓𝑥1 + 𝑓𝑦𝑧 + 𝑓𝑧𝑦 = 𝑘𝑥,

𝑓1𝑦 + 𝑓𝑦1 + 𝑓𝑥𝑧 + 𝑓𝑧𝑥 = 𝑘𝑦,

𝑓1𝑧 + 𝑓𝑧1 + 𝑓𝑥𝑦 + 𝑓𝑦𝑥 = 𝑘𝑧.

(C.12)
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Proof. For calculating the structure constants 𝑋, we first note that

𝐴𝑗 =
1

𝑖1!𝑖𝑥!𝑖𝑦!𝑖𝑧!

∑︁
𝜋∈S𝑛

𝑅(𝜋)
(︁

𝜎⊗𝑖1
1 ⊗ 𝜎⊗𝑖𝑥

𝑥 ⊗ 𝜎
⊗𝑖𝑦
𝑦 ⊗ 𝜎⊗𝑖𝑧

𝑧

)︁
𝑅−1(𝜋) =

∑︁
𝑝𝑖∈𝑃𝑖

𝑝𝑖 , (C.13)

where 𝑃𝑖 is the set of Pauli words with 𝑖𝑎 times 𝜎𝑎 for 𝑎 ∈ {1, 𝑥, 𝑦, 𝑧}. Now we evaluate the

product:

𝐴𝑖 · 𝐴𝑗 =
∑︁

𝑝𝑖∈𝑃𝑖,𝑝𝑗∈𝑃𝑗

𝑝𝑖𝑝𝑗 =
∑︁

𝑘,𝑝𝑘∈𝑃𝑘

∑︁
𝑝𝑖∈𝑃𝑖,𝑝𝑗∈𝑃𝑗 :

𝑝𝑖𝑝𝑗=𝛼𝑝𝑖,𝑝𝑗 ,𝑝𝑘
·𝑝𝑘

𝛼𝑝𝑖,𝑝𝑗 ,𝑝𝑘
· 𝑝𝑘. (C.14)

This is a sum over products of exponentionally many Pauli words. The idea to evaluate this

is that many of the summands have equal value, so it suffices to sum over a few different

values multiplied by the number of summands with that value.

For every summand, define the subsets of qubits 𝐿𝑎𝑏 for 𝑎, 𝑏 ∈ {1, 𝑥, 𝑦, 𝑧},

𝐿𝑎𝑏 := {𝑙 : (𝑝𝑖)𝑙 = 𝜎𝑎, (𝑝𝑗)𝑙 = 𝜎𝑏, 0 ≤ 𝑙 < 𝑛}, (C.15)

and let

𝑓𝑎𝑏 := |𝐿𝑎𝑏| (C.16)

be the numbers of elements in those subsets. Since every Pauli operator 𝑖𝑙 at a qubit 𝑙 is

paired with some other Pauli operator 𝑗𝑙, 𝑓𝑎𝑏 fulfill the constraints in Eq. equation C.11.

The multiplication algebra of Pauli operators directly implies Eq. equation C.12.

Let us now count how many Pauli words there are in the sum for a fixed set of numbers 𝑓𝑎𝑏

and a fixed resulting Pauli word 𝑝𝑘. Every triple 𝑝𝑖, 𝑝𝑗 , 𝑝𝑘 corresponds to a decomposition

of each 𝑘𝑐-element set of qubits {𝑙 : (𝑝𝑘)𝑙 = 𝜎𝑐} for 𝑐 ∈ {1, 𝑥, 𝑦, 𝑧} into four subsets 𝐿𝑎𝑏 for

the four different combinations 𝑎, 𝑏 ∈ {1, 𝑥, 𝑦, 𝑧} with 𝜎𝑎𝜎𝑏 ∝ 𝜎𝑐 under the Pauli algebra.

For each 𝑐, the number of decompositions into the corresponding four subsets is given by

𝑘𝑐!∏︀
𝑎,𝑏:𝜎𝑎𝜎𝑏∝𝜎𝑐

𝑓𝑎𝑏!
. (C.17)

In total, the number of decompositions into four subsets for different 𝑐 is given by

𝑘1!

𝑓11!𝑓𝑥𝑥!𝑓𝑦𝑦!𝑓𝑧𝑧!

𝑘𝑥!

𝑓1𝑥!𝑓𝑥1!𝑓𝑦𝑧!𝑓𝑧𝑦!

𝑘𝑦!

𝑓1𝑦!𝑓𝑦1!𝑓𝑥𝑧!𝑓𝑧𝑥!

𝑘𝑧!

𝑓1𝑧!𝑓𝑧1!𝑓𝑥𝑦!𝑓𝑦𝑥!
. (C.18)
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Finally, the prefactor 𝛼𝑝𝑖,𝑝𝑗 ,𝑝𝑘
in Eq. equation C.14 only depends on the 𝑓𝑎𝑏. Using the Pauli

algebra,

𝜎𝑥𝜎𝑦 = 𝑖𝜎𝑧 𝜎𝑦𝜎𝑧 = 𝑖𝜎𝑥 𝜎𝑧𝜎𝑥 = 𝑖𝜎𝑦

𝜎𝑦𝜎𝑥 = −𝑖𝜎𝑧 𝜎𝑧𝜎𝑦 = −𝑖𝜎𝑥 𝜎𝑥𝜎𝑧 = −𝑖𝜎𝑦 ,
(C.19)

it is given by

𝛼𝑝𝑖,𝑝𝑗 ,𝑝𝑘
= (𝑖)𝑓𝑥𝑦+𝑓𝑦𝑧+𝑓𝑧𝑥(−𝑖)𝑓𝑦𝑥+𝑓𝑥𝑧+𝑓𝑧𝑦 . (C.20)

Using Eq. equation C.18 and Eq. equation C.20 in Eq. equation C.14 directly yields Eq. equa-

tion C.10.

Let us quickly discuss the complexity of the computation of 𝑋𝑖,𝑗
𝑘 . In the summation of

Eq. equation C.10, we sum over 16 variables within a range of the order 𝑛, so if we naively

evaluate the sum, we already obtain a polynomial runtime O(𝑛16). However, due to the

constraint Eq. equation C.11, we can reduce the summation to only 9 variables 𝑓𝑎𝑏 with

𝑎, 𝑏 ∈ {𝑥, 𝑦, 𝑧}. Eq. equation C.12 poses another three independent constraints, reducing

the summation to 6 variables. Thus, an individual entry 𝑋𝑖,𝑗
𝑘 can be calculated in O(𝑛6)

runtime, whereas all O(𝑛9) coefficients together take runtime O(𝑛15).

Note that this is only the runtime for a naive evaluation of the sum in Eq. equation C.10.

It seems likely that the runtime O(𝑛6) for the evaluation of a single coefficient can be reduced

to a smaller exponent. We will leave this open to further investigation.

C.3 Irrep basis of 𝐴 for qubit permutation invariance

In this section, we compute the matrix elements 𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
from the main text for the case of

𝑆𝑛 action on 𝑛 qubits by permutation. To this end, we first find the irrep basis |𝜆, 𝑞𝜆, 𝑝𝜆0⟩

where 𝑝𝜆0 is a standard choice of Young tableau, and then consider the representation 𝐴 in

this basis.

Lemma C.3.1. Recalling that 𝜆 is given by a Young diagram, we choose 𝑝𝜆0 to be the stan-

dard Young tableaux for that diagram, with numbers increasing first in the column direction

and then in row direction, as shown in Eq. equation C.9. Then the tensor components 𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
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discussed in the main text for the completely symmetrized Pauli representation are given by:

𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
=

∑︁
𝑓11,𝑓𝑥𝑥,𝑓𝑦𝑦 ,𝑓𝑧𝑧 ,

𝑔010,𝑔111,𝑔0𝑥1,𝑔1𝑥0,
𝑔0𝑦1,𝑔1𝑦0,𝑔0𝑧0,𝑔1𝑧1

/𝐸𝑞. 𝑒𝑞𝑢𝑎𝑡𝑖𝑜𝑛 𝐶.22

1√︁(︀
𝑛−2𝜆1

𝑞𝜆

)︀(︀
𝑛−2𝜆1

𝑞′
𝜆

)︀ 𝑖2𝑓𝑥𝑥+2𝑓𝑦𝑦+2𝑓𝑧𝑧+2𝑔1𝑧1−𝑔0𝑦1+𝑔1𝑦0

· 𝜆1!(𝑛 − 2𝜆1)!

𝑓11!𝑓𝑥𝑥!𝑓𝑦𝑦!𝑓𝑧𝑧!𝑔010!𝑔111!𝑔0𝑥1!𝑔1𝑥0!𝑔0𝑦1!𝑔1𝑦0!𝑔0𝑧0!𝑔1𝑧1!
,

(C.21)

where the sum is over a set of 12 non-negative integers fulfilling the constraints

𝑔010 + 𝑔0𝑧0 + 𝑔0𝑥1 + 𝑔0𝑦1 = 𝑛 − 2𝜆1 − 𝑞𝜆,

𝑔010 + 𝑔0𝑧0 + 𝑔1𝑥0 + 𝑔1𝑦0 = 𝑛 − 2𝜆1 − 𝑞′
𝜆,

𝑔111 + 𝑔1𝑧1 + 𝑔1𝑥0 + 𝑔1𝑦0 = 𝑞𝜆,

𝑔111 + 𝑔1𝑧1 + 𝑔0𝑥1 + 𝑔0𝑦1 = 𝑞′
𝜆,

2𝑓11 + 𝑔010 + 𝑔111 = 𝑖1,

2𝑓𝑥𝑥 + 𝑔0𝑥1 + 𝑔1𝑥0 = 𝑖𝑥,

2𝑓𝑦𝑦 + 𝑔0𝑦1 + 𝑔1𝑦0 = 𝑖𝑦,

2𝑓𝑧𝑧 + 𝑔0𝑧0 + 𝑔1𝑧1 = 𝑖𝑧

(C.22)

and 𝜆1 is the length of the second row of 𝜆.

Proof. Following the previous section, we can project onto the space with an S𝑛 irrep 𝜆 and

a fixed multiplicity label 𝑝𝜆0 using the Young symmetrizer in Eq. equation C.8. Acting with

the Young symmetrizer on a computational basis state yields a superposition of basis states

with the same number of 0s and 1s. Let us write 𝜆 = (𝜆0, 𝜆1) for the lengths of the first

and second row of 𝜆. Then we see that applying the Young symmetrizer yields 0 unless the

number of 1s is between 𝜆1 and 𝜆0. This is because the row symmetrizer does not change the

number of 1s, and the antisymmetrizer on 𝜆1 length-2 columns yields 0 if any columns are

00 or 11. Thus, the irrep basis states can be obtained by applying the Young symmetrizer

to states with 𝜆1 + 𝑞𝜆 ones, where 0 ≤ 𝑞𝜆 ≤ 𝑛 − 2𝜆1. Specifically, we can use

|𝜆, 𝑝𝜆0, 𝑞𝜆⟩ = Π𝜆:𝑝𝜆0
|𝑥𝑞𝜆

⟩ , (C.23)
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with

|𝑥𝑞𝜆
⟩ := |01⟩⊗𝜆1 ⊗ |0⟩⊗𝑛−2𝜆1−𝑞𝜆 ⊗ |1⟩⊗𝑞𝜆 . (C.24)

Let us first evaluate

∑︁
𝑟∈Row(𝑝𝜆0)

𝑅(𝑟) |𝑥𝑞𝜆
⟩ = Π𝑟→𝑐

(︁
|Σ𝑞𝜆

𝜆0
⟩ ⊗ |1⟩⊗𝜆1

)︁
, (C.25)

where |Σ𝑦
𝑥⟩ denotes the equal-weight superposition of all computation basis states on 𝑥 qubits

with 𝑥 − 𝑦 zeros and 𝑦 ones, which (up to normalization) is also known as Dicke state on

𝑥 qubits [116, 36]. Π𝑟→𝑐 denotes the permutation of qubits needed to obtain the "column-

standard" Young tableau 𝑝𝜆0 from an analogous "row-standard" Young tableau where the

numbers first increase in the row direction and then in column direction. In other words, if

we think of the qubits being associated to the tiles of the Young diagram 𝜆, then the qubits

in the first row are in state |Σ𝑞𝜆
𝜆0

⟩, and the qubits in the second row are in state |1⟩⊗𝜆1 .

Next, for a two-row standard Young tableau 𝑝𝜆0, we have

∑︁
𝑐∈Col(𝑝𝜆0)

sgn(𝑐)𝑅(𝑐) = (id2 −𝜏)⊗𝜆1 ⊗ id⊗𝑛−2𝜆1
2 = (|Ψ⟩ ⟨Ψ|)⊗𝜆1 ⊗ id⊗𝑛−2𝜆1

2 , (C.26)

where |Ψ⟩ is the 2-qubit singlet state

|Ψ⟩ =
1√
2

(|01⟩ − |10⟩) , (C.27)

and 𝜏 denotes the swap operator acting on two qubits. The qubits in the second row of 𝜆

in the state of Eq. equation C.25 are fixed to |1⟩, so applying |Ψ⟩ ⟨Ψ| to each of the first 𝜆1

columns has the same effect as applying |Ψ⟩ ⟨Ψ| (|0⟩ ⟨0| ⊗ id2). Applying |0⟩ ⟨0| to the first

𝜆1 qubits of |Σ𝑞𝜆
𝜆0

⟩ yields |0⟩⊗𝜆1 ⊗ |Σ𝑞𝜆
𝜆0−𝜆1

⟩. Thus, we find:

|𝜆, 𝑝𝜆0, 𝑞𝜆⟩ = Π𝜆:𝑝𝜆0
|𝑥𝑞𝜆

⟩ = |Ψ⟩⊗𝜆1 ⊗ |Σ𝑞𝜆
𝑛−2𝜆1

⟩ . (C.28)

184



Now, we are ready to evaluate

𝐹 𝑖,𝜆
𝑞𝜆,𝑞′

𝜆
:= ⟨𝜆, 𝑞𝜆, 𝑝𝜆0| 𝐴𝑖 |𝜆, 𝑞′

𝜆, 𝑝𝜆0⟩

= (⟨Ψ|⊗𝜆1 ⊗ ⟨Σ𝑞𝜆
𝑛−2𝜆1

|)

⎛⎝∑︁
𝑝𝑖∈𝑃𝑖

𝑝𝑖

⎞⎠(︁|Ψ⟩⊗𝜆1 ⊗ |Σ𝑞′
𝜆

𝑛−2𝜆1
⟩
)︁

=
1√︁(︀

𝑛−2𝜆1

𝑞𝜆

)︀(︀
𝑛−2𝜆1

𝑞′
𝜆

)︀
⎛⎜⎝ ∑︁

𝑠∈𝑆
𝑞𝜆
𝑛−2𝜆1

⟨Ψ|⊗𝜆1 ⊗ ⟨𝑠|

⎞⎟⎠
⎛⎝∑︁

𝑝𝑖∈𝑃𝑖

𝑝𝑖

⎞⎠
⎛⎜⎜⎝ ∑︁

𝑠′∈𝑆
𝑞′

𝜆
𝑛−2𝜆1

|Ψ⟩⊗𝜆1 ⊗ |𝑠′⟩

⎞⎟⎟⎠ ,

(C.29)

where we used 𝑆𝑥
𝑦 to denote the set of bitstrings of length 𝑦 with exactly 𝑥 ones. This is

a sum over (more than) exponentially many terms. Similarly to the previous Appendix, it

can be evaluated efficiently by realizing that many summands have equal value. Thus, we

instead sum over the different possible values multiplied with the number of summands with

that value, which can be counted using combinatorics. Each summand is an overlap of two

product states with a product operator in between. More precisely, we have a product of

first 𝜆1 two-qubit overlaps, and then 𝑛 − 2𝜆1 single-qubit overlaps.

For each summand in Eq. equation C.29, let us denote by 𝐿𝑎𝑏 with 𝑎, 𝑏 ∈ {1, 𝑥, 𝑦, 𝑧} the

subset of two-qubit pairs:

𝐿𝑎𝑏 := {(2𝑙, 2𝑙 + 1) : (𝑝𝑖)2𝑙 = 𝜎𝑎, (𝑝𝑖)2𝑙+1 = 𝜎𝑏, 0 ≤ 𝑙 < 𝜆1} , (C.30)

and let us write 𝑓𝑎𝑏 = |𝐿𝑎𝑏| for the number of elements in those subsets. The according

overlap

⟨Ψ| (𝜎𝑎 ⊗ 𝜎𝑏) |Ψ⟩ (C.31)

is 0 if 𝑎 ̸= 𝑏, so we only need to consider subsets where 𝑎 = 𝑏. The number of summands

for given numbers 𝑓𝑎𝑎 is the number of decompositions of the first 𝜆1 qubit pairs into the

four subsets 𝐿𝑎𝑎 with 𝑎 ∈ {1, 𝑥, 𝑦, 𝑧}, which equals

𝜆1!

𝑓11!𝑓𝑥𝑥!𝑓𝑦𝑦!𝑓𝑧𝑧!
. (C.32)

The value which the overlap on the first 𝜆1 qubit pairs contributes to each summand only

depends on the numbers 𝑓𝑎𝑎. The overlap in Eq. equation C.31 is given by 1 if 𝑎 = 𝑏 = 1,
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and −1 if 𝑎 = 𝑏 otherwise. Thus, the overall contribution to each summand is

(−1)𝑓𝑥𝑥+𝑓𝑦𝑦+𝑓𝑧𝑧 . (C.33)

Next, let us consider the 𝑛 − 2𝜆1 single-qubit overlaps. For each summand in Eq. equa-

tion C.29, let us denote by 𝐾𝑖𝑎𝑗 for 𝑖, 𝑗 ∈ {0, 1} and 𝑎 ∈ {1, 𝑥, 𝑦, 𝑧} the subset of the last

𝑛 − 2𝜆1 qubits

𝐾𝑖𝑎𝑗 := {𝑙 : (𝑝𝑖)2𝜆1+𝑙 = 𝜎𝑎, 𝑠𝑙 = 𝑖, 𝑠′
𝑙 = 𝑗, 0 ≤ 𝑙 < 𝑛 − 2𝜆1} , (C.34)

and let us write 𝑔𝑖𝑎𝑗 = |𝐾𝑖𝑎𝑗 | for the number of elements in those subsets. The according

overlap

⟨𝑖| 𝜎𝑎 |𝑗⟩ (C.35)

is only non-zero if 𝑖 = 𝑗 for 𝑎 ∈ {1, 𝑧} and 𝑖 ̸= 𝑗 for 𝑎 ∈ {𝑥, 𝑦}, so we can restrict to

summands where only those 8 subsets are non-empty. The number of summands for given

numbers 𝑔𝑖𝑎𝑗 is the number of decompositions of the set of the last 𝑛 − 2𝜆1 qubits into the

8 subsets 𝐾𝑖𝑎𝑗 , and is thus given by

(𝑛 − 2𝜆1)!

𝑔010!𝑔111!𝑔0𝑥1!𝑔1𝑥0!𝑔0𝑦1!𝑔1𝑦0!𝑔0𝑧0!𝑔1𝑧1!
. (C.36)

The contribution of the overlap on the last 𝑛−2𝜆1 qubits to each summand only depends

on the numbers 𝑔𝑖𝑎𝑗 . The single-qubit overlap in Eq. equation C.35 evaluates to 1 for

𝑔010, 𝑔111, 𝑔0𝑋1, 𝑔1𝑋0 and 𝑔0𝑧0, −1 for 𝑔1𝑧1, 𝑖 for 𝑔0𝑦1, and −𝑖 for 𝑔1𝑦0. Thus the overall

contribution to each summand is

(−1)𝑔1𝑧1(−𝑖)𝑔0𝑦1(𝑖)𝑔1𝑦0 . (C.37)

Overall, the number of summands for given 𝑓𝑎𝑎 and 𝑔𝑖𝑎𝑗 is the product of Eq. equation C.32

and Eq. equation C.36, and the value of each summand is given by the product of Eq. equa-

tion C.33 and Eq. equation C.37. Plugging this into Eq. equation C.29 yields Eq. equa-

tion C.21. The constraints in Eq. equation C.22 are explained as follows. The first four

constraints are due to the fact that the number of zeros and ones in 𝑠 and 𝑠′ is determined

by 𝑞𝜆 and 𝑞′
𝜆, respectively. The last four constraints correspond to the fact that the number

186



Cp1,M2
m1;m2

Cp2,M3
p1,M2;m3

C
λ,qλ
p2,M3;m4

M2

p1 p2

M3

λ qλ

m1 m2 m3 m4

Figure C-2: A four-qubit example of the MPS giving ⟨𝑚1, 𝑚2, 𝑚3, 𝑚4| |𝜆, 𝑞𝜆, 𝑝𝜆⟩ ⟨𝜆, 𝑞𝜆, 𝑝𝜆|.

of Pauli operators 𝜎1, 𝜎𝑥, 𝜎𝑦, 𝜎𝑧 in 𝑝𝑖 is given by 𝑖1, 𝑖𝑥, 𝑖𝑦, and 𝑖𝑧, respectively.

In a similar fashion to the previous Appendix, we can easily evaluate the runtime this

method achieves in calculating all of the matrix elements. Note that each component is a

sum over four independent variables due to the constraints, yielding a runtime of O
(︀
𝑛4
)︀
.

Taking into account the O
(︀
𝑛6
)︀

tensor components of 𝐹 yields the final runtime of O
(︀
𝑛10
)︀
.

Once again, it seems likely that the O
(︀
𝑛4
)︀

runtime for a single tensor component can be

reduced to a smaller exponent. We will leave this open to further investigation.

C.4 End-to-End Classical Simulation From Tensor Networks

We here consider a slight variant of Corollary 8 where the inputs are given as classical

matrix product state (MPS) descriptions rather than as quantum states. From [162],

we have that ⟨𝑚1, 𝑚2, 𝑚3, 𝑚4| |𝜆, 𝑞𝜆, 𝑝𝜆⟩ ⟨𝜆, 𝑞𝜆, 𝑝𝜆| has an efficient MPS description, where

|𝑚1, 𝑚2, 𝑚3, 𝑚4⟩ is a computational basis state; a four-qubit (i.e., 𝑛 = 4) example is given

in Fig. C-2, where we have used the Clebsch–Gordan coefficients 𝐶𝜆,𝑞𝜆
𝑝1,𝑚1;𝑝2,𝑚2 . 𝑝𝑖 indices in

Fig. C-2 are discarded for clarity where they are trivial. Note that these Clebsch–Gordan co-

efficients can be classically computed efficiently up to 𝑝 bits of precision (i.e., up to additive

error exponentially small in 𝑝) in time poly (𝑛, 𝑝) by the Racah formula [281]. The indices

associated with 𝑚𝑖 can then be efficiently contracted with an efficient MPS description of an

initial state—even if it is not permutation invariant on qubits—and the 𝑝𝑖 indices efficiently

traced out to efficiently yield matrix elements of 𝜌 as defined in Eq. (18) of the main text.
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Appendix D

Appendix for Chapter 5

D.0.1 Projecting onto the group or algebra

Projections onto the orthogonal/unitary groups or their tangent spaces are central to opti-

mizing over the space of orthogonal/unitary matrices. We focus the discussion here to the

case of unitary matrices, but note that all of the following statements apply to orthogonal

matrices as well by simple adjustments such as replacing the conjugate transpose (†) with

the transpose (|). The tangent space 𝑇𝑈 to a matrix 𝑈 ∈ 𝑈(𝑛) is equal to

𝑇𝑈 𝑈(𝑛) =
{︁

𝑋 ∈ C𝑛×𝑛 : 𝑈 †𝑋 + 𝑋†𝑈 = 0
}︁

. (D.1)

Given the canonical inner product ⟨𝐴, 𝐵⟩ = Re
(︀
Tr[𝐴†𝐵]

)︀
, we can show that the or-

thogonal projection onto the tangent space 𝑇𝑈 𝑈(𝑛) is equal to that given by lemma 5.4.3

copied below.

Lemma 5.4.3 (Tangent space projection [336]). Given the tangent space 𝑇𝑈 𝑈(𝑛) of an

orthogonal/unitary matrix 𝑈 , the orthogonal projection Π𝑇𝑈
with respect to the canonical

metric ⟨𝑋, 𝑌 ⟩ = Re
(︀
Tr[𝑋†𝑌 ]

)︀
is

Π𝑇𝑈
(𝑋) =

1

2

(︁
𝑋 − 𝑈𝑋†𝑈

)︁
. (5.5)

Similar to lemma 5.4.1, this projection also returns the closest matrix in Frobenius norm to

𝑋 in the tangent space,

min
𝑌 ∈𝑇𝑈 𝑈(𝑛)

‖𝑌 − 𝑋‖𝐹 = Π𝑇𝑈
(𝑋). (5.6)
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Proof. By the definition of an orthogonal projection, we need that Π𝑇𝑈
(Π𝑇𝑈

(·)) = Π𝑇𝑈
(·)

and for all 𝑋, 𝑌 ∈ 𝑇𝑈 𝑈(𝑛) Π𝑇𝑈
(𝑋) = 𝑋 and ⟨Π𝑇𝑈

(𝑋), 𝑋 − Π𝑇𝑈
(𝑋)⟩ = 0. The first two

properties are straightforward to check. The last property can be shown as below using the

definition of Π𝑇𝑈
and cyclic property of trace:

⟨Π𝑇𝑈
(𝑋), 𝑋 − Π𝑇𝑈

(𝑋)⟩ =
1

4
Re
(︁

Tr[(𝑋 − 𝑈𝑋†𝑈)†(𝑋 + 𝑈𝑋†𝑈)]
)︁

=
1

4
Re
(︁

Tr[𝑋†𝑋] − Tr[𝑈 †𝑋𝑋†𝑈 ] + Tr[𝑋†𝑈𝑋†𝑈 ] − Tr[𝑈 †𝑋𝑈 †𝑋]
)︁

=
1

4
Re
(︁

Tr[(𝑋†𝑈)2] − Tr[((𝑋†𝑈)2)†]
)︁

= 0.

(D.2)

Furthermore, we have for all 𝑌 ∈ 𝑇𝑈 𝑈(𝑛) using triangle inequality and unitary invari-

ance of the Frobenius norm:

‖Π𝑇𝑈
(𝑋) − 𝑋‖𝐹 =

⃦⃦⃦⃦
1

2
(𝑋 − 𝑈𝑋†𝑈) − 𝑋

⃦⃦⃦⃦
𝐹

≤ 1

2
‖𝑌 − 𝑋‖𝐹 +

1

2

⃦⃦⃦
𝑌 + 𝑈𝑋†𝑈

⃦⃦⃦
𝐹

=
1

2
‖𝑌 − 𝑋‖𝐹 +

1

2

⃦⃦⃦
−𝑈𝑌 †𝑈 + 𝑈𝑋†𝑈

⃦⃦⃦
𝐹

=
1

2
‖𝑌 − 𝑋‖𝐹 +

1

2
‖𝑌 − 𝑋‖𝐹

= ‖𝑌 − 𝑋‖𝐹 ,

(D.3)

which proves that Π𝑇𝑈
(·) projects onto the closest matrix 𝑌 ∈ 𝑇𝑈 𝑈(𝑛) in Frobenius norm.

Since the set of unitary/orthogonal matrices does not form a vector space, an orthogonal

projection is not a well defined operation in this space. However, it is still valid to ask what

is the “closest" unitary/orthogonal matrix to a given matrix in a given norm. This is exactly

what is stated in lemma 5.4.1 copied from the main text and proven below.

Lemma 5.4.1 (Projection onto unitary manifold [195]). Given a matrix 𝐴 ∈ C𝑛×𝑛:

Π𝑈 (𝐴) = arg min
𝑈∈ 𝒰(𝑛)

‖𝐴 − 𝑈‖2
𝐹 = 𝐴(𝐴†𝐴)− 1

2 , (5.3)

where 𝒰(𝑛) indicates the set of 𝑛 × 𝑛 unitary matrices.
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Proof. We follow the approach of [195] to prove this result. To shorten our notation, let

𝑉 = 𝐴(𝐴†𝐴)−1/2. Given any unitary 𝑈 ∈ 𝑈(𝑛), let 𝑈 = 𝑀 + 𝑉 for the properly chosen

𝑀 ∈ C𝑛×𝑛. From unitarity of 𝑈 and 𝑉 , we have

𝑀𝑉 † + 𝑀𝑀 † + 𝑉 𝑀 † = 0. (D.4)

Then,

‖𝐴 − 𝑈‖2
𝐹 = ‖𝐴 − 𝑀 − 𝑉 ‖2

𝐹

= ‖𝐴 − 𝑉 ‖2
𝐹 + Tr[𝑀𝑉 † + 𝑀𝑀 † + 𝑉 𝑀 †] − Tr[𝑀 †𝐴 + 𝐴†𝑀 ]

= ‖𝐴 − 𝑉 ‖2
𝐹 − Tr[𝑀 †𝐴 + 𝐴†𝑀 ]

= ‖𝐴 − 𝑉 ‖2
𝐹 − Tr[𝑀 †𝑉 (𝐴†𝐴)1/2 + (𝐴†𝐴)1/2𝑉 †𝑀 ],

(D.5)

and since from eq. (D.4) we have that 𝑀𝑉 † + 𝑉 𝑀 † = −𝑀𝑀 †,

‖𝐴 − 𝑈‖2
𝐹 = ‖𝐴 − 𝑉 ‖2

𝐹 + Tr[(𝐴†𝐴)1/2𝑀𝑀 †]. (D.6)

The second term above is non-negative since Tr[(𝐴†𝐴)1/2𝑀𝑀 †] = Tr[𝑀 †(𝐴†𝐴)1/2𝑀 ] and

(𝐴†𝐴)1/2 is positive semi-definite. Thus, for all 𝑈 ∈ 𝑈(𝑛),

‖𝐴 − 𝑈‖2
𝐹 ≥ ‖𝐴 − 𝑉 ‖2

𝐹 , (D.7)

which proves the result.

D.1 Review of previous unitary neural network techniques

The integration of orthogonal/unitary matrices into neural networks is broadly aimed at

maintaining stability in neural networks with many layers. For vanilla recurrent neural

networks, repetitive application of the hidden-to-hidden transformation matrix exponentially

amplifies or decays the eigenvalues of the transformation, thus resulting in exponentially

large or small gradients. Similarly, in deep network architectures where weight matrices are

drawn randomly, the norms of hidden states can similarly grow or decay exponentially with

added layers. Enforcing unitarity or orthogonality of neural network layer transformations
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offers a straightforward method to address these issues of instability since orthogonal/unitary

matrices have eigenvalues of unity.

To establish notation and provide motivation for later analysis, consider a RNN whose

input is a sequence of vectors 𝑥(𝑡) with hidden layer ℎ(𝑡) updated according to the following

rule:

ℎ(𝑡) = 𝜎(𝑀x(𝑡) + 𝑊 ℎ(𝑡−1)) (D.8)

In the unitary or orthogonal formulation for RNNs, the matrix 𝑊 in eq. (D.8) is replaced

by a unitary or orthogonal matrix 𝑈 . During optimization of a unitary RNN, one must

enforce the unitarity or orthogonality of 𝑈 during training.

Existing methods to parameterize and enforce unitarity/orthogonality in neural network

layers can be separated into three categories depending on the method of parameterization.

We discuss each of these in detail below:

• Layer-wise transformations: among the first methods employed in this line of work,

these methods parameterize orthogonal/unitary matrices in a layer-wise fashion where

each layer is a parameterized orthogonal/unitary matrix. Example parameterizations

include Givens rotations and Householder reflections. These methods are efficient when

there are not many layers included in the parameterization and typically not employed

when full access to the unitary/orthogonal group is required as full parameterization

of an 𝑛 × 𝑛 unitary/orthogonal matrix requires 𝑂(𝑛) layers.

• Lie algebra parameterization: motivated by the fact that staying on the manifold

of the Lie algebra is often easier than staying on the manifold of a Lie group, these

methods parameterize the Lie algebra of the unitary/orthogonal groups and later ob-

tain the actual unitary/orthogonal matrix by implementing the matrix exponential

map. This matrix exponential map is typically the most costly step in these methods

as one can either perform it directly (e.g., using an SVD) or approximate it via Taylor

series or Padé approximations which require repetitive application of matrices when

applying it to an input. Though we adapt techniques from these methods in our work

to efficiently perform gradient updates, we do not parameterize matrices in the Lie

algebra.
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• Matrix entry parameterization: as in typical neural network architectures, this

method parameterizes an orthogonal/unitary matrix by directly parameterizing the

entries of the matrix. This method is optimal in the “forward" direction since per-

forming the transformation on an input simply requires matrix multiplication (as in

vanilla architectures). However, updates to the matrix will no longer maintain uni-

tarity or orthogonality, and one must employ methods to project these updates back

onto the unitary/orthogonal manifold. This method is employed in our work.

We now present each of the above methods in the order given.

Layer-wise transformations Early algorithms [186, 24, 249] maintained unitarity by

parameterizing a matrix 𝑈 as a series or layered set of k parameterized unitary transforma-

tions:

𝑈 = 𝐹
(1)
𝑢𝑛𝑖(𝜃1)𝐹

(2)
𝑢𝑛𝑖(𝜃2) · · · 𝐹

(𝑘)
𝑢𝑛𝑖(𝜃𝑘). (D.9)

where 𝐹
(𝑖)
𝑢𝑛𝑖(𝜃𝑖) indicates a transformation that maps parameters 𝜃𝑖 into a unitary matrix.

These transformations include parameterized Givens rotations or Householder reflections.

As a concrete example, consider the Givens rotation parameterization which is an orthogonal

matrix that performs a rotation of the 𝑖, 𝑗-th dimensions by an amount 𝜃:

𝐺(𝑖, 𝑗, 𝜃) =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 · · · 0 · · · 0 · · · 0
...

. . .
...

...
...

0 · · · cos 𝜃 · · · − sin 𝜃 · · · 0
...

...
. . .

...
...

0 · · · sin 𝜃 · · · cos 𝜃 · · · 0
...

...
...

. . .
...

0 · · · 0 · · · 0 · · · 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (D.10)

or in other words, entries 𝐺𝑖𝑖 = 𝐺𝑗𝑗 = cos 𝜃, 𝐺𝑖𝑗 = −𝐺𝑗𝑖 = sin 𝜃, and 𝐺𝑘𝑙 = 𝛿𝑘𝑙 for all other

entries.

In general, at least 𝑘 = 𝑂(𝑛) layers are needed to achieve a full parameterization of

the 𝑛 × 𝑛 unitary matrices. Training is performed by updating the parameters 𝜃𝑖 within

each layer. However, for large matrices, due to the fact that 𝑂(𝑛) layers are required to

parameterize the full space of transformations, these algorithms are only efficient when pa-
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rameterizations over a subset of the space of unitary/orthogonal matrices suffices. Achieving

this balance of parameterization versus performance is challenging as prior work – especially

work studying the learnability of unitary matrices in quantum computation – has shown that

loss landscapes over the unitary/orthogonal manifold may contain many bad local minima

[206, 131, 14, 104].

Lie algebra parameterization As a reminder, the Lie algebra of the orthogonal and

unitary groups are the set of skew symmetric (o(𝑛)) and skew Hermitian (u(𝑛)) matrices,

o(𝑛) =
{︀

𝐴 ∈ R𝑛×𝑛 : 𝐴 + 𝐴| = 0
}︀

, (D.11)

u(𝑛) =
{︁

𝐴 ∈ C𝑛×𝑛 : 𝐴 + 𝐴† = 0
}︁

. (D.12)

Transformations from the Lie algebra to the Lie group are performed using the expo-

nential map which is surjective onto the connected components of the identity:

exp(𝑋) =
∞∑︁

𝑘=0

𝑋𝑘

𝑘!
= 𝐼 + 𝑋 +

1

2
𝑋2 +

1

6
𝑋3 + · · · (D.13)

Thus, these methods parameterize the full space of unitary or special orthogonal ma-

trices. However, the orthogonal group has two connected components (matrices with de-

terminant equal to one and negative one) so the exponential maps only onto the positive

determinant matrices.

Note that the Lie algebra is a vector space so the sum of two matrices in the Lie algebra is

also in the algebra. Thus, gradient updates can typically be very easily performed. However,

the exponential map is often expensive to compute, and much prior work has focused on

implementing this transformation efficiently. [165] and [304] employ approximations to the

matrix exponential via Padé or Taylor series approximations. For example, in the Taylor

series approximation, one simply truncates the Taylor series to 𝐾 entries:

exp(𝑋) ≈
𝐾∑︁

𝑘=0

𝑋𝑘

𝑘!
,

⃦⃦⃦⃦
⃦exp(𝑋) −

𝐾∑︁
𝑘=0

𝑋𝑘

𝑘!

⃦⃦⃦⃦
⃦

2

≤ ‖𝑋‖𝑘
2

𝑘!
, (D.14)

where the norm ‖ · ‖2 indicates the spectral norm (i.e., largest singular value). This applica-

tion of the matrix exponential comes at an added cost both when calculating derivatives and

when applying the matrix in the forward direction (e.g., when one simply desires the output
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of a network). Applying the approximation above to the input of a layer requires 𝑂(𝐾)

applications of the matrix. The matrix exp(𝑋) can be explicitly constructed to avoid this

added cost; however, obtaining this matrix requires a one time cost of 𝑂(𝐾) matrix-matrix

multiplication operations which can be costly for large matrices.

The Padé approximants are more typically used in approximating the exponential map

since they can guarantee that the approximated matrix is actually a unitary/orthogonal

matrix (as opposed to a simple Taylor series approximation which does not provide this

guarantee). A Padé approximant is an optimal rational function approximation to a given

function. The Padé approximant to the exponential map takes the form exp(𝐴) ≈ 𝑟𝑚𝑛(𝐴) =

𝑝𝑚(𝐴)𝑞𝑛(𝐴)−1 where 𝑝𝑚(·) and 𝑞𝑛(·) are order 𝑚 and 𝑛 polynomials respectively which have

closed forms:

𝑝𝑚(𝐴) =

𝑚∑︁
𝑘=0

(𝑚 + 𝑛 − 𝑘)!𝑚!

(𝑚 + 𝑛)!(𝑚 − 𝑘)!𝑘!
𝐴𝑘, 𝑞𝑛(𝐴) =

𝑛∑︁
𝑘=0

(𝑚 + 𝑛 − 𝑘)!𝑛!

(𝑚 + 𝑛)!(𝑛 − 𝑘)!𝑘!
(−𝐴)𝑘. (D.15)

The error of the approximation scales as 𝑂(‖𝐴‖𝑚+𝑛+1) [168]. For unitary/orthogonal

matrices, this approximation has the feature that for order 𝑚 = 𝑛, applying the approxima-

tion to an element of the Lie algebra of the orthogonal/unitary matrices outputs a orthog-

onal/unitary matrix. Notably, setting 𝑚 = 𝑛 = 1 obtains the Cayley transform which was

used in [165].

Finally, we note that approximations to the exponential function often can bias the

gradients so in the RNN setting, [223] actually perform an SVD to obtain the actual output

of the exponential map and analytically calculate gradients.

Matrix entry parameterization Parameterizing the entries of a matrix 𝑈 directly is

an obvious and simple means of constructing a unitary or orthogonal matrix. However, the

set of unitary/orthogonal matrices do not form an algebra so one cannot simply update

these matrices by simply adding a gradient update to a given matrix. Instead, updates to

these matrices must be performed by projecting the updated matrix back onto the set of

unitary/orthogonal matrices. Obviously, 𝑈 must be initialized to be unitary/orthogonal in

these methods.

Given a gradient update 𝐺, the matrix 𝑈 + 𝐺 is typically no longer unitary. Methods

of Riemannian optimization are employed to update the matrix in a unitary/orthogonal
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fashion. One means of updating the matrix is via the Cayley transform which computes a

parametric curve in the direction, employed in [225, 336, 233, 315]. The Cayley transform

“transports" 𝑈 in the direction of the projection of the gradient in the tangent space Π(𝐺).

i.e., let 𝑈(0) be the initial unitary matrix, then one can transport the matrix in the direction

of Π(𝐺) (where Π(·) is the projection onto the tangent space) by a “length" of 𝛼 via the

Cayley transform [261],

𝑈(𝛼) =
(︁

𝐼 − 𝛼

2
Π(𝐺)

)︁−1 (︁
𝐼 +

𝛼

2
Π(𝐺)

)︁
𝑈(0). (D.16)

The above update formula requires a matrix inversion step which is the most costly step

for large matrices. [225, 233] approximate the transformation via a fixed point interation

which avoids having to invert a matrix but still requires matrix-matrix multiplication. More

generally, the Cayley transform is a first order Padé approximant to the exponential map

which provides a connection between the matrix entry parameterization and the Lie algebra

parameterization discussed previously [168], i.e., setting 𝑚 = 𝑛 = 1 in eq. (D.15) obtains

the Cayley transform.

Our algorithms described in the main text directly parameterize matrix entries and thus

follow this parameterization method. In performing the exponential map, we do not resort

to any approximations since the exponential is efficient to perform in low rank settings.

Updates to unitary matrices are either projected directly onto the closest unitary matrix

in Frobenius norm (projUNN-D) or transported along the geodesic in the direction of the

projection of the gradient onto the tangent space (projUNN-T). We refer the reader to the

main text for a full description of our methodology.

D.1.1 Orthogonal or unitary convolution

Since convolutions are linear operators, one can perform orthogonal or unitary convolutions

using similar techniques as in the general case studied above. As a reminder, for 2-D

convolution, given input tensor X ∈ C𝑀×𝑁×𝐶 where 𝐶 denotes the number of channels of

the 𝑀 × 𝑁 input, linear convolution (or technically cross-correlation) with a filter W ∈

C𝑀×𝑁×𝐶×𝐶 takes the form

[convW(X)]𝑝,𝑞,𝑑 = [W * X]𝑝,𝑞,𝑑 =
𝐶∑︁

𝑐=1

𝑀∑︁
𝑚=1

𝑁∑︁
𝑛=1

W𝑚,𝑛,𝑑,𝑐X𝑝+𝑚,𝑞+𝑛,𝑐, (D.17)
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where the indexing above is assumed to be cyclic (taken modulus the corresponding di-

mension). Unitary or orthogonal convolutions form a subset of filters W which preserve

the norm, i.e., ‖ convW(X)‖ = ‖X‖. Equivalently, convW(·) is orthogonal/unitary if the

Jacobian of the transformation is also orthogonal/unitary.

The first method for orthogonalizing convolutions in neural networks was proposed in

[296]. Their algorithm showed how to calculate the singular values of a linear convolution

operation and then performed a series of projections on a given convolutional filter to project

it onto an operator norm ball. Their algorithm made use of the convolution theorem which

shows that linear convolution is diagonalized by Fourier transformations. [227] also pro-

posed a method to orthogonalize convolutions by performing an SVD of the linearization

of a convolution and then bounding the singular values accordingly. This method outputs

linear transformations that are close to a convolution operation but no longer necessarily

maintaining the equivariance of a standard convolution. Also, their method is expensive for

large matrices as it requires implenting an SVD.

More recent methods implement orthogonal convolutions via approximations to the ex-

ponential map [315, 304]. These methods first form convolution filters W whose Jacobians

J(W) satisfy the skew symmetry property of the orthogonal group:

J(W) = −J(W)| ≡ W = − conv-transpose(W), (D.18)

where conv-transpose is the equivalent transposition operation in the filter space defined as

[304]

[conv-transpose(L)]𝑚,𝑛,𝑐,𝑑 = L*
𝑀−1−𝑚,𝑁−1−𝑛,𝑑,𝑐 (D.19)

for a filter L ∈ R𝑀×𝑁×𝐷×𝐶 .

A given filter W can be transformed into a skew symmetric convolution filter by simply

applying L = W−conv-transpose(W). As in the general case, one can apply the exponential

map to the convolution filter to perform orthogonal convolution.

exp[convL](X) = X + L * X +
1

2
L *2 X +

1

6
L *3 X + · · · , (D.20)

where *𝑝 indicates the convolution is applied 𝑝 times, e.g., L*2 X = L*L*X. Since the above

operation is computationally expensive [304] implement a 𝑘-th order Taylor approximation
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to the exponential map:

exp[convL](X) ≈
𝑘∑︁

𝑝=0

1

𝑝!
L *𝑝 X. (D.21)

Given 2-D inputs of dimension 𝑁 × 𝑁 × 𝐶, applying convolution with filters with support

over 𝑊 elements in each dimension has runtime 𝑂(𝑝𝐶2𝑊 2𝑁2). The added factor 𝑝 in the

runtime is required both upon training and evaluation of the network. Though this number

is held constant, this adds a multiplicative overhead to running the algorithm both when

evaluating an input and when training the algorithm. [304] use the above method to imple-

ment orthogonal convolution in their skew orthogonal convolution (SOC) algorithm. Similar

techniques have been used to perform invertible (not necessarily orthogonal or unitary) con-

volutions in [172].

There are two key considerations or drawbacks associated with using the Taylor ex-

pansion to perform unitary/orthogonal convolution as in [304]. First, approximations via

the Taylor approximation necessarily include an error that can be accounted for by scal-

ing the factor 𝑝. However, unlike the Padé approximants discussed earlier such as the

Cayley approximant, the Taylor approximation to the exponential map does not return a

unitary/orthogonal operator. Thus, the value 𝑝 needed to bound the error from any uni-

tary/orthogonal operator also scales logarithmically with the desired error; however, this

factor can also grow with the size of the filter, the number of channels, size of the input to

a convolution operation, and especially the depth of the network. Second, Taylor approxi-

mations to a function can significantly bias the gradient. As noted in [223], their expRNN

algorithm avoided using the Taylor or Padé approximation in the implementation of the

unitary/orthogonal operation for this reason. As an example of how approximations can

fail to represent the gradient, they provide the set of functions 𝑓𝑛(𝑥) = sin(2𝜋𝑛𝑥)/𝑛 ap-

proximating 𝑓 = 0, where 𝑓𝑛 → 𝑓 uniformly but the derivatives do not converge to zero.

Especially when constructing very deep networks, such instabilities can potentially cause

issues in training.

Convolution operations over filters with a large support can be performed more efficiently

in the Fourier domain as explored in various prior work [244, 40]. Specific to orthogonal

convolution, [315] use the 2-D fast Fourier transform to more efficiently perform orthogo-

nal convolution. For single channel inputs and outputs, convolution in the Fourier regime

corresponds to pointwise multiplication over Fourier bases. Given multi-channel inputs and
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outputs, convolution in the Fourier regime corresponds to matrix multiplication over the

blocks indexed by channels where each block corresponds to a specific Fourier basis, i.e., for

a filter W and input X:

[FFT convW(X)]̂︀𝑟,̂︀𝑠,: = ̂︁W*̂︀𝑟,̂︀𝑠,:,: [FFT X]̂︀𝑟,̂︀𝑠,: , (D.22)

where ̂︁Ŵ︀𝑟,̂︀𝑠,:,: is the representation of the filter in the Fourier regime. If the filter and and

input are flattened in their spatial dimensions, we can represent the operation above as block-

diagonal multiplication. For example, one can visually input the Fourier multiplication on

an 2-channel input with spatial dimension [2, 2].

[FFT convW(X)] =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

̂︀W*
1,1,1,1

̂︀W*
1,1,1,2̂︀W*

1,1,2,1
̂︀W*

1,1,2,2 ̂︀W*
1,2,1,1

̂︀W*
1,2,1,2̂︀W*

1,2,2,1
̂︀W*

1,2,2,2 ̂︀W*
2,1,1,1

̂︀W*
2,1,1,2̂︀W*

2,1,2,1
̂︀W*

2,1,2,2 ̂︀W*
2,2,1,1

̂︀W*
2,2,1,2̂︀W*

2,2,2,1
̂︀W*

2,2,2,2

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

̂︀X1,1,1̂︀X1,1,2̂︀X1,2,1̂︀X1,2,2̂︀X2,1,1̂︀X2,1,2̂︀X2,2,1̂︀X2,2,2

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

[315] use the above technique, parameterizing filters in the Lie algebra of the orthogo-

nal group. Filters are mapped into the orthogonal group using the Cayley transform (see

eq. (D.16) for its form). Since the Cayley transform requires matrix inversion over the matri-

ces above, their total runtime scales as 𝑂(𝑁2𝐶2 log(𝑁) + 𝑁2𝐶3) operations for convolution

over 𝑁 × 𝑁 images with 𝐶 channels. Our methodology is adapted from the techniques in

[315] and scales more efficiently as 𝑂(𝑁2𝐶 log(𝑁) + 𝑘𝑁2𝐶2) time when the rank of gradi-

ent updates 𝑘 ≪ 𝑁 . We instead parameterize the convolution filter directly in the Fourier

regime, by parameterizing the individual blocks (̂︁Ŵ︀𝑟,̂︀𝑠,:,:) of the block diagonal matrix above.

One drawback of our method compared to [315] is that we cannot specify the support of the

convolution in the real space of the Lie algebra as we parameterize matrices directly in the

Fourier space. Of course, one can perform projections of the convolutions in Fourier space

onto the bases spanned by the support of the elements in the Lie algebra; however, we opt

instead to implement a regularizer which biases the filter towards elements of the desired

space (e.g., local elements).

Finally, [226] performed orthogonal convolution by parameterizing a block of matri-

ces and corresponding projectors in their Block Convolutional Orthogonal Parametrization

(BCOP) algorithm. Their method preceded those of [315] and [304]. However, their method
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has two key drawbacks: it only parameterizes a subset of the space of orthogonal convo-

lutions and is slower than other methods as it adds additional parameters to connect the

various components in the space of orthogonal convolution.

Finally, methods have been proposed to iteratively or approximately maintain orthog-

onality. [35] propose a regularizer for convolutional layers which penalize matrices having

singular values far from unity. [179] propose using a Newton’s method iteration to update

linear transformations to be closer to orthogonal/unitary. Their method requires iterative

matrix-matrix multiplication over the unrolled weight matrix which can become expensive

for large images.

D.1.2 Other related works

In the context of recurrent neural networks, designing RNNs to learn long sequences of data

has a rich history of study. Some of the first and most celebrated algorithms include the long

short-term memory networks (LSTM) [170] and gated reccurent unit (GRU) networks [91].

Since these works, various techniques have been used to more optimally avoid issues with

learning long-sequence data. Beyond the unitary RNNs discussed earlier, some work has

explored using bi-directional RNNs [160, 214], including those that have a more biologically

inspired design [46]. These networks perform well on the copy task.

Another line of research studies the stability properties of continuous state space models

which can be converted into a RNN formulation [125]. Some algorithms construct continu-

ous state space models whose attractors are stable points in the dynamical system [81, 126].

More recently, continuous state space models have been designed with hidden state transfor-

mations that are customized to memorize data by limiting the learning over time to a subset

of orthogonal polynomials [151, 152, 323]. Here, hidden states are in a sense parameterized

over a set of polynomial coefficients [323]. These algorithms perform very well on tasks such

as the copy task or Permuted MNIST but do not include unitary/orthogonal transformations

in their network. In fact, more recent models [152, 323] achieve slightly higher scores on

the TIMIT and permuted MNIST benchmarks compared to the unitary RNN formulations

studied here.

In the convolutional setting, [339] form very deep convolutional neural networks by

initializing parameters to construct norm-preserving orthogonal transformations. Orthogo-

nality is not preserved during training however. [328] bias filters towards orthogonality by
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implementing a regularizer that penalizes the weights when norms of outputs are larger or

smaller than norms of inputs. The networks used in [339, 328] do not necessarily preserve

the orthogonality property of their convolutional transformations during training. [192]

study orthogonal convolutions from the basis of unitary/orthogonal wavelets showing how

to represent convolution in terms of these wavelets.

Low rank approximations have been used in prior work in deep learning to prune neural

network models [346, 311] and accelerate convolutions [184, 313, 183]. More related to our

work, recent research has compressed gradients efficiently using low rank compression meth-

ods [324]. Although their focus was in sharing compressed information across computing

units, their work lends support to the notion that the information of a gradient can be ef-

fectively and efficiently stored in low rank components. Research in learning theory has also

noted connections between the stable rank of neural network parameters and generalization.

[27] prove a generalization bound by compressing the models in the hypothesis class based

on the stable rank of individual layers. [243] study the phases of learning from a random

matrix theory setting showing that the stable rank of a matrix tends to decay over training.

Various works have studied the implicit bias induced by optimization algorithms such as

gradient descent showing that in many cases, the implicit bias is towards low rank solutions

[156, 103]. Such bias towards low rank solutions has been explicitly proven in the setting of

2-layer matrix factorization [229], deep matrix factorization [25], linear group convolutional

networks [219], and matrix recovery from Pauli measurements [234]. We note that relating

low-rankness to the generalization ability of learning algorithms is a richly studied topic,

and there are numerous papers that we did not mention here.

Finally, a wide range of work in quantum computation and quantum machine learning

studies unitary learning algorithms in the context of quantum systems [50]. In fact, since

the state space of closed quantum systems is transformed by unitary operators, quantum

computers offer a unique platform for performing machine learning on the unitary man-

ifold. This is an active area of research and existing methods for performing quantum

machine learning on quantum architectures include variational algorithms which param-

eterize a quantum circuit and update the parameters via classical optimization methods

[75, 334, 347, 198, 204, 327], quantum neural networks which design analogues to classical

deep neural networks [209, 38, 295], and direct implementations of classical deep learning al-

gorithms on quantum architectures [196, 72, 9]. We stress that these quantum algorithms are
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inherently different in nature than their classical counterparts and there still exist significant

challenges that must be surmounted before they become practically feasible [75, 50, 246].

For example, the loss landscapes of quantum algorithms often have many more poor local

minima in comparison to classical counterparts [206, 14] and training of quantum architec-

tures requires sampling of outputs which is challenging when derivatives decay with the size

of a model – a phenomenon described as “barren plateaus" [246, 78]. Furthermore, even if

algorithms can be efficiently run on a quantum computer, preparing data for use in a quan-

tum computer and reading out information from the quantum computer are challenging

tasks which are not guaranteed to be efficient [2].

D.2 Deferred proofs

D.2.1 Proof of Theorem 5.4.2

Recall Theorem 5.4.2:

Theorem 5.4.2 (Low rank unitary projection). Let 𝑈 be an 𝑛×𝑛 orthogonal/unitary matrix

perturbed by 𝐺𝑘, a rank 𝑘 matrix. Then the projection onto the closest orthogonal/unitary

matrix defined below can be performed in 𝑂(𝑘(𝑛2 + 𝑛𝑘 + 𝑘2)) steps.

𝑈 + 𝐺𝑘 → arg min
𝑉 ∈ 𝒰

‖𝑈 + 𝐺𝑘 − 𝑉 ‖2
𝐹 . (5.4)

Proof. We proceed to prove the above statement by first analyzing the case where 𝑘 = 1 and

then generalizing to higher rank 𝑘. Recall from Lemma 5.4.1 that we would like to perform

the following update:

𝑈 + 𝐺𝑘 → arg min
𝑉 ∈ 𝒰

‖(𝑈 + 𝐺𝑘) − 𝑉 ‖2
𝐹 = (𝑈 + 𝐺𝑘)

[︁
(𝑈 + 𝐺𝑘)†(𝑈 + 𝐺𝑘)

]︁− 1
2

. (D.23)

Let the rank one vector components of 𝐺𝑘 = 𝑎𝑏† and define

𝑀̃ = 𝑈 + 𝐺𝑘 = 𝑈 + 𝑎𝑏†. (D.24)
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With the above, we can rewrite (𝑀̃ †𝑀̃)− 1
2 in eq. (D.23) as:

(𝑀̃ †𝑀̃)− 1
2 = [(𝑈 + 𝑎𝑏†)†(𝑈 + 𝑎𝑏†)]−

1
2

= [𝐼 + 𝑎̂𝑏† + 𝑏𝑎̂† + 𝑐𝑎𝑏𝑏†]−
1
2 ,

(D.25)

where 𝑎̂ = 𝑈̃ †𝑎 and 𝑐𝑎 = 𝑎†𝑎.

eq. (D.25) is the Identity matrix plus the update of a rank two matrix. To see this, we

decompose 𝑎̂ and 𝑏 into orthogonal components using Gram Schmidt:

𝑣1 =
𝑏

‖𝑏‖
𝑣2 =

𝑎̂ − (𝑣†
1𝑎̂)𝑎̂

‖𝑎̂ − (𝑣†
1𝑎̂)𝑎̂‖

. (D.26)

In this new basis:

𝑎̂ = 𝑎1𝑣1 + 𝑎2𝑣2 𝑏 = 𝑏1𝑣1, (D.27)

and

𝑀̃ †𝑀̃ =

𝐼 +
[︁
𝑣1 𝑣2

]︁⎡⎣𝑎1𝑏*
1 + 𝑏1𝑎*

1 + 𝑐𝑎𝑏1𝑏*
1 𝑏1𝑎*

2

𝑎2𝑏*
1 0

⎤⎦⎡⎣𝑣†
1

𝑣†
2

⎤⎦ . (D.28)

Performing an eigendecomposition of the above 2 × 2 matrix into a diagonal eigenvalue

matrix 𝑆 and eigenvector matrix 𝐶, we can rewrite 𝑀̃ †𝑀̃ in a convenient form:

𝑀̃ †𝑀̃ = 𝐼 +
[︁
𝑣1 𝑣2

]︁
𝐶

⎡⎣𝑠1 0

0 𝑠2

⎤⎦𝐶†

⎡⎣𝑣†
1

𝑣†
2

⎤⎦
= 𝐼 + 𝑠1𝑢1𝑢†

1 + 𝑠2𝑢2𝑢†
2.

(D.29)

Taking the inverse square root of the above can be performed by manipulating singular

values:

(𝑀̃ †𝑀̃)− 1
2 = 𝐼 + ((𝑠1 + 1)− 1

2 − 1)𝑢1𝑢†
1

+ ((𝑠2 + 1)− 1
2 − 1)𝑢2𝑢†

2. (D.30)
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Finally, we multiply the above on the left by 𝑀̃ :

𝑀̃(𝑀̃ †𝑀̃)− 1
2 = 𝑀̃ + ((𝑠1 + 1)− 1

2 − 1)𝑀̃𝑢1𝑢†
1

+ ((𝑠2 + 1)− 1
2 − 1)𝑀̃𝑢2𝑢†

2. (D.31)

The above requires performing an eigendecomposition of a 2 × 2 matrix and a series of

matrix-vector multiplication, matrix additions, and vector-vector outer products – in total

scaling as 𝑂(𝑛2) time.

Rank 𝑘 updates Note that the above method can be extended to low rank updates,

running in 𝑂(𝑘𝑛2) time when the rank of the update 𝑘 ≪ 𝑛. Specifically, now our update

is:

𝑀̃ = 𝑈 +
𝑘∑︁

𝑖=1

𝑎𝑖𝑏
†
𝑖 . (D.32)

Following the same steps would ultimately require performing an eigendecomposition of

a 2𝑘 × 2𝑘 matrix which takes 𝑂(𝑘3) time. Additionally, one must perform Gram-Schmidt

decomposition on a set of 𝑘 vectors of length 𝑛 which takes 𝑂(𝑘2𝑛) time. Finally, a series of

𝑂(𝑘) matrix-vector multiplications and vector-vector outer products is performed resulting

in a total runtime of 𝑂(𝑘(𝑛2 + 𝑛𝑘 + 𝑘2)) time. In cases where 𝑘 ≪ 𝑛, the time to perform

the Gram-Schmidt decomposition and the eigendecomposition is negligible and an overall

runtime of 𝑂(𝑘𝑛2) time is achieved. Even in cases where updates are not low rank, one can

apply efficient sampling procedures (see section 5.4.3) to find low rank approximations to

the update matrix and apply the methods above while maintaining runtimes.

D.2.2 Proof of Theorem 5.4.4

Recall Theorem 5.4.4:

Theorem 5.4.4 (Low rank tangent transport). Let 𝑈 be an 𝑛×𝑛 orthogonal/unitary matrix

perturbed by 𝐺𝑘, a rank 𝑘 matrix. Then projecting 𝐺𝑘 onto the tangent space and performing

a rotation in that direction as defined in eq. (5.7) can be performed in 𝑂(𝑘(𝑛2 + 𝑛𝑘 + 𝑘2))

steps.
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Proof. We would like to efficiently perform the update below:

𝑈 → 𝑈 exp
[︁
−𝜂𝑈 †Π𝑇𝑈

(𝐺𝑘)
]︁

. (D.33)

As before, we proceed to prove the above statement by first analyzing the case where

𝑘 = 1 and then generalizing to higher rank 𝑘.

Let the rank one vector components of 𝐺𝑘 = 𝑎𝑏†. Then

𝑈 †Π𝑇𝑈
(𝐺𝑘) =

1

2
𝑈 †
(︁

𝐺𝑘 − 𝑈𝐺†
𝑘𝑈
)︁

=
1

2

(︁
𝑈 †𝑎𝑏† − 𝑏𝑎†𝑈

)︁
=

1

2

(︁
𝑎̂𝑏† − 𝑏𝑎̂†

)︁
, (D.34)

where 𝑎̂ = 𝑈 †𝑎. The above is a rank 2 matrix. As before, we now proceed to perform an

eigendecomposition in the low rank subspace of the above matrix. Using Gram Schmidt, we

have

𝑣1 =
𝑏

‖𝑏‖
𝑣2 =

𝑎̂ − (𝑣†
1𝑎̂)𝑎̂

‖𝑎̂ − (𝑣†
1𝑎̂)𝑎̂‖

. (D.35)

In this new basis:

𝑎̂ = 𝑎1𝑣1 + 𝑎2𝑣2 𝑏 = 𝑏1𝑣1, (D.36)

and

𝑈 †Π𝑇𝑈
(𝐺𝑘) =

1

2

[︁
𝑣1 𝑣2

]︁⎡⎣𝑎1𝑏*
1 − 𝑏1𝑎*

1 −𝑏1𝑎*
2

𝑎2𝑏*
1 0

⎤⎦⎡⎣𝑣†
1

𝑣†
2

⎤⎦ . (D.37)

Performing an eigendecomposition of the above 2 × 2 matrix into a diagonal eigenvalue

matrix 𝑆 and eigenvector matrix 𝐶, we can rewrite 𝑀̃ †𝑀̃ in a convenient form:

𝑈 †Π𝑇𝑈
(𝐺𝑘) =

[︁
𝑣1 𝑣2

]︁
𝐶

⎡⎣𝑠1 0

0 𝑠2

⎤⎦𝐶†

⎡⎣𝑣†
1

𝑣†
2

⎤⎦
= 𝑠1𝑢1𝑢†

1 + 𝑠2𝑢2𝑢†
2.

(D.38)

We apply the exponential map scaled by 𝜂 to obtain

exp
[︁
−𝜂𝑈 †Π𝑇𝑈

(𝐺𝑘)
]︁

= 𝐼 + (exp(−𝜂𝑠1) − 1) 𝑢1𝑢†
1

+ (exp(−𝜂𝑠2) − 1) 𝑢2𝑢†
2. (D.39)
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Finally, we multiply the above on the left by 𝑈 to obtain the final result

𝑈 exp
[︁
−𝜂𝑈 †Π𝑇𝑈

(𝐺𝑘)
]︁

= 𝑈 + (exp(−𝜂𝑠1) − 1) 𝑈𝑢1𝑢†
1 + (exp(−𝜂𝑠2) − 1) 𝑈𝑢2𝑢†

2.

(D.40)

The above requires performing an eigendecomposition of a 2 × 2 matrix and a series of

matrix-vector multiplication, matrix additions, and vector-vector outer products – in total

scaling as 𝑂(𝑛2) time.

Rank 𝑘 updates Note that as before, the above method can be extended to low rank

updates, running in 𝑂(𝑘𝑛2) time when the rank of the update 𝑘 ≪ 𝑛. Specifically, now our

update is:

𝑈 → 𝑈 exp

[︃
−𝜂𝑈 †Π𝑇𝑈

(︃
𝑘∑︁

𝑖=1

𝑎𝑖𝑏
†
𝑖

)︃]︃
. (D.41)

Following the same steps, the projection onto the tangent space would be a rank 2𝑘

matrix. The steps that follow would ultimately require performing an eigendecomposition

of a 2𝑘 × 2𝑘 matrix which takes 𝑂(𝑘3) time. Additionally, one must perform Gram-Schmidt

decomposition on a set of 𝑘 vectors of length 𝑛 which takes 𝑂(𝑘2𝑛) time. Finally, a series of

𝑂(𝑘) matrix-vector multiplications and vector-vector outer products is performed resulting

in a total runtime of 𝑂(𝑘(𝑛2 + 𝑛𝑘 + 𝑘2)) time. In cases where 𝑘 ≪ 𝑛, the time to perform

the Gram-Schmidt decomposition and the eigendecomposition is negligible and an overall

runtime of 𝑂(𝑘𝑛2) time is achieved. Even in cases where updates are not low rank, one can

apply efficient sampling procedures (see section 5.4.3) to find low rank approximations to

the update matrix and apply the methods above while maintaining runtimes.

D.2.3 First order equivalence to projUNN-D

Though projUNN-D and projUNN-T perform different updates, we can show that up

to first order, the updates are in fact equivalent. Furthermore, as one may expect, this

first order update is equal to the projection of the gradient onto the tangent space (see

Lemma 5.4.3). In the case of projUNN-D, this shows that the update step is a retraction
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or first order approximation to the matrix exponential implemented in projUNN-T [54].

Proposition D.2.1 (First order equivalence). For an 𝑛 × 𝑛 unitary/orthogonal matrix

𝑈 perturbed by Δ𝑈 , gradient updates applied by algorithms projUNN-D (eq. (5.4)) and

projUNN-T (eq. (5.7)) are, up to first order, equal to 𝑈 + Π𝑇𝑈
(Δ𝑈), i.e.,

𝑈 → 𝑈 +
1

2

(︁
Δ𝑈 − 𝑈Δ𝑈 †𝑈

)︁
+ 𝑂(Δ𝑈Δ𝑈 †).

Proof. We first show that the above formula holds for projUNN-D and then show the same

for projUNN-T. Recall the update formula for projUNN-D:

𝑈 + Δ𝑈 → arg min
𝑉 ∈ 𝒰

‖(𝑈 + Δ𝑈) − 𝑉 ‖2
𝐹 = (𝑈 + Δ𝑈)

[︁
(𝑈 + Δ𝑈)†(𝑈 + Δ𝑈)

]︁− 1
2

. (D.42)

Expanding the above up to first order and applying the first order Taylor expansion of

(·)−1/2, we have:

(𝑈 + Δ𝑈)
[︁
(𝑈 + Δ𝑈)†(𝑈 + Δ𝑈)

]︁− 1
2

= (𝑈 + Δ𝑈)
[︁
𝐼 + 𝑈 †Δ𝑈 + Δ𝑈 †𝑈 + 𝑂(Δ𝑈 †Δ𝑈)

]︁− 1
2

= (𝑈 + Δ𝑈)

[︂
𝐼 − 1

2

(︁
𝑈 †Δ𝑈 + Δ𝑈 †𝑈

)︁
+ 𝑂(Δ𝑈 †Δ𝑈)

]︂
= 𝑈 +

1

2

(︁
Δ𝑈 − 𝑈Δ𝑈 †𝑈

)︁
+ 𝑂(Δ𝑈 †Δ𝑈).

(D.43)

Similarly, for projUNN-T, recall the update formula (ignoring −𝜂 term for learning

rate):

𝑈 → 𝑈 exp
[︁
𝑈 †Π𝑇𝑈

(Δ𝑈)
]︁

. (D.44)

Expanding the above and applying the first order approximation of the matrix exponen-

tial,

𝑈 exp
[︁
𝑈 †Π𝑇𝑈

(Δ𝑈)
]︁

= 𝑈 exp

[︂
−𝜂𝑈 † 1

2

(︁
Δ𝑈 − 𝑈Δ𝑈 †𝑈

)︁]︂
= 𝑈

[︂
𝐼 +

1

2

(︁
Δ𝑈 − 𝑈Δ𝑈 †𝑈

)︁
+ 𝑂(Δ𝑈 †Δ𝑈)

]︂
= 𝑈 +

1

2

(︁
Δ𝑈 − 𝑈Δ𝑈 †𝑈

)︁
+ 𝑂(Δ𝑈 †Δ𝑈).

(D.45)
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D.2.4 Unitary convolutional manifold is connected

Before proceeding to prove that the space of unitary convolutions is connected, we first

provide a version of the convolution theorem which shows that convolution in the Fourier

domain corresponds to block multiplication over channels. This is a classic result also con-

tained in various prior works [296, 315], and we provide a short proof here for completeness.

Lemma D.2.2. Given convolution filter W ∈ C𝑀×𝑁×𝐶×𝐶 and input X ∈ C𝑀×𝑁×𝐶 , recall

the definition of cyclic convolution (or technically cross-correlation) of W and X:

[convW(X)]𝑝,𝑞,𝑑 =
𝐶∑︁

𝑐=1

𝑀∑︁
𝑚=1

𝑁∑︁
𝑛=1

W𝑚,𝑛,𝑑,𝑐X𝑝+𝑚,𝑞+𝑛,𝑐. (D.46)

Let FFT be the two dimensional fast Fourier transform, then convolution in the Fourier

domain corresponds to block-wise multiplication over channels:

[FFT convW(X)]̂︀𝑟,̂︀𝑠,: = ̂︁W*̂︀𝑟,̂︀𝑠,:,: [FFT X]̂︀𝑟,̂︀𝑠,: . (D.47)

Proof. Let the roots of unity be denoted as 𝜔𝑀 = 𝑒2𝜋𝑖/𝑀 and 𝜔𝑁 = 𝑒2𝜋𝑖/𝑁 . Then,

[FFT convW(X)]̂︀𝑟,̂︀𝑠,𝑑 =

𝑀∑︁
𝑢=1

𝑁∑︁
𝑣=1

𝜔𝑢̂︀𝑟
𝑀 𝜔𝑣̂︀𝑠

𝑀

𝑀∑︁
𝑚=1

𝑁∑︁
𝑛=1

𝐶∑︁
𝑐=1

W𝑚,𝑛,𝑑,𝑐X𝑢+𝑚,𝑣+𝑛,𝑐

=

𝑀∑︁
𝑢=1

𝑁∑︁
𝑣=1

𝑀∑︁
𝑚=1

𝑁∑︁
𝑛=1

𝐶∑︁
𝑐=1

𝜔𝑢̂︀𝑟
𝑀 𝜔𝑣̂︀𝑠

𝑀 𝜔̂︀𝑟𝑚
𝑀 𝜔−̂︀𝑟𝑚

𝑀 𝜔̂︀𝑠𝑛
𝑁 𝜔−̂︀𝑠𝑛

𝑁 W𝑚,𝑛,𝑑,𝑐X𝑢+𝑚,𝑣+𝑛,𝑐

=

𝐶∑︁
𝑐=1

𝑀∑︁
𝑚=1

𝑁∑︁
𝑛=1

𝜔−̂︀𝑟𝑚
𝑀 𝜔−̂︀𝑠𝑛

𝑁 W𝑚,𝑛,𝑑,𝑐

𝑀∑︁
𝑢=1

𝑁∑︁
𝑣=1

𝜔
̂︀𝑟(𝑢+𝑚)
𝑀 𝜔

̂︀𝑠(𝑣+𝑛)
𝑀 X𝑢+𝑚,𝑣+𝑛,𝑐X𝑢+𝑚,𝑣+𝑛,𝑐

=

𝐶∑︁
𝑐=1

̂︁W*̂︀𝑟,̂︀𝑠,𝑑,𝑐
̂︀X̂︀𝑟,̂︀𝑠,𝑐.

(D.48)

As an aside, the complex conjugation of the filter above is due to the fact that convolution

in neural networks corresponds to the more commonly used term cross-correlation in mathe-

matics. If the convolution operation were redefined as what is more commonly known as con-
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volution in mathematics, i.e., define conv′ as [conv′
W(X)]𝑝,𝑞,𝑑 =

∑︀𝐶
𝑐=1

∑︀𝑀
𝑚=1

∑︀𝑁
𝑛=1 W𝑚,𝑛,𝑑,𝑐X𝑝−𝑚,𝑞−𝑛,𝑐,

then the complex conjugate would no longer appear on the filter term.

From here, we simply show that each block in the above is connected which allows us to

prove that the unitary manifold is connected.

Theorem 5.4.5 (Unitary convolutional manifold is connected). The space of unitary con-

volutions with filters of full support has a single connected component.

Proof. Since the fourier transform is unitary and invertible, we can represent every filter

W in the fourier domain as ̂︁W ∈ C𝑀×𝑁×𝐶×𝐶 and vice-versa. In the Fourier domain,

given lemma D.2.2, we have that convolution corresponds to block-wise multiplication over

channels. For unitary convolution, each block ̂︁𝑊̂︀𝑟,̂︀𝑠,:,: indexed by frequencies ̂︀𝑟 and ̂︀𝑠 must

be a unitary matrix, so we now analyze the set of filters whose blocks are unitary matrices

in the Fourier domain.

The space of unitary matrices 𝑈(𝐶) is connected [159]. Therefore for every block, there

exists a connected path between any two unitary matrices ̂︁𝑊 (1)̂︀𝑟,̂︀𝑠,:,:,
̂︁𝑊 (2)̂︀𝑟,̂︀𝑠,:,: ∈ 𝑈(𝐶). The full

space of unitary convolutions is parameterized by the 𝑀𝑁 times direct product of groups

𝑈(𝐶), i.e., 𝑈(𝐶)(×𝑀𝑁). Since the direct product of finitely many connected spaces is also

connected, then the space of unitary convolutions is connected.

D.3 Analysis on various benchmarked tasks

D.3.1 Learning random unitary

In addition to the analysis shown in the main text, here we include a plot showing the

value of the Frobenius error as a function of the runtime (fig. D-1). Using projUNN-

T to peform learning via low rank approximations to the gradient significantly speed up

learning. Optimization was performed with vanilla gradient descent over batch sizes of 16

with learning rates of 0.5 and 0.33 for projUNN-T and projUNN-D respectively. Since

the learning rate was fixed across all 𝑘 for each of these experiments, the norm of the update

was smaller for lower values of 𝑘. Scaling up the learning rate based on the value of 𝑘 could

make runtimes even faster for lower values of 𝑘.

For sake of completeness, we also include plots (in both regular and logarithmic scaling

axis) showing the learning trajectory of the various combinations of samplers and pro-
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Figure D-1: Runtime of projUNN-T in learning a random target unitary matrix is faster
when using low rank approximations. Here we plot Frobenius error ‖𝑈 − 𝑈𝑡𝑎𝑟‖2

𝐹 over the
course of optimization. The learning rate is fixed for each value of 𝑘.
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Figure D-2: Learning trajectory of projUNN-T equipped with the column sampling ap-
proximation in the random unitary learning task.
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Figure D-3: Learning trajectory of projUNN-D equipped with the column sampling ap-
proximation in the random unitary learning task. Performing gradient updates using exact
formulas was too computationally expensive for projUNN-D and thus not included here.
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Figure D-4: Learning trajectory of projUNN-T equipped with the LSI sampling approxi-
mation in the random unitary learning task.
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Figure D-5: Learning trajectory of projUNN-D equipped with the LSI sampling approx-
imation in the random unitary learning task. Performing gradient updates using exact
formulas was too computationally expensive for projUNN-D and thus not included here.

jUNN architectures in the random unitary task. See fig. D-2 for projUNN-T with column

sampling (left hand side repeated from main text), fig. D-3 for projUNN-D with column

sampling, fig. D-4 for projUNN-T with LSI sampling, and fig. D-5 for projUNN-D with

LSI sampling.

fig. D-3 and fig. D-5 also highlight potential instabilities in training projUNN-D over

long periods of time, a feature noted in the main text and discussed further in appendix D.6.3.

To alleviate this, for projUNN-D architectures, we set the learning rate to slightly lower at

0.33 and projected parameter matrices onto the closest unitary using lemma 5.4.1 every 2048

steps. Note, that since this projection step was performed sparingly every 𝑛 steps (where 𝑛

is the dimension of the matrix), we did not find any significant decrease in runtime.

D.3.2 Adding task

As shown in the main text, our projUNN is able to learn the adding task even for long

sequence lengths. Rank 𝑘 gradient approximations were obtained using the column sampling

approximation. RMSprop was used to train the RNN in this task. The learning rate was

initialized to 0.001 for non-orthogonal parameters and 0.001/32 for all orthogonal parame-

ters. Each epoch, the learning rate was reduced by multiplying it by 0.96. We found that

initializing the orthogonal matrix as the identity matrix worked well for this task. This is

212



0 10 20 30 40
epoch

0.00

0.05

0.10

0.15

0.20

0.25
te

st
 lo

ss
T=200 k=1

k=4
k=16
baseline

0 10 20 30 40
epoch

0.00

0.05

0.10

0.15

0.20

0.25

te
st

 lo
ss

T=750 k=1
k=4
k=16
baseline

Figure D-6: projUNN-T (with column sampling approximation) is effective at learning the
adding task. Above is a copy of fig. 5-3 except the plot here is expanded in size and test
error is not smoothed.
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Figure D-7: projUNN-T (with LSI sampling approximation) is effective at learning the
adding task.
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projUNN-D projUNN-T

Figure D-8: Evolution of the test set accuracy during training at each epoch for the pixel-
MNIST task. We depict the evolution for different RNN width (from top to bottom: 116,360
and 512). We observe that regardless of the rank 𝑘 of the projUNN update, we reach the
same final performances.

in distinction with e.g., [165] which initialized using the Cayley initialization (block diago-

nal). For reference, we also include here an enhanced version of the plot in the main text in

fig. D-6 and a similar plot obtained using projUNN with LSI sampling in fig. D-7.

D.3.3 Copy task

fig. 5-4 in the main text shows that our projUNN-T can efficiently learn the copy task.

For this task, we set the learning rate of the RMSprop optimizer to 7𝑒 − 4. For orthogonal

parameters, this learning rate was divided by 32. Orthogonal matrices were intialized using

Henaff initialization [166] as described in appendix D.6.4. We found that this initialization

scheme worked best in comparison to other methods.

D.3.4 Pixel permuted MNIST

fig. D-8 charts the trajectory of learning on the permuted MNIST task. As is evident in

the figure, rank 𝑘 = 1 is sufficient to guarantee optimal or nearly optimal convergence in all

settings.
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Table D.1: Test accuracy on CIFAR10 with different unitary convolution parameterizations
and our proposed projUNN algorithm. We stress that SOC is an approximate unitary
parameterization.

Convolution Type

Model Standard BCOP SOC Cayley Proj-D Proj-T

Resnet9 92.26 80.72 - 81.70 80.75 82.06

Resnet18 95.10 92.38 94.24 - 89.43 89.59

D.3.5 CIFAR10 CNN experiments

To explore the performance of our projUNN training algorithm for convolutional layers, we

analyze its performance on CIFAR10 classification. Here, we provide further details to the

results in the main text as well as some further preliminary experiments on unitary CNNs

in resnet architectures. As in prior work [315] we employ the usual data-augmentation of

random translations and left-right flips. We leverage the Resnet [163] architecture. As our

previous analysis in the RNN setting has shown that rank 𝑘 = 1 is sufficient for convergence,

we always set 𝑘 = 1 when using projUNN in the convolutional setting. We leverage the

RMSprop optimizer and perform cross-validation on the learning rate. We present our

results in table D.1 and make two observations. First, the smaller model (Resnet9) is able

to reach or slightly outperform the alternative exact orthogonal constraints. Second, the

larger model (Resnet18) falls behind the approximate orthogonal constraint method. This

result is perhaps expected as our convolutional layers are full-width, i.e., they allow for

much greater degree of over-fitting. This was not detrimental in the small model with fewer

convolutional layers. As a result, although we validate the ability of projUNN to produce

state-of-the-art small convolutional networks, there remains open avenues of research to

extend the method to larger models. As an aside, the resnet architecture is, in a sense, a

very stable architecture since it is precisely designed to be able to incorporate many layers.

To provide an honest comparison to prior work, we analyzed the performance of projUNN

with respect to this resnet architecture, but note that more “vanilla" CNN architectures may

be better targets for unitary constraints.
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D.4 Analysis of low rank updates

It is typically the case that gradients of matrices with respect to a loss function are not

exactly low rank but approximately low rank. More specifically, a matrix 𝐴 is approximately

low rank if there exists a rank 𝑘 matrix 𝐴𝑘 such that the relative error of the approximation

𝐸𝑟𝑒𝑙 is small:

𝐸𝑟𝑒𝑙 =
‖𝐴 − 𝐴𝑘‖𝐹

‖𝐴‖𝐹
(D.49)

where ‖ · ‖𝐹 denotes the Frobenius norm of a matrix. We note that there is a connection

between the above and the stable rank of a matrix 𝐴 defined as ‖𝐴‖2
𝐹 /‖𝐴‖2

2. The stable

rank is upper bounded by the exact or hard rank of a matrix 𝐴.

In RNN settings, fig. D-9 which plots 1 − 𝐸𝑟𝑒𝑙 shows that low rank approximations to

a gradient can typically be very close to the true gradient even as the hidden size of the

RNN is large. In fig. D-9, the RNN was given an input of batch size 64 where each input is

a sequence of length 20 and each element of the sequence is a vector in R200 with elements

drawn from the standard normal distribution. The RNN outputs logits to learn random

target integers ranging from 1 to 10. Gradients were calculated for a single optimization

step over a single batch of the random input and output data.

As observed in the main text, such low rank behavior is often more evident in real-

world data. In fact, as seen in fig. 5-1a, virtually all the information of the gradient in a

convolutional architecture is captured in the first few singular vectors. Gradients here are

shown for a single 𝐶 × 𝐶 block in the Fourier regime of the convolution filter parameterized

via our orthogonal projUNN convolution (see section 5.4.4 and appendix D.1.1 for form of

parameterization). This filter is contained in the last residual block of the Resnet-9 network

[163] and has 512 channels so the gradient is a 512×512 matrix. Since networks were trained

with a batch size of 128, the maximum rank of this gradient is actually 128 (see short proof

below in proposition D.4.2).

Since the weight matrix in hidden layers of RNNs is repetitively applied, gradients tend

to be of a higher stable rank in these settings. Nevertheless, as evident in fig. D-10, gradients

over the course of an epoch of training an RNN of hidden dimension 512 on the sequential

MNIST task still exhibit clear low rank behavior, albeit not to the same degree as convolu-

tional architectures. In constructing these plots, a batch size of 128 was used and networks

were trained using the RMSprop algorithm. Throughout our experience with training the
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Figure D-9: Portion of Frobenius norm (1-𝐸𝑟𝑒𝑙) captured by a low rank approximation to
the gradient of the matrix typically improves with the dimension of the matrix. For larger
matrices, at least half of the Frobenius norm of the gradient can be captured with a low
rank approximation of a small percent of the overall dimension. Here, we assume that
low rank approximations to the matrix are optimal and the RNN is trained on random
inputs and outputs. Plots are for the matrix performing transformation from hidden states
to hidden states (i.e., the matrix replaced by a unitary/orthogonal matrix in projUNN
implementations.
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Figure D-10: Low rank approximations capture most of the Frobenius norm of the gradient.
Here, we plot gradients of the matrix in the RNN’s hidden layer for each batch (light blue
line) over an epoch of training projUNN in the pixel-by-pixel MNIST task (see section 5.5).
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projUNN on various tasks, we observe that setting the rank of an approximation to even

just one is effective at ensuring convergence of training to a good solution.

We furthermore note that the exact rank of a gradient in neural network architectures

can typically be bounded by the dimensions of the input. For convolutional networks, this

exact rank is bounded by the batch size and for vanilla recurrent neural networks, this exact

rank is bounded by the batch size times the sequence length. We provide formal statements

and short proofs of these propositions below.

Proposition D.4.1. Given a loss function ℓ : R × R → R taking in two real numbers and

outputting a real number, let 𝑓 (𝑡) denote the 𝑡-th sequential output of a vanilla RNN defined

as

ℎ(𝑡)(𝑥) = 𝜎(𝑀x(𝑡) + 𝑊 ℎ(𝑡−1)(𝑥))

𝑓 (𝑡)(𝑥) = 𝜏(𝑉 ℎ(𝑡)(𝑥)),
(D.50)

where 𝑡 ∈ [𝑇 ] indexes the sequence of inputs, inputs 𝑥(𝑡) ∈ R𝑑 (𝑥 denotes the concatenation

of all inputs), input transformation 𝑀 ∈ Rℎ×𝑑, hidden transformation 𝑊 ∈ Rℎ×ℎ, output

transformation 𝑉 ∈ Rℎ×𝑑, and 𝜎 and 𝜏 are pointwise non-linearities. Let ∇𝑊 𝐿 indicate

the gradient of the hidden transformation matrix 𝑊 with respect to the loss function 𝐿 =∑︀𝑏
𝑖=1 ℓ(𝑓 (𝑇 )(𝑥𝑖), 𝑦𝑖) over a batch of inputs {𝑥𝑖, 𝑦𝑖}𝑏

𝑖=1. The rank of ∇𝑊 𝐿 is bounded above

by 𝑏𝑇 .

Proof. Define 𝑧(𝑡) = 𝑀x(𝑡) + 𝑊 ℎ(𝑡−1)(𝑥). Calculating the gradient of the loss function

with respect to the parameter 𝑊 , we have:

∇𝑊 𝐿 =
𝑏∑︁

𝑖=1

∇𝑊 ℓ(𝑓 (𝑇 )(𝑥𝑖), 𝑦𝑖)

=
𝑏∑︁

𝑖=1

𝑇∑︁
𝑡=1

ℎ∑︁
𝑘=1

[︃
𝜕ℓ(𝑓 (𝑇 )(𝑥𝑖), 𝑦𝑖)

𝜕𝑧(𝑡)

]︃
𝑘

𝜕𝑧
(𝑡)
𝑘

𝜕𝑊

=

𝑏∑︁
𝑖=1

𝑇∑︁
𝑡=1

[︃
𝜕ℓ(𝑓 (𝑇 )(𝑥𝑖), 𝑦𝑖)

𝜕𝑧(𝑡)

]︃ [︁
ℎ(𝑡−1)(𝑥𝑖)

]︁|
.

(D.51)

The above is the sum of 𝑏𝑇 rank one matrices which is at most rank 𝑏𝑇 concluding the

proof.
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Proposition D.4.2. Given a loss function ℓ : R × R → R taking in two real numbers

and outputting a real number and convolution filter W ∈ R𝑁×𝑀×𝐶×𝐶 , let 𝑓(X) denote the

convolutional neural network defined as

H(X) = 𝑔𝑝𝑟𝑒(X)

Y(X) = convW(H(X))

𝑓(X) = 𝑔𝑝𝑜𝑠𝑡(Y(X)),

(D.52)

where input X ∈ R𝑁𝑖𝑛×𝑀𝑖𝑛×𝐶𝑖𝑛 and 𝑔𝑝𝑟𝑒 and 𝑔𝑝𝑜𝑠𝑡 are functions which apply the layers

before and after the convolution with filter W. Let ̂︁Ŵ︀𝑟,̂︀𝑠,:,: denote the 𝐶 × 𝐶 matrix stor-

ing the values of the convolution filter in the Fourier regime for frequencies ̂︀𝑟 and ̂︀𝑠 (see

eq. (D.22)). Let ∇ ̂︀Ŵ︀𝑟,̂︀𝑠,:,:
𝐿 indicate the gradient of ̂︁Ŵ︀𝑟,̂︀𝑠,:,: with respect to the loss function

𝐿 =
∑︀𝑏

𝑖=1 ℓ(𝑓(X𝑖), 𝑦𝑖) over a batch of inputs {X𝑖, 𝑦𝑖}𝑏
𝑖=1. Then, for all ̂︀𝑟 and ̂︀𝑠 in the support

of the filter, the rank of ∇ ̂︀Ŵ︀𝑟,̂︀𝑠,:,:
𝐿 is bounded above by 𝑏.

Proof. We have that

∇ ̂︀Ŵ︀𝑟,̂︀𝑠,:,:
𝐿 =

𝑏∑︁
𝑖=1

∇ ̂︀Ŵ︀𝑟,̂︀𝑠,:,:
ℓ(𝑓(X𝑖), 𝑦𝑖). (D.53)

We now proceed to show that the rank of ∇ ̂︀W:,:,̂︀𝑟,̂︀𝑠ℓ(𝑓(X𝑖), 𝑦𝑖) is equal to one which completes

the proof. As a reminder, we have via the convolution theorem that

[FFT convW(X)]̂︀𝑟,̂︀𝑠,: = ̂︁W*̂︀𝑟,̂︀𝑠,:,: [FFT X]̂︀𝑟,̂︀𝑠,: . (D.54)

Let ̂︀Y(X) = FFT convW(X), then we have

∇ ̂︀W:,:,̂︀𝑟,̂︀𝑠ℓ(𝑓(X𝑖), 𝑦𝑖) =
𝐶∑︁

𝑘=1

𝜕ℓ(𝑓(X𝑖), 𝑦𝑖)

𝜕̂︀Y(X)̂︀𝑟,̂︀𝑠,𝑘

𝜕̂︀Y(X)̂︀𝑟,̂︀𝑠,𝑘

Ŵ︀𝑟,̂︀𝑠,:,:

=
𝜕ℓ(𝑓(X𝑖), 𝑦𝑖)

𝜕̂︀Y(X)̂︀𝑟,̂︀𝑠,:

(︁
[FFT X]̂︀𝑟,̂︀𝑠,:

)︁|
.

(D.55)

The above is a rank one matrix which concludes the proof.
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D.4.1 Other sampling algorithms

The prior analysis showed that gradients are typically low rank, and in the main text, we

listed a couple efficient algorithms that allow one to approximate a full but approximately low

rank matrix with an explicitly low rank matrix. Enhancements to these algorithms exist that

may provide further improvements in very large dimensions. For example, the FKV sampling

[132] and constant time SVD [118] algorithms provide runtimes that are often logarithmic

in the dimension of the matrix for sampling entries from the low rank approximation to a

matrix. Nevertheless, explicitly constructing all entries of a rank 𝑘 approximation to an

𝑛 × 𝑛 matrix 𝐴 requires time at least 𝑂(𝑘2𝑛). Improvements in runtime are achieved by

applying random projections to both the column and row subspaces of the matrix 𝐴 to

perform the final approximation. In practice, the runtime of these algorithms depends on

other factors that limit the applicability of the algorithm even for relatively large matrices.

Numerical simulations show that FKV sampling achieves a practical speedup for matrices of

dimension approximately 106 or higher [29]. Since matrices in our projUNN were of much

smaller dimension, we did not use these methods.

D.5 Runtime comparisons

table 5.1 (see main text) and table D.2 lists the asymptotic runtime complexities of uni-

tary/orthogonal models in the RNN and convolutional setting respectively. For RNNs,

projUNN has the best runtime scaling of all models which parameterize the full orthog-

onal/unitary space with just one layer. In fact, apart from the rank approximation factor

𝑘, the runtime of projUNN is optimal in the RNN setting. In the convolutional setting,

projUNN scales most efficiently when there are many channels or the filter size 𝑊 scales

faster than the logarithm of the input dimension log 𝑁 . For small filter sizes, BCOP and

SOC scale relatively efficiently. In fact, SOC is nearly optimal for 𝑊 ≪ log 𝑁 up to the

approximation factor 𝑝 in the Taylor expansion which is required both upon evaluation and

training of the network.

Runtimes for RNN implementations in practice Enforcing unitarity in projUNN

incurs a computational overhead associated to performing eigendecompositions and QR

decompositions entailed in updating the gradient. Even though such computations are
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Model Complexity of
forward + backward step Notes

BCOP 1 𝑂(𝐶2𝑊 2𝑁2 + 𝐶3𝑊 3) 𝑊 sequential orthogonalizations needed (slow for large 𝑊 )
SOC 2 𝑂(𝑝𝐶2𝑊 2𝑁2)𝑎 𝑝 denotes number of terms in Taylor series approximation
Cayley 3 𝑂(𝑁2𝐶2 log(𝑁) + 𝑁2𝐶3)𝑏

projUNN (our method) 𝑂(𝑁2𝐶 log(𝑁) + 𝑘𝑁2𝐶2)𝑐 𝑘 denotes rank of gradient updates
1 [226], 2 [304], 3 [315]
𝑎 just applying the convolution (without gradient update) also requires the added factor 𝑝
in runtime unlike standard convolutions and BCOP which run in time 𝑂(𝐶2𝑊 2𝑁2) upon just
evaluation, 𝑏 approximations to matrix inversion exist which may reduce runtimes though these
approximations are not implemented here, 𝑐 runtime shown for typical setting when 𝑘 ≪ 𝑛

Table D.2: Time complexity of 2-D orthogonal convolutional layers with filter size 𝑊 × 𝑊
applied to 𝑁 × 𝑁 inputs with 𝐶 input and output channels.

performed on a small subspace of the total dimension of the matrix, such computations may

not effect increase training times by a constant factor as evident in fig. 5-2a. Empirically, we

observed that much of the increased overhead was due to performing eigendecompositions

and QR decompositions on a GPU, both tasks which are challenging to parallelize on GPU

architectures. We note that similar issues may be one reason why the expRNN runtimes

appear much slower in our simulations as shown in fig. 5-2a. Recent updates to pytorch [270]

and tensorflow [3] have focused on improving the runtimes of these common linear algebraic

routines, and we expect these runtimes to continue to improve in the future.

Runtimes for convolutional network implementations in practice fig. D-11, fig. D-

12, and fig. D-13 compare runtimes of orthogonal convolution algorithms when varying the

number of channels, input size, and filter size respectively. fig. D-14 plots the runtime when

the filter and image size are set equal to each other and varied together. In summary,

we find that the skew orthogonal convolution (SOC) [304], the Cayley model [315], and

our projUNN are all relatively efficient for small to medium sized models. projUNN

empirically performs best in comparison to other models when there are many channels or

the filter size is large. SOC [304] is the fastest when the filter size is small. As a reminder,

SOC [304] employs the Taylor series approximation to form a unitary/orthogonal matrix.

We did not change the number of terms in the approximation used even though increasing

the size of a filter, dimension of an input, or the number of channels will likely require more

terms to maintain the same error in the approximation.

The Cayley model [315] has a runtime that is empirically similar to projUNN in most

of our experiments despite projUNN having an improved asymptotic scaling with regards
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Figure D-11: Comparison of runtimes of orthogonal convolutional architectures when varying
the number of channels (log-log plot). The number of input channels is equal to the number
of output channels. Runtimes are averaged over 10 forward and backward passes through a
single convolutional operation on random data. projUNN with LSI sampling and column
sampling have very similar runtimes and may appear to completely overlap on the chart.
Out of memory error obtained for BCOP for large number of channels.
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Figure D-12: Comparison of runtimes of orthogonal convolutional architectures when varying
the size of the input which is a square image (log-log plot). Runtimes are averaged over
10 forward and backward passes through a single convolutional operation on random data.
projUNN with LSI sampling and column sampling have very similar runtimes and may
appear to completely overlap on the chart.

to the number of channels (see table D.2). Runtimes here are calculated by averaging

across the first 10 steps of gradient descent on random data for initialized networks. Close

to initialization, matrices in the convolution filter are generally well conditioned and this

may be one reason why the Cayley model showed good scaling in fig. D-11 since the matrix

inversion for the well conditioned matrices runs quickly. We also suspect that for the number

of channels considered, the added costs of performing sampling and projections in projUNN

do not materialize into a very clear runtime benefit. Interestingly, the exact version of

projUNN (no low rank approximation) runs in similar time to the Cayley method.

Finally, we note that in comparison to RNN implementations, there is increased overhead

associated to performing eigendecompositions and QR decompositions with our projUNN

convolutional network implementations since unitary matrices are batched across the ele-

ments of the convolutional filter. As mentioned before, much of the increased overhead was

due to performing eigendecompositions and QR decompositions on a GPU, both tasks which

can be challenging to parallelize on GPU based architectures. Future updates to Pytorch

[270] and Tensorflow [3] may help improve runtimes of these operations.
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Figure D-13: Comparison of runtimes of orthogonal convolutional architectures when varying
the size of the filter (log-log plot). Both projUNN and the cayley convolution [315] perform
operations on the full space of convolution filters so the filter size does not change the runtime
for these models. Runtimes are averaged over 10 forward and backward passes through a
single convolutional operation on random data. projUNN with LSI sampling and column
sampling have very similar runtimes and may appear to completely overlap on the chart.
Out of memory error obtained for SOC beyond filter size of 31.
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Figure D-14: Comparison of runtimes of orthogonal convolutional architectures when varying
the size of the filter and the input dimension in-tandem (log-log plot). Runtimes are averaged
over 10 forward and backward passes through a single convolutional operation on random
data. projUNN with LSI sampling and column sampling have very similar runtimes and
may appear to completely overlap on the chart. Out of memory error obtained for SOC
beyond filter size and image size of 128.
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D.6 Network architectures and training details

ExpRNN trivializations https://github.com/Lezcano/expRNN MIT

scoRNN https://github.com/SpartinStuff/scoRNN NA

scuRNN https://github.com/Gayan225/scuRNN NA

skewed orthogonal convolutions (SOC) https://github.com/singlasahil14/SOC NA

Cayley convolution https://github.com/locuslab/orthogonal-convolutions MIT

BCOP github.com/ColinQiyangLi/LConvNet MIT

D.6.1 Handling complex numbers

Since matrices in the unitary group are complex valued, care must be taken to ensure that the

neural network can handle such complex numbers. In these settings, standard activation

functions need to be adapted for complex numbers. It is often advantageous to have a

nonlinearity which does not change the phase of its input. For these reasons, the activation

function used is typically the modRELU activation shown below:

𝜎𝑚𝑜𝑑𝑅𝐸𝐿𝑈 (𝑧) = (|𝑧| + 𝑏)
𝑧

|𝑧|
if ‖𝑧‖ + 𝑏 > 0

𝜎𝑚𝑜𝑑𝑅𝐸𝐿𝑈 (𝑧) = 0 if |𝑧| + 𝑏 ≤ 0

(D.56)

where 𝑏 is a bias term (trainable). In calculations of the modulus |𝑧|, a small additive

constant is often added to avoid stability issues when |𝑧| is small.

Another challenge that arises with performing orthogonal convolution is that the repre-

sentation of a real-valued convolutional filter in the Fourier domain will be complex-valued.

More specifically, the fast Fourier transform of a real signal is Hermitian-symmetric. For

example, for a one dimensional vector 𝑥 ∈ R𝑁 where ̂︀𝑥 = FFT 𝑥 ∈ C𝑁 and ̂︀𝑥𝑖 = ̂︀𝑥−𝑖 mod 𝑁 .

Therefore, when initializing weight filters in our orthogonal convolution operations, one must

be careful to ensure the Hermitian symmetric property holds. Similarly, when performing

convolutions in the Fourier space, care must be taken in converting data types to and from

complex and real space. In our implementation, we used the pytorch FFT.RFFT2 and

FFT.IRFFT2 commands to implement these operations efficiently [269].
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D.6.2 Optimizers

For training projUNN architectures, a separate optimizer is used for unitary/orthogonal

parameters which must be projected after updates and all other parameters. Learning rates

for the unitary/orthogonal parameters are typically set to less than that of the other param-

eters. In our implementations, we found that a learning rate for the unitary or orthogonal

parameters of one-tenth or one-twentieth of that of the other parameters works well in prac-

tice. Furthermore, when using optimizers with momentum terms, we constructed a variant

of standard optimizers to apply changes to the momentum terms after projecting gradients

onto the unitary/orthogonal manifold or tangent space. This optimizer performed well in

our experiments though sometimes added instability. Therefore, unless otherwise stated,

standard optimizers were used.

D.6.3 Numerical stability

Though updates via projUNN mathematically guarantee that parameters remain uni-

tary/orthogonal, performing a significant number of sequential updates to a matrix can add

numerical errors over time slowly drifting parameters away from the unitary/orthogonal

manifold. This is especially true in the case of projUNN-D where updating matrices re-

quires division of eigenvalues in the eigendecompositon of the rank 𝑘 subspace (see ap-

pendix D.2 and eq. (D.38)). In contrast, we empirically find that projUNN-T main-

tains stability throughout optimization even when requiring many updates. To actively

address potential instabilities, one can perform eigendecompositions with higher floating

point precision or sporadically project unitary/orthogonal parameters onto the closest uni-

tary/orthogonal matrix via lemma 5.4.1. Though this projection step requires 𝑂(𝑛3) time

for an 𝑛 × 𝑛 matrix, performing this projection only every 𝑂(𝑛) gradient updates can still

preserve efficient runtimes of on average 𝑂(𝑘𝑛2) time per gradient update. Unless otherwise

stated, we do not perform any additional steps for maintaining stability.

D.6.4 Initialization of unitary/orthogonal parameters

Empirically, we found that initializing unitary/orthogonal matrices to be Haar random or

close to Haar random does not perform well. This is also an observation noted in prior

works [166, 165, 223]. Instead, we used one of two different initialization schemes. The
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first initializes unitary/orthogonal parameters as the identity matrix. The second initializes

unitary/orthogonal matrices using variants of the so-called Henaff initialization [166] where

2 × 2 diagonal blocks of the matrices are initialized as samples from the below

exp

⎛⎝⎡⎣ 0 𝑠𝑖

−𝑠𝑖 0

⎤⎦⎞⎠ , (D.57)

where 𝑠𝑖 is sampled uniformly from [−𝜋, 𝜋] [166]. In other words, an 𝑛 × 𝑛 matrix 𝑈 is

initialized as

𝑈 =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

exp

⎛⎝⎡⎣ 0 𝑠1

−𝑠1 0

⎤⎦⎞⎠ 0 · · · 0

0 exp

⎛⎝⎡⎣ 0 𝑠2

−𝑠2 0

⎤⎦⎞⎠ 0

...
. . .

...

0 0 · · · exp

⎛⎝⎡⎣ 0 𝑠𝑛/2

−𝑠𝑛/2 0

⎤⎦⎞⎠

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
. (D.58)

Note, that since we parameterize matrices in the Lie group instead of the Lie algebra,

we include the exponential map in the parameterization above. Other variants of the above

have been used in prior works. For example, the Cayley initialization samples 𝑠𝑖 =
√︁

1−cos 𝑡𝑖
1+cos 𝑡𝑖

where 𝑡𝑖 is sampled uniformly from [0, 𝜋/2] [165].

D.6.5 Computational details

We employed the latest version of PyTorch (1.10.1+cu102) with Python3.8 and all the pre-

requisite libraries coming along. The hardware leverages Quadro GP100 GPU and Intel(R)

Xeon(R) CPU E5-2698 v4 @ 2.20GHz.
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