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ABSTRACT

Often, the first step in neuroimaging research is understanding which anatomical struc-
tures are present in an image. Structural MRI provides a clear, high-resolution visualization
of the anatomy of the brain, capturing physical characteristics like the size and shape of dif-
ferent regions of the brain or the presence of abnormalities such as tumors. Whereas sMRI
are more commonly taken in vivo, the neuropathology of many neurodegenerative disorders,
like Alzheimer’s, requires analysis of the brain post-mortem through techniques like brain
dissection, necessitating the use of other imaging modalities.

Various tools and deep learning models have been developed to automatically identify
different anatomical structures in 3D MRI volumes. However, the only method that exists
to segment the anatomical structures in 2D brain slices, whether they be 2D slices extracted
from an MRI or photographs of slices from a physically dissected brain, is manually labeling
by a trained neuroanatomist, which is costly, resource-intensive, and time-consuming.

In this project, we develop a new deep learning method to automatically segment 50
different regions in 2D photographs of the brain. Because a supervised image and segmenta-
tion map dataset does not exist for the photographs, we train the state-of-the-art SegFormer
model on a supervised dataset of 2D MRI slices. We employ multiple data augmenta-
tion techniques to increase the variability of the training data to more closely resemble the
variability seen in brain photographs, so that the model is robust enough to segment the
anatomical regions in brain photographs.

In this project, the SegFormer model achieved test dice scores between 0.6-0.75 on the
segmentation of 50 different anatomical regions in 2D MRI slices, depending on which aug-
mentations were incorporated during training. Additionally, the project demonstrated that
incorporating complex augmentations that forced the model to learn the segmentation task
with reduced contextual information as well as those that decoupled the tissue and back-
ground by manipulating them independently helped improve the robustness of the model,
allowing it to better segment 2D photographs of the brain. Although there is much room
for improvement, this project provides a set of techniques that can be extended to further
improve the model’s robustness so that it can be applied to other imaging modalities as well
in the future.
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Chapter 1

Introduction

Neuroimaging data exists in a wide variety of modalities, as seen in Figure 1.1. These include,
but are not limited to, in vivo sMRI scans, photographs of dissected images, or lightsheet
microscopy to visualize brain tissue. Each of these types of imaging provide di erent kinds
of information. For instance, thein vivo sSMRI scans help visualize various anatomical
structures in the brain, whereas the lightsheet microscopy images allow us to visualize the
brain at a cellular level. This neuroimaging data is not only important in clinical scenarios
or in research about the human brain, but it is also used to study the brains of other animals
like macaque monkeys.

The human brain is made up of various anatomical regions or structures, such as the
cerebellum, hippocampus, or thalamus. Each of these regions serve specic cognitive, sen-
sory, motor, and emotional functions within the brain. For example, the cerebellum guides
motor coordination and balance, while the amygdala is involved in processing emotions, par-
ticularly fear. Identifying and analyzing structural changes to these anatomical regions is an
important part of understanding and recognizing various neurological disorders.

Often, the rst step in neuroimaging research is understanding which anatomical struc-
tures are present in an image. An sMRI image, as seen in column 1 of Figure 1.1, provides
a clear, high-resolution image of these various structures. This MRI scan was takarvivo.
However, neuropathology of many neurodegenerative disorders, like Alzheimer's, requires
analysis of the brainpost-mortem necessitating the use of other imaging modalities, like
photographs of slices obtained through dissection. Unlike the sMRI image, the other images
are more challenging to analyze. A skilled neuroanatomist would also be able to identify
the structures present in the DANDI photograph in the second column of Figure 1.1 despite
the lower contrast of the tissue and the stretching caused by the physical dissection process
compared to the sMRI. Other imaging modalities like the lightsheet microscopy image in
column 5 help visualize the brain tissue at a cellular level, but also have other artifacts like
the vertical lines we see going across the image. Most of these modalities present challenges
in identifying which anatomical structures are present in the image that the sMRI images
do not have, such as glares or bloodstains or noisy backgrounds against which the photos
are taken or due to the gel within which the brains are preserved.

The only method that exists to identify and label the di erent anatomical structures
in 2D photographs of brain slices, like those in Figure 1.1, is manual labeling by a trained
neuroanatomist. However, manual segmentation comes with many drawbacks. First, manual
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Figure 1.1: This gure depicts the wide variety of neuroimaging modalities that exist. They
include, in order: two 2D slice extracted from an MRI volume in the KWYK dataset [1], a
photograph of a dissected brain from the DANDI 000108 set [2], a 2D slice extracted from
the T2starmap MRI of the same DANDI subject [2], a 2D slice from the Tlmap MRI of
the same DANDI subject [2], a lightsheet microscopy image of the same DANDI subject [2],
photographs of slices obtained through dissection of a human brain [3], and an image of a
macaque brain set in gel, courtesy of Dr. Suzanne Haber at the University of Rochester.

segmentation requires expertise in neuroanatomy, so it can be resource-intensive and costly
to train and maintain a team of skilled neuroanatomists to perform this segmentation each
time it is required. Second, even with expertise in neuroanatomy, it is time-consuming
to meticulously identify the di erent anatomical regions in a single 2D slice let alone the
set of 2D slices that make up a single subject's brain, which can lead to bottlenecks in
data processing [4]. As a result of these two issues, it becomes dicult to scale manual
segmentation to large datasets or large-scale segmentation demands, making these kinds of
large-scale studies infeasible. Even if these two issues are resolved, manual segmentation has
been found to be prone to inter- and intra-rater variability issues [4]. This further necessitates
the use of automated segmentation methods that can o er more e ciency, consistency, and
scalability, while still achieving good segmentation accuracy.

Currently, no automated methods exist for the segmentation of 2D images of the brain,
whether that be MRI slices, photographs, lightsheet microscopy images as in Figure 1.1.
Additionally, due to the challenges of manually labeling these photographs, there does not
exist a supervised dataset, consisting of photographs and their labeled segmentation maps,
on which a deep learning model could be trained.

Instead, most of the automated anatomical segmentation methods that do exist have
been developed for MRI volumes. The earliest successful whole brain segmentation methods
used atlas-based segmentation techniques, which involved registering unseen MRI volumes
to a set of reference volumes in order to segment them [4], [5]. However, these models
are slow and struggle to generalize to brain volumes that di er greatly from the reference
set. These limitations led to the development of deep learning-based segmentation methods.
These methods have been shown to achieve fast, accurate segmentation on MRI volumes
and remain the state-of-the-art whole brain segmentation technique [6] [11]. Additionally,
the success of these models demonstrates that it is possible for a deep learning model to
learn the features necessary to distinguish various anatomical regions to result in accurate
segmentation.
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Due to the 3D nature of these volumes, neighboring voxels are able to provide helpful
contextual information that contributes to the accurate segmentation of the entire volume
in these approaches. By contrast, each pixel in a 2D image does not have the same amount
of context that each voxel in the 3D volume does, making the 2D segmentation problem
possibly more challenging.

There do exist some methods to segment various tissue classes in 2D slices of the MRI.
These methods segment small numbers of tissue classes, such as gray matter (GM), white
matter (WM), and cerebrospinal uid (CSF) [12] [14] or the di erent tissues in brain tu-
mors [15][17]. Often, these smaller numbers of classes have distinct characteristics, such
as di erent intensity pro les, that make it possible to distinguish them in a 2D slice, with-
out the contextual information of the full 3D volume. Unlike tissue segmentation, however,
anatomical region segmentation requires the model to acquire some knowledge of geometry
and spatial relationships of these regions in the brain in order to identify them, which is more
challenging to do in 2D slices that lack the additional context available in 3D volumes. The
2D tissue segmentation models demonstrate that 2D models are able to learn various features
to segment di erent tissue classes in the brain, but because there do not exist 2D anatomical
region segmentation models, it remains unclear if this is a task that can be achieved by 2D
segmentation models.

Although human neuroanatomists are able to overlook some of the variability and noise
present in the various imaging modalities in Figure 1.1 to recognize the di erent anatomical
structures during the manual segmentation process, it is much more di cult for a machine
learning model to achieve the level of generalizability that is required to do this. Doing so
requires the model to have a robust understanding of how to distinguish various structures
in a brain regardless of variations within an image itself.

This project aims to address this gap in automated anatomical segmentation methods
for 2D photographs of brain slices by developing a robust deep learning model to segment
2D images of the brain. Due to the availability of supervised MRI datasets, this project
will train supervised models to segment 50 di erent anatomical regions in 2D MRI slices.
In order to be able to extend the models' segmentation capabilities to the more challenging
photorealistic 2D images of the brain, this project applies a number of data augmentation
techniqgues on the MRI training data in order to increase the variability of the training
data to more closely resemble the variability seen across the di erent imaging modalities
shown in Figure 1.1. The increased variation of the MRI training data forces the model
to develop a more robust understanding of the 50-class segmentation problem. The more
robust knowledge of the brain images and the regions in the brain will allow the MRI-trained
model to generalize enough to accurate segmentation of the 2D photorealistic images. This
project limits the scope of evaluation of the model's ability to segment photorealistic data to
its segmentation of the DANDI photographs shown in column 2 of Figure 1.1. Ultimately,
this project provides a set of techniques that can be extended to further improve the model's
robustness so that it can be used to segment other imaging modalities as well in the future.
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Chapter 2

Background

2.1 Image Segmentation

Broadly speaking, image segmentation is the process of partitioning an image into discrete,
non-overlapping regions. In medical imaging segmentation, the segmentation can be applied
to 2D images, like photographs or microscopy images, or 3D images, like MRI volumes.
Additionally, 2D images of the brain can be obtained from a 3D MRI volume by slicing the
volume in three conventional orthogonal directions: coronal, axial, or sagittal. The slice
extraction process is shown in the second column of Figure 2.1.

In both 2D and 3D cases, an image is made up of multiple elements, each of which
is de ned by its intensity value, typically an integer gray value between 0 and 255, and
its position in the image according to a coordinate system. In 2D space, these individual
elements are called pixels whereas in 3D space they are called voxels. The size of these
elements determines the resolution of the image.

In image segmentation, each pixel or voxel is assigned a label corresponding to one class
out of a set of distinct, non-overlapping classes, that represent the di erent structures or
regions we are interested in identifying. Each class is de ned by certain characteristics like
intensity, shape, or spatial relationships, which can help distinguish it from the other classes.
Labeling each pixel or voxel in an image according to the class produces a segmentation or
label map of the image, where distinct regions within the image can be identi ed.

2.2 Dierent Types of MRI

Magnetic resonance imaging (MRI) is one of the most common brain imaging methods. Of
the various MRI types that exist, functional (fMRI) and structural (sMRI) MRI are two
distinct but popular methods.

Functional MRI is used to visualize changes in blood ow and oxygenation levels in the
brain in response to neural activity. This provides information about what parts of the
brain are active in response to a certain stimulus or during a certain task. fMRI is helpful in
studying brain function and cognitive processes, such as attention, memory, and emotion, by
allowing researchers to observe how di erent regions of the brain interact and communicate
to facilitate these processes.
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Figure 2.1: This gure depicts the process of extracting 2D slices from the KWYK volumes in
the three conventional orthogonal directions, coronal, axial, and sagittal, in order to generate
the slice dataset as described in Section 4.1.1.

Structural MRI, on the other hand, is used to visualize the anatomy of the brain, cap-
turing physical characteristics like the size and shape of di erent regions of the brain, the
presence of abnormalities such as tumors, or changes or degradation to certain structures
of the brain due to various neuropathologies. sMRI are often captured at high resolutions,
resulting in a detailed visual of the brain anatomy, which can be helpful in clinical settings
when studying the e ects of aging or various disorders on the anatomical structure of the
brain. For instance, in the early stages of Alzheimer's disease, there is a rapid loss of tissue
in the hippocampus [18]; Huntington's disease, on the other hand, is characterized by a de-
crease in volume of the basal ganglia [19]. Anatomical region segmentation of SMRI images
is an important step in this diagnostic process, so this is the MRI modality that was used
for this project.

2.3 Tissue Segmentation vs. Anatomical Region Seg-
mentation

One segmentation task that can be applied to brain images, whether MRI or microscopy
is tissue segmentation. Examples of tissue segmentation include distinguishing parts of the
image that are brain from those that are background, skull, or neck; identifying healthy
brain tissue versus the di erent types of tissue of a brain tumor; or di erentiating di erent
tissue types like GM, WM, and CSF. Thus, tissue segmentation is often limited to a small
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number of tissue classes.

On the other hand, segmentation of anatomical regions of the brain also called brain
parcellation if this segmentation is done on fMRI data is a more challenging task that
involves identifying di erent structural, anatomical components of the brain, such as the
hippocampus or thalamus. There are many more distinct brain regions than tissue types.
For instance, both the hippocampus and amygdala are gray matter tissue, but they are
distinct structures in the brain. Thus, segmentation of brain regions requires knowledge of
geometry and spatial relationships of these regions, not just their intensity characteristics,
making this a more challenging segmentation task to automate.
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Chapter 3
Related Works

3.1 Traditional Approaches to Neuroanatomical Segmen-
tation

Manual segmentation of MR images by a trained neuroanatomist or radiologist is considered
the gold standard for brain segmentation, but it faces similar issues to manual segmentation
of photorealistic images described in Chapter 1. Even with new technologies that help speed
up the manual segmentation process, segmenting a single high resolution MRI volume is time
consuming. So, manually segmenting large numbers of MRI volumes many deep learning
datasets contain thousands of volumes becomes impractical. Moreover, it has been found
that manual segmentation results in a labeling that is more consistent when viewed from
one slice direction than the other orthogonal slice directions [4].

These drawbacks have led to the need for more automated segmentation methods. In
intensity-based segmentation approaches, each pixel or voxel in an MRI is labeled according
to a specic tissue type, such as GM, WM, or CSF, based on its intensity value. This
kind of classi cation has been achieved through thresholding [20], [21], clustering [22] and
other automated approaches [23]. However, intensity information alone is not su cient to
distinguish between various anatomical regions due to overlap in their intensity pro les. For
example, the hippocampus and amygdala have been shown to have near-identical intensity
pro les [4]. Even gray matter and white matter intensity pro les overlap by more than 12%
[4]. As a result, intensity-based methods are generally only applicable to tissue segmentation
rather than anatomical region segmentation, and they may struggle to generalize even then.

Although certain regions like the hippocampus and amygdala may have similar inten-
sity pro les, they are spatially distinct. In atlas-based approaches, a set of of high-quality,
expert-segmented reference images (the atlas) is chosen, the target image is registered to
align with the reference image via a series of spatial transformations, and the segmenta-
tion of the reference images is applied to the corresponding regions of the target image [5].
In doing so, atlas-based approaches leverage the structural similarity in brains across sub-
jects to map the segmentation of one volume to another. Multi-atlas approaches involve
segmenting the target image according to a set of reference images, thereby generating a
set of candidate segmentations; these candidate segmentations are then fused to result in
a single segmentation of the target image [24]. Multi-atlas based segmentation methods
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have been successful in segmenting large numbers of neuroanatomical regions [4], [5]. By
segmenting according to multiple reference volumes, multi-atlas segmentation accounts for
more inherent variability between di erent brains than single-atlas approaches do, allowing
for better generalization to the target images. Multi-atlas based segmentation methods have
been successful in segmenting large numbers of neuroanatomical regions [4], [5].

As mentioned previously, the registration of the target image to the atlas relies on the
assumption that the brains are similar enough to each other to be accurately mapped to
one another. It has been shown that neurodegenerative disorders, strokes, and aging cause
structural changes in the brain, so these approaches may struggle to segment brains that
di er greatly from those included in the atlas. For instance, if all reference volumes are taken
from healthy brains, the multi-atlas segmentation may struggle to generalize to a subject
with Alzheimer's disease. Another drawback is that the registration step of the target image
to the multiple reference volumes is time-consuming [7].

Another popular automated segmentation tool is FreeSurfer [25], which is, more broadly
speaking, an open-source package for the analysis and visualization of brain MRI data.
It includes a number of data processing functions, such as bias- eld correction, surface
reconstruction, and anatomical segmentation. To perform the anatomical segmentation,
FreeSurfer uses a Bayesian approach to model the likelihood of each brain region, leading to
successful segmentation of up to 117 di erent classes in a brain MRI volume [25]. However,
FreeSurfer can take several hours to generate the segmentation for a single subject. As a
result, FreeSurfer segmentation is less practical for clinical scenarios where results are desired
more quickly, and it is not feasible to use FreeSurfer to obtain the segmentations for large
MRI datasets that are required for many deep learning approaches.

3.2 Deep Learning Approaches

3.2.1 Segmentation of 3D MRI Volumes

To address the limitations of the previously described automated segmentation methods,
deep learning segmentation methods have increasingly been developed. Deep neural net-
works, particularly convolutional neural networks (CNNs) have been shown to achieve state
of the art results in many imaging applications. Unlike the automated methods described in
Section 3.1, CNNs have been shown to capture contextual information and spatial dependen-
cies, allowing them to learn more robust representations of the input image and, therefore,
achieve more accurate segmentation [7]. In this way, deep learning methods are able to
learn the relevant features directly from the input data itself, without the need for manually
crafted features in the automated approaches discussed in Section 3.1 [8].

Many deep learning approaches seek to segment the full MRI volume at once, rather than
slice-by-slice, which is advantageous because neighboring voxels provide valuable spatial and
contextual information that can help the model achieve more accurate segmentation. Avesta
et al compared the performance of a 2D slice-by-slice, 2.5D, and 3D model on segmenting the
third ventricle, thalamus, and hippocampus, three regions with various levels of segmentation
di culty due to their intensity characteristics and their neighboring regions [26]. The authors
found that 3D models trained the fastest and had the highest dice similarity scores, proving
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the bene t of this additional contextual information [26].

The deep learning 3D segmentation approaches most commonly employ patch-based con-
volutional networks, in which the full volume is broken down into smaller, overlapping
patches, which are then individually processed by the network [7][9]. The patch-based
approaches are particularly advantageous in mitigating the memory limitations when train-
ing on volumetric data, enabling the use of larger datasets and more complex models. The
convolutional architecture allows the models to learn representations of the images that are
invariant to rotation, scaling, and translation, leading to robust representations and accurate
segmentations. One of the most popular convolutional architectures used in the segmenta-
tion is the U-Net [27] and its variations [28], [29]. Although it was originally designed for
segmentation of 2D medical images, 3D variations of the U-Net are commonly used on the
segmentation of MRI volumes [10], [11]. These methods have shown to achieve state-of-
the-art results in segmenting anatomical structures due to the local and global contextual
information, spatial relationships, and hierarchical features that are learned by the U-Net-like
architectures [5], [30].

Additionally, the use of generative models have shown to achieve accurate segmentations.
One such model, SynthSeg [6], takes as input a ground truth segmentation mask and uses it to
generate a corresponding MRI volume after applying various distortions and augmentations
like rotation, shearing, tears, and deformations. By generating a brain MRI directly from
the segmentation ground truth, SynthSeg requires only a dataset of segmentation masks,
not image-segmentation mask pairs. Furthermore, generating the augmented volumes allows
SynthSeg to capture more variability in the MRI images than may be present in any one
imaging dataset, encouraging the model to learn more general representations that are robust
to changes in resolution and contrast. SynthSeg also uses a 3D U-Net architecture [6].

The anatomical segmentation achieved with 3D MRI volumes described here demonstrate
that deep learning models are able to learn the features necessary to distinguish the wide
range of anatomical regions present in the brain. However, these methods all require a 3D
image as input data, so they cannot easily be applied to segment the 2D photographs of
interest. Instead, 2D segmentation models must be considered.

3.2.2 Segmentation of 2D Brain MRI

Most of the 2D brain MRI segmentation approaches that exist segment much fewer classes
than the 3D neuroanatomical methods described previously and are generally used for tissue
segmentation rather than anatomical region segmentation. (See Section 2.3 to understand
the distinction between these two segmentation tasks.)

One common 2D segmentation task is brain tumor segmentation in brain MRI slices.
Like the 3D volume segmentation described in Section 3.1.2, convolutional architectures,
especially U-Net based architectures, are a popular choice for tumor segmentation [15]
[17]. Recently, the success of attention mechanisms and transformers in NLP has led to an
increasing incorporation of attention mechanisms or transformer architectures in computer
vision tasks, including medical imaging. Noori et al. incorporate an attention mechanism to
the U-Net architecture to segment gliomas and demonstrate that their method outperformed
state-of-the-art methods at the time [31]. Transformer-based models which deviate from the
conventional U-Net architecture have also demonstrated superior segmentation performance
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in brain tumor segmentation [32].

Similarly, many convolutional-based approaches have been used to perform lesion seg-
mentation [33], [34] and tissue segmentation into GM, WM, CSF, and background [12] [14].
Similar to the brain-tumor segmentation approaches, there has been an increasing use of at-
tention and transformer-based architectures to perform the segmentation, which have been
found to outperform the conventional CNN-based architectures [17], [35], [36].

These 2D segmentation approaches demonstrate that it is possible for 2D models to learn
features from 2D images that allow them to segment new images. However, these models
are trained on MRI images, not photorealistic images, which do not have a corresponding
label like the MRI images do. So, it is not possible to directly apply these pretrained models
to photograph segmentation. Additionally, all of the described approaches perform various
kinds of tissue segmentation, not anatomical region segmentation. There does not currently
exist a method to segment the large number of neuroanatomical regions in 2D images like
there does for 3D volumes, so it remains uncertain if this is something that 2D segmentation
models can achieve.

3.2.3 Segmentation of Brain Photographs

The previously described approaches are all intended to segment MR images. However, no
current methods exist to segment 2D photographs of the brain. PhotoSynthSeg [37] is the
approach that comes closest. Like SynthSeg, PhotoSynthSeg uses a generative approach.
PhotoSynthSeg uses various augmentations and deformations on coronal slices taken from a
3D label volume to simulate the variability that exists in 2D dissection slices of the brain in
order to train the model to reconstruct a brain volume from its set of 2D dissection slices.
After this, the reconstructed volume can then be segmented into 11 anatomical regions [37].

Although this is a powerful tool in the segmentation of photographs, this approach re-
quires the existence of photographic data for an entire brain volume to reconstruct it and
applies segmentation at a volume level, rather than a 2D slice level. Additionally, Photo-
SynthSeg is constrained to coronal slices, and while dissection is typically done in coronal
slices, sometimes only speci c regions of the brain, known as brain blocks, are dissected
and analyzed. In such cases, photographs for all of the slices in the volume may not exist
and the photographs that do exist may not be of coronal slices. Thus, there remains the
need for a brain segmentation model that can be applied to 2D slices of the brain extracted
in any direction.
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Chapter 4
Methods

The goal of segmenting 50 di erent regions from photorealistic images of brain slices can be
divided into two main challenges: 1) detect a brain against any background, and 2) segment
the detected brain into at most 50 regions.

A supervised segmentation model, like the one that was developed in this project, requires
a dataset that for every image in the dataset a corresponding segmentation mask, which
consists of a label for each pixel in the image indicating what brain region that pixel belongs
to. However, such a dataset does not exist for photorealistic brain images. Instead, the model
in this project was initially trained on a dataset of 2D slices from MRI volumes of brains,
for which there do exist corresponding segmentation masks. An MRI segmentation model
that has been trained to be robust to the kind of variations in the brain photographs, like
orientation or intensity di erences, could then be applied to segment photorealistic images.

As such, the general approach was to:

1. Extract all of the 2D slices axial, coronal, and sagittal from the MRI volumes to
make up the MRI slice dataset;

2. Train a robust deep learning model to segment the relevant classes in each 2D MRI
slice;

3. Run inference by applying the robust, MRI-trained model to the photorealistic images
and qualitatively evaluate the output.

All of the code used for this project can be viewed here.

4.1 Data

4.1.1 KWYK Dataset

The MRI dataset used to train the deep learning models in this project is the KWYK dataset
[1], which consists of 11,480 total T1-weighted sMRI volumes compiled from several imaging
datasets. The volumes were resampled to all be 1mm isotropic cubic volumes with 256 voxels
on each side. Additionally, the intensity values were z-scored for each volume individually [1].
The segmentation mask for each volume was obtained using FreeSurfer. Although FreeSurfer
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segmentations might not be perfect when compared to manual annotations done by experts,
using FreeSurfer allowed for the creation of this large, labeled, MRI dataset that would be
infeasible to obtain by hand [1].

The KWYK dataset, however, contains 3D volumes, whereas the deep learning models
for this project needed to be trained to segment the 50 classes on 2D slices of the brain
instead. As a result, a slice-level dataset needed to be constructed from the volume-level
KWYK dataset.

In order to construct the slice-level dataset, the 11479 volumes from the KWYK dataset
were rst split 80-10-10 into training-validation-test subsets of the data, as in the original
KWYK paper. This split resulted in 9183 volumes in the training dataset and 1148 volumes
each in the validation and test sets. Since slices within a volume are more correlated with
each other and have a more similar anatomy than slices from di erent volumes, performing
the train-val-test split at the volume level rather than at the slice level, ensured that these
three subsets of the data were completely independent from one another. This independence
can help prevent the model from over tting to certain characteristics in the training dataset
since the evaluation on the validation and test sets is done on completely unseen data that is
unrelated to any of the training data, thereby helping to ensure that the model can generalize
to new data.

Next, the volume was skull-stripped and slices were extracted from each volume in all
three orthogonal directions coronal, sagittal, and axial from each feature volume and its
corresponding label volume. A simpli ed diagram of the slice-extraction process is visualized
in Figure 2.1. Since a volume is 256x256x256 voxels, 768 slices are extracted from each
volume. Due to the volume-level split, this resulted in 7,052,544, 881,664, and 881,664
feature and label slices in the training, validation, and tests sets, respectively, for a total of
8,815,872 slices in the entire dataset. Because the original KWYK feature volumes consist of
intensity values in the range of 0 to 255, the intensities of each feature slice for this dataset
were standardized by dividing by 255; no other normalization was done on the intensity
values since the intensity of each volume had already been individually z-scored during the
KWYK volume dataset creation. The label slices were unmodi ed in ths normalization step
because they contained the categorical FreeSurfer labels.

For each feature-label slice pair, the percentage of pixels that was background was found
by counting the number of pixels containing the background label in the label slice and
dividing by the total number of pixels in the image,256. A histogram of the percentage of
pixels that are background in the slices of the training dataset are shown in Figure 4.1. As
seen in the histogram, nearly 50% of the training slices contain tissue that takes up less than
1% of the total slice area. The histograms for the validation and test datasets would have
shown a similar pattern since the MRI volumes from which these slices were extracted were
kept independent in the three datasets, ensuring they would have a similar distribution of
slices.

A bounding box was used to estimate the minimum crop of each 2D slice that would not
result in any loss of tissue. In order to prevent the model from training on a large number
of slices that contained almost no tissue, any slice that had a tissue bounding box with at
least one side less than 50 pixels in length was excluded from the dataset. This corresponds
to approximately a 95% background cuto on the histogram in Figure 4.1.

Three separate dataset sizes were used for experiments, unless otherwise speci ed.
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Figure 4.1: This gure depicts the histogram of the percentage of pixels that are background
for each 256x256 slice in the training set of the KWYK slice dataset.

1. The small dataset contained all of the ltered slices from 10 volumes, which was about
0.1% of the total data, and resulted in approximately 3000 slices in the training dataset.

2. The medium dataset contained slices from 1150 volumes, 10% of the total data, which
resulted in approximately 450,000 slices in the training dataset.

3. The large dataset contained slices from all of the volumes, which resulted in approxi-
mately 3,000,000 slices in the training dataset.

Additionally, at train time, all of the original FreeSurfer labels were mapped to a new
class value between 0 to 49, inclusive, for the 50-class segmentation. Table 4.1 contains
this mapping, including the name, FreeSurfer label, and 50-class label for each region in the
dataset.

4.1.2 Dandi Dataset

DANDI, or the Distributed Archives for Neurophysiology Data Integration, is a cloud-based
open data archive of neurophysiology data, including electrophysiology, optophysiology, and
behavioral time-series, and images from immunostaining experiments. It is a collaborative
e ort aimed at providing a platform for researchers to publish, share, and process neuro-
physiology data. They contribute to the advancement of neuroscience by allowing scientists
to validate ndings, replicate experiments, and build upon existing research.

For this project, we ran inference on a set of photographs of brain slices contained in
DANDI set 000108, some examples of which are shown in Figure 4.2. These are some of
the cleanest photorealistic images of the brain that most closely resemble the MRI training
data. In order for a model to be able to segment all 2D images of the brain in general, it
must rst be able to achieve accurate segmentation of these images.
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Figure 4.2: This gure contains three example images from the DANDI 000108 dataset.

4.1.3 Data Augmentations

In order to improve the robustness of the model to photorealistic data, it must be trained on
images with greater variability than contained in the KWYK slice dataset as created in Sec-
tion 4.1.1. This variability was added to the KWYK slice dataset through the use of various
data augmentations, which perturb the training samples. In general, data augmentation can
also be used to increase the dataset size by including both the unaugmented sample and its
augmented versions in the training dataset. In the case of this project, because the KWYK
slice dataset already contained a large quantity of 2D slices in the training dataset, augmen-
tation was not needed to increase the dataset size, only the variability in the samples. As
a result, each sample was only included once in the dataset and was augmented with some
probability when it was retrieved for training.

Traditional Augmentations

A ne transformations, like random rotation, scaling, and shearing, and random horizontal
ipping remain some of the most popular data augmentation choices for brain MRI segmen-
tation tasks because of the ease of implementation [38]. When these kinds of augmentations
are used to increase the size of the dataset, they can result in highly correlated samples [39],
but this risk does not apply to the current project since each sample was only included once
in the dataset.

The a ne parameters used in this project were the same as those used to train SynthSeg
[6]. Because the goal of adding data augmentations in SynthSeg had been to train the
model to be robust to features like contrast and resolution of the input data, the ane
transformation parameters used in the SynthSeg training provided a reasonable baseline to
make the 2D segmentation model in this project, which had been intended to be applied
to photographs of brain slices that may dier in contrast or resolution, robust to these

30



Figure 4.3: This gure contains examples of the various a ne transformations and horizontal
ipping augmentation applied to a feature-label slice pair from the KWYK slice dataset.

factors as well. Thus, for any augmented sample, the rotation angle was chosen uniformly
at random from 15 to +15 , the scaling factor was chosen uniformly at random fror@:8

to 1:2, and the shearing factor was chosen uniformly at random from0:012 to +0:012
Additionally, the augmented slice was horizontally ipped with a probability of 50% The

a ne transformation and random ipping augmentations were applied to both the feature
slice and the corresponding segmentation mask slices in order to align the pixel-level labels
to the perturbed slice. In the case of the a ne transformation, trilinear interpolation was
used to transform the feature slice, which contained continuous intensity values, and nearest
neighbor interpolation was used to transform the corresponding mask slice, which contained
discrete brain region labels. Examples of the e ect of these augmentations on one feature-
label slice pair are shown in Figure 4.3.

Intensity Scaling

The 2D photographs of the brain that this project seeks to segment may exhibit variations in
the intensity di erences between their pixels due to the photos having been taken in di erent
conditions or with di erent imaging technology. Because the goal is to develop a model that
is robust enough to segment any 2D photograph, regardless of its brightness or contrast, like
a neuroanatomist would be able to, it is important that the model has been trained to be
robust to these types of variations in the intensity values of the images.

Because this model was trained on MRI images rather than photographs, a random
brightness and contrast augmentation was applied to jitter the intensity values of the pixels
in the feature slice, while the ground truth label mask remained unmodi ed. The additional
variation in the intensity values of the feature slices forced the model to focus on more rele-
vant features than intensity values alone in order to learn robust representations to identify
the di erent anatomical structures in the brain. Doing so helped prevent the model from
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Figure 4.4: This gure contains an example of the intensity scale augmentation applied to a
feature slice.

over tting to the intensity characteristics of the MRI training data, allowing it to better
generalize to the 2D photographs. For this project, the brightness and contrast were both
jittered by a random factor between -0.2 and +0.2, a standard default range in intensity
scaling augmentations. An example of this intensity scaling augmentation can be seen in
Figure 4.4.

Cut-Outs and Masking

The simple traditional augmentations alone did not introduce the level of variability that is
found in the photorealistic dataset, as shown in Figure 1.1. For naturalistic images, it has
been shown that incorporating more complex augmentations that involve removing or nulling
out portions of the image and possibly its corresponding label map have resulted in greater
improvements on semantic segmentation tasks than only using the traditional augmentations
described previously because they force the model to learn more relevant features of the
objects being segmented [40]. Although they have been less commonly applied to medical
imaging tasks, these more complicated augmentations could introduce a level of variability
in the MRI data that would result in a more robust segmentation model, which could then
be applied to photorealistic data.

One such nulling augmentation is the Cut-Out augmentation [41]. When the cut-out
augmentation is applied to a sample, a random square region of the feature slice is nulled out
and set to 0 while its corresponding label slice is left unmodi ed. The cut-out augmentation
was designed as a regularization mechanism to improve the performance in object recognition
tasks by forcing the model to learn from the full image context rather than relying on only
a few features and has been shown to achieve state of the art performance on several object
recognition tasks [41].

Similarly, the cut-out augmentation when applied to the brain MRI data could emulate
occluded parts of the pictured brain tissue, like those caused by glares. By nulling out only
a portion of the image but not the corresponding mask, the cut-out augmentation tested
the model's ability to learn the segmentation of slices well-enough to Il in the missing
information.
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Figure 4.5: This gure contains an example of the cut-out and masking augmentations
applied to a feature-label slice pair from the KWYK slice dataset.

A related augmentation would be to null out the corresponding part of the label map as
well, which will be referred to as masking. Masking could emulate places of missing data,
like lesions or tears. Such an augmentation would test whether the model is able to segment
the remainder of the feature slice without the additional contextual information in a di erent
way than the cut-outs, thereby resulting in a more robust segmentation model. Examples of
these two augmentations as applied to the image-label pair are shown in Figure 4.5.

When the cut-out or masking augmentation was included in the training pipeline, it was
applied with 100% probability to any sample that was selected to be augmented. Because
the location of the hole is randomly chosen, applications of the augmentation to di erent
samples resulted in di erent amounts and di erent locations of the sample being nulled, with
some augmented slices appearing not to have any nulled region at all if the hole falls entirely
in the background, and other slices having a large portion of the tissue being nulled, with
the majority of cases having fallen somewhere in between.

Nulling Half of the Brain

Because the KWYK slice dataset was built from MRI scans, it contains whole brain slices
only. The DANDI dataset, on the other hand, only contains hemi-slices. This is true for
many other photorealistic brain image datasets. In order to train the model to be able to
segment hemi-slices as well as whole-brain slices, the hemi-slices can be simulated in the
KWYK slice dataset.

Looking at Table 4.1, several of the brain regions contain the same base preceded by the
pre x Left- or Right-, such as the Left-Cerebral-White-Matter (index 1) and Right-
Cerebral-White-Matter (index 18). Hemi-slices were synthetically generated from the whole-
brain slices by randomly selecting one half to null, either Left- labels or Right- labels,
nding all original labels corresponding to the nulled half before the 50-class mapping had
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been applied, and setting all pixels containing these labels to be nulled to 0 in the label slice
and its corresponding feature slice.

Additionally, in many cases the cerebellum and brain stem are dissected away rst before
the remainder of the brain is sliced and photographed, resulting in hemi slices without cere-
bellum or brain stem regions. The removal of the cerebellum and brain stem was simulated
in a similar way to nulling out half of the slice: for a sample selected to be have the cerebel-
lum and brain stem nulled, all pixels of the feature slice and label slice that were assigned
cerebellum and brain stem labels were set to 0.

Unlike the cutout or masking augmentation which resulted in a variation in the size and
placement of nulled regions due to the random placement of the hole, applying the null half
of the brain augmentation with 100% probability would have resulted in a large amount
of the training data being only hemi-slices. In order to increase variability in the training
data by including both whole- and hemi- slices, the nulling half of the brain augmentation
was instead applied with 50% probability to slices selected for augmentation when this
augmentation was included in the training pipeline. Additionally, when a slice was selected
to be modi ed with the null-half augmentation, the cerebellum and brain stem were nulled
with 50% probability to incorporate more dissection-like MRI slices. Importantly, this nulling
augmentation was only applied to slices that contained labels from both hemispheres, which
is not the case in sagittal slices, and in cases where performing the null operation would
not produce all-background slices. This ensured that the model was not trained on a large
amount of all-background images.

These operations augmented the KWYK slice dataset so that it contained hemi-slices,
some with and some without the cerebellum and brain stem, as well as whole brain slices,
requiring the model to learn to segment the desired number of brain regions without relying
on the symmetry of the slice or the presence of certain structures as additional contextual
information.

An example of a slice where one half of the brain but not the cerebellum and brain stem
are nulled, as well as an example where one half and the cerebellum and brain stem are
nulled can be seen in Figure 4.6.

Background Manipulation

The previously discussed augmentations all aid in the generalization of the model's ability to
discriminate the di erent regions in the brain by adding variability to the brain tissue that
is pictured. On experiments with object detection in naturalistic images, it has been found
that these whole-image augmentations alone do not help the model improve in distinguishing
the object from the background; because the object and background are always coupled with
almost no variation, the model's success in object detection may not be due to the recognition
of the object itself but its co-occurrence with the background, which would indicate that the
model has focused less on object-speci ¢ features when learning. The proposed solution is
to decouple the object and its background by using the ground truth label map to separate
the object from the original background and place it on the background of a completely
unrelated image to generate a new image sample, breaking the dependency between the
object and the background [42].

Comparing the MRI slices and the clean DANDI slice, the most noticeable di erence was
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Figure 4.6: This gure contains an example of the null half of the brain augmentation, both
when the cerebellum and brain stem are also nulled and when they are not, applied to a
feature-label slice of the KWYK slice dataset.

that the MR slice background is completely black whereas the DANDI background is a grid.
Furthermore, there is a stark contrast in intensity between the black background and gray
tissues in the MR slice, which is not present in the grayscale DANDI image. All of the slices
in the MRI dataset contained this same black background, providing very little variation
in the brain tissue-background distinction. So, it is possible that a model trained on this
data would have a limited understanding of what distinguishes the brain and the background
and would most likely learn simple features, like the stark contrast between their intensities.
This limited understanding of the distinction of brain and background would likely lead to
poor segmentation of the photorealistic brain slices, which display much more variation in
background than the MRI data the model would have been trained on. The ability to detect
the brain tissue separate from the background of the image is the rst step in segmenting
the photorealistic slices correctly, so it is crucial that the model has been trained to learn a
more robust understanding of this distinction. Adding a context decoupling augmentation
to the MRI training data may help the model achieve this.

One kind of background augmentation that was used is grids of random intensity, line
thicknesses, and cell sizes to emulate the kind of background in the DANDI image but with
greater variation. Examples of this random grid background can be seen in gure 4.7.

As seen in the general photorealistic images in Figure 1.1, however, there is a greater
variability in background than just the grids seen in the DANDI slices. While these random
grid backgrounds were likely to help the model to more easily generalize to the DANDI
images used for inference in this project, they were less likely to help the model generalize
to all photorealistic images in general.

The original context decoupling augmentation used to improve object detection in natu-
ralistic images was to draw a random new background from the distribution of backgrounds
present in the natural image dataset [42]. Such a varied distribution of backgrounds from
which a new background could be drawn did not inherently exist for the MRI data. Instead,
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Figure 4.7: This gure depicts a set of possible random grid backgrounds that could be
generated for a given feature slice.

Figure 4.8: This gure depicts a set of possible random shapes backgrounds that could be
generated for a given feature slice.

a simpli ed method to create more random variation in backgrounds was to add random
shapes of di erent intensities to the background, as shown in Figure 4.8. Adding this aug-
mentation may force the model to learn a more informative distinction between the brain and
the background rather than just intensity di erences, which could help the model generalize
to the more general photorealistic images.

If background augmentation was included in the training pipeline, it was applied with
50% probability to a sample that is selected to be augmented. If only one out of the two
background manipulation augmentations was selected to be used, it was applied with 100%
probability to any sample selected to have background augmentation. However, if it was
speci ed to use a combination of the random grid and random shape backgrounds, the ma-
nipulation option is chosen with 50% probability for a sample that is selected to have back-
ground augmentation. Since the size and intensities of the grids and the number, placement,
and intensities of the shapes were randomly chosen in these augmentations, respectively,
the resulting images had a variety of backgrounds, with some more closely resembling the
original MRI black backgrounds and others looking quite di erent.

4.2 Models

The two models that were used for this project include a variation of the U-Net [43] called
the Simple U-Net and the Segformer [44] models.
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Figure 4.9: This is the architecture of the original U-Net model [27].

4.2.1 U-Net

The U-Net model has been designed speci cally for medical image segmentation. This model
and its variations have achieved state of the art performance on many medical image segmen-
tation tasks [27] and it remains one of the most popular model architectures for segmentation,
both in 2D and 3D applications. As a result, the U-Net model served as a benchmark for
2D the segmentation task.

As seen in Figure 4.9, the U-Net architecture consists of two main halves: 1) contracting
path, which serves as the encoder, and 2) the expanding path, which serves as the decoder.
The contracting path consists of blocks containing two convolution layers that double the
image channels, followed by a max pool layer that halves the image dimensions. In doing so,
earlier blocks learn lower-level, coarser-grained information contained in the image, whereas
later blocks learn higher-level information. By contrast, each decoder block consists of
an upsampling layer to double the image dimensions, followed by a concatenation of the
upsampled image and the output from the corresponding encoder layer, followed by two
convolutional layers to halve the image channels, which increases the resolution of the feature
map. The skip connections used to concatenate the encoder output with the upsampled
image in each decoder block allows lower level information to propagate to the decoder,
which helps in localizing the features to result in a more accurate segmentation.

The Simple U-Net model used in this project contains approximately 62 million param-
eters.

37



Figure 4.10: This is the architecture of the SegFormer model [44].

4.2.2 SegFormer

The success of attention mechanisms in transforms in Natural Language Processing (NLP)
has led to the development of vision transformers [45]. While convolutional-based architec-
tures are successful in capturing local features, they struggle to model long-range depen-
dencies; transformer-based architectures, however, excel at capturing these dependencies.
Vision transformers have achieved competitive or state of the art performance with tra-
ditional convolutional-based architectures in natural imaging contexts [45]. The success of
vision transformers has led to the growing application of transformer-based models in medical
imaging tasks as well. In a survey conducted on the use of transformer-based architectures
used for medical imaging segmentation, it was found that researchers prefer U-Net based
transformer models and place the transformer structure in the encoder; these architectures
have led to improved performance when compared to the traditional U-Net model [46].

The downside of most transformer models is that they require a vast amount of data
to train the large amount of parameters. To address this issue, SegFormer, a light-weight
transformer model for image segmentation, was designed [44].

The architecture of the SegFormer model can be seen in Figure 4.10. Like other vision
transformer models, SegFormer splits the input image into patches. Unlike other transformer
models, however, SegFormer does not require the use of positional encodings. Instead, it
uses a combination of convolutional and feed-forward network to derive positional informa-
tion from the patches themselves, which leads to a more exible positional representation
and prevents a decrease in performance when the test resolution di ers from the training
resolutions. Additionally, SegFormer avoids complex decoders and instead uses a simple
MLP-based decoder that aggregates information from the di erent layers, which combines
local and global attention to result in more powerful representations. This reduces the model
complexity and the number of parameters that need to be tuned, resulting in improved per-
formance without the need for incredibly large training datasets. Five dierent sizes of
SegFormer were developed, BO being the most lightweight to B5 being the largest, which
contained the same architecture but with an increasing number of layers [44].
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Segformer has shown competitive and state of the art performance in natural imaging
segmentation tasks on the Cityscapes, ADE20K, and COCO-Stu datasets [44], but it has
recently been applied to medical imaging tasks as well. For instance, Sourget et al found
that the pre-trained SegFormer-BO model achieved the same or better results than the U-
Net on three medical imaging segmentation tasks with three di erent imaging modalities:
segmentation of cardiac structures in ultrasound images, of polyp in endoscopy images, and
of instruments in colonoscopy images [45]. However, it has not yet been applied to the
segmentation of brain images, whether MRI or photorealistic. For this project, the MiT-B1
SegFormer, the second smallest of the ve architectures, will be used because it contains
one of the fewest number of training parameters at 13 million, which is around 20% of the
parameters in the Simple U-Net model.

4.3 Evaluation

4.3.1 On MRI Data

The Dice Similarity Coe cient (DSC) or Dice Score, is used to measure the overlap between
two images, where a score of 0 indicates no overlap and a score of 1 indicates perfect overlap
[47]. Itis an established metric in medical imaging segmentation tasks [1], [6], [38]. Although
the dice score was originally designed for a binary segmentation task, Sudre et al developed
a multi-class dice score that addresses class imbalance by weighting the contribution from
each of the label classes by the inverse square of the number of pixels belonging to that class
in a batch of slices [47]. Whereas previous brain segmentation methods commonly exclude
the contribution of the background label from the dice score calculation, the weighting the
contribution of each class by the inverse of its pixel counts prevents the background class from
skewing the metric and ensures that all labels is given importance. To evaluate the trained
model's performance on segmenting 50 classes in MRI images, the generalized weighted dice
score was calculated between the model's predicted label map and the true label map for all
of the slices in the held-out test set of the KWYK slice dataset.

4.3.2 On Photorealistic Data

Using the generalized dice score described in the previous section requires a ground truth
label map against which to compare the model predictions. Because the photorealistic images
do not have a ground truth label map, generalized dice cannot be used on the DANDI
images in order to determine, quantitatively, how well the model is able to segment regions
in photographs of brain tissue. Instead, the segmentations can be qualitatively evaluated by
visualizing the segmentation map that the model outputs for a given photo.

Because the MRI images are grayscale, the models were trained on single-channel inputs,
so the DANDI images must rst be converted to grayscale. Additionally, they were resized
to the same dimensions as the MRI images that were input to the model. After this is done,
the model was evaluated on two versions of the DANDI photos, as shown in Figure 4.11:

1. No additional pre-processing, other than the initial conversion to grayscale
and resizing. This is the version of DANDI that is closest to the original photographs

39



Figure 4.11: These are two versions of the DANDI images that inference was run on to
evaluate the models' ability to segment photorealistic images. The rst column of images
have undergone no pre-processing other than being converted to grayscale and resized to
match the dimensions of the images the model was trained on. The second column of images
have had the grid background removed and replaced with all Os to more closely resemble the
MRI training data.

and therefore farther from the MRI data on which the model was trained, making it
the most challenging version of the image for the model to segment.

2. Remove the grid background and Il with black. The unaugmented MRI slices
in the KWYK slice dataset contain only a black background, whereas the original
DANDI images contain a grid background. If a model has not been trained to ade-
guately distinguish between the brain and this kind of background, it may be confused
when trying to segment the grid background, resulting in less optimal performance.
Removing the background brings the DANDI image closer to the original MRI training
data, which may make the segmentation task easier for the model.

Table 4.1: This table contains the name of each anatomical region and its mapping from the
original FreeSurfer label to its corresponding label for the 2-, 6-, and 50-class segmentations.
Any label that was not found in the FreeSurfer label column was mapped to label 0.

Index Region Name FreeSurfer Label 2-class 6-class 50-class
0 Unknown 0 0 0 0
1 Left-Cerebral-White-Matter 2 1 1 1
2 Left-Lateral-Ventricle 4 1 3 2

Continued on next page
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Table 4.1 Continued from previous page

Index Region Name FreeSurfer Label 2-class 6-class 50-class
3 Left-Inf-Lat-Vent 5 1 3 2
4 Left-Cerebellum-White-Matter 7 1 1 3
5 Left-Cerebellum-Cortex 8 1 2 4
6 Left-Thalamus-Proper 10 1 4 5
7 Left-Caudate 11 1 4 6
8 Left-Putamen 12 1 4 7
9 Left-Pallidum 13 1 4 8
10  3rd-Ventricle 14 1 3 2
11  4th-Ventricle 15 1 3 2
12  Brain-Stem 16 1 5 9
13  Left-Hippocampus 17 1 4 10
14  Left-Amygdala 18 1 4 11
15 CSF 24 1 3 12
16  Left-Accumbens-area 26 1 4 13
17  Left-VentralDC 28 1 4 14
18  Right-Cerebral-White-Matter 41 1 1 1
19 Right-Lateral-Ventricle 43 1 3 2
20  Right-Inf-Lat-Vent 44 1 3 2
21  Right-Cerebellum-White-Matter 46 1 1 3
22  Right-Cerebellum-Cortex 47 1 2 4
23  Right-Thalamus-Proper 49 1 4 5
24  Right-Caudate 50 1 4 6
25  Right-Putamen 51 1 4 7
26  Right-Pallidum 52 1 4 8
27  Right-Hippocampus 53 1 4 10
28  Right-Amygdala 54 1 4 11
29  Right-Accumbens-area 58 1 4 13
30 Right-VentralDC 60 1 4 14
31  5th-Ventricle 72 1 3 2
32  Corpus_Callosum 192 1 1 15
33  CC_Posterior 251 1 1 15
34 CC_Mid_Posterior 252 1 1 15
35 CC _Central 253 1 1 15
36 CC_Mid_Anterior 254 1 1 15
37  CC_Anterior 255 1 1 15
38 ctx-Ih-bankssts 1001 1 2 16
39 ctx-lh-caudalanteriorcingulate 1002 1 2 17
40  ctx-lh-caudalmiddlefrontal 1003 1 2 18
41  ctx-lh-cuneus 1005 1 2 19
42  ctx-lh-entorhinal 1006 1 2 20
43  ctx-lh-fusiform 1007 1 2 21
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Table 4.1 Continued from previous page

Index Region Name FreeSurfer Label 2-class 6-class 50-class
44  ctx-lh-inferiorparietal 1008 1 2 22
45  ctx-lh-inferiortemporal 1009 1 2 23
46  ctx-lh-isthmuscingulate 1010 1 2 24
47  ctx-lh-lateraloccipital 1011 1 2 25
48  ctx-lh-lateralorbitofrontal 1012 1 2 26
49  ctx-lh-lingual 1013 1 2 27
50 ctx-lh-medialorbitofrontal 1014 1 2 28
51 ctx-lh-middletemporal 1015 1 2 29
52  ctx-lh-parahippocampal 1016 1 2 30
53 ctx-lh-paracentral 1017 1 2 31
54  ctx-lh-parsopercularis 1018 1 2 32
55  ctx-lh-parsorbitalis 1019 1 2 33
56  ctx-lh-parstriangularis 1020 1 2 34
57  ctx-Ih-pericalcarine 1021 1 2 35
58 ctx-lh-postcentral 1022 1 2 36
59  ctx-lh-posteriorcingulate 1023 1 2 37
60  ctx-lh-precentral 1024 1 2 38
61  ctx-lh-precuneus 1025 1 2 39
62  ctx-Ih-rostralanteriorcingulate 1026 1 2 40
63  ctx-lh-rostralmiddlefrontal 1027 1 2 41
64  ctx-lh-superiorfrontal 1028 1 2 42
65  ctx-lh-superiorparietal 1029 1 2 43
66  ctx-lh-superiortemporal 1030 1 2 44
67  ctx-lh-supramarginal 1031 1 2 45
68  ctx-Ih-frontalpole 1032 1 2 46
69  ctx-Ih-temporalpole 1033 1 2 47
70  ctx-Ih-transversetemporal 1034 1 2 48
71  ctx-lh-insula 1035 1 2 49
72  ctx-rh-bankssts 2001 1 2 16
73  ctx-rh-caudalanteriorcingulate 2002 1 2 17
74  ctx-rh-caudalmiddlefrontal 2003 1 2 18
75  ctx-rh-cuneus 2005 1 2 19
76  ctx-rh-entorhinal 2006 1 2 20
77  ctx-rh-fusiform 2007 1 2 21
78  ctx-rh-inferiorparietal 2008 1 2 22
79  ctx-rh-inferiortemporal 2009 1 2 23
80  ctx-rh-isthmuscingulate 2010 1 2 24
81 ctx-rh-lateraloccipital 2011 1 2 25
82  ctx-rh-lateralorbitofrontal 2012 1 2 26
83  ctx-rh-lingual 2013 1 2 27
84  ctx-rh-medialorbitofrontal 2014 1 2 28
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Table 4.1 Continued from previous page

Index Region Name FreeSurfer Label 2-class 6-class 50-class
85  ctx-rh-middletemporal 2015 1 2 29
86  ctx-rh-parahippocampal 2016 1 2 30
87  ctx-rh-paracentral 2017 1 2 31
88  ctx-rh-parsopercularis 2018 1 2 32
89  ctx-rh-parsorbitalis 2019 1 2 33
90 ctx-rh-parstriangularis 2020 1 2 34
91 ctx-rh-pericalcarine 2021 1 2 35
92  ctx-rh-postcentral 2022 1 2 36
93  ctx-rh-posteriorcingulate 2023 1 2 37
94  ctx-rh-precentral 2024 1 2 38
95  ctx-rh-precuneus 2025 1 2 39
96 ctx-rh-rostralanteriorcingulate 2026 1 2 40
97  ctx-rh-rostralmiddlefrontal 2027 1 2 41
98 ctx-rh-superiorfrontal 2028 1 2 42
99  ctx-rh-superiorparietal 2029 1 2 43

100 ctx-rh-superiortemporal 2030 1 2 44
101  ctx-rh-supramarginal 2031 1 2 45
102 ctx-rh-frontalpole 2032 1 2 46
103 ctx-rh-temporalpole 2033 1 2 47
104  ctx-rh-transversetemporal 2034 1 2 48
105 ctx-rh-insul 2035 1 2 49
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Chapter 5

Experiments

5.1 Training Set-Up

Generalized dice loss was used to train all of the segmentation models. Because the dice
score ranges from O to 1, the objective of maximizing the dice score between the predicted
segmentation mask and the true segmentation mask can be converted to a minimization
objective by subtracting the dice score from 1, which gives us the dice loss.

All of the models were trained using the Distributed Data Parallel (DDP) parallelization
technique across 4 A100 or 4 V100 GPUs in order to speed up the training process. As a
result of this, the e ective batch size was 4 times the batch size speci ed in all of the below
experiments, unless otherwise speci ed. We implemented the DDP paradigm using PyTorch
Lightning Fabric. Additionally, the AdamW optimizer was used to update the model weights
during training. Various batch sizes, learning rates, and number of epochs were used for the
di erent models that were trained as a part of each experiment, and these are specied
for each experiment in the relevant sections. Model checkpoints were regularly saved, and
dice loss on the validation dataset was used to determine when to stop training; once the
validation dice loss started plateauing, training was stopped in order to prevent over tting.

5.2 Segmenting 2 and 6 classes

The goal of segmenting 50 classes in a brain slice is challenging, and it was uncertain whether
2D segmentation models are able to segment anatomical structures in 2D slices of the brain,
whether they be from an MRI or a photograph, since no current approaches exist that
demonstrate this. In order to determine whether the Simple U-Net and SegFormer models
were able to segment the 50 brain regions, we considered two simpli ed problems:

1. Segmenting 2 classes, brain tissue versus background; and
2. Segmenting 6 anatomical classes.

The class mapping for the 2- and 6-class problem can be viewed in Table 4.1.
Because these models were designed to serve as simpli ed prototypes to the 50-class
anatomical segmentation problem, they were trained on the small dataset in order to obtain
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quick, proof-of-concept results rather than incredibly robust models. For these experiments,
the pre-trained SegFormer was ne-tuned on the KWYK data using the default learning rate

of 5e-6 that was used in the SegFormer pre-training [44] and a batch size of 116, which was
empirically selected to maximize the V100 GPU utilization and memory.

5.3 Hyperparameter Tuning

Di erent batch sizes and learning rates in uence how fast and how well the models are able
to learn to segment the brain regions. Larger batch sizes train faster because they require
fewer steps per epoch, but the aggregation across larger numbers of samples in a batch may
lead to reduced performance. Larger learning rates result in larger update steps, but if the
learning rate is too large, it may prevent the model from converging; smaller learning rates,
by contrast, prevent this overshoot by updating the model parameters more slowly, but
may instead fall into local optima rather than nding the global maximum of the training
objective.

In order to determine which hyperparameter settings would result in the best 50-class
segmentation performance, a grid search experiment using various combinations of batch
size and learning rate was run for both the SegFormer and Simple U-Net architectures. To
make the grid search more time and resource e cient, the initial grid search was performed
with the small KWYK dataset. The learning rate and batch size combinations with the
most promising results on the small dataset were rerun on the medium dataset because the
larger, more representative dataset provided more conclusive results of the best batch size
and learning rate combinations to train these models. In all runs, the model was trained
for up to 100 epochs or stopped earlier if the training dice loss begins to plateau in order to
prevent over tting.

For this experiment, the pre-trained MiT-B1 SegFormer model was ne-tuned on the
KWYK slice dataset to learn the 50-class segmentation task. As a note, this experiment was
run using an earlier version of the KWYK slice dataset, which is described in more detail in
Appendix A. Although the naturalistic image data that the SegFormer model is trained on
has a di erent distribution from the MRI data that was used during ne-tuning, the primary
goal of the project is to achieve good segmentation on photorealistic images of the brain.
It is possible that the model, pre-trained on naturalistic images, has learned naturalistic
image features during pre-training that allow it to segment the photorealistic images well.
Additionally, since the SegFormer had achieved state of the art results on the naturalistic
image datasets, ne-tuning the pre-trained model may result in more computationally e -
cient training and improved segmentation performance than training from scratch since it
can take advantage of the weights learned through previous extensive training.

5.4 SegFormer Fine-Tuning vs Tuning from Scratch
The MRI images used in this project have a very di erent distribution from the naturalistic

images that the SegFormer was pre-trained on. As a result, despite the potential bene ts of
ne-tuning the pre-trained SegFormer described in the previous section, it may not be valid to
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apply a model that was pre-trained on naturalistic images to a task that is intended to operate
on medical images, whether they be MR images or photographs. Training the SegFormer
from scratch on the MRI data instead of ne-tuning one of the pre-trained models could help
address this concern. However, since a from-scratch SegFormer would have inevitably been
exposed to less training data overall than the pre-trained model, the from-scratch SegFormer
may not result in the same performance as the pre-trained SegFormer. Comparing how the
pre-trained and from-scratch SegFormer learned and performed on the 50-class segmentation
task was important in determining which approach was most appropriate for this project.
For this experiment, versions of the SegFormer model will be both ne-tuned and trained
from scratch on the medium KWYK dataset with batch sizes 128, 256, and 512, and a
learning rate of 1e-3. As a note, this experiment was run using an earlier version of the
KWYK slice dataset, which is described in more detail in Appendix A.

5.5 Augmentation Experiments

For all experiments where augmentation was included in the training pipeline, a sample
was augmented with 80% probability. Additionally, all of the models trained for these
experiments were trained with a batch size of 288 and a learning rate of le-3.

5.5.1 Simple Augmentations

In order to determine whether adding augmentations helped the model generalize better to
unseen data, rst an experiment was run comparing a version of the model trained exclusively
on unaugmented images with a version of the model trained on ane, random ip, and
intensity scaling augmentations described in Section 4.1.3 with a model that was trained
with no augmentation. If even simple augmentations such as these allowed the model to
better generalize better to the test MRI data and the photorealistic images, it provided
greater motivation to increase the variability in the training dataset with the more complex
augmentations described below. As a note, this experiment was run using an earlier version
of the KWYK slice dataset, which is described in more detail in Appendix A.

5.5.2 Cut-Outs, Masking, or Nulling Half of the Brain

As described in Section 4.1.3, the cut-out, masking, and nulling half of the brain augmen-
tations all force the model to learn more robust representations by reducing the contextual
information available during segmentation in dierent ways. The cut-out, masking, and
nulling half augmentations were intended to increase the variability past what is achieved
through the simple augmentations alone. In order to add onto the variability achieved
through the simple augmentations as described in Section 5.5.1, the training pipeline for
the models trained for this experiment included the relevant nulling augmentation out of
the three speci ed as well as all of the simple augmentations. The performance of the three
models trained for this experiment were compared to the model trained without augmen-
tation in order to determine how removing various kinds of contextual information a ected
model performance and generalizability.
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5.5.3 Background Manipulation

In order to train the model to develop a better understanding of the distinction between
brain and background, in this experiment, a combination of random shape and random grid
background augmentation were added to the augmentation pipelines described in Section
5.5.2. This resulted in three models which were trained on data augmented with:

1. A ne transformations, random ipping, intensity scaling, cut-outs, and random back-
grounds;

2. A ne transformations, random ipping, intensity scaling, masking, and random back-
grounds;

3. A ne transformations, random ipping, intensity scaling, nulling half of the brain,
and random backgrounds.
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Chapter 6

Results

6.1 Segmenting 2 and 6 Classes

As seen in Figure 6.1, the SegFormer model achieved high training and validation dice
scores, with the validation dice score reaching 0.984 after 200 epochs of training. This model
achieved a dice score of 0.985 on the test dataset. Example binary segmentations predicted
by the SegFormer along with their individual dice scores are shown in Figure 6.2.

Similarly, as seen in Figure 6.3, the SegFormer model achieved high training and dice
scores for the 6-class segmentation problem, reaching a validation dice score of 0.854 after
200 epochs. This mode achieved a test dice score of 0.890. As seen through these experi-
ments, though both models achieve relatively high dice scores, the dice score decreases as the
number of possible classes, and therefore segmentation di culty, increases. Example 6-class
segmentations on MRI data are shown in Figure 6.4.

6.2 Hyperparameter Tuning

The grid search results using the medium dataset for the Simple U-Net and pre-trained
SegFormer models are summarized in Figure 6.5. Each cell in the grids in the gure contains
the highest training and validation dice scores achieved for the run trained on the small
dataset with the batch size and learning rate speci ed by the row and column of the grid,
respectively.

As seen through these tables, the SegFormer model consistently achieved higher dice
scores than the Simple U-Net for the 50-class segmentation problem. Thus, all subsequent
experiments were run using the SegFormer model instead of the Simple U-Net model.

Although it seems like a learning rate of 1le-2 resulted in similar performance as le-3 for
the SegFormer model based on the dice scores in Figure 6.5, the training curves for le-2
were much less stable. Additionally, the results indicate that changing the learning rate
had a greater e ect on the model's performance than changing the batch size. Thus, for all
subsequent experiments, a learning rate of 1e-3 was used and the batch size was chosen to
maximize the GPU memory and utilization, which was empirically found to be a batch size
of 288 for the uncropped KWYK dataset described in Section 4.1.1.
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Figure 6.1: This is the training and validation dice score curves over the course of ne-tuning
the pre-trained MiT-B1 SegFormer on the KWYK slice dataset to segment 2 classes.

Figure 6.2: These are the feature slice, ground truth label map, and label map predicted by
the ne-tuned SegFormer model for the binary segmentation problem.

6.3 SegFormer Fine-Tuning vs Training From Scratch

The validation dice score by number of epochs for the three versions of the ne-tuned and
trained-from-scratch SegFormer after training for 300 epochs are shown in Figure 6.6.

As seen through these training curves, the ne-tuned model initially learned faster than
the from-scratch model, as indicated by the steeper increase in validation dice score in the
earlier epochs of training. However, after training for many more epochs, once the validation
dice score plateaued and the model seems to have converged, it can be seen that the ne-
tuned and trained-from-scratch SegFormer models that were trained using the same batch
sizes achieved similar dice scores, with a di erence of at most 0.03 between the two models
when the batch size was 512.

Because the ne-tuned and trained-from-scratch SegFormer models performed almost
identically well, for the following experiments, the SegFormer was always trained from scratch
to ensure that the model learns features relevant to the brain imaging data.

Example 50-class segmentations predicted on MRI data by a SegFormer model trained
from scratch with a batch size of 288 and a learning rate of 1e-3 are shown in Figure 6.7.

Additionally, the predicted segmentations for the original and background-removed DANDI
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Figure 6.3: This is the training and validation dice score curves over the course of ne-tuning
the pre-trained MiT-B1 SegFormer on the KWYK slice dataset to segment 6 classes.

Figure 6.4: These are the feature slice, ground truth label map, and label map predicted by
the SegFormer that was ne-tuned for the 6-class segmentation problem.

images by the 2-class, 6-class, and 50-class segmentation models, which all achieved high val-
idation dice scores between 0.7-0.99, can be seen in Figure 6.8.

6.4 Augmentation Experiments

6.4.1 Simple Augmentations

For this experiment, two SegFormer models were trained for 200 epochs each: the rst
model was trained without any data augmentation, and the second model was trained with
the combination of simple augmentations described in Section 5.5.1. Plots comparing the
training and validation dice score curves of these two models are shown in Figure 6.9.
Looking at the training curve alone, it appears that after 200 epochs the model without
data augmentation achieved slightly higher dice scores than the model with data augmen-
tation. However, they achieved nearly identical validation dice scores. Moreover, if the nal
training dice score is extended to overlap with the validation dice score as shown with the
dashed lines, it can be seen that the the training and validation dice scores of the model
trained with data augmentation were closer than the training and validation dice scores of
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Figure 6.5: The grids picture here contain the hyperparameter grid search results for the
SegFormer and Simple U-Net models. Each cell in the grids contains the highest training
and validation dice scores achieved for the run trained on the small dataset with the batch
size and learning rate speci ed by the row and column of the grid, respectively.

the model without augmentation.

Figure 6.10 compares the two models' predicted segmentation of the DANDI images.
It is interesting to note that, while both models struggle to correctly segment all of the
background as background and identify the correct regions present in the image, before data
augmentation is added, the model only identi es the outline of the brain tissue area but
still segments the areas inside the tissue area largely as background; however, once data
augmentation is added the model segments nearly the entire tissue area as a single region.
Even though this segmentation is incorrect, segmenting the entire tissue region as one label
and the background as di erent labels indicates that the model has a better sense that the
tissue area is indeed di erent than the overall image background.

6.4.2 Cut-Outs, Masking, or Nulling Half of the Brain

A number of smaller experiments were run with various cut-out and masking lengths through
which it was determined that the best-performing mask length was 64 pixels whereas the best-
performing cutout length was 32 pixels, so these were the masking and cut-out con gurations
used for this experiment.

The training and validation dice score curves over the number of epochs for the cut-out,
masking, and nulling half of the brain experiments, are depicted in Figure 6.11, along with
those of the no augmentation trained-model for comparison. The nal train, validation, and
test dice scores for all four of these runs are included in Table 6.1.

Similar to the results of the simple augmentation experiment, the train and validation
dice scores of the augmented runs in this experiment were closer than the train and validation
dice scores of the non-augmented run. Interestingly, in this experiment, the augmented runs
had a slightly higher validation dice score than train dice score at the end of 300 epochs.

Looking at the learning curves, in Figure 6.11 the mask 64 run had a steeper slope than
the other two augmentation runs for the rst half of the experiment, which indicates that
the mask augmentation caused the model to initially learn the segmentation faster.

52



Figure 6.6: This is a plot of the validation dice score curves for the 50-class segmentation
task for both the pre-trained and trained-from-scratch SegFormer model at various batch
sizes.

Figure 6.7: These are the feature slice, ground truth label map, and label map predicted by
the SegFormer model that was trained from scratch on the 50-class segmentation problem.

The results of running inference on the DANDI photorealistic images, both with and
without the original background, for all four runs are shown in Figure 6.12. As seen in the
rst row, the models trained with data augmentation picked up less of the grid background
than the model trained without augmentation, although they still segment the majority of
the brain as background. Additionally, looking at the second row where the background has
been removed to simplify the segmentation task, the augmentation models segment a greater
variety of classes than the model trained without augmentation.

6.4.3 Background Manipulation

The experiments in the Section 6.4.3 were repeated, but with random grids and random
shapes added as a background augmentation.

Similar to Figure 6.11, the training and validation curves for the four runs are shown
in Figure 6.13. The nal train, validation, and test dice scores for all four of these runs
are included in Table 6.2. Additionally, plots comparing the validation dice curves from
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Figure 6.8: These are the predicted segmentations of the DANDI 108 images by the 2-, 6-,
and 50-class segmentation models.

Figure 6.9: These are the training and validation curves for the 50-class models trained from
scratch on the KWYK slice data, one with no augmentations, and one with a combination
of a ne transformations, horizontal ips, and intensity scaling augmentations.

this set of experiments and from the experiment in Section 6.4.3 are included for all of the
augmentation runs in Figure 6.14.

As seen in Figure 6.14 adding background augmentations to these experiments caused
the model to initially learn faster, especially for the cut-out and nulling half of the brain
experiments, which can be observed from the steeper slopes of the background runs.

The DANDI segmentation results for these experiments are included in Figure 6.15.
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