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ABSTRACT

Computational Fluid Dynamics (CFD) is an key tool in the design of aircraft, allowing
engineers to predict the performance of a configuration without having to conduct expensive
physical tests. However, in order to move to a greater reliance on CFD, the industry requires
a high level of accuracy and fast turnaround time, which current methods cannot deliver.
In recent years, the rapid development of the GPU industry has led to an explosion of
computational power with the GPU architecture. This has allowed wall-modeled large eddy
simulation (WMLES), a higher fidelity simulation technique, to become practical for industry
use. WMLES requires the use of both a sub-grid scale (SGS) model and a wall model in order
to close the system of equations for integration. Although WMLES delivers an improvement
over previous methods, classical SGS and wall models do not deliver the accuracy required
by the aviation industry. To help close this gap, we introduce a GPU-compatible version
of the Building-Block Flow Model (BFM), a machine learning based unified sub-grid scale
and wall model for LES introduced in [1]. In this thesis, we discuss the implementation
of the BFM for GPU, timing of the BFM versus other closure models for WMLES, and a
variety of tests with the BFM designed to evaluate its performance, and possible avenues of
improvement.

Thesis supervisor: Adrián Lozano-Durán
Title: Boeing Associate Professor of Aeronautics and Astronautics
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Chapter 1

Introduction

Turbulent �ows are ubiquitous both in nature and in engineering. Understanding and con-

trolling them would mean leaps forward in the design and analysis of aircraft, among many

other things. Unfortunately, this understanding lies behind a complex web of di�erential

equations which have proven thus far too di�cult and too costly to solve accurately. This

has given rise to the �eld of Computational Fluid Dynamics (CFD), which seeks reasonable

answers to these complex �uid motion problems. However, current CFD methods are unable

to meet the accuracy requirements of the aviation industry [2]. Improving these methods

opens the possibility of certi�cation-by-analysis, which has long been a goal of the aviation

industry, and could save billions of dollars in the design process of new aircraft [3]. Not only

this, but a better understanding of turbulent �ows could help dramatically reduce fuel and

energy usage across a wide range of industries.

1.1 Turbulent Flows

Turbulent �ows are characterized by their chaotic and multi-scale dynamics, which is pre-

cisely what makes them di�cult to analyze accurately. Fluid motion in the regimes consid-

ered here is governed by the Navier-Stokes equations, which encode the conservation of mass,

momentum, and energy. The non-linearity of this set of partial di�erential equations makes
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posing a general solution nigh impossible, so in order to make progress, the equations are

discretized in space in order to yield a �nite problem. As the Reynolds number of the �ow

increases, however, discretizing even a simple geometry with a grid �ne enough to capture

the smallest �uid motions becomes too computationally expensive to manage. Resolving all

of the scales of �uid motion is known as Direct Numerical Simulation (DNS), and will likely

remain out of reach on aircraft-like geometries for a long time to come. Previous analyses

have shown that the number of grid points required to resolve all scales in the �ow scales

as Re9=4, and the timestep required scales as Re3=4 [4]. With many �ows of interest having

Reynolds numbers in the tens or hundreds of millions, it is easy to see how this can become

infeasible.

Clearly, we must use a coarser grid than DNS requires if we wish to simulate the �ow over

aircraft in a reasonable time. However, simply discretizing and solving the Navier-Stokes

equations on a coarser grid changes the physics being modeled, and leads to poor results.

Thus, various strategies to maintain something closer to the original physics have emerged.

1.1.1 Reynolds-Averaged Navier Stokes

One of the most practical of these is the Reynolds-Averaged Navier-Stokes (RANS) method.

The basis of this method is to use the Reynolds average, which splits a variable into its

steady and �uctuating components. It is de�ned as

u(x; y; z; t) = hui + u0; (1.1)

where h�i is an ensemble average, and0 denotes the remaining �uctuating quantity. The

RANS method applies this average to the Navier Stokes equations, then drops all �uctuation

terms to solve for the ensemble averaged �ow �eld. However, in that equation remains one

term involving the �uctuation terms: hu0
i u

0
j i . The model does not solve for the �uctuations,
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so they must be estimated by a closure model, which attempts to estimate them from other

information about the �ow.

While the practicality of the RANS method cannot be understated, there are natural limits

on the accuracy possible with a completely steady simulation of unsteady phenomena. One

of the �ows of interest in this thesis is the landing con�guration of an aircraft; massive

separation is common in this con�guration, which is a fundamentally unsteady process. As

such, practical alternatives are necessary.

1.1.2 Wall-Modeled Large Eddy Simulation

The next logical step is the Large Eddy Simulation (LES) approach, which retains the

unsteady nature of the equations, but resolves only the large scale features of the �ow. As

mentioned earlier, this is essentially what is done by solving the Navier-Stokes equations on

a coarse grid. In order to preserve the physics of the original problem, spatial �ltering of

the equations is done, which yields the unresolved term needed to account for the neglected

scales. Again, a closure model is needed in order to estimate this term. This process will be

described further in Chapter 2.

Described above is wall-resolved LES, where the boundary conditions from the DNS remain

in place, but the �ow is spatially �ltered. While this does provide some reduction in the grid

requirements, it is not nearly enough. Yang and Gri�n provide estimates of the grid-point

scalings for DNS and LES of a �at plate, reporting that the requirement for DNS scales as

Re2:91
L x

, and the requirement for LES scales as Re2:72
L x

[5]. The lack of reduction stems from the

need to fully resolve the �ow near the wall, in order to apply a no-slip boundary condition.

Wall-modeled LES (WMLES) solves this problem by coarsening the grid all the way to the

wall, and relying on another model to predict the stress imposed on the wall by the �ow.

By Newton's Third Law this stress is also imposed by the wall back onto the �ow, so it is

imposed as a boundary condition on the cell closest to the wall. Including this wall model

drops the grid requirement scaling from Re2:72
L x

down to Re1:14
L x

[5]. In practical applications,
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WMLES requires approximately three orders of magnitude more points than a comparable

RANS simulation of a complex �ow [6]. While costly, this means WMLES achieves practical

computational cost for large-scale complex �ows such as aircraft, with current computational

resources.

1.2 Turbulence Modeling

In this thesis, we are primarily concerned with LES turbulence closure models. Developing

these closure models amounts to modeling the e�ect of the neglected small scale motions of

the �ow, known as the sub-grid scale, based only on information taken from the simulated

large scale ones. Many closure models have been developed based on in the past, such

as the Vreman model [7], similarity model [8], deconvolution model [9], and the Dynamic

Smagorinsky Model [10] which will be discussed in detail later. Most of these models rely on

physical assumptions about the �ow, such as a balance of energy production and dissipation

at the small scales, in order to derive expressions for the sub-grid scale stresses.

Recently there has been a shift towards data-driven turbulence modeling, as machine learning

techniques become more popular, and high quality training data becomes more accessible.

These data-driven approaches follow a wide range of methods, but mostly share the same

goal as the physics-based models: predict the sub-grid scale stress tensor, which governs the

e�ects that we are interested in modeling.

1.3 Building Block Flow Model

This thesis is primarily concerned with a closure model known as the Building Block Flow

Model (BFM). The concept for this model was �rst introduced in [11] for wall models, which

give an estimate of the wall shear stress in under-resolved simulations. This concept was

extended to general sub-grid scale models in [1]. The model detailed in [12] is the version

discussed in this thesis. The underlying assumption of the model is this: at very small scales,
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any �ow behaves locally similar to a small set of `building block' �ows. These building

blocks include boundary layers in equilibrium, favorable and adverse pressure gradients, and

separated �ows. The model is described in detail in Chapter 3. Some of the material of this

thesis has been published in [12].

1.4 GPU Acceleration

A key part of the advances in CFD in recent times have come because of the improvement

and adoption of the Graphics Processing Unit (GPU) architecture. This speedup comes

primarily from the speed of the GPU on simple arithmetic operations. GPUs are designed

to perform these operations extremely quickly, at the cost of memory management speed.

This lends itself well to the local operations performed in CFD, such as timestepping, viscous

and convective �ux calculation, and turbulence calculation [13]. Cadence Technologies, the

purveyor of the CFD software used in this thesis, claims that they are able to compute

more than 9 times as many simulations with their GPU accelerated code compared with the

CPU code, for the same compute cost [14]. In past works, the BFM has been introduced

exclusively for CPU-based CFD solvers. Based on the speed-ups claimed, it was deemed a

priority to extend it to the GPU architecture.

1.5 Objective

In this thesis, I introduce a GPU-capable version of the sub-grid scale model detailed in [12],

and benchmark its performance versus the previous CPU version. I propose a test program

of complex �ows to test the performance of the model in a variety of relevant and challenging

settings. I then analyze results from a number of these test cases, in order to characterize its

performance. I also provide recommendations on how to improve the model in subsequent

versions, based on the performance of the current iteration.
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Chapter 2

Theory and Background

2.1 Compressible Navier-Stokes Equations

Fluid motion in the continuum limit is governed by the compressible Navier-Stokes equations.

The �rst of these equations enforces the conservation of mass:

@�
@t

+
@�ui

@xi
= 0:

Note that repeated indices imply summation.

The second equation, written here for thei -th coordinate direction, enforces the conservation

of momentum:
@�ui

@t
+

@�ui uj

@xj
= �

@p
@xi

+
@�ij
@xj

:

Here � ij is the viscous stress tensor.

Finally, we have an equation to enforce the conservation of energy:

Cv
@�T
@t

+ Cv
@�uj T

@xj
= � p

@uj
@xj

+ � ij
@uj
@xi

+
@

@xj

�
�

@T
@xj

�
:

HereCv is speci�c heat at constant volume,T is temperature, and� is thermal conductivity.

As discussed in Chapter 1, these equations are not solvable for almost any practical �ows
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of interest, so they are discretized using a variety of numerical methods, such as �nite

di�erences, �nite volumes, �nite elements, among others. While the problem is solvable

once discretized, it remains prohibitively expensive, with aircraft-scale simulations requiring

O(1020) degrees of freedom to fully resolve. Thus, we turn to the methods outlined in the

introduction, in this case WMLES.

2.2 Large Eddy Simulation Governing Equations

In essence, WMLES simply applies a spatial �lter to the �ow, in order to remove the problem-

atic small scales. With the smallest scales gone, the grid and timestep requirements of DNS

are signi�cantly relaxed. However, applying this �lter is not without its own complexities,

some of which this thesis is dedicated to addressing. In recent years, computational power

has progressed to the point where computing complex �ows using this method is feasible.

The remainder of this section is devoted to explaining the derivation of the governing equa-

tions of LES. We denote this spatial averaging as�� (x ; t) = � � G, where� represents convo-

lution with the �lter G. This results in the following equations:

@��
@t

+
@�u i

@�x i
= 0

@�u i

@t
+

@�u i uj

@xj
= �

@�p
@xi

+
@�� ij

@xj

Cv
@�T
@t

+ Cv
@�u j T

@xj
= � p

@uj
@xj

+ � ij
@uj
@xi

+
@

@xj

�
�

@T
@xj

�

However, our goal is to solve the problem for only�ui (x ; t); �� (x ; t); �T(x ; t); �p(x ; t), which

means that any terms which contain a product of variables inside an average, such as�u i ,

cannot be exactly calculated. However, Favré proposed a density weighted averaging �lter

e� =
��
��

;
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which allows us to eliminate some of these dependencies [15]. We apply this operator, known

as the Favré average, toui ; T; � and perform some simpli�cations to obtain the compressible

LES equations:

@��
@t

+
@�� eui

@xi
= 0 (2.1)

@�� eui
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+

@�� eui euj

@xj
+

@�P
@xi

�
@e� ij

@xj
= �

@�SGS
ij

@xj
+

@
@xj

(� ij � e� ij ) ; (2.2)
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� Cv
@qSGS
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(2.3)

qSGS
i = gui T � eui

eT

Here � ij is the Kronecker delta, which is 1 ifi = j and 0 otherwise.

Despite these manipulations, the equations are unclosed. There are terms in both the mo-

mentum and energy conservation equations which are not resolved by the simulation, so

must be estimated by an SGS model. The main aim of turbulence modeling for LES is to

close these equations, by providing a model for� SGS
ij and qSGS

j as a function ofeu; eT ; ��; �p. In

this thesis, we will focus on the momentum closure model, and use classical methods for

estimating qSGS
j . In this case, the SGS heat �ux is computed asqSGS

j = (��� t=Pr)@eT=@xj ,

where Pr is the turbulent Prandtl number, taken as0:9.
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2.3 SGS Stress Modeling

While some methods attempt to approximate the full tensor� SGS
ij , such as [16], predicting

the full 6 components can add signi�cant complexity to the already challenging modeling

problem. To simplify the task we take up the Boussinesq hypothesis, which posits a rela-

tionship between the SGS stress and the resolved stress through a �ctitious viscosity, known

as the eddy viscosity� t [17]. This relationship takes the form

� SGS
ij = � 2��� t

�
eSij �

1
3

� ij
eSkk

�
;

where eS is the resolved portion of theSij de�ned above. The modeling task is now to

compute a �eld � t (x; y; z; t) which correctly accounts for the missing dissipation in the lower

scales.

In further sections, all �ltered quantities, both Favré averaged and spatially averaged, will

be denoted with an overbar for simplicity.

2.3.1 Dynamic Smagorinsky Model

There are several SGS models commonly used in the aviation industry, but in this thesis

the primary model used for comparison is the Dynamic Smagorinsky Model (DSM). The

derivation of the model is included here, from [10].

The DSM is an adaptation of the classical Smagorinsky model, an eddy-viscosity based

model built on the assumption that the energy in small scales is balanced between dissipation

and production. This assumption leads to the following:

� t = ( CS�) 2 �
�S

�
� ;

where � is the grid spacing,CS is the Smagorinsky constant, and
�
�S

�
� =

�
2Sij Sij

� 1=2
is

the magnitude of the resolved rate-of-strain tensor. However, the value of the constant is a
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modelling choice, and the optimal value depends on the local �ow condition, which makes

it di�cult to tune in a practical manner. In order to solve this problem, Germano et. al.

proposed the following adaptation.

Introduce a second �lter, of width

(

� , which is wider than the original �lter. This is called

the test �lter, and will be denoted by �� in this section. Applying the test �lter to equation

2.2 gives a new sub-grid scale stress termTij =

(

ui uj �

(

u i

(

u j and a resolved stress term

L ij =

(

ui uj �

(

u i

(

u j . Note that the relation L ij = Tij � (� ij holds, and that L is exactly

computable. The authors exploit this identity to calculate a locally tuned value of the

Smagorinsky coe�cient, given the instantaneous �ow conditions. Using the Smagorinsky

model to approximate both� ij and Tij yields

� ij �
� ij

3
� kk ' � 2C� 2jSjSij

Tij �
� ij

3
Tkk ' � 2C

(

� 2j
(

S j
(

S

Manipulation of these equations yields the following:

L ij Sij = � 2C
�

(

� 2j

(

S j

(

S ij Sij � � 2

(

jSjSij Sij

�

From this, C is easily calculable.

The authors note that the term in parentheses can go to 0, making the method unstable.

To remedy this, they introduce a local space- and time-averaging operation, which alleviates

the issue.

The intuition behind the DSM is that L ij provides an estimate of the impact of re�ning

the grid from spacing

(

� to � . This estimate is then extrapolated to account for the scales

that remain unresolved in the �ner grid. Further details, along with a priori and a posteriori

tests can be found in [10].
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2.3.2 Equilibrium Wall Model

In DNS simulations, a no-slip boundary condition can be used at the wall, because the grid

is su�ciently �ne to resolve the near-wall velocity pro�le. However in WMLES, as the name

suggests, a wall model is required in order to achieve accurate results. In this case, the wall

model must output the value of� w , the shear stress at the wall. There are many types of wall

model, but the one used for comparison in this work is the equilibrium wall model (EQWM)

of Kawai et al. [18]. The model will only be outlined here, and the reader is directed there

for a thorough explanation.

The EQWM �ts into a wider class of wall-stress models, which approximate the wall

shear stress� w at the boundary and apply it as a boundary condition to the �ow. In this

case, the wall model approximates the wall shear stress by solving a 1-D ordinary di�erential

equation, which is the result of applying the equilibrium boundary layer approximations to

the RANS. They are as follows, wherey is the wall-normal coordinate,� t is the RANS eddy

viscosity, T is the temperature,cp is the speci�c heat capacity at constant pressure, anduk

is the wall-parallel velocity:

@
@y

�
(� + � t )

@uk
@y

�
= 0

@
@y

�
(� + � t )uk

@uk
@y

+ cp

�
�
Pr

+
� t

Prt

�
@T
@y

�
= 0

These di�erential equations are supplemented with two boundary conditions: a no-slip con-

dition at the wall, and a matching condition at some heighthwm , where the wall-parallel

velocity and temperature are imposed from the instantaneous LES �ow �eld. In the case of

incompressible, constant temperature �ow, this model simpli�es to the well-known log-law

model. Solving these equations gives the value of� w which matches the outer �ow behav-

ior, assuming that the �ow is in equilibrium, meaning there are no pressure gradients and

no unsteady behavior. One of the main aims of [11] was to extend wall models to include
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non-equilibrium e�ects, and the models presented in this thesis continue that goal.

2.4 Computational Solver

As discussed above, the aim of this thesis is to introduce a combination SGS and wall model

which is accurate across a wide array of �ow regimes. SGS and wall models operate inside

a solver, which integrates the closed system of equations to obtain an approximate solution

for a given grid and boundary conditions. For this purpose, we use the software developed

by Cascade Technologies:stitch for grid generation andcharLES for solving.

2.4.1 Stitch

The Cascade native grid generation software,stitch, generates grids de�ned by three dimen-

sional clipped Voronoi diagrams [19]. A Voronoi diagram is a mathematical concept which,

given a number of seed point locations, divides space into regions based on which seed point

each point in space is closest to. An example of a two-dimensional Voronoi diagram is shown

in Figure 2.1.

Figure 2.1: An example two-dimensional voronoi diagram, generated by splitting space by
which generating point (black dot in the �gure) is closest. Image adapted from [20].

Given a set of generating points, there are several algorithms which can compute the
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Figure 2.2: Slice of the grid for the NASA High-Lift Common Research Model, generated
with the stitch staggered point seeding and Voronoi diagram technique.

unique Voronoi diagram resulting from their arrangement inO(n logn) time [21]. Thestitch

software makes use of this, along with the fact that divide and conquer strategies make the

algorithms massively parallelizable.

This technique greatly simpli�es the task of grid generation, making it only a choice of

where to place the generating points.Stitch can handle this also, using staggered point seed-

ing. This gives the ability to set a background mesh resolution, which uniformly distributes

points inside the watertight domain, and to specify re�nement regions where the density of

points is upped by powers of two. Using this algorithm results in locally isotropic hexagonal

close-packed grids, which help to limit numerical dissipation [22]. The Voronoi algorithm

ensures that the cell boundaries are normal to the line which connects any two neighboring

generating points, as can be seen in Figure 2.1, which also helps reduce numerical dissipation.

A slice of an example grid is shown in Figure 2.2. Note that while the Voronoi diagram need

not be locally isotropic, as shown in Figure 2.1, the staggered point seeding method ensures

this local isotropy.
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2.4.2 charLES

The numerical solver that we employ is charLES, also developed by Cascade Technologies.

It is a second-order compressible �nite volume solver, which uses an approximately entropy-

conserving �ux scheme to further limit numerical dissipation [22]. For time integration,

charLES uses a �ve-stage strong stability-preserving Runge-Kutta scheme [23]. The code

is GPU compatible and remains e�cient when scaled across many nodes and GPUs, which

makes it ideal for use in large cases.

The CPU and GPU versions of charLES utilize slightly di�erent numerical schemes, which

can lead to slightly di�erent results. Figure 2.3 shows a comparison between the velocity,

eddy viscosity, and root mean squared velocity in a simulation using the Vreman SGS model

and the EQWM, between CPU and GPU versions of the charLES. The Vreman model is an

algebraic SGS model introduced in [7], which involves no �ltering or clipping procedures. It

was used in this case because its simple architecture should mean its performance is more

similar across CPU and GPU implementations. Note that the velocity at the �rst point o�

the wall is slightly lower in the GPU version, due to the di�erences in numerics. Additionally,

while the u and urms in the inner channel are nearly identical, the� sgs which produced these

results are signi�cantly di�erent. Thus, we do not expect that the pro�les will match exactly

when we compare the BFM CPU and GPU results on this case later in this thesis.
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Figure 2.3: hui , h� SGSi , andh(u � h ui )2i 1=2 computed in a turbulent channel �ow Re� = 4200,
with the Vreman SGS model and EQWM. Green lines are the CPU version and red lines are
the GPU version of the charLES code.
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Chapter 3

Building-Block Flow Model

In this chapter, we lay out the key concepts of the Building-Block Flow Model, which has

been introduced previously in [11], [1], and [12]. The novel work in this thesis is not the model

itself, but the extension to a GPU-enabled solver and subsequent tests of the model. There

are two versions of the model discussed here, which are termedBFMv0.1.0and BFMv0.2.0.

These two versions use similar architectures, and the di�erences lie primarily in the data

used to train the models. The speci�c di�erences will be discussed in detail later in this

chapter.

As mentioned in the introduction, the key modeling assumption in the formulation of the

BFM is that the small-scale dynamics of any �ow can be accurately represented by the

small-scale dynamics of a �nite set of `building block' �ows, which can be exactly computed.

We attempt to �nd this mapping, in order to predict the e�ect of the small scales in cases

which are too complex to compute exactly.

LES generally requires both a SGS model, which accounts for the stress in the �ow arising

from the velocity �uctuations at scales smaller than that of the grid we are solving the

equations on, and a wall model, which models for the e�ect of a no-slip wall in our coarse

grid. The BFM serves both of these roles, providing an eddy viscosity approximation in the

�ow, and a wall shear stress approximation on the boundaries. The BFM addresses both
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of these aims together, providing a prediction for� w at each wall face, and a prediction for

� SGS
ij at every control volume in the �ow.

3.1 Inputs

In order for the model to be generalizable, we require a few properties:

ˆ Non-dimensional inputs

ˆ Translational and rotational invariance

ˆ Galilean invariance

To this end, we propose that the eddy viscosity is a function of the �rst 6 invariants of

the resolved rate-of-strain and rate-of-rotation tensors�Sij = 1=2
�

@�u i
@xj

+ @�u j

@xi

�
and �Rij =

1=2
�

@�u i
@xj

� @�u j

@xi

�
, as well as the local grid size and when relevant, the wall-parallel velocity

uk:

� t = f (I 1; I 2; I 3; I 4; I 5; I 6; � ; uk); (3.1)

whereI j are the 6 invariants, de�ned as
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� �S2
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�
; I 2 = tr
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ij

�
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ij

�
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� �S2
ij
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ij

�
; I 6 = tr

� �S2
ij

�R2
ij

�Sij
�Rij

�

To approximate this function, both theBFMv0.1.0andBFMv0.2.0use two fully connected

feed-forward ANNs. For an review of feed-forward ANNs, see [24]. The �rst network is

applied only on wall-adjacent control volumes, and is referred to as the inner model. The

second is applied on all other control volumes, and is referred to as the outer model. Note

that the wall-parallel velocity is only given as an input for the inner model for theBFMv0.2.0,

and is not an input for the inner model of theBFMv0.1.0. The inputs for each model are

shown in Table 3.1.
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These ANNs return a non-dimensional eddy viscosity, which is dimensionalized and then

clipped to be positive. This clipping was added to improve the stability of the model.

BFM Version Inner Model Outer Model Wall Model

BFMv0.1.0 I 1; I 2; I 3; I 4; I 5 I 1; I 2; I 3; I 4; I 5; I 6 y? ; uk; �

BFMv0.2.0 I 1; I 2; I 3; I 4; I 5; uk I 1; I 2; I 3; I 4; I 5 y? ; uk; �

Table 3.1: Inputs for the ANNs that make up theBFMv0.1.0and BFMv0.2.0.

To predict the wall-shear stress, both theBFMv0.1.0 and BFMv0.2.0 use wall models

adapted from [11], which predict� w as a function of�; u jj ; and y? , the wall-normal distance.

This comprises the third ANN in each of the models. A schematic of the model is shown in

Figure 3.1.

wall

� t:::
S, R

uk, S, R ; y?

� t:::

� w:::

f outer

f wall

gwall

Figure 3.1: Schematic of the building-block �ow model (BFM). Left is a cross-section of
a mesh close to the wall. An �outer� control volume is highlighted in red, and an �inner�
control volume in green. In the outer control volume, the local �ow conditions are used to
calculate Sij and Rij , the rate-of-strain and rate-of-rotation tensors, which are then passed
into f outer , to calculate � t . For the inner control volume, the local �ow conditions are used to
calculateSij ; Rij and uk. y? , the distance from the wall to the center of the control volume,
is also computed. All of these quantities are passed intof wall and gwall , to calculate � t and
� w .
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3.1.1 Non-Dimensionalization

In order for the model to be generalizable, all the inputs that the BFM takes must be

non-dimensional. However, as discussed in [1], there are an in�nite number of valid non-

dimensionalizations of this problem. Di�erent non-dimensionalizations can allow us to dis-

criminate much more e�ectively between �ow regimes, greatly simplifying the task of pre-

dicting the SGS behavior given the invariants. It can also allow the model to extrapolate

to Reynolds numbers that it was not trained on with much greater accuracy. The two ver-

sions of the BFM considered in this work use di�erent characteristic scales in order to non-

dimensionalize the relevant variables, described below. Each model de�nes a characteristic

length scaleL and characteristic velocity scaleU, which are then used to non-dimensionalize

the invariants and eddy viscosity.

The BFMv0.1.0uses a fully viscous scaling for inner, outer, and wall models:

U = �= � ; L = � =
p

3 � V 1=3;

where� is the local laminar viscosity, andV is the volume of the cell in question.

The BFMv0.2.0uses a semi-viscous scaling for both the inner and outer models:

U =
q

I 1=2
1 �; L = � = V1=3;

where I 1 is the �rst invariant, as de�ned in Equation 3.2. For the wall model, the fully

viscous scaling is used.

3.2 Training Data

As with most machine learning models, much of the art in developing the BFM is in generat-

ing and selecting the correct training data. For a complex problem like turbuence modeling,
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Figure 3.2: Schematic of the BFM training process. Mean velocity pro�les and shear stress
values are computed from DNS data, and are used to correct WMLES runs with an exact
value for � t , called � �

t . The resulting � �
t values are saved, along with the corresponding

invariant values. These pairs are used for training with a classic back-propagation algorithm.

obtaining this data is not straightforward. An outline of the training work�ow for the BFM

is shown in Figure 3.2, and each of the steps shown there will be discussed in detail in

this section. As the name suggests, the training data for the BFM is drawn from several

`building-block' �ows, which are chosen to represent a broad range of SGS dynamics.

3.2.1 Exact-WMLES

The supervised learning strategy taken with the BFM, requires input-output pairs off I 1; : : : ; I 6g !

� t in order to train the model. However, getting this data is not as simple as performing

post-processing on a simulation run at DNS resolution, due to the discretization and nu-

merical errors inherent to implicitly �ltered LES. For a more in depth exploration of this

phenomenon, refer to [25]. Due to these errors, we cannot generate training data by com-

puting the exact subgrid Reynolds stress present in the building block �ows, because we are

not guaranteed that it will actually result in a perfectly accurate LES simulation. That is,

even if we provide the LES solver with the exact subgrid stress, it will not necessarily arrive

at the exact same answer as the �ltered DNS.

Thus, what we seek instead is a value of the eddy viscosity which will result in an exactly
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