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ABSTRACT

In many scenarios, players exhibit inherent limitations in various aspects of their ca-
pability to generate maximally rational play in strategic games. Modeling such capability
limitations and elucidating their implications will advance our understanding of the strate-
gic interactions among players. In this thesis, I study two novel settings where players have
limited capabilities. I formalize a hierarchy of capabilities and study related equilibrium con-
cepts, computational complexity, solution algorithms, and the impact of varying capabilities
on game outcomes.

The first limited-capability setting is limited-perception games. I focus on a class of one-
shot limited-perception games. Such games extend simultaneous-move normal-form games
by presenting each player with an individualized perception of the true game. Players’
payoffs are determined by the true game hidden from players. The accuracy of a player’s
perception is determined by the player’s capability level, with a higher level corresponding to
a more accurate perception. I study both capability-oblivious and capability-aware players.
A capability-oblivious player does not know they have limited perception and therefore
plays the optimal strategy of their perceived game. I present payoff bounds and other
predictable behavior of capability-oblivious players in a special class of limited-perception
games. A capability-aware player reasons with the set of possible true payoff functions and
other players’ perceptions and incentives to maximize their own objective (e.g., the worst-case
payoff) based on their limited perception. I present novel formalizations of simultaneous-
move equilibria and show the hardness of equilibrium solving. I further present positive
results that (i) an approximate equilibrium has a compact, tractable representation; and
(ii) a few classes of zero-sum games can be efficiently solved.

The aforementioned efficiently solvable zero-sum games are reduced to solving nonsmooth
convex programs. To this end, I present the Trust Region Adversarial Functional Subdiffer-
ential (TRAFS) algorithm for constrained optimization of unstructured nonsmooth convex
Lipschitz functions. Unlike previous methods that assume a subgradient oracle model, I pro-
pose the functional subdifferential, defined as a set of subgradients that simultaneously cap-
tures sufficient local information for effective minimization while being easy to compute for a
wide range of functions. Intriguingly, the TRAFS design also incorporates game-theoretical
thinking. In each iteration, TRAFS solves a zero-sum game between the optimizer and
a local approximation of the objective function to guarantee progress. The optimizer has
access to step vectors in a local /5-bounded trust region; the local approximation uses the
functional subdifferential. TRAFS finds an approximate solution with an absolute error



up to € in O(1/e¢) or (’)(w/ 1 /e) iterations depending on whether the objective function is

strongly convex, improving the previously best-known bounds of O((1/€)?) and O(1/¢) in
these settings. TRAFS makes faster progress if the functional subdifferential satisfies a lo-
cally quadratic property; as a corollary, TRAFS achieves linear convergence (i.e., O(log1/¢))
for strongly convex smooth functions. In the numerical experiments, TRAFS solves twice
as many problems compared to the second-best method and is on average 39.1x faster on
problems solved by both methods.

The second limited-capability setting is limited-strategy games where a player’s capability
limits the strategies available to them. I work with a formalization where a player’s strategy
space is defined as programs in a Domain-Specific Language (DSL). A player’s capability
limits the size of programs available to that player. I focus on characterizing the impact of
player capability on game outcomes. I study a new game model called MCDNCDA derived
from network congestion games. I show that it is computationally hard to determine whether
an MCDNCDA instance is capability-positive (i.e., whether increasing a player’s capability
level leads to a better payoff). I then study a parameterized special class of McDNCDA
called MGMG. I show that MGMG is always capability-positive, and it is socially capability-
positive (i.e., the sum of all players’ payoffs always gets better if every player’s capability
level is increased by one) if some resources in the game have increasing returns to scale
despite the existence of multiple equilibria.

Thesis supervisor: Martin C. Rinard
Title: Professor of Electrical Engineering and Computer Science
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Chapter 1

Introduction

1.1 Context, motivation, and result overview

Modeling human behavior is a central topic in many fields, including sociology, economics,
psychology, and computer science. One highly influential approach is to model human behav-
ior as strategic interactions between self-interested rational agents, which leads to the field
of game theory [VM67]. A typical assumption in game theory is that each agent chooses
a strategy to maximize their utility represented as a real number; each agent’s decision-
making process also considers the strategies and responses of other agents. Prominent topics
in game theory research include the form and representation of games (e.g., normal form
for simultaneous-move games and extensive form for sequential games), solution concepts
(e.g., Nash equilibria and correlated equilibria), and computational aspects such as compu-
tational hardness and algorithms for solving games (e.g., PPAD-completeness, optimization,
and learning) [MZS13; Roul6; Nis+07]. In game theory, a rational agent is often referred to
as a player.

Real-world agents often have different capabilities. In a game-theoretic context, a player’s
capability can be broadly defined as a certain aspect of their ability that impacts their
decision-making process. A higher capability can often enable a player to better exploit some
aspects of the game, such as using more complex strategies, perceiving the environment or
the game more accurately, reasoning more deeply, or communicating more efficiently. One
can anticipate that different player capabilities can influence game play and game outcomes.

This thesis studies novel settings of game theory in which players have different capa-
bilities. I consider two aspects of these different capabilities: limited perception capabilities
(when a player perceives approximations of all players’ true payoff functions) and limited
strategy capabilities (when a player has a limited set of usable actions). Figure 1.1 illustrates
a hierarchy of limited-capability game models explored in this thesis. This thesis considers
the following research questions. Table 1.1 summarizes how those questions are addressed
in different parts of this thesis.

Question 1: How to model player capabilities?
I study limited-capability games, where each player is assigned a capability from a set of
possible capabilities. The capability of a player impacts some aspect of their game play; the

13



Limited-capability games

Limited-perception games (Definition 2.1)  Limited-strategy games (Definition 8.1)

Limited-rank games (Definition 3.3) McDNcDA (Definition 8.10)

DNcDa (Definition 8.9) MGMG (Section 8.2.3.1)

Figure 1.1: A hierarchy of limited-capability game models explored in this thesis.

exact impact depends on the specific setting. I represent a player’s capability level in a game
instance as an extended natural number (i.e., either a natural number or co). In this way,
all capabilities are totally ordered. To study the impact of increasing or decreasing player
capabilities, we can define the next or previous capability level of a player (when they have a
finite capability level). Of course, the model can be extended to capabilities represented by
uncountable sets, lattices, or even only partially-ordered sets; whether there are interesting
results in those extensions is left as a future research direction.

I consider two instantiations of limited-capability games: (i) limited-perception games in
which a player’s capability limits their perception of the environment; and (ii) limited-strategy
games in which a player’s capability limits the complexity of their strategy. I present formal
definitions that capture a large set of limited-capability games in both settings. A few games
under more concrete settings are analyzed in detail.

Question 2: What is the rational behavior of players in limited-capability games?

For limited-perception games, I work with variations of finite one-shot normal-form non-
cooperative games where players use randomized strategies to maximize their expected pay-
off. An equilibrium is achieved when no player has an incentive to unilaterally deviate from
the strategy prescribed by the equilibrium. Even in this seemingly straightforward setting,
player capabilities introduce new challenges. We are faced with the choice of different epis-
temic models for the players regarding their capabilities, i.e., what knowledge a player has
about their own and others’ capabilities, and what knowledge a player has about others’
knowledge of players’ capabilities, and so on.

I analyze two player types for limited-perception games: capability-oblivious players who
do not know that their perception is limited and play the optimal strategy of their perceived
game, and capability-aware players who know their own and others’ capabilities and use this
knowledge in their reasoning. I consider two types of games given the two player types: the
first with all players being capability-oblivious, and the second, called fully-capability-aware
games, with all players knowing as common knowledge that all players are capability-aware.

For limited-strategy games, since a player at least knows their own capability so that they
can choose a valid strategy, I focus on analyzing fully-capability-aware games. I also briefly
discuss players with incomplete information about others’ capabilities in limited-capability
games. | propose novel variations of network congestion games to study the behavior of

14



Table 1.1: Summary of sections corresponding to research questions.

Game Section(s) /

model Setting(s) Topic(s) Chapter
. Equilibrium formulation, existence, 49
Fully-capability-aware and hardness .
. general-sum
Limited- Capability transfer properties 4.4
gzzgsmon Two-player Equilibrium formulation 4.3.1
fully-capability-aware Equilibrium hardness 4.3.2
Zero-suin Efficiently solvable games 4.3.3 and 7
o Capability-oblivious Miscellaneous properties 3.2 and 3.3
Limited-rank Copabilitv-oblivi 1
apability-oblivious an . :
ames
g fully-capability-aware Capability transfer properties 3.4 and 5
McDNCDA  Fully-capability-aware  1oraness of equilibrium and 8.2.2
capability transfer properties
MCMG Two—player' ' Equilibrium Vah-les and capability 893
fully-capability-aware transfer properties

limited-strategy players in those games.

Question 3: How hard is it to compute an equilibrium in limited-capability games?

I analyze the hardness of solving limited-capability games. I present hardness results of
solving a few classes of games, including general limited-perception games, two-player zero-
sum limited-perception games, and a class of limited-strategy games derived from network
congestion games. These hardness results imply that computing a solution of those games,
even an approximate solution, likely requires at least exponential time in the worst case.

For fully-capability-aware limited-perception games, since a lower-capability player needs
to consider a potentially infinite set of possible perceptions of the higher-capability player,
even representing an equilibrium can require infinite space if done naively. Despite the
hardness, I present two positive results. First, I show that although the aforementioned
naive representation can require infinite space, there are compact representations of approx-
imate equilibria. Second, by imposing additional constraints on the perception process, |
identify three classes of efficiently solvable limited-perception zero-sum games. Numerical
solutions to those efficiently-solvable games can be obtained via nonsmooth convex opti-
mization. Chapter 7 is dedicated to a new algorithm for nonsmooth convex optimization
with better iteration complexity than previous methods. Intriguingly, the design of the new
algorithm incorporates game-theoretic adversarial thinking to achieve this faster convergence
rate.

Question 4: What are the capability transfer properties?
Given a limited-capability game, a capability transfer property describes how a player’s
capability level (or some players’ capability levels) impacts the game outcome. There are

15



many properties that one can study, including;:

e If one player increases their capability, how will their payoff change? This ques-
tion can be asked under many different contexts, including whether the players are
capability-oblivious or capability-aware, whether the game is limited-perception or
limited-strategy, is the player interested in their final true payoff, the worst case of
their payoff, or the expected payoff over games sampled from certain distributions, etc.

e If multiple players increase their capabilities simultaneously, how will the social welfare
(i.e., sum of players’ payoffs) change? Again, this question can be asked under many
different contexts.

I study a few capability transfer properties for both limited-perception and limited-
strategy games. One result is that determining whether a player obtains a better payoff
with higher capability in certain limited-perception and limited-strategy games is as com-
putationally hard as solving the games themselves. Consequently, a higher-capability player
does not necessarily obtain a better payoff; from a player’s perspective, if they have the
opportunity to increase their capability (potentially at some cost), it is computationally
challenging to decide if they should do so. Nevertheless, I demonstrate via numerical exper-
iments that in a class of limited-perception games with randomly sampled payofts, a player
benefits from a higher capability in the totally competitive (i.e., zero-sum) setting, but in
the general-sum setting, a player should match their opponent’s capability to maximize their
own payoff. I also analyze a class of limited-strategy games and show that a higher-capability
player obtains a better payoff despite the existence of multiple equilibria.

Publication status At the time of writing, most of the results in Chapter 4 are available
on arXiv [JR24al]. The results in Chapter 7 are available on arXiv [JR24b| and under review
by a journal. Chapter 8 extends the published work Yang, Jia, and Rinard [YJR22|, where
Yichen and I shared equal contributions.

1.2 Limited-perception games

1.2.1 Motivating limited-rank games

Almost all beings in the physical world, including humans, can perceive reality only approx-
imately. They need to make the best decisions based on the limited information they have.
To formalize this idea in a game-theoretic setting, I consider an agent with “blurry vision.”
I use the low-rank approximation to model blurry vision. Let M be a matrix representing
reality. A rank-r approximation of M is a matrix M’ that minimizes | M — M’'||. subject
to rank(M’) < r. A rank-r matrix with m X n entries can be represented by r(m + n)
numbers, which is much smaller than mn when r < min {m, n}. As shown in Fig. 1.2, a
low-rank approximation can produce visually appealing results with a much smaller amount
of data. Low-rank approximation techniques and their variants have found applications in
many fields, including signal processing for noise reduction [SJ03|, bioinformatics for genomic

16



Figure 1.2: An example of low-rank approximations of an image (the Orion Nebula M42,
photographed by the author).
From left to right: the original image and the low-rank approximations with 1%, 5%, and 20% of the

original rank. The low-rank approximation is obtained via truncated Singular Value Decomposition
(SVD) on the three color channels (red, green, blue) separately. A lower rank approximation only
preserves the most significant structures, while a higher rank approximation retains more details.

data processing [ABBO00|, recommendation systems for user personalization [KBV09|, and
finance for portfolio allocation [FLM13].

Given the above motivation, it is reasonable to define limited-rank games where a player
with a capability level ¢ perceives rank-c approximations of both players’ true payoff matri-
ces in a normal-form game (see Section 1.6.2 for a brief formal introduction to normal-form
games). The true payoff matrices are unknown to the players; players therefore make deci-
sions based on their perceived games. For a matrix M, let M denote its rank-r approx-
imation. For a bimatrix game (A, B), when the players have capability levels ¢; and ¢,
respectively, they perceive the game as (K(Cl), E(Cl)) and (j(CQ), é(@)), respectively. If
the players are capability-oblivious, they solve the Nash equilibria (21, y;) and (2, ys) of
their respective perceived games. Their final combined strategy profile is (x1, yo). If ¢; # co,
then (a1, yo) is not necessarily an equilibrium of any game that satisfies the conventional
definition of equilibrium. Nevertheless, there are interesting, predictable outcomes in this
setting, as shown in Chapter 3.

I further argue that limited-rank players may naturally emerge in a game-theoretic set-
ting. Since solving a general-sum game is computationally hard, it is unclear (and I believe
unlikely) whether real-world rational players can achieve a Nash equilibrium in an intricate
game. In contrast, if both payoff matrices are of rank-k, then an exact Nash equilibrium
of support size k + 1 exists, which enables computationally feasible solutions for small k£ by
enumerating all (k + 1)-sized supports [LMMO03|. Moreover, some natural games, such as
poker, have an inherently low-rank structure [FS22|. Hence, in scenarios involving compu-
tationally bounded players interacting, certain individuals may evolve to perceive low-rank
approximations of the true game, akin to how humans tend to simplify their reasoning in
complex real-world situations by concentrating on salient aspects.

17



1.2.2 Introducing limited-perception games

Limited-perception games generalize the idea behind limited-rank games. The low-rank ap-
proximation is a specific perception model. In a limited-perception game, all players share a
payoff perception function that maps a pair of true payoff function and an integer capability
level to a perceived payoff function. The perceived payoff function is also called an abstraction
of the true payoff function. The payoff perception function is characterized by three axioms
(Definition 2.2):

1. Capability path independence: an abstraction obtained by applying the payoff percep-
tion function multiple times with different capability levels in an arbitrary order is the
same as applying the perception payoff function once with the minimum capability
level.

2. Perfect perception with infinite capability: any payoff function can be perfectly per-
ceived by a player with an infinite capability level.

3. Bounded concretization: given any abstraction, the payoff values of compatible true
games are bounded.

The first axiom ensures that a single capability level (rather than a path of capability levels)
determines a perception, which induces a hierarchical structure over the perception accuracy
(e.g., a higher-capability player can predict a lower-capability player’s perception). The
other two axioms induce desirable properties of true payoff bounds (Theorem 2.8). Besides
limited-rank games, this model captures a range of games with limited payoff perceptions,
such as perceiving payoff values quantized to a given decimal place and perceiving a payoff
function whose entries with small absolute values are masked out (see Examples 2.1 to 2.3).

Chapters 2 to 6 study limited-perception games. Chapter 2 presents the formal model of
limited-perception games and analyzes their general properties. Chapter 6 reviews previous
work related to limited-perception games. Other chapters study specific classes or properties
of limited-perception games.

1.2.3 Capability-oblivious players in limited-rank games

As mentioned earlier, Chapter 3 studies capability-oblivious players in limited-rank games.
Section 3.1 formalizes limited-rank games. Although the best low-rank approximations of
a given matrix can be nonunique, I show that a payoff perception function can be well
defined by imposing some selection rule on the set of low-rank approximations. Therefore,
a limited-rank game is a limited-perception game.

To analyze the outcomes of capability-oblivious players in limited-rank games, one cru-
cial quantity is the bounds of possible true payoffs given a low-rank perception and a mixed
strategy profile. Theorem 3.3 presents analytical forms of the true payoffs’ lower and up-
per bounds. The bounds can be expressed as second-order cone programs, which enables
efficiently solving certain equilibria as will be shown in Chapter 4.

Although the combined strategy profile of capability-oblivious players is not necessarily
an equilibrium of any game, there are still predictable outcomes as studied in Section 3.3.
Section 3.3.1 analyzes to what extent a low-rank approximation can encode the best-response

18



behavior of a player; in particular, Theorem 3.8 presents a sufficient condition so that the
set of pure Nash equilibria of a perceived game is the same as the set of pure Nash equilibria
of the true game. Theorem 3.10 shows that in a zero-sum game, the optimal strategy of the
perceived game is an e-optimal strategy of the true game.

Section 3.3.3 analyzes an alternative setting called uncoupled dynamics for capability-
oblivious players in general-sum limited-rank games. Uncoupled dynamics considers repeated
play of the same game. Each player only accesses their own payoff function and the game
history. Each player maintains a model of other players’ behaviors instead of analyzing other
players’ incentives using others’ payoff functions. Capability-oblivious players is a natural
fit for uncoupled dynamics since each player only needs to access their own perceived payoff
function. Theorem 3.11 shows that fictitious play [Bro51|, one of the simplest uncoupled
dynamics, ensures convergence for capability-oblivious players in limited-rank games if any
player has a capability level of 1; Example 3.2 presents a non-convergence game when two
rank-two players use fictitious play.

Section 3.4 studies capability transfer properties; in particular, I try to answer the ques-
tion of whether a capability-oblivious player can benefit from increasing their capability level
in a limited-rank game. Theorem 3.12 presents a negative result that it is PPAD-hard to de-
cide whether a player gets a strictly better payoff with a full-rank capability compared to
a rank-one capability. This hardness motivates the study of a 2 x 2 parameterized game
in Section 3.4.2. I study a two-player 2 x 2 defense game parameterized by (C, kq, ks, ().
There is a target of value C. The defender can choose to defend the target with a cost of
k1 or not defend with zero cost. If the defender does not defend, players’ final payoffs are
either (C, 0) or (0, C) depending on whether the attacker attacks. If the defender defends,
the attacker needs to pay a cost of ky to attack to obtain a proportion 0 < 1 — 5 < 1 of the
target value; the final payoffs are either (C' — &y, 0) or (Cf — ki, C(1 — ) — ks) depending
on whether the attacker attacks. I fully characterize the game outcomes when one player
has a rank-one capability and the other player changes their capability level from 1 to 2
in Theorem 3.16, which shows that the change of payoffs and social welfare can be either
positive or negative depending on the game parameters.

1.2.4 Capability-aware players in limited-perception games

Chapter 4 studies fully-capability-aware games. Although a capability-aware player may
choose to optimize their best payoff, worst payoff, or uncertainty (the gap between the
best and worst payoffs), Section 4.1 argues that maximizing the worst-case payoff is the
most reasonable choice among the three since it dominates the uncertainty-minimization
objective by giving not worse upper and lower payoff bounds, and maximizing the best-case
payoff may result in no equilibrium (Example 4.1). Therefore, I define players in a fully-
capability-aware game as players with the common knowledge that every player knows (i) the
payoff perception function; (ii) the capability levels of all players; and (iii) that each player
maximizes their worst-case expected payoff given their limited perception of the true payoft
function. Of note, in a fully-capability-aware game, each player knows their own perceptions
of all players’ true payoff functions privately.
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Equilibrium concepts The players use their (limited) perception of the true payoffs to
reason about the incentives and resulting actions of all players in a fully-capability-aware
game. In a conventional normal-form game, the Nash equilibrium is defined as a pair of mixed
strategies (x*, y*) so that no player can improve their expected payoff by unilateral deviation
[Nas50]. However, using a mixed strategy pair is inadequate in the limited-capability setting.
In the two-player case with the first player having a lower capability, because the first player
has only limited knowledge of the second player’s perception, the first player cannot solve y*
using their private information; instead, they must consider all possible perceptions of the
second player. I propose a new equilibrium formalization (x*, Y') (Definition 4.5), where x* is
a mixed strategy of the first (i.e., lower-capability) player, and Y (-) is a higher-order response
function that maps each possible perception of the second player (from the first player’s
perspective) to a mixed-strategy best response of the second player for that perception.
Then x* maximizes the first player’s worst-case payoff against all possible responses of the
second player.

It may not be immediately clear that the equilibria defined above exist for all games.
The payoff bounds derived by reasoning about the possible true payoffs given an abstrac-
tion produced via a payoff perception function are continuous and concave in each player’s
strategy (Theorem 2.8). The correspondence (a correspondence is a set-valued function)
from other players’ response functions to the set of a player’s best response functions is
therefore upper hemicontinuous and convex-valued. By considering an infinite dimensional
space containing the Cartesian product of all players’ response function spaces, Theorem 4.5
proves the existence of the equilibrium by applying the generalized Kakutani fixed-point
theorem [Fanb2].

Because the domain of Y'() can be exponentially large or even infinite, finding an equi-
librium can be computationally intractable or even undecidable; the hardness still holds even
if best response strategies are efficiently computable (Theorem 4.6). Despite this hardness,
I present a positive result that for any € > 0, there exists an e-equilibrium with a compact,
tractable representation whose size is independent of [dom Y| (Theorem 4.7). One conse-
quence is that even if Y (+) is not computable by any PSPACE algorithm, a trusted oracle can
still communicate an efficient representation of an e-equilibrium (&', Y”) to Turing-complete
players such that Y’(-) is efficiently computable.

Extended settings Section 4.2.4 briefly discusses a few extended settings that can be of
interest for future research. These settings include:

e Privately solvable games When generalized to more than two players, the equi-
librium defined above can not be solved from private information of lower-capability
players (Remark 4.5), although all players can be convinced of an equilibrium if each
player publicly announces their commitment to the equilibrium in the order of higher to
lower capability level. Section 4.2.4.1 discusses an alternative equilibrium formulation
that can be solved from private information of all players.

e Stackelberg equilibrium Section 4.2.4.2 discusses Stackelberg equilibria in two-
player fully-capability-aware games. At a Stackelberg equilibrium, one player (called
the leader) commits to a strategy first, and the other player (called the follower) ob-
serves the commitment and then chooses their strategy. Compared to conventional
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normal-form games where a Stackelberg equilibrium exists if the follower breaks ties in
favor of the leader [CS06], in a general-sum fully-capability-aware game, the leader’s
Stackelberg objective function may be noncontinuous (or only lower semicontinuous);
the existence of an exact Stackelberg equilibrium is not guaranteed. Characterizing
when an exact equilibrium exists is left as an open question. However, an approximate
Stackelberg equilibrium, which is arguably sufficient for practical purposes, always ex-
ists. Moreover, exact Stackelberg equilibria exist in zero-sum fully-capability-aware
games if the follower breaks ties in favor of the leader (Theorem 4.9).

e Partially-capability-aware games Section 4.2.4.3 presents an equilibrium formu-
lation when there are players who only know their own capability levels but not the
capability levels of other players. It demonstrates one way of generalizing the ideas in
this thesis to work with more game models.

e Games with probabilistic prior Bayesian games are an influential model of in-
complete information games where players share a common prior over the distribution
of payoff functions [Har67]. By comparison, this thesis focuses on games without any
probabilistic knowledge. Section 4.2.4.4 discusses how to extend the limited-perception
model to incorporate games with a shared common prior on the distribution of true
payoff functions. Future work may build on this extension to combine results from
Bayesian games and limited-perception games.

Zero-sum games Section 4.3 studies two-player zero-sum fully-capability-aware limited-
perception games. In sharp contrast to zero-sum normal-form games, which are efficiently
solvable due to the minimax theorem [Nis+07, Section 1.4.2|, finding an equilibrium in a
zero-sum limited-perception game is as computationally hard as in the general-sum case
since the latter can be reduced to the former (Theorem 4.11). Nevertheless, I generalize
the minimax condition to identify efficiently solvable classes of two-player zero-sum games
(Section 4.3.3), where finding an equilibrium becomes a nonsmooth convex optimization
problem (Theorem 4.15) that is tractable in many cases [Bub+15|. The efficiently solvable
classes are:

e Constant-gap games (Section 4.3.3.3), where the gap between the lower and upper
bounds of true payoffs only depends on the capability level.

e Strategy-separable linear component games (Section 4.3.3.4), where the payoff
perception function is defined by keeping the most significant linear components of the
true payoff function given a predefined set of basis, and the number of pure strategies
coupled with each pure strategy for unused basis in a perception is bounded.

e Narrowly-reversible games (Section 4.3.3.5), where the lower bound of the true
payoff can be approached by upper bounds of true payoffs of a sequence of games with
a higher capability level.

Such efficiently solvable games include the examples of limited-perception games mentioned
earlier: limited-rank games, a subclass of the masked-payoff game, and quantized-payoff
games.
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Capability transfer properties Section 4.4 studies capability transfer properties of fully-
capability-aware games. A pessimistically capability-positive game guarantees that, if a player
increases their capability level, they will obtain a better payoff lower bound. A programmati-
cally capability-positive game guarantees that, if a player increases their capability level, they
will obtain a better true payoff. Theorem 4.25 shows that, with Stackelberg equilibrium, all
two-player fully-capability-aware games are pessimistically capability-positive for both play-
ers. Theorem 4.27 presents a sufficient condition for a game to be both pessimistically and
programmatically capability-positive with both Nash and Stackelberg equilibria for a given
player. One interesting phenomenon is that a player may obtain a worst payoff by increasing
their capability, even for the higher-capability player in a zero-sum game (Example 4.6).

1.2.5 Additional capability transfer properties

Sections 3.4 and 4.4 study a few capability transfer properties in limited-perception games via
theoretical analysis. Since there is no known closed-form solution for the low-rank approx-
imation of a general matrix, and even deciding whether a limited-rank game is capability-
positive for a capability-oblivious player is computationally hard (Theorem 3.12), this sit-
uation motivates numerical experiments to investigate the capability transfer properties in
large limited-rank games.

Chapter 5 presents numerical experiment results on capability transfer properties in
limited-rank games, under both the capability-oblivious and fully-capability-aware settings
with both zero-sum or general-sum games. I consider two classes of games: (i) random
games with payoff values drawn from a normal distribution; and (ii) Kuhn poker [Kuh50],
which is a zero-sum game with a predefined payoff matrix. For the random game, one inter-
esting observation is that for capability-oblivious players, having a higher capability gives a
better average payoff in a totally competitive setting (i.e., zero-sum games). By contrast,
in general-sum games with independent payoff matrices for both players, a player should
match their opponent’s capability level to get the best average payoff; both players need to
increase and match their capability levels to get better average payoffs. For Kuhn poker,
increasing a player’s capability level sometimes leads to a better payoff and sometimes leads
to a worse payoff. Section 5.3 presents a more detailed summary of the numerical experiment
observations.

1.3 Nonsmooth convex optimization

As introduced in Section 1.2, solving the maximin strategy for a capability-aware player
in a zero-sum game reduces to solving a nonsmooth convex optimization problem. Non-
smooth convex optimization is a fundamental problem with applications in various fields
besides game theory, including machine learning [Tib96|, signal processing [Cha04|, control
theory [Cla+97], and operations research [Ber98|.

I work with the general formulation mingee f(2) where f : R" — R is a convex function,
and the constraint set C' C R"™ is compact and convex. The function f(-) is Lipschitz
continuous over C' but may be nondifferentiable on certain parts of C'. There is a long
history of research on nonsmooth convex optimization problems [Lem?78; HL96b; BKM14;
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Bag+20]. Most existing methods assume an oracle that delivers an arbitrary subgradient of
f(+) at any given point. Such methods iteratively update the solution based on the current
and previous subgradients. However, an arbitrary subgradient does not contain sufficient
information to characterize the local behavior of the objective function. Since the function is
nonsmooth, the subgradient can change abruptly in a neighborhood; following the (opposite
of) subgradient direction may even increase the objective value. Consequently, any methods
that query a subgradient oracle once per iteration need at least € (¢2) iterations to find an
e-approximate solution in the worst case [NY83; IN14].

Chapter 7 proposes and analyzes a new algorithm, the Trust Region Adversarial Func-
tional Subdifferential (TRAFS), for unstructured nonsmooth convex optimization with O(e™!)
iteration complexity, which improves on the previously best-known bound of O(e™?) in the
same setting. The research on TRAFS is motivated by the optimization problems arising
from solving certain limited-perception games. Intriguingly, the TRAFS algorithm embodies
an approach that echoes the adversarial thinking in game theory.

TRAFS builds on two key ideas to achieve faster convergence. First, I abandon the sub-
gradient oracle model and instead work with the functional subdifferential (Definition 7.4), a
set of subgradients that capture sufficient local information to enable fast convergence while
being easy to compute for a wide range of functions (Remark 7.3). Second, I adopt the ad-
versarial thinking from game theory to find a descent direction in each iteration by solving a
two-player zero-sum game. One player represents the optimizer with access to an £s-bounded
trust region around the current iterate. The other player represents the objective function
with access to its functional subdifferential at the current iterate. By using the equilibrium
of this game as the iterate update, TRAFS finds an e-approximate solution in O(e™!) or
O(e%?) iterations depending on whether the objective function is strongly convex (Theo-
rems 7.19 and 7.22), compared to the previously best-known bounds of O(¢72) and O(e™ 1)
in these settings. Because the functional subdifferential contains multiple subgradients, we
escape the corresponding lower bounds of 2 (e72) and Q (¢~ 1) for optimization algorithms
that use a single subgradient per iteration [NY83; IN14].

When the functional subdifferential satisfies the locally quadratic property (Definition 7.6),
which intuitively means that it guarantees bounded function changes in a quadratically larger
(compared to the standard functional subdifferential) neighborhood, TRAFS makes faster
iterate progress (Theorem 7.25). As a corollary, TRAFS achieves linear convergence (i.e.,
O(loge™!)) for strongly convex smooth functions (Corollary 7.26), which recovers the lower
bound of first-order methods for this class of functions [Bub+15].

The above complexity results of TRAFS assume the ability to solve a minimax problem
involving the functional subdifferential in each iteration. Although the functional subdif-
ferential can be defined mathematically for all Lipschitz convex functions (Propositions 7.6
and 7.7), the minimax problem with universally-defined functional subdifferentials is typi-
cally intractable. Fortunately, a function usually has more than one functional subdifferen-
tial, with some easier to work with than others. Section 7.1.2 presents compositional rules to
compute the functional subdifferential for functions that use common operators (such as sum,
max reduction, linear transform, etc.). Such rules enable efficient implementation of TRAFS
for a wide range of functions, including nonsmooth convex benchmark problems used in
previous work [HMMO04; BKM14; NS15; Kar20| and various hard-case functions constructed
in the proofs of the aforementioned lower bounds of iteration complexities [Bub-+15; IN14;
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Aga+09]. In other cases, a computation-efficient functional subdifferential may be difficult
to obtain for certain functions. To this end, one can use the almost-functional subdifferen-
tial with weaker properties (Definition 7.7) in the TRAFS algorithm, which still guarantees
convergence but results in worse upper bounds on the iteration complexities. With the
almost-functional subdifferential, TRAFS is as fast as previous general-purpose nonsmooth
convex optimization algorithms, with iteration complexities of O(¢72) and O(e™!) in the
Lipschitz and strongly convex Lipschitz settings, respectively (Theorem 7.27).

TRAFS’ complexity results also assume the knowledge of Lipschitz and convexity param-
eters. These parameters are often unknown and difficult to estimate for a given objective
function. Section 7.2.5 presents an adaptive TRAFS implementation using heuristics inspired
by the convergence analysis, which requires no knowledge of the convexity or smoothness
parameters. Section 7.3 evaluates the performance of the adaptive TRAFS implementation
numerically. The benchmark set includes problems used in previous research on nonsmooth
convex optimization [HMMO04; BKM14; NS15; Kar20|, ¢;-regularized linear models in ma-
chine learning, and a new set of problems inspired by the maximin strategy objective in
limited-rank games. TRAFS solves twice as many problems compared to the second-best
method and is on average 39.1 times faster on the cases solved by both methods (Sec-
tion 7.3.4).

1.4 Limited-strategy games

Chapter 8 studies limited-strategy games as a second setting of limited-capability games
where a player’s capability limits the complexity of their strategy. In a limited-strategy
game, a higher-capability player has access to a larger strategy space. Section 8.1 presents
the definition of general limited-strategy games and defines capability-aware players and
players with limited capability information. Unlike limited-perception games, there is no
truly capability-oblivious player in a limited-strategy game since a player must know their
own capability level to choose a valid strategy. Players who are uncertain about others’
capability levels are modeled under the Bayesian setting in Definition 8.5.

There can be a variety of mechanisms to formalize a hierarchy of strategy spaces in a
limited-strategy game. Different formalizations may need different analysis techniques and
may lead to different results. I propose representing a player’s strategy space using programs
in a Domain-Specific Language (DSL) and quantifying player capabilities based on size-
bounded programs in the DSL. A DSL is a formal language that is designed for a specific
application domain. Like general-purpose programming languages, DSLs have syntax and
semantics, but they are often more tailored to the specific domain without necessarily being
Turing-complete. Many properties related to programs in Turing-complete languages are
undecidable, including whether a program takes finite time to finish, whether two programs
are equivalent, whether a line of code is reachable, generating the shortest program that
produces a given output, etc. [Sipl2; Aho+13|. By contrast, the synthesis and analysis of a
DSL program can be more tractable [WB23; RSH19; Han+21].

[ study distance-bounded network congestion games with default action (DNCDA) as a
prominent model of limited-strategy games. DNCDA was first introduced in the author’s
previous work with Yichen Yang [YJR22|. In a DNCDA game, each player chooses a path
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from a source to a destination on a network. The players experience delays on their paths
depending on how many other players use the overlapping edges, which are described by
delay functions. Each vertex except the source has a default outgoing edge. A player’s
strategy is represented by a program in a DSL that specifies their non-default choices and
falls back to the default action for the rest of the path. The player’s capability level bounds
the maximum size of programs they can use, which corresponds to the maximum number
of non-default edges they can choose. The game is symmetric-capability in that all players
have the same capability level. The game is thus also symmetric.

One result is that solving DNCDA games is PLS-complete [YJR22|, in contrast to ordi-
nary symmetric network congestion games whose solutions are in P [FPT04]. This finding
is consistent with the argument of Papadimitriou [Pap92| that limiting the implementation
complexity of strategies tends to increase the design complexity of solving a game, although
their model uses limited-size automata in the repeated prisoner’s dilemma game. Another
result is if we want to ensure a socially capability-monotonic game (i.e., games where so-
cial welfare increases/decreases with capability level) for all possible network structures by
choosing a shared delay function for all edges, then there are no non-trivial delay functions
other than constant functions [YJR22].

Section 8.2.2 defines the MCDNCDA model, which extends the DNCDA model by allowing
players to have different capability levels. 1 define capability-positive MCDNCDA games as
games where a player never gets a longer delay if they increase their capability level by
one starting with a given capability profile. I show that characterizing capability-related
properties in MCDNCDA games is computationally hard (Theorems 8.3 to 8.7), which implies
that there are games that are capability-positive and games that are not.

Finally, I study a special class of MCDNCDA called Mized Gold and Mines Games
(MGMG) where the network has a parameterized structure in Section 8.2.3. In an MGMG,
two players compete to collect gold and avoid mines. Gold and mine sites are placed on
two parallel horizontal lines. Players can only move rightward or switch lines. Switching the
line once costs a player one unit of capability. The return on a gold site depends on how
many players cover the same site. The penalty on a mine site is constant. I present closed-
form expressions for possible player payoffs at pure Nash equilibria. Although the game
can have multiple Nash equilibria, I prove that MGMG is universally capability-positive
(i.e., capability-positive for all capability profiles; see Corollary 8.9). Another interesting
result is that if the gold sites have increasing returns to scale (i.e., the sum of returns of
two players is more than the return of a single player), then the game is socially capability-
positive. Of note, even in the two-player case, not all MCDNCDA games are universally
capability-positive; Example 8.2 presents a counterexample.

1.5 Summarization of concepts and results

This thesis introduces a range of new concepts to game theory. This section summarizes the
key new concepts and results.

o Limited-perception games (Definitions 2.1 and 2.3) are games in which each player
perceives approximations of all players’ true payoff functions depending on this player’s
capability level. A player’s perception is modeled by a payoff perception function.
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— Payoff perception functions satisfy three axioms (Definition 2.2). They can be
equivalently defined by hierarchical partitions of the payoff functions (Theorems 2.3
and 2.4).

— The bounds of expected true payoffs given a perception and a mixed strategy pro-
file are monotonic with respect to the capability level (Theorem 2.6) and continu-
ous and concave/convex with respect to a player’s mixed strategy (Theorem 2.8).

o Capability-oblivious players play the optimal strategy of their perceived games (Defi-
nition 3.1). Properties related to such players depend on the specific game setting. I
summarize results in limited-rank games later in this list.

e All players in a fully-capability-aware game know the capability levels of all players as
common knowledge; each player maximizes their worst-case expected payoff (Defini-
tion 4.3).

— Section 4.2.2 presents the equilibrium formulation for simultaneous-move fully-
capability-aware games, which differs from conventional Nash equilibria by using
a best-response function (which can be understood as a higher-order function
that maps a perception into a mixed strategy) instead of a mixed strategy for the
higher-capability player. Theorem 4.5 proves the existence of the new equilibrium
concept.

— Fully-capability-aware games are hard to solve in general (Theorem 4.6), but
approximate equilibria can be compactly represented (Theorem 4.7).

— The two-player zero-sum case is not easier to solve than the general-sum case
(Theorem 4.11), but there are efficiently solvable zero-sum game classes that re-
duce to solving nonsmooth convex optimization problems (Section 4.3.3).

o Limited-rank games are two-player games where each player perceives low-rank ap-
proximations of the true payoff matrices. They are a special class of limited-perception
games (Section 3.1).

— Theorem 3.3 presents analytical expressions for lower and upper true payoff bounds.
Solving zero-sum fully-capability-aware limited-rank games reduces to solving
second-order cone programs (Corollary 3.4).

— Capability-oblivious players obtain a guaranteed optimality gap in the zero-sum
case (Theorem 3.10), recover the pure Nash equilibria of the true game in certain
general-sum cases (Theorem 3.8), and converge to an approximate equilibrium
with fictitious play when one of them is rank-1 (Theorem 3.11).

o Limited-strateqy games are games in which a player’s strategy space is restricted ac-
cording to their capability level (Definition 8.1).

o Mized-capability distance-bounded network congestion games with default action (McD-
NCDA) are a class of limited-strategy games. They generalize network congestion
games by defining default outgoing edges for each vertex. The number of a player’s
non-default edge choices in a MCDNCDA is bounded by their capability level (Defini-
tion 8.10).
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— Computing an equilibrium in MCDNCDA is PLS-complete in general, but in P if
the number of players is treated as a constant (Theorem 8.2).

— It is NP-hard to find the best or worst equilibrium for a given single player in
McDnNcDa (Corollary 8.6).

o Mized gold and mine games (MGMG) are a special class of two-player McDNCDA
where the network layout and delay functions are parameterized. Players compete to
collect gold and avoid mines on the network (Section 8.2.3). Theorem 8.8 analytically
characterizes players’ payoffs at pure Nash equilibria in an MGMG.

o Capability transfer properties describe how the outcome of a game changes with varying
player capability levels.

— For capability-oblivious players in limited-rank games, it is PPAD-hard to deter-
mine if a player gets strictly better payoffs when they are full-rank compared
to when they are rank-1 (Theorem 3.12). Section 3.4.2 analyzes a parameterized
2 x 2 defense game to reveal the possible changes of both players’ payoffs and social
welfare when one player is rank-1 and the other changes from rank-1 to rank-2; it
shows that player payoffs or social welfare can either increase or decrease as the
rank-1 player’s capability level increases.

— For fully-capability-aware limited-perception games, Section 4.4 defines and ana-
lyzes pessimistically and pragmatically capability-positive games, where a player
gets a non-decreasing payoff lower bound or a non-decreasing true payoff when
they increase their capability level, respectively. Two-player games are pessimisti-
cally capability-positive with Stackelberg equilibria (Theorem 4.25); if a game is
maximin-attainable, then it is also pessimistically capability-positive with Nash
equilibria (Corollary 4.26). Theorem 4.27 presents a sufficient condition for a
game to be both pessimistically and pragmatically capability-positive.

— For limited-rank games, Chapter 5 presents numerical experiment results on capa-
bility transfer properties under both the capability-oblivious and fully-capability-
aware settings with both zero-sum or general-sum games. Section 5.3 summarizes
the empirical discoveries. One interesting finding is that for capability-oblivious
players in random games, if the game is general-sum, then a player should match
their opponent’s capability level to maximize their average payoff; if the game is
zero-sum, then a player obtains better payoffs with a higher capability level.

— For McDNCDA, it is coNP-complete to determine if a player gets no worse payoft
when they increase their capability level by one (Theorem 8.7).

— For MGMG, a player gets no worse payoff when they increase their capability
level by one; if the gold sites have increasing returns to scale, then the social
welfare is non-decreasing when both players increase their capability levels by one
(Corollary 8.9).

e [unctional subdifferential is a set of subgradients of a convex continuous function that
satisfy certain properties (Definition 7.4). With functional subdifferential, the TRAFS
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algorithm achieves faster convergence rates than previous methods for solving nons-
mooth convex optimization problems (Section 7.2). Of note, nonsmooth convex opti-
mization problems arise in solving certain two-player fully-capability-aware zero-sum
limited-perception games (Section 4.3.3).

1.6 Technical background

This section provides an overview of the background required to understand the technical
details of this thesis. I will describe the notation used in this thesis and briefly introduce
key concept in game theory.

1.6.1 Notation

The following notation is used throughout this thesis:

e R, 7Z, and N denote the set of real numbers, integers, and natural numbers, respectively.
Derived sets include R for positive real numbers, R for non-negative real numbers,
Z for positive integers, and Z, = Z, U {oo} for extended positive integers.

e P, NP, coNP, PPAD, and PSPACE denote the complexity classes polynomial time, non-
deterministic polynomial time, complement of NP, Polynomial Parity Arguments on
Directed graphs, and Polynomial Space, respectively.

e Given a, b € RU{+too}, [a, b] = {zr € ZU{£oo} | a <x < b} is the set of extended
integers between a and b.

e Bold symbols denote vectors (lower case) and matrices (upper case). For example, a
is a vector, a; is a vector indexed by 7 in a family of vectors, a; is the i-th element of
the vector a, A is a matrix, 1 is the all-one vector whose dimension is inferred from
context, and 1,, is the all-one vector of dimension n.

e For a matrix A € R™*" A; € R™" is the i-th row of A (indexed from 1), A, ; € R™*!
is the j-th column of A, and A;.; . is the submatrix of A consisting of rows 7 to j and
columns k to [ (all endpoints inclusive).

e e; denotes the i-th standard basis vector in R™ (i.e., the vector whose i-th element is
1 with all other elements being 0), where ¢ € [1, n] and n is inferred from context.

e A, denotes the n-dimensional simplex, defined as A,, == {& € R" | 17x = 1, > 0}.
kA, denotes the n-dimensional simplex scaled by £k € R,. When s is a finite set, A,
denotes the simplex over the elements of s, which can be interpreted as a probability
distribution over s.

e For x € A, supp¥(x) is the vector representation of the support of @ such that
supp¥(z) = y where y € {0, 1}" and y; = 1 if and only if z; > 0; supp(x) =
{i € [1, n] | z; > 0} denotes the set of indices of the support of «.
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e For a function f : X — R, argmin, .y f(z) ={z € X |Vy € X : f(z) < f(y)} denotes
the set of minimizers of f over X; argmin®, y f(z) denotes an arbitrary element in
argmin, .y f(x). Similarly, argmax and argmax  are defined for the maximizers. Of
note, argmin and argmax can be empty sets.

e For aset A, cl A denotes the closure of A (i.e., A plus all limit points of A), and conv A
denotes the convex hull of A (i.e., the smallest convex set containing A). Of note, a
set A is convex if and only if for z, y € A and a € [0, 1], ez + (1 — a)y € A.

e For x € R” and r € R, B,[x] = {y € R" | || — y||, < 7} is the closed ball centered
at & with radius 7.

e Definitions and examples are typeset in normal font and end with a left triangle (<).
Proofs are typeset in normal font and end with a square ([J). Theorems, lemmas,
corollaries, and propositions are typeset in italic font without a terminating symbol.

e Given two sets X and Y, f : X = Y denotes a correspondence from X to Y, i.e., a
set-valued function f: X s 2V,

1.6.2 Games and rational behavior
This thesis mainly works with finite one-shot normal-form non-cooperative games.

Definition 1.1 (Normal-form game)
An n-player normal-form game is a tuple G = (N, (S;),cp (Ui);cpr), Where

e N = [1, n] is the set of players
e S, is the finite set of strategies available to player ¢

e u; : S — Riis the utility function of player i, where S := [],.\, S; is the set of strategy
profiles.

When there are two players, the game is also called a bimatriz game since the payoff functions
uy and uy can be represented as matrices. <

In a one-shot game, players simultaneously choose strategies; each player chooses a strategy
from their own strategy set. Let s; denote the strategy chosen by player i. The vector
s = (s1,...,8y,) is the strategy profile. The payoff of player i given strategy profile s is u;(s).
Each player aims to maximize their own payoff.

Nash [Nas51| introduced Nash equilibrium as a solution concept for non-cooperative
games. A strategy profile s* is a Nash equilibrium if no player has an incentive to uni-
laterally deviate from s*. For a strategy profile s, let s_; denote the strategies of all players
except player i. A strategy profile s* is a Nash equilibrium if and only if for all i € N,
s; € BR; (sii) where BR; (s’ji) = argmaxycs, ui(s;, sii) is called the best response of

player ¢ to s*,. If a rational player knows that other players commit to a Nash equilibrium,
then their best strategy is to also commit to the Nash equilibrium.
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The Nash equilibrium defined above is typically referred to as a pure Nash equilibrium.
Many games do not have any pure Nash equilibria. One way to address this issue is to con-
sider muxed strategies, where players choose strategies according to probability distributions.
A mixed strategy for player 7 is represented by o; € Ag,. The expected payoff of player i
given a mixed strategy profile o is Eso[ui(s)] = > cs [Licp 05(55)ui(s). A mixed strategy
profile o* is a Nash equilibrium if for all i € N, of € argmax,/en s By ot s imor [Ui(8], 8-3)].
All finite games have at least one mixed Nash equilibrium [Nas51]. In this thesis, unless
otherwise specified, a Nash equilibrium refers to a mixed Nash equilibrium.

It is computationally challenging to find a Nash equilibrium. Chen, Deng, and Teng
[CDT09| proves that solving a Nash equilibrium in a bimatrix game is PPAD-complete,
even for the win-lose bimatrix game where all payoffs are either 0 or 1. One may also
consider the e-approzimate Nash equilibrium (e-Nash for short) where no player can improve
their payoff by more than e by unilaterally deviating from the equilibrium. Chen, Deng,
and Teng [CDTO09| shows that there is no polynomial-time algorithm to compute an e-
approximate Nash equilibrium in a bimatrix game unless PPAD C P. The complexity class
PPAD stands for Polynomial Parity Arguments on Directed graphs, which was first introduced
by Papadimitriou [Pap94]. An example of a PPAD-complete problem is finding a Brouwer
fixed point [Pap94|. Given a function f : [0, 1] +— [0, 1]", Brouwer’s fixed-point theorem
implies that there is * € [0, 1]” such that f(ax*) = &* [Sub18, Chapter 10|. Finding such
a* for an approximate Turing-machine implementation of f(-) is a PPAD-complete problem.
Hirsch, Papadimitriou, and Vavasis [HPV89| proves an exponential lower bound on the
number of function evaluations required to find a Brouwer fixed point assuming black-box
access to f(+) even in two dimensions.

For two-player zero-sum games, defined as games where the sum of payoffs of all players is
zero (or any fixed constant) for every strategy profile, the minimax theorem [Sim95| implies
that (7, x3) is a Nash equilibrium where @} is the mixed strategy of player ¢ that maximizes
their worst-case payoff when the other player can use any mixed strategy. Consequently, a
Nash equilibrium can be found by solving a pair of linear programs [MZS13, Section 5.2.5].
Of note, a linear program with rational coefficients can be solved exactly in polynomial time
[Kar84].

Interested readers can refer to Maschler, Zamir, and Solan [MZS13|, Roughgarden [Roul6],
Nisan et al. [Nis+07] and references therein for more comprehensive treatments of game the-
ory and its algorithmic aspects.
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This chapter formalizes the limited-perception game model to provide the basis for the
subsequent chapters. In a limited-perception game, each player is presented with an ab-
straction of the true payoff functions. The true payoff functions are unknown to the players
but determine the final outcome of the game. A player’s capability level affects the accu-
racy of their perception of the payoff functions, with a higher capability level corresponding
to a more accurate perception. The perception process is governed by a payoff perception
function that maps a payoff function and an integer capability level to an abstraction of
the payoff function. Sections 2.1 and 2.2 define the payoff perception function and one-shot
limited-perception games; these two sections also present properties that hold in general
limited-perception games. Section 2.3 provides an alternative understanding of the payoff
perception function by presenting an equivalent definition based on a hierarchy of partitions
over the set of payoff functions. Finally, Section 2.4 defines the bounds of possible true
payoffs given a perceived payoff function and a mixed strategy profile and proves some prop-
erties of the bounds. Of note, although most of this thesis assumes no probabilistic prior on
the distribution of the true payoff functions, limited-perception games can be extended to
incorporate such priors (Section 4.2.4.4).

2.1 The payoff perception function

Definition 2.1 (One-shot limited-perception game)
A finite one-shot limited-perception game (OLP-Game for short) with n players is a tuple
G = <N7 (Si)i€N7 (ui)iGNa Oé) where:

e N =1, n] is the set of players ([a, b] denotes integers from a to b inclusive).

e §S; is a finite set of pure strategies available to 7.
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o u;: S X --- xS, = Ris the true payoff function of player 1.
e « is the payoff perception function of the game as defined in Definition 2.2.

For a given game G, there can be multiple instances. In each instance, each player has
a capability level that determines their perception of the payoff functions. Definition 2.3
specifies the game play. <

Definition 2.2 (Payoff perception function)

In an OLP-Game defined in Definition 2.1, the payoff perception function is a function
o : (U x Zy) + U where U := RS**5" g the set of payoff functions, and Z; = Z., U {oo}
is the extended set of positive integers. If v = a(u, ¢), then v is is called an abstraction of u
at capability level c. The payoff perception function satisfies the following properties:

e Capability path independence: for any u € U and ¢y, ¢y € Z,, it holds that
alalu, 1), ¢2) = a(u, min {cy, e }).

e Perfect perception with infinite capability: for any u € U, a(u, o0) = u.

e Bounded concretization: given any v € U, there exists a constant b € R, such that for
any u € U and ¢ € Z, satisfying a(u, ¢) = v, it holds that maxeg, «..xs, |u(s)| < b.

Let ¢(u) = min {c € Z; | a(u, ¢) = u}. The second property guarantees that ¢(u) is well-
defined. The value ¢(u) is called the intrinsic capability of the payoff function u(-) given the
payoff perception function a(-, -). <

Below are several examples of games with different payoff perception functions.

Example 2.1 (Masked payoff game)

Consider a function ag : R™*" x Z, + R™" where ay(M, c) keeps the ¢ entries with the
largest absolute values in M and sets the rest to zero. Tie-breaking can be arbitrary but
must be consistent with capability path independence (e.g., by preferring to keep the smallest
row/column indices). Then ag(+) is a payoff perception function for bimatrix games. <

Example 2.2 (Quantized payoff game)
Consider a function that keeps only ¢ decimal digits for each payoff value by rounding towards
zero. Formally, let aq(u, ¢) = «/, then for any strategy profile s € §; x --- x S,

(s) = { S8R (W(8) - 107 [10° fu(&)]] if e < oo
. u(s) if c = o0

It is easy to verify that (-, -) is a payoff perception function. <

Example 2.3 (Limited-rank game)

A limited-rank game is a two-player OLP-Game. Let (A, B) be the true payoff matrices.
A player at capability level ¢ perceives the game as (A’, B’) where A’ and B’ are the best
rank-c approximations (minimizing the Frobenius norm of the residual matrix) of A and B,
respectively. N
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Example 2.4 (Largest masked payoff game)

If we change Example 2.1 to keep the c entries with the smallest absolute values, the resulting
function is not a payoff perception function since it violates the bounded concretization
property. <

The properties in Definition 2.2 result in a structure compatible with an intuitive un-
derstanding of abstraction. The following theorem illustrates some interpretations of the
structure induced by the payoff perception function.

Theorem 2.1 (Properties of the payoff perception function)
With the notation in Definition 2.2, let w € U be a payoff perception function. Then the
following properties hold:

e Perfect perception beyond intrinsic capability: For any ¢ > ¢(u), we have a(u, ¢) = u.

e Perfect perception of an abstraction:
For any c € Z, let v = a(u, ¢). Then a(v, ¢) = v. Equivalently, ¢(v) < c.

e First form of information loss:
If a(u, ¢) # u for some ¢ € Zy, then a(u, ¢') # u for any ¢ € [1, ].

e Second form of information loss:
For anyc € Z,, let v = a(u, ¢). If v # u, then a(v, &) # u for any ¢ € Z,.

Proof. To prove the first two properties, one can substitute u (resp. v) with a(u, é(u))
(resp. a(v, ¢)) and apply the capability path independence property; i.e.,

a(u, ¢) = a(a(u, é(u)), ¢) = a(u, min {c(u), c}) = a(u, ¢(u)) =u

a(v, ¢) = ala(u, ¢), ¢) = a(u, min{c, ¢}) = a(u, ¢) =v

The first form of information loss is a direct consequence of the first property, since
a(u, ) = u implies a(u, ¢) = u for ¢ > (.

To prove the second form of information loss, note that a(v, ¢') = a(u, min {c, ¢'}). We
have a(v, ) = a(u, ¢) = v # u when ¢ > ¢, and a(v, ¢) = a(u, ) # u when ¢ < ¢ (due
to the first form of information loss). O

2.2 The game play

The following definition formally describes the game play of the OLP-Game.

Definition 2.3 (Game play of the OLP-Game)

In an instance of an OLP-Game as defined in Definition 2.1, each player ¢ has a capability
level ¢; € [1, b;]. The tuple (¢;);en is called the capability profile of this instance. Each
player ¢ perceives the payoff function of player j as v} = a(uy, ¢;). Players also know N
and (S;)jen as common knowledge. Players do not know u;. Depending on the setting, the
players may or may not know (c;);ea and af(-, -). Player i chooses a strategy s; € S; based
on the perceived payoff functions (v;) jen- After all players choose their strategies, the true
game (u;)jen is revealed to all players. The payoff of player i is u;(s1, ..., Sn).
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In this game, the value of v;.(sl, ..., 8p) is called the apparent payoff of player j to player
i and u;(s1, ..., s,) is the true payoff of player i. The game described by (U;‘)jeN is the

perceived game of player i. The game described by (u;),en is the true game. N

Based on the perceived payoff function, a player can reason about the possible set of true
payoff functions with the payoff concretization function defined below.

Definition 2.4 (Payoff concretization function)

With the notation in Definition 2.2, let v € U be a payoff function. The inverse of the
payoff perception function is called a payoff concretization function, which is denoted as
o~ (U x Zy) + 2V and defined as

a (v, o) = {u € U | alu, max {e(v), co}) = v} q

Note that in the above definition, the set of possible true payoff functions for a player
with a known capability of ¢ is a™!(v, ¢); if their capability is unknown, then we can use a
more conservative estimate by a~1(v, 1).

Example 2.5 (Finite/infinite payoff concretization)

The value of a payoff concretization function can be a finite set or an infinite set. For the
masked payoff game in Example 2.1, a; (M, ¢) = {M} when ¢ > mn. By comparison,
for the quantized payoff game in Example 2.2, o '(M, ¢) is always an uncountable (thus
infinite) set for ¢ < oo. <

The following theorem shows that the payoff perception function defines a hierarchy of
abstractions of the true payoff function, thus rendering the OLP-Game an instance of the
limited-perception game model informally defined at the beginning of this section.

Theorem 2.2 (Abstraction reduces perception accuracy)
With the notation in Definitions 2.2 and 2.4, for any v € U and ¢ € 7Z, it holds that

(2.1) a (v, c+1) Cat(v, e
Let v' = a(v, ¢), then for ¢ > ¢, it holds that
(2.2) atv, d)Ca (v, e

Proof. To prove (2.1), let u € (v, ¢ + 1), which means a(u, max {¢(v), c+ 1}) = v. If
¢ > ¢(v), then a(u, c+ 1) = v. Applying the properties of capability path independence
property and perfect perception beyond intrinsic capability yields a(u, ¢) = a(a(u, ¢+ 1), ¢) =
a(v, ¢) =v. If ¢ < é(v), then a(u, max {¢(v), ¢}) = a(u, max {c(v), ¢+ 1}) = v. In both
cases, we have a(u, max {¢(v), c}) = v, which means u € a~ (v, ¢).

To prove (2.2), first consider the case when ¢ > ¢(v), which implies v" = v due to the prop-
erty of perfect perception beyond intrinsic capability. Then (2.2) follows from (2.1) by induc-
tion on . Now assume ¢ < ¢(v). Let u € a™ (v, ¢), which means «(u, max {¢(v), ¢}) = v.
We also have ¢(v') < ¢ due to the property of perfect perception of an abstraction. Then
v = a(v, ¢) = ala(u, max{c(v), ¢'}), ¢) = a(u, min {max{c(v), '}, ¢}) = a(u, ¢). We
thus have a(u, max {c, ¢(v')}) = a(u, ¢) =o', which means u € a~*(¢/, ¢). O

An interpretation of (2.1) is that given the same perceived payoff function, if a player has
a higher capability, then they can have a more precise set of possible true payoff functions.

Eq. (2.2) can be understood as another form of information loss, as the set of possible true
payoff functions becomes larger when an abstraction is applied to a perceived payoff function.
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2.3 A hierarchical-partition perspective of the payoff per-
ception function

An alternative view of the payoff perception function is to consider it as a hierarchy of
partitions of the set of payoff functions. Given a capability level ¢, the payoff perception
function defines equivalence classes that form a partition of U, where u; € U and uy € U
belongs to the same class if and only if a(uy, ¢) = a(us, ¢). Each equivalence class becomes
smaller as ¢ gets larger. The following definition specifies the properties that such a hierarchy
of partitions should satisfy.

Definition 2.5 (Hierarchical partitions of payoff functions)
Let U := RS be the set of possible payoff functions over a finite strategy space S :i= S; X - - - X

S,. A hierarchical partition of U is a pair ((Hc)cez, T) where H, C 2V defines a hierarchy

of partitions of U indexed by the extended set of positive integers, and 7 : 2V + U is called
the representation function that selects a representative element from an equivalence class.
A hierarchical partition satisfies the following properties:

e Partition at each level: For any ¢ € Z,, H, is a partition of U.

o Partition with refinement: For any ¢ € Z., for any S € H,, there exists P C H..,
such that P is a partition of S.

e Singleton partition at infinite level: Hy, = {{u} |u € U}.

o Value-bounded partitions: For any ¢ € Z, and S € H,, there exists a constant b € R,
such that for any u € S, max,eg |u(z)| <b.

e Closed representation: For any ¢ € Z, and S € H,, r(S) € S.

e Stable representation: For S C T where S € H, and T € H, for some ¢,¢ € Z,, if
r(T) € S, then r(S) =r(T).

Of note, for any set S, P C 2° is a partition of S if and only if for any ¢ € S, there is exactly
one element ¢ € P such that t € q. <

The following theorems show that the payoff perception function can be viewed as the
hierarchical partition, and vice versa.

Theorem 2.3 (From payoff perception function to hierarchical partition)

Let U = RS be the set of possible payoff functions over a finite strateqy space S = S; X
-x S,. Let a : (U X Z+) — U be a payoff perception function. For ¢ € Z., define H,

as the set of equivalence classes of U under the relation ~. where u; ~. us if and only

if a(uy, ¢) = a(ug, ¢). Let r : 2V — U be any function such that if S € H,. for some

c €Ly, then r(S) = alu, c¢) for some w € S. Then the function r(-) exists and (H., 1) is a
hierarchical partition of U.
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Proof. 'The properties of partition at each level and singleton partition at infinite level are
immediate from the definition of H.. The value-bounded partitions property follows from
the bounded concretization property of af(-, -).

To prove the partition with refinement property, let ¢ € Z, and S € H.. Let T be the
set of equivalence classes of S under the relation ~., 1, which forms a partition of S. Since
S C U and H,, is the set of equivalence classes of U under the relation ~.;, for each P € T,
there exists P’ € H.,q such that P C P’. Take arbitrary elements u € P and v € P’. Then
there exists w € U such that a(u, c+ 1) = a(v, ¢+ 1) = w since u and v both belong to
P’. The capability path independence property implies «(u, ¢) = a(v, ¢) = a(w, ¢), which
means u ~. v. Since u € P C S, we have v € S by the definition of H., which implies v € P.
Therefore, we have P = P’, which implies T C H.,;.

To prove the closed representation property, let S € H. for some ¢ € Z,. The definition of
H. implies that there exists w € U such that for all u € S, a(u, ¢) = w. Theorem 2.1 implies
that a(w, ¢) = w = a(u, ¢). We thus have w ~, u for all u € S, which means w € S by
our definition of H.. The closed representation property is immediate from r(S) = w € S.
To show that the same S from different choices of ¢ does not cause any conflict so that
r(-) exists, assume there is ¢ > ¢ such that S € Hy. We have u ~» w for all u € S,
which implies a(u, ) = a(w, ¢); with Theorem 2.1 we also have a(w, ¢') = a(w, ¢) = w.
Therefore, r(S) = w can be obtained from either H. or H. and is thus well-defined.

To prove the stable representation property, let S C T where S € H. and T' € H. for
some ¢, € Zy. Let w = r(T) € S. Since S C T, we have ¢ > ¢ due to the partition
with refinement property. Let v = r(S) € S. The definition of r(-) implies that a(w, ¢) =
a(v, ¢) =vand a(w, ) = a(v, ¢) = w. The capability path independence property implies
w=a(w, ) =ala(w, ), ¢) = a(w, ¢) =wv. Therefore, r(S) = r(T). O

Theorem 2.4 (From hierarchical partition to payoff perception function)
Let U := RS be the set of possible payoff functions over a finite strateqy space S = S; X

co- X S,. Let <<HC)CEZ+’ 7’) be a hierarchical partition of U. Define o : (U x Zy) — U as

a(u, ¢) = 7(S) for any given u € U and ¢ € Z, such that S € H, and u € S. Then af(, -)
18 a payoff perception function.

Proof.  First note that the choice of S in the definition of «f(-, -) is unique since H. is a
partition of U. To prove the capability path independence property, take any v € U and
c1,09 € Zy. Let S; € H,, such that u € S;. Let w = a(u, ¢;) = r(S;) € S;. Consider two
cases:

e ¢; < c¢y: By recursively applying the partition with refinement property, there exists
P C H,, such that P is a partition of S;. Since w € Sy, there exists S € P such that
r(S1) = w € Sy. The stable representation property implies 7(Ss) = w. Therefore,
a(w, cg) =r(S2) = w and thus a(a(u, ¢1), c2) = a(r(Sy), c2) = w = a(u, ¢).

e ¢; > ¢y Let Sy € H,, such that w € Sy. Let v :== a(w, ¢3) = r(S2). The partition
with refinement property implies that there exists P C H,, such that P is a partition
of Sy. Since w € S1, w € Sy, and S; € H,,, we have S; € P and thus S; C S5. Since
u € Sy, we have u € S and a(u, ¢3) =7(S2) =v = a(w, ¢3) = ala(u, ¢1), c2).

36



Combining the two cases yields a(a(u, ¢1), ¢2) = a(u, min {cy, co}).

The perfect perception with infinite capability follows immediately from the singleton
partition at infinite level property. The bounded concretization property follows from the
value-bounded partitions property. O

The above two theorems show that the payoff perception function and the hierarchical
partition of payoff functions are equivalent, as summarized below.

Corollary 2.5

Let U == RS be the set of possible payoff functions over a finite strategy space S == Sy X - - - X
S,. Then there is a bijection between the set of payoff perception functions on U and the set
of hierarchical partitions of U.

2.4 Payoff bounds and related properties

Since players are assumed to use mixed strategies to optimize their expected payoff, let’s
first define simplified notation for the expected payoff given a mixed strategy profile:

Definition 2.6 (Expected payoff notation)

Given finite strategy spaces (S;),c for the players, let u € RS be a payoff function with
S =8 x .-+ x §,. For an uncorrelated mixed strategy profile (o;),.,, where o; € Ag,, the
expected payoff of this mixed strategy profile is denoted as u(eoy, ..., o,) and defined as

Ux((”]_7 ey Un) = E51N0'17~-~75n"'/a'n I:u(S]_7 ceey STL)}

(23) = Z H U'i(si)u(sla SO Sn) :

(815 -, 81 )ES 1EN

Definition 2.7 (Bounds of expected true payoff)

In an OLP-Game as defined in Definition 2.3, let (07;);en be a mixed strategy profile with
o; € As,. If a player perceives their payoff function as v and has a capability of ¢, then the
lower and upper bounds of the expected true payoffs are denoted as

P (v, c, (aj)j€N> = uea{r}gv76)u(al, cey Op)
(2.4)
pt (U, c, (O'j)jEN> = sulI() )u(a‘l, cey Op)
uca~ (v, c
If the discussion is focused on the capability-aware player ¢ with a perceived payoff func-
tion of v{(-) and a capability of ¢;, given other players’ strategy profile o_;, the lower and
upper bounds of the expected true payoffs of the player ¢ for their strategy o; are denoted

as:

P (v,¢c, 0| 0;) =P~ (U, c, (o'j)je/\/>
(2.5) )
R
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Remark 2.1 The bounds given in Definition 2.7 are finite due to the bounded concretization
property of the payoff perception function.

Theorem 2.6 (Monotonicity of payoff bounds)
With the notation in Definition 2.7, for any v € U, ¢ € Zy, and o; € Ag, for j € N, it
holds that

P- (v, c, (Gj)je/\f> <P (U, c+1, (C’j)je/v>

< pt (v, c+1, (aj)j€N> <P* (% ¢, (Uj)je/v>
Let ' = a(v, ¢), then for ¢ > c, it holds that
P (v’, c, (aj)jeN) <P~ (v, d, (Uj)je/\/>

< pt <v, d, (aj)jeN> <pt (U', c, (Uj)jeN)

Proof. Egs. (2.6) and (2.7) follow directly substituting Theorem 2.2 into (2.4). O

(2.6)

(2.7)

The following theorem provides an alternative representation of the payoff bounds, which
is useful for certain analysis:

Theorem 2.7 (Bounds of expected true payoff via linear objectives over convex sets)
With the notation in Definition 2.7, for the player i, their payoff characteristic set s

(2.8) C (v}, ci| o) =convel{p;(u|o_)|uea (v )},

where the function p; : U — RIS summarizes the expected payoff of each action of the
player i. If y =p; (u|o_;), theny; =Eg—j s o ,[u(s1, ..., sn)].

Then C (vt ¢; | o_;) is nonempty, compact, and convex.

Moreover, it holds that

P~ (/07 ¢, O ’ o-—i) = min yTo-i
yEC(vf,ci a',i)
(2.9) N
P (Uv ¢, O; | o-—i) = max yTo-i
yEC(vf,ci a,i)

Proof. Assume 0!, ¢;, and o_; are fixed. Let Cy = {p; (u|o_;) | u € a' (v, ¢;)}. Then
C (v, ¢; | ;) = convel Cy.

The first step is to show that C (v}, ¢; | 6_;) is nonempty, compact, and convex. The
property of perfect perception with infinite capability implies that v! € a~'(vf, ¢;), and
thus C (vf, ¢; | ;) is nonempty. The property of bounded concretization implies that Cj
is bounded. Thus cl Cj is compact and conv cl Cy is compact and convex [Lay07, Theorem
2.30].

Let’s prove the equation of the lower bound in (2.9). The upper bound can be proved
similarly. Given u € a1 (vf, ¢;), let y = p; (u | ;). The law of total expectation implies

Eslwal,...,sn~o’n [u(317 ) Sn)] = Z Esi:j,s,iwc,i[u(slu ceey 871)][@[31 = j] = yTaia
JES;
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which, when combined with (2.5), yields

P~ (v, ¢, 05| o) = inf yTo,
(v, ¢, 0y | ;) Jnf ylo:
Let C} == clCy. Tt is easy to verify mingec, yTo; = infyec, yTo;. Let Co =C (v, ¢; | o) =
conv C;. Since C; C Cy, we have mingec, y7o; < mingec, y'o;. Let y* = argmin*y602 yTo;.
Carathéodory’s theorem [ECK93| states that there are k = |S;| 4+ 1 points yi, ..., y; € C4

and w € Ay such that y* = Z?:l w;y5, which implies

y* T E > E ) = mi >
o; WY o w;| min y o min y, " o; > min yTo;
! A J (leﬂl k] Y Z) e 2t T T yea 7

It follows that minycc, yTo; = mingec, y'o; = infye,, which completes the proof. 0

Eq. (2.9) reframes the bounds of the expected true payoff as the extreme values of a
linear objective. Since a linear function is both convex and concave, we obtain the convexity
and concavity of the payoff bounds:

Theorem 2.8 (Convexity and concavity of the payoff bounds)

With the notation in Definition 2.7, P~ (v, ¢, o | 0_;) is continuous and concave in o;, and
Pt (v, ¢, o; | ;) is continuous and convex in o;. Both functions are bounded. Both are
continuous in o_;.

Proof. Given (2.4), the continuity follows from the fact that u(e, ..., o,) is continuous
in o; for i € N, and the point-wise infimum /supremum of a family of continuous functions
is continuous [BD84, Theorem 7.4.9]. Given (2.9), the convexity/concavity follows from the
fact that the point-wise supremum (resp. infimum) of a family of convex (resp. concave)
functions is convex (resp. concave) [HL96a, Chapter IV, Proposition 2.1.2]. The boundedness
follows directly from the bounded concretization property of the payoff perception function
(Definition 2.2). O

Of note, the convexity/concavity proof in Theorem 2.8 only requires the continuity of
u(o, ..., oy,) in o; for any i € N, which means it can be proved without (2.9). Eq. (2.9)
is presented to provide a more intuitive interpretation of the payoff bounds; in particular,
it shows that maximizing P~ (v, ¢, o; | 0_;) over o; is a Bilinear Saddle Point Problem
(BSPP), which may enjoy efficient algorithms [L.JJ20; XHZ21].
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This chapter discusses capability-oblivious players in limited-perception games. A capability-
oblivious player does not know that their capability is limited, and thus reasons as if their
perceived payoff functions are the true payoff functions by choosing the optimal strategy of
the perceived game.

Definition 3.1 (Capability-oblivious player)

In an OLP-Game as defined in Definition 2.3, consider the player 7. Let o_; be the mixed
strategy profile of the other players. Player i is capability-oblivious if and only if their best
response set is defined as:

(3.1) BR{ (o_;) = argmax v.(a}, o_;) 4
oi€ls;
If player i is capability-oblivious and perceives the payoff functions as G; = (v}, ..., v%),

then they (wrongly) believe that all players are in the same true game G;. Player i’s rational
behavior is to solve the Nash equilibrium (assuming some equilibrium selection rule) of the
game G; and play their strategy in the equilibrium.

One can anticipate that the outcome of limited-perception games with capability-oblivious
players highly depends on the exact definition of the payoff perception function. This chapter
focuses on two-player capability-oblivious limited-rank games. As introduced in Section 1.2,
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players perceive low-rank approximations of the true payoff functions in a limited-rank game;
the limited-rank game is arguably a natural model for players with limited perception. The
payoff perception function of a limited-rank game generates a low-rank approximation of the
payoftf matrix, which can be computed using the truncated Singular Value Decomposition
(SVD). In the multi-player case, one can use generalizations of the SVD to higher-order ten-
sors (such as the higher-order SVD [DDV00]) to define limited-rank games; I do not consider
the multi-player case in this chapter.

Section 3.1 formalizes the limited-rank games using the truncated SVD. Although the
SVD is not unique in many cases, I show that a payoff perception function can be well defined
by choosing a particular SVD decomposition. One central question is how the capability level
impacts the final payoff of a capability-oblivious player. I answer this question from three
perspectives:

e Section 3.2 presents theorems that give closed-form bounds on the true payoffs in a
limited-rank game given a perceived payoff matrix, a capability level, and a mixed
strategy profile. As one would expect, a higher capability level leads to a narrower
range of possible payoffs.

e Section 3.3 analyzes the outcome from a player’s perspective. I present theorems that
characterize the final payoffs in a few settings assuming both players use their respective
equilibrium strategies (which do not necessarily form an equilibrium when combined).

e Section 3.4 discusses the capability transfer properties. I show that it is computation-
ally hard to determine whether increasing the capability level of a player will strictly
increase their payoff. I then present comprehensive analysis of the payoff changes for
different capability levels in a 2 x 2 parameterized limited-rank game.

3.1 The limited-rank game as a limited-perception game

This section formalizes the limited-rank game through the truncated Singular Value Decom-
position (SVD). I discuss how to deal with the non-uniqueness of the SVD. A closed-form
formula for the rank-1 approximation of n x 2 matrices is also provided.

Let A € R™*" be the true payoff matrix. A player with capability level ¢ perceives a
matrix (A, ¢) = A@n{emn) - Given A € R™™ and r € [1, min {m, n}], A® denotes
the best rank-r approximation in the sense that it minimizes HA — AM given some matrix

norm operator ||-||. A norm is unitarily invariant if it satisfies ||A| = ||[UAV]|| for any
appropriately sized orthogonal matrices U and V in addition to the standard properties
of matrix norms (i.e., triangle inequality || X +Y|| < || X|| + ||Y||, absolute homogeneity
|leX || = |e|||X]||, and positive definiteness || X | =0 == X = 0). This section assumes
a fixed unitarily invariant norm. Typical examples of unitarily invariant norms include the
Frobenius norm (|| Allp = />, ; A7 ;) and the spectral norm (|| All, = supy,_ -1 | Az][,).
For any unitarily invariant norm, the best limited-rank approximation is given by the
truncated SVD of A [Mir60]. For a matrix A € R™ " its SVD is given by A = UXV7T
where U € R™™ and V € R™" are orthogonal matrices and ¥ € R™*" is a diagonal
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matrix with non-negative entries oy > 09 > -+ > o (m,ny = 0. We can rewrite Aas A=

Somin{m, ) o;U. V. Tts rank-r approximation by truncated SVD is AN =5 oU. V],

= Hdiag (Ors1, - Omin{m,n}) H [Mir60)].

The SVD of a real-valued matrix always exists and is unique up to unitary transfor-
mations of the subspace corresponding to repeated singular values [TB97, Theorem 4.1].
More precisely, let ¢ and j be indices of a group of repeated singular values such that
op = 041 = -+ = 0j. Let U = U.,;; and V' := V_;.; be the corresponding singular
vectors. Then any decomposition that replaces U’ and V' with U'Q and V'Q for appropri-
ately sized orthogonal matrix @ is also a valid SVD of A, and all SVDs of A can be obtained
in this way. Of note, the singular values are unique when ordered in non-increasing order.

Let LR (A, r) C R™*™*3 denote the set of all possible truncated SVDs of A that keep
the largest r singular values with corresponding singular vectors. Formally, (U, 3, V) €
LR (A, r) if and only if UTU = I,,,, V'V =1I,, ¥ = diag (o1, ..., 0, 0, ..., 0) with o; >
oir1 > 0 for i € [1, r — 1], and there exists non-negative numbers {O'H_l, C o Omin {m, n}}
such that oy > g1 > 0 for k € [r, min {m, n}] and A = U diag (01, e Umin{m,n})VT-

The approximation error is HA —AM

Lemma 3.1
For any A € R™" and r € [1, min{m, n}], the set LR (A, r) endowed with any norm
topology s nonempty and compact.

Proof. The nonemptiness of LR (A, r) follows from the existence of the SVD of A. Take an
arbitrary item (U, ¥, V') € LR (A, r). Then all other items in LR (A, r) can be obtained
by replacing U and V with UQ and V Q for a matrix @Q that is block-orthogonal where the
blocks correspond to the repeated singular values of A. The mapping Q — (UQ, X, VQ)
is continuous. Since the set of orthogonal matrices is the inverse image of the continuous
function M +— MTM at I, it is closed. Since the column vectors of an orthogonal matrix are
orthonormal, the set of orthogonal matrices is bounded. Thus LR (A, r) is also compact. [J

There are many ways to define a unique value of A®™ guch that the derived payoff
perception function is valid and odd (Definitions 2.2 and 4.11). To characterize the possible
choices, I define the following perception-compatible choice function on LR (A, r):

Definition 3.2 (Perception-compatible choice function)
A function f : OR™ME _y RmXn i g perception-compatible choice function if and only if it
satisfies the following properties:

e For A € R™™ and r € [1, min{m, n}], f(LR (A, r)) € LR (A, r).
e For A c R™™and 1 <r; <ry <min{m, n}, f(LR (A, 1)) = f(LR (F(LR (A, r2)), m1)).
e For A € R™™ and r € [1, min{m, n}], f(LR(—A, r)) = —f(LR (A, r)). q

It easy to verify that setting a(A, ¢) = Amintemnd) — §(LR (A, min{c, m, n})) for any
perception-compatible choice function f(-) yields an odd payoff perception function «a(-, -).
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One way to define a perception-compatible choice function is to impose a preference over
the basis vectors in the SVD. For example, define

pl(S) = {(U, ,V)es ' Uji= _ inf U }

', s, vies

4i(S) = (pio---op")(S), f(S)={(quo--0gn)(S),

where (f1 0 fy)(z) denotes function composition fi(f2(z)). Since U; ; is continuous in U, the
set pf (S) is nonempty and compact if S is nonempty and compact. Intuitively, the function
f(S) selects the SVD whose U has the smallest lexicographically ordered columns. One can
verify that if (U, 3, V) € ¢(S) and (U’, X', V') € ¢(S), then U.; = U!;; with similar
reasoning, if (U, X, V) € f(S) and (U’, &', V') € f(5), then U = U’. Since X is unique
and V is uniquely determined by U via VT = X7'UTA, f(S) contains exactly one item.
Define f(S) := f(S) for any nonempty and compact S. Then f(-) is a perception-compatible
choice function.

Given the above results, the limited-rank games are formally defined as follows:

Definition 3.3 (Limited-rank game)

A limited-rank game is a two-player OLP-Game (Definitions 2.3 and 4.4) where the payoff
perception function is defined as a(A, ¢) = f(LR (A, min {c¢, m, n})) for some perception-
compatible choice function f(-), and m = |S;| and n = |S,| are the numbers of strategies for
the row and column players, respectively. The first player is the row player and the second
player is the column player.

In an instance of a limited-rank game, the perceived payoff functions are typically denoted
by matrix pairs (A, By) and (As, Bs) for the row and column players, respectively. If
the game is zero-sum, then the perceived payoff functions are denoted by (A;, —A;) and
(As, —A,) for the row and column players, respectively. <

There is no known closed-form formula for the SVD of arbitrarily sized matrices. Practical
algorithms use iterative methods to compute the SVD numerically [TB97|. Below is a closed-
form formula for the rank-1 approximation of n x 2 matrices, which reveals how columns in
the approximation depend on the interior angle and relative lengths of the columns of the
original matrix.
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Lemma 3.2 (Rank-1 approximation of n X 2 matrices)
Let A = [al ag] € R™2 be a n x 2 matriz. It holds that:

[0 ag} ifQa=0and R4 <0

A = A[g][a ,6] for some & + > =1ifQa =0 and Ry =0

['v t'v] if Qa#0 or (Qa =0 and Ra > 0)
1
(3.2) where Qa = alas, Rp = ||a,1||§ - ||a2||§, vi= f 1(0,1 + tay)
0 if Qa =0 and Ra >0
t =<1 _
5(—5+m) ifQa#0
5‘:& . s24+4 if Qa >0
Qa’ —V2+4 ifQa<0

Furthermore, if Q4 # 0, then
(3.3) sign(t) = sign(Qa), sign(|t| —1) = sign(—Ra)
Analogous results hold by switching the rows and columns if A € R?*",

Proof. Let AWM = [v t'v] To ease the exposition, let’s extend v and ¢t to be hyperreals
(i.e., v € "R™ and t € *R) so that they can take infinitesimal/infinite values while tv remains

~ 2
finite [Gol98|. Define L = HA — AW which should be minimized. It holds that:

F

2 2
L=|a,— 'U||2 + [laz — t’v||2

= (*+1)v"v — 2(a; + tas)"v + ala; + ala,

2 2
a; +ta a; +ta
= (+1)|v— t12+12 _| 1252+12H2+a{a1+a5a2
2
(3.4) —(2+1) _aittay 2_2a{a2t+a{a1—a;a2+ .
- YTTer |, 211 a1t
2
a; +tas 20t + R
= (2 +1)||v— - ala
(+1) 211, e an

where Q = Qa, R'=Ra

aittaz
t24+1

while maximizing f(t) = 242 Consider the

To minimize L, we need to set v = i}

following cases:

e When Q = R =0, we have f(t) =0 for all ¢t € "R, including ¢t = co. With «a = \/1521?

and § = \/ﬁ, we rewrite [v tv} = A[g] [04 5]. The equivalent constraint on «

and 3 is o + 3?2 = 1 that does not involve hyperreals.
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e When Q =0 and R > 0, f(t) is maximized at t = 0.
e When @ =0 and R <0, f(t) is maximized at ¢t = oo.
2\ Rt e : :
e When @ # 0, we have & = —2% = —QQZL—%;. Setting & = 0 gives t =
%(—sj: V82 +4). When @ > 0, f(t) is maximized at ¢t = %(—s—k V52 +4); when

Q <0, f(t) is maximized at t = £ (—s — V2 + 4).

Eq. (3.2) summarizes the above results. Note that since |s| < |m| < |s|+2, we have sign(t)
sign(m) = sign(@). Also note that |m| > 2, which gives sign(|t| — 1) = sign(|m — s| — 2)
sign(—ms) = sign(—R). Thus we have also proved (3.3).

oo

3.2 Payoff bounds of limited-rank games

This section analyzes the bounds of true payoff given a perceived payoff function in limited-
rank games. Some results are devoted to the fully-capability-aware setting that is discussed
in Chapter 4.

The analysis uses the following notation:

e For r =7, and A € R™" ¢,(A) denotes the r-th largest singular value of A. Note
that the value is unique. If » > min {m, n} (including r = o), then o,(A) = 0.

e For A € R™*" N(A) is a matrix whose columns form an orthonormal basis for the null
space of A. More precisely, N(A) = [bl bk} € R™* where b; € R", blb; = 1,_;
for i,7 € [1, k], and Az = 0 if and only if * € span(by, ..., by). Specially, if
rank(A) = m, then N(A) = 0.

The main result of this section is the following theorem:

Theorem 3.3 (Payoff bounds of limited-rank games)
Given a matriv A € R™" and two vectors x € R™ and y € R", if A is the perceived payoff
function of a player with capability level ¢ in a limited-rank game (Definition 3.3), then the
true payoff bounds as defined in Definition 2.7 are given by:

P (A cx,y =xTAy—U(A, ¢, z,y)
(3.5) PHA c,x, y) =xTAy +U(A, ¢, z, y)
where U(A, ¢, 2, y) = 0(A) - INT(A]), - [N (A)y],

Moreover, the limited-rank game is universally narrowly reversible (Definition 4.23).

Consequently, zero-sum limited-rank games can be efficiently solved using Second-Order
Cone Programs (SOCPs). An e-approximate solution to a SOCP can be found in O(—loge)
iterations using interior-point methods [BV04, Chapter 11].
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Corollary 3.4 (Solving zero-sum limited-rank games using SOCP)
In an instance of a zero-sum fully-capability-aware limited-rank game (Definitions 3.3 and 4.12),
assume ¢ < co. Let (s*, u*, «*) be a solution to the following Second-Order Cone Program

(SOCP):

max s
S, U, T

subject to s < xTAje; — 0, (A1) - u - [[NT(Ar)ell, Vie[l, |S]
INT(ADz|, < u
T € Agl

(3.6)

Given x*, let (t*, v*, y*) be a solution to the following SOCP:

min t
t,v,y

(3.7) subject to t > x'TAyy + 0, (Az) - [NT(AD)x™||, - v
INT(A)yll, < v
Y € A52

Then (x*, y*) is a Stackelberg equilibrium of this instance where the row player is the leader.
The Stackelberg value and the Nash value of the row player are both s*. Furthermore, if the
solutions to both (3.6) and (3.7) are unique, then (x*, y*) is also a Nash equilibrium.

Proof. Theorem 3.3 shows that zero-sum limited-rank games are universally narrowly re-
versible. Theorem 4.23 then implies that such games are maximin-attainable. Theorem 4.15
yields (3.6) and (3.7) for maximin-attainable games with the payoff bounds given by (3.5).
When (3.6) has a unique solution, the game has a unique maximin strategy. Theorem 4.23
implies that the Stackelberg equilibrium is also unique. Since a Nash equilibrium is also a
Stackelberg equilibrium in maximin-attainable games, the Nash equilibrium is unique and
coincides with the Stackelberg equilibrium. O

As will be argued in Section 4.3.3.2, computation-bounded players should be satisfied with
(z*, y*) in the Nash setting even if y* is not used by a Nash equilibrium.
The rest of this section is devoted to proving Theorem 3.3.

Lemma 3.5 B

For a matriz A € R™™ and an integer r € [1, min {m, n} — 1], let A" € LR (A, r) be a

rank-r approximation (not necessarily the result of a perception-compatible choice function).
Given any x € R™ and y € R™, it holds that

—s<xTAy — wTAV(r)y <s

(3.8) where s = 0,41(A) - HNT <E(T)T>w

Vr(A”)y

2 2

The bound can be relaxed to s < o,41(A) - |||l - ||yl
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Proof. Let f = a7 <A — AV(T))y be the value to be bounded. The following proof only

deals with the upper bound of f. The lower bound can be proved similarly.
Let A = UXVT be the SVD of A that is truncated to obtain A". Then we have

f= Zﬁ?i’ln n} 0i(A)zTU. ;V.;y. The value of f can be increased if we negate some columns

of U to ensure that TU.;V;y > 0 for r +1 < i < min{m, n} and set 0;(A) = 0,,1(A)

)

for r +2 <4 < min{m, n}. More precisely, we have f < f* where
ff=a7 (A* - ﬁ(r)>y, A" =USYX'VT S :=diag (31, 59y .t Smin{mm})
{—1 if i >7r+1and U, ;Vy <0
S; = '

1 otherwise
3= dlag (01 (A)7 02(A)7 cees Orgd (A)a Or4+1 (A)> cees Orgd (A))
Let X} .= U. . be the k-th and subsequent columns of U. Similarly define Y;, := V. 1.,

and X} :=US. j.mm. Since S is a diagonal matrix, we have X} = XSk, k:m. Rewrite f*
as:

[r=xTUS (X" — diag (01(A), 02(A), ..., 0,(A)))VTy
— @TX 0y (AT YTy
=0,41(A) (X:llw)T (I<m*r)x(nir)Y;T+1?J)
59 s (A)| Xy [T
< 0 (A) | X2 |, | YTy,
= UT+I(A>“S7T+1:m, r+1:vaT+1wH2||Y;T+1yH2
= o 1(A)| Xz, || Yy,

where € follows from the Cauchy-Schwarz inequality. Since U and V' are orthogonal matrices,
(3.8) can be proven by the plugging following inequalities into (3.9):

X1 = N(UL,) = N(AO7), | XTel, < |2l

Yo = N(VIL) =N(A9), ¥l < vl

Lemma 3.6
Given a rank-r matriv A € R™™ and two vectors € R™ and y € R", the true payoff
bounds satisfy:

P (A raxy =xTAy—U(A, r, xz, y)

3.10
(3.10) PHA, rx,y) =xTAy+U(A, r, x, y)

When r < min {m, n}, for any € € Ry, there exist matrices A_ and A such that
rank(A_) =rank(A7) =r+1, LR(A_,r)=LR (A}, r)={A}
P (A, r+1l,z,y) =P (A_,r+1,z,y) =xTAy — (1 — ¢)s
P (Af,r+1, @ y) =P (Al r+1,z,y) =a"TAy + (1 — €)s
where s =U(A, r, x, y)

(3.11)
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Proof. Let s =U(A, r, ,y). When A is full-rank (i.e., r = min {m, n}), either N'(AT) or
N (A) is the zero vector, which implies s = 0. Therefore, (3.10) holds when r = min {m, n}.

Now assume r < min{m, n}. Take an arbitrary A’ € a (A, r). Since 0,,1(A4’) <
o,(A’") = 0,(A), Lemma 3.5 yields |T(A — A")y| < s, which implies

(3.12) P (A rxz y>xTAy—s, P A rz y) <zTAy+s

Egs. (3.11) and (3.12) together imply (3.10). The rest of the proof focuses on (3.11).
Assume the SVD of Ais A = UXVT where ¥, ; = 0 for i > r+1. Define U = U. .., and
Vo= V. 1. to be the left or rlght singular vectors of A corresponding to nonzero singular
values. Decompose T as = - U xo + xp, where xy = UTx so that x;, is orthogonal to the
column space of U (i.e. UT:cb = 0). It follows that a; is in the column space of U. ;41.m,
which implies that there is an orthogonal matrix P such that &](U. 1. mP) = [|l@s]l, 0].
It also holds that [|z,|, = [[NT(AT)z||,. Similarly, decompose yasy= Vyo + y and find

an orthogonal matrix Q such that (V. ;41,Q)"ys = [llwsll, } .
For ¢ € R, define

~ . ~ T
Aq = U U:,rJrl:mP] dlag (01<A)7 ) UT(A)a q, 07 R} 0) |:V V,r+1:nQ:|

One can verify that for |¢| < 0,(A), the following holds:

rank(A,) =r+1, LR(A, r)={A}, UA,r+1, x,y)=0
Tt Ay = xT Ay + q||$b||2||yb||2 =T Ay +q- [INT(AT)zll, - [NT(A)yll,

Therefore, (3.11) is satisfied by setting A- = A_,, and A} = A,, where w := (1—¢)o,.(A).00

Proof (Theorem 3.3). Since A is the perceived payoff function of a player with capability
level ¢ in a limited-rank game, we have rank(A) < c. If rank(A) = ¢, then (3.10) directly
implies (3.5). Otherwise when rank(A) < ¢, we have 0.(A) = 0 and o '(A, ¢) = {A},
which gives U(A, ¢, x, y) = 0 and thus (3.5) still holds.

Let’s proceed to show that (4.69) hold for ¢; = ¢ and ¢; = ¢+ 1, and therefore the
limited-rank game is universally narrowly reversible. Take arbitrary values of * € A,, and
y e A,.

We consider two cases: rank(A) = ¢ and rank(A) < ¢. If rank(A) = ¢, then take an
arbitrary sequence ¢; — 0. Lemma 3.6 implies that there exists AZ € N¢ (A4, ¢, c+1)
satisfying (3.11), which yields

inf (A e+1, < inf P* 1
A’ENCI(I}47C,C+1)7) ( et v y) Zl_I)loo’P ( &’ ctl = y)
= inf (xTAy — (1—¢)s) =P (A, ¢, z, y)

1—>00

Combining the above inequality with (4.70) yields

inf PHA', c+1,z,y) =P (A, c x,
A'eNcl(r,lax,c,cH) ( ¢ 2 y) (4, ¢, y)

Analogously, one can prove sup areng (a,c,cin) P (A, e+ 1, x, y) =P (A, ¢, z, y).
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If rank(A) < ¢, then

su P (A, c+1,z,9y) = inf PHA, c+1, x,
A’eNg (AI?C, c+1) ( y) A’eNg (A, ¢, c+1) ( y)

=P (A ¢,z y =P (A ¢z y) =z Ay

Therefore, the limited-rank game is universally narrowly reversible. U

3.3 Properties of capability-oblivious limited-rank games

Recall that as defined in Definition 3.1, capability-oblivious players do not know that they
may have limited capabilities and therefore reason as if their perceived payoff functions are
the true payoff functions. This section discusses a few properties related to games where
both players are capability-oblivious.

3.3.1 Expressiveness of low-rank payoff matrices

A player’s strategy space is effectively reduced to one dimension when the player’s capability
level is 1 in a limited-rank game. Assume without loss of generality that this is the column
player. The player perceives payoff matrices in the form of B = ¢ (B)uvT. Let s =
argmin®, v; and ¢ := argmax ; v;. If all entries of w are nonnegative, then e, is the column
player’s dominant strategy in the perceived game. Otherwise, given the row player’s strategy
@, the column player’s best response is either e, or e; depending on sign (uTx). Therefore,
the column player’s best responses are restricted to Aye, ¢} in the perceived game.

By contrast, rank-2 matrices are expressive enough to encode any best response functions
as shown below.

Theorem 3.7 (Expressiveness of rank-2 payoff matrices)

Given an arbitrary function BR : [1, m] — [1, n] representing the best response of the
column player in an m x n bimatriz game, there is a rank-2 payoff matric B € R™*"™ that
has the same best responses:

V1 <i<m: argmax B; ; = {BR(i)}

1<j<n
Analogous results hold for the row player.

Proof. Let f(z) =z and g(x) == —x?. Define their linear combination h,(z) = pf(z) +
(1 —p)g(x) for 0 < p < 1. We have

hy(z) = pr — (1= p)a* = =(1 = p) <<x B 2(1p— p)> B 4(1p_ p)2>

Therefore, h,(z) achieves its maximum at z = ( o> OF equivalently p = 22ﬁ1. Define
constant vectors a == [f(1) f(2) --- f(n )} and b = [g(1) ¢(2) --- g(n)]. Set B; =
pia+(1—p;)b where p; = QQBBR}Z.()L It is then easy to verify that argmax, .;,, B; ; = {BR(7)}.

We also have rank(B) = 2 since each row is a linear combination of two constant vectors.[]
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Although rank-2 matrices can encode any best response functions, given a true payoff
matrix B, its best rank-2 approximation B as defined in Section 3.1 does not necessarily
preserve the best response function induced by B. A sufficient condition for the best re-
sponse function to be preserved is that the payoff gap between the best and the second-best
responses is large enough to survive the low-rank approximation. In this case, the pure Nash
equilibrium of the true game is also a Nash equilibrium of the perceived game. The following
theorem formalizes this intuition.

Theorem 3.8 (When a perceived game preserves the pure Nash equilibrium)
For © € R?, define y(x) as the gap between the largest and the second-largest elements of x
if the largest element is unique; otherwise y(x) = 0. Formally,

(max xz) — ( max xj> if largmax x| =1
'y(ag) = i€[[1,d] JE[1, d]\argmax,c 1, ay Tk i€[1,d]
0 otherwise

Let PNE(A, B) denote the set of pure Nash equilibria of the game with payoff matrices A
and B.

In an m xn limited-rank game with true payoff matrices (A, B), if there exists an integer
r € [1, min{m, n} — 1] such that

min (A, ;) > \/§UT+1(A)7 min 7(B;) > \/§Ur+1(B>

jE[1,n] €1, m]
Then PNE(A, B) = PNE (A(C), §(0)> for any c > .

Proof. Consider the row player. Take an arbitrary j € [1, n]. Since 0,41(A) > 0, we have
7(A. ;) > 0 and therefore the best response to A. ; is unique. Let i = argmax*l-e[[lvm]] A ;.
For any i’ # i and ¢ > r, it holds that
AL} =AY = (e — e)TAVe,
A= A — 0 (A) - INT(AT) (e —er)l, - [INT(A)esll,
> Aij— Ay — 01 (A) - [lei — e, - [l
= Aij = Avj = V20001(A) 2 7(A, ) — V20,11(A) > 0,

where g follows from Lemma 3.5. Therefore, the row player’s best response function in the
true game is preserved in the perceived game. Analogous results hold for the column player.

Since (A, B) and <AV(C)7 §(0)> share the same best response functions, their pure Nash

equilibria are the same. 0

3.3.2 Quality of solutions

In an instance of a limited-rank game, a capability-oblivious player perceives an approxi-
mate payoff function. Intuitively, an approximate perception should result in some type of
approximate solution to the true game. The following theorem quantifies the approximation
error.
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Theorem 3.9 (Approximate best response in limited-rank games)
In an instance of a limited-rank game, if * is the best response to y in the game perceived
by the row player, then x* is an e-approzimate best response to y in the true game.
Formally, given A € R™ ", for A) € LR (A, ¢1) (which is not necessarily the result of
a perception-compatible choice function) and y € A, it holds that
max xTAy < x*TAy + ¢
rCAm,

(3.13) where x* = argmax_ mTK(Cl)y
weA’VV‘L

€ =20, (A)). HNT (Av(01)>yH2
Of note, € < QUCI(AV(Q)) = 20.,(A). Analogous results hold for the column player.
Proof. For any x € A,,, it holds that
T Ay % CCTJ‘I(CI)y + s1 % w*TAV(Cl)y + s1 Qg T TAY + 51 + 59
where s; = g, (A)) }/\/’T (;{(Q)T)w AT (A“(cl)>y
S 1= 0, (A . HNT (g<c1>T>w* HNT <g<cl>>y

2 ‘ 2

> 2
Here € and € follow from Lemma 3.5 and € follows from the definition of x*. Since N'T(M)

contains orthonormal basis vectors, [|NT(M)z|, < ||z, < 1 for any matrix M and & € A,,.
Therefore, s; + s9 < €. O

If both players perceive the same payoff matrices (e.g., when they have the same capability
levels or if the true payoff matrices’ ranks are no more than the lower capability level), then
Theorem 3.9 implies that their strategy profile is an approximate Nash equilibrium of the
true game. Another setting when players perceive the same payoff matrices is the uncoupled
dynamics in repeated games, which is discussed in Section 3.3.3.

Furthermore, in a zero-sum game, a player can guarantee that their maximin strategy in
a perceived game is an e-approximate maximin strategy in the true game:

Theorem 3.10 (Approximate maximin strategy in limited-rank zero-sum games)
Given a zero-sum game (A, —A) where A € R™*"™ | define &} as the maximin strategy of the
row player in the perceived game when the row player has capability level c:

* . e
x’ = argmax min xTA%e;
xzeA,, JE[L,n]

Define v = maxgzena,, Minjep1, ) *TAe; as the value of the true game. It holds that

(3.14) min_x;TAe; > v — 20,(A)

j€ll,n]

Analogously, let y = argmin*yeAn max;e[i, mj e}fi(c)y be the minimax strategy of the column
player in the perceived game; then

(3.15) max_ el Ay’ < v+ 20,(A)

€1, m]
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Proof.  Let v. = maxgea,, Milje[, 5] :BTﬁ(c)ej be the value of the perceived game when the
player has capability level c. Let * = Tk A) be the strategy of the row player in the true
game. B

Given ¢, let j' == argmin*je[[l,nﬂ x*TAe;. Tt holds that

v = Ir[[lin]] x'TAe; < x'TAe; ¥ :c*TAV(C)ej, +0.(A)
J€l,n -

= min 2*TA%e; + 0.(A)
jell,n]

< min szﬁ(C)ej +0.(A) =v.+ 0.(A),
e[l n]

min £*TAe; ? min (a:*TAV(C)e- —o.(A ) =0, — 0.(A),
min @lTAe; 2 min (2774, - 0.(4) (4)
where € and ¢ both follow from Lemma 3.5 with [|z*[|, < 1, ||zf[l, < 1, and |e;|, =
1. Eq. (3.14) is obtained by combining the above inequalities. Eq. (3.15) can be proved
analogously. O

When players perceive different payoff matrices, even if the Nash equilibrium is unique in
each perceived game, their combined strategy profile may not be a best response for either
player, as shown in the following example.

Example 3.1 (Payoff change of a capability-oblivious full-capability player)
Here is an example where a capability-oblivious player with full capability suffers from an
arbitrarily large loss compared to their best response when the opponent has a limited
capability.

Pick a constant C' € R,. Define the following true payoff matrices for a limited-rank
game:

c 1 2 1
A=|-1 -1|, B=1|1 5
0 C 4 3

The true game has a unique NE with the pure strategy profile (e;, e;). The row player
receives a payoff of C.

Let the capability profile be ¢; > 2 and ¢; = 1 in an instance of the limited-rank
game. The row player still perceives the true payoff matrices. The column player perceives
B ~ [1.12 2.67 2.72}T[1 1.43} as given by Lemma 3.2. Therefore, the second column
is the column player’s dominant strategy in this instance. The row player still plays the
first row due to the ignorance of their opponent’s rank capability limitation, which results
in C' — 1 worse payoff for the row player compared to the best response (the third row).
By comparison, the column player is already playing their best response of their perceived
game, which is an e-approximate best response in the true game with e < 20;(B™") < 13.9.<

3.3.3 Repeated games with uncoupled dynamics

When capability-oblivious players have different capability levels, they can perceive different
games; if they play equilibrium strategies in their respectively perceived games, the combined
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strategy profile may not be an equilibrium. In the zero-sum case, Theorem 3.10 provides a
bound of the true payoff when a player uses the maximin strategy of the perceived game. In
the general-sum case, no useful bound has been obtained so far.

This section discusses an alternative approach of modeling capability-oblivious players.
I consider the uncoupled dynamics in repeated games where each player only has access to
their own payoff function and all players’ history, but no access to their opponents’ payoff
functions. This model allows players to focus on their own strategy to maximize their own
payoff. In uncoupled dynamics, instead of considering the opponents’ incentives by accessing
the opponents’ payoff functions, each player assumes that their opponents’ strategies can be
described by a certain model (e.g., stationary mixed strategies) and updates their beliefs
of their opponents’ strategies based on the observed history. In this way, players with the
capability profile (¢, ¢2) and the true game (A, B) can be treated as in the stage game

<g(cl), B (62)>, where previous results on uncoupled dynamics can be applied.

Uncoupled dynamics has been extensively studied under various settings [HMO03; Ber05;
HMO6; Babl12; Say+21]. One result is that there exists no uncoupled dynamics that uses
bounded length of history, is stationary (i.e., time independent), and guarantees almost sure
convergence of the behavior probabilities (i.e., period-by-period behavior) to e-equilibrium
of the stage game for sufficiently small e [HMO6]. However, this impossibility result can
be circumvented by introducing randomized strategy switching that breaks the stationary
assumption [FY06|. Another celebrated result is that there exists a class of learning dynamics
called no-regret learning that converges to correlated equilibria, with extensive research on
no-regret learning algorithms under various settings [FV97; FV98; FL.99; HM00; FY06; SLO7;
Mor+21; Far+22b; Far+22a].

I consider fictitious play [Bro51|, one of the simplest uncoupled dynamics. Each player
assumes that their opponent’s strategy is stationary and plays their best response against
their observed opponent’s empirical behavior. Formally, in an m X n bimatrix game, the
players start with any strategy profile (pg € A, qo € A,). At each time step ¢ > 1, they
choose a strategy &, € BRy (g;—1) and y; € BRy (p;—1), where BR;(2) is the set of best
responses of player i against the opponent’s strategy z. The players update their beliefs of
their opponent’s strategy by py = 1((t — 1)ps—1 + x;) and q; = F((t — 1)g—1 + Y1)

Fictitious play converges to a Nash equilibrium in specific cases including zero-sum games
(A = —B) [Rob51], games with identical utility functions (A = B) [MS96b|, potential games
[MS96¢|, and 2 x n bimatrix games [Ber(05|, assuming some “natural” tie-breaking rule (e.g.,
never change a strategy if it is already a best response) [MS96a|. Convergence is defined by
convergence of players’ strategy beliefs to some Nash equilibrium. There are 3 x 3 games
where fictitious play does not converge [Sha64].

As discussed in Section 3.3.1, a player’s strategy space is effectively reduced to two
strategies when the player’s capability level is 1. Since fictitious play converges for 2 x n
bimatrix games [Ber05|, we have the following result:

Theorem 3.11
In a repeated bimatriz game with true payoff matrices (A, B), if the stage game is a limited-
rank game with players’ capability levels ¢y and cy, both players are capability-oblivious, and
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min {cy, co} = 1, then fictitious play converges to an e-Nash of the true game, where
€ = 2max {acl(j(cl)), 0'02(§(02))}

On the other hand, if both players’ capability levels are least 2, then there are games
where fictitious play does not converge, as shown in the following example.

Example 3.2 (A rank-2 game where fictitious play does not converge)
Consider the 3 x 3 game G = (A, B) where:

A = , B:=

o~ o
— o O
N O
oo =
N~ O
N V)

Shapley [Sha64, Section 5.2| shows that fictitious play does not converge in G. We derive
a rank-2 game G’ = (A’, B') with the same best responses as G for all strategy profiles
by subtracting the first row of A from each row of A and the first column of B from each
column of B:

0 0 0 0 -1 1
A=1]-12 —-1|, B =10 -1 -2
21 1 0 2 1

It is easy to verify that rank(A’) = rank(B’) = 2, A'y = Ay + ¢1, and B’ = @'B + ¢,
for constants ¢; € R and ¢, € R and all € Az and y € Az. Thus G and G’ have identical
paths of fictitious play, which implies fictitious play does not converge for the game G'. <«

3.4 Capability transfer properties in limited-rank games

One crucial question related to the competitiveness of low-rank agents is how the game out-
come changes when a player has different capability levels. This section considers capability-
oblivious players in limited-rank games. One of the players has a fixed capability level. The
goal is to compare the game outcomes when the other player has different capability levels.
A challenge in formalizing the change of payoff is that when there are multiple Nash
equilibria, an equilibrium selection rule is needed; otherwise the payoff changes are coupled
with contributions from playing mismatched strategies of different equilibria. To address
the equilibrium selection issue, this section assumes both players agree to use the simplest
equilibrium, which is the strategy profile with minimum support size and ties broken with
lexicographical order of the support and lexicographical order of the probability values, as
formalized below.
Definition 3.4 (Simplest equilibrium)
Let NE be the set of all Nash equilibria of a given m xn bimatrix game G. Define f : NE — V'
with V = N x N x Nmax{m.n} oo A« A, that maps a Nash equilibrium to a tuple for
lexicographical comparison:

f(x, y) = (a+b, |a—b], maxv (supp”(z), supp”(y)), =, ),
where a = [supp(z)|, b= [supp(y)|
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Here maxv (x, y) returns the element-wise maximum of  and y with —oco appended to the
shorter vector to make them the same length.

Define a total order < on V as the lexicographical order (with recursion into N¥ and A},).
Clearly f(x, y) = f(«/, ¢/) if and only if x = &’ and y = ¢/'.

Since NE is compact, there is a unique minimum (x*, y*) € NE such that f(x*, y*) <
f(zx, y) for all (x, y) € NE. The strategy profile (x*, y*) is the simplest equilibrium of the
game G. <

Remark 3.1 The total order is symmetric with respect to the row and column players (i.e., if
flx, y) < f(&, ¢), then f(y, ) < f(y', €’')) unless we need to break ties by the numerical
values of  and y.

Since the size of the support of a Nash equilibrium can be bounded by the rank of the
payoff matrix [LMMO3], there is a chance to find the same simplest equilibrium when players
have different capability levels. In particular, if the true game has a pure Nash equilibrium
and the payoff matrices satisfy the conditions of Theorem 3.8, then the same pure Nash
equilibrium is selected by any limited-rank player of capability level at least r. Of note,
finding the simplest equilibrium for a given game is NP-hard [CMG17].

The change of payoff is formalized as follows.

Definition 3.5 (Change of payoff)
In a rank-limited game, assume both players are capability-oblivious and play the simplest
equilibrium of their respective perceived games.

Assume without loss of generality that the row player has different capability levels cf
and ¢, and the column player has capability level cy. Let (x1, y) be the strategy profile in
the instance with the capability profile (c}, ¢5), and (o, y) be the strategy profile in the
instance with the capability profile (¢?, cy).

Let A and B be the true payoff matrices. The change of payoff for player 7 is denoted
by d.; and is defined as:

o = xSAy — xl Ay, 64,0 =xIBy — x]By

Moreover, define oy := d,1 + 42 as the change of social welfare.

The symbols ,1, dy2, and dy are used when the values of cl, ¢?, and ¢, are clear from
the context.

The change of payoff is defined analogously when the row player has a fixed capability
level ¢; and the column player has different capability levels ¢} and c2. N

3.4.1 Hardness of determining the sign of the change of payoff

Computing the numerical values of d,; and 9,2 defined in Definition 3.5 seems not easier
than solving the game. In practice, one may be interested in determining sign (d,;) and
sign (d,2) with the hope that the sign of the change of payoff is easier to determine than the
numerical value. This section shows that determining the sign is as hard as computing a
Nash equilibrium.

The sign of a payoff change or social welfare change is called the payoff change type
for short. Define the payoff change type function T(A, B, ci, ¢2, c3) = (sign(d,1), sign(dyz))
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that determines the payoff change types for both players, where the row player has capability
levels ¢} or ¢?, and the column player has a fixed capability level ¢;. Analogously define
T(A, B, ¢, c}, c3) when the row player has a fixed capability level ¢; and the column
player has capability levels ¢} or ¢3. This section proves the following result:

Theorem 3.12 (Hardness of determining payoff change types)
Computing the payoff change type function T (-) is PPAD-hard.

More specifically, for any matrices P, Q € R™* define T'(P, Q) = sign(duo) with
sign(d,2) given by T(P, Q, ¢, = min{r, s}, cs = min{r, s}, ¢ =1). Then given an arbi-
trary m X n bimatriz game (A, B), a Nash equilibrium of this game can be found by making
m + n queries to T'(-) and then solving a linear program with O (max {m, n}z) constraints
and O(m + n) variables.

Of note, the value of T'(A, B) defined Theorem 3.12 is non-positive since the column
player plays a best response to the row player’s strategy in the instance (¢, ci). The hardness
is essentially about deciding if a player has strictly better payoff when they have full rank
compared to when they have the lowest rank against a full-rank opponent.

The proof is based on constructing a payoff matrix such that the best response of its
rank-1 approximation can be manipulated. Then by querying the sign of payoff change of
a player in full-rank and rank-1 instances, one can determine the support of the simplest
equilibrium of the true game.

Lemma 3.13
Leta € Ry and v,y € R. If x <y, then (a —x)* + y* > T

N

Proof. If x <0, then (a — x)* +4*> > (a — 0)* > &. If 0 <2 <y, then (@ —x)*+y* >
(a—z)*+2*=2(z—2) —i—‘IQ—QZ%. O
Lemma 3.14 el

Given a € Ry, B € R™" and k € [1, n], define the matric M = [Bk] Let P €

LR (M, 1) be a rank-1 approzimation of M. If a > \/2||B||p, then Py > Py ; for alli # k.

Proof. Prove the contraposition. Assume there exists i # k such that P, , < P, ;. By
Lemma 3.13,

a

_ _ 2 2 _
IM —Pllp > (o= P + P2 > 5

.
Define P’ :— [ag’f] . Then |M — P'|| = ||B||- By the definition of the low-rank approxi-
mation, |M — P|, < |M — P'|,, which implies a < v/2|| B, O
Lemma 3.15

Given an m xn bimatriz game (A, B), let (x*, y*) be its simplest equilibrium. Then the best
response set of the column player, i.e., argmax;cp , € TBe;, can be computed by making n
queries to the payoff change sign function T'(-). Analogous results hold for the row player.
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Proof. Define the matrices A" = A —minA + 1 and BT := B — min B + 1, where
min M = min;e[i, m], jep,n] Mi,; denotes the minimum element of the matrix M. It is easy
to verify that (x*, y*) is the simplest equilibrium of the game (A™, B™).

For k € [2, n + 1], define the following matrices

o~[g 2] 7=

0 AT 0 Bt
where C' > 0,(A"), D>\/§HB+HF
. . s oW C 0 AT O R ¢
Then the rank-1 approximation of A" is A" = = o ol Lemma 3.14 implies B%, ; > B¥, ;

for i # k. Recall that the simplest equilibrium prefers pure strategies and strategies that use
—~(1) — (1)
the smallest-numbered actions. In the game (A’ ( ), B* > , since there is no equilibrium in

the form of (x, e;), the simplest equilibrium is (e, ey).

Let (:I:k , yk) be the simplest equilibrium of the game (A’ , Bk). Since the first column
of B* is all zero, which is strictly dominated by at least one other column, the first column
can not be a best response, i.e., yf = 0. Let y5, ., be the all but the first element of y*.
Then

0 :
Ayt = |:A+y§‘n+1:| with y5...1 € A,

Since min AT = 1, the first row can not be a best response, i.e., ¥ = 0. Therefore,
(wk, yk) corresponds to the simplest equilibrium of the game (A*, BT), and it follows that
x* = wésm+1 and y* = y12€:n+1'

Consider two instances of the limited-rank game with true payoff matrices (A’ , B’“)
where the row player has the fixed capability level ¢; = min {m, n} and the column player
has the capability levels ¢ = min{m, n} and ¢ = 1 in the first and second instances,
respectively. The player’s strategy profiles are (:1:’“, yk) and (:ck, ek) in the first and second
instances, respectively. We have ,5 = *TB* (ek — y’“) = x*TB*(e,_1 — y*), which implies
sign (6,2) = 0 if and only if e;_; is a best response to * in the original game (A, B).
Therefore, for k € [1, n], one can decide whether k € argmax;c, ,j T Be; by querying
sign (0,2) via T (A, BM1 ¢y, ¢}, 3). O

Proof (Theorem 3.12). With Lemma 3.15, one can determine the best response sets P =
ArgMax;cr; ,, € Ay* Q = argmax;c, ,,; "7 Be; by making m +n queries to 7(-). Consider
the following polytope defined for @ € A,,, and y € A,,:

2> 0,y; >0 VieP, YjeQ
(3.16) Dwi=1 yi=1
icP JEQ
Alxz> Al VieQ, Vi'¢Q
By > By Vie P, ¥i¢P
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Any solution to (3.16) is a Nash equilibrium of the game (A, B). Since the simplest equilib-
rium of (A, B) is also a solution to (3.16), the polytope is nonempty. Therefore, one Nash
equilibrium of the game (A, B) can be found by finding one feasible solution to (3.16) using
linear programming in polynomial time. U

3.4.2 Analytical results of a defense game

The hardness result of Theorem 3.12 suggests that there is unlikely to be a useful closed-
form expression for the payoff change type. This section analyzes a simple defense game that
exhibits rich behavior of payoff change types. The goal is to characterize whether or when
one player benefits from limiting themselves to a lower capability level if their opponent has
a fixed non-full capability level, assuming both players are capability-oblivious.

The defense game is a n x 2 bimatrix game. The row player is the defender. The
column player is the attacker. The defender tries to defend a fixed-value target by selecting
a nonnegative integer as the defense level. The attacker can choose to attack the target or
not. A fraction (depending on the defense level) of the target value is transferred to the
attacker if they choose to attack. The defender’s payoff is determined by the cost of defense
(linear in the defense level) and the target value remained after the transfer. The attacker’s
payoff is is transferred target value (if they choose to attack) minus the cost of attacking
(linear in the defense level).

Formally, the game is parameterized by a quintuple (C, n, ki, ko, f) where C' € R, is the
value of the target, n € Z, is the number of available defense levels, k; € R, is the cost to
the defender for one more defense level, ky € R, is cost to the attacker for one more defense
level, and f : Rs — [0, 1] is the fraction of target value transferred to the attacker for each
defense level, satisfying f(0) = 0, f'(z) > 0 and f"(x) < 0 for € Rsg, f'(x) > 0 and
f(x) < 0if f(z) <1, and lim,_, ;o f(x) = 1. The function f models decreasing marginal
returns to defense investment. An example of f is f(z) =1 — MIH for some a € R;. The
strategy space of the defender is [0, n — 1]. The strategy space of the attacker is {0, 1}.
Let d € [0, n — 1] be the defense level chosen by the defender, a € {0, 1} be whether the
attacker chooses to attack (a = 1) or not (a = 0), and U; (d, a) and U, (d, a) be the payoff
functions of the defender and attacker, respectively. Define:

Uy (d, 0) = —dky + C, Uy (d, 1) == —dky + Cf(d)

(3.17) U, (d, 0) =0, Us(d, 1) = —dky + C(1 — f(d))

Assume different defense levels result in different payoffs, i.e., Uy (dy, 1) # U; (dg, 1) and
Uy (dy, 1) # Uy (dg, 1) # 0 for dy # dy. If the attacker does not attack, the defender should
choose the lowest defense level, resulting in a defender payoff of C' and attacker payoff of 0.
The attacker is then incentivized to attack. Therefore, the pure strategy a = 0 can not be a
Nash equilibrium.

The defender needs to choose a defense level to maximize their payoff when the at-
tacker attacks. Since aUla(dd’l) = Cf'(d) — ki, the payoff function Uy (d, 1) can be mono-
tonically increasing, monotonically decreasing, or increasing followed by decreasing. Let
dr = argmax*dem n—1] U1 (d, 1) be the optimal defense level when the attacker attacks. If

Uy (d*, 1) > 0, then (d = d*, a = 1) is the unique Nash equilibrium in this game.
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This paragraph shows that if Uy (d*, 1) < 0, then the game has a unique mixed Nash
equilibrium. Assume the attacker’s strategy is s = {1 ; q]. Use U (d, s2) = —dky +

C — q(1 — f(d))C to represent the defender’s expected payoff, which is still a unimodal
function. Since Uy (n—1,1) < Uy(d*, 1) < 0, the attacker should not incentivize the
defender to choose the highest defense level. Therefore, the attacker adjusts ¢ so that there
is dy € [0, n — 2] such that U, (d;, 82) =U; (d; +1, 32) = maxge[o,n—1] U1 (d, 82). The
defender plays a mixed strategy that selects dj with probability 1 — p and dj + 1 with
probability p. The defender needs to satisfy (1 — p) U, (d;, 32) +pU; (d; +1, 32) =0,
which requires U, (d;, 82) > 0 and Uy (d; +1, 52) < 0. Since Up (d*, 1) < 0 < Uy (0, 1) =

C, there is a unique value d such that U, (CZ—}- 1, 1> < 0 < Uy <CZ, 1). The attacker’s
— = kl =,
(f(d+1)—f(d)C”

. _ (d+1)f(d)—df(d+1)—1 . 5 .
expected payoft is y; = C' + 1)1 @) k1. Note that p; > 0 since d < d* and thus

U (4,0) >0y (d,1) =0, (0,1) > 0.

Define the two-level defense game as a special case of the defense game where the defender
can only choose from two levels (i.e., to defend or not to defend). The two-level defense game
can be solved analytically in the limited-rank setting. Assume one of the players has a fixed
capability level of 1. The following theorem fully characterizes the payoff change types in
the two-level defense game when the other player has capability levels 2 or 1.

strategy is ¢ = The attacker’s expected payoff is us = 0. The defender’s

Theorem 3.16 (Payoff change types in the two-level defense game)

In the two-level defense game (C, n = 2, ky, ko, f), assume the players are rank-limited and
capability-oblivious. Let ¢; and co be the capability levels of the defender and attacker, re-
spectively. Then:

o When ¢, = 1, the payoff change types for ¢k =2 and c3 =1 are:
- <5u1 Z 07 5u2 - O)
— (5ul > 0, (Sug > O)
— (0u1 <0, dyo >0, oy =0)

o When cy = 1, the payoff change types for ¢t =2 and 3 =1 are:

- <6u1 S 07 6u2 S O)
— (5u1 < 0, 5u2 > 0, 5W > O)

Remark 3.2 Theorem 3.16 considers all games with C', ky, k9, and f being the free parame-
ters. The tuples describing payoff change types are complete and sound characterizations of
possible outcomes given all possible values of C', ki, ko, and f. For example, when ¢; = 1,
there is a choice of parameter such that d,; > 0 and d,, = 0, but there is no game such that
0y1 = 0 and o > 0.

Theorem 3.16 shows that it is sometimes beneficial to limit oneself to a lower capability
level if their opponent has a fixed non-full capability level. In particular, when the defender
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is rank-1, a rank-1 attacker will always get no worse payoff than a rank-2 attacker (i.e.,
du2 > 0 when ¢; = 1), and the social welfare with both players being rank-1 is no worse than
that when defender is rank-1 and attacker is rank-2. When the attacker is rank-1, a rank-1
defender will not get better payoff than a rank-2 defender, but the social welfare increases
when both players are rank-1 compared to a rank-2 defender and a rank-1 attacker in certain
games.

Proof (Theorem 3.16). This proof uses the following notation:

e u;; € R? denotes the expected true payoffs of the defender and attacker, respectively,
when the defender’s capability level is ¢ and the attacker’s capability level is j. The
goal is to characterize the signs of entries of w1, — o1 and py; — peqo.

e (d, a) denotes the strategy profile where the defender chooses a defense level d € {0, 1}
and the attacker chooses to attack (¢ = 1) or not (a = 0). (d ~ B(p), a) denotes a
mixed strategy where the defender chooses d = 1 with probability p and d = 0 with
probability 1 — p. Similarly for (d, a ~ B(q)).

e Since the action space of both players are {0, 1}, this proof uses zero-based indexing
for matrices and vectors. For example, Ay and A are the first and second rows of the
matrix A, respectively.

The following 2 x 2 matrices describe the payoff functions defined by (3.17) in a two-level
defense game:

0 C
B=| 0 ca ok
where 3= f(1) € (0, 1)

Since rank(B) = 1, when either player has a limited rank, they make their strategy
decisions based on the perceived rank-1 matrices (X(l), B). The proof thus focuses on the

rank-1 approximation of A.
Applying Lemma 3.2 to the rows of A (i.e., columns of AT) yields:

(318) QAT == A(] * A.{ - C(C - k‘l)
RAT :AU'AS_Al'A.{
=" - (C— kl)Q —(CB - kl)Q

—e((E) 08 )

Consider the following cases based on the signs of ) 4r and R 4r.

(3.19)

Case 1: C <k
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The condition is equivalent to  ar < 0, which also implies A; ; = C8—k; < 0. Consider
the column-based representation of A" with AV = [v tv] where v :== (Ao +tA, 1)/(t*+
1). Since Qa = (C — k1)(CB — k1) > 0, Lemma 3.2 implies that ¢ > 0, and consequently
v; < 0 < vg. Therefore, the perceived game (g(l), B> has a unique pure equilibrium

(d =0, a=1), which is the same strategy profile as the true game. Both players’ payoffs
are unchanged in this case.

Case 2: C >k B
The condition is equivalent to Q41 > 0. Represent A™M as:

tU() tUl

(3.20) A0 {Uo vll

Lemma 3.2 implies that ¢ > 0 given ) 4+ > 0. Further consider two cases based on the
sign of Ay; = CB — k.

Case 2.1: C <k <C
The condition is equivalent to 8 < & < 1. Since a® 4+ b* < (a + b)* when min {a, b} > 0,
the right hand side of (3.19) can be bounded by:

Ky 2 k2 ko K 2
(5-1) +(0-5) 1= (1-5+2-9) -1

=(1-8)2%*-1<0

We now have Qar > 0 and R+ > 0, which implies 0 <t < 1, vg > 0, and v; < 0 in
(3.20). Therefore, the defender’s best response in the perceived game is to choose d = 0 if
the attacker does not attack and choose d = 1 otherwise. In the true game, the defender has
the dominant strategy of d = 0. Consider the cases based on the sign of By ; = C(1—f) — k.

Case 2.1.1: Cf <k <C and ks < C(1 — )
The attacker has the dominant strategy of always attacking. The true game has a unique
equilibrium (d =0, a = 1). The perceived game has a unique equilibrium (d =1, a = 1).

We have po = {g} and @1 = pyp = {C(lcf g)k_l kz} The nonzero payoff change is
Bil — Mo = Cg 5_ kli: } when the attacker has limited rank capability, with attainable
—Cp — R

payoff change types being (d,1 < 0, du2 < 0).

Case 2.1.2: O <k <C and ky > C(1 — )

The attacker’s best response is to attack if d = 0 and not attack if d = 1. The true
game has a unique equilibrium (d =0, a = 1). The perceived game becomes a case of the
matching pennies game with a unique mixed equilibrium. Assume the mixed strategy is

62



81 = [1 N pl} and s, = [1 N pz} It holds that:
b1 D2

0=1—=p)C+p(C(1—=B)—ks), (1—p2)vg+povr=(1—pa)tvg+ patvy

; O+ (O — k) ; OB — ki)
T T ey
which yields
1 L+t(1 -2
b1 = ko ? b2 = ( C)
B+ 3G 1+t(1-p)
Egs. (3.18) and (3.19) and Lemma 3.2 then imply:
2 2
L —s+Vs2+4 o Bar _ 1-(1-58) - (4 -p)
2 ’ Q ar 11— %

Let’s first analyze the feasible regions of p; and ps. Let P; denote the set of feasible
values of p; and P; for py. Since ko is independent of § and C' while the only constraint is
k—c%—i-ﬁ > 1, we have inf P, = 0 and sup P, = 1. Setting 8 = 1 and %1 — 17 leads to pp — 17,

2
LaW k1

. . . - 2
which yields sup P, = 1. Since % = (1+€(1+,3))2 < 0, we have py > ]02|t:1 = ﬁ > % By
setting & = 1—1 and 8 = L, we have lim,,_, ;o p» = 2. It follows that 1 < inf P, < ¥2. In

conclusion, P, = (0, 1) and (‘/75, 1) CPhC (%, 1), while all pairs of values (p1, p2) € Py X Py
are feasible.

The expected payoffs are:

e If ¢, = 1 and ¢ = 2, the strategy profile is (d ~ B(p1), a = 1), with the payoffs

k1 _
—CE
iz = T
0
o If ¢, = 2 and ¢ = 1, the strategy profile is (d =0, a ~ B(py)), with the payoffs
_[¢(1 —po)
H21 = _ Cpy .

e If ¢; =1 and ¢y = 1, the strategy profile is (d ~ B(p1), a ~ B(pz)), with the payoffs

i = {'uoo}
where g = (1 —p1)(1 — p2)C + p1(1 — p1)(C — k1) + p1p2(CS — ky)
— o k1 + k’:m
F+%

Finally, let’s analyze the attainable payoff change types:
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(1—p2)k2

e When ¢; = 1, the payoff change is 11 — 12 = [ BB% . The attainable payoff change

type is (0u1 > 0, dyo = 0).

p2CB—k1
e When ¢; = 1, the payoff change is pt11— o = [ 58%2 ] . Since poCB—ki < poki1—k1 <
—LUP2
0, the attainable payoff change type is (0,1 < 0, dyu2 < 0).

Case 2.2: k1 < Cp

In the true game, the defender’s best response to a is d = a.

e When C(1 — ) > ko, the attacker has a dominant strategy a = 1. The equilibrium is
(d =1, a =1) with the payoffs poy = [0(10€ g)k_l kJ.

e When C(1—0) < ko, there is a unique mixed equilibrium (d ~ B(%), an~ B(%))
C— ﬁ}

with the expected payoffs poy = { 0 p

In the perceived game, we have vy > 0 and v; > 0 in (3.20). The defender has a dominant
strategy dependingon ¢ > 1 or t < 1.

Case 2.2.1: k; < Cfand (1 — &) 4+ (8- 8)° <1 and C(1 — ) > k
In this case, Rar > 0 and t < 1, the perceived game has the unique equilibrium
_ _ _ CB— ki _ _ |0
(d=0,a=1). We have poy; = [C(l —8) - k2:| and p1o = p11 = [C} The nonzero payoff
: ki —CpB| .
change is 11 — po1 = ks + OB with the payoff change type (0,1 < 0, dy2 > 0, oy > 0).
2

Case 2.2.2: k; < Cf and (1 — %)2 + (8- %)2 <1and C(1—p) < ks.
Similar to the case above, the perceived game has the unique equilibrium (d =0, a = 1).

o If ¢c; = 1 and ¢y = 2, the strategy profile is (d =0,a~ B<%)), with the expected

C—k
payoffs pio = | 4, 7|
B
o If ¢y =2 and ¢y = 1, the strategy profile is (d ~ B(ﬁ), a = 1), with the expected
CB—k1
payoffs po; = { Cg*"f?}.

e If ¢; = 1 and ¢y = 1, the strategy profile is (d = 0, a = 1), with the payoffs p;; = [g] )

Therefore,
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k1

g k
k&
¢ B

e If ¢c; = 1, the payoff change is p1; — p12 = . The attainable payoff change

type is (0u1 < 0, dy2 > 0, oy = 0).

k1—CB
e If ¢, = 1, the payoff change is py; — po = [ Cgf’“?}. The attainable payoff change

type is (0,1 < 0, dy2 > 0, oy > 0).

Case 2.2.3: k; < Cfand (1—4)° 4+ (8 —5)" > Land C(1 — ) > ky

In this case, Rar < 0 and t > 1, the perceived game has the unique equilibrium
(d =1, a =1). The strategy profile is the same as in the true game.

Case 2.2.4: k; < Cfand (1 —5)" 4 (8- 8)" > 1 and C(1 - B) < ky

The perceived game has the unique equilibrium (d = 1, a = 0).

o If ¢c; = 1 and ¢y = 2, the strategy profile is (d =1, a~ B(%)), with the expected

payoffs pi2 =

o4
(C(L=B) = k)|

e If ¢y = 2 and ¢y = 1, the strategy profile is (d ~ B(L>, a = O), with the expected

CB+k2
CB—kitky
payoffs po = [ Cg*’“? }
e If ¢; =1 and ¢y = 1, the strategy profile is (d = 1, a = 0), with the expected payoffs
O =k
l"l'll - O .
Therefore,
| - m(5-1) |
e If ¢; = 1, the payoff change is 11 — 12 = B .. |- The attainable payoff
(k2 = C(1=D8))c5

change type is (0,1 > 0, d,2 > 0).

rC(-pB)—ka
e If ¢y = 1, the payoff change is 17 — po1 = CBJF(’)W kl} . The attainable payoff change
type is (0u1 < 0, dyo = 0). )
Theorem 3.16 is thus obtained by combining all the cases discussed above. 0
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This chapter discusses capability-aware players in limited-perception games. A capability-
aware player knows their and their opponents’ capabilities and thus considers the bounds of
payoffs over the set of possible true payoff functions compatible with their perceived payoff
functions.

Definition 4.1 (Capability-aware player)
In an OLP-Game as defined in Definition 2.3, a capability-aware player knows everyone’s
capabilities (¢;);en In any game instance. <
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Section 4.1 discusses the potential objectives of a capability-aware player and argues
that maximizing the worst-case expected payoff is a reasonable objective. Section 4.2 ana-
lyzes the equilibrium and some extended settings of fully-capability-aware games, where all
players are capability-aware, maximize the worst-case expected payoff, and know these con-
ditions as common knowledge. Section 4.3 studies the zero-sum case and identifies efficiently
solvable zero-sum fully-capability-aware games. Section 4.4 discusses the capability transfer
properties in limited-perception games.

4.1 Rational behavior of capability-aware players

A capability-aware player may seek to maximize different objectives, including the lower or
upper bounds of their expected payoff as defined in Section 3.2. Let’s consider three possible
objectives of a capability-aware player: maximizing the worst possible payoff, maximizing
the best possible payoff, or minimizing the uncertainty of possible payoffs:

Definition 4.2 (Response types of a capability-aware player)

In an OLP-Game as defined in Definition 2.3, a capability-aware player ¢ with a capability
of ¢; and a perceived payoff function v!(-) may define their best response set as one of the
following given the mixed strategy profile of the other players o_;:

e Pessimistic response: maximize the worst possible payoff given the perceived game

(4.1) BR{*? (o_;) = argmax P~ (v, ¢, oy | o_;)

0;€As,

e Optimistic response: maximize the best possible payoff given the perceived game

(4.2) BR"° (o_;) == argmaxP" (v, ¢, a; | o_;)

O'iGAsi

o Uncertainty-averse response: minimize the uncertainty of all possible payoffs given the
perceived game

(4.3) BR:"" (o_;) := argmin (P (v, ¢, 07 | 0_;) = P~ (v, ¢, 07 | 0_;))

(2
O'q;GAsi
The player who uses the above response types is called a pessimistic, optimistic, or uncertainty-

averse player, respectively. <

The above definition derives related equilibrium concepts. Since the lower bound of the
expected true payoff is concave in o;, there exists an equilibrium (o7, ..., o,) associated
with the pessimistic response such that

(4.4) Vie N: o, € BR{"P (o)

The equilibrium exists since o; — P~ (v, ¢, o; | o_;) is continuous and concave [Ros65].
However, when players have different perceptions due to different capability levels, the equi-
librium is not a reasonable solution concept since a lower-capability player cannot predict
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the best response of a higher-capability player, and thus cannot solve the equilibrium from
their private information. Section 4.2 proposes a suitable solution concept for games where
players have different capability levels.

Numerically solving the equilibrium in (4.4) is challenging. See Chernov [Chel9| and
references therein for a discussion on related algorithms. Many of the algorithms have addi-
tional assumptions, such as strict concavity [Chel9] or single-valued best response functions
[KU0O0]. Computing the equilibrium in (4.4) is PPAD-complete since it is harder than the bi-
matrix game, which is PPAD-complete [Nis+07], but not harder than the general-case concave
game, which is also PPAD-complete [PVZ23].

Similarly, there also exists an equilibrium associated with the uncertainty-averse response
since it minimizes a convex function. However, for the optimistic response, a related equilib-
rium may not exist since each player tries to maximize a convex function; of note, Daskalakis
[Das21]| provides an example of a convex maximization game without a Nash equilibrium.
Example 4.1 demonstrates a limited-perception game without an equilibrium when players
use the optimistic response.

Example 4.1 (A limited-perception game without an optimistic equilibrium)
Consider a two-player game where the payoff functions are represented by matrices, the first
player is the row player, and the second player is the column player. Define the following

matrices:
0 1 0 —1 10
A= [_1 O], A=A, = [1 0}, B=1I,- [0 J
Define a function o : R>? x Z, — R?>*? as:

A1 ifc=1and M € {Al, AQ}
a(M, c) = :
M otherwise

It is easy to verify that «(-, -) is a payoff perception function.

Consider an instance where the capability profile is ¢; = c¢; = 1, and both players perceive
the payoff functions as (A;, B). We have o '(A;, 1) = {A;, Ay} and o (B, 1) = {B}.
Let [m 11— :L‘}T be the row player’s mixed strategy and [y 1-— y]T be the column player’s
mixed strategy. The payoff bounds are given by:

P (A, Lx‘y):max{[:ﬂ 1—;;;}141[1{@/],[:5 1—1;}A2{ Y H
=max{r —y, y—z} = |r —y|
PHB Ly 0~ 1-a]B|, ¥ [ —ms -0y

Assume both players use the optimistic response. Use BR; : R = R to denote the set of
best responses of player ¢ given their opponent’s strategy. It holds that

{1} ify<0.5 .
- N B {z} ifx#05
BRi(y) = 410, 1} ify=05, BRsy(z) = {[0, 1] ifz=05

{0} ify>0.5
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Note that BR1(0.5) is not a convex set. Since the row player tries to stay away from y but
the column player tries to be close to x, the game has no equilibrium. In other words, there
is no x and y such that x € BR;(y) and y € BRy(z). q

Although the equilibrium related to the optimistic response may not exist, the response
itself is easy to compute, as shown by the following lemma:

Lemma 4.1 (Bauer maximum principle [Bau58])
Let f : R™ — R be a continuous convex function. Let C' C R™ be a compact convex set. Then
there exists an extreme point * in C such that f(x*) = sup,eo f(x).

Proof.  See Aliprantis and Border [AB13, Theorem 7.69]. O

Corollary 4.2 (Computing the optimistic response)

With the notation in Definition 4.2, some optimistic response strategies can be obtained with
a pure strateqy. Formally,

4.5 P+ ) & Oy —i) = P+ , €, € —1i

(4.5) e (v, ¢, 00| o)  fnax (v, ¢, ex | o)

Proof. By Theorem 2.8 and Lemma 4.1, we only need to consider the extreme points of the

simplex Ag, to find the maximizer of the optimistic response. Those extreme points are the
standard basis vectors ey, for 1 < k < |S;. O

The uncertainty-averse response is less desirable than the pessimistic response in typical
settings. Let o; be the uncertainty-averse response and o the pessimistic response of player ¢.
Let | == P~ (v,¢,0i|0-), u =Pt (v,e,o;]|0), ! =P (v,¢,0,|0_;), and v =
Pt (v, ¢, 0. | o_;) be the corresponding payoff bounds. Then [ <’ and u — 1 <« — ' by
definition. It follows that u < u/. Therefore, the uncertainty-averse response is dominated
by the pessimistic response. The uncertainty-averse response may still be useful in certain
scenarios. For example, in a cooperative setting, if a player communicates their expected
payoff to their teammates, and the team gets penalized by the difference in the member’s
true payoffs, then reducing the payoff uncertainty helps other team members make decisions.

The above discussion shows that the optimistic response may not yield an equilibrium,
and the payoff bounds of the uncertainty-averse response are dominated by the pessimistic
response. Therefore, I focus on the pessimistic response in this thesis.

4.2 Fully-capability-aware games

4.2.1 Setup

As discussed in Section 4.1, the equilibrium directly derived by the pessimistic responses of
capability-aware players as given in (4.4) may not be solvable by the players in an OLP-Game
instance when they have different capabilities. This section analyzes the rational behavior
of capability-aware players when they know that all players use the pessimistic response as
common knowledge. Such games are called fully-capability-aware games. This section first
formalizes the fully-capability-aware game, then defines Nash equilibrium and Stackelberg
equilibrium in such games, proves the existence of the equilibrium, and finally discusses the
computational hardness of the equilibrium.
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Definition 4.3 (Fully-capability-aware game)
In an OLP-Game as defined in Definition 2.1, the game is called a fully-capability-aware
game if the following conditions hold for any game instance (Definition 2.3):

e Each player knows the capability profile (¢;)ien-
e Each player knows the payoff perception function af-, -).

e Each player is pessimistic: they try to maximize the worst possible payoff given the
perceived game as defined in (4.1).

e The above three conditions are common knowledge among all players. <

4.2.2 Nash equilibrium in fully-capability-aware games

This section begins with defining Nash equilibrium for two-player fully-capability-aware
games for easier exposition. The definition is then extended to the general case with a
finite number of players.

The Nash equilibrium is defined for games where all players move simultaneously [Nas50].
At the equilibrium, no player has an incentive to unilaterally deviate from their strategy given
the strategy of the other players. In a conventional bimatrix game, Nash equilibrium is a
pair of mixed strategies. Players sample their strategies from the distributions defined by
the mixed strategies. At the equilibrium, no player can deviate from their mixed strategy to
improve their expected payoft.

However, in two-player fully-capability-aware games, a pair of mixed strategies (x*, y*)
cannot constitute an equilibrium. Assume the first player has a lower capability. They do
not know the perceived game of the second player, and thus they can not solve y* from their
private information. The second player can reconstruct the first player’s perception and
predict &*. Even if we allow players to communicate, without a commitment mechanism like
in a Stackelberg game, the first player should not believe in the second player’s announced
strategy since they may be strategically misleading the first player.

A mixed strategy can be understood as a first-order function that maps a pure strat-
egy to the probability of choosing that strategy. By comparison, in a fully-capability-aware
game, the equilibrium should be defined by a higher-order function that encodes best re-
sponses of all possible perceived games of the higher-capability player. This function is
called the response function. The lower-capability player defends against the worst outcome
over possible strategies defined by the response function of the higher-capability player. The
higher-capability player applies the response function to their privately perceived game to
obtain the mixed strategy.

Before formalizing Nash equilibrium of two-player fully-capability-aware games, let’s first
introduce simplified notation for two-player games that will also be used in other parts of
this chapter.

Definition 4.4 (Simplified notation in a two-player game)
In a two-player OLP-Game instance as defined in Definition 2.3, let (¢;, ¢3) be the capability
profile of the two players. The following notation is used:
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e v and v* denote the first and the second player’s true payoff functions, respectively.
e (uy, v1) and (ug, v9) denote the players’ respective perceived payoff functions; i.e.,

uy = a(u®, ), v =a", a), uy=au’, ), vyi=a’, c)
e x and y denote the players’ respective mixed strategies; i.e., « for oy and y for o5. <

Definition 4.5 (Nash equilibrium of two-player fully-capability-aware games)
In an instance of a two-player fully-capability-aware game as defined in Definition 4.3 with
the capability profile (¢, ¢;), assume without loss of generality that ¢; < cy. Let U := RS1%52
be the set of all possible payoff functions. Let (uj, vy) and (ug, v2) be the perceived payoff
functions of the first and the second player, respectively.

Define T7 as the set of possible perceived payoff functions of the second player from the
first player’s perspective:

(4.6) T? :={vy, e U|I* €U : a(v", c) =0y and a(vh, c;) = v}

A Nash equilibrium of this instance is a pair (x*, Y') where * € Ag, is a mixed strategy
of the first player, and Y : T? — Ag, is a response function of the second player. The equi-
librium condition is that &* maximizes the first player’s worst-case payoff over perceptions
in 77, and Y encodes a best response of the second player to any possibility in TZ. Formally,
(x*, Y) is a Nash equilibrium if and only if the following conditions hold:

e For all possible perceived payoff functions v, € TZ, the second player has no incentive
to deviate from the strategy Y (vjy) given that the first player plays x*:

(4.7) Vol € TE : Y (vh) € argmax P~ (v), ¢, T, y)

yeAs,

e Let fy(x) be the first player’s worst payoff when they play x against Y, defined as
(4.8) fy(x) = inf P (uy, c1, z, Y (vy))

vheT?
Then x* is a maximizer of fy (x):

(4.9) " € argmax fy (x)
CBEAgl

Given a Nash equilibrium (x*, Y), the first player samples an action according to x*,
and the second player samples an action according to Y (vg). The values fy(x*) and
P~ (vg, ca, *, Y (v2)) are the Nash values of the first and second player at the equilibrium,
respectively. N

Remark 4.1 In Definition 4.5, since T2 only depends on v, ¢; and ¢y, and the second player
can reconstruct the first player’s perception (i.e., u; = a(ug, ¢1) and vy = a(ve, ¢1)), both
players can solve (x*, Y') using their private information. Both players have no incentive to
deviate from the equilibrium.
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Remark 4.2 As with the conventional Nash equilibrium, Definition 4.5 does not address
the equilibrium selection problem. Instead, it assumes both players come to the identical
equilibrium solution (x*, Y') using their private information if there are multiple equilibria.

Remark 4.3 In the special case of ¢; = cy, the specification of T? in (4.6) requires v; =
a(vh, ¢1) and ¢(vh) < ¢p, which implies vy = a (v}, ¢(vh)) = a(vh, ¢1) = v1 = vy. Therefore,
we have T = {v1}. Let y* :== Y (v3) = Y (v1); the pair (x*, y*) is solvable by both players
and coincides with the conventional Nash equilibrium of (4.4).

Definition 4.5 handles the two players separately to facilitate the comprehensibility of the
definition. In the general case, we can define a response function for each player and define
Nash equilibrium by imposing symmetric constraints to the response functions.

Before defining Nash equilibrium for the general case, let’s first formalize the narrow
concretization set as a generalization of T in (4.6) to any pair of players. Suppose one player
has a capability level of ¢; and perceives the payoff function of a cy-capability player as v,
then N¢ (v, ¢1, ¢2) denotes the set of possible perceived payoff functions of the co-capability
player compatible with the perceived payoff function of the ci-capability player.

Definition 4.6 (Narrow concretization set)

In an OLP-Game as defined in Definition 2.3, define the narrow concretization set
Ne: U X Z3 — 2V as:

(4.10) N¢ (v, ¢1, ¢2) = {u eU

¢(u) < ¢g and }

a(v, min{c, ¢}) = a(u, min{cy, c2})

Theorem 4.3 (Property of the narrow concretization set)
The narrow concretization set N¢ (v, ¢1, ¢2) satisfies the following properties:

o Ifc(v) <y < ey, then Ng (v, ¢, ¢a) C a v, ¢1).
e [fcy > co, then N¢ (v, ¢1, ¢2) = {a(v, c2)}.

e Ifd, <cy, then N¢ (v, ¢1, ¢2) € N (a(v, d)), ¢}, c2).

Proof. 1f ¢(v) < ¢; < ¢ and u € N¢ (v, ¢1, ¢2), then a(u, ¢;) = a(v, ¢1) = v, which means
u€a (v, ).

If ¢; > co and u € N¢ (v, ¢1, ¢2), then u € a(u, ¢3) = a(v, ¢z), where L is due to ¢(u) < ¢y
and Theorem 2.1.

To prove the third property, consider a few cases. If ¢; < ¢, let u € Ng (v, ¢, ¢2).
Then a(u, ¢;) = a(v, ¢1) and é(u) < ¢y. Given ¢} < ¢, the capability path independence
implies that a(u, ¢)) = a(a(u, ¢1), ¢}) = al(a(v, ¢1), ¢}) = a(a(v, d)), ¢), which yields
u € Ng(a(v, ), ¢, c2). If ¢4 > co, then N¢ (v, ¢1, ¢a) = {w} where w = a(v, ¢z). If
ca < ) < ¢, then N¢ (a(v, ), ¢, c2) = {a(al(v, d)), c2)} = {w}. If ¢} < ¢2 < ¢, then
a(w, min{d;, 2}) = a(v, ) = a(a(v, ), min{d}, ¢;}), implying w € N¢ (a(v, ¢}), d}, ¢2).
Combining all cases yields N¢ (v, ¢1, ¢2) € Ne (a(v, ¢)), ¢, ca). O
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Definition 4.7 (Nash equilibrium of fully-capability-aware games)
In an instance of a fully-capability-aware game as defined in Definition 4.3, define Tij =
N¢ (v}, i, cj) as the set of possible perceived payoff functions of player j from the perspective
of player ¢. Let m = argmin*ie v G be a player with the lowest capability level. For i € N,
let R; : T! — Ag, be the response function of player i. The tuple (Ry, ..., R,) is called a
response profile.

A response profile is a Nash equilibrium of the instance if and only if the following
condition holds for each i € N

Yue T : Ri(u) € argmax f; (u, o | R_;)

UGASZ-
(4.11) where f; (u, o | R_;) = inf P~ (u, ¢;, o | R;(v)) for j € V)
v;ETij for j€N;
N; = N\ {i}

At Nash equilibrium, player i samples an action from the distribution defined by R;(v!).
The value f; (v}, R;(v}) | R_;) is called the Nash value of player i at the equilibrium. q
Remark 4.4 For any i € N, since T} C T, for all j € N (third property in Theorem 4.3), T},,
is sufficient to contain the values of u used in the infimum of other players’ f; for j € N\ {i}.
Therefore, (4.11) only needs to ensure that R;(u) is a best response to u and R_; for u € T .
Of note, T}, is bounded due to the bounded concretization property (Definition 2.2).

In the two-player case with ¢; < ¢y, the case of ¢ = 1 in (4.11) corresponds to (4.8)
and (4.9), and the case of i = 2 corresponds to the constraints on Y (v}) for vj € T# in
(4.7) (note that T! = Ty = {u;}, Y = Ry, and =* = R;(u;)). Therefore, the definition is
consistent with Definition 4.5 in the two-player case.

If ¢; = ¢; for all i,j € N, then Tij = {vj} for all 4,7 € N. The definition is consistent
with (4.4) in this case.

Remark 4.5 In the two-player case, both players can solve Nash equilibrium from their pri-
vate information. However, in the multi-player case, only the two players with the highest
capability levels can solve Nash equilibrium from their private information. Suppose player
1 has the highest capability level, and player j has the second-highest capability level; i.e.,
i € argmax,cy ¢, and j € argmax,canp;y ¢p- LThen both players ¢ and j can compute 7, !
for all k,1 € N and k # [. Both players can compute T for k € A. If there are more
than one player with the highest capability level (i.e., ‘.‘:qumaxpE N cp} > 1), then all such
highest-capability players can solve Nash equilibrium from their private information. For
another player ¢ such that ¢, < ¢;, player ¢ cannot compute T; and thus cannot define f;
that is required to solve Nash equilibrium.

Although the lower-capability players may be unable to solve Nash equilibrium, they can
still agree on a response profile being a Nash equilibrium if all players’ agreement is common
knowledge built with an inductive argument. To simplify the discussion, let’s consider a
three-player game and an instance where ¢; < ¢ < c3. Assume all players announce that
they agree to use the response profile (R;, Ry, R3) with the agreement being common
knowledge. Although player 1 can not solve the equilibrium from their private information
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and can only verify that (4.11) holds for ¢ = 1, player 1 knows that player 2 verifies (4.11)
for ¢ = 1 since player 2 knows that player 1 can verify for ¢ = 1 and would deviate if the
condition does not hold; with a similar argument, player 1 knows that player 2 also verifies
(4.11) for ¢ = 2 and ¢ = 3. Similarly, player 1 knows that player 3 verifies (4.11) for i € N.
Since players 2 and 3 know that their opponent can verify all conditions, none of them is
motivated to “cheat” by deviating from the announcement. Therefore, given the common
knowledge of the agreement on (R, Rs, R3), player 1 can conclude that all players have no
incentive to deviate.

In a non-Nash setup, if the two players with the highest capabilities agree to collaborate,
they may play a non-Nash strategy that benefits them. The lower-capability player is unable
to detect the collusion using their private information. In the above example, the players 2
and 3 could agree to use a non-Nash strategy R/, and R} such that (4.11) does not hold for
i =2 and/or i = 3, but still holds for i = 1 for some R. Players 2 and 3 can be incentivized
to collude if (R}, R}, RY) gives them both better payoffs than Nash equilibrium. This
deviation from Nash is not detectable by player 1. However, this collusion is unstable since
at least one of the players 2 and 3 can increase their payoff by deviating from the collusion
(if none of them can increase their own payoff, then (R}, R}, R)) is a Nash equilibrium by
definition).

Next comes the proof of Nash equilibrium’s existence in fully-capability-aware games.
The proof needs a generalization of the Kakutani’s fixed-point theorem to infinite-dimensional
spaces, which is stated below:

Theorem 4.4 ([Fan52, Theorem 1])

Let L be a locally convex topological vector space and K a compact convex set in L. Let R(K)
be the family of all closed convex nonempty subsets of K. Then for any upper hemicontinuous
point-to-set transformation f from K into R(K), there exists a point xy € K such that

zo € f(x0).

Theorem 4.5 (Existence of Nash equilibrium in fully-capability-aware games)
The Nash equilibrium of a fully-capability-aware game as defined in Definition 4.7 always
er15ts.

Proof. Define the vector space X = [],.\» B(U x S;) over R where B(A) denotes the set of
bounded real-valued functions on A and the addition and scalar multiplication are defined
point-wise on the functions. For any point p € X, use the tuple p = (Ry, ..., R,) to denote
the components of p where R; € B(U x S;); R; is interpreted as a function from U to RS,
Extend X to a metric space by defining the distance function using the uniform convergence
norm defined as ||(Ry, ..., Ry,)||,, = max;c[i, n] SUP ey MaXjeq, s, | Rij(w)| where Ryj(u) is
the j-th component of R;(u). Of note, the supremum in the norm’s definition is finite since
R;(+) is a bounded function; the norm topology induces a locally convex topological vector
space [AB13, Section 6.1]. Define the subset S := [[,., A% € X. Tt is easy to verify that S
is compact, convex, and nonempty.

Given the capability profile (cq, ..., ¢,) and the perceived payoff functions (vf ) (i J)en?
with f; (-, - | ) and T defined as in Definition 4.7, define the function g : S? — R as:

412)  9((Ri)iens (R)iep) =Y inf (fi (u, Ri(u) | R;) — max f; (u, o | R—z‘))

Py u€eT}, S;
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The function g(-, -) is bounded since the bounded concretization property (Definition 2.2)
implies that T}, is bounded. Since P~ (u, ¢;, o | R; (u})) is continuous in both o and R_;
and concave in o (Theorem 2.8), f; (u, o | R_;) is continuous in both o and R_; and concave
in o. Therefore, the supremum of o — f; (u, o | R_;) is always attainable. It also follows
that g(p, ¢) is continuous in both p and ¢ and concave in g.

Define a set-valued function @ : S+ 25 as:

(4.13) ®(p) ={q € 5g(p, q) =0}

The definition of g(-, -) implies that g(p, ¢) < 0. By setting R} (u) as an arbitrary maximizer
of o — f;(u, o | R-;) over Ag,, ®(p) is nonempty. Since g(p, ¢q) is concave and continuous
in ¢, ®(p) is compact and convex. Moreover, since g(p, ¢) is continuous in both p and ¢,
Grd = {(p,q) € S? | g€ ®(p)} is closed, and ®(-) is thus upper hemicontinuous [AB13,
Theorem 17.11]. Theorem 4.4 implies that there exists py € S such that py € ®(py). Let
po = (R, ..., R}). One can easily verify that (R], ..., R}) is a Nash equilibrium of the
fully-capability-aware game. 0

4.2.3 Hardness of equilibrium solving and representation

Since Nash equilibrium and Stackelberg equilibrium both involve the inversion of the payoff
perception function, they can be expected to be computationally hard. This intuition can be
strengthened. The following theorem states that assuming the best response of the second
player is efficiently computable, checking whether a given strategy will be used by the second
player as a best response to a given strategy of the first player is NP-hard. The hardness
implies that verifying a Nash or Stackelberg equilibrium (see Section 4.2.4.2 below) of a
fully-capability-aware game as defined in Definitions 4.7 and 4.9 is also NP-hard.

Theorem 4.6 (Hardness of checking the best response)

Define the following decision problem in the context of an instance of a two-player fully-
capability-aware game as defined in Definitions 4.3 and 4.4. Assume all input values of
the problem and all input/output values of intermediate Turing machines can be exactly
represented as rational numbers of polynomial size. The problem is NP-complete.

o Input: (i)m € Z; and (i1) A Turing machine that defines a payoff perception function
a(-, ).

e Constraints on input: (i) The strategy spaces are S; = [1, m] and Sy = {1, 2};
(ii) For any w € U, the payoff perception function satisfies a(u,2) = u, a(u, 1)
is computable in poly(m) time, (-, -) is representable by a Turing machine of size
poly(m), |a~(u, 1)| is finite, and o= (u, 1) is enumerable by a Turing machine of size
poly(m) in poly(|a~(u, 1)|) time; and (i11) Gven uw € U, © € As,, and ¢ € Z.., both
P (u, c, z, y) for any y € As, and argmax*yeAs2 P~ (u, ¢, &, y) are computable in
poly(m) time.

e Constants: The first player’s perceived payoff function of the second player, denoted
as vy, is defined as vi(x, y) = —y for all (v, y) € S; X Sy. Define yo = [0 1}T, ¢ =1,
and cy = 2.

76



o Arbitrary values: (i) xy € Ag, is arbitrarily chosen; and (ii) an arbitrary Turing
machine that defines a best response function' Y : U — Ag, such that for all u € U,
Y (u) is computable in poly(m) time, and Y (u) € argmaxyca g P~ (u, ¢, o, y). Of
note, g and Y () can be chosen depending on the input; there is no choice of xg or
Y (-) that makes the problem easier.

e Output: whether yy € N¢ (v, ¢1, ¢a).

Proof. The proof uses a reduction from the Boolean satisfiability problem (SAT), a well-
known NP-complete problem [GJ79]. Let ¢ be a Boolean formula with n variables and
poly(n) clauses. Denote the variables in ¢ as {t1, ..., t,}. Let m = 2n. Define a set Sy C U
as a set of payoff functions that encodes the solution to the SAT problem ¢. Given a payoff
function v € U, u € Sy if and only if all of the following conditions hold:

o u(z, 1) =1for all z € [1, 2n].
o {u(2k —1, 2), u(2k, 2)} = {2, 3} for all k € [1, n].

e Let ¢ be true if and only if u(2k, 2) = 3. The assignment {t1, ..., t,} satisfies the
formula ¢.

Let vy (z, y) = —y as defined above. Define a function a : U x Zy — U as

if u € Sy U de=1
(4.14) a(u, ¢) = {Ul ifu €5 U{vr} and e

u  otherwise

It is straightforward to verify that «(-, -) satisfies Definition 2.2 and is thus a payoff percep-
tion function. One can also easily verify that a(u, ¢) is computable in poly(n) time with a
Turing machine of size poly(n).

The construction above further ensures that ¢ is satisfiable if and only if there exists
u # vy such that a(u, 1) = v;. Thus it holds that

(4.15) a vy, 1) = Sg U {v}
Define y(a) = [a 1— a]T where 0 < a < 1. For any « € Ag,, we have

vi(x, y(a) =(-1)-a+(-2)-(1—-a)=a—-2<0
wx, yla)) =a+AX1—a)=(1—-XNa+A>0 foruesS,
(4.16) .
where \ == Z (u(2k — 1, 2)xor—1 + u(2k, 2)xa)
k=1
The value of A in (4.16) satisfies 2 < A < 3 due to the definition of u(-, 2) for u € Sy. It follows
that for c € Zy and u € Sy, P~ (v1, ¢, x, y(a)) =a—2and P~ (u, ¢, x, y(a)) = (1 —N)a+ .
Thus
Ve €Z,: argmaxP (v, ¢, z, y(a)) = {1}
a€l0,1]

Ve €Zy,Vue Sy: argmaxP (u, ¢, x, y(a)) = {0}
a€l0,1]

(4.17)
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Therefore, argmax*yeAs2 P~ (u, ¢, z, y) is computable in poly(n) time for any v € U, and
thus the payoff perception function defined by (4.14) satisfies the constraints specified in
Theorem 4.6.

Define a set J := {Y (v}) | v5 € N¢ (v1, ¢1, ¢2)}. Combining (4.15) and (4.17) with the
definition of J yields

(4.18) J = {{[1 0], [0 1]"} if ¢ is satisfiable

{ [1 0} T} otherwise

As a result, whether yo € J is equivalent to whether ¢ is satisfiable, which makes the
problem NP-hard. On the other hand, since we assume a~!(u, 1) is finite and enumerable,
the problem is in NP. Therefore, the problem is NP-complete. O

A consequence of Theorem 4.6 is that verifying an e-Nash equilibrium or an e-Stackelberg
equilibrium of a fully-capability-aware game is both NP-hard and coNP-hard. With the
setup in the proof of Theorem 4.6, one can choose a payoff function u;, a strategy xy, and
a value € € R such that (xg, Y (-)) is an e-Nash equilibrium (i.e., a ' (u, ¢1) = {ui},
minge y u1 (o, Y) > MaxXgeas, Minges ur(x, y) — €) if and only if yo € J. Similarly, one can
choose values such that (zg, Y (+)) is an e-Nash equilibrium if and only if yo ¢ J.

Verifying a Nash equilibrium can be harder if we drop some assumptions in Theorem 4.6.
In particular, it is undecidable if the payoff perception function is only assumed to be com-
putable. To see this, consider a program P and an input I. We can use a construction
similar to the proof of Theorem 4.6 to define af(-, -) such that a(u, 1) = v, if and only if
u(, 1) =1, u(-,2) =2+ % for some k € Z,, and P halts on input [ after k steps. Then
whether yo € J is equivalent to whether P halts on input I. The undecidability of the
halting problem implies the undecidability of verifying a Nash equilibrium.

Let’s turn our attention to the representation of the equilibrium. Assume there is a
trusted oracle that finds one Nash equilibrium. If both players are Turing-complete, can the
oracle communicate the equilibrium to them? The answer is not obvious since representing
Y (-) may require an infinitely sized lookup table. Representation size is also related to
the hardness of equilibrium solving. Assume 77 := N¢ (v1, ¢1, ¢o) is finite, enumerable, but
exponentially large. Without an efficient equilibrium representation, an attempt to solve the
equilibrium is unlikely in PSPACE.

The following theorem provides a positive result on representing e-Nash equilibria. It
shows that if there is a polynomial-time algorithm that solves a convex program involving
the payoff bounds ((4.19) below), then there is an approximate Nash equilibrium (z*, Y')
whose representation size does not depend on the size of T7, and evaluating Y (u) for any
u € T? is also in polynomial time. Consequently, finding an approximate Nash equilibrium
can be in PSPACE assuming 77 is finite and enumerable by brute-force search of all possible
formulations compatible with (4.20) below.

Theorem 4.7 (Compact representation of approximate Nash equilibria)

In an instance of a two-player fully-capability-aware game as defined in Definitions 4.3
and 4.4, assume without loss of generality that the players’ capability levels satisfy ¢; < 5.
Let (uy, v1) and (ug, va) be the perceived payoff functions of the players. Let (x*,Y) be an
e-Nash equilibrium of this instance with € € Rsq. Define T? = N¢ (v1, ¢1, ¢3).
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For w € T} and t € R, define an oracle O(u, t) that returns an arbitrary solution y
subject to the following constraints:

Ou, t) =y

subject to y € Ag,

(4.19) P (u, ¢, ", y) > max P (u, o, ", y') —e — ¢

ylEASQ
P (ug, ¢, ", y) >t

Take an arbitrary value € € R,. Then there exists a function Y' : T} — Ag, such
that (x*, Y") is an (€ + €)-Nash equilibrium of this instance, where Y'(-) is defined as the
following with game-dependent parameters vi € T? and y} € As, index by i € R for R =
[1, |Si| + 1], and f* € R:

(4.20) Y'(u) = {yf z:fu = v;; for some 1€R
O(u, f) fueTi\{vj[ieR}

Proof. For a response function Y : T? — Ag,, define fy : As, — R as in (4.8), and apply
the expression of the payoftf bounds given by Theorem 2.7:

fy(x) = inf P~ (uy, ¢, &, Y (v5)) = inf min sTx = min sTx
(@) = inf, P )= jof,  min 5@ = min
(4.21) ,
where Sy = conv cl U C(u1, 1 | Y (v3))
vheT?

Of note, the reason that we can apply the convex hull and closure operators in Sy is similar
to the proof of Theorem 2.7. The set Sy is bounded due to the bounded concretization
property (Definition 2.2).

Define f := maxgea s, [y (x) as the first player’s exact Nash value given Y'(-). With the
minimax theorem, f can be rewritten as:

f = max fy(x) = max min s = min max s'x = max sy«
(4 22) :BEASI (BEASI SESy sESy (BEASl :EGASl
° .k
where sy = argmin max sTx
SESY wGAsl

Carathéodory’s theorem [ECK93| states that there are points s@ ¢ RIS indexed by
i € R with R = [1, |Si|+ 1] such that s} = ZieRais@ for « € Ag and sgi) €
AUy erz € (ug, e1 | Y(v5)).

Given ¢ > 0, there exists v; € T? and sgi)/ € C(uy, c1 | Y(vf)) for i € R such that

HS@/ _ s <. Define sy = Y,cr ;5. Then we have

Va € Agl :
(4.23) |syx — syx| < Z ;| e — s(;)Ta:‘ < Z o
€R

1ER i€

s _ 50

ol < P e = ¢
2 1ER

79



Let SY = convcl{J;.r C (u1, ¢1 | Y (v7)). Then sy € Sy and Sy C Sy.

The response function Y'(-) is constructed so that it agrees with Y'(-) on S§,. Let
y; =Y (v}) fori € R. Let f* = fy(x*). Foru € T2\ {v] | i € R}, since Y (u) is a solution
to (4.19) given t = f*, the oracle O(u, f*) is well-defined. Define Y”(-) as in (4.20). Then
Y'(v}) = Y (v}) for i € R. Since (x*, Y) is an e-Nash equilibrium, we have f —e < f* < f.
Given Y'(+), define fy/(-) and Sy~ as in (4.21). We then have S5, C Sy, which yields

max fy/(x) = max min sz < max min sTx
wEASl wEAgl SESY/ :BEASl SGS%

(4.24)

) _
< max syx < max syx+e = f+¢€
:I:EASI wEAsl

Due to the definition of O(-) in (4.19), we have
(4.25) Vu € TP\ {vf |[i € R} : P (ug, c1, &, Y'(u)) > f*> f—e

For i € R, since C (u1, ¢1 | Y'(v})) C Sy C Sy, we have

(4.26) P (ug, c1, ", Y'(v])) = min sTe* > min sTx* = fy(x*) > f —¢
SEC(ul,cl | Y’(U:‘)) seSy

Combining (4.25) and (4.26) yields fy/(x*) > f — ¢, which further implies that fy-(x*) >
maxgens, fy'(x) — (e +€¢) when combined with (4.24). Thus x* is an (e + ¢)-strategy for
the first player. The definitions of Y’(:) and O(-) ensure that Y”(-) is an (e + €’)-strategy for
the second player. Therefore, (z*, Y’) is an (e + €¢’)-Nash equilibrium. O

4.2.4 Extended settings and equilibrium concepts

This thesis is only an initial exploration of limited-perception games. There are many po-
tential directions for future research. In this section, I discuss some extended settings and
equilibrium concepts that may be of interest.

4.2.4.1 Privately solvable Nash equilibrium with multiple players

As discussed in Section 4.2.2, if a fully-capability-aware game has more than two players,
then the lower-capability players may be unable to solve Nash equilibrium using their private
information. With a communication mechanism, they can agree on the equilibrium if higher-
capability players’ agreement is common knowledge, and the agreement is extended from
higher-capability players to lower-capability players.

It may be desirable to define an equilibrium concept that all players can solve from their
private information. One possibility is to constrain the instance to have at most two distinct
capability levels (unless some capability levels are redundant; i.e., a(u, ¢1) = a(u, c) for
all u € U) so that all players can solve Nash equilibrium defined in Definition 4.7. Another
possibility is to extend the definition of Nash equilibrium to include the uncertainty of other
players’ reasoning of higher-capability player’s perceptions as detailed below.

Let’s consider a three-player game instance with capability levels ¢; < ¢o < ¢3. Since
player 1 does not know player 2’s perception of player 3’s payoff function, which is required to
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define player 2’s best response, player 1 models player 2 with a response function Y (v3, v3)
that is a best response of player 2 assumlng that player 2’s perception of player 2’s and
player 3’s payoff functions are v3 and vZ', respectively. Similar to Definition 4.7, we can
define Nash equilibrium as follows.

Definition 4.8 (Privately solvable Nash equilibrium of three-player games)

In an instance of a three-player fully-capability-aware game as defined in Definition 4.3,
assume without loss of generality that ¢; < ¢y < ¢3. As in Definition 2.3, let vf = a(uy, ¢j)
be player j’s perception of player i’s payoff function. A Nash equilibrium of this instance is
a tuple (x*, Y, Z) if and only if the following conditions hold:

e T* € Ag, is the mixed strategy of player 1, Y : N¢ (vl, ¢1, ¢2) X N¢ (vi, ¢1, ¢2) — As,
is the response function of player 2, and Z : N¢ (v3, ¢1, ¢a) X N¢ (v, ¢1, ¢3) — Ag, is
the response function of player 3. Of note, N¢ (+) denotes the narrow concretization
set defined in Definition 4.6.

e The first player has no incentive to deviate from x*:

x* € argmax inf P~ (vy, c1, &, Y (v3, a(vy, @), Z(v3, vy))

(4.27) z€As, Ug 'eN¢ (U2,61,62)
ENC (7.13,(:1 C3>

e The second player’s best response is encoded in Y (+):

Vu3 € N¢ (v%, c1, 02) ; val € N¢ (vé, c1, 02) :
(4.28) Y (v3, vj) € argmax inf P (v3, o, ", y, Z(v3, v3))

yeAs, vi'eNg (v3 ,61763)

e The third player’s best response is encoded in Z(-):

Vu3 € Ng (v%, c1, CQ) : VU?’/ € N¢ (v%, c1, 03) :
(4.29) Z(v3, vy) € argmax P~ (v§, c3, ", Y (v3, a(v], @2)), 2)

ZEASS

At the equilibrium, player 1 samples an action according to x*, player 2 samples an action
according to y*, and player 3 samples an action according to z*, where

* Y 2 2
(4.30) vl :
z" = Z(a(v2, 02), 1)3) = Z(vQ, 113)

Definition 4.8 considers the three-player case. The definition can be extended to more
players by adding more parameters to the response functions. The general-case definition
involves more convoluted notation and is omitted for brevity. The existence of Nash equi-
librium can be proved by extending the proof of Theorem 4.5.
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4.2.4.2 Stackelberg equilibrium in fully-capability-aware games

The Stackelberg equilibrium is defined for two-player games where one player is a leader and
the other is a follower [Sta+10]. The leader commits to a strategy first. The follower observes
the leader’s strategy and then chooses their response. Similar to Nash equilibrium case, if
the leader has a lower capability, they need to reason about responses of the follower for
multiple perceived games consistent with their own perceived game. In conventional finite
normal-form games, a pure Stackelberg equilibrium exists. This section considers the case
where both players are allowed to use mixed strategies; the pure strategy case is a special
and much easier case by constraining the leader’s strategy space to a finite set.

Definition 4.9 (Stackelberg equilibrium of fully-capability-aware games)

In an instance of a two-player fully-capability-aware Stackelberg game as defined in Defini-
tions 4.3 and 4.4, assume without loss of generality that the first player is the leader, and the
second player is the follower. Let T := N (v, c1, ¢2) be the set of possible perceived payoff
functions of the follower from the leader’s perspective. The tuple (x*, Y) is a Stackelberg
equilibrium of this instance if and only if the following conditions hold:

o ¥ € Ag, is the mixed strategy of the leader.

o YV :T2xAs, = Asg, is the response function of the follower given an assumed perceived
game and the leader’s mixed strategy, which satisfies

(4.31) V(vh, &) € T x As, : 0 # Y (v, ) C argmax P~ (vh, o, , Y')

y'EAs,
e The leader obtains maximum worst payoff using a*:

g1(z") = sup gi(zx)

:I:GASl

where gi(z) == inf P (ui, c1, @, y), Jo(z) = U Y (vy, @)

yEJQ(w)

(4.32)
vhET?
The set Jy(x) is the set of the follower’s possible responses given the leader’s strategy.

The function g;(-) is called the Stackelberg objective function of the leader; the value of
SUDzeA s, g1(x) is called the Stackelberg value of the leader. At the equilibrium, the leader
commits to a mixed strategy a*, and the follower responds with a mixed strategy y* such
that y* € Y (vq, x*). N

Remark 4.6 The Stackelberg value is always finite since P~ (uq, ¢1, @, y) is bounded for
(x, y) € As, X Ag, due to the bounded concretization property of the payoff perception
function (Definition 2.2).

However, given an arbitrary correspondence Y'(-), Stackelberg strategy x* does not neces-
sarily exist. Even under the assumptions that Y (u, @) is upper hemicontinuous (uhc) in both
wand x (Y can not be continuous for a nondegenerate payoff bound) and that N¢ (v, ¢1, ¢2)
is compact, one can prove that Jy(-) is uhc. Then ¢, (-) is only lower hemicontinuous [AB13,
Lemma 17.30], which does not guarantee the attainability of the supremum over Ag, (unless
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when T} is finite). Characterizing when a Stackelberg equilibrium exists is left as an open
problem.

Of note, an e-approximate Stackelberg equilibrium for € € R, (defined as an equilibrium
from which the leader can not deviate to improve their payoff by more than €) always exists.
From a computational perspective, the existence of approximate equilibrium is sufficient
since the precise real-valued equilibrium, even if it exists, is not computable or representable
in general.

4.2.4.3 Games with partial capability awareness

Let’s consider partially capability-aware players who only know their own capability levels but
not the capability levels of other players. A partially-capability-aware game is defined with
a partition of the player set N' = Ny UN,, where players in Ny know the complete capability
profile, players in N, only know their individual capability levels, and those conditions are
common knowledge. A partially capability-aware player needs to reason about possible
capability profiles besides perceptions of other players.

Similar to Section 4.2.4.1, a Nash equilibrium can be defined by extending the response
function to include uncertainties about the capability levels of other players. A definition
of the Nash equilibrium in two-player games with one partially capability-aware player is
presented below, which can be extended to more players or games with all players being
partially capability-aware.

Definition 4.10 (Nash equilibrium of two-player partially-capability-aware games)
In an instance of a two-player partially-capability-aware game with the capability profile
(c1, ¢2), assume that the first player is partially capability-aware and the second player is
fully capability-aware. Let U := RS*%2 be the set of all possible payoff functions. Let
(u1, v1) and (ug, vg) be the perceived payoff functions of the first and the second player,
respectively.

Let N¢ () denote the narrow concretization set defined in Definition 4.6. Define v’ =
a(uy, 1) and v" == a(vy, 1) as the least accurate perceptions of the players’ payoff functions.
Define Ty = o~ }(u/, 1) and Ty == a~!(v/, 1) as the sets of possible perceived payoff functions
of the opponent for the two players without knowledge of the capability levels. For a set
T CU,let (T, ¢) = {a(u, ¢) | u € T} be the set of a capability-c player’s perceptions of
the items in T'.

A Nash equilibrium of this instance is a pair (X, Y') if and only if the following conditions
hold:

o X : Ty xTy, — Ag, is the response function of the first player, and Y : Z+ x Ty X1y —
Ag, is the response function of the second player.
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e The first player has no incentive to deviate from X:

Vui € a(Ty, 1) : Yoy € a(Ty, ¢1) :

433
3 X o)) cagmax | mf P, @ V(G e 1))
wGAsl CQEZ_‘_
uh€Ng (u’l,cl, 0’2)

! !/ /
v5€N¢c (1}1, ci, 02)

e The second player has no incentive to deviate from Y:

Yy € Zy : Yulhy € aThy, &)« Vb € a(Ty, ) :

4.34
( ) Y (¢, uh, vh) € argmax inf P~ (vy, ¢y, X (uy, v}), y)
yeAs, uj €Ng (u/2»0/2731>

vj€Ng (vé, ch, 01)

At the equilibrium, the first player samples an action according to x*, and the second player
samples an action according to y*, where

X(Ul, 7)1)

(4.35) T =
) y" =Y (cq, ug, v)

Remark 4.7 In Definition 4.10, both players can solve the equilibrium using their private
information because both players can define 77 and 75, and (4.33) and (4.34) only depend
on ¢, T1, and T5. The existence of the equilibrium can be proved similarly to Theorem 4.5.

The idea can be generalized to games that simultaneously contain capability-obvious and
(fully or partially) capability-aware players. A capability-obvious player solves a standard
Nash equilibrium from their perceived game. A capability-aware player reasons with the
possible perceived payoff functions and/or capability profiles of the other players.

4.2.4.4 Games with belief on true payoff functions

Our exploration has focused on games without any probabilistic prior. This section briefly
demonstrates an extension to games with a shared common prior on the distribution of true
payoff functions. Assume all players share a probability density p* : U — R over the true
payoff functions such that fU p*(u)du = 1 for a proper measure over the set of all possible
payoff functions U. The density function p*(-) and the fact that all payoff functions are
drawn independently from p*(-) are common knowledge among the players. The narrow
concretization set given in Definition 4.6 can then be extended to a probability distribution
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as follows:

0 if u ¢ N¢ (v, 1, ¢2)
pNC (u | v, C1, 02) = ]_

(4.36) 7
where Z ::/ p*(u) du
N¢ (v, c1, ¢2)

p*(u) otherwise

Players can then reason about the expected outcome instead of the worst outcome by
replacing all infimum operators in the equilibrium definitions with expectations over the
true payoff functions. For example, in the definition of the two-player Nash equilibrium in
Definition 4.5, (4.7) and (4.9) can be replaced with the following:

x* € argmax fi(x)
wGASl

Vo, € TP : Y (vh) € argmax fo (y | vh)

y€eAs,

(4.37)

with the objective functions fi(-) and f5 (- | -) defined as:

fi(x) = /U (/U u'(x, Y (V')pne (V' | 01, €1, c2) dv')pNC (v | ug, ¢, 0o) du’

(4.38)
foly | vh) = / o (@, y)pwg (¢ | vy ca, 00) dof
U

Since the true payoff functions u* and v* are drawn independently from p*(-), players can
simplify fi(-) and fo (- | -) in (4.38) by factorizing out the expected payoff functions and the
expected opponent’s strategy:

fl .’13) = TTL(.’B, g)a f2 (y ‘ U;) = Té(w*a y)
(4.39) where 4 = E
Uy =L

2 = vaNC(' ‘ v’z,cg,oo) [U]

u~pNG (- | u1,c1,00) [u]v Y = ]EUNPNC(‘ | v1,c1,c2) [Y(U)]

Egs. (4.37) and (4.39) may be efficiently solvable for certain payoff perception functions
and payoff function distributions. Identifying such cases and developing efficient solution or
approximation algorithms is left for future work.

4.3 Two-player fully-capability-aware zero-sum games

4.3.1 Zero-sum games and equilibrium concepts

Section 4.2 establishes the rational behavior in fully-capability-aware games and shows the
hardness of solving the equilibrium in the general case. In conventional bimatrix games, the
zero-sum Nash equilibrium is easier to solve than the general-sum case due to the minimax
theorem. It is natural to ask whether the zero-sum case is easier to solve for two-player
fully-capability-aware games. This section provides a partially positive answer. By imposing
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mild assumptions on the payoff perception function, a zero-sum equilibrium can be efficiently
computed with nonsmooth convex optimization.

For an arbitrary payoff perception function, even if the true game is zero-sum, the per-
ceived game may be nonzero-sum. To address this issue, we require that the payoff perception
function be odd so that the perceived game is also zero-sum.

Definition 4.11 (Odd payoff perception functions)
A payoft perception function o : U x Z, — U is called odd if and only if

(4.40) YueU, VYeeZi, a(—u,c)=—alu,c) q
Example 4.2 (Games with odd payoff perception functions)

It is straightforward to verify that the payoff perception functions of the masked payoff game
(Example 2.1) and the quantized payoff game (Example 2.2) are odd. <

Theorem 4.8 (Properties of odd payoff perception functions)
For an odd payoff perception function o : U X Z. — U, the following properties hold:

o ¢(—u) =c(u) for anyu € U.
o al(—u,c)={-v|veal(u )} foranyue U and c € Z,.
o forveU, ceZy, and oy € Ag,, the payoff bounds satisfy

P (~v, & (O1)en) = =P (v, ¢, (k) en)
P (=v, ¢ (O1)en) = =P~ (v, ¢, (k) yen)

Proof. Omitted since all properties are straightforward to verify using the definitions. [

(4.41)

Definition 4.12 (TFZoLP-Game and its notation)
In a two-player fully-capability-aware zero-sum game (TFZOLP-Game for short), besides
requirements given in Definition 4.3, there are two additional conditions:

e Players know that the game is zero-sum as common knowledge.

e The payoff perception function is odd (see Definition 4.11).
The following notation is used to simplify the presentation in addition to Definition 4.4:

e v and —u* for the first and the second player’s true payoff functions, respectively.

e (u;, —uy) and (ug, —us) for the players’ respective perceived payoff functions; i.e.,

*

up = a(u®, 1), ug = a(u, c) q

Similar to the general-sum Nash equilibrium (Definition 4.5), in a zero-sum game, the
lower-capability player reasons over all possible true payoff functions and the opponent’s
corresponding best response to determine their strategy. It differs from the general-sum case
in that a possible perception of the higher-capability player is tied to the lower-capability
player’s true payoff function. The following definition formalizes the zero-sum Nash equilib-
rium.
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Definition 4.13 (Nash equilibrium of TFZoLP-Game)

In an instance of a two-player fully-capability-aware zero-sum game as defined in Defini-
tion 4.12 with the capability profile (¢;, ¢3), assume without loss of generality that ¢; < ¢,.
Let (uy, —uy) and (ug, —us) be the perceived payoff functions of the first and the second
player, respectively. Define 77 := N¢ (uy, ¢1, ¢3) where N¢ (+) is the narrow concretization
set defined in Definition 4.6.

A pair (z*, Y') is a Nash equilibrium of this instance if and only if the following conditions
hold:

e * € Ag, is a mixed strategy for the first player, and Y : T? — Ag, is the response
function of the second player.

e The second player has no incentive to deviate from Y (-) given a*:

(4.42) Vul, € TE : Y (uy) € argmax P~ (—uy, ¢o, ¥, y) = argmin P (uh, ¢z, *, y)
YEASs, Yels,

e Let fy(x) be the first player’s worst payoff when they play x against Y, defined as

(4.43) fy(@) = inf P~ (uj, 2, T, ¥ (u3))

ub€T?
Then «* is a maximizer of fy(x):

(4.44) " € argmax fy (x)

QZEASI

Given a Nash equilibrium (x*, Y'), the first player samples an action according to x*,
and the second player samples an action according to Y (uz). The values fy(x*) and
Pt (ug, ca, *, Y (uz)) are the Nash values of the first and second player at the equilibrium,
respectively. Of note, the second player tries to minimize their Nash value. N

Remark 4.8 In (4.43), ¢y is used in P~ (+) because given an assumed perception of the second
player as u, the first player narrows down the set of possible true payoff functions to those
compatible with uj at cs.

Definition 4.13 defines the Nash equilibrium for ¢; < ¢y for easier presentation. In
some cases, it is helpful to define a Nash equilibrium in the form of two response functions
(X,Y) so that the equilibrium representation does not depend on which player has the
higher capability. The following two definitions formalize the symmetric Nash equilibrium.

Definition 4.14 (Perception selection function)

Given strategy spaces Sy, ..., Sy, let U := RS1*%S» he the set of all possible payoff func-
tions. Given a payoff perception function o : U x Z, — U (Definition 2.2), two capability
levels ¢y, ¢, € Z,, and two compatible perceptions 1, uy € U such that a(uy, min {c;, c3}) =
a(ug, min {cy, co}), the perception selection function is defined as

~ up if ¢g > ¢y
m;z;)::{ a

uy otherwise
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Definition 4.15 (Symmetric Nash equilibrium of TFZoLpP-Game)
In an instance of a two-player fully-capability-aware zero-sum game as defined in Defini-
tion 4.12 with the capability profile (¢;, ¢3), let (uy, —uy) and (ug, —ug) be the perceived
payoff functions of the first and the second player, respectively. Define T? := N¢ (uy, c1, )
and Ty = Ng (ug, ¢2, ¢;) where N¢ (+) is the narrow concretization set defined in Defini-
tion 4.6. Let ¢;, = max{cy, c2}.

Let X : T} — As, and Y : T? — Ag, be two response functions. Then (X, Y) is a
Nash equilibrium of this instance if and only if:

Vuy € Ty : X (u)) € argmax f,(u}, =)

:BGASl
Vu, € T? . Y (u)) € argmin fo(u), y)
yeAs,
(4.45) where fi(uj, ) = inf P <7/5<z;1 zl>, Ch, T, Y(“Q))
ubeNg (u’l,cLCz) 2
fa(ub, y) = sup Pt <73<:2 2,), cny X (u)), y)

u} ENg (u’Q, ca, cl)

The values fi(u1, X (uy)) and fao(ug, Y (ug)) are the Nash values of the first and second
player at the equilibrium, respectively. N

The existence of the Nash equilibrium can be proved similarly to Theorem 4.5.
Next, we define the Stackelberg equilibrium for the zero-sum game.

Definition 4.16 (Stackelberg equilibrium of TFZoLpP-Game)

In an instance of a two-player fully-capability-aware zero-sum Stackelberg game as defined

in Definition 4.12, assume without loss of generality that the first player is the leader. Define

T? := N¢ (u1, c1, ¢2) where N (+) is the narrow concretization set defined in Definition 4.6.
The pair (z*, V) is a Stackelberg equilibrium of this instance if and only if the following

conditions hold:

e ¥ € Ag, is the mixed strategies of the leader.

o YV :T?xAs, = Ag, is the response function of the follower given an assumed perceived
game and the leader’s mixed strategy, which satisfies

(4.46) V(uy, ©) € TE x Ags, : 0 # Y (uy, &) C argmin P (uh, ¢z, , y)
YEAs,

e The leader obtains maximum worst payoff using x*:

g1(z") = sup gi(x)

TEAs,

where g (@) = inf inf )777 (7/5(32 2), max {c, ¢}, x, y)

ub€Ng (u1,c1,c2) er(u’Z, T

(4.47)

The function ¢;(-) is called the Stackelberg objective function of the leader; the value of
SUDgeA, g1(x) is called the Stackelberg value of the leader. At the equilibrium, the leader
commits to a mixed strategy a*, and the follower responds with a mixed strategy y* such
that y* € Y (vq, x*). <
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Remark 4.9 Definition 4.16 assumes that both players believe that the follower does not use
the leader’s strategy to reduce their uncertainty. If this is not the case, and if ¢; > ¢o and
thus T? = {u,}, the follower should use the fact that the leader plays * to remove values in
N¢ (ug, 2, ¢1) that are incompatible with x*. Let R(x) C U be the follower’s reasoning of
possible leader’s perceptions given x as the leader’s strategy. The condition in (4.46) should
then be replaced with the following:

Ve € As, : 0 # Y (up, ) C argmin sup P (v}, ¢, T, y)
YE€As, ujER(x)

R(z) = {Ro(w) if Ro(x) # 0

(4.48) N¢ (ug, c2, ¢1) otherwise

where

R0<:B) = {ull € NC (Ug, Ca, Cl)

x € argmax inf P~ (u}, ¢, ', y)}
x'eNs, YEY(u2,2')

Of note, (4.48) is a recursive definition since Ry (-) depends on Y (ug, ). The case of Ry(x) = ()
corresponds to noncredible leader strategies (i.e., strategies that the leader would never play
since there is no function u) that could make it a best strategy); the follower considers all
possible leader’s perceptions as a fallback. Whether/when an equilibrium defined by (4.47)
and (4.48) exists is left as an open problem. Specially, when ¢; = ¢y, or more generally
when |N¢ (ug, ¢, ¢1)] = 1 (i.e., when the follower has no uncertainty), we have R(x) =
N¢ (ug, 2, ¢1), and the Stackelberg equilibrium defined by Definition 4.16 satisfies (4.48).

Remark 4.10 Remark 4.6 argues that in the general-sum case, the Stackelberg equilibrium
may not exist due to the objective function being noncontinuous. By contrast, in the zero-
sum case, if the follower chooses the best response that is also favorable to the leader, then
an equilibrium exists, as shown below.

Theorem 4.9 (Existence of Stackelberg equilibrium in TFZoLP-Game)

In a TEFZoLP-Game instance as defined in Definition /.12, assume without loss of gener-
ality that the first player is the leader. Let T} = N¢ (uy, c1, ¢3). For u € TZ, define the
correspondences A, : As, = As, and By, : As, = As, as

Ay () = argmin P* (u, ¢z, x, y)
y€A$2

B, (x) = argmax P~ (73(%} o), max{cy, &2}, x, y)
yeA,(x)

(4.49)

Let Y : TE x As, = As, be a response function such that that
(4.50) Vu € TE, Vo € Ag, - 0 # Y (u, ) C B,(x)
Then 'Y satisfies (4.46), and there exists x* satisfying (4.47).
Proof. Substituting (4.49) and (4.50) into (4.47) yields:
() = uigjff V()
where 7, () = max P~ (73(%1 o), max{c, 2}, x, y)

YycA, ()
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By Berge Maximum Theorem [AB13, Theorem 17.31], since P~ (u, ¢, ¢, y) is continuous
and concave in both @ and y for any fixed u and ¢ (Theorem 2.8), it follows that:

e A,(x) is nonempty, convex and compact for all € € Ag,.
e A,(-) is an upper hemicontinuous correspondence.
e 7,(+) is upper semicontinuous.

Then gy(-) is upper semicontinuous [AB13, Lemma 2.41|. Therefore, g;(-) attains its maxi-
mum at some * in the compact set Ag, [AB13, Theorem 2.43|. O

In the Nash and Stackelberg equilibrium definitions, the first player considers each
ubh, € N¢ (uq, c1, ¢o) and then computes the payoff bounds corresponding to u}. Since P~ (+)
enumerates all true payoff functions, an alternative idea is to consider true payoff functions
v € a™(uy, ¢1) and use the value u/(+, -) directly, which may be easier to work with in some
cases. The following lemma shows their equivalence.

Lemma 4.10

In a two-player fully-capability-aware game instance, let Y : U x Ag, + 225 be a non-
empty-valued set-valued function. Let ¢; = max{cy, co} and T12 = N¢ (w1, 1, ¢2). For any
x € Ag,, it holds that

(4.51) inf  inf )73‘(73(“1 o ), Ch, T, y): inf inf u'(z, y)

weTE yeY (v, x w2 wea(ur, e1) yeY (a(v/, c2), @)
Proof. Recall that P~ (u1, c1, ®, y) = infyca-1(uy,e) @' (2, y) (Definition 2.7).
If ¢; > ¢, then ¢, = ¢y, and T? = {a(uy, c2)}. Both sides of (4.51) are equal to
innyY(a(ul,cg),m) 7)_<U1, C1, I, y)

If ¢; < ¢, then T2 = {W/ €U |&(u') <cyand a(u, ¢;) =u}. Define a set S =
W eU| eT?: v e€a (v, c)}. We have

inf inf PT(v, e, @ y)= inf inf inf u'(z, y)
weTE yeY (v, x) wWeTE yeY (v, @) uw'ca=t(u/, c2)
= inf inf inf u'(x, y) = inf inf u'(x, y)
weTE uw'ea=t(u, c2) yeY(a(u”, c2),x) u"eS yeY (a(u, c2), x)

To prove (4.51), it suffices to show that S = a~'(uy, ¢;1). By Definition 2.2, o (uy, ¢1) =
{ueU|a(u, c;) =u}. Foru' € a=Huy, ¢1),if c(u') < ¢, thenv' € TE and v’ € a1 (v, ¢3);
otherwise, let u” == a(u/, ¢3); then v” € T? and v’ € o (u”, ¢3). Thus v’ € S in both cases.
Conversely, for v’ € S, there exists u” such that u; = a(u”, ¢;) and v’ = «a(v/, ¢z), which
implies u; = a(u/, ¢1) and thus ' € o™ (uy, ¢;). Therefore, S = a™(uy, ¢;). O

4.3.2 Hardness of equilibrium solving

The minimax theorem implies that in a conventional zero-sum game, the value of all Nash
equilibria equals the value of the mixed Stackelberg equilibrium. Consequently, a Nash
equilibrium can be found by solving the leader’s Stackelberg strategies for both players via
linear programming [Nis+07, Section 1.4.2].
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By contrast, for two-player fully-capability-aware games, the zero-sum case is still hard.
The following theorem presents a reduction from a general-sum instance to a TFZoLP-Game
instance. The key idea is that in a TFZoOLP-Game instance, players are optimizing weakly
coupled objectives (one maximizing the lower bound, the other minimizing the upper bound
of a different perception). Since any game’s equilibrium is invariant with respect to affine
transformations of the payoff functions, given a two-player general-sum instance, we can
separate the ranges of the players’ payoffs by applying affine transformation so that they are
optimizing equivalent objectives in a corresponding TFZ0OLP-Game instance.

Theorem 4.11 (Reducing a general-sum game to TFZoLP-Game)
Let (uq, v1) and (ug, vo) be the perceived payoff functions of the players in a two-player
OLP-Game instance with capability levels ¢; < ¢o and a(-) as the payoff perception function.
Let m = |S1| and n = |Ss| be the numbers of pure actions available to each player. Let
T? := Nc¢ (v, c1, ¢2).

Then there exist constants k,, b, € R with k, # 0, and a TFZOLP-Game instance where
S1 = [1,2m], S = S,, a(-) is the payoff perception function, and players have capability
levels ¢; = 1 and ¢y = 2 with perceptions as (uy, —uy) and (g, —us), such that for any Nash
equilibrium (:73*, l_’) of the TFZoLP-Game instance, (x*,Y) is a Nash equilibrium of the
original game where

(4.52) =z Y(v)= ?([knv1+ bn:|) forv e T}

Note that we treat a payoff function and a payoff matrix interchangeably, with the first player
being the row player. For a (row) vector or a matriz A, A.,, denotes the first m rows of A,
and A,, 1. denotes the remaining rows.

Proof. Let U := R™" and U = R?>™" be the sets of all possible payoff functions in the
general-sum and zero-sum games, respectively. For a set C' C U of payoff matrices, use min C
to denote the minimum payoff among the items in C, defined as min C' := inf g4cc min; ; A;;.
Define max C' analogously. For k,b € R, use kC' + b to denote the set {kA+b| A € S}.

Let C, == a'(uy, ¢;) and C, = a (v, ¢1). Note that T? C C,. Due to the bounded
concretization property, there are constants k, < 0 < k, (Where “n” stands for negative and
“p” for positive) and b, b, € R such that

0 < min (k,C, + b,) < max (k,C, +b,) <1
1 < min (k,C, + b,) < max (k,C, + b,) < 2
Define the function () as the all-one function, i.e., @ (i, j) = 1 for i € Sy and j € S,

Define a function aq : U x Z, — U as ag(ty, ¢) = 4y, and ag(u, ¢) = u except for the
following cases:

YV e T} ({k V' + by ,2) =, V1+b for V'€ a (V, c)
- U+b, 1N [ 1]

YV e 17 & (l V+b)’2 __anern_ for U € C,

vV e Tt : 2 1], 1 1) =u
b kV+b’ T kY b O\ RV 0, ) T



Define @ : U x Z, — U as a(—u, ¢) = —ay(u, c) if u corresponds to any special case
above; otherwise, a(u, ¢) = ag(u, ¢). Then a(-) is an odd payoff perception function.
Let T? = Ng¢ (g, 1, 2) be the narrow concretization set with respect to a(-). We have

T? = {u,} U { L@ V1+ b ] V e Tf} One can verify that for any ' € T2\ {@1}, © € Aoy,
and y € A,,, the payoff bounds satisfy:

kU + by,
k V' + by,
0

,Po’j (ula 27 €T, y) = inf wT|: :|y ; k'p’P;('LLl, Cl, T:m, y) + bp

PE(w, 2, @ y)=  sup “’T[ ]y=kn7>;(vo, C2; T, Y) + b
V'ea—1(Vp,c2)

Vi + bn:| for some V;) € T12, and L holds if &, 41. =0

We also have Py (s, 2, ®, y) = P (1, 2, x, y) = 1 for any € Ay, and y € A,,. Since
— (k. Vo + bn) <0<k U+ b, < 1 for VE] € T? and U € C,, and T* maximizes x —
inf, e Py (v, 2, x, ?(u’)), we have Z},,,, = 0. Given (4.42) and (4.43), the equilibrium

condition for (53*, l_’) is:

Z* € argmax inf Py (v, 2, @, Y (v)) = argmax inf P, (u1, ¢1, T, Y (v'))
€Ay, U ET rENAo,, U ETl
Lm+1: =04 ;éul

Vo' € T2\ {u;} : Y (v') € argmin P} (v, 2, T, y) = argmax P, (Viy, ¢z, Thyn, y)
YyEA, ISVAW

u;n-‘rl' — by, /
where V== k:i so that = u always holds

n

1
kn Vu’ + bn

Define (z*, Y) as in (4.52). Then the above conditions are equivalent to (4.7) and (4.8) for
(z*, Y) in the original game. O

4.3.3 Efficiently solvable games

This section identifies classes of two-player fully-capability-aware zero-sum games with prop-
erties similar to the minimax theorem, which allows efficient computation of approximate
Nash equilibria. In particular, I show that if one player’s maximin value is equal to their
Stackelberg value in an instance (called a mazimin-attainable instance), then the instance is
efficiently solvable. In the following subsections, I first define (uniformly) maximin-attainable
instances and present properties of equilibria in such instances. Then I present three classes
of uniformly maximin-attainable instances: constant-gap games, strategy-separable linear
component games, and narrowly reversible games.
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4.3.3.1 The maximin-attainable TFZoLP-Game instances

Definition 4.17 (Maximin strategies)
In an instance of a two-player fully-capability-aware zero-sum game as defined in Defini-
tion 4.12, define the mazimin strategy of the first player as &* € Ag, that satisfies

hi(z*) = sup hi(x)
:L‘GASl

(4.53)
where hi(x) = inf P~ (uy, ¢1, @, y)
y€A52

The function hy(-) is called the mazimin objective function of the first player; the value
hy(x*) is called the mazimin value of the first player. N

Theorem 4.12 (Existence of the maximin strategy)
In an instance of a two-player fully-capability-aware zero-sum game, the mazximin strateqy
as defined in Definition 4.17 always exists.

Proof.  Since P~ (uq, ¢1, «, y) is continuous and bounded in both « and y (Theorem 2.8),
hy(-) defined in (4.53) is continuous and bounded. Since Ag, is compact, the supremum of
hq(-) is achieved at some x* € Ag,. O

Lemma 4.13 (Maximin objective function bounded by Stackelberg objective function)
In an instance of a two-player fully-capability-aware zero-sum game, it holds that

(4.54) Ve € Ag, @ hi(x) < g1(x),

where hy(+) is the mazimin objective function defined in (4.53), and g,(-) is the Stackelberg
objective function when the first player is the leader as defined in (4.47). The response
function Y (+) associated with g,(-) is an arbitrary function that satisfies (4.46).

Proof. Plugging Lemma 4.10 into the definition of g;(-) yields

gi(x) = inf inf u'(x, y)

u'ea—1(u1,c1) yeY (a(vw, e2), )

Plugging Definition 2.7 into the definition of hy(+) yields

hi(x) = inf inf  J(x,y) = inf inf u'(x,
1( ) YEAs, u'€a~1(u1,c1) ( y) wea~1(ui,c1) YEAs, ( y)
Since Y (u, ) C Ag, for all u € U and € Ag,, it follows that hq(x) < gi(x). O

Lemma 4.14 (Order of TFZoLpP-Game equilibrium values)

In an instance of a two-player fully-capability-aware zero-sum game where ¢ < ¢, let x,
be the maximin strategy of the first player and Vi, = hy(x)) be the corresponding mazximin
value (Definition 4.17). Let (x},Y,) be a Nash equilibrium, and V,, be the corresponding
Nash value of the first player (Definition 4.13).
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Given Y,(-), define an extended response function Y* : TE x As, + As, where TE =
Ne (w, c1, ¢2) as

Y, (u) if v =,
Y*(u, ) = argmin* 77+(U, Co, T, Y) otherwise
yEASQ

Define a set-valued response function as Y (u, @) = {Y*(u, x)}. Let Vs = supyep, 91(T)
be the Stackelberg value (Definition 4.16) with the first player being the leader and the second
player’s response function being Y (+). Of note, Y (-) satisfies the best response condition of
(4.46) since Y, (-) satisfies (4.42).

Then the following inequality holds:

If Vi, = Vg, then (xf, Y, (u2)) is a Stackelberg equilibrium.

Proof. It’s easy to verify that the Nash value of the first player defined in Definition 4.13
can be defined using the extended response function Y*(-) as:

Vo= sup fi(z, @) = fi(e;, @)

wGAsl
where fi(z, ') = inf P™(v, co, &, Y*(u/, ') = inf inf P (v, x, y)
weT? wWeT? yeY (v, )

Plugging Definition 2.7 and Lemma 4.10 into h;(-) yields

hi(x) = inf inf P~ (v, ¢, @, y) < fi(x, x)
UIETIQ yGASQ

Combining the above with Vi, = sup,eag fi(z, ) and V}, = SUDgens, hy(x) implies V}, <
Vi
Expanding ¢;(+) in the definition of V; yields

‘/:9 = sup inf inf Pi(uc Co, I, y) = Sup fl(a:7 fB) 2 f1<$:;, CU:;) = Vn
zEAS, weT? yeyY (v, x) zEAS,

Therefore, (4.55) holds. The above inequality also implies that (x}, Y, (u2)) is a Stackelberg
equilibrium when V}, = Vi. O

Given Lemma 4.14, it is natural to consider games with V;, = Vj, so that the lower-
capability player’s Nash value equals their maximin value. The following definition captures
this concept.

Definition 4.18 (Maximin-attainable TFZoLP-Game instances)

Given an instance of a two-player fully-capability-aware zero-sum game as defined in Defi-
nition 4.12, assume without loss of generality that ¢; < ¢o. This instance is called mazimin-
attainable for the first player if for any singleton-valued second player’s response function,
the first player’s Stackelberg value is the same as their maximin value. The instance is
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uniformly maximin-attainable if the maximin objective function agrees with the Stackelberg
objective function for any first player’s strategy and any singleton-valued second player’s
response function.

Formally, let 77 := N¢ (uy, ¢1, ¢2). Given any best response function Y : T2 x Ag, — Asg,
such that

(4.56) V(u, ®) € Tt x As, : Y (u, ) € argmin P* (u, co, x, y),

yeAs,
define gy : Ag, — R as

(4.57) gy(x) = inf P~ (uy, ¢z, T, Y (u, x))

2
ub €T}

The function gy (+) corresponds to the Stackelberg objective function g;- as defined in Defi-
nition 4.16 with the follower’s response function being Y (u, @) := {Y (u, «)}. The function
gy () is called a singleton-valued Stackelberg objective function.

Let * and hy(-) be the maximin strategy and the maximin objective function of the
first player as defined in Definition 4.17. Then the instance is mazimin-attainable if and
only if hy(x") = supzeag, gy () for any Y (-) satisfying (4.56). Furthermore, the instance
is uniformly mazimin-attainable if and only if hy(x) = gy (x) for all ® € Ag, and any Y ()
satisfying (4.56). Q

4.3.3.2 Equilibrium of uniformly maximin-attainable TFZoLP-Game instances

This section argues that the lower-capability player in a uniformly maximin-attainable in-
stance should use their maximin strategy as their Nash /Stackelberg strategy. I present a few
theorems to support this argument.

First, I show that for maximin-attainable instances, the maximin strategy is likely tractable
and the maximin value is the same as the Nash and Stackelberg values:

Theorem 4.15 (Equilibrium of maximin-attainable TFZoLpP-Game instances)

In an instance of a two-player fully-capability-aware zero-sum game as defined in Defini-
tion 4.12, assume that the instance is a mazimin-attainable TFZOLP-Game for the first
player as defined in Definition 4.18. Then there exists a strategy profile (x*, y*) that satis-

fies:

fi(@”) = sup fi(2), f(y") = f f(y)
(4.58) et e
where fl(w) = 1§III€1§iI|‘192\,P7(u17 1, &, ek)v f2(y> = P+<u27 C2, CU*, y)

Any strategy profile (x*, y*) satisfying (4.58) is a Stackelberg equilibrium when the first
player is the leader. For the first player, all Nash values are the same as the Stackelberg
value.

Proof. The existence of * and y* is due to compactness of Ag, and Ag,, and the continuity
of f1(+) and f(+), which follows from the continuity of payoff bounds (Theorem 2.8).
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Let hy(-) be the maximin objective function of the first player as defined in Definition 4.17.
Since y — P~ (uq, o, @, y) is concave and continuous (Theorem 2.8), and the extreme points
of the simplex Ay are the basis vectors {ey, ..., e;}, Lemma 4.1 implies that

x)= min P (uy, ¢1, ®, e;) = inf P (uy, c1, ¢, y) = hi(x
fi(x)  Jnin (u1, &1 k) U (u1; c1, &, y) = hi(x)

To prove the last paragraph of the theorem, note that the definition of the maximin-
attainable TFZOLP-Game requires that hy(z*) = supgea s gy (x) for any best response
function Y'(-). For any &' € Ag,, we have gy (x') € hi(z*) 2 gy (x*), where 2 is due to
that hy(a*) is the supremum of gy (-) per the maximin-attainable definition, and 2 is due

Lemma 4.13. Therefore, (x*, y*) is a Stackelberg equilibrium. Lemma 4.14 implies that
Vi, =V, = V; for any Nash value V,,. 0

Next, I present topological properties of the sets of equilibrium strategies of the lower-
capability player in maximin-attainable instances.

Definition 4.19 (TFZoLP-Game equilibrium sets)
In a TFZoLP-Game instance that is maximin-attainable for the first player as defined in
Definition 4.18, denote the sets of the first player’s maximin, arbitrary Nash, some Nash,
and Stackelberg strategies as X,,, Xg, AR, and Ag, respectively.

Formally, let T2 := N¢ (u1, ¢1, ¢2). Define

o X, = argmax,.s hi(x) where h(-) is the maximin objective function of the first
player as defined in Definition 4.17.

e X2 C S such that & € A2 if and only if for any response function Y : T? +— Ag, that
is a best response to x (i.e., satisfying (4.42)), (x, Y') is a Nash equilibrium as defined
in Definition 4.13.

e X% C S such that € AY if and only if there exists Y such that (z, Y') is a Nash
equilibrium as defined in Definition 4.13.

o X5 = argmax,.s gy (x) where gy (-) is any best response function as defined in Defi-
nition 4.18. <

Theorem 4.16 (Topological properties of equilibrium sets)
With the notation defined in Definition 4.19, the following properties hold in a maximin-
attainable TFZOLP-Game instance:

1. X, C Xs. Moreover, X, is convex and compact.
2. X C AN C As.
3. (int X,) C AR.

4. X% is nonempty. If the instance is uniformly mazimin-attainable, then X, = Xs, and
XY s compact.
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Of note, the interior of Xy, is defined with respect to the simplex space Ag,, not the Fuclidean
space RISt

Proof. Let V = maxges, hi(x) be the first player’s maximin value. Then V' is also the first
player’s Nash value and Stackelberg value according to Theorem 4.15.

Properties 1 and 2 Theorem 4.15 directly implies X, C Xs. Since hy(-) is concave and
continuous, &}, is convex and compact. We have A C AR by definition. For any = € AR,
there exits Y'(-) such that (x, Y') is a Nash equilibrium; since gy () equals the Nash value,
Theorem 4.15 then implies that gy (z) =V > gy (') for any ' € S;, meaning that x € Xs.

Property 3 Let Y? : T? x Ag, — Ss be an arbitrary best response function of the second
player satisfying (4.56). Define a function F : A% +— R as

F(x, ') = inf P~ (u, ¢z, &, Y*(u, x'))

uETl2

Intuitively, F'(x, «') is the first player’s Nash objective value when the first player plays x
with the second player responding to &’ according to Y*(-). One can easily verify that

(4.59) Ve € Ag, 1 F(x, ) = gy=(x)

Since F(x, ') considers the specific response Y?(-) while hy(x) considers the worst
response, we also have

(4.60) Ve, x' € As, : F(z, ') > hi(x)

Take an arbitrary @; € int Xy,. Then x; € A% if and only if F(x, 1) > F(x, x;) for
all x € Ag,. Take an arbitrary & € Ag, \ {#1}. Let d .= & — x;. Since x; € int Ay,
there exists € > 0 such that ©; — ed € X,,. Let @y = x; — ed. Eq. (4.60) implies that
F(xs, 1) > hi(xy) = V since x5 € Ay,. Eq. (4.59) implies that F(x1, 1) = gya(x1) =V
since &1 € Ay, € As. One can also verify that F'(x, ') is continuous and concave in « for

any fixed @’. Since 3 = &1 — €(Z — @), we have x; = =T+ ﬁa:g, which implies that:

1 1 1 1
e (14t et (1 ) B
€ € € €

Since Z is arbitrary, it follows that maxgzeas F(x, 1) <V = F(x;, 1), which implies that
T € Xl%

Property 4 XY is nonempty due to the existence of a Nash equilibrium. If the instance
is uniformly maximin-attainable, then &}, = X5 follows trivially. Now we prove that XY is
compact.

For u € T?, define a correspondence A, : As, = As, as the best response set of the
second player:

A, (x) = argmax P~ (u, co, @, Y)
Y€As,
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Since P~ (u, cq, @, y) is continuous and concave in both & and y (Theorem 2.8), it follows
that A,(-) is an upper hemicontinuous correspondence (Berge Maximum Theorem [AB13,
Theorem 17.31]), and that A,(x) is nonempty, convex and compact for all € Ag,.

Define the (possibly infinite dimensional) vector space ) = B(T? x 8;) where B(V)
denotes the set of bounded real-valued functions on V. Endow ) with the topology induced
by the (modified) supremum norm defined as

Vped: |pll=sup > (pu,z))’

2
uGTl -'13681

Then ||p|| for any p € Y is finite due to the boundedness.

Define the set Ya = Ag Interpret Ja as a subset of ) by identifying a point y € Ag,
as a function in B(Sz). Then Y4 is a compact and convex set in ). A point Y € Y can be
interpreted as a response function Y : T2 — Ag,. Define the correspondence A, : Ag, = Ya
as

Ai(x) = H A,(x)

ueT?

Then A,(-) is an upper hemicontinuous correspondence, and A, (x) is nonempty, convex and
compact for all x € Ag,.

Due to the bounded concretization property (Definition 2.2), there is a constant L > 0
such that for any v € a~!(uy, ¢;), the function (z, y) — u(x, y) is L-Lipschitz; since the
Lipschitz constant can be carried over point-wise infimum or supremum [Weal8, Proposition
1.32], it follows that:

VueT?: Vo, o' € As, : Yy, y' € A, :
’P_(u7 Co, &, y) - P_(u7 Ca, mla '!/)‘ S L”SC - leQ + LHy - y/HQ
Define the Nash objective function N : Ag, X Yr — R as

N(z,Y) = inf P~ (u, ¢, z, Y (u))

u€T?
If |Y = Y'|| <e, then ||[Y (u) — Y'(u)|, < € for any u € T7, which implies that

Ve, x' € As, : Vy,y € As, :
[N(z, Y) = N, Y')| < L([le — /||, + [|]Y = Y|))

Therefore, N(-) is continuous.
Define the function G : Ag, — R as

G(x) = Ygir%w)y(Y)
where 7(Y') :== max N(z',Y)

:l:’EASl

(4.61)
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Since 7(-) takes the supremum of a family of continuous functions, ~(-) is continuous [BD84,
Theorem 7.4.9]. Since A.(+) is an upper hemicontinuous correspondence, G(-) is lower semi-
continuous [AB13, Lemma 17.30].

For any @ € Xs and Y € A.(x), we have G(x) > N(x,Y) = gy(x) = V. One can
easily verify that if @ € Xs, then @ € &Y if and only if G(z) = V.

Now suppose the instance is uniformly maximin-attainable. Then A} C X5 = A},,. Since
X is compact, Xg is also compact. Let {x,}, -, be a sequence in XY that converges to ..
Since x; € X5 C Xs for any i € Z,, we have z, € Xs. Since G(z;) =V for any i € Z,, the
lower semicontinuity of G(-) implies that G(x,) < V. Since x, € X5, we have G(x,) > V.
It follows that G(x,) =V, implying that @, € &Y. Therefore, AF is compact. O

Remark 4.11 Characterizing when &, C Ay is left as an interesting open problem. A
sufficient condition is that given x® € A&, if for any open set U containing a®, there exists
x € UN X, such that A,(-) is continuous at x, then one can prove that x® € A§ using
techniques similar to the proof of properties 3 and 4.

I conjecture that XY = A, holds for uniformly maximin-attainable instances.

Corollary 4.17 (Equilibrium play in uniformly maximin-attainable TFZoLP-Game)
In a TFZoOLP-Game instance that is maximin-attainable for the first player as defined in
Definition /.18, with the notation defined in Definition 4.19, no player has an incentive to
deviate from the following protocol:

1. If (int Xy) # 0, the first player chooses an arbitrary value x* € int Xy, deterministi-
cally. The second player solves y* = argmin*yeAS2 Pt (ug, co, *, y).

2. If the instance is uniformly maximin-attainable and X, = {x*} contains only one
element x*, the second player solves Y™ as:

minimize v
72
YeAg) veR
(4.62) subject to Y (u) € argmin P* (u, ¢y, ¥, y) Vu € T}
yeAs,
max inf P~ (u, ¢, «, Y (u)) < v
TE€As, ueT}

Then the second player sets y* =Y (us).

In both cases, the first player samples an action according to x*, and the second player
samples an action according to y*.

Proof. In the first case, property 3 of Theorem 4.16 implies that there exists {x*, Y} as a
Nash equilibrium such that Y (u) = y*.

In the second case, property 4 of Theorem 4.16 implies that X = {x*}. Then Y* define
by (4.62) is a Nash equilibrium. O

For a randomly generated or slightly disturbed TFZOLP-Game instance, X, is likely
(with probability 1 in many cases) to contain a single element because:
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e The set of convex programs that have nonunique solutions is a negligible subset of the
set of all convex programs [PW16].

e When P~ (uy, ¢, @, y) = T Ay is a bilinear function, the set U is open and everywhere
dense with U defined as A € U if and only if hy(x) = min, £TAy has a unique
maximizer [BKS50, Theorem 3|.

Therefore, for a uniformly maximin-attainable TFZOLP-Game instance, the second case in
Corollary 4.17 is likely to hold. Of note, checking the uniqueness of solutions to a linear
program is in P [Man79|. However, (4.62) is a nonconvex program that is computationally
challenging to solve. I argue that computation-bounded players should be satisfied with an
arbitrary best strategy when the game is sufficiently hard:

Corollary 4.18
In a TFZoLP-Game instance that is maximin-attainable for the first player as defined in
Definition 4.18, assume computing v(Y) (defined in (4.61)) for any Y € A.(x) and any
x € Ag, is intractable for both players. Then both players have no incentive to deviate from
the following protocol:

The first player solves an arbitrary x* € X, deterministically and samples an action
according to x*. The second player solves an arbitrary y* = argmin*yeAs2 Pt (ug, c2, *, y)
and samples an action according to y*.

Proof. With this protocol, player one can guarantee the same expected payoff as they
would have in any Nash equilibrium due to Theorem 4.15. With the response function
Y (u) = arglrnin*yeAS2 Pt (u, co, x*, y) for u € T}, since player one can not compute y(Y'),
player one is not incentivized to deviate from a*. Player two is not incentivized to deviate
from y* since it is already a best response to x*. O

An interesting case is when the first player has unlimited computational resources, while
the second player has limited computational resources. Then the protocol described in
Corollary 4.18 is not necessarily an equilibrium since v(Y') > h;(2*) may hold for the Y
arbitrarily chosen by the second player. However, if the second player can hide their strategy
of choosing y* from the first player, and if * € AR, then the first player still has no incentive
to deviate from x*.

Finally, I remark that if computing P~ (u, ¢, , y) and its subgradient is in polynomial
time, then the objective function f(-) defined in Theorem 4.15 and its subgradient is com-
putable in polynomial time. Therefore, an approximate maximin strategy can be efficiently
computed using nonsmooth convex optimization methods, as formalized below:

Theorem 4.19 (Efficient approximations to maximin strategies)

Let hy(-) be the maximin objective function of the first player in an instance of a two-player
fully-capability-aware zero-sum game as defined in Definition 4.17. Let m = |Si| and n =
|Sa|. Assume that P~ (uq, ¢1, @, y) and an arbitrary subgradient of  — P~ (uy, ¢1, T, Y)
are both computable in poly(m,n) time. Let L be the mazimum Lipschitz constant of x —
P~ (u1, c1, , eg) over Ag, forallk € [1, n]. Then computing an e-approximate Tapprox Such
that hi(Tapprox) > ha(x*) — € can be done in poly(m, n, L, e 1) time.
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Proof. Since hi(x) = mingeqi,,) P~ (u1, c1, x, €;) is concave and continuous, its subgradi-
ent (Definition 7.1) exists and can be computed from subgradients of & — P~ (uy, ¢1, @, €x).
The projected subgradient method computes T,pprox in polynomial time using subgradients
of hy(-) [Bub+15]. O

4.3.3.3 Constant-gap games

This subsection presents a class of uniformly maximin-attainable TFZOLP-Game instances
called constant games that generalize a generalization of the quantized payoff game intro-
duced in Example 2.2. In such games, the gap between the upper and lower bounds of the
payoffs is a constant depending only on the capability levels. All instances of such games
are maximin-attainable.

Definition 4.20 (Constant-gap games)
A OLP-Game as defined in Definition 2.3 is a constant-gap game if and only if there exists
a function ¢ : Z, — R such that

Vu€eU, c€Z,, o€ As, for ke N :
Pt (u, c, (Ui)ieN) =P (Ua C, (Uz‘)i@\/) +d(c)

Example 4.3 (Uniformly quantized payoff game as a constant-gap game)

The uniformly quantized payoff game is a generalization of the quantized payoff game (Ex-
ample 2.2). In the uniformly quantized game, there is a constant v € (0, 1) defining the
quantization precision and a constant § > 0 defining the base quantization level. Define a
quantization function ¢ : R x Z, — R as:

T otherwise

q(z, c) = {W’y_cxj 7" e <o

where [z] = sign (z) max{v € N | |v| < |z|}

For any u € U and ¢ € Z;, define a(u, ¢) = u’ such that v/(s) = g(u(s), ¢) forall s € [[,c, Si-
It is easy to verify that «(:, -) is an odd payoff perception function. One can also verify that
forall u e U, c € Z,:

P~ (u, c, <0'i)z‘e/\/) =u, (o1, ..., o)
P*(u, ¢, (o), =u, (o1, ..., 0,) + B 19"
(4.63) ( ( )eN) ( 1 ) |
ey Sn) if u(sy, ..., 8,) >0

_ U(Sh
where u_ (81, ..., 8,) ==
e (515 8n) { . Sn) — B¢ otherwise

Therefore, the uniformly quantized payoff game is a constant-gap game with §(c) = f717¢.<

Theorem 4.20
An instance of a constant-gap TFZOLP-Game game is uniformly maximin-attainable.
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Proof. Assume without loss of generality that ¢; < co. Let T? := N¢ (uy, ¢y, ¢2). For any
response function Y : U x Ag, — 229 satisfying (4.46), we have

Ve € As,u €T, Vy €Y (u, ) :
Pi(ua Co2, T, y) = 7)+(u’ Co, &, y) - 5(02)

= min P (u, ¢, ¢, y') — (o) = min P (u, ¢, x, y')
y'€ls, y'€ls,

Consequently, for any © € Ag,,

hi(x) = inf min P~ (u, ¢z, &, y) = inf  inf P (u, co, @, y) = g1(x) U
u€T? Yy€As, ueT? yeY (u, )

4.3.3.4 Strategy-separable linear component games

This subsection presents linear component games, which generalize the masked payoff game
introduced in Example 2.1. In such games, players have access to a set of orthogonal basis
payoff functions. Given a true payoff function, it is decomposed as a linear combination of the
basis functions of which only the components with the largest coefficients are kept. A player’s
capability level determines the number of nonzero coefficients kept in the decomposition. The
idea of representing an observation with only a few linear components has been widely used
in signal processing and machine learning. For example, the Principal Component Analysis
(PCA) method finds the linear components that capture the most variance in the data; the
PCA can facilitate the understanding of high-dimensional data by keeping only the most
significant components [Bis06, Section 12.1].

Definition 4.21 (Linear component games)
A linear component game is an OLP-Game (Definition 2.3) with a set of basis payoff functions
{b;}, ;<5 where b; € U and B := [[,.,|S;| is the dimensionality of the payoff space.

The basis functions are mutually orthogonal and have unit norms, i.e., for 1 <i < j < B,
(b;, b;) =0, and for 1 <4 < B, (b;, b;) = 1. Of note, for any payoff functions u and v,
(u, v) = ZSEH@EN s, u(s)v(s) denotes their inner product.

The payoft perception function o : U x Z, — U is defined as follows. Given u € U,
decompose u as a linear combination of the basis functions by computing the coefficients

Bi = (u, b;) for 1 < i < B. Let (m),;cp be a permutation of {1, ..., B} such that
| B, | > ‘@m“‘ or (Wm = ‘Bﬂm} and m; < 7rz-+1)‘ Then for any ¢ € [1, B], define a(u, ¢) ==
> 1 Ba;by,. For any ¢ > B, define a(u, ¢) == u. <

One can verify that «f(-, -) defined in Definition 4.21 is an odd payoff perception function.
The proof is omitted here.

The masked payoff game in Example 2.1 is a special case of the linear component game
where the basis functions are the standard basis vectors.

Consider the two-player case. Given a perceived payoff function u € U and a capability
level ¢ € Zy, let w = >";_, Br,br, be the decomposition of u as defined in Definition 4.21. By
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setting 3, = £, for i > c, the following payoff bounds are obtained:
Pi(ua ¢, T, y) = U(.’B, y) - D(“? ¢, T, y)
Pr(u, ¢, z, y) = u(z, y) + D(u, ¢, z, y)

B c
Z |b7ri(w7 y)|7 U = Zﬁmbm
=1

i=c+1

(4.64)

where D(u, ¢, x, y) = |fr.

Even though the payoff bounds in (4.64) are nonlinear, the maximin strategy can still be
solved via a linear program. Recall that in a linear component TFZOLP-Game instance, the
maximin objective function is

4.65 hi(x) = inf P (uy, 1, ¢, y) = i x, e;)— D(u, c, x, e;
(4.65) (@)= inf Pr(w, e, @ y) = min u@, e) = Du, ¢, x, )

Given x, introduce auxiliary variables ¢;; = {/Bﬂcbﬂj (z, e;)| and s = hy(z). Then the maximin
strategy can be solved by the following linear program:

maximize s

B
subject to s <uy(x, €;) — Z tij Vi € [1, |Ssl]
(4.66) j=etl
tij > Br b, (0, €) V(i, j) € [1, [So]] x [e+1, B]
tij 2 —PBrbr(x, &) V(i j) €[, [Saf] x [e+1, B]
T € Ag,

However, solving the Stackelberg equilibrium is more challenging. The difficulty arises
from the lack of a simple relationship between the values of y — P*(u/, ¢z, @, y) and the
values of y — P~ (v, co, @, y) when y € Y (, ¢3). The problem can be formulated as a
bilevel linear program where certain constraints require some variables to be the minimizers
of functions involving other variables. The bilevel optimization is known as a hard prob-
lem [LPR96]. Even linear maximin problems, a special class of bilevel linear programs, are
strongly NP-hard [HJS92, Theorem 3.1].

There are some instances of linear component games that are maximin-attainable and

thus efficiently solvable. Let x* = argmax 4., s hi(x) be the maximin strategy. Let ¢* be
the index such that hi(x*) = u(x*, e;x) — D(uq, ¢1, *, ex) in (4.65). If for any value of x*
and %, there exists u' € N¢ (ug, ¢1, ¢3) such that Pt (u/, ¢z, x*, €;x) = P~ (uq, c1, *, €;+),
then the maximin strategy is also a Stackelberg equilibrium. The strategy-separable property
defined below is a sufficient condition for the existence of such u'.
Definition 4.22 (Strategy-separable linear component TFZoLP-Game instances)
In an instance of a linear component TFZOLP-Game as defined in Definitions 4.12 and 4.21,
assume ¢ < ¢o. Define n; as the number of unused basis payoff functions that can be affected
by the i-th strategy of the second player. Formally, given u; € U, let m; be the permutation
of basis functions for u; as defined in Definition 4.21. Define

n;, = ‘iBz‘
where B; = {b e B, | Ik € [1, |Si]] : blex, e;) # 0}
B, = {bs, | j € [a + 1, B]}
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An instance is strategy-separable for the first player if and only if for all i € [1, |Ss|],
n <cy—cy. <

Example 4.4
In an instance of a masked payoff game (Example 2.1), if ¢; < ¢y and there is at most one
zero payoff in each column of w1, then the instance is strategy-separable for the first player.<

Theorem 4.21
If an instance of a linear component TFZOLP-Game game is strategy-separable for the first
player, then it is uniformly maximin-attainable for the first player.

Proof. Take an arbitrary @ € Ag,. Let ¢ = argmin*jeu‘sﬂ]] P~ (u1, c1, x, €;) so that
hi(x) = u(x, e;) — D(uq, ¢1, x, €;) given (4.64). Since |*B;| < ¢ — ¢1, we can choose
u' € N¢ (u1, ¢1, c2) by setting appropriate coefficients for basis functions in 98, such that
u'(x, e;) = hi(x). It holds that

(467) \V/y € ASQ : P+(ulv Cg, &, y) Z P_(ula C2, T, y) g P_(ulv C1, &, y) g hl(m)7

where € is due to v’ € o' (uy, ¢1) and Theorem 2.6, and ¢ is due to that hy(a) minimizes
y — P~ (uy, ¢1, @, y). Since the basis functions in D(v/, ¢y, @, y) are a subset of B, \ B;,
we have D(u/, ¢o, @, €;) = 0 and thus PT (v, co, @, €;) = u/(x, €;) = hy(x). Combining this

with (4.67) yields

(468) yIEHAin 7)"1‘(“/, Co, T, y) = P+(ula Co, &, ei) = U/(Q','7 ei)
S2

Let Y (u/, ) be a singleton-valued response function as defined in Definition 4.18. Eq. (4.68)
then implies that for ¢’ such that Y'(u/, ) = {y'}, it holds that D(v/, ¢y, @, y') = 0. There-
fore, we have ¢g1(x) < P~ (v/, o, @, y') = u/(x, y') — D/, c2, &, Y') = PT (W, 2, ®, Y') =
hy(x). Since hy(x) < ¢gi(x) by Lemma 4.13, it follows that hy(x) = g1 (). O

4.3.3.5 Narrowly reversible games

The previous subsection shows that the strategy-separable instances of linear component
games are maximin-attainable. The key property that enables the maximin-attainability is
the existence of u' € Ng (uq, ¢1, ¢2) such that PT(u/, ¢a, @, €;) = P~ (us, ¢1, x, ;). This
subsection generalizes the property to a broader class of games called narrowly reversible
games.

Definition 4.23 (Narrowly reversible payoff games)

In a TFZoLP-Game instance as defined in Definition 4.12 with ¢; < ¢o, let T? := N¢ (uy, ¢1, ¢2).
The game is narrowly reversible for the first player at capability levels ¢; and ¢, if and only
if the following holds:

(4.69) Ve € Ag, : Yk € [1, |So]] : P (w, c1, @, ) = inf PT(u, 2, x, )

2
u' €Ty

If (4.69) holds for any ¢; < ¢o, then the game is universally narrowly reversible for the first
player. N
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Remark 4.12 The following holds for any n-player game due to Theorem 2.6. Narrow re-
versibility is defined by taking equality in the following inequalities.

inf PH(u, cg) > inf P (u, ca) > P (v, 1)

u€N¢ (v, c1,c2) u€Ng (v, 1, ¢2)
(4.70) sup P (u, ) < sup  PT(u, ) <PT(v, 1)
u€N¢ (v, c1,c2) u€Nc (v, c1,c2)

where (07;),., is an arbitrary mixed profile and is omitted

The proof of Theorem 4.21 shows that the strategy-separable linear component games
are narrowly reversible. However, it is not necessarily universally narrowly reversible.

For a constant-gap game, if 0(c2) > 0, then the first inequality in (4.70) becomes strict
and therefore it can not be narrowly reversible. In particular, the quantized payoff game in
Example 2.2 is not narrowly reversible.

Universally narrowly reversible games exist. As shown in Theorem 3.3, limited-rank
games are universally narrowly reversible. Below is another example constructed from a
nonuniform rounding function:

Example 4.5 (A universally narrowly reversible quantized payoff game)

With a nonuniform payoff rounding function, the quantized payoff game can become uni-
versally narrowly reversible. Recursively define two nonuniform rounding functions ry,ry :
R x Zy — Rsg as follows:

o Set ri(z, 1) = |z] and ro(z, 1) = |z] + 1 for x € Rxy.

e For x € Ryp and 2 < ¢ < oo, find 2" € Ry such that | <z < worl =2 = u where
l:=ri(2/, c—1) and u = ry(2’, c — 1). Let m = % Consider three cases:
— If x =, then set ri(x, ¢) = [ and ro(z, ¢) = L.
— If I < 2 < m, then find k € N such that 27%1 < 2L < 27k Set ry(z, ¢) =
[+ 2781 (m —1) and ry(z, c) =1+ 27K (m —1).
— If m < 2 < u, then find k¥ € N such that 27571 < =2 < 9=k Set r(x, c) =
u—27%(u—m) and ry(z, ¢) = u — 275 L (u —m).

—~

e Set ri(x, 00) = 1oz, 00) =z for x € Ry

Define [a,a) = (a,a] = {a} instead of the empty set for any a € R. For any x € Rs( and
c €2y, define [ :=ri(z, ¢) and u := ro(z, ¢). It is easy to verify the following properties:

o If 2/ € [l,u), then r(2/, ¢) = and ro(2', ¢) = u.
o If r(2/, ¢) =1 or ry(a, ¢) = u, then 2’ € [[,u).
e The intervals {[ri(2/, ¢), ro(2/, ¢)) | ' € R5p} form a partition of Rxo.

e The intervals {[ri(2/, ¢+ 1),ma(2’, c+ 1)) | 2’ € [l,u)} form a partition of [/, u).
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e Since ro(z', ¢+ 1) —ri(2’, c+1) — 0 when 2’ — [ or 2’ — u, it follows that
inf ro(2’, c+1)=1, supri(z’,c+1)=u
z’'eC z'eC
where C' = {2’ € Ry | (2, ¢) =l and ri(2', c+ 1) = 2’}

Define the pair (H,, r) where

={[r(@’, ¢), r2(a, ¢)) | 2 € Rao} U{(—r2(2', ), m1(2, )] | 2" € Rxo}
{mmS ifdzeS:z>0

max S otherwise

Then (H,, r) satisfies the properties of a hierarchical partition of R as defined in Defini-
tion 2.5. With Theorem 2.4, for a bimatrix game, a,(-, -) is a payoff perception function
with o, (M, ¢) = M’ where

M;; = sign (M;;)ri (| M1, c)
It is easy to verify that oy, (+, -) is both odd and universally reversible. q

It is worth noting that in the general-sum case, even if a game is universally narrowly
reversible, it is not necessarily easier to solve. In the proof of Theorem 4.6, one can make the
constructed game universally narrowly reversible while still keeping the problem NP-hard by
setting a(2vq, 1) = a(%vl, 1) = ;. This result is summarized below:

Proposition 4.22 (Hardness of solving general-sum narrowly reversible games)
The decision problem given in Theorem 4.6 is NP-hard with the additional constraint that
the payoff perception function is universally narrowly reversible.

By contrast, in the zero-sum case, if an instance is narrowly reversible, then it is maximin-
attainable, which makes it efficiently solvable.

Theorem 4.23

In an instance of a TFZOLP-Game game with capability profile (c1, c2), if the payoff percep-
tion function is narrowly reversible for the first player at capability levels ¢; and co, then the
instance is uniformly mazimin-attainable for the first player.

Proof. Fix @ € Ags,. Let i be the index such that hi(z) = mingeay, P~ (u1, c1, T, y) =
P~ (uy, ¢1, x, €;), which exists since y — P~ (uy, ¢1, x, y) is continuous and concave and
Lemma 4.1. Take an arbitrary value e € R,. There exists v’ € N¢ (uq, ¢1, ¢2) such that
PH(u, coy x, €;) < P (ug, c1, , €;)+€ = hy(x)+e due to (4.69). Let Y (-, -) be an arbitrary
singleton-valued response function as defined in Definition 4.18. Let Y (u/, ) = {y'}. It
holds that

gl(m) g P_(uly Co, &, '!J/) S P+(Ul, Co, &, y/> % 73-1—(“/, Co, &, ei) S hl(m) + €,

where © is follows from taking v’ in the infimum in the definition of gi(-) (see (4.47)),
and 2 is due to the definition of Y (/, &) containing a minimizer of y — P (v, ¢z, , y).
Taking ¢ — 0 yields g1 () < hi(x). Since hy(x) < gi(x) by Lemma 4.13, it follows that
hi(x) = g1(). O

106



4.4 Capability transfer properties

One interesting question in the context of fully-capability-aware games is that given the
chance to increase a player’s capability at a cost so that the player can perceive a new
payoff function with the increased capability and the opponents make new decisions based
on the new capability profile, should the player choose to do so? The answer depends on
the capability transfer properties of the game. Capability transfer properties refer to any
properties that characterize how the game outcome changes when a player’s capability level
changes.

Generally speaking, in a capability-positive (resp. capability-negative) game, a player ob-
tains better (resp. worse) payoffs when they increase their capability level. To formalize this
concept so that players can make decisions based on the capability transfer properties, this
section introduces two more refined capability transfer properties: pessimistic and pragmatic
capability-positivity. In a pessimistically capability-positive game, a player obtains a better
lower bound of expected true payoffs when they increase their capability level and perceive a
new game. In a pragmatically capability-positive game, a player obtains a better true payoff
for all possible true payoff functions when they increase their capability level and perceive
a new game. [ consider fully capability-aware games in this section where increasing one
player’s capability level may change other players’ strategies.

This section formally defines the above capability transfer properties for both Nash equi-
librium and Stackelberg equilibrium in general-sum games. One can extend the definitions
to zero-sum games by adding the constraint that the opponent’s perception considered by
any player also restricts their own possible true payoffs. I will show that all two-player
games are pessimistically capability-positive with Stackelberg equilibrium (Theorem 4.25),
which also implies that maximin-attainable games are pessimistically capability-positive with
Nash equilibrium (Corollary 4.26). This section also presents a sufficient condition for a game
to be both pessimistically and pragmatically capability-positive with Nash or Stackelberg
equilibrium (Theorem 4.27). Finally, Example 4.6 provides an example of a two-player zero-
sum game where the higher-capability player gets worse Nash value if they further increase
their capability level. In this example, the increased capability level of the higher-capability
player triggers the lower-capability player to defend against more possibilities, which causes
the lower-capability player to change their strategy and results in a better true payoff for
themselves but a worse true payoff for the higher-capability opponent.

[ first formalize the definitions for Nash equilibrium. Let v! be player i’s perception of
their own payoff function. From this player’s perspective, since they do not know what their
perceived payoff function will be after the capability level is increased, they need to consider
all possibilities in N¢ (v}, ¢;, ¢; + 1). They also need to reason about their new perceptions
of other players’ payoff functions in N¢ (U;-, ¢;, min {¢; + 1, cj}) for j # 7. One caveat is that
since only the players with the two highest capability levels can solve Nash equilibrium using
their private information (Remark 4.5), the definition is restricted to those players.

Definition 4.24 (Pessimistically capability-positive Nash games)

In an instance of an OLP-Game with capability profile (c;),.\ as defined in Definition 2.3,
let M(vy, ...\ U, €1y s ) S T Len Agj be the set of Nash equilibrium response functions
(Definition 4.7) in this instance when a top-two-capability player perceives the payoff func-
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tions as vy, ..., v,. Let i € N be a top-two-capability player, i.e., [{¢; | j € N and ¢; > ¢;}| <
2. The instance is pessimistically capability-positive with Nash equilibrium for the player @
if and only if
Vol € Ne (v], ¢, ¢; + 1) : Vol € Ne (vl ¢, min{¢; + 1, ¢;}) for j #i :
inf  fi(vf, Ri(v]) | RL;) > sup  f; (v, Ri(v)) | R-)
es

(Ry,...R,)es' (Ri, ..., Rn)

where f; is defined as in (4.11)
S = ‘ﬁ((v,i)ke/\/, (Ck)keN>
S’ = ‘.TI((U’Z)]CGN’ (Ci + 1, C,Z-))

/1 is defined analogously to f; corresponding to S’

(4.71)

By comparison, the pragmatically capability-positive property considers all possible true
payoff functions instead of the lower bound:

Definition 4.25 (Pragmatically capability-positive Nash games)
With the setup and notation in Definition 4.24, the instance with capability profile (¢;);c
is pragmatically capability-positive with Nash equilibrium for the player ¢ if and only if

Vv! € N¢ (vf, Ci, G+ 1) : ‘V’U;-’ € N¢ (v;-, ¢, min {¢; + 1, cj}) for j # 1 :

(4.72) Vg € o (v, ¢+ 1)
(= inf, s ui (R (v )jen) = 2 SR u; (R;(v]) jen)
12 ttn 1y -y fln
where vj-" = vj: for j # 1. <

Remark 4.13 Definition 4.25 reuses the setup in Definition 4.24, which assumes that the
player 7 is among the players with the two highest capability levels. When player ¢ has
the second highest capability level, they are unable to calculate R; (vg ) if ¢; > ¢;, but under
certain circumstances they can still ensure that the game is pragmatically capability-positive
for them as will be shown in Theorem 4.27.

When Nash equilibria are unique in the original instance and the higher-capability in-
stance (i.e., |S| = |S’| = 1), and if player i has the highest capability level (i.e., no uncertainty
about vj: for j # 1), the pragmatic capability-positivity implies the pessimistic capability-
positivity since the infimum and supremum in (4.71) and (4.72) can be removed, while f/ and
fi implicitly take the infimum over a~'(vY, ¢; + 1) and a~*(vl, ¢;), respectively. However,
in the general case, one of the capability-positive properties does not necessarily imply the
other.

Analogously, the capability-positive properties can be defined for the Stackelberg equilib-
rium. Since Stackelberg value is unique, the pessimistic capability-positive games are easier
to define.

Definition 4.26 (Pessimistically capability-positive Stackelberg games)
In a two-player fully-capability-aware game, assume without loss of generality that the first
player is the leader. Assume the same response function Y'(+) is used by two instances with
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capability profiles (¢, ¢2) and (¢; + 1, ¢3). The instance with capability profile (¢, ¢) is
pessimistically capability-positive with Stackelberg equilibrium for the first player if and only
if
Vu| € Ng (u1, ¢1, ¢1 + 1) : Vo] € N (v1, ¢, min{e; + 1, ¢o}) ¢
(4.73) V(uy, vy, 1 +1) > V(ug, v, ¢1)
where V' (u, v, ¢) == sup inf inf P (u,c, @, y)
mEAsl v/2€NC (v,¢,c2) yEY(Ué,Z)

Of note, V(uq, v1, ¢1) is Stackelberg value of the first player in the lower-capability instance
as defined in Definition 4.9. <

All games are pessimistically capability-positive with Stackelberg equilibrium. The proof
uses the following lemma:

Lemma 4.24
Given a payoff perception function, for any integers ci,co and a payoff function vy € U such
that ¢(v1) < ¢, for any v} € N¢ (v1, ¢1, min{cy + 1, ¢2}), it holds that

Ne (vy, a1 + 1, ¢2) € Ng (vy, a1, ¢2)

Proof. Take any v, € Ng (v}, ¢1 + 1, ¢2). If ¢; + 1 > ¢y, then v} = v] due to Theorem 4.3.
Since v} € N¢ (vy, ¢1, min{c; + 1, ¢2}) = N¢ (v1, ¢1, ¢2), it holds that v}, € N¢ (vy, ¢1, ¢2). If
¢1 + 1 < ¢y, then with Definition 4.6 we have a (v}, ¢; + 1) = a(v), ¢1 + 1) = v}, é(vh) < ¢,
and a(v)], ¢;) = vy, which together imply «(v}, ¢;) = vy and thus v) € N¢ (v, ¢1, o).
Therefore, N¢ (v], ¢1 + 1, ¢2) € N¢ (v, ¢, ¢2). O

Theorem 4.25
All instances of any two-player fully-capability-aware game (Definition 4.4) are pessimisti-
cally capability-positive with Stackelberg equilibrium for any player.

Proof. Since u; = a(uf, ¢1), Theorem 2.6 states that P~ (uy, ¢1, @, y) < P (u}, a1 + 1, &, y)
for any @ € Ag, and y € Ag,. Combining this with Lemma 4.24 implies that (4.73) holds
universally. O

If an instance is maximin-attainable for the first player, Theorem 4.15 states that all
Nash values are the same as the player’s maximin value and Stackelberg value, which yields
the following result when combined with Theorem 4.25.

Corollary 4.26

If two TFZoLP-Game instances (Definition 4.12) with capability profiles (c1, ¢2) and (c1 + 1, ¢2)
are both mazximin-attainable for the first player (Definition 4.18), then the first instance is
pessimistically capability-positive with Nash equilibrium for the first player.

Next comes the definition of the pragmatic capability-positivity for the Stackelberg equi-
librium. Since the leader can choose their strategy first, the following definition differs from
the definition for Nash equilibrium (Definition 4.25) in that it needs only one strategy profile
that leads to nondecreasing true payoffs. The definition assumes for simplicity that Stack-
elberg value is attainable at some strategy profile (cf. Remark 4.6); if Stackelberg value is
not attainable, the definition can be extended with sequences of strategies that converge to
the Stackelberg value.
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Definition 4.27 (Pragmatically capability-positive Stackelberg games)

With the setup and notation in Definition 4.26, assume that Stackelberg values are attainable
by some strategies. Let &(u, v, ¢) C Ag, be the set of Stackelberg strategies that attain
V(u, v, ¢) defined in (4.73). The instance with the capability profile (¢1, ¢2) is pragmatically
capability-positive with the Stackelberg equilibrium for the first player if and only if

Vuj € N¢ (uq, ¢1, ¢1 + 1) : Yoi € Ng (v, ¢1, min{c; + 1, e2}) :

(4.74) ' € S(uf, V), e+ 1) V' € a”H (U, e+ 1) .
inf inf (2, y) > sup inf inf o (x, y)
v,E€Ng (v’l,cl—i-l,cz) er(»Ué,m') €S (uy,v1,c1) v, €Ng (v1,c1,c¢2) yGY(v’Q,m’)

Assuming Y (v, ') = Y (v, @), one sufficient condition for (4.74) to hold is that all payoff
functions in a~!(u}, ¢; + 1) share one pure dominant strategy for the first player so that
the optimal strategy of any true payoff function can be found after the capability level is
increased. The following theorem formalizes this idea.

Theorem 4.27 (A sufficient condition for capability-positive games)
In a two-player fully-capability-aware game, assume the second player has a dominant strat-

eqy Yo for any v € Ng (vy, ¢1, ¢3); i.e.,

Vv € N (v1, ¢1, ¢2) @ Yy € ﬂ argmax P~ (v, co, T, Y)

zEAs, YEAs,

Assume the second player uses y, in Nash or Stackelberg equilibrium. If the following con-
dition holds, then the instance with capability profile (c1, c2) is both pessimistically and prag-
matically capability-positive with Nash or Stackelberg equilibrium for the first player:

Vuy € Ng (ug, ¢, 1 +1): 3 €Sy
(4.75) Vu' € a (U, e1 + 1) 0 Vi € Ng (v, ¢1, o) Vi € Sy
U (e, yu,) = ' (€5, Yuy)

Proof.  Since the second player has a dominant strategy, the first player’s Nash strategy /-
value and Stackelberg strategy /value are the same. Therefore, the following proof only needs
to work with Stackelberg equilibrium.

Take any u} € N¢ (uq, ¢1, ¢4 +1). Let i € S be the index satisfying (4.75). Take any
v € N (v1, ¢, min{c; + 1, co}).

The Stackelberg objective function in the higher-capability instance is

/ . —(. 1 . . /
g;(x) = inf P (u,c1+1, x y,) = inf inf u(x, Yy
1( ) v4,E€Ng (v'17c1+1702) ( b T v2) v,€Ng (v{,cl—i-ch) u’ea—l(u’l,c1+1) ( ’ U2)

' (e, yyy) due to (4.75), which implies that ¢}(x) < gi(e;) for any & € As,. Therefore,
e; € 6(ul, v}, c1 + 1). Setting &’ = e; and plugging in (4.75) proves (4.74), i.e., the game is
pragmatically capability-positive.

To prove that the game is pessimistically capability-positive, consider the Stackelberg
objective function in the lower-capability instance:

Since N¢ (v, ¢1 +1, ¢a) € N¢ (vq, ¢1, c2) by Lemma 4.24, it follows that u’(a:, yvé) <

gi(x) = inf P~ (u1, a1, x, yvé) = inf inf v (z, yvxz)

v,€NG (v1,c1,¢2) v4€NG (v1,c1,c2) v €a(ug, c1)
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Since N¢ (vq, ¢1 + 1, ¢2) € N (v1, ¢1, ¢2) (Lemma 4.24), o= (u), ¢; + 1) € a ! (uy, ¢1) (The-
orem 2.2), and v/ (e;, Yuy) > v/ (x, yuy) for any & € Ag, (the assumption (4.75)), it follows
that gi(e;) > g1(x). Therefore, the game is pessimistically capability-positive. O

One may conjecture that in a totally competitive setting (i.e., a zero-sum game), a player
who increases their capability level gets better payoffs. However, this is not always the case.
The following example presents a two-player zero-sum game that is neither pessimistically
nor pragmatically capability-positive with Nash equilibrium for the higher-capability player.

Example 4.6 (Lower Nash value with increased capability in a zero-sum game)
This example demonstrates a two-player fully-capability-aware zero-sum game where increas-
ing the capability level of the higher-capability player results in both lower payoff bound and
lower true payoff for this player. Furthermore, the lower-capability player’s Nash strategy
coincides with their Stackelberg strategy in each instance. The change of payoff is caused by
that the lower-capability player needs to defend against more possibilities when the oppo-
nent has a higher capability level, which causes the lower-capability player to change their
strategy.

In this game, each player has two strategies. The payoff function is represented by a
matrix. The first player is the row player and the second player is the column player. Define
the following matrices:

31 3 4 31
Pelpa mefis) efi
Define the function a : R?*? x Z, — R**? as:
—oo(—M, ¢) it M;; <0forallie{l,2},5e€{l, 2}
ag(M, ¢) otherwise

Pl ifME{Pl,PQ,Q}andCSQ
M otherwise

a(M, c) = {

ap(M, ¢) = {

It is easy to verify that «(-, -) is an odd payoff perception function. The true payoff function
is u* = P,. In the following calculation, the row player’s goal is to maximize the game value,
while the column player’s goal is to minimize the game value.

In the first game instance, the capability profile is ¢; = 1 and ¢; = 2. The perceived
payoff functions are (P;, —P;) for both players, and 77 = {P,;}. Since P; < Q < P, holds
element-wise, P~ (P, 1, ¢, y) = T Piy and PT (P, 2, =, y) = T Poy for any (x, y) € A
Therefore, Y (P, ) = e; for any € A, since the first column is the dominant strategy of
P, for the second player (whose goal is to minimize). There is only one Nash equilibrium
(e1, Y). It is easy to verify that the row player’s Stackelberg strategy is also e;. The Nash
value and the Stackelberg value of the row player are both P~(Py, 1, e, e;) = 3. The Nash
value and Stackelberg value of the column player are both P*(Py, 2, e;, e;) = 3. The true
payoff in this instance is 3.

In the second game instance, the column player increases their capability level to ¢, = 3.
The perceived payoff functions are (P, —P;) for the row player and (P, —P») for the
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column player. The row player now has TY = {P;, P,, Q}. Let the row player’s mixed
strategy be x = [a 1— a]T. For any choice of the response function Y’(-, -) satisfying
(4.42), it holds that

P (P, 3, z, Y' (P, )) =min{a+ 2, —2a + 3}
P_(PQa 37 x, Y,<P27 m)) = —a +4
P(Q, 3,2, Y (Q, x) =—2a+3

The row player’s goal is to solve

" €argmax min P (M, 3, x, Y'(M, x))
zehy MEe{P, P, Q}

The row player’s Nash strategy and Stackelberg strategy are both x* = [% %]T with the
response function Y'(P;, ") = [2 1] and Y'(P,, %) = e;. The row player’s Nash value
and Stackelberg value are both % The column player’s Nash value and Stackelberg value
are both £ TPY'(x*) = 13—1, which is also the true payoff.

In this example, both players get worse Nash and Stackelberg values (when the row player
is the leader) from their own perspectives when the column player increases their capability

by 1. The row player gets better true payoff and the column player gets worse true payoff.<
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Chapter 5

Capability transfer properties in
limited-rank games via numerical
simulation

5.1 Random games . . . . . . . . . .. 114
5.2 Kuhn poker . . . . . . . 120
5.3 Summary and discussion . . . . . ... 124

Consider a world where agents compete with each other in a series of one-shot simultaneous-
move games. All agents are rational, but each agent may have rank capability that limits
their perception of the games. It’s either that all agents are capability-oblivious or all agents
are fully-capability-aware. An interesting question is whether having a higher capability
level gives an agent a better expected payoff in the long run. Of note, a capability-oblivious
agent may tend to have a lower capability since for a low-rank general-sum game, a Nash
equilibrium can be computed in polynomial time with support enumeration [LMMO03|.

Motivated by the above question, this chapter investigates the following questions via
numerical experiments on large limited-rank games:

1. How is a player’s payoff related to their capability level? This chapter considers the
expected payoff of the row player for all possible capability profiles in four settings:
capability-oblivious zero-sum games (denoted as oz), capability-oblivious general-sum
games (denoted as og), fully-capability-aware zero-sum games (denoted as az), and
fully-capability-aware general-sum games (denoted as ag).

2. Does a player get a better payoff in the fully-capability-aware setting compared to the
capability-oblivious setting, in either zero-sum or general-sum games?

The fully-capability-aware general-sum setting needs special attention. Since there is no
known practical algorithm to solve the Nash equilibrium in this setting defined by Defini-
tion 4.5, the lower-capability player is assumed to use the maximin strategy in the general-
sum fully-capability-aware setting, while the higher-capability player uses the best response,
similar to the solution to the zero-sum case given by Corollary 3.4.

The numerical experiment uses two sets of games:
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e The first set is random bimatrix games (A’, B?) for i € [1, N] with N = 120, 000. For
each i, the game size is 10 x 10, and all entries of A* and B are independently drawn
from the standard normal distribution.

e The second set has only one game, the normal-form representation of Kuhn poker
[Kuh50| that will be described in Section 5.2.

For each random game (A*, B"), the following strategy profiles are computed:
e For ¢ € [1, 10], (x>°* y“°?) is the capability-oblivious Nash equilibrium in the
—~—() () D . . .
zero-sum game | A* | —A* "), which is the maximin strategy solved using linear

programming. Of note, the set of zero-sum games with a unique Nash equilibrium is
dense in the set of all zero-sum games [BKS50, Theorem 3].

e For ¢ € [1,10], (%=, y>“°8) is a capability-oblivious Nash equilibrium in the
—~ () =9
general-sum game | A’ ‘ , B? 7). Tt is the simplest equilibrium (Definition 3.4) among

the set of Nash equilibria found by the Lemke-Howson algorithm [LHG64].

e For (c1, ¢2) € [1,10] x [1, 10] and ¢; # co, (@’ (evc2)az gy (er.c2)a2) g the strategy
profile defined by Corollary 3.4 of the instance with the capability profile (¢;, ¢2) in the
fully-capability-aware zero-sum game (A*, —A?). The case of ¢; = ¢, is excluded since
it involves computing the Nash equilibrium of a nonlinear concave game, for which
there are no practical general implementations to the best of the author’s knowledge.

e For (c1, ¢2) € [1, 10] x [1, 10] and ¢; # ¢, (" (1228 gyir(ne2)28) g the strategy
profile defined as follows. If ¢; < ¢y, then a®(€1:02)28 .= gi(e1,e2),22 g qpfs (e, e2), 28 —

—~(c2)

argmax*yeA10 P~ <B”L , Co, b (o1 c2),88 y>. They are defined analogously if ¢; > cs.

For Kuhn poker, only the strategy profiles related to the zero-sum case are computed.

Capability-oblivious general-sum games are solved via the Lemke-Howson algorithm im-
plemented by the Gambit 16.1.1 library [MMT24]. The Second-Order Cone Programs for
capability-aware players are described using the CVXPY 1.4.1 modeling language [DB16] and
solved by the Clarabel 0.6.0 solver [GC21|. The experiment is conducted on a machine
with an AMD Ryzen Threadripper 2970WX 24-Core Processor and 125GiB of RAM running
Arch Linux.

5.1 Random games

For the random games, if solving (x*%°8, y»%°8) takes more than 100 seconds for any i or
¢, the game (A?, B') is discarded. Let T be the set of indices of the games that are not
discarded. Formally, i € T if and only if computing (z*%°8, y*“°8) for any c takes no more
than 100 seconds. There are |T'| = 117,577 games kept.

To validate the statistical significance of the observations, the standard deviations of the
calculated mean values are estimated by bootstrapping. For each mean value p reported
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in the remainder of this section (i.e., p = P. . for t € {oz, og, az} or p = D, . for

t € {az, ag}, where P! and D! are defined below), the standard deviation sd (p1) is estimated
by bootstrapping for 1,000 rounds over samples in 7". The absolute and relative upper bounds

are sd (¢) < 0.0034 and ﬁ% < 1.7222, respectively. Therefore, observations made in this

section are statistically significant most capability levels.

Self (row player) capability level: ¢y
1 2 3 4 5 6 7 8 9 10
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Figure 5.1: Heatmap of P°%, the row player’s mean payoff of different capability levels in the
capability-oblivious zero-sum setting; defined in (5.1).

Figure 5.1 visualizes P°%, the row player’s mean payoff over the games in T for different
capability levels in the capability-oblivious zero-sum setting, which is calculated as

€2,C1

— 1 . . ) o
(51) PO — m ZPZ,OZ, where Pb°% = mz,cl,ozTAzyz,cz,oz

A prominent pattern in Fig. 5.1 is that the row player’s mean payoff increases as the capability
level of the row player increases and decreases with increasing capability level of the column
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player. This observation is in line with Theorem 3.10. Theorem 3.10 implies that

v; — 20’01(A1> S min wz,cl,ozTAzejQ S wz,cl,ozTAzyz,CQ,oz
j2€[1,10]

< max el Aly>>% <y, + 20, (A°
= i 10] 7Y > Ug 02( )7

where v; is the value of the zero-sum game (A’, —A?). Since E[v;] = 0, if we assume the
distribution of the true payoff among the bound [v; — 20, (A"), v; + 20.,(A")] is symmetric,
then E[x"*T Ay 2% = Ko, (A")] — E[o., (A")]. Since E[o.(A")] is monotonically de-
creasing with ¢, one can expect the mean payoff to increase with increasing capability level
of the row player or decreasing capability level of the column player.

The monotonicity of payoff discussed above does not hold in the individual games. Let
r; € N be the number of capability profiles that violate the pattern in the i-th game; formally,
r; is the number of pairs (c;, ¢;) for which D4 < D%, . or Di%% > Di . Then the
median pattern-violation rate over all games, i.e., the median of {r;/(10 x 9 x 2) |i € T},
is 43.33%; the minimum and maximum pattern-violation rates are 17.78% and 66.11%,
respectively.

Figure 5.2 shows P°, the row player’s mean payoff over the games in T for different
capability levels in the capability-oblivious general-sum setting:

— 1 ) ) ) o
(5.2) P = m ZP” %6 where P°% = " 8T A'y" > 08

€2,C1
€T

An interesting observation from Fig. 5.2 is that the payoff is maximized when the row player’s
capability level matches column player’s capability level. This observation is consistent with
Theorem 3.9 since when both players have the same capability level, they perceive the same
game, and therefore their strategy profile is an approximate Nash equilibrium of the true
game. However, this pattern is again not universally true for individual games. Define the
pattern violation rate of the game (A’, B") as the proportion of diagonal entries in P% 8
that are not the maximum of their corresponding row or column. The median, minimum,
and maximum pattern-violation rates over all games in 7" are 50.00%, 0.00%, and 100.00%,
respectively.

Figure 5.3 visualizes P**, the row player’s mean payoff over the games in T for different
capability profiles in the fully-capability-aware zero-sum setting:

(53) P — m Z:IJZ,ELZ7 where Pcz;mczl — b (61702),azTA'Lyz, (c1,¢2),az for 1 7é Co
€T

Unlike the capability-oblivious setting where the column player’s strategy is fixed for a fixed
capability level, in Fig. 5.3, the column player’s strategy is fixed when ¢; > ¢y, and the row
player’s strategy is fixed when ¢; < ¢y. The fully-capability-aware setting strengthens the
importance of a higher capability level since a player only gets a positive mean payoff if
they have a strictly higher capability level than their opponent. One interesting observation
is that the payoff is not monotonically increasing with a player’s capability level when this
player has a lower capability level (i.e., each row in the lower triangle of the heatmap, or
each column in the upper triangle of the heatmap).
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Self (row player) capability level: ¢;
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Figure 5.2: Heatmap of P°, the row player’s mean payoff of different capability levels in
the capability-oblivious general-sum setting; defined in (5.2).

Since the lower-capability player uses the maximin strategy that is independent of their
opponent’s capability level, Fig. 5.3 suggests that the game is pragmatically capability-positive
by expectation for the higher-capability player. Similar to Definition 4.25, a game is prag-
matically capability-positive by expectation if the expected payoff of a player increases with
their capability level while all other players stay at the same capability levels.

Again, individual games are not necessarily pragmatically capability-positive. Define the
pattern violation rate of the game (A’, B) as the proportion of the pairs (¢, ¢z) such that
¢1 > ¢y and P4 > Di™ . or ¢ < ¢ and P < D5, . The median, minimum,
and maximum pattern-violation rates over all games in T" are 26.39%, 17.78%, and 54.17%,
respectively.

Figure 5.4 visualizes P8, the row player’s mean payoff over the games in 7" for different
capability profiles in the fully-capability-aware general-sum setting:

(5.4) P = % ZPZ" “€,  where P;% =" (c1,2) 08T figgis(enc2)ag for ) £ ¢,

€T
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Figure 5.3: Heatmap of P®, the row player’s mean payoff of different capability profiles in
the fully-capability-aware zero-sum setting; defined in (5.3).

In contrast to the zero-sum case, the Fig. 5.4 suggests that the game is pragmatically
capability-positive by expectation for any player, while the most significant payoff increase
is observed when the player’s capability level surpasses their opponent’s capability level. In
an individual game, let the pattern violation rate be the proportion of the pairs (c;, c2) such
that P58 > P°% | for ¢; +1 < ¢y or ¢; > ¢;. The median, minimum, and maximum
pattern-violation rates over all games in T are 37.50%, 1.39%, and 70.83%, respectively.
Figures 5.5 and 5.6 visualize D* and D?, the row player’s mean payoff changes when the
game transitions from the capability-oblivious setting to the fully-capability-aware setting in
the zero-sum and general-sum cases, respectively. The matrices D*# and D% are defined

as follows:

Hyaz _i 1,4z THya _i 7, a,
D ._|T|ZD , Dg._|T|ZD g

€T €T
Where Di,az — Pi,az _ Pi,oz Di,ag — Pi,ag _ Pi,og
: , :

(5.5)

One can observe from Figs. 5.5 and 5.6 that the lower-capability player gets a worse mean
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Self (row player) capability level: ¢;
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Figure 5.4: Heatmap of P8, the row player’s mean payoff of different capability profiles in
the fully-capability-aware general-sum setting; defined in (5.4).

payoff when both players become fully-capability-aware compared to the capability-oblivious
setting. This is because the lower-capability player uses the maximin strategy in the fully-
capability-aware setting, and their opponent anticipates their move. In the zero-sum case,
the maximin strategy can be exploited by the best response of the higher-capability player;
in the general-sum case, this maximin strategy is not as effective as the best response in
the perceived game. As before, this pattern is not universally true for individual games.
Define the pattern violation rate of the game (A?, B?) as the proportion of the pairs (c;, ¢o)
such that D3 < 0 or D3 < 0 for the zero-sum and general-sum cases, respectively.
The median, minimum, and maximum pattern-violation rates over all games in T" are 4.44%,
0.00%, and 93.33% in the zero-sum case, and 33.33%, 0.00%, and 100.00% in the general-sum
case, respectively.

It is worth noting that Fig. 5.6 exhibits another pattern: in general-sum games, when
co > 5, the row player always gets a worse average payoff in the fully-capability-aware setting
compared to the capability-oblivious setting, no matter if the row player has a higher or lower
capability level than the column player. Explaining this pattern is left as an open problem.
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Figure 5.5: Heatmap of D, the row player’s mean payoff change when the game transitions
from the capability-oblivious setting to the fully-capability-aware setting in the zero-sum
case; defined in (5.5).

5.2 Kuhn poker

Kuhn poker is a simplified two-player poker with three distinct cards. At the beginning of
the game, each player is privately dealt one card and antes one unit to the pot. Then a
single round of betting occurs, where players take turns to check, bet, call, or fold. The first
player starts with a check or a bet. The response to a check can be a check or a bet. The
response to a bet can be a fold or a call. A player adds one unit to the pot when they bet
or call. The game ends when both players check, one player folds, or one player calls. At
the end of the game, if a player folds, the other player wins the pot; otherwise, a showdown
occurs, and the player with the highest card wins the pot. The possible payoffs of a player
are [—2, 2].

Despite its simplicity, Kuhn poker exhibits complex strategic interactions in the equi-
librium solutions, including deceptive behaviors of bluffing (betting with a weak hand) and
underbidding (passing with a strong hand) [Kuh50].
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Figure 5.6: Heatmap of D8, the row player’s mean payoff change when the game transitions
from the capability-oblivious setting to the fully-capability-aware setting in the general-sum
case; defined in (5.5).

Kuhn poker is an incomplete-information extensive-form zero-sum game. It can be con-
verted into a normal-form game by considering all pure strategy profiles (sq, s2), where
s; € S; encodes the actions to be taken at each information set on the game tree for player :.
The normal-form game has |S;| = 27 and |S;| = 64 pure strategies for each player. The
payoff of (s1, sq) is the expected payoff of the game (i.e., payoffs averaged over 3! = 6 possi-
ble hands) when player 1 acts according to s; and player 2 acts according to sy. See Farina
[Far23| for a more detailed description of Kuhn poker, its extensive-form representation, and
its conversion to the normal-form game.

The payoff matrix of Kuhn poker is denoted as AKX ¢ R?764  Kyhn poker’s value is
vy = —1/18 for the first player. The rank of AX"™ is 6, with the following singular values:

o1 = 14.69 09 = 10.98 O3 = 4.61 o4 = 4.01 05 = 1.91 Og — 1.23 O>7 = 0

The low-rank structure of Kuhn poker is unsurprising. Kuhn [Kuh50| shows that after
heuristic strategy elimination in Kuhn poker, there are 8 x 4 strategy profiles left, and the
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Figure 5.7: Payoff changes of the first player in Kuhn poker.
Formally, the two heatmaps visualize PK®107 _ 4 and PXubmaz _ ) regpectively, with PKubn; oz

and PRUha2 defined as in (5.1) and (5.3), and v; = —1/18 being the value of the first player in
the full-rank game. A number in the form of ae? denotes a x 10°.

remaining payoff matrix has rank 3. Farina and Sandholm [FS22] shows that many poker
game variants have an inherent low-rank structure.

Since rank (AK“hn) = 6, having a capability level of 6 is sufficient to perceive the true
game in the capability-oblivious setting. In the fully-capability-aware setting, a rank-6 player
can not ensure that they perceive the true game since os(AX™) > 0; however, a rank-7
player reasons that their perceived game is the true game.

Figure 5.7 visualizes the change of true payoffs (compared to v;) for the first player for
all nontrivial capability profiles in both the capability-oblivious and fully-capability-aware
settings. The game is capability-positive for the higher-capability player or the column
player in the fully-capability-aware setting. In particular, having ¢; = 2 is worse than ¢; = 1
when ¢y > 3. Interestingly, the capability-oblivious setting exhibits a ‘rank-3 preference”
for the first player, i.e., having a capability level of 3 gives the row player nonnegative
payoft changes for all capability profiles. Additionally, when the column player has full
capability, %™ 3:9% is a best response to the column player’s strategy, which is also strictly
better than gKubm4.0z op gKubn,5,02  Tg yalidate whether the rank-3 preference is robust,
four games are sampled by perturbing the payoff matrix AKX with an additive Gaussian
noise with standard deviation 1073; player’s strategies are computed for the perceptions of
the perturbed games. The resulting capability-oblivious payoff changes are visualized in
Fig. 5.8. This rank-3 preference against a rank-6 opponent is still observed in the perturbed
games.
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Figure 5.8: Payoff changes of the first player
capability-oblivious setting.
The matrices are generated similarly to Fig. 5.7a, except that the true payoff matrix
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perturbed by an additive Gaussian noise with standard deviation 107 (with new player strategies

computed accordingly). Four independent samples are shown in this figure.
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5.3

Summary and discussion

This chapter makes the following empirical observations for random games:

In the capability-oblivious setting, if the game is totally competitive (i.e., zero-sum),
then a player should increase their capability level as much as possible to get a better
expected payoff. However, if the game is general-sum where players have independent
payoff matrices, then a player should match the capability level of their opponent as
close as possible to get a better expected payoff; players get better payoffs when they
increase their matched capability levels simultaneously.

As a comparison, for the general-sum 2 x 2 parameterized defense game analyzed in
Section 3.4.2, Theorem 3.16 shows that for all game parameters, the attacker benefits
from matching the defender’s capability level, while the defender benefits from having
a higher capability level.

The zero-sum fully-capability-aware game is pragmatically capability-positive by ex-
pectation for the higher-capability player. The general-sum fully-capability-aware
game is pragmatically capability-positive by expectation for any player.

In both the zero-sum and general-sum cases, transitioning from the capability-oblivious
setting to the fully-capability-aware setting reduces the expected payoff of the lower-
capability player. In the zero-sum setting, this transition improves the expected payoff
of the higher-capability player. In the general-sum setting, this transition can result
in a better or worse expected payoff for the higher-capability player depending on the
capability profile of the players, which means that both players could suffer from the
transition.

The above observations apply to the expected payoff over games sampled from normal
distributions. For each of the observations, there are individual games that violate the
pattern described in the observation.

For Kuhn poker, the following observations are made:

In the fully-capability-aware setting, the game is capability-positive for the higher-
capability player or the column player (i.e., the second player). If the row player has
lower capability than the column player, then having a capability level of 2 for the row
player gives them the worst payoff compared to other capability levels.

In the capability-oblivious setting, the game is not capability-positive (nor capability-
negative) for any player.

In the capability-oblivious setting, if a player wants to have almost no worse payoff
than the optimal strategy on the true game, the row player should have ¢; = 3 or
c1 > 6, and the column player should have ¢ > 5. This observation is robust to
perturbations of the true payoff matrix.

124



Chapter 6

Related work for limited-perception
games

Bayesian games Limited-perception games can be seen as an instance of incomplete in-
formation games. One classic model of incomplete information game is the Bayesian game
[Har67], where each player has a type, and a player’s payoff depends not only on all players’
strategy profile but also on the player’s type. In a typical Bayesian game, each player knows
their type as private information, and the prior distribution of all players’ types is common
knowledge. At an equilibrium, each player maximizes their expected payoff. There are many
extensions and applications of Bayesian games, such as mechanism design [HL10|, network se-
curity [Che+21], and robust optimization [Gro+13|. By comparison, the limited-perception
game model differs from the Bayesian game model in three key aspects:

e Limited-perception games take a distribution-free approach. Capability-oblivious play-
ers optimize their apparent payoff, while capability-aware players optimize their worst-
case payoff.

e In a Bayesian game, a player knows their own type as private information, which
completely determines their own payoff function. By contrast, in a limited-perception
game, a player at most knows their own capability level, which only partially determines
their payoff function.

e The limited-perception game models a hierarchy of players’ perception capabilities,
which is not well captured by assigning a single type to each player as in a Bayesian
game.

Robust games Aghassi and Bertsimas [ABO6] studies a distribution-free model of incom-
plete information games that they call robust games. The robust game model is closely
related to the limited-perception game model. In a robust game, there is a set of possible
payoff functions . Aghassi and Bertsimas [AB06]| defines two types of equilibria:

e In an equilibrium of the robust game, the strategy profile (x1, ..., @,) satisfies

Vie N: x; €argmax  inf  w(x), ©_;)
w;eAs. (u17~"7un)eu
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e In an ex post equilibrium of the robust game, the strategy profile (xy, ..., x,) satisfies

V(ug, ..., uy) €U Yie N: x; € argmaxu; (), ©_;)
m;GASi

There are a few important differences between robust games and limited-perception games:

e A player’s perception in the robust game can be viewed as a one-level abstraction of
the true payoff functions. In contrast, limited-perception games model the perception
as a multi-level hierarchy of abstractions.

e In a robust game, the abstraction is defined over the Cartesian product of the players’
payoff functions. In contrast, in a limited-perception game, the abstraction is defined
over each player’s payoff function. All players share the abstraction process (not the
abstraction result) in a limited-perception game.

e Aghassi and Bertsimas [ABO6| proves the existence of an equilibrium in any robust
game and provides examples where the ex post equilibrium does not exist. They do not
specify how the players receive their final payoffs. In contrast, in a limited-perception
game, there is a true payoff function that determines a player’s final payoff. The Nash
equilibrium in a limited-perception game is conceptually more similar to the ex post
equilibrium in a robust game since the equilibrium strategy must be a best response to
all possible true payoff functions. In the limited-perception game, the Nash equilibrium
is guaranteed to exist (Theorem 4.5) since our formulation uses higher-order functions
to encode all possible opponents’ perceptions instead of the mixed strategies used in
robust games.

Stackelberg games Another related research topic is Stackelberg games with uncertainty.
One particular application is in security games, where a defender commits to a strategy be-
fore the attacker’s move in the presence of the defender’s uncertainty about the attacker’s
payoff function [BGA+09; Conl2|. Prior research has considered settings where the uncer-
tainty is modeled by a Bayesian prior distribution [Par+08; KTM10| and settings where
the uncertainty is modeled by intervals of possible true payoffs [KIK13; Ngu+14; KFS18|.
By comparison, the current research models a large class of distribution-free hierarchical
uncertainties that include interval uncertainty as a special case; our model also considers
uncertainties of the leader’s payoff functions.

An interesting property of conventional Stackelberg games is that the equilibrium is
guaranteed to exist only when the follower breaks ties in favor of the leader [CS06|. How-
ever, in the limited-perception game model, an exact equilibrium does not always exist in
the general-sum case with an infinite narrow concretization set due to discontinuities in
the leader’s objective function even if we assume some tie-breaking rule (Remark 4.6). By
comparison, a zero-sum limited-perception Stackelberg game has similar properties as con-
ventional Stackelberg games, where the equilibrium exists if the follower breaks ties in favor
of the leader (Theorem 4.9).
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Bounded rationality The analysis of capability-oblivious players in limited-perception
games is related to the study on nonrational or nonoptimal behavior in games, which can
be broadly described as bounded rationality. The concept of bounded rationality was coined
by Simon [Sim69] to characterize human decision-making processes under cognitive con-
straints. Prior efforts to formalize bounded rationality include bounding the complexity of
the decision-making automaton in repeated games [Ney85; AR88|, bounding the randomness
available to the players in implementing mixed strategies [NO00; VG19; OR23|, modeling
the cost of Turing machines that implement strategies [HP15], modeling players who may
(mistakenly) deviate from their strategies with negligible probability [SB88; Far-+18], and
analyzing games with cost functions associated with strategies [BKKO06|. Unlike the current
research, prior work on bounded rationality neither explicitly models a hierarchy of player
capabilities nor studies the capability transfer properties based on a hierarchy of player
capabilities.

Learning in games Another extensively studied setting with uncertain payoffs is learning
in repeated games, where repeated interaction with the environment or other agents allows
an agent to accumulate information about their payoff function. Popular frameworks for
learning include no-regret learning [DFG21]| and reinforcement learning [NVD12|. By com-
parison, the current research focuses on one-shot games where the uncertainty in the payoff
is caused by perception limitations, without any further interaction with other agents in the
game play. Incorporating learning dynamics into the limited-perception game model is an
interesting direction for future research.

Special cases of limited-perception games Zwillinger and Clemente [ZC23| studies
a special case of limited-perception games in detail. They consider the setting where the
row player’s perception of their opponent’s payoff matrix may be corrupted by swapping
two values. They enumerate all ordinal 2 x 2 bimatrix games (i.e., games whose entries of
the payoff matrices form a permutation of [1, 4]) to compute the row player’s mean payoff
change under different epistemic assumptions. However, their investigation does not go
beyond reporting the empirical results on the 2 x 2 games. By contrast, the current research
provides a general framework for analyzing limited-perception games and derives plentiful
theoretical results besides presenting empirical observations on numerical experiments.

Matrix rank in game theory research This research uses the limited-rank game as a
prominent example of limited-perception games. Researchers have also explored ranks in
bimatrix games. Most previous research takes a perspective of computational complexity.
For example, Lipton, Markakis, and Mehta [LMMO03| shows that low-rank bimatrix games
have a small-support exact equilibrium; Mehta [Meh14| studies the hardness of bimatrix
games with a constant rank where the rank of a game is defined by the rank of the sum of
the two payoff matrices. Other efforts exploit low-rank structures to scale up the computation
of Nash strategy via linear programming in large zero-sum games [ZS20; FS22|. To the best
of the author’s knowledge, no prior research studies the setting of one-shot games where
players perceive limited-rank approximations of the payoff matrices with the final outcome
determined by hidden true payoff matrices.

127



Abstraction Reasoning with abstraction is a fundamental concept in computer science.
One of the well-known applications of this concept is abstract interpretation in program
analysis. Abstract interpretation uses an abstract value to represent a set of concrete values
in the reasoning of program properties [Cou21|. The abstraction functions in program anal-
ysis are typically single-level and order-preserving on some lattice so that the existence of
fixed points in loops or recursion can be guaranteed by the Knaster-Tarski theorem |[Tar55].
By comparison, the abstraction functions in limited-perception games are bounded and hi-
erarchical to model multiple levels of player capabilities.

128



Chapter 7

Efficient nonsmooth convex optimization
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The analysis of efficiently solvable fully-capability-aware zero-sum games in Section 4.3.3
reduces equilibrium solving to solving the maximin strategy. Computing a maximin strat-
egy can be formalized as a nonsmooth convex optimization problem (Theorem 4.19). As
introduced in Section 1.3, nonsmooth convex optimization is a fundamental problem with
applications in various fields.

This chapter presents a new optimization algorithm, the Trust Region Adversarial Func-
tional Subdifferential (TRAFS), for unstructured nonsmooth convex optimization. Sec-
tion 7.1 defines a new type of subdifferential, the functional subdifferential, that enables
efficient computation while capturing enough local information to support effective opti-
mization. Section 7.2 presents and analyzes the TRAFS algorithm that uses the functional
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subdifferential for nonsmooth optimization. Section 7.3 presents numerical experiment re-
sults that demonstrate the effectiveness of the TRAFS algorithm. Section 7.4 discusses
related work.

7.1 The functional subdifferential

7.1.1 Introducing the functional subdifferential

In this section, we first recall the definitions of subgradient and subdifferential. We then
define the relaxed subdifferential as a natural idea to include the subdifferential of local
nonsmooth points. We define a class of nonsmooth functions called the sparsely nonsmooth
functions. We show that the relaxed subdifferential provides a local upper bound and global
lower bound for sparsely nonsmooth functions. Finally, we generalize the definition of the
relaxed subdifferential to the functional subdifferential by only requiring the same upper and
lower bounds to be met.

Definition 7.1 (Subdifferential [Becl7, Definitions 3.1, 3.2])

Let f: R"™ — R be a convex function. A vector g € R" is a subgradient of f(-) at x € R"
if and only if f(y) > f(x) + g"(y — «) holds for all y € R™. The set of all subgradients of
f(-) at  is called the subdifferential of f(-) at « and is denoted by Jf(x):

(7.1) of(x) ={g eR" |Vy e R": f(y) > f(x) +g"(y — =)} <

Proposition 7.1
The subdifferential of a convex function f : R™ — R satisfies a few properties [Bec17, Chapter

3):

For all x € R™, Of (x) is nonempty, convez, closed, and bounded.

If f(-) is differentiable at x, then Of(x) = {Vf(x)}.

e For a convex set C C R™, x* € argmin’ . f(x) if and only if there exists g € Of (x*)
such thatVy € C': gT(y — x*) > 0.

If f(-) is L-Lipschitz over an open set S, then

(7.2) VeeS: Vgedf(x): |gll, <L
Definition 7.2 (Relaxed subdifferential)

For a convex function f : R” — R, a set S C R", and € € R, its e-relaxed subdifferential at
x € R" constrained to S is defined as

Oif(x; S) =clconv{g | g € df(y) fory =x or (y € SN B[x] and |0f(y)| > 1)} <«
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Remark 7.1 The relaxed subdifferential differs from the e-subdifferential (defined as 9° f(x) ==
{geR"|VyeR": f(y)> f(x)+g"(y — x) — €}, cf. [BKM14, Definition 2.17]) and the

Goldstein e-subdifferential (9 f(x) = clconv Uyep.ie 9 (y), cf. [BKM14, Definition 3.3])

in that the relaxed subdifferential only considers the local nondifferentiable points can can

be easier to compute.

Now we introduce sparse nonsmoothness and related properties. Informally, a sparsely
nonsmooth function has finitely separated nondifferentiable points along any direction, and
the gradient over differentiable intervals is Lipschitz continuous.

Definition 7.3 (Sparse nonsmoothness)
Given a function f: R™ +— R and a convex set S C R™, f(-) is S-sparsely nonsmooth over S
if and only if:

For all (o, d) € S x R™ such that ||d||, = 1 and o + kd € S for some k # 0, define
g(A) = f(xg+ Ad); define E == {\ € R | o+ A\d € S} as the interval of valid values of A
regarding S. Then there exists a (possibly empty or infinite) sequence (ci, ..., ¢,) in F
such that (infie[[l,mflﬂ Cit1 — cl-) > 0, g(-) is not differentiable at ¢; for i € [1, m], and g(-)
is B-smooth over all intervals (¢;, ¢;11) for i € [0, m], where ¢y == inf F and ¢, 41 == sup F,
i.e., for all i € [0, m], for all (A1, \2) € (¢4, cit1)?, we have |[¢'(A2) — g'(M\1)| < B]A2 — 1] <

Proposition 7.2
If a function f(-) is 5-smooth over a convex set S, then it is also B-sparsely nonsmooth over

S.
Proof. Given xy and d as in Definition 7.3, we have ¢'(\) = d"V f(xy + Ad). Therefore,

19" (A2) — ¢’ M) < 1|,V f (20 + Aod) — V (o + Mid) |,
< Bl[(zo + Aad) — (2o + Mid)|[, = B|A2 — A H

The relaxed subdifferential is related to the sparse nonsmoothness as the following:

Lemma 7.3
Given € € Ry, a convex function f : R" — R, and an open convezr set S C R™, if f(-) is
L-Lipschitz over S, then for any (z, y) € S?,

(7.3) fly) > (f () + jeiax S)gT(y - w)) —2eL

Moreover, if f(-) is also 5-sparsely nonsmooth over S and ||y — x|, <€, then

B 2

7.4 < T(y — Elly —
(7.0 s < (@4 max gy -a)) + 51y -l
Proof. A proof of (7.3) can found at Bagirov, Karmitsa, and Mékeld [BKM14, Theorem
3.12|.

Before proving (7.4), let’s recall the definition of directional derivative: for a convex
function i : R™ — R and a vector d € R™, the directional derivative of h(-) at & € R™ in the
direction d is defined as h'(x;d) = lim, o+ w. It is related to the subdifferential
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through maxgecon(z) g7d = W' (x; d) [Becl7, Theorem 3.26]. When the dimension m = 1, we
denote A, (x) = h'(x; 1) and h’_(x) = h'(x; —1). If m = 1 and h(-) is differentiable over
the open interval (z, y), then A/ (z) = lim,_,,+ #'(a) and A’ (y) = lim,_,,- h'(a) [Roc70,
Theorem 24.1].

Now let’s assume f(-) is O-sparsely nonsmooth over S and ||y — ||, < e. Let r =
|ly — x|, and d := (y — «)/r. Define g(\) := f(x + Ad). Due to the definition of sparse
nonsmoothness, there is a finite sequence (co == 0, ¢1, ..., Cn, Cna1 = ) in [0, 7] such that
g(+) is B-smooth over (¢;, ¢;41) for i € [0, m] and g(+) is not differentiable at ¢; for i € [1, m].
Thus we have 0f(x + ¢;d) C OF f(x; S) for i € [0, m].

For each i € [0, m], we define a S-smooth function g;(\) over [¢;, ¢;41] such that gi(\) =
g (A) for ¢; < X < ¢y, gi(e) = ¢ (), 9i(civ1) = ¢"(ciy1), and gi(¢;) = g(c;). It can be
easily shown ¢;(\) = g(\) for ¢; < A < ¢iyq.

Let M = maxgeor (a5 9" (y — ). Let s; := ;11 — ¢;. For i € [0, m], we have gi(c;) =
g (c;) = f'(x + cid; d) = maxgeof(zie,d) 97d < MaXgeprf(a:5) gTd = % The [-smoothness
of g;(+) implies that g;(c;11) — gi(c:) < gi(ei)(cip1— i)+ §(61+1 —¢)? < Mgt gsf Therefore,

) = 1) = o) =900 = 3 (aeien) ~ ) < 3 (Lo + 57

i=0
M m 2

M B B 2

< — i =5 il = "y — S1Y — u

< (0] 5(S0) =g S

Egs. (7.3) and (7.4) are the core properties that would enable the convergence rates of
the proposed TRAFS algorithm. One crucial observation is that the relaxed subdifferential
is not the only mapping that satisfies these properties. Therefore, we propose the following
functional subdifferential that captures any mapping satisfying (7.3) and (7.4).

Definition 7.4 (Functional subdifferential)
Given a convex function f : R™ +— R and an open convex set S C R", a pair (D6 f, O. f) is

called a functional subdifferential of f(-) over S where € € R (called the slack), O.f : S —
28" and D f : S+ Rso U {400}, if and only if the following properties hold:

e For any « € 5, 0.f(x) is a nonempty, convex, closed, and bounded set.
e There exists L € R, U {07} such that D, f(x) > 57 forx € Sand e € R,.

e Forany x € S, e € R>p, and y € S, it holds that

(75) f) = (@) mox g7y -2)) -

ged. f(x)

e There exists € Ry such that for any € 5, € € Ry, and y € S such that
|y — ||, < D.f(x), it holds that

76 ) < (1@)+ g7ty —2)) + Sy - al
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The constants L and [ are called the associated constants of the functional subdifferential
<lo)6f, 8€f>. Of note, for L' > L and g’ > g, (L', ') is also a pair of associated constants

of (i’)e 0. f> . q

Remark 7.2 We have included D, f(x) in the functional subdifferential definition to simplify
the presentation and analysis; alternatively, we could define D. f(x) as the maximum distance
between & and y such that (7.6) holds. The TRAFS algorithm only needs the solution of a
minimax problem involving J f ().

7.1.2 Rules for computing the functional subdifferential

This subsection presents compositional rules to compute the functional subdifferential. We
assume all functions are convex in R"™. For a function f(-), we denote its functional subdif-
ferential as <D6 f, O f) and the associated constants as (Lg, 5r). We assume all functional
subdifferentials are defined over an open convex set S C R™ unless otherwise specified.

We start with four terminal cases for constructing the functional subdifferential.

Proposition 7.4 (Functional subdifferential for smooth functions)
If f(+) is B-smooth over S, then (Dcf, 8€f> is a functional subdifferential of f(-) with asso-

ciated constants (07, B) where
D.f(x) =400, Ocf(@)={V (@)}
Proof. 1t is straightforward to verify the properties in Definition 7.4. U

Proposition 7.5 (Functional subdifferential for sparsely nonsmooth functions)
Assume f(-) is L-Lipschitz and B-sparsely nonsmooth over S. Let OFf(x; S) be the relaxed

subdifferential of f(-) as defined in Definition 7.2. Then <lo?€f, 8€f> s a functional subdif-
ferential of f(-) with associated constants (L, [3) where

o € . ‘
Proof. Use Lemma 7.3 to verify the properties in Definition 7.4. OJ

Proposition 7.6 (Functional subdifferential from the e-subdifferential)
If f(-) is L-Lipschitz over S, then (Dgf, 8€f> is a functional subdifferential of f(-) with

associated constants (L, 0) where

o €
D f(®) =57, O.f(®)={geR"[VyecR": f(y) = f(z) +g"(y — @) — ¢}

Proof. A proof of the first property in Definition 7.4 can found at Bagirov, Karmitsa,
and Mikeld [BKM14, Theorem 2.32]. Eq. (7.5) holds by the definition of J.f(z). For
(x, y, €) € S* X Ryg such that ||y — x|, < D.f(x), we have 0f(y) C O.f(x) [BKM14,
Theorem 2.33]. For any g, € df(y), we have f(x) > f(y) + g}(x — y), which implies

MaXgeo, f(z) 97 (Y — x) > g (y — x) > f(y) — f(z) and thus proves (7.6). |
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Proposition 7.7 (Functional subdifferential from the Goldstein subdifferential)
If f(-) is L-Lipschitz over S, then (Def, (‘lf) is a functional subdifferential of f(-) with

associated constants (L, 0) where

D.f(@) =57, 0f(@)=0% f(a), 9°f(@)=-cleonv |J 9f(y)
yEBe[x]

Proof. A proof of (7.5) can found at Bagirov, Karmitsa, and Mékeld [BKM14, Theorem
3.12]. Eq. (7.6) can be proven similarly to Proposition 7.6 since f(y) C O.f(x) by defini-
tion. 0

Next we present a few compositional rules for computing the functional subdifferential
through common operations.

Proposition 7.8 (Rule of composition)
Let F(x) = h(f(x)) where f : R" — R is a convex function and h : R — R is a convex
non-decreasing function. Let S C R™ be an open convex set. Assume f(-) is Ly-Lipschitz

over S and <lo)ef, 0€f> is a functional subdifferential of f(-) over S with associated con-
stants (Ly, By). Let T = {f(x)|x € S}. Assume h(-) is Ly-Lipschitz and [-sparsely
nonsmooth over T and <lo)eh, 86h> is the functional subdifferential of h(-) over T defined by
Proposition 7.5 or Proposition 7.4. Define

o € Vyes: ly—al, < =
(7.7) {(x, €) == max {5 € [0, —H’E(w)} ‘ |f(y)—f(:c)|§D€h/e(w)gh(f(m))}
where W (x) = sup maxd.h(f(x))

€'€l0, ¢

Then F(-) is a convex function that has a functional subdifferential <ZODEF, 8€F> with asso-

ciated constants (Lg, Br) where

D.F(z) = Do, o f ()
O F (x) == {ag | a € Oya,oh(f(®)), g € O¢(a,of (@)}
Vx, €) = e = W (x)(, €)

Ly < LiLy, Ly =Ly(2L1 +1), Br:=LyB;+ LBy

€

Alternatively, one can set {(z, €) = -, which may yield smaller D F(z).

Proof. Tt is straightforward to verify that F(-) is convex and that the first property in
Definition 7.4 is satisfied. Of note, d.h(+) is a closed interval, and we have 0 < W' (x) < L,

due to h(-) being non-decreasing and (7.2). We have £ € [0, E,—(w)] since 77 < 75 < 55

We also have DE,,;/e(w)L%h(f(m)) > ﬁ(e — H'e(“’)ﬁ) > ﬁ( — %) = m =Li£ >

|f(y) — f(z)| when [y — x|, < 7. Combining these two facts yields E(x, €) > 17, and

D.F () > % > 5 Lfo, which proves the second property in Definition 7.4 and the last

statement in Proposition 7.8.
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For any (z, y, €) € S? x R, define ¢ = {(x, €) and e = v(x, €) for simplicity of
notation. Eq. (7.5) is then proven by

Fly) — F(x) = . a(f(y) — f(z) — e

> max o max g'(y—x)—¢€ | —¢€

= a€uh( (@) (gEBelf(w)g - 1) 2

> max a( max g'(y — az)) — ( max aq) — €
a€dey h(f(x)) g€, f(x) a€0ey h(f(x)

)
> ma (y—x)— W (x)e; —es = ma Ty —x) —
o QFEQE;(@C) gF(y ) ( )61 62 gFeae;'((w) gF(y ) c

Suppose ||y — @, < DF(z). Eq. (7.7) yields | f(y) — f(@)| < De,h(f(®)). Eq. (7.6) is
thus proven by

Fly) -~ F@)< max  a(f(y) - @)+ FIf @) - @]
< e 5 0 20+ o ol By ol
< max ghly a4 MLy, g
< mx ghly— o)+ Ly - al} 0

Corollary 7.9 (Rule of outer linearity) )
If F(x) = af(x)+b wherea € Ry andb € R, then (DEF, 36F> is a functional subdifferential
of F(-) with associated constants (aLy, affy) where

D.F(x) = lo)if(a:), O.F(x) ={ag | g€ 8§f(:13)}
Proof. Set h(x) := ax + b in Proposition 7.8. O
Proposition 7.10 (Rule of inner linearity)
Let F(x) = f(Ax + b) where f : R™ — R is conver, A € R™*" and b € R™. Let S C R"
be an open convexr set. Let T = {Ax+b|x € S}. Assume (lo)ef, 66f> is a functional

subdifferential of f(-) over T with associated constants (Ly, By). Then <10)5F, 8€F) s a

functional subdifferential of F(-) over S with associated constants (0max(A)L ¢, Omax(A)?By)
where
1
Omax(A)
O.F(x) ={A'g|g€o.f(Ax + b)}
Omax(A) = sup [[Azl,

@: ||z, <1

DF(x) = D.f(Ax +b)

Of note, omax(A) is the operator norm of A induced by the ly-norm, which equals to the
largest singular value of A.
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Proof. 1t is straightforward to verify the first two properties in Definition 7.4.
For any (x, y, €) € S? x Rs(, we have

F(y)— F(x) = f(Ay+b) — f(Az +b) > max gl(Ay— Ax) —e

- g()eaef(Ail:‘f'b)
=  max ATg)) (y—x) —e= max g'(y—x) — e,
go€0. f(Ax+b) ( gO) (y ) gEOF (x) g (y )

which proves (7.5). ]
If ly— x|, < DF(x), then ||Ay — Az|, < omax(A)||ly — x|, < D.f(Ax +b). Thus
(7.6) is proven by

F(y) — F(x) = f(Ay + b) — f(Ax +b)

By 9
< ma Ay — Az) + —||Ay — Ax
< goeﬁef(}asﬁ—b)gO( Y )+ 5 Ay B

Om X(A)2/8f 2
< T(q — Zmax\T P |y — 0
< mnax g (y—=x)+ 5 |y — |5

Proposition 7.11 (Rule of sum)
Let F(x) =", fi(x). Then <D6F7 8€F> is a functional subdifferential of F(-) with asso-

ciated constants (Lg, Br) where

DEF(m) ‘= min f)gi(w’e)fi(a:), &(x, €) Eargmax* min Dgfz(:v)

iel, m] geel,, i€[l,m]

0. F(x) = {Zgz

i=1

VZ € [[1, m]] L g; € 8§Z(m76)fl(a:)}

€1, m]

m
Lr <m max Ly, Br:= Zﬁfz
i=1

One can also set €(x, €) = € € e, as a constant. Then Lp = max;e[i, m] %

Proof. 1t is straightforward to verity that . F () is nonempty, convex, closed, and bounded.
By taking &£(x, €) = =1, we have D F(x) > minef,m Difl(w) > §minjefi, m] #fz
Thus the first two properties in Definition 7.4 are satisfied. Omne can also verify that
MaXges rz) 9" (Y — ) = Y 1oy MaXg,co, (, . filx) g/ (y — x), which implies (7.5) and (7.6). O

Corollary 7.12 (Sum of smooth and nonsmooth functions)
Let F(z) = f(x) + g(x) where f(-) is Bg-smooth and g(-) has a functional subdifferential

<lo)€g, 8€g> with associated constants (L, B,). Then <lo)€g, 8€F> s a functional subdiffer-
ential of F(-) with associated constants (L4, Bf + B,) where

OF(x) ={Vf(x)+c|ceiy(x)}

Proof. Take Proposition 7.4 into Proposition 7.11 and set £(x, €) = [O e]T. 0
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Remark 7.3 Corollary 7.12 is an example where the functional subdifferential is easier to
compute than the relaxed/Clarke/Goldstein subdifferentials. Computing the functional sub-
differential of F(x) = f(x) + g(x) at &y needs V f(xo). However, computing the relaxed
subdifferential at x requires V f(a’) for nonsmooth points @’ of ¢g(-), and computing the
other two subdifferentials is more complicated.

Proposition 7.13 (Rule of max)
Let F(x) = max;ep, m] [i(x). Assume fi(-) is L;-Lipschitz. Note that L; can be different from

Ly,, the associated constant of the functional subdifferential (lo?efi, 8Efi>. Then (lo)eF, &F)

is a functional subdifferential of F(-) with associated constants (Lp, Br) where

O F(x) := clconv U P..i(x)

1€A(x)
IO) F( ) . DE,Z(w) + % Zfl E Ae(w)
J'(x) = min ( i .
i1, m] m otherwise

€1, m] €1, m

where  §;(x) = F(x) — fi(x), Adx):={i|i€][l, m] and §;(x) <€},
Pﬁ;i<w> = ae*&(ﬂ?)ﬁ(w)? De;i(w) = min {bef&(m)fi(w)a befz<w)}

Lr < max max{L;, Ly}, [r = maXH/Bfi

Proof. 1t is straightforward to verify the first two properties in Definition 7.4.
One can verify that for any (x, y) € S?, there exist convex multipliers {a;}, A () Such
that

max gT(y—z)= > ai( max gJ(y—w))

€0 F i€Pe.
g (:l:) iEA (w) gi ; i(x)

< Y ailfiy) = fil@) + e —5i())

1€A(x)

= 3 ailfily) +e—F(@) < Fly) — Fla) +e,

€A ()

which proves (7.5). ]
Take any (z, y) € S? such that ||y — x|, < D.F(x). To prove (7.6), we consider the
following cases for k € [1, m]. Let g, € argmax*gepe'k(w) g'(y — x).

Case 1: k € A (x) and ||z — y||, < D, fi(x). We have

fulw) < ful@) + g}y — @) + Ly — a

Br
< F T _ 0= —
< F(x) +gerg§>(<w)g (y—x)+ 5 |y —x

Case 2: k € A(z) and |z —y, > D.fi(z). Let yo = @ + Dsfk(m)ﬁ Then
lyo — ||, = Defi(x). Since [ly = yoll, = |y — @[, = Defi(@) < De(@) + %2 = D fu(@) <
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555?, we have
O (x op(x
(7.9 ) Felwo)l < 2 g1y — g < 242

Let hy, € argmax*geps: +(z) 9" (Yo — ). The property of functional subdifferential of f.(-)

implies fi(yo) — fe(x) < hl(yo — x) + %Hyo — x||5. Since yo — « and y — x are collinear,
we have h; = g;, yielding

(19)  lwo) ~ (@) < gllwo— @) + Ly — 2l < gl — @) + 2y — a2
Combining (7.8) and (7.9) yields
Fuly) = Ful@) + () — Fulwo) + (o) — fi(@))

1)
< st + 28+ (gl =)+ allw — o)+ Ly — o)
) 0
< fda) + 247 (2 +gerg§g>(<w)g =)+ - alt)

= F(x _ == _ 2
()+¢g%3g(y w%+2Hy x|,

Case 3: k € 1, m] \ Ac(x). Let t € argmax*ie[[l’m]] fi(x). Define ri(z) = fi(z) — fr(2)
for z € S. Then |ry(x) — re(y)| < (L + Li)||x — y|l,. We also have ry(x) = dx(x). Since

)
ly —z[l, < ¢ +(L) , we have |ri(y) — ri(x)] < 0x(x) and thus r¢(y) > 0, which implies

fu(y) < fely).

Combining the above three cases proves (7.6). O

Proposition 7.14 (Functional subdifferential of the absolute value)
Let f(x) = |z| for z € R. Then (D fs (9f) is a functional subdifferential of f(-) with

associated constants (1, 0) where

D.f(z) = {|JJ| if |z > 5 0. f(x) = {{sign(x)} if |z > &

o0 otherwise’ —1, 1] otherwise

Proof. It is straightforward to verify all properties in Definition 7.4. U

Proposition 7.15 (Functional subdifferential of the £;-norm)
Let f(x) = |||, = iy |zi| for x € R". Without loss of generality, assume |z;| < |z;11]

fori € [1,n—1]. Then (lo?ef, 8€f> is a functional subdifferential of f(-) with associated

constants (n, 0) where

. T
D.f(x) = {'x”” UT<n = i) ={geR |I<g<u}
+00 otherwise

Li=—1,wu=1 ifi<T
where { " i T = max {t €1, n]

l; = u; = sign(z;) otherwise’

t
;msg}
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Algorithm 7.1 Trust Region Adversarial Functional Subdifferential (TRAFS)

Input: A convex function f:R" — R

Input: A bounded closed convex set C C R™

Input: A functional subdifferential oracle 9, f(-) over S C R™ with C C S

Input: A starting point ¢ € C

Input: A sequence of functional subdifferential slack parameters ¢, €1, ... € Ry
Input: A sequence of trust region constraints 79, 11, ... € Ry

Input: Line search parameters 7 € (0, 1) and p € (0, 1) (default: 7 =0.8, p = 0.5)

1: for k=0,1,... do
2: Define a convex set Cj, '={d € R" |z, +d € C and ||d||, < 1}

3: dj, argmin* ( max gTd>7 gi «— argmax gTdj > Find a descent direction
deCy, g€de, f(zr) g€d., f(xr)

4: if g/ d), > 0 then > See Theorem 7.16
5: Try1 < Tk

6: else

7 A — 1

8: while f(x) + \edi) > f(xr) + pArgldi do > Backtracking line search
9: /\k — T/\k
10: end while
11: Tp41 & T + Apdp
12: end if
13: end for

Proof. Treat f(-) as the sum of absolute values of coordinates. Then apply Proposition 7.11
and Proposition 7.14. U

Remark 7.4 Proposition 7.5 gives another candidate of the functional subdifferential of the ¢;
norm with better associated constants, but it poses a computational challenge to work with

the set {y ‘ min; |y;| =0, |y — x|, < ﬁﬁ} Therefore, we use Proposition 7.15 in practice.

7.2 The TRAFS algorithm

7.2.1 The TRAFS algorithm and its convergence analysis

Algorithm 7.1 describes the TRAFS algorithm. Below we introduce some notation to facili-
tate our analysis.

Definition 7.5
In the analysis of Algorithm 7.1, we use the following notation:

e x* € argmin’ . f(x) is an optimal solution.

e z, :— x* — x; is the error vector at iteration k.

R = 8up(; y)ec2 [T — yl|, is the diameter of C.

Ok = f(xg) — f(x*) is the optimality gap at iteration k.

Or = f(x) — f(x*) — € is the optimality gap relative to ¢, at iteration .
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e (L, B) are the associated constants of the functional subdifferential. <

We first show that the line search in Algorithm 7.1 is guaranteed to terminate.

Theorem 7.16
With the notation defined in Algorithm 7.1 and Definition 7.5, at each iteration k, it holds
that:

o Ifgld) <0, then the line search on Line 8 terminates in T}, iterations where

2Ly 57713 1} +1
e 2(1—p)(—gidi)’

(7.10) Ty < log, -1 max {

Proof. Let z, = x* — x;. Let g; € argmax*geaekf(mk)gTzk. Let d; = ayz, where oy ==

min {"—’“ 1}. Clearly dj € Cy. If g;"z < 0, then

lzkll2”

gidi, = min max d'g max d;'g = g,z <0
deCy, g€d,,, f(xr) geaekf(a:k)

Therefore, gld, > 0 implies g;" 2z, > 0. With (7.5) we have f(xy) < f(x*) — g, zr + € <
f(x*) + e, when g[d), > 0, which proves the first statement in Theorem 7.16.

Assuming gid;, < 0 and A\, < 55 < Zo?ek f(x), a sufficient condition for the line search
on Line 8 to terminate is:

f(@r + Ady) < fxr) + pArgldi

—  ngldit SRl < pigld Applying (7.6)
B\ .
= Awk —(1 = p)Aegidy Applying |/di|[, < nk
2(1—-p)

A sufficient termination condition of Line 8 is thus A\, < min { 2;:L, ngdk, 1}. Eq. (7.10)
then follows. O

Now we proceed to analyze the convergence rate of Algorithm 7.1.

Lemma 7.17
With the notation defined in Algorithm 7.1 and Definition 7.5, at iteration k, assume ny <
|zk|l, and 0k > 0. Then

(7.11) gld, < ——% 5,
[

When the line search on Line 8 terminates, it holds that:

Ck M&}

(7.12) MMk > min {77, Mx}  where 7 == min { 5L’ AR
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Proof. Let g; € argmax*geaékf( mingec, g'd and dj, € argmin*deck g.'d. Since Cj and

zk)
O, () are both convex and compact, we have g,'d; = g/ d due to the minimax theorem

Since ny < ||zk||, and C' is convex, we have Hz ” z;, € Cy. We thus have g,'d; < g;7 IIzkH 2,

due to the definition of dj. Eq. (7.5) implies 9r ze < flx*) — flap) e = —6,. Combining
these results yields gldy, = g,'d} < sz\l kg Tz, < — :||25k, which proves (7.11).

Assuming A\ < 55 < Dek f(x), a sufficient Condition for the line search on Line 8 to
terminate is:

flar + Nedi) < fxk) + pArglds

—  \gidi + 5A Fldills < pAegidy, Applying (7.6)

B Ak = Applying (7.11
— Azmk (1—p) o <0 ai%}i|z§\\(2§R)
2(1—p)<
— A < =TS
ke = 3R Kk
a2 1 P) N

Therefore, when Axm, < min %, 0p = 7T, the line search termination condition is
satisfied. If n, < mg, then A\, =1 suﬁices. Otherwise, the search procedure can use at most
one more iteration after \; < Z—i is satisfied. We thus have (7.12). O

Lemma 7.18

With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is L-Lipschitz
over S (we can take L to be the largest value of the Lipschitz constant and the associated
constant of the functional subdifferential, which does not violate the definition of Lipschitz
continuity or Definition 7.4). Let D € [y, c] be a constant where ¢ is defined below. Given
an arbitrary € € (0, %) where e 1s the base of the natural logarithm, set €, = 5 and Ny = ¢
for k € N. Then

D

(7.13) op < — where T' := FW , €= max {4L ﬁ—R}—
€

€
2 1—p])pr

Proof.  First, note that the interval [do, ¢] is non-empty since ¢ > LR > §,. We also have
e<%<D§candthusT22.

If 6 < € for some k € [0, T, then 67 < § < e < % + 5 since the objective value is
non-increasing. If n; > ||zx||, for some k € [0, T, then §; < L||zx||, < Ln, < €, which also
implies (7.13).

Now let’s assume 7, < ||zx||, and 6 > € for all k& € [0, T]. Then O > € — € = s
Note that 7, > 5% > 7, which implies \gnp > 77 by Lemma 7.17. Also note that £, >

£ min {;E, Q(éRp) (e — ek)} = £. With Lemma 7.17 and ||2;||, < R, we have

_ _ _ T - € -
Ort1 — Ok = f(Trs1) — fr) < pArgrdi < —%Akﬁk&c < —%ﬁk(Sk < —E5k

5T§(1—Z)T50+6T§(1— -

o

A 1 D
f) D+i<(lm(1-a2)¢)D+ri==24+5 O
2 z—0+ e 2
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In Lemma 7.18, we can set ¢ = (1 — %)D, so that after T' = ’7(6—CS)D—‘ iterations, the

optimality gap is reduced by half to 7 < %. We can recursively apply this procedure to
obtain an O(%) algorithm, as shown in the following theorem.

Theorem 7.19
With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is L-Lipschitz
over S. Choose D € [0y, c| where c is defined in Lemma 7.18. There exist sequences {0y} ey

and {ex} ey constructed from D and c such that in Algorithm 7.1, for any e € Ry, it holds
that

Vi >TT: flxy) — flz*) < €

2ce D 1
T ) —_| = _
where T" = (c—2)d + {log2 eT-‘ = O(a)

Proof. Let €V == L (1—2)D and T" = [

B}
g )
define the sequences {nk e[, 1] and 1€, veffo.701]
in Lemma 7.18. Define the sequences {n;} and {e;} by concatenating the sequences {n,gf)}
and {eg)} for s € N.

Let SO =0 and S;;; = S5; + T for i € N. By induction on 1%, it is easy to verify that
Js; S - using Lemma 7.18. Let m = ﬂog2 J We have g, < et where

W:{ CeDQi—‘ for i € N. For any 7 € N,

2
as 17,(;) = % and e,(j) =

ml

2

m—1 m—1
=y 70 ( 21+1) < L ==t O
=0 =0 (

i

7.2.2 Convergence analysis for strongly convex functions

Next we show that TRAFS converges in O(e %?) iterations for strongly convex objective
functions. Recall that a function f : R® — R is a-strongly convex over S C R” if and
only if the function = — f(x) — %Ha:”% is convex over S, which is equivalent to f(y) >
f(®) +gl(y — =) + 2|ly — x| for (z,y) € S? and g, € df(x). We have the following
property for strongly convex functions:

Lemma 7.20

If a function f : R™ — R is a-strongly convex over a bounded closed convex set C' C S and
x* € argmin’, . f(x), then for any x € C,

(7.14) & — z*||, < \/Q(f(a:);f(a:*))

Proof. By Proposition 7.1, there exists g € df(x*) such that g7(x —x*) > 0. Eq. (7.14) is
then proven by the following inequality due to strong convexity:

f@) = f@@) +g'(@—a") + e —a'|} > f@) + Sz -2’ =
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Lemma 7.21
With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is a-strongly
convex and L-Lipschitz over S. At iteration k, assume ny, < ||zx||, and 0 > €. Then

gék—ek
Vok

When the line search on Line § terminates, it holds that:

(7.15) grdi < —ny

Aefe > min {77, 75}

(7.16) where T == min {26—2, max {\/%, %} a ; /) (O — Ek)}

Proof. Eq. (7.14) implies ||z, < \/% < % We thus have ||z, < 2%, Eq. (7.15)

is obtained by substituting || z||, < /2% into (7.11). Substituting ||zx||, < min { 2L %}
into the proof of Lemma 7.17 yields (7.16). O

Theorem 7.22
With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is a-strongly
convex and L-Lipschitz over S. Let D € R, be any constant such that 69 < D. Set

B B al
T D2 * T Amax (k2 1)

54\ L 9D (1 5a(1—p)
where a := max — | —, — 7, c:=min{ -, ————=
prc) 2o L 8 165

Then
(7.17) VE>1: 6 < —

Equivalently, for any e € R, , it holds that

Vk > \/@Z flxg) — f(x*) <€

Proof. Note that for k € [1, 3], %% %% > D > 6y > 0 holds due to our choice of a.

Now we prove by induction. Assume k > 3. If ny > ||z4]|,, we have dp11 < 6 < Ly, <
al, _  alL 1 1\2 alL
(k}+l If 5k < €L, then (5k+1 < (Sk < 2 = WZ<1 + E) < (k+l)
Thus we assume k& > 3, np < ||zi|ly, ok > €, and k+L1)2 < 0, < 4. Substituting our
assumptions and parameter choices into the definition of 7 in (7.16) ylelds

S min a ol —p) al  al
T = sk BL \(k+ 12 4k

1 a(l-0p) k? 1 “ 1 ba(l—p) a ac
_mm{§’ 8 ((k+1)2_1)}ﬁ—mm{§’ 168 }ﬁ_ﬁ
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2

For k > 3, we have (kﬂ)g = (1 — k+1) > 16k2 We thus have n, =

With Lemma 7.21, we have /\knk > %5 and

ac (Sk — €k
V0r,
Note that 8, > 2L > ol _ %ek and 0, < % = 4e¢,, which is %\/a < Vo < 2,/6.

Opt1 — O < pAegrdy < T

D)2 = 16k2
Consider the function h(z) = 1 — %. We have h/(z) = ?’6’;—1”32, and thus the minimum
of f(-) over [2,/e, 2\/€;] is obtained on the boundary, ie., h(z) > 27% = 27%]{ for

T € [%\/a, 2\/5] Therefore,

5k+1 <1 —,oTaC ah(\/ﬁ) <1- 10p7c [20a1

O k2 27 L k
Consider the function gx(t) = 1,:—2% =1+ (2_'5)]‘;22(31_2'5)]“_’?. We have gi(t) < 1 when ¢t > 2
(k+1)2
and k > 0. Therefore, 611 < 7o g1 (£)0p < o8 < 9L where t = 1027¢, /200 > 9 Jye
. » Ok+1 = 29k k> 2% = re2 o7 L =
to our choice of a. O

7.2.3 Faster convergence with locally quadratic functional subdif-
ferential

Compared to the projected gradient descent method with linear convergence for strongly
convex smooth functions, Theorem 7.22 only guarantees a O(e%) rate. The bottleneck
is that (7.16) constrains 7y = O(e;) = O(dg), so that (7.15) only decreases the objective
by O(nk\/5_k) = O(6;°). We could achieve linear convergence of TRAFS if 7, = O(\/E),
which intuitively means that our functional subdifferential could “look ahead” quadratically
further. Therefore, we introduce the quadratic functional subdifferential, which enables faster
convergence of the TRAFS algorithm.

Definition 7.6 (Quadratic functional subdifferential)
Let (D6 f, O f > be a functional subdifferential of f(-) over S as defined in Definition 7.4. Let

L, e R, U{0"} be a constant. We call (lo)ef, 8Ef) a L,-quadratic functional subdifferential
at (x,€) € S xRy iflo?gf(w)zz/—f. N
Remark 7.5 If f(-) is smooth, then its functional subdifferential defined in Proposition 7.4 is a

0*-quadratic functional subdifferential at any («, €). For the ¢; norm, Proposition 7.15 gives
an L,-quadratic functional subdifferential at (z, ¢) if there exists T such that 3.1 |z;| < 5

and |zpyq| > %

Lemma 7.23
With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is a-strongly

convex over S. At iteration k, assume ng < ||zk|ly, 0k > €, and that <l°)6f, 8Ef) is an Lg-
quadratic functional subdifferential at (x, €;). Then (7.15) still holds. When the line search
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on Line 8 terminates, it holds that:

Ak > min {77k, Mg}

where 1, == min \/Q’ V2a(l —p) 0p — €
Lq & Vo,

Proof. Replace Ay < 5 < Dekf(:l:) with Apnp < \f:’“ < Dﬁkf(a:) and remove the Lipschitz

assumption in the proof of Lemma 7.17 and Lemma 7.21. U

(7.18)

Lemma 7.24
With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is a-strongly

convex over S. At iteration k, assume ng > ||zkl|ly, 0k > €, and that <lo)€f, 85f> is a Lg-

quadratic functional subdifferential at (xy, €;). Then
(7.19) gidi < —0p + €

A sufficient condition for the line search on Line 8 to terminate is:

(7.20) A\e < min {7;5’2 2(15;;) (6 — €r), 1}

Proof. We have z;, € Cj, since ||zx||, < 1, which implies

gldy =min max g'd < max g7z, < f(x") — f(xg) + € = =0 + €

deCy, geaef(wk) o geaef(a:k)
Assuming A\pny, < *é—? < Dekf(:c), (7.20) is proven similarly to Theorem 7.16. O

Theorem 7.25
With the notation defined in Algorithm 7.1 and Definition 7.5, also assume f(-) is a-strongly
convez over S. Let Dy, € [0y, +00) and L, € Ry U{0"} be two constants. Set

er = ayDy, mp =b(1 —a)\/vDy

2
) 2bL, _V2o(l—p)
where a = ( 4b2L3—|— 1+1> ) b= - =, ﬁ = maX{a7 6}7
1
o

C l4prh(l—a)2/S 1+ %p(l — p)7(1 — a)?

—~
i o]

If (lo)ef, 6€f> is an L,-quadratic functional subdifferential at (zy, €), then
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Proof. If 6, < Dy, then 81 < 0p < vDy, which yields (7.21). Thus we assume yD; <
dr < Dy. Note that our choice of a satisfies ‘f =b(1 — a) when L, > 0.

Case 1: 1, < | zk|/,- With Lemma 7.23, we have

O — D D, —avD
ﬁk:min{ﬂ,bk Gk}Zmin{vm k1P @y k}
Lq VO Lg Dy,

= min {#, b(1 — a)}\/ka =b(1 — a)\/vDy = 1y,

which implies Apn > 7 with (7.18). Combining this with (7.15) yields

51@—!—1 — 5143 S p)\k:ggdk S —pr(l — CL) ’}/Dk

D D
< —p7b(l —a \/yl?k\/»7 Ll e = —prb(1 — a)Q\/gka

We thus have ;1 < (1 — p7b(1 — a) \/57) Dy = ka due to the definition of ~.

Case 2: n; > ||z]|,. Since ‘L/—f = b(1 —a) and a < 3, we have
(7.22) Ve Ve
Ml 0(1—a)L,
2(1 — 2(1 —
4 Qp) (Or — ) = = ( p; (YDr — ayDy)
20=p) J20=p)_ B |

T AR(—a) - pr all—p) T
Substituting (7.22) and (7.23) into (7.20) yields A\y = 1. With (7.19), we have
Op+1 — O < pAegrdy < —p( — €) < —p(1 — a)y Dy,
1

which implies dx41 < (1 — p(1 — a)y)Dy. Since v > 5, we have Ory1 < yDy. O

1+p(1—a)’

Corollary 7.26

With the notation of Algorithm 7.1 and Definition 7.5, also assume f(-) is a-strongly convex
and (-smooth over S. Use Proposition 7./ to define the functional subdifferential. Let
D € R, be any constant such that 69 < D. Set

€ — O, N = b\/ ’}/kD

V2a(l —p) 1
where b = ————= = =
B L+ gp(1=p)7
Then
(7.24) VkeN: 6, <~*D
Equivalently, for any e € Ry, it holds that
log D —loge .
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Proof.  For strongly convex smooth functions, we have a < . With L, = 0, a = 0 and
f = B in Theorem 7.25, we can prove (7.24) by induction on k. O

7.2.4 Almost-functional subdifferential for optimization beyond sparse
nonsmoothness

When the objective function is only Lipschitz but not sparsely nonsmooth, a functional
subdifferential that enables efficient solutions to the minimax problem can be harder to
define. In this case, we can use the almost-functional subdifferential, defined as the following:

Definition 7.7 (Almost-functional subdifferential)
With the notation defined in Definition 7.4, a pair <D f, 0 f) is called an almost-functional

subdifferential of f(-) over S if all properties of Definition 7.4 are satisfied except that g = %

for a constant 5y € Ry. We call (L, fy) the associated constants of (lo)ef, 0€f>. N

Theorem 7.27
With the notation defined in Algorithm 7.1 and Definition 7.5, assume f(-) is L-Lipschitz and

<lo)ef, 86f> is an almost-functional subdifferential of f(-) with associated constants (L, ).

Given ¢ € Ry, let T = argmin” {t € N | §, < €}. Then T = O(¢72). If f(-) is also strongly
convez, then T = O(e™1).

Proof. The first statement can be proven by setting § = % in Theorem 7.19.

Now assume f(+) is a-strongly convex. Similar to Theorem 7.22, we set 1, = kil and €, =
oL \/ﬂ(l p) Sk—ex
4max{k 1} T
sufficiently large k, which, when combined with (7 15), yields 0p4 1 — 0, < =2 T%Op Jor (O — 6’“)

With a proper choice of b and similar arguments to the proof of Theorem 7.22, we can prove

dr < L, which yields T = O(e ™). O

for a constant b. By replacing § with ’8 % in (7.16), we have 7, > € for

One important example of a Lipschitz but not sparsely nonsmooth function is the /5
norm. It has the following almost-Functional subdifferential.

Proposition 7.28 (Almost-functional subdifferential of the ¢; norm)
Let f(x) = ||x||,. Forx € R" and € € Rx, define

{#:) iz, >

7.25 0. f(z) =
(7.25) fie) {{g eR"||gll, <1} otherwise

Then O, f(x) satisfies (7.5) and the following inequalities:

. Ny —al, <7 =
(7.26) x|, > = =

2 f(y) < o)+ max gy — o)+ |y ol
12 elsg = (WeR )< @)+ mx gy )
g€ f(x)
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Therefore, (lc)ef, 8Ef) is an almost-functional subdifferential of f(-) with associated con-

B £ 1 > £
stants L = 2 and By = 4 where D f(x) = { * if ||33||2 2
+o00  otherwise

Proof. Case 1: |x|, > §. We have O.f(x) = {Vf(x)}, which implies (7.5) due to
convexity. Given y such that ||y — x|, < §, let d :=y — . Let a = [[z,, b = ||d]|,, and

¢ := 2% Note that ¢ € [-1, 1]. Eq. (7.26) is then proven by

x’d

f(y) - f(:l)) - Vf(w)T<y - ZB) = HCU—I—dH2 - H£12“2 - ||33||
2
1— 2\7,2
=Va? + b? 4+ 2abc —a — bec = ( )b
Va2 + b2 + 2abe + a + be
(1—c)? b2 b2 2 9
< QLA T
a+bct+a+bc™ 2a—b) T e—5 €

Case 2: ||z||, < §. We have maxges,f2) 9" (y — ) = ||y — x||,. Eq. (7.5) follows from
1y =z, <llyll, + =, = f(y) = f(@) + 2z, < f(y) = f(®) + e Eq. (7.27) follows from
ly =z, > [lyll, = llzll, = f(y) = f(=). 0

7.2.5 An adaptive TRAFS implementation

It is often infeasible to set the values of 7, and €, based on our previous convergence analysis
since the functional subdifferential constants and the Lipschitz constants can be challenging
to compute. This section proposes heuristic strategies to adaptively adjust the values of
and ¢p.

We set n, to be slightly larger than the maximum step length in the recent few it-
erations as an estimation of the step length of the current iteration. Formally, we set
Nk = D maxiefs—m,, k—1] Ail|dil|,- We choose mq = 8 and I' = 772 in our implementation.

Our convergence analysis sets e€x11 = 0 = c(f(xr) — f(x*)) for some constant ¢ €
(0, 1). However, f(x*) is typically unknown. Instead, we estimate dx from f(xx_1) — f(@k).
Assuming 0, = ak™? for a € R, and p € R, then we have

fl@e) = fl®r)  On IR N 1
- - _1_(1+k_1) 1—k+o(k),

which suggests €x+1 ~ Zk(f(24-1) — f(@x)). In order to obtain a more robust estimation,
we consider the recent history and set

€hr1 = temin {eg, cpsp}, 1 = crle,  Spi=  max  j(f(x;-1) — fx))
]Gﬂk—mg—l-l,k'ﬂ

The scaling factor ¢ is initialized as ¢; = 1. We set t, € {1, u~, u*} given parameters
p~ € (0,1) and pt > 1. If g/d), > 0, we have §; < ¢, due to Theorem 7.16 and thus set
tr = pu~ to decrease €,41. The other case is to set t;, = pt if 6, > 2uTe;,. However, since
dr is unknown, we assume 1;/||z;||, is large enough and consider the necessary condition
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gidiy < —(0p —€r) < —(2u" — 1)eg (see (7.11) and (7.19)) given &, > 2ute,. If gldy <
—(2ut — 1)€r, we further check if using pte, results in a larger objective value decrease; if
so, we set tp = ut. Moreover, we adopt a randomization strategy to tune t;. Let p;, € (0, 1)
be a parameter and U, ~ U(0, 1) be a random variable. At the k-th iteration, if Uy < p;, we
randomly pick €}, € {u e, uTex} and set ¢ = €} /e if doing so results in a larger objective
value decrease. The parameter p; balances the effectiveness of the exploration against the
additional computation cost. We choose my = 8, u~ = 0.5, u* = 1.5, and p; = 0.2 in our
implementation.

Another important aspect of a practical implementation is the termination condition.
We maintain a sequence {L;} as the lower bounds of the objective value:

Ly = max { Ly, f(xr) — e + Ax}
where Ay == min max g'd, Lj=—
deC ged. f(xy)

One can verify f(x*) > L. Given user-specified tolerance ¢ and maximum number of
iterations 7', the algorithm terminates when f(xy) — Ly < e or k > T. Since C, C C, we
have Ay, < gldj, and thus we set Ay = —oo without solving its minimax value if gld) <
Ly + € — f(xx). For unconstrained problems, we assume the optimum is within B, s [z4]

when 7, < 1074, so we set A, = %—fg,ldk when 7, < 107* and set A, = —00 otherwise.

7.2.6 Solving the TRAFS minimax problem
Our implementation needs a user-provided callback function that returns the solution to the

minimax problem on Line 3 in Algorithm 7.1. We restate the problem below:

(7.28) The TRAFS minimax subproblem: —argmin’ ( max : gTd>

deCy, gEI: f(xk
There are three general strategies for solving (7.28):

1. Directly solving the corresponding constrained optimization problem:

min u
(d7 u)

subject to d € C}, max g'd<u
geaef(mk)

(7.29)

2. When C is large enough so that Cj = B,,[0], the convexity and compactness of Cj,
and O, f(xy) imply:

7.30 min max ¢g'd= max min g'd=—n min |lg
( ) deCy geo. f(xy) 90 f(zy) d: ||dl|ly<nw 1 geO.f () ” ||2

Let g* be a solution to (7.30). Then d* := —nkﬁ is a solution to (7.28).
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Figure 7.1: Incorrectness of projecting the unconstrained solution.

In this example, d is the projection of the unconstrained solution dy onto the feasible set C. We
have dTp4 > 0, which may lead to failed line search in a TRAFS iteration. By contrast, the point
d' satisfies maxgey, f(a,) g7d < 0.

3. Under the same condition as above (i.e., when C} = B,, [0]), we can also solve a dual
form:

min |||,
(7.31) subject to max g¢g'd < —1
9€d. f (k)
Let (d}, u) be a solution to (7.29) and d; be a solution to (7.31). Define v := ||d}||,.
We have u = 0 if and only if (7.31) is infeasible. Otherwise, ||d}||, = 7, and u < 0 < v.
Setting d = —1d;; in (7.31) leads to v < —n,/u. Similarly, setting d = Z=d; in (7.29)
yields u < —n/v. We thus have u = v.

As will be shown in Section 7.3, different problems may use different formulations for
best efficiency and/or best numerical stability. Here we consider a typical example where
Cy = B,,[0] and 0. f(x)) is a polytope with p vertices. Let the columns of G € R"*? be
the vertices of O.f(xx). Eq. (7.29) becomes a Second-Order Cone Program (SOCP) with
the constraints ||d||, < n; and G'd < u. Eq. (7.30) becomes a Quadratic Program (QP)
Mingen, ||Gzll,. Eq. (7.31) becomes another QP mingrg<_1 [|d|l,. When p < n, solving
(7.30) is often more efficient than solving (7.31). When p and n are comparable, working
with (7.30) may be less numerically stable compared to (7.31) since we need to compute
g = Gz to obtain d.

We remark that a tempting approach to solving (7.28), which is projecting the uncon-
strained solution, is incorrect. This method first solves dy := argmin” By, [0] MAXged, f(z) g'd

_nkH;TOHz with gg == argmin*geaef(wk) lgll, and then sets d = Il¢, (dy). As shown in Fig. 7.1,

this approach does not necessarily yield a valid solution. One needs to properly solve or
approximate the minimax problem to ensure the convergence of TRAFS.
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7.3 Numerical experiments

7.3.1 Benchmark problems

We perform the numerical evaluation on nine classes of nonsmooth convex problems described
below. For each problem class, we generate 50 instances. Our benchmark set thus contains
450 test cases.

The first six problem classes are convex nonsmooth benchmark problems used in previous
work [HMMO04; BKM14; NS15; Kar20]. They are defined by a single parameter n, the
dimension of the problem. For each of them, we generate 50 instances by taking n uniformly
spaced within [10, npa.x]. We set nya = 5000 for functions with sparse gradients (MAXQ),
CCB3B, and SPL) and n,., = 1200 for others (DPL, CLQ, and CCB3A).

MAXQ: the generalization of MAXQ in Haarala, Miettinen, and Mékeld [HMMO4].

) ifi <%

. . )
—1 otherwise

f(w) = max ‘7:7,27 Lo = { fopt:O

1€]1,n]

DPL: Dense Piecewise-Linear, a.k.a. the generalization of MXHILB in Haarala, Miettinen,
and Mékeld [HMMO04|. Previous nonsmooth optimization methods failed to converge when
n > 1000 [HMMO04; BKM14; Kar20|.

n

o) = e

Jj=

CLQ: Chained LQ in Haarala, Miettinen, and Mékela [HMMO4].

n—1

f(x) = Zmax {—2i— 21, —2 + i1 + (2 + 27, — 1)},
=1

o =051, fopr=—(n—1)V2

CCBS3A: Chained CB3 I in Haarala, Miettinen, and Méakela [HMMO4].

n—1
f(®) = Z max {ﬁ + x?ﬂv (2 - 351‘)2 + (2 - :L'@-H)z, 26*5’*"1*””2*1}7
=1
33():2-1, fopt:2(n—1>

CCB3B: Chained CB3 II in Haarala, Miettinen, and Mékela [HMMO04].

n—1 n—1

n—1
f(x) = max {Z ZL‘ZQ + x?H, 2(2 — mi)Q +(2— $z‘+1)2, Z 9p~TitTit1 }’
i=1

i=1 i=1

w0:2'17 fopt:2(n_1)
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SPL: Sparse Piecewise-Linear, the function (63) in Nesterov and Shikhman [NS15].

fla) = max el g o= 2ol b @0 =1, fo =0
i€]2,n

The next two problems are classic sparse linear models for regression and classification.
The parameters m € Z,, n € Z,, and s € (0, 1) denote the number of samples, the number
of features, and the sparsity of the solution, respectively. LLC has an additional parameter
k € Z, for the number of classes. We generate the problem instances by sampling m and n
uniformly from [8, 2048] and k uniformly from [3, 10] while rejecting those with mn > 10242
for LLR and mnk > 5 x 1024% for LLC. We sample \ log-uniformly from [107, 0.1]. We set
the sparsity s = 0.05. Data matrices are sampled according to the distributions described
below.

We use B(s; n) to denote a random vector in R"™ whose entries are independent Bernoulli
distributions with probability s. We use U(A,,) to denote the uniform distribution over A,
which can be sampled by normalizing n independent samples from an exponential distribu-
tion to have a unit ¢;-norm [Dev13].

LLR: Lasso Linear Regression.
1
fla) =5 |lAz — bl + Alll,, zo=0
where A ~ N (0,,xn, I), b:=byg+by, by=A(xr©®xy),

.05||b
xr ~N(0,, I), xy ~B(s;n), by N./\/’<0m7 0.05] 0“11)

m

LLC: Lasso Linear Classification.

1 — exp(A;xz] ) .
f<m>:ﬁz_10g<zk b ) + Alx]|4, x e R x,=0

— j—1€Xp (Aix]
where A € R™", b e [1, k]™

To generate the data matrices for LLC, we first sample b; uniformly from [1, k] for i €
[1, m]. Then we generate a solution matrix X € R¥*" by sampling each row X; from
N(0,, I) ® B(s; n) while rejecting if its angle with any previous row is less than m/k. Next
we generate a noisy coefficient matrix C € R™** by setting Cs, = 1 and sampling C;; for
j # b; from 0.1U(Ag_;) for each i € [1, m]. Finally, we set A .= A + Ay where A .= CX
and AN ~ N(Oan, (% Z |A”DI)

The above problems are all unconstrained. Next we introduce a constrained one.

DG: Distance Game

T + €
where fi(l)(w) = |a]x|, fi(2)(5'3) = || Biz|[,, fz‘(g)(w) = Zxk logpz +e€
k (A

a; € an Bz € kan’ €= 10_8a D; € An



The functions fi(j )() are three different convex distance functions (note that fi(?’)(-) is the
Kullback-Leibler divergence, which is not a metric). The parameters m € Z, and n € Z,
control the scale of the problem. We generate a;, and B; by sampling from the standard
normal distributions. We set k = |(n + 3)/4] so that A,, contains a nonsmooth point of

fl-(2)(-) with high probability (P [minxeAn fi(g)(a:) = O} is 74% when n = 10 and 98% when
n = 30 [Wen62]). We sample p; from U(A,). Finally, we scale a;, and B; so that the
median values of the sets S; = {fi(j)(wo) ‘ i e [1, m]]} are the same for j € {1, 2, 3}. We

generate the problem instances by sampling m and n from [[8, 1024] while rejecting those
with mn > 4002

7.3.2 Applying the TRAFS algorithm

The functional subdifferentials of all benchmark problems can be derived in closed form using
rules given in Section 7.1.2. Below we outline how to solve the minimax problem (7.28) for
each problem.

Three problems have closed-form solutions. The functional subdifferential of MAXQ is

a polytope for which (7.30) can be written as —m, minpea, \/ S, (a;p;)? where a; = 2,

for indices {ky, -- -, kq} defined by Proposition 7.13. The solution is p} = <af ijl aj_2> 1.
For LLR and LLC, their functional subdifferential is a box {g | u < g < v}, which gives a
solution to (7.30) as g = argmin*ge[uwi] ql-

The functional subdifferentials of SPL, DPL, CLQ, CCB3A, and CCB3B can be rep-
resented as polytopes or sums of polytopes. We use (7.29) for DPL, CLQ, and CCB3A.
For SPL, we use (7.29) when n > 100 for faster speed and (7.31) when n < 100 for better
numerical stability. For CCB3B, we use (7.30) since the polytope has at most three vertices.

The remaining problem is DG. We use Propositions 7.10 and 7.28 to compute the almost-
functional subdifferential for fi(z)(-) in DG. Let V' be the set of vertices of 0.f(xy) for DG.
We have V = {g: + My, |t € [1, T], ||lysll, < 1}, where T < 2m, M; = B] or M, =
0 depending on whether || B;z|, < el? /2, and g; is the gradient of the smooth part of
> fi(j)(az). Note that if |a]x| < egl)/Q, then two vertices are added, with g; containing a;
and g1 containing —a;. Since maxy, y,<1d7(g: + M{y) = g/d + || M,d||, holds for any
d € R”, we formulate (7.29) as a SOCP with constraints x; +d € A,, ||d||, < 7, and
|MId], < u - gld.

7.3.3 Comparison methods and implementation details

This section compares the TRAFS algorithm with the following methods:

e GD: The projected subgradient descent method that computes .1 = [l (2 — Negs),
where 7, € R, is the step size, g, € Jf(xy) is an arbitrary subgradient, and Ilo(x) =
argmin’ . ||y — ||, is the projection operator onto C. Setting n; = % yields an
ergodic convergence rate of O(e~?) where R is the diameter of C' and L is the Lipschitz
constant of f(-) [Bub+15]|.
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e Bundle: The proximal bundle method [MKW16], which is one of the fastest and most
numerically stable methods among popular variants of bundle methods in a previous
evaluation [BKM14, Chapter 17].

e SA,: The subgradient method with double simple averaging, which provides con-
vergence guarantees for the whole sequence of iterates (in contrast to GD that only
guarantees ergodic convergence). SA, has demonstrated better performance than GD
on SPL [NS15]. We test it on the unconstrained problems (problems other than DG)
since applying it to the constrained case requires solving a nontrivial quadratic program
at each iteration.

e ISTA and FISTA: Iterative Shrinkage-Thresholding Algorithm (ISTA) and Fast ISTA
(FISTA) are proximal gradient methods to solve problems in the form f(x) = g(x) +
h(x) where g(-) is smooth and A(-) must be simple enough to admit a closed-form
solution to the proximal operator. FISTA achieves O(e7*®) convergence rate when
g(+) is Lipschitz (possibly not strongly convex) by incorporating a momentum term.
Among our benchmark problems, only LLR and LLC can be solved by ISTA and
FISTA. We use the adaptive versions described in Beck and Teboulle [BT09].

Only TRAFS, Bundle, and GD are applicable to all of our benchmark problems. For Bun-
dle, we use the MPBNGC Fortran implementation [M&k03| with its Julia interface [Mil23].
For methods other than Bundle, we implement them in Python with numpy. TRAFS relies
on external solvers to solve the QP and SOCP problems derived from (7.28). We use the
open-source Clarabel [GC21| solver for SOCP and the PIQP [Sch+23] solver for QP for
problems other than DPL and DG. For DPL and DG, we use the commercial Mosek solver
since it is significantly faster than Clarabel on the two problems. Of note, Clarabel generates
more accurate solutions than Mosek in our experiments.

We do not perform any problem-specific tuning for TRAFS, Bundle, ISTA, and FISTA.
We use the default hyperparameters for Bundle except that we set the maximum line search
iterations to 100 and the maximum number of stored subgradients to 50. We set the step

growth parameter as 1.5 in ISTA and FISTA. For GD and SA,, we use the step size n, = \%

where 179 = ‘/Tﬁ for SPL, DPL, and LLR with L being the Lipschitz constant, 1y = 0.01 for
CCB3A and CCB3B, 1y = 10~* for DG, and 1y = 1 for others.

Our benchmark environment is a Linux workstation with an AMD Ryzen Threadripper
2970WX 24-core processor and 128 GiB of RAM. We use Python 3.11.6, numpy 1.26.2,
openblas 0.3.25, Mosek 10.1.21, Clarabel 0.6.0, and PIQP 0.2.4. All methods and external
solvers use a single thread. We set the maximum number of iterations to 50,000 for all
methods. For TRAFS and Bundle, we set the termination threshold of solution accuracy
as 1075, All methods use double-precision floating-point numbers. The source code of
experiments is available at https://github.com /jia-kai/trafs.
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7.3.4 Metrics and results

For a minimization method and a problem instance, we define its error as

B = fmeth - fopt

7.32 ,
(7.32) T+ o

where fretn is the objective value achieved by the method and f,p is the optimal objective
value (listed in Section 7.3.1 for the first six problems) or the best objective value found by
any method (for LLR, LLC, and DG).

For each problem class and each method, we evaluate the following metrics:

1. For € € {1073, 1075}, we evaluate the number of iterations and CPU time needed to
achieve £/ < e. We normalize the metrics for each problem instance by the best method
on that instance. We then summarize the metrics of this method by computing the
geometric mean of the normalized metrics over problem instances on which the method
achieves £ < e . We also report the proportion of problem instances on which the
method achieves E < e.

2. We report the arithmetic mean of numbers of iterations and CPU time over all problem
instances before the method terminates, which could be due to reaching the maximum
number of iterations of 50, 000, satisfying the user-defined accuracy of 107%, or encoun-
tering numerical issues. We also report the shifted geometric mean of the final error
E over all problem instances, defined as below:

1 n
(7.33) SHM(FEy, ---, E,) = exp <— g In (E; + S)) — s, where s =10"°
n
i=1

Table 7.1 presents our evaluation results. TRAFS successfully solves all problem instances
to e = 1072 accuracy. Under the setting of ¢ = 1075, TRAFS solves 98.9% of the problem
instances, compared to 49.3% of Bundle and 3.3% of GD. On problems other than LLR
with € = 107%, TRAFS is the fastest method and successfully solves all instances; on LLR,
TRAFS is slower than FISTA which is a more specialized method with better convergence
guarantees for non-strongly convex problems. When compared to Bundle, the second-best
method in terms of the number of successfully solved instances over all problem classes,
TRAFS is 18.2 times faster on instances solved by both to € = 1072 and 39.1 times faster
on instances solved by both to ¢ = 1075,
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Table 7.1: Experiment results

e=10"3 e=10"6 Termination
Problem  Method Iter® Time®*  SolvedP Tter® Time?® SolvedP  Iter® Time® Errord
TRAFS 1.00 1.02 100% 1.00 1.01  100% 146 0.05 1.1x10—10
MAXQ Bundle 44.21  449.45 12% 5.98 158.94 4% 45607 1282.30 9.6x10§
GD 44.39 7.39 4% 7.82 1.00 2% 50000 1.47 1.2x10°
SAs - - 0% - - 0% 50000 1.78 6.6x10°
TRAFS 1.00 1.51 100% 1.00 1.00 100% 7 2719 7.2x10°7
DPL Bundle 24.10 1.68 100% - - 0% 1891 11.80 3.7x107°
GD - - 0% - - 0% 50000 50.02 0.07
SA2 572.56 3.02 2% - - 0% 50000 50.24 0.25
TRAFS 1.18 43.58 100% 1.01 1.00 100% 645 9.89 7.6x10—10
CLQ Bundle 1.50 254.18 100% 93.90 47.01 100% 46016  282.72 3.7x10~7
GD 868.94 45.74 8% - - 0% 50000 3.74 1.2x1073
SA; 4.00 1.00 100% - - 0% 50000 4.02 2.9x10°
TRAFS 1.78 17.21 100% 1.00 1.00 100% 137 2.90 7.2x10710
ccpsa  Bundle 1.08 50.63 100% 74.29 30.28 100% 47645  352.36 1.8x10~7
GD 16.97 1.03 100% - - 0% 50000 5.74 1.1x10~%
SAs 52.48 3.32 100% - - 0% 50000 5.93 8.6x10~°
TRAFS 1.64 2.52 100% 2.10 1.00 100% 95 0.24 1.1x10—18
CCB3B Bundle 1.03 107.50 100% 1.00 19.59 100% 39 1.65  3.5x10~10
GD 15.82 1.04 100% - - 0% 50000 6.25 6.7x1075
SAz 39.49 2.99 100% - - 0% 50000 6.63 5.5x10~°
TRAFS 1.00 1.00 100% 1.00 1.00 100% 7 0.09 1.3x10~7
SPL Bundle 5110.32 3751.44 60% 3041.50 2058.91 46% 37536 1021.29 2.4x10~4
GD - - 0% - - 0% 50000 14.94 0.21
SA; - - 0% - - 0% 50000 15.31 0.06
TRAFS 3.50 13.87 100% 3.66 15.10 90% 12914 10.94 45%x1077"
Bundle 3.73  258.57 100% 8.25  352.04 58% 13171  134.88 4.8x1076"
LLR GD 40.67 15.94 50% 39.40 17.43 28% 50000 9.78 3.3x10™4"
SAs 897.55  327.85 34% - - 0% 50000 9.91 4.4x1073"
ISTA 5.62 4.64 96% 3.18 2.66 80% 46344 13.20 1.8x1076"
FISTA 1.04 1.02 100% 1.10 1.04 100% 11093 2.25 2.0x10—12*
TRAFS 1.12 1.98 100% 1.04 1.48 100% 1412 7.31 9.2x10—11"
Bundle 30.44  263.16 98% - - 0% 41253 1864.14 1.5x10~4"
LLC GD 276.10  126.48 8% - - 0% 50000 51.33 4.4x103"
SAj 352.78  227.48 8% - - 0% 50000 50.87 2.8x10~3"
ISTA 77.68 37.68 88% 23.71 15.64 22% 50000 71.66 5.3x1075"
FISTA 2.66 1.26 100% 3.90 1.53 100% 37156 58.70  3.3x10~10*
TRAFS 1.00 1.00 100% 1.00 1.00 100% 180 16.91 0"
DG Bundle 56.83 9.26 98% 8.97 2.45 36% 34648  234.19 1.9x10~5"
GD 435.84 14.20 60% - - 0% 50000 150.13 8.1x104*
TRAFS 1.18 1.61 100.0% 1.10 1.01 98.9% 1735 839 1.2x10~7"
All Bundle 8.94 31.70 85.3% 24.25 39.65 49.3% 29756  576.15 1.1x10~4"
GD 37.80 2.26 36.7% 30.86 3.00  3.3% 50000 32.60 0.01"

2 Geometric mean of metrics normalized by the per-instance best result over instances successfully solved by
the target method. Lower is better.

b Proportion of problem instances successfully solved by the target method. Higher is better.

¢ Arithmetic mean of metrics over all problem instances. Time is in seconds. Lower is better. Only TRAFS
and Bundle support termination by user-defined accuracy.

4 Shifted geometric mean (see (7.33)) of the final solution error when the method terminates. Lower is better.

* The true minimum objective value is unknown; fopt is the best result among the evaluated methods.

** Bold numbers indicate the best method under the metric for each problem class.
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7.4 Related work

There is a large body of work on smooth and nonsmooth convex optimization [BV04;
Bub+15; Bag+20]. This section does not aim to provide a comprehensive review of all
related work but rather focuses on the methods and results most relevant to TRAFS. I will
discuss three classes of methods:

1. Methods that use subgradient oracles for unstructured problems. They typically deliver
slower convergence rate than TRAFS.

2. Methods that exploit problem structures to achieve faster convergence on certain non-
smooth problems. Most of them have the same convergence rate as TRAFS; FISTA
has a better theoretical rate than TRAFS.

3. Interior-point methods. Such methods are used to solve the minimax subproblems in
TRAFS iterations. I compare them with first-order methods like TRAFS.

7.4.1 Subgradient oracle methods for unstructured problems

There are two classic methods that use the subgradient oracle. The projected subgradient
descent iteratively updates the solution by moving in the opposite direction of an arbitrary
subgradient of the objective function and projecting the result onto the feasible set. With
proper parameters, the projected subgradient descent achieves an ergodic convergence rate
(i.e., convergence of the average of all iterates) of O(e=2?) [Bub+15]. The bundle method
[Lem78; Mif82; HLI6b| approximates the objective function at the k-th iteration by a piece-
wise affine function fj,(x) = max; e, (f(x;) + gj(z— x;)) where J;, C [1, k]. Different vari-
ants may employ different strategies of defining Jj, or computing @1 from fi(-) [LNN95;
Kiw06; MKW16|. It was recently shown that the proximal bundle method has iteration
complexities of O(e72) or O(e!) for Lipschitz and strongly convex Lipschitz functions, re-
spectively [DG23]. Compared to these two methods, TRAFS provides both better iteration
complexity guarantees and substantially better performance on the benchmark problems
(Section 7.3.4).

Any method that queries a subgradient oracle once per iteration (thus including the
projected subgradient descent and the bundle method) needs at least € (¢72) or 2 (e7}) it-
erations in the worst case, depending on whether the function is strongly convex [NY83;
IN14]. The same lower bounds also hold in the stochastic setting where the oracle delivers
a subgradient with some zero-mean, bounded-variance additive noise, which can be proven
from an information-theoretic perspective [Aga+09|. By contrast, TRAFS uses the func-
tional subdifferential that includes multiple subgradients and incorporates sufficient local
information to achieve a lower iteration complexity.

There are attempts to utilize the e-subdifferential (see Remark 7.1 for a definition)
for optimizing nonsmooth functions with special structures [BM71; CDW75]. Although
rules exist to characterize the e-subdifferentials mathematically [HLI6b|, computing the e-
subdifferential for unstructured functions is typically intractable [BLO02|. Gradient sam-
pling methods [BLO02; BLOO05; Bur+20| overcome this intractability to optimize unstruc-
tured functions by using gradients computed at m points uniformly sampled in B, [x] in
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each iteration to approximate the e-subdifferential. However, gradient sampling methods are
computationally expensive since most variants require m > n + 1, where n is the dimen-
sion of the problem. Even the variant converging with a constant number of samples still
recommends m = n/10 for practical performance [CQ13|. Previous evaluations typically
work with small-scale problems with n < 120 [BLO05; CQ13; HSS17]. I am unaware of any
global iteration complexity results for gradient sampling methods other than a local linear
convergence result for a special class of functions [HSS17|. By contrast, the functional sub-
differential deterministically characterizes the local behavior of the function to enable the
guaranteed global convergence rates of TRAFS.

7.4.2 Structure-exploiting methods

A large body of work exploits problem structures to design efficient algorithms. Many
algorithms incorporate proximal methods [PB+-14] and/or primal-dual methods [CP11]. Let
our goal be mingec f(x) as in TRAFS. If the objective function can be decomposed as
f(x) = g(x) + h(x) where g(-) is smooth and A(-) is nonsmooth but simple enough to admit
a closed-form solution for the proximal operator defined as

prox,;,(z) = ar%rergn* (h(z) + %Hz - :z:||§>,
then the proximal gradient method can be applied to achieve O(e™!) iteration complexity
(and O(e™'/?) complexity with acceleration [BT09]). For saddle-point problems defined as
f(x) = maxyep g(x, y) where g(-) is convex-concave and smooth, the mirror proxy algorithm
[Nem04b| achieves O(e~1) iteration complexity. If the saddle-point problem has bilinear cou-
pling with strongly-convex components, i.e., g(x, y) = xTAy+ a(x) — f(y) for some matrix
A and strongly-convex and smooth functions a(-) and §(-), then one can achieve O(loge™!)
iteration complexity with primal-dual methods [CP11]. Of note, for first-order methods on
smooth problems, the lower bound is €2 (6_1/ 2) [NY83|; Nesterov designed algorithms that
achieve this lower bound [Nes83; Nes98|. Nestorov’s accelerated method can be understood
in a more unified primal-dual framework [AO17].

Instead of exploiting problem structures, TRAFS takes a complementary approach by
utilizing more first-order information in each iteration. TRAFS does not incorporate ideas
from proximal methods or primal-dual methods. For example, consider the objective function
f(x) = g(x) + A||z||, where g(-) is convex and smooth. The proximal gradient method uses
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the iterate

. x L
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= argmin | —
(7.34) z€R" 2

To(x); = max {|z;| — «, 0} sign(z;)

By comparison, given Corollary 7.12, Proposition 7.15, and (7.30), TRAFS computes the
iterate as

(7.35) gr = argmin’ 1z]|,
Vg(xr)+le, (1) <2<Vg(xr)+ue, (1)

where < is defined element-wise, and I, (-) and wu,,(-) are given as I and w in Proposi-
tion 7.15. Clearly, (7.35) differs from (7.34). TRAFS also performs differently from the
proximal gradient methods (ISTA and FISTA) in the numerical experiments (Section 7.3.4).
An interesting future direction is to combine functional subdifferential with existing methods
to further improve the efficiency or applicability of nonsmooth optimization algorithms.

7.4.3 Interior-point methods

As discussed in Section 7.2.6, external solvers may be needed to solve the minimax problem in
TRAFS iterations. Such subproblems encountered in TRAFS are typically linear/quadratic
programs or second-order cone programs, for which practical solvers often use variants of the
Interior-Point Methods (IPM) to achieve linear convergence; see Nemirovski [Nem04a| for
a comprehensive review of IPM. The benchmark problems considered in Section 7.3.1 can
also be reformulated as conic convex programs that can be handled by some IPM solvers
like Clarabel [GC21|. One may wonder why not directly solving the original problem using
those solvers. There are two reasons of preferring a first-order iterative method like TRAFS
over IPM in certain cases:

1. Efficiency: For a problem with n variables and m constraints, IPM’s complexity is
O(m1'5n2 log %) where V is a data-dependent parameter and € is the desired accuracy.
IPM’s complexity has a quadratic dependence on n; this quadratic term comes from
the Newton step (which is a second-order method that works with the Hessian) in each
IPM iteration. For large problems, the quadratic complexity can become a bottleneck.
By comparison, the complexity of first-order methods like TRAFS often has a (quasi-)
linear dependence on n. For example, solving (7.35) is O(nlogn) since computing the
functional subdifferential of the ¢; norm involves sorting |z;|.
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If an external IPM solver is used in TRAFS, then the k-th TRAFS iteration has
a complexity term of O(n?) where ny is data-dependent. For example, if the original
problem is unconstrained and 0., f () is a polytope with vy vertices, then the quadratic
program resulting from (7.30) has ny = v;. Related to this, there are two interesting
future research questions: (i) characterizing nj under different assumptions of problem
formulations / data distributions; and (ii) designing efficient approximate algorithms
to solve the TRAFS minimax subproblem when ny is large.

2. Applicability: IPM can only work with certain problems. For example, there is
currently no solver that supports a cosine objective f(x) = — cos(x) subject to z €
[—7/2,7/2]. The reason is that IPM (at least conceptually) first transforms any convex
problem to a standard form that uses a linear objective ¢’ with a set of constraint
functions in the form g¢;(x) < 0 for ¢ € M. For each g;(-), IPM needs a barrier function
Gi(-) such that G;(x) — oo as @ approaches 0 {x | g;(x) < 0}. IPM then transforms
the constrained problem into a sequence of unconstrained problems parameterized by
t > 0: mingtc’x + ), ., Gi(z). A solution to the original problem is obtained by
solving the sequence of unconstrained problems with ¢ — co. To achieve linear conver-
gence, the barrier function must satisfy a smoothness property called self-concordant.
However, for some analytical forms of constraints, there is no known corresponding
self-concordant barrier function that admits polynomial-time evaluation of its gradient
and Hessian.

By contrast, first-order methods like TRAFS do not require a barrier function and
can be applied to a larger family of convex objective functions. Working with the
above cosine objective is trivial for TRAFS. For example, for the objective f(z) =
—cos(x) + |z|, the TRAFS minimax subproblem can be solved by (7.35) as discussed
earlier.

Given the above discussion, for a convex problem, one needs to consider its formulation and
scale to decide the most appropriate optimization method.
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This chapter studies limited-strategy games where a player’s capability level limits the
set of strategies they can access as introduced in Section 1.4. Section 8.1 defines the limited-
strategy game, where a player with a higher capability level has access to a larger strategy
space. Section 8.2 instantiates the limited-strategy game model with the distance-bounded
network congestion game with default action (DNCDA), which was first introduced in the
author’s previous work Yang, Jia, and Rinard [YJR22|. Section 8.2.1 reviews the symmetric-
capability DNCDA model analyzed in Yang, Jia, and Rinard [YJR22|, where all players
have the same capability level. Section 8.2.2 defines the mized-capability DNCDA model
(McDNeDA) that extends the DNCDA model by allowing players to have different capability
levels. Section 8.2.3 studies a special class of the MCDNCDA called the Mized Gold and
Mines Game (MGMG) where the network has a parameterized structure with two players.
Section 8.3 discusses related work.

8.1 The limited-strategy game model

This section defines the limited-strategy games. Informally, in a limited-strategy game, each
player has a hierarchy of strategy spaces. Their capability level in a game instance determines
the strategy space they can use.
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Definition 8.1 (One-shot limited-strategy game)
A one-shot limited-strategy game (OLS-Game for short) with n players is a tuple G =

(N> (bi)ie./\/a ([’;')iej\/,je[[l,biﬂ? (ui)ie/\/’) where:
e N =1, n] is the set of players.
e b; € 7, is the maximal capability level of player 1.

. E; is a finite strategy space of player ¢ when they have capability j. The strategy
spaces of a player must form a hierarchy: Vj € [1, b; — 1] : L; cL The value of
all (L£%)ien, je,b,] is called the strategy hierarchy of G.

i
j+1-

o u;: Ly x---x L] — Ris the payoff function of player . q

Comparing to the limited-perception game (Definition 2.1) where all players share the
payoff perception function, a limited-strategy game does not have a strategy space reduction
function shared by all players because the player’s strategy spaces are typically different.
This section focuses on establishing the definitions of limited-strategy games. Analysis of
properties in limited-strategy games is left for games with more specific structures as exem-
plified in Section 8.2.

Similar to the limited-perception games, an instance of a limited-strategy game is defined
by the capability profile.

Definition 8.2 (Game play of the OLS-Game)

In an instance of an OLS-Game as defined in Definition 8.1, each player ¢ has a capability
level ¢; € [1, b;]. The tuple (¢;)ien is called the capability profile of this instance. Players
know N and (u;);en as common knowledge. The player ¢ knows their capability level ¢;, but
may or may not know the capability levels of other players. Each player i chooses a strategy
si € L% . The payoff of player i is u;(s1, ..., sp). q

Similar to Definition 4.1, one can define capability-aware players in the limited-strategy
games:

Definition 8.3 (Capability-aware player and fully-capability-aware game)

In an OLS-Game as defined in Definition 8.2, a capability-aware player knows everyone’s
capabilities (¢;);en in any game instance. In a fully-capability-aware OLS-Game, all players
are capability-aware and know this as common knowledge. <

Similar to the pragmatically capability-positive property for limited-strategy games de-
fined in Definition 4.25, we can define capability-positive limited-strategy games in the fully-
capability-aware setting. The definition is easier than the limited-perception games because
players do not need to reason about possible new perceptions of the game after their capa-
bility level increases.

Definition 8.4 (Capability-positive OLS-Game)

Given an OLS-Game as defined in Definition 8.1, assume the game is fully-capability-aware.
Let Pi(cy, ..., ¢;) C R denote the set of possible payoffs of player ¢ in Nash equilibria when
the players’ capability profile is (c1, ..., ¢,).
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The game is capability-positive for a capability profile ¢ € [],.\ [1, b5] if and only if for
all © € NV, it holds that

(c; <b) = (min Py(c; + 1, ¢_;) > max P(¢;, ¢_;))

The game is universally capability-positive if it is capability-positive for all possible capability
profiles. <

Not all limited-strategy games are capability-positive. Example 8.1 presents an example
where a player’s payoff changes arbitrarily as their capability level increases by one.

Example 8.1 (Arbitrary payoff change with increasing capability)

Consider a two-player two-action bimatrix game. Player 1 is the row player with two possible
capability levels: £} = {1} and £ = {1, 2}. Player 2, the column player, has one capability
level: £2 = {1, 2}. Let C € R be a constant. Their payoff matrices are:

1 c-1 21
A._[Q . } B._L 2]

When player 1 is has capability level 1, they can only use the first row, and player 2 plays
the first column, which results in payoffs (1, 2). When player 1 is allowed to use their full
capability, the only Nash equilibrium is second row and second column, which results in
payoffs (C, 2). <

Unlike the limited-perception games, there is no truly capability-oblivious player in a
limited-strategy game since a player at least knows their own capability level so that they
can choose a valid strategy. When players are not fully capability-aware, a limited-strategy
game can be modeled by existing incomplete-information game models. One of the simplest
models is the Bayesian game, also called the Harsanyi model; see Harsanyi [Har67| and
Maschler, Zamir, and Solan [MZS13, Section 9.4] for more details. Informally speaking, in
a Bayesian game, each player has a private type that determines the player’s strategy space
and payoff function; players have a prior belief on the distribution of types of other players.
In the context of limited-strategy games, the capability level of a player can be considered
as their type. The Bayesian limited-strateqy game is defined as follows.

Definition 8.5 (Bayesian limited-strategy game)

A Bayesian limited-strategy game is a tuple G = (N, (b;)ien, (L)ien, jern bl (U)ien, (pi)ien)
where p; € Ac is player ¢’s prior belief on the capability levels of other players with
C = [[,ear [1, bs]. Other symbols are defined as in Definition 8.1.

In an instance of a Bayesian limited-strategy game, player ¢ knows their capability level ¢;.
All players know (p;)i;en as common knowledge. Player ¢ chooses a strategy s; € Lf: <

As in the Bayesian game, a player’s pure strategy in a Bayesian limited-strategy is a function
si - [1, bs] = L}, such that s;(c) € L, for all ¢ € [1, b;]. Each player in a Bayesian limited-
strategy game tries to maximize their expected payoff given their belief on the capability

NI
levels. Given a strategy profile (s;);en where s; € (Eij) ’ , the payoff of player i is their
expected payoff according to their belief:

(8.1) U(st, -y sn) = > wilsi(cr), -, salea))pier, -y )

(Cly ey Cn)ec
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Nash’s theorem guarantees the existence of a mixed Nash equilibrium in a Bayesian limited-
strategy game, where the mixed strategy of player ¢ can be represented as a behavior strategy
o [1, b;] — Aﬁi  [MZS13, Theorem 9.47]. Since the Bayesian limited-strategy game is a

special case of the Bayesian game, previous results on Bayesian games apply. In particular,
if the normal-form game <N , (Ezbz)ze e () N) is a potential game and all players share

a common belief (i.e., p; = p; for all i, j € N), then the Bayesian limited-strategy game is
also a potential game and thus has a pure Nash equilibrium [Heu+96, Corollary 5.4].

Since the prior belief in a Bayesian limited-strategy game heavily influences the game
outcome, the rest of this chapter focuses on the simpler model of fully-capability-aware
limited-strategy games.

8.2 Distance-bounded network congestion games

This section demonstrates a generic idea of building a strategy hierarchy to define a limited-
strategy game. The idea is to define a strategy space as the set of programs in a Domain-
Specific Language (DSL). A player’s capability level determines the size of strategy programs
accessible to the player.

I focus on variants of distance-bounded network congestion games with default action
(DNcDA), which were first proposed in the author’s earlier work [YJR22|. A player’s strategy
in DNCDA is represented by a program in a DSL that generates a path in a network. DNCDA
is derived from distance-bounded network congestion games (DNC). DNC is inspired by
classic network congestion games. In a network congestion game, players choose paths in a
network to minimize their travel time from a source to a destination. The travel time is the
sum of the travel time on each edge, which depends on the number of players using the edge.
Network congestion games are a special case of congestion games, which are equivalent to
potential games and have pure Nash equilibria.

Before introducing DNC and DNCDA games, let’s first review potential games and con-
gestion games.

Definition 8.6 (Potential game [MS96c]|)
A potential game is a tuple G = (N, (Si)ien (Wi)ien, <I>) where:

e N =1, n] is the set of players.
e S, is the strategy space of player 1.

e u; : S — R is the payoff function of player i, where & = & x --- x §,, is the joint
strategy space.

e ®:S — Ris the potential function of the game that satisfies the following condition:

Vs eS8, Vie N, Vs, €S ®(s) — (s}, 5;) = ui(8) — ui(s, 84) N

For a finite potential game, ®(-) is bounded. It is easy to verify that the maximizer of ®(-)
is a pure Nash equilibrium of the game.
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Definition 8.7 (Congestion game [Ros73|)
A congestion game is a tuple G = (N, &, (S;),cpr (de)ece) Where:

e N =[1, n] is the set of players.

e & is a finite set of congestible resources.

e S; C 2¢ is the strategy space of player i.

e d.: N+ R is the delay function on the resource e, which is non-decreasing.

Given a strategy profile s € §; x --- x §,,, the payoff of player ¢ is defined as:

ui(s) == de(x(s))

ecs;
where z.(s) = |{j e N | e € s;}| q
It is easy to verify that for a congestion game, the function ®(s) = —->" ,ﬁe:(f ) d.(k) is

a potential function. Therefore, all congestion games are potential games. Monderer and
Shapley [MS96¢c| also shows that every potential game can be reduced to a congestion game.

The complexity of finding a pure Nash equilibrium in a congestion game is PLS-complete
[FPTO04]. PLS stands for the polynomial local search complexity class, which is a subclass
of NP. Informally, a problem is in PLS if a solution can be improved or certified to be
locally optimal in polynomial time. There is no known polynomial-time algorithm to solve
a PLS-complete problem.

A network congestion game is a special case of a congestion game where the resource set
£ is the edge set of a directed graph. The strategy space of each player is the set of paths
from a source vertex to a sink vertex. A game is called symmetric if all players share the
same source and sink vertices. Symmetric network congestion games and a special class of
congestion games can be solved in polynomial time; asymmetric network congestion games
are PLS-complete [FPT04; ARVOS].

8.2.1 Symmetric-capability game models and properties

This section introduces symmetric-capability network congestion games and their properties.
Most of the results have been published in Yang, Jia, and Rinard [YJR22].

8.2.1.1 DNC: The distance-bounded network congestion game

In a distance-bounded network congestion game, a player’s capability level limits the length
of the path they can choose. The game is defined as follows:

Definition 8.8 (Distance-bounded network congestion game)
A Distance-bounded Network Congestion game (DNC) [YJR22, Definition 1] is defined by
atuple G = (V, E, N, s, t, (de)ces) where:

e ) is the set of vertices in the network.
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E CV x V is the set of edges in the network.

N =[1, n] is the set of players.

s € V is the source vertex shared by all players.

t € V is the sink vertex shared by all players.
e d.: N+— R is a non-decreasing delay function on edge e.

The source has no incoming edges and the sink has no outgoing edges; i.e., (v, s) ¢ £
and (t, v) ¢ & for all v € V. There is at least one path from the source to the sink. The
network has no negative-delay cycles, i.e., for each cycle C, we require ) . minjez, dc(i) =
Zeec de(l) Z 0.

Players in an instance of a DNC have a symmetric capability profile defined by a shared
distance bound b € [[1, 5]] where b is the length of the longest s — ¢t simple path in the
network. The strategy space of a player contains all s — ¢ simple paths whose length does
not exceed b:

Po S, Pk t? (p27 pi+1) S 5) k S b7 }
Ly = e o
’ {(po pk) ‘ pi # pj for i # j

The payoff of a player in a DNC instance is the negative delay they experience; i.e., a
player’s goal is to minimize their delay. Let s; == (ps, ..., pir,) € Ly denote the strategy
of player i for i € N. Let E; = {(pij, pij+1) | 0 < j < k;} denote the corresponding set of
edges on the path chosen by player ¢. The load on an edge e € £ is defined as the number
of players that occupy this edge: z. = |[{i | e € E;}|. The delay experienced by player i is
di(8) = D ecp, de(we) for a strategy profile s := (s, ..., s,). All players experience infinite
delay if the distance bound permits no feasible solution (i.e., when £%0). Social welfare
is defined as the negative total delay of all players where a larger welfare value means on
average players experience less delay: W(s) == =3\ d;(s).

8.2.1.2 DncDA: A DNC variant with a DSL-based strategy space

DNcDaA is a variant of DNC to be introduced below, which allows the strategy space to be
defined by programs in a DSL.

Definition 8.9 (Distance-bounded network congestion game with default action)
A Distance-bounded Network Congestion game with Default Action (DNCDA) [YJR22, Def-
inition 2| is a tuple G = (V, €, N, s, t, (de)ece, (We)ece) Where:

e w, € {0, 1} is the length of edge e.
e All other symbols have the same meaning as in Definition 8.8.

The network has the following properties:
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P - if (u == s) { return 2; } else {
o -7 A if (u == 3) { return 4; } else {

@: : 7'@—’@—:@ return DA(u);

NN S /// }
tIIIIT - }

(a) Example graph structure. Solid arrows represent  (b) The shortest program to represent the
the default actions. Dashed arrows are unit-length  strategy (s, 2, 3, 4, 5, t).
edges.

Figure 8.1: An example of the DNCDA game and a program to represent a strategy.

e A default action, denoted as DA(-), can be defined for every non-source, non-sink
vertex v € V \ {s, t} such that:
(U, DA(U)) € 5, W(y, DA(v)) = 0,
Vu e V\{DA()}: (v,u) €& = wp,u =1

o Edges from the source have unit length: Vo € V@ (s,v) € £ = w0 =1

e The subgraph of zero-length edges is acyclic. Equivalently, starting from any non-
source vertex, one can follow the default actions to reach the sink.

Players in an instance of a DNC have a symmetric capability profile defined by a shared
distance bound b € Z,. The strategy space of a player contains all s — ¢ simple paths whose
length does not exceed b:

k—
Po =S, Pk = ta (pia pi-‘rl) S S, Zz:ol W(p;, pis1) S b, } 4

pi # pj for i # j

The following context-free grammar [HMU14]| defines the DSL that describes the strategy
of a player in a DNCDA instance:

Ly = {(pg, ey DE)

Program — return DA (u);
| if (u == V) {return V;} else {Program}
vV =+ v ¢ V

A program p in this DSL defines a computable function f, : V — V with semantics
similar to the C language where the input vertex is stored in the variable u, as illustrated
in Fig. 8.1. The strategy corresponding to the program p is a path (v, ..., vx) from s to t
where:

Vg =S Viy1 = fp(v;) for i >0 and v; # ¢ k=iifv, =t

The capability level of a player in DNCDA is defined as the maximum size of programs
that they can use. The size of a program is the depth of its parse tree. Due to the properties
of DNCDA, the shortest program that encodes a path from s to ¢ specifies the edge chosen
at all divergent points in this path. The size of this program equals the length of the path.
Hence the distance bound in the game configuration specifies the capability of each player
in the game.
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8.2.1.3 Properties of DNC and DNcDA

Since the capability profile is symmetric in both DNC and DNCDA instances, the games are
fully-capability-aware as defined in Definition 8.3.

Computational complexity of game solving Yang, Jia, and Rinard [YJR22] has shown
the following hardness results for both DNC and DNCDA:

e Finding one pure Nash equilibrium in a DNC or DNCDA instance is PLS-complete.

e Finding the pure Nash equilibrium with the best (resp. worst) social welfare (i.e.,
minimum (resp. maximum) total delay for all players) in a DNC or DNCDA instance
is NP-hard.

e Finding the pure strategy profile with the best social welfare where players behave
cooperatively under a central authority in a DNC or DNCDA instance is NP-hard.

As an interesting comparison, Fabrikant, Papadimitriou, and Talwar [FPT04] shows that
finding a pure Nash equilibrium is in P for symmetric network congestion games but PLS-
complete for asymmetric ones. A game is symmetric if and only if all players have the same
strategy space, and the payoff of playing a particular strategy only depends on the set of
strategies played by other players but not on who plays which strategy. In an asymmetric
network congestion game, players may have different source or sink vertices. The DNC
and DNCDA games are both symmetric, but with the additional distance bound constraint,
solving the game becomes PLS-complete.

The proof in Yang, Jia, and Rinard [YJR22| constructs hard games with multiple players.
On the other hand, if a DNC game has only a few players, one pure Nash equilibrium can
be found in polynomial time, as shown in the following theorem.

Theorem 8.1 (Solvable DNC with few players)
Given a DNC instance with n players, a pure Nash equilibrium can be found in (’)(b” |V|2n).

Proof. 'We can minimize the potential function using dynamic programming. For v € V"
and ¢ € [[1, b]", let f(v, ¢) be the minimum potential function value computed on strategy
profiles s such that s; is a length-¢; path from the source to v; for i € N'. Then f(v, ¢) can
be recursively computed by considering all possible successors of v. There are (b|V|)" states
and O(|V|") transitions for each state. The total time complexity is thus O (b" \V|2"). O

Capability transfer properties Since the capability profile in a DNCDA instance is
symmetric, a natural definition of capability transfer properties is to consider the change of
the social welfare when the players’ capability level increases.

Let’s introduce some notation. Assuming the maximum capability level is b (which is
the longest s — ¢ simple path in DNCDA), we have £, C Ly, for 1 < b < b. Let Equil (b) C
(L£y)" denote the set of all pure Nash equilibria at the capability level b. Define W," =
MaXsckquil (5) W (8) to be the best social welfare at equilibrium and W,™ = mingegqui ) W(s)
as the worst social welfare.
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Due to the hardness of solving DNCDA, Yang, Jia, and Rinard [YJR22| considers a
special class of DNCDA, called the distance-bounded network congestion game with default
action and shared delay (DNCDAS). In a DNCDAS game, all edges share the same delay
function d(-); i.e., Ve € £ : d(-) = d(-). The delay function is also non-negative and non-
decreasing. Yang, Jia, and Rinard [YJR22| proves the following capability transfer properties
for DNCDAS:

e Define socially capability-positive games as games where the social welfare at equilib-
rium never decreases as the capability level increases, i.e., V1 < b < b : Wb < Wy
Then the sufficient and necessary condition on the delay function d(-) for all DNCDAS
games using d(-) to be socially capability-positive is that d(-) is a constant function.

e Define socially maz-capability-preferred games as games where the worst social welfare
at equilibrium with the maximum capability level is no worse than any social welfare
at equilibrium with any lower capability level, i.e., V1 < b < b : W,k < Wi Then the
sufficient and necessary condition on the delay function d(-) for all DNCDAS games
using d(-) to be socially max-capability-preferred is that d(-) is a constant function.

e Define socially capability-negative games as games where the social welfare at equilib-
rium never increases as the capability level increases, i.e., VI < b < b: W, > W;fH.
Then the sufficient and necessary condition on the delay function d(-) for all DNCDAS

games using d(-) to be socially capability-negative is that d(-) is the zero function.

e Define socially min-capability-preferred games as games where the best social welfare
at equilibrium with the minimum capability level is no worse than any social welfare
at equilibrium with any higher capability level, i.e., Vb > 2 : W, > W,t. Then the
sufficient and necessary condition on the delay function d(-) for all DNCDAS games
using d(-) to be socially min-capability-preferred is that d(-) is the zero function.

One interpretation of the above results is that there is no non-trivial delay function that
guarantees any monotonicity of social welfare with respect to the capability level in DNCDAS
games. For all possible network configurations to satisfy any of the above capability transfer
properties, the delay function must be either constant or zero, which implies the total delay
experienced by players is independent of the capability level.

8.2.2 Mixed-capability game models and properties

This section extends the DNCDA model to allow players with different capability levels. The
new game is called Mized-capability DNCDA (McDNCDA).

Definition 8.10 (Mixed-capability DNcDA)

A Mized-capability DNcDA (McDNCDA) is a DNCDA game where the capability profile is
not required to be symmetric. With the notation defined in Definition 8.9, in an instance
of an MCDNCDA game, the capability profile is defined by (c;),c\, Where ¢; € [[1, l_)]] is the
capability level of player i, and b is the length of the longest s —t simple path in the network.
Player i’s strategy space is all s —t simple paths whose length does not exceed ¢;. All players
know the capability profile as common knowledge. N
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Although the capability profile in an MCDNCDA instance can be asymmetric, the game
is still symmetric in the sense that players with the same capability level have the same
strategy space. Of note, MCDNCDA games are fully-capability-aware (Definition 8.3).

Theorem 8.2 (Hardness of solving McDNcDA)
Finding a pure Nash equilibrium in an MCDNCDA instance is PLS-complete. Given an

n-player MCDNCDA instance, a pure Nash equilibrium can be found in O(([L,cp ) |V|2n).

Proof.  Since MCDNCDA generalizes DNCDA, finding one pure Nash equilibrium is at least
PLS-hard. It is in PLS since the best response of any player can be computed by dynamic
programming in polynomial time. Therefore, it is PLS-complete. The time complexity proof
is similar to Theorem 8.1; of note, the state graph in the dynamic programming is acyclic
since the default action edges lead to the sink and thus form an acyclic subgraph. 0

A mixed-capability MCDNCDA is capability-positive if a player gets no longer delay in
pure Nash equilibria when their capability level increases. The following definition is adapted
from Definition 8.4:

Definition 8.11 (Capability-positive McDNcDA)
Given a McDNCDA game, let D;(cq, ..., ¢,) C R denote the set of possible delays of player
i in pure Nash equilibria when the players’ capability profile is (cq, ..., ¢,).

The game is capability-positive for a capability profile ¢ € [[1, l_)]]n if and only if for all
1 € N, it holds that

(ci < l_)) —> (max D;(¢; + 1, ¢_;) < min D;(¢;, c¢_;))

The game is universally capability-positive if it is capability-positive for all possible capability
profiles. <

Below are a few theorems on the computational complexity of checking capability-positive
properties in MCDNCDA games. Their results are informally summarized as follows:

e Computing the pure Nash equilibrium that is best or worst for a specific player is
NP-hard for DNC, DNcDA, and McDNCDA games.

e Determining whether a MCDNCDA game is capability-positive for a given capability
profile is coNP-complete.

Theorem 8.3 (Hardness of finding single-player best equilibrium in DNC)
In a DNC game with a symmetric capability profile as defined in Definition 8.8, let Equil (b) C
(Ly)" denote the set of all pure Nash equilibria at the capability level b. For a strategy profile
s € (Ly)", let di(s) denote the delay experienced by player i.

Given i € N, determining whether there exists s € Equil (b) such that d;(s) < D for
arbitrary b € [[1, I_)]] and D € R is NP-complete. Consequently, computing mingecgqui o) d;(8)
15 NP-hard.
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Figure 8.2: DNC game for the SPARTITION reduction.

The label (i, f;j) on an edge indicates that the length of the edge is i, and the delay function is
fj(-). Non-unit-length edges can be implemented by a sequence of unit-length edges. Unlabelled
edges have unit length and zero delay.

Proof. The NP-completeness argument follows from a reduction from the strongly NP-
complete SPARTITION problem [GJ79].

An instance of a 3PARTITION problem has 3m positive integers (ai);cp; 3, Let T =

L Zf’fl a;. The numbers satisfy 7'/4 < a; < T'/2. The question @) is: Is there a partition

gl, .o+ S oof [1, 3m] such that 3. ¢ a; =T for alli € [1, m]? Of note, if the answer to @
is yes, then for each i € [1, m], the set S; has exactly three elements since 7'/4 < a; < T'/2.
3PARTITION is strongly NP-complete, which means that the problem remains NP-complete
even when the numbers are encoded in unary. Therefore, the constructed DNC instance can
be represented by poly(} . a;) bits.

Given a 3PARTITION instance, we construct a DNC instance as shown in Fig. 8.2. The
DNC game has m players. The capability level is b = T'+ 3m + 2. There are two types of

nonzero delay functions:

ifz<m-— ifr=
f0<x>={0 =m=l fl(x)z{o :

1 otherwise R otherwise ’

where R is a sufficiently large constant so that in any pure Nash equilibrium, no player
chooses an edge with a delay of R. It is easy to verify that d;(s) > 0 for s € (£;)" and
i € [1, m] since all delays are nonnegative.

Define the question QQ2: Does there exist s € Equil (b) such that d;(s) <07

If the answer to () is yes, define the strategy profile s* as follows: For each i € [1, m],
player i chooses (vj_1, u;, v;) if j € S;, and (v;_1, v;) otherwise. One can verify that d;(s*) =
0 for all i € [1, m]. Therefore, s* € Equil (b), and the answer to @) is yes.

If the answer to @), is yes, the definition of fjy(-) implies that the load on edges (v;_1, v;)
for i € [[1, 3m] does not exceed m — 1, which implies that (v;_1, u;, v;) is covered by exactly
one player. Since the distance bound b = T + 3m + 2, each player covers at most three
(u;, v;) edges. Since the m players cover the 3m (u;, v;) edges, each player covers exactly
three of them. Let S; be the set of j such that player i covers (vj_1, u;, v;). Then {S;}
is a valid solution to the 3PARTITION instance, and the answer to () is yes.

The equivalence between ()1 and () implies that ()5 is NP-complete. O

€1, m]

Theorem 8.4 (Hardness of finding single-player worst equilibrium in DNC)

In a DNC' game with a symmetric capability profile as defined in Definition 8.8, let Equil (b) C
(Ly)" denote the set of all pure Nash equilibria at the capability level b. For a strategy profile
s € (Ly)", let di(s) denote the delay experienced by player i.
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Given i € N, determining whether there exists s € Equil (b) such that di(s) > D for
arbitrary b € [[1, b]] and D € R is NP-complete. Consequently, computing maxscpquil ») di(S)
1s NP-hard.

Proof. With the setup in the proof of Theorem 8.3, modify the game to have m+ 1 players.
Define the question @)}: Does there exist s € Equil (b) such that d;(s) > 3m?

If the answer to ()1 is yes, define the strategy profile s* as follows: players 2 to m + 1
choose the strategies corresponding to the 3SPARTITION solution. Player 1 chooses the

strategy (s, vo, V1, ..., Usm, t). Then di(s*) = 3m, and the answer to @) is yes.
If the answer to (), is yes, let s’ be a strategy profile such that dy(s’) > 3m. Due to
the definitions of the delay functions, | must be the path (s, vy, vy, ..., V3, t). Since s is

a Nash equilibrium, player 1 can not reduce their delay, which implies all edges (u;, v;) for
i € [1, 3m] are covered by exactly one player in [2, m + 1]. Their strategies can be reduced
to a SPARTITION solution similarly to the proof of Theorem 8.3,

The equivalence between ); and @), implies that @, is NP-complete. O

Theorem 8.5 (Hardness of finding single-player extreme equilibrium in DNcDA)
Theorems 8.3 and 8.4 hold for DNCDA games.

Proof.  Modify the network structure in Fig. 8.2 as follows: for v € {vo} U {us, viticpy g
add a zero-length edge from v to ¢t with a constant delay of R. Then the modified game is a
DNCDA game. Let R be sufficiently large so that the zero-length edges and fy(x) for z > 2
are not chosen in any pure Nash equilibrium. The proofs of Theorem 8.3 and Theorem 8.4
then directly apply to the DNCDA game. O

Corollary 8.6 (Hardness of finding single-player extreme equilibrium in McDNcDA)
In a MCDNCDA game, for a capability profile ¢ € [[1, l_)]]n, let Equil (¢) C [[,cp £Le, denote
the set of all pure Nash equilibria in the instance with the capability profile c. For a strategy
profile s € (L;)", let d;(s) denote the delay experienced by player i.

Giveni € N, determining whether there exists s € Equil (¢) such that d;(s) < D for arbi-
trary c € [[1, l_)]]n and D € R is NP-complete. Determining whether there exists s € Equil (¢)
such that d;(s) > D for arbitrary ¢ € [[1, l_)]]n and D € R is NP-complete. Consequently,
computing Mingecpquil (¢) di(8) 07 MaXscpquil (¢) di(S) is NP-hard.

Proof. Since DNCDA is a special case of MCDNCDA, the hardness results in Theorem 8.5
apply to McDNCDA games. 0

Theorem 8.7 (Hardness of determining McDNCDA capability transfer properties)
In a McDNcCDA game, for a capability profile ¢ € [[1, 5]] " let Equil (c) C Ilen £e, denote
the set of all pure Nash equilibria in the instance with the capability profile c. For a strategy
profile s € (L;)", let d;(s) denote the delay experienced by player i.

Given i € N, define a proposition P(c) as:

Fi(e) : Di(c) < Di(c)
where D;(c) Seé&lﬁ(c) (s)
Di(e) = max d;(s)

s€Equil (¢;+1,¢c—;)

Then determining whether P;(¢) holds for arbitrary ¢ € [[1, l_)]]n 15 coNP-complete.
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Figure 8.3: McDNCDA game for the 3SPARTITION reduction.
See Fig. 8.2 for the notation in the graph. All vertices except s and ¢ have an unshown edge to ¢
with zero length and sufficiently large delay so that it is not chosen in any pure Nash equilibrium.

Proof. With the same setup as in the proof of Theorem 8.3, define the capability profile
c:= (b, b, ..., b). Construct a MCDNCDA game G as illustrated in Fig. 8.3. The game G
differs from the game in Fig. 8.2 in two ways: (i) All vertices except s and ¢ have an edge
to t with zero length and sufficiently large delay to satisfy the requirement on the default
action in DNCDA games; and (ii) A new edge (s, t) is added with length b+ 1 and delay 1.

Given an instance of 3PARTITION, define a boolean variable Sy, that indicates whether a
solution to the 3PARTITION instance can be found by a best-response dynamics in the game
G with the capability profile e. Initially, all players choose the strategy so = (po, po, - - -, Po)
where py is the path (s, vg, vy, ..., Usm, t). Note that d;(sg) = 3m for all i € V. For k > 1,
let s be the strategy profile where an arbitrary player changes their strategy in sp_; to
reduce their own delay. One can easily verify that d;(sy) = 3m — n*(sy) for all i € N where

n*(s) == |{j € [1, 3m] | The edge (u;, v;) is not covered by any player in s}|

Let r be the last round so that no player can reduce their delay in s,. Since in each round,
some player reduces their delay by at least one, d;(s;) < di(sk—1)—1 holds for all k € [1, r].
It follows that r < 3m and thus s, is computable in polynomial time. Define S,, = 1 if
di(s,) = 0 and Sy, = 0 otherwise. If S;,, = 1, then s, corresponds to a solution to the
3PARTITION instance. If Sy, = 0, then s, is a Nash equilibrium and d;(s,) > 1, which
implies D{(c) > 1. On the other hand, with the capability profile (¢; + 1, ¢_1), player 1
can always choose the strategy that uses the edge (s, t), which has a delay of 1 regardless
of other players’ strategies, implying that Vs € Equil (¢; + 1, ¢_1) : di(s) < 1. Therefore,
Sk = 0 implies Dj(e) = 1.

Proof of Theorem 8.3 shows that the answer to @); is yes if and only if D;(¢) = 0. Define
the proposition @} as Q5 := (Sp, = 1) V =P (e). If the answer to @y is yes and Sy, = 0, then
Di(c) = 0 and D/(c) = 1, which implies P;(c) is false and thus @) is true. If Q% is true,
then either Sy, = 1, which derives a solution to the SPARTITION instance, or S, = 0 and
Pi(c) is false, which implies D;(¢) < D)(c) =1, Dy(c) = 0 follows, and thus the answer to
Q1 is yes. Therefore, @1 and @), are equivalent. Since Sy, is computable in polynomial time,
—Pi(c¢) is NP-complete, and therefore P;(e) is coNP-complete. O

Note the following facts:

e Theorem 8.7 implies that not all MCDNCDA games are capability-positive. Its proof
constructs a game with multiple players and possibly multiple pure Nash equilibria.
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Figure 8.4: An example of a capability-negative MCDNCDA game. Player A gets a longer
delay in the instance (c4 = 2, cg = 8) compared to the instance (c4 = 1, cg = 8).

Solid arrows represent the default actions (i.e., edges with zero distances). Dashed arrows are edges
with non-zero distances. The numbers on the edges are the distances or 1 if omitted. Non-unit-
length edges can be implemented by having multiple unit-length edges in series. If a node has no
default action, then a default outgoing edge to the sink with infinite delay is assumed. Letter labels
on the edges represent the resource type of the edge. Edges without letter labels have zero delays.

e Theorem 8.2 shows that using multiple players is necessary to achieve the hardness in
Theorem 8.7.

e The next section (Section 8.2.3) will present a universally capability-positive two-player
McDNcDA game.

e Any single-player OLS-Game is universally capability-positive.

Given those facts, a natural question is whether all two-player MCDNCDA games are univer-
sally capability-positive. Example 8.2 answers this question negatively, with the additional
requirement that the pure Nash equilibrium is unique.

Example 8.2 (A two-player capability-negative McDNCDA game)

This example presents a two-player MCDNCDA game where a player gets a higher delay
when their capability level increases. The pure Nash equilibrium is unique in the considered
instances of this game. To simplify the presentation, I first give a congestion game. Then I
present an equivalent MCDNCDA game.

Consider a congestion game with five resource types denoted by R = {a, b, ¢, d, f}.
There are two players denoted as A and B. For r € R, denote the delay function as d, = (x, y)
so that the delay is x if one player covers the resource r and y if two players cover the resource
r. The delay functions are defined as

do = (1,5), dp:=1(0,0), d.:=1(0,2), dq:=(4,5), df:=(0, M),

where M € R, is a sufficiently large constant so that the resource f is never covered by both
players in any Nash equilibrium. The players have three capability levels with symmetric
strategy spaces defined as

Ly ={{a, f}}
£2 = {{a7 f}7 {bv ¢, f}}
Ly = {{CL, f}a {b> Cy f}a {a’ C}v {b> d}}
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Consider two instances where player A has capability levels 1 and 2, and player B has a
fixed capability level 3. In the instance (c4 = 1, cg = 3), player A chooses the only strategy
in £;, and player B’s best response is {b, d}. Their delays are 1 and 4 respectively.

In the instance (c4 = 2, cgp = 3), player A is motivated to switch to {b, ¢, f} to reduce
their delay to 0. Player B now has a better option {a, ¢} which reduces their delay from
4 to 3. However, player A’s delay now increases to 2 due to congestion at ¢. The Nash
equilibrium is ({b, ¢, f}, {a, c¢}) with delays 2 and 3 for players A and B, respectively.

In this example, the increase in player A’s capability level results in a higher delay for
player A and a lower delay for player B. The social welfare remains the same in both instances.

Figure 8.4 presents an equivalent MCDNCDA game. In this game, player A has capability
levels 1 and 2, and player B has a fixed capability level 8. In a Nash equilibrium, player
A always covers the edges with label f, and player B avoids the edges with label f. In
a Nash equilibrium, player A covers (f, a, f) when ¢4 = 1 and player A chooses within
{(f, a, f), (f, b, ¢, f)} when ¢4 = 2. Player B chooses within {(a, ¢), (b, d)} since they
want to avoid congestion on f. Therefore, the Nash equilibrium in this MCDNCDA game is
the same as the Nash equilibrium in the congestion game discussed above. <

8.2.3 Case study: mixed gold and mines games

8.2.3.1 The game model and capability transfer properties

Given the nonexistence of interesting capability transfer properties in the DNCDAS games as
discussed in Section 8.2.1 and the hardness of determining the capability transfer properties
in McDNCDA games as discussed in Section 8.2.2, this section analyzes a restricted class of
McDNCDA games called Mized Gold and Mines Games (MGMG). MGMG is parameterized
by a few numbers. Its simple structure allows us to derive exact expressions for the payoffs
given the game parameters and the capability profile. MGMG is universally capability-
positive. MGMG extends the alternating ordering Gold and Mines Game analyzed in Yang,
Jia, and Rinard [YJR22| by allowing players to have different capabilities.

MGMG is a two-player MCDNCDA game. The players are denoted as A and B. The game
is parameterized by five numbers (M € Z,, p € R, n € R, ca € Zy, cg € Z,). MGMG has
resources arranged as a specific pattern; players use line segments to cover resources to receive
payoffs. Asin all congestion games, MGMG games always have pure Nash equilibria [Ros73].

Resource Layout: Each MGMG game has 4M resources arranged on two lines. Each
resource is either a gold site or a mine site. Each line contains M gold sites and M mine
sites in alternating order. Resources are placed at distinct horizontal locations [0, 4M — 1].
For the resource at location 7, y; = (7 + 1) mod 2 indicates which line it is placed on, and
ti = 1; mod 4<1 indicates whether it is a gold site (f; = 1) or a mine site (¢; = 0).

Game Objective: Two players maximize their payoff by using line segments to cover the
resources. A delay function ry(n), where t € {m, g} is the resource type and n € {1, 2} is
the number of players covering the resource, specifies the payoft for covering a resource. For
gold sites, r,(1) = 1 and r,(2) = p, where 0 < p < 1 so that if two players cover the same
goad site they receive a smaller payoff. For mine sites, r,,(n) = p < 0 is a constant penalty.
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Figure 8.5: An example MGMG instance.
Each dot (resp. cross) is a gold (resp. mine) site. The dashed lines represent a pure Nash equilibrium
when ¢y =1 and eg = 2 (with p < —p < 1).

Strategy Space: Each player p € {A, B} uses a function f, : [0, 4M — 1] — {0, 1} to
specify which line player p covers at each horizontal location. Player p covers the resource
at location ¢ if f,(i) = y; = ({ + 1) mod 2. The strategy space L. of a player with capability
level ¢ contains all functions with no more than ¢ segments:

AM—2
Seg(f) = (Z ]lf(i);éf(iﬂ)) +1
=0
Lo=A{f:]0,4M —1] = {0, 1} [ Seg(f) < ¢}

Let ca and cp denote the capability levels of player A and B respectively, and use fa(-) and
fs(+) for their strategies. For each resource, its default action is to cover the next resource
on the same line; the player can choose to switch to the other line if they have sufficient
capability. Therefore, MGMG is a special case of MCDNCDA. As in DNCDA, the capability
level has a natural interpretation as the size of programs in a Domain-Specific Language
(DSL) describing the strategy space.

The payoffs of players in a pure Nash equilibrium of an MGMG game are given by the
following theorem:

Theorem 8.8 (Payoffs in MGMG)
In a pure Nash equilibrium of an instance of MGMG parameterized by (M, p, i, ca, cB)
where 0 < p < —p < 1, the players receive the following payoffs ux and ug:

up = L—CAJFQt_lJp— LCAQ_tJqu LCEQ_tJ (p=1)+(p+1)M

cg—t cgt+t—1 Ay +t—1

un = | Bt - [ B AR sy
2 2 2

where ¢y = min {cp, 2M + 1}, ¢ =min{cg, 2M + 1}, t€{0, 1}

Three cases determine the value of t:

o When max{ca, cg} < 2M, there are two classes of Nash equilibria distinguished by
=0andt=1.

e When min{ca, cg} < 2M < max{ca, cg}, t =0 ifca <2M andt =1 if cg < 2M.

o When min{ca, cg} > 2M + 1, there is one Nash equilibrium. The above formulas give
the same payoffs regardless of t =0 ort = 1.
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Remark 8.1 1f both players have the same capability level ¢, the social welfare is up + ug =
(2p — p— 1)(min{c, 2M + 1} — 1) + 2(p + 1) M, which confirms Theorem 16 of Yang, Jia,
and Rinard [YJR22| up to a constant offset because MGMG removes the last gold site on
each line compared to the original Gold and Mines Game to simplify the analysis.

Corollary 8.9 (Capability transfer properties in MGMG)
Theorem 8.8 implies the following capability transfer properties:

o MGMG is universally capability-positive. Specifically, if a player increases their capa-
bility level by one without exceeding 2M + 1, their payoff increases by p or —pu.

o [If a player increases their capability level by one without exceeding 2M + 1, their op-
ponent’s payoff stays the same or decreases by 1 — p.

o MGMG is socially capability-positive if the gold sites have increasing returns to scale,
i.e., p > 0.5. Specifically, if both player’s capability levels increase by one, the change
of social welfare can be 2p — p—1, —2u, or 4p —2. If p > 0.5, which intuitively means
that the gold sites have increasing returns to scale, then the change of social welfare
is always positive. In particular, if t changes or if cx = cg (mod 2), the social welfare
increases by 2p—pu—1, which gives a weaker condition for positive social welfare change.

Proof. A proof for the first statement is given. Other statements can be proved similarly.
Assume one player’s capability level increases from ¢ to ¢+ 1 with ¢ < 2M, and the equilib-
rium parameter ¢ is changed to ¢’ with s :=¢' —t € {0, 1, —1}. Let a = | <L | b= | &L ],

2
fo et =1 | et=14(s+1) fo et | eztt(zs)
a.—L 2 J_ 2 ,andb.—LZJ— 2

(', V) € {(a+1,b), (a, b+ 1)}, which implies that this player’s payoff increases by either
p Or —|[L. 0

J. It is easy to verify that

8.2.3.2 Proof of Theorem 8.8

We introduce some notation:
e A pair (fa, fg) denotes a strategy profile, i.e., the pure strategies of both players.
e Given a strategy profile, ua (fa, fg) and ug(fa, fg) are the payoffs of individual players.

e Given astrategy f(-), G(f), M(f), #g(f), and #m(f) denote the locations and numbers
of gold and mine sites covered by the strategy, respectively:

G(f) = {4i |0 <i< M and f(4i) = 1}
U{di+1]0<i<M and f(4i + 1) = 0}
M(f) ={4i+2]|0<i< M and f(4i+2) =1}
U{4i+3]|0<i<M and f(4i +3) =0}
Fo() = 100D, Fm(f) = M)
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e Given a strategy f,(-) for player p, discontinuity points (DPs) are the locations where
f»(+) changes the line that p covers. We also differentiate between upward discontinuity
points (UDPs, denoted by D'(f)) and downward discontinuity points (DDPs, denoted

by DH(f)):

DI (f)={i|0<i<4M —2and f(i) =0 and f(i + 1) = 1}
DHf)={i|0<i<4M —2and f(i) =1 and f(i + 1) = 0}

Note that Seg(f) = |D'(f)| + [D*(f)| + 1.

e A strategy f(-) is a perfect cover for resources located between [a, 0] if all gold sites
are covered and all mine sites are avoided: [a, b] \ G(f) = 0 and [a, b] N M(f) = 0.
We also call the resources [a, b]] perfectly covered in this case, and imperfectly covered
otherwise. Note that to perfectly cover resources [4i, 45 — 1] for ¢ < j, one needs
2(j — i) + 1 segments.

e Strict strategy spaces use exactly the given number of segments:

Zl = £1

Lc = Ec\ccfl = {f : [[07 4M — 1]] = {07 1} ‘ Seg(f) = C}

e A strategy profile (fa, fg) is a complete-gold-coverage for a MGMG if both players
cover all gold sites together, i.e., |G(fa) UG(fp)| = 2M.

The first lemma shows that DPs only occur at certain locations:

Lemma 8.10

Let f(-) be a best response of a player given the other player’s strategy. Upward discontinuity
points in f(-) occur only at neighboring mine sites, and downward discontinuity points occur
only at neighboring gold sites:

Vi € DI(f) :imod 4 = 2
Vi € DH(f) :imod4 =0

Proof.  Let’s consider cases in a local region for different values of f(4k) and f(4k + 4).

e f(4k) = 0, f(4k +4) = 1: Figure 8.6 shows the cases with one DP. The payoffs of
covered gold sites are denoted as ry and 7y, which can be 1 or p depending on the
opponent’s strategy. Clearly, the payoff is maximized only when the DP is at location
2 modulo 4. It can be verified that using more DPs while maintaining f(4k) = 0 and
f(4k +4) = 1 does not improve payoff.

o f(4k) = 1, f(4k +4) = 0: Similarly, the best response in this case has one DDP at
location 0.
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70 TO 7O TO
(a) Upward at 0. Pay- (b) Upward at 1. Pay- (c) Upward at 2. Pay- (d) Upward at 3. Pay-
off is pu + r1. off is u+ ro + 1. off is rg + r1, which is off is u+ rg + r1.
the best.

Figure 8.6: Cases of a f(4k) = 0 and f(4k +4) = 1 in a local region with one DP. The
numbers are locations of resources modulo 4. Dashed lines indicate a local part of the
strategy.

o f(4k) = f(4k +4) = 0: The best response should have no DP. If there are DPs, there
should be one UDP and one DDP to cover one gold site and no mine site, but moving
the DDP rightward to also cover the gold at 4k + 4 gives better payoff with the same
number of segments.

o f(4k) = f(4k +4) = 1: The best response should either have no DP (covering two
gold sites and one mine site) or two DPs (covering three gold sites and no mine site)
at locations 0 and 2 modulo 4. U

The next lemma shows that the number of gold and mine sites covered by an optimal
strategy only depends on f(0) and Seg(f):

Lemma 8.11
If f(+) is a strategy that conforms to Lemma 8.10, then

Seg(f) + f(0) — 1J

2
Seg(f) — f(O)J

Fo(f) =M+ {
(8.2)

#m<f>=M—{ .

Proof. Define a series of strategies {f;}. Let fo = f and define f;;; to be the strat-
egy obtained by removing the last DP of f;, i.e., firi(z) = fi(min{z, z;}) where z; =
max (D'(f;) UD*(f;)). Lemma 8.10 implies that each DDP adds an extra gold site and each
UDP avoids a mine site, which means either #g(f;) —#g(fiy1) = 1 or #m(fi1) —#m(f;) = 1,
depending on whether the last DP of f; is DDP or UDP. It follows that #g(f;) = #g(f;) +

[DH(f)| = [DH(f;)] and #m(fi) = #m(f;) — |DT(£)] + [D'(4;)| for any pair i, j.
First assume f(0) = 1. In this case, since UDPs and DDPs are interleaving, we have

IDH(f)] = {SngJ and |[D1(f)| = L%J Let ¢ = Seg(f) — 1. It holds that #g(f.) =
#m(f.) = M since f. covers exactly one line. Therefore, #g(f) = #g(fo) = #e(f.) +
IDH(fo)| — |DH(f)| = M + {SegT(f)J and #m(f) = M — {%J A similar analysis for

the case f(0) = 0 gives #g(f) = M + L%J and #m(f) = M — {SegT(f)J Lemma 8.11

summarizes these results compactly.
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Algorithm 8.1 Modify a strategy to use more segments

Require: Game scale M > 2

Require: Player capability ca such that cx <2M — 1

Require: A strategy f} () that conforms to Lemma 8.10 such that Seg(f4) < ca and the last four resources
are imperfectly covered.

Ensure: A strategy fa(-) that conforms to Lemma 8.10 such that Seg(fa) = ca, G(fa) 2 G(fa), and

fa(0) = fA(0).

1: k<0

20 fa < fA

3: while cy — Seg(fa) > 2 do

4: > When entering the loop, all resources in [4, 4k — 1] are perfectly covered and fa(4k) = 1
when k > 1. Perfectly covering [4, 4k — 1] requires Seg(fa) > 2(k — 1) + 1. We also have
Seg(fa) < ca —2 < 2M — 3 due to the loop condition, thus 2k — 1 < Seg(fa) < 2M — 3 which
means k < M — 1. When k > 1, each iteration modifies fa(-) to perfectly cover [4k, 4k + 3]
using no more than two new segments.

5: if fa(4k +3) =0 then

6: > Lemma 8.10 ensures fa(4k +1i) =0 for 2 <4 < 5.

T fa(dk +3) «1

8: if k+1 < M then

9: faldk+4) 1

10: end if

11: else if k > 0 or fo(4k) =1 then

12: > We now have fa(4k) = fa(4k 4+ 3) = 1. Lemma 8.10 ensures fa(4k +4) = 1.

13: fadk+1) «0

14: fa(dk +2) + 0

15: end if

16: k+—k+1

17: end while

18: if ca — Seg(fa) =1 then

19: > We have Seg(fa) = ca —1 < 2M — 1 in this case. Thus the resources [4,4M — 1] are
imperfectly covered. Due to our requirement on f} (-) and the way we construct fa(-), the last
four resources are imperfectly covered. We modify the strategy on the last few resources to

use one more segment.
20: if fa(4M —1) =0 then

21: fa(AM —1) 1

22: else if fa(4M —2) =1 then

23: > Lemma 8.10 implies fa(4M —i)=1for 1 <i<4

24: fa(4M —3) <0

25: FA(AM —2) <0

26: fA(AM —1) <0

27: else

28: > Now fa(4M —2) =0 and fa(4M — 1) = 1. Since the last four resources are imperfectly
covered, we have fa(4M —i) =0 for 2 <i <6.

29: fa(AM —5) + 1

30: fa(dM —4) « 1

31: FA(AM —1) 0

32: end if

33: end if

34: return fa
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Now let’s shift our attention from one player’s strategy to a strategy profile. The following
lemma shows that at equilibrium, both players cover all gold sites together:

Lemma 8.12
If p < —p < 1 and (fa, fB) is a pure Nash equilibrium when players are limited to the strict

strategy spaces L., and Lo, then (fa, fB) is a complete-gold-coverage.

CB’

Proof. Let’s prove this statement in two steps. The first step shows that for any player,
their payoff is maximized when they cover as many unoccupied gold sites as possible. The
second step shows that complete-gold-coverage is always feasible.

Let T'(fa, fs) be the total number of gold sites covered by a strategy profile:

T(fa, f8) =1G(fa) U G(f8)|

Without loss of generality, focus on player A. This paragraph shows that if there is a

strategy fi such that T'(fa, fg) < T'(fi, fs) where {fa, fa} C L.,, then (fa, fg) is not a
Nash equilibrium because A can get better payoff by switching to f3. Note that the number
of gold sites covered by both players in the strategy profile (fa, fg) is #g(fa) + #g(fs) —
T(fa, fB), while the number of gold sites covered by A exclusively is T'(fa, fz) — 7g(fs),
which implies:

ua(fa, fs) = (T(fA, fB) — #g(fB)) -1
+ (Fg(fa) + #e(fs) = T(fa, f3)) - p+#m(fa) - p

Substituting (8.2) into the above yields:

ur(fo fo) = p | 2RO L] [ 2= Lo

+(p—1)%e(fs) + (p+p)M

) |+ 0= prth s

Let h(f) = p L%J + (—p) {CA*TJC(O)J be the first two terms. One can verify that

h(fy) — h(fa) € {0, p+ pu, —p — p} for all possible values of ca, fa(0), and f}(0). Note
p < —p implies p+ u < 0. Thus h(f}) —h(fa) > p+ p.

ua(fi, fo) —ua(fa, fo) = h(fi) — h(fa) + (T(fA, f3) = T(fa, f))(1 —p)
>(p+p)+(1—p)>0

Therefore, A first maximizes T'(fa, fg) and then maximizes h(fa) in their best response.
The maximum possible value of T'(fa, fg) is 2M which is achieved when (fa, fg) is a
complete-gold-coverage.

The rest of this proof shows that complete-gold-coverage is always feasible. Assume
without loss of generality that ¢y > ¢g. The goal is to show that for any strategy fg(-) that
conforms to Lemma 8.10, there exists fa € ENCA such that T'(fa, fs) = 2M.

If co > 2M, then A can cover all gold sites trivially. Now consider the case 1 < ¢y < 2M—
1. First construct a strategy f(-) that may or may not use all the segments. For 0 < k < M,
set fa(4k) =1 — fp(4k) and fi(4k +3) =1 — fe(4k + 3). If fi(4k) = fa(4k +3) =y, set
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fa(dk +1) = fi(4k + 2) = y; otherwise add one discontinuity point at fj (4k) or fj(4k + 2)
according to Lemma 8.10. Note that Lemma 8.10 also implies f}(4k — 1) = fi(4k). It is
easy to verify that T'(fi, fg) = 2M and Seg(f}) < Seg(fs) < ca. Finally, derive fa from
fa using Algorithm 8.1 so that Seg(fa) = ca. O

Proof (Theorem 8.8). Given a strategy profile (fa, fg) that is a complete-gold-coverage,
(8.3) yields the following payoff for player A since T'(fa, fg) = 2M:

ur(f f) = p | SELLEIOZL |y [Seslln) = 0

+(p— 1) *g(fs)+ (n—p+2)M

For two strategy profiles (fa, fg) and (f}, fs) that are both complete-gold-coverage,
(8.4) implies the following:

o If Seg(fa) < Seg(f) and min {—p, p} > 0, then ua(fa, f5) < ua(fi, fB)-

o If fa(0) = 1, fA(0) = 0, Seg(fa) = Seg(fi), and p + p < 0, then ua(fa, fp) <
UA(f//M fB)-

In other words, player p’s best response f,(-) to the other player’s strategy f,(-) satisfies:

(8.4)

o ( I f») is a complete-gold-coverage. The DPs of [y (+) satisfy Lemma 8.10.

e fr(-) uses the full capability of player p up to 2M + 1 line segments, i.e., Seg(f;) =
min {c,, 2M + 1}.

o If there is a strategy that starts at line 0 (i.e., f,(0) = 0) and satisfies both of the
above constraints, then player p plays such a strategy. This is called the preference of
empty start property.

Assume without loss of generality that cg < ca. Consider the following cases to derive
the payoffs of players at equilibrium:

o 2M + 1 < cg < ca: All resources are perfectly covered by both players. They receive
the same payoff of 2Mp.

o cg < 2M + 1 < ca: A perfectly covers all resources. B starts at fg(0) = 0 and uses all
their capability. Eq. (8.2) implies that

Felf) =M+ | 25| ) =01 - | 7]

Therefore, the payoffs are:

up =2M + (p— 1) Fg(fg) = (p+ DM + (p— 1) LCBQJJ

up = 7g(fs)p + m(fe)p = {CBQ_ 1J p= L%BJ pt (p+p)M
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o cg < ca < 2M + 1: Let B choose an arbitrary strategy fg(-) satisfying Lemma 8.10.
If f(0) =0, A will set fo(0) = 1 to ensure a complete-gold-coverage; otherwise if
f8(0) = 1, A will set fo(0) = 0 due to the preference of empty start property noted
above. Player A can derive a best response fa(+) according to the proof of Lemma 8.12.
Following a similar reasoning from B’s perspective, it can be shown that fg(-) is also a
best response of B given A’s strategy fa(-). Therefore, (fa, fg) is a Nash equilibrium.
There are two different classes of Nash equilibria: one with f5(0) = 0 and fg(0) = 1,
and the other with f}(0) = 1 and f5(0) = 0. Let fa(0) = ¢t and f(0) = 1 —¢.
Substituting fa(0) =t and fg(0) = 1 — ¢ into (8.4) yields the payoffs:

up = {MM— FA_tJqu {CB_tJ (p—1)+ (u+ 1M

2 2 2
—t +t—1 +t—1
up = | 2 p— | 2 | A (- )+ ()M
2 2 2
t € {0, 1}
Theorem 8.8 summarizes the results of these three cases. O

8.3 Related work

My research goal is to formalize a hierarchy of player capabilities in terms of strategy spaces
and analyze the associated capability transfer properties. This chapter realizes this idea by
defining the strategy space as programs in a Domain-Specific Language (DSLs). There are
previous efforts to characterize certain aspects of a game using formal computational models.

Tennenholtz [Ten04] proposes using loop-free and branch-based programs in a DSL to
represent a player’s strategy. They assume a player’s strategy program has access to pro-
grams of other players and can choose a strategy based on syntactical comparison of the
other players’ programs. The strategy profile is obtained by executing all players’ programs.
An interesting result is that there is a program equilibrium of both parties cooperating in
the one-shot prisoner’s dilemma. Fortnow [For09| extends this model by allowing arbitrary
Turing machines to represent player strategies and discounting the payoff by the computa-
tion time. They show the existence of program equilibria to achieve arbitrarily close payoffs
to any purely individually rational correlated play. Both models use programs as a means to
formalize a player’s commitment to the reasoning of strategies in a game before the strate-
gies are determined. By comparison, this work uses programs to define hierarchical strategy
spaces based on player capabilities.

In repeated or dynamic games, automata have been used to model the complexity of a
player’s strategy [ASR13|, bounded rationality [Ney85; Rub86; Pap94|, and learning behav-
ior [CK09; Ghn+06]. Papadimitriou [Pap92] distinguishes between design complexity and
implementation complezxity, and shows that limiting the latter (by limiting the number of
states of automata representing strategies in a repeated prisoner’s dilemma) increase the
former (from P to NP-complete in finding an automaton). Their finding is in line with our
result that imposing a distance bound makes the symmetric network congestion game PLS-
complete. Neyman |[Ney97| presents asymptotic results on equilibrium payoff in repeated
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normal-form games when automaton sizes meet certain conditions. In contrast, this work
focuses on formalizing a hierarchy of player capabilities in one-shot games and analyzing the
capability transfer properties precisely instead of asymptotically.

Most results in this chapter are based variations of the network congestion game. Since
the introduction of congestion games by Rosenthal [Ros73], they have been applied in many
areas including drug design [NIT18|, load balancing [ZW20], and network design [LWT20].
There is a rich literature on different aspects of congestion games including their computa-
tional characteristics [ARV08|, efficiency of equilibria [CSS05], and variants such as weighted
congestion games [Chr+20] or games with unreliable resources [NT21|. Structural strategy
spaces in congestion games have also been explored. Ackermann and Skopalik [AS08| studies
a network congestion game where each player has a set of forbidden edges. Chan and Jiang
[CJ16] works with a class of congestion games where the resource masks of the strategy space
are {0, 1}-vertices of a polytope. Unlike the current research, the above research has yet to
focus on modeling a hierarchy of strategy spaces in congestion games.
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Chapter 9

Conclusion

To the best of the my knowledge, the current research is the first systematic attempt to for-
malize a hierarchy of player capabilities in games and study the associated solution concepts,
solvability, and capability transfer properties. This thesis presents a range of results; most
of them have been summarized in Chapter 1. Below, I highlight some results and discuss
their implications and/or limitations.

New equilibrium concepts The fully-capability-aware limited-perception game model
uncovers a new setting where a player needs to reason about the opponents’ perceptions
and incentives to make strategic decisions to maximize the expected payoff dictated by an
unknown true payoff function. This model requires a new formulation of the simultaneous-
move equilibrium that consists of response functions of all players (Section 4.2.2). Although
the domain of the response functions can be infinite, an approximate equilibrium can still
be represented efficiently such that (i) the representation size is independent of the response
function’s domain size; and (ii) a mixed strategy can be efficiently computed from the rep-
resentation (Section 4.2.3).

Capability transfer properties There is no simple characterization of capability transfer
properties. Section 4.4 presents a few results on the capability transfer properties for fully-
capability-aware limited-perception games. In particular, if a two-player game is maximin-
attainable, then the game is pessimistically capability-positive for the lower-capability player
for both Nash and Stackelberg equilibrium. However, in both capability-oblivious-limited-
perception and limited-strategy games, for some game models examined in this research,
determining whether a player gets a better payoff by increasing their capability level is at
least as computationally hard as solving the game (Sections 3.4.1 and 8.2.2), which is unlikely
to be polynomial-time solvable. One implication is that both game models have instances
that are capability-positive and instances that are not. Therefore, it’s not always better to
have a higher capability level for a player with limited capabilities. The hardness also implies
that in some scenarios, even if a player has a complete description of a game (e.g., the network
configuration in a MCDNCDA game), it’s still computationally challenging (likely practically
infeasible) to decide whether they should increase their capability level. Since increasing
the capability level can be seen as a form of exploration, the hardness of determining the
effectiveness of such exploration provides another perspective on the exploration-exploitation
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dilemma that arises in multiple research areas [Ber-+14]|. T also present concrete examples of
fully-capability-aware games (see Example 4.6 for a zero-sum limited-perception game and
Example 8.2 for a MCDNCDA game) where a player gets a worse payoff by increasing their
capability level. An informal explanation is that in the fully-capability-aware setting where
the capability profile is public knowledge, increasing one’s capability may trigger a defense
mechanism from the opponent that leads to a worse outcome. In the capability-oblivious
setting, Example 3.1 presents a game where the change of payoff of a player can be easily
manipulated by choosing game parameters. More refined characterizations of the capability
transfer properties under various settings are left as open problems.

Regarding the limited-rank game, some interesting observations are made via numer-
ical experiments (Section 5.3). If you allow me to philosophize a bit, the results in the
capability-oblivious setting can be seen as a justification for egalitarianism from a self-
interested perspective. In a society with selfish and capability-oblivious agents such that
two agents interact by playing a one-shot bimatrix game with independent random pay-
offs, an agent should match their opponent’s capability level to maximize their own average
payoff; all agents should increase their capability levels simultaneously to improve their av-
erage payoffs. By contrast, in a totally competitive setting (i.e., zero-sum games), an agent
should try to maximize their capability level to get the best average payoff. However, there
are individual games that contradict these general trends. Analytically characterizing the
distribution of games where such trends hold or break is left as an open problem.

Computational aspects From a computational perspective, limited-perception and limited-
strategy games are both harder to solve than their unrestricted counterparts. Verifying a
Nash equilibrium in a fully-capability-aware limited-perception game is NP-hard, compared
to polynomial-time verifiability and PPAD-complete solvability of normal-form games. Solv-
ing a DNCDA game is PLS-complete, compared to a symmetric network congestion game
whose solution is in P. I also give positive results by identifying three classes of zero-sum
fully-capability-aware games that can be solved efficiently via nonsmooth convex optimiza-
tion. I further present a new algorithm, TRAFS, that solves nonsmooth convex optimization
problems faster than previous methods. However, there lack practical algorithms to solve
general-sum limited-rank or even more general classes of limited-perception games numeri-
cally; by practical, I mean algorithms that can solve certain nontrivial instances in a reason-
able amount of time while being numerically robust. Future work may focus on developing
practical algorithms to solve these games.

More game models This thesis has investigated capability-oblivious and fully-capability-
aware one-shot non-cooperative games. There are many other settings to explore. For
example, one may consider dynamic games where players learn about each other’s (and
their own) capabilities over time. One may also study cooperative games where players
with different capabilities form coalitions. Another direction is to consider dynamic games
with nonstationary capabilities, where a player can change their capability level (at some
cost) to alter the dynamics of the future game. Those games are likely to be more complex
and challenging to analyze than the games studied in this thesis, but they may provide
new insights into the strategic interactions among agents with different capabilities in more
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realistic scenarios. I hope this thesis can inspire further research in related directions.
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