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ABSTRACT

The ever-growing increase in dataset and model sizes of deep learning has created a massive
demand for efficient GPU clusters. As the number of GPUs increases, the communication
overhead of distributed Machine Learning (ML) training and fine-tuning workloads quickly
takes up a significant portion of iteration time. Yet state-of-the-art ML schedulers tend to
ignore the communication pattern of ML jobs when placing workers on GPUs.

This thesis advocates for communication-aware resource scheduling as a critical approach
to optimizing network utilization in ML clusters. We introduce a key idea for accelerating
Deep Neural Network (DNN) jobs that interleaves the communication demands of different
jobs sharing a network link. To illustrate this concept of interleaving, we first demonstrate
how intentionally creating unfairness in bandwidth share between different DNN jobs improves
their iteration times. Building on this insight, we present two novel systems designed to
minimize network congestion and accelerate DNN training and fine-tuning jobs.

The first system, Cassini , achieves interleaving using a centralized approach. In contrast,
the second system, MLTCP | achieves the same goal using a distributed approach. Both
systems are practical and readily deployable, depending on the service provider’s preference
on deploying centralized or distributed solutions.

In particular, Cassini, is a centralized network-aware job scheduler for ML clusters.
Cassini introduces a novel geometric abstraction to consider the communication pattern of
different jobs while placing them on network links. To do so, Cassini uses an Affinity graph
that finds a series of time-shift values to adjust the communication phases of a subset of jobs
such that the communication patterns of jobs sharing the same network link are interleaved
with each other.

Second is MLTCP | a distributed technique to approximate an interleaved centralized flow
schedule. At the heart of MLTCP lies a straight-forward principle based on a key conceptual
insight: by scaling the congestion window size (or sending rate) based on the number of bytes
sent at each iteration, MLTCP flows eventually converge into a schedule that reduces network
contention. To evaluate these systems, we conduct experiments using real-world DNN models
on a testbed with Nvidia A100 GPUS. Cassini and MLTCP improve the average iteration
times by up to 1.6 and 1.9 | respectively, demonstrating their effectiveness in reducing
network congestion and accelerating ML workloads.

Thesis supervisor: Manya Ghobadi
Title: Associate Professor of Electrical Engineering and Computer Science
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Chapter 1

Introduction

With the rise of Machine Learning (ML) in the modern life, large scale Deep Neural Network
(DNN) models are being widely used in various elds. With the emergence of large DNN
models and large datasets, distributed DNN training and ne-tuning workloads are ooding
today's datacenters. Several studies have demonstrated that as the number of GPUs increases,
the communication overhead of distributed Machine Learning (ML) training and ne-tuning
workloads quickly take up a signi cant portion of the iteration time [L02 79, 68, 124 39, 10Q

27, 147). For instance, a Meta study showed that increasing the number of accelerators from
8 GPUs (single server) to 128 GPUs (16 servers) resulted in increasing the communication
overhead from 10% to 40%, diminishing the returns of scaling to more servers or using faster

computation [100].

1.1 Network contention in Machine Learning systems

To alleviate the communication overhead of distributed ML training and ne-tuning, many
GPU platforms overlap the compute and communication phases afsingle jobusing pipelin-
ing [103, smart memory management][1q, or prioritized parameter transfers §2, 71, 104.
But these approaches tend to consider a job in isolation, and the impact of congestion control

algorithms, when two or more jobs share a bottleneck link is largely ignored. Today's systems

19



for ML simply attempt to place workers of the same job close to each other to minimize the
probability of congesting the network and rely on default TCP or RDMA protocols to handle
congestion 108 91, 153 58, 105 74, 106 9§. For instance, Themis 9§1] uses a slowdown
factor to give preference to place workers of the same job under the same Top-of-Rack (ToR)
switch, but it does not take network congestion into account when workers are spread across
ToRs.

Even with careful job placement, cross-job network contention is inevitable in large-
scale GPU clusters. Today, when two or more ML jobs compete for bandwidth, congestion
control approaches share the network resourcésrly, but we demonstrate that for a specic
combination of jobs, introducing unfairness creates @esirable side e ectthat improves the
completion time of all jobs competing for bandwidth (Y3). Essentially, unfairness interleaves
the computation and communication phases of di erent jobs, enabling them to claim the
network bandwidth one-at-a-time, thereby improving the completion time of all competing
jobs. We refer to this set of jobs where interleaving is possible between their communication
demands ascompatible

However, if jobs are incompatible, unfairness unnecessarily hurts those that are less
aggressive. ldentifying compatible jobs is challenging because it depends on the duration
of compute and communication phases of competing jobs, and their network bandwidth
requirements. To address these challenges and to enable interleaving of communication
demands between DNN-jobs sharing a network link, we propose two novel systeGassini
(Y4) andMLTCP (Y5) designed to accelerate DNN training and ne-tuning workloads.

Cassini is a centralized solution to achieve communication interleaving whereB4.TCP ,
achieves the same goal using a distributed approach. Importantly, both systems are practical
and readily deployable, depending on the service provider's preference on deploying centralized

or distributed solutions.
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1.2 Contributions

First we introduce Cassini (Y4) a simple but e ective approach, that integrates with existing
ML schedulers to allow them to e ciently place multiple ML jobs on network links while
minimizing the chances of network congestion. Our approach requires no special support,
such as reservations and priorities, from switches/Network Interface Cards (NICs) and does
not require any changes to the congestion control protocol.

We demonstrate that for a speci ¢ combination of jobs, introducing a small time-shift
to delay the start of one of the iterations enable€assini to interleave the computation
and communication patterns of di erent jobs, thereby improving the completion time. We
refer to such combinations of jobs asompatibleand developCassini as a pluggable module
to augment prior ML schedulers to consider a novelompatibility metric when determining
where to place jobs and control how jobs compete on network links.

Augmenting ML schedulers to take links and servers into account is inherently challenging
because jobs are likely to traverse multiple links and may compete with di erent jobs on
di erent links. To address this challenge, we propose a novgeometric abstractionthat
leverages the periodic communication pattern of DNN training/ ne-tuning workloads. The
key idea of our abstraction is to roll time around a circle whose perimeter is proportional to
the training iteration time of ML jobs. To determine the compatibility score of two (or more)
jobs on a link, Cassini places each job on its corresponding circle and overlays the circles on
top of each other. It then uses an optimization formulation to rotate the circles into a position
that maximizes interleaving. The rotation angle of each job corresponds to a time-shift value
to delay the start of the next immediate training iteration to achieve compatibility.

Looking beyond a single link and extending to jobs running across a large-scale datacenter
topology, we generalize the geometric abstraction to cluster-level by introducing a bipartite
A nity graph whose vertices are a subset of jobs and links. An edge in the A nity graph

indicates a job is traversing a link. We then use a new graph traversal algorithm to nd
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unique time-shifts for all jobs while maintaining their compatibility on all links. Using our
geometric abstraction and A nity graph, we augment Themis P1] and Pollux [10§ with
1000 lines of code.

To evaluate Cassini, we build a testbed with 24 servers, each with one NVIDIA A100
GPU [10] and one 50 Gbps RDMA NIC. Our experiments with 13 representative DNN models
(VGG11 [59, VGG16 [42], VGG19 [78], ResNet50 §3], WideResNet101 15§, BERT [46],
ROBERTa [90], XLM [41], CamemBERT [p4], GPT-1 [11(, GPT-2 [111], GPT-3 [24], and
DLRM [8]) show that Cassini improves the tail completion time of jobs by up to 2.2
and 2.5 , compared to Themis 91] and Pollux [10g, respectively. Moreover, we show that
Cassini reduces the number of ECN marked packets in the cluster by up to 33

The second main contribution of this thesis i¢MLTCP (Y5) a novel approach to leverage
congestion control algorithms to approximate interleaved ow schedules for DNN ows in a
distributed manner Importantly, MLTCP does not need any hardware changes or priority
queues. Hence, unlike centralized scheduling algorithmdL . TCP is easily deployable and
scalable.

MLTCP adjusts the congestion window size based on a linearly increasing function
F (bytes ratio), wherebytes ratio is the ratio of bytes successfully sent during the current
training (or ne-tuning) iteration normalized by the total number of bytes sent every iteration.
Consequently,F (bytes ratio) enablesMLTCP to create unequal bandwidth sharing between
competing jobs, which forces the jobs to iteratively converge towards an approximately
interleaved state.

This principle applies to the additive increase or multiplicative decrease of window-
based and rate-based congestion control protocols. For instance, upon the receipt of an
acknowledgment packet, window-based congestion control protocols update the congestion
window, cwnd, as:

cwnd cwnd+ additive_increase (1.1)

whereadditive__increase indicates the magnitude of congestion window increase based on
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the speci ¢ goals of each congestion control varianMLTCP updates Equation 5.1 to:
cwnd cwnd+ F(bytes ratio) additive_increase (1.2)

To compute bytes ratio, our approach requires estimating the total number of bytes in
each iteration. This is surprisingly easy for DNN workloads. Unlike traditional datacenter
tra c, where accurately estimating the size of every ow is intractable [L6, 141, 52, the
total number of bytes in a training or ne-tuning iteration is a predictable and consistent
value throughout the lifetime of most DNN jobs as long as the hyper-parameters remain
unchanged [75, 146, 142].

To evaluate MLTCP , we build a testbed with 12 servers, each equipped with one NVIDIA
A100 GPU [10] and one 50 Gbps RDMA NIC. We then augment TCP Reno6B], TCP
CUBIC [60], DCTCP [14], and RoCE DCQCN [L65 algorithms with MLTCP by adding
30 60 lines of code for each variant. Our experiments with nine representative DNN models
(VGG16 [42], WideResNet101158, BERT [47, 130, RoBERTa [90], CamemBERT [04], GPT-
1[11Q, GPT-2 [11]], GPT-3 [24], and Llama [L39 86]) show that MLTCP approximates an
optimal interleaved schedule after 30 training iterations while improving the mean and 99
percentile tail iteration times of jobs by up to 1.9 and 2.7 , respectively. We also show that

MLTCP reduces the average number of dropped or ECN marked packets by up to 28.87

1.3 Organization

This dissertation is structured as follows:

Chapter 2 discusses about various congestion control schemes used today to mange network
resource sharing in a datacenter. It then describes di erent resource scheduling approaches
that are used in ML clusters.

Chapter 3 introduces the notion of interleaving and demonstrates how adding unfairness

in bandwidth sharing between certain groups of jobs improves the iteration times of all the
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jobs.

Chapter 4 introducesCassini, a centralized approach to augment state-of-the-art place-
ment schedulers to make them communication-aware and enable network interleaving between
DNN workloads. This chapter discusse€assini's approach, design, and evaluation.

Chapter 5 introducesMLTCP a technique to modify congestion control algorithms to
approximate optimal interleaved schedule in a distributed manner.

Chapter 6 concludes the thesis.
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Chapter 2

Related Work

2.1 Congestion Control

Traditionally, congestion control algorithms have aimed for low latency, fair bandwidth
sharing, low packet drops, and high network throughput. Over the past decades, a plethora
of congestion control schemes have been developed for di erent applications, using di erent

feedback signals and approaches to manage network congestion.

2.1.1 Congestion Signals

Several congestion control algorithms use packet drops as a signal to detect network con-
gestion and reduce their congestion window including TCP-Ren&9, TCP-Vegas P2,
TCP-NewReno p1], Westwood P5], BIC-TCP [15¢ and TCP CUBIC [60]. In order to reduce
packet drops and queueing delays, the Explicit Congestion Noti cation featuré{] allows
switches to mark packets with ECN signals when the queue grows beyond a threshold, which
provides a means for early noti cation of congestion. DCTCP1{4] and D2TCP [143 are
data-center congestion control algorithms that use Explicit Congestion Noti cation (ECN)
signals. HULL [19 leaves a bandwidth headroom using phantom queues to achieve low

latency.
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2.1.2 Explicit Network Feedback and In-network Telemetry

Congestion control algorithms like XCP 77], RCP [49], D3 [149, Annulus [11] rely on special
support from the switches to receive feedback on the rates for the senders. HP@§] uses

precise load information from in-network telemetry (INT) to determine its sending rate.

2.1.3 Credit-based

In some approaches, the receiver controls the sending rates of di erent sources using policies.
In pHost [52], the receiver sends tokens to the sender, and NDB1] uses PULL packets
sent by the receiver to control the sending rate. Hom&®$9] uses priority queues to ensure
low latency for short ows. The receiver dynamically decides the priority to be used by
each sender. Express-Pas8]] uses credit packets for achieving bounded delay and fast

convergence. Our approaches does not require credits or any special support from the switch.

2.1.4 Packet Scheudling-based

Unlike congestion control algorithms which focus on improving fairness in network sharing,
ow scheduling approaches allocate bandwidth to di erent ows one by one and focus on
minimizing the average ow completion times. The shortest Remaining Processing Time
(SRPT) policy, which always schedules the ow with the least remaining data, is shown to be
optimal when there is a single bottleneck link. Even in a data center cluster with multiple
links, SRPT is shown to provide near-ideal performancd . pFabric [16] schedules packets
in the queue based on SRPT. QJUMPY/] allows packets from an application with higher
latency sensitivity to skip the queue and be transmitted. PDQ46] provides a distributed
approach for ow scheduling and supports policies like Earliest Deadline First (EDF) and
Shortest Job First (SJF). Karuna R8], FastPass 107, Carousel 117, and Eiel [119 are

other packet-scheduling approaches that support various scheduling policies.
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2.1.5 Delay-based

Another class of congestion control algorithms use delay measurements like round-trip time
(RTT) or one-way delay as a signal to detect congestion and control sending rates. SwW&g]|
TIMELY [ 87], DX [82] use one-way delay measurements to determine the sending rate.
Remy [15( tracks the interarrival time between the acknowledgment packets and the time
between the sender timestamps and RTT. Vivacetf] is based on online convex optimization

and uses gradient of RTT measurements as the input.

2.1.6 Congestion Control for ML Workloads

RDMA is currently the standard technology used in ML clusters. Congestion control
algorithms for RDMA include DCQCN [165 166, IRN [97], and RoCC [L34. These schemes
strive to achieve fairness across all ows sharing a link and do not leverage the unique
properties of ML workloads, such as periodicity and predictable network demand. Xia et
al. [15]] leverage the loss-tolerance of ML training and propose a bounded-loss tolerant
transport as a new congestion control paradigm for ML training workloads. In contrast, our

approaches does not require bounding the loss.

2.2 Scheduling Techniques

2.2.1 Flow Scheduling

There are two broad directions for implementing ow scheduling: centralized ow scheduling
and heuristic-based distributed ow scheduling. In the centralized approaches, the network
demands of di erent ows are sent to a central entity, which computes the optimal schedule for
all the ows [34, 37, 70, 13,107, 12, 36). The distributed approaches often implement heuristics
like SRPT [122 121], Shortest Remaining Job rst (SJF), Least Attained Service rst (LAS),
Earliest Deadline First (EDF), with the help of the switch and priority queues 16, 18, 67, 99.
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2.2.2 Periodic Resource Scheduling

Beyond networks, there have been e orts to schedule periodic tasks across limited resources,
including real-time and embedded system$&4, 81]. However, these have explicit deadlines,
and inter-arrival times have no dependency on completion times. Cyclic scheduling is a
well-studied problem in mathematics 43, 123. The most general form of scheduling periodic

tasks, from Sera ni et al. [123], expresses our scenario but is shown to be NP-hard.

2.3 Distributed DNN Workloads

A common approach for training large DNN models is data parallelism, where the training data
is distributed across multiple accelerators. During each training iteration, accelerators need
to synchronize their model weights. This step is calledllreduce and can be performed using
various techniques, such as broadcasting9y, parameter serversg4], ring-allreduce [L37, 4,
72], tree-reduce [109], or hierarchical ring-allreduce [138, 140].

Compute and Communication Phases. To consider the impact of network congestion
in data parallel training jobs, we refer to the forward pass as theompute phaseand refer
to the backpropagation and allreduce phasdsgether as the communication phasebecause
congestion impacts any period of time when data is being injected into the network.

Pipelining. To speed up training, many platforms pipeline the computation in the
backpropagation step with the communication in the allreduce sted 2 116 62, 71, 106 68].
Pipelining techniques are e ective at overlapping the computation and communication phases
of the same job, but they ignore the interaction between multiple jobs when they share a
bottleneck link.

Model/Pipeline parallelism. In model parallel training, the DNN model is partitioned
across workersg3, 73], and parts of the DNN model are computed on di erent workers.
The two common techniques for model parallelism are tensor parallelism and pipeline (or

layer) parallelism R0Q]. In pipeline parallelism, the model is partitioned vertically at the layer
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boundaries [102, 68].

Model/Tensor parallelism. Another variant of model parallel training is tensor
parallelism [L29 131]. Tensor parallelism techniques partition the model horizontally such
that di erent tensors are distributed across workers [76, 144].

Hybrid data/pipeline/tensor parallelism. Today's DNN training systems tend to

use a hybrid of data/pipeline/tensor parallelism to train large DNN models]01, 79, 53, 147.

2.4 Resource Scheduling for DNN Workloads

2.4.1 Compute Scheduling Approaches

A large number of systems and techniques have focused on improving the performance of large-
scale distributed ML workloads 45, 40, 30, 55, 11, 152 160 56, 135 93, 120 157. Relevant
to this thesis, several papers aim to reduce communication overhead using smart scheduling
techniques; e.g., Gandivals3, Themis P1], Pollux [109, Tiresias b, Shockwave 163, and
Optimus [105]. These schedulers try to minimize network sharing by placing workers of the
same job as close as possible to each other.

However, these approaches do not consider interleaving the communication patterns of
di erent training jobs when placing them on servers. This thesis's contribution is complemen-
tary to these approaches by considering both the compute resources and the communication

demands of di erent jobs during scheduling.

2.4.2 Multi-resource Sharing

Muri [ 164 proposed a scheduling technique to interleave critical resources (e.g., GPU, CPU,
network, storage) of DNN training jobs. Muri packs jobs that are being executeoh the same
set of resourcesnto a group and interleaves their resource requirements using a Blossom-based

scheduler.
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However, Muri's approach to resource interleaving only applies to jobs that share the same
set of GPUs, CPUs, memory, and network resourcéstHence, Muri can interleave compute
and communication phases of a set of jobs only if the jolase sharing the same set of GPUs

In contrast, this thesis focuses on interleaving compute and communication phases of
di erent jobs, irrespective of which GPUs they occupy.

Similarly, Synergy P8 has proposed a multi-resource interleaving scheduling approach by
inferring the sensitivity of DNN jobs to GPU, CPU, and memory resources using optimistic
pro ling. Synergy improves the overall cluster e ciency by performing resource-sensitive
allocations instead of a GPU-proportional allocation. However, Synergy's approach does not
consider the network bandwidth as a resource and is unable to interleave the communication

phases with other resources.

2.4.3 Communication-aware Scheduling

A variety of approaches have been developed to accelerate communication among ML
training workers of the same job to reduce network overheadZ4 161, 55 4, 32 145
10Q 79 and to enable more e cient pipelining strategies $8, 103. ByteScheduler 104 and
Syndicate PZ] accelerate ML training by scheduling and optimizing the order of communication
operations between di erent GPU servers used by a training job. ByteScheduler overlaps
compute and communication operationsvithin a training job, while Syndicate provides

a solution for planning and scheduling communication operations for large DNN training.
Similarly, TACCL [ 127, BytePS [74], and CLOPT [16]] improve the communication collective
algorithms of large DNN models. BytePS seeks to nd a balance between the Parameter
Server B4] and Ring-AllReduce algorithms for synchronizing the gradients. TACCL proposes a
communication collective algorithm for training large models with data and model parallelism.

CLOPT co-optimizes network topology and communication schedules for ML training. These

IMuri [ 167 states this limitation: The algorithm avoids cross-group packing to minimize the packing
overhead.
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approaches optimize communicationvithin a training job, however, they do not consider

congestion and network sharingcross training jobs
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Chapter 3

Towards Network Interleaving

3.1 Goal

We consider GPU training clusters where large DNN models are distributed across GPUs.
Our ultimate goal is to avoid network congestion to slow down the training time of jobs
sharing a link. We argue that achieving this goal does not always require augmenting the
network bandwidth, and compatible jobscan share network links without experiencing any

slowdowns, as if the jobs are running with dedicated network resources.

3.2 A Surprising Observation

We begin our argument with an observation from a testbed with A100 GPUs and ConnectX-5
Mellanox NICs, shown in Figure 3.1a. The capacity of each NIC is 50 Gbps. We run two
distributed DNN training jobs, called J; and J,, across the servers such that they share a
bottleneck link L;. We run each job for 1,000 iterations under two scenarios. In the rst
scenario, two VGG19 134 training jobs start simultaneously and shard., fairly under the
default RDMA-based DCQCN congestion control algorithm165. DCQCN has a parameter
T that corresponds to the time period of its rate increase. The default value @f in our

testbed is 125 s. Figure 3.1b shows both jobs achieve roughly 21 Gbps bandwidth (i.e., half
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Figure 3.1. Impact of unfairness on training iteration time of two VGG19 training jobs
sharing bottleneck link L.

of L,'s capacity) during the rst iteration. This is not surprising, as DCQCN is designed
to divide the capacity equally between jobs16g. In the second scenario, we arti cially
introduce unfairness by adjusting DCQCN'ST parameter onJ,'s servers to 100 s, making

it more aggressive. As a result, in the very rst iteration,J; achieves roughly 30 Gbps of
bandwidth, whereasJ, achieves 15 Gbps, as shown in Figure 3.1c. At rst blush, it appears
continuous unfairness will hurtJ,'s iteration time in subsequent iterations. But we nd that
as training progresses, unfairness helps baih and J,. Figure 3.1d plots the CDF of training
iteration times for both scenarios, demonstrating that the unfairness in scenasiaccelerates

the median iteration time of both jobs by 1.23 .
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Figure 3.2: Comparing the iteration times with fair and unfair bandwidth allocations.

3.3 Why Would Unfairness in Congestion Control Help
ML Training?

DNN training jobs have a unique on-o pattern P1, 106 153 10§ where the o period
corresponds to the compute phase and the on period represents the communication phase.
Intuitively, when two training jobs share a network link, fair bandwidth sharing slows down
both jobs by prolonging their communication phases. In contrast, unfair bandwidth sharing
speeds up one job while slowing down the other, creating a side e ect thsiides the on-o
pattern of the two competing jobs to t into each other after a few iterations.

Figure 3.2 demonstrates the sliding impact for the two scenarios in Figure 3.1 by showing
the link utilization of back-to-back iterations. For clarity of presentation, we assume both
jobs start at the same time, and we smooth out the plots to help with the visualization.
Figure 3.2a shows that when the bottleneck link is shared fairly, both jobs continue to occupy

50% of the available bandwidth across all iterations. In contrast, Figure 3.2b shows that

for the very rst iteration, unfairness gives more bandwidth toJ,, allowing it to accelerate
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and complete the rst iteration at t = 0:28 sec, wheread, takes longer and completes its
rst iteration at t = 0:32 sec. This imbalance means the second communication phasd of
starts earlier (att = 0:38 sec) and utilizes the full bandwidth temporarily, while the second
communication phase ofl, starts later (at t = 0:42 sec). Similarly, in the second iteration,
when both jobs are communicating, due to unfairness; occupies a bigger share of the
bandwidth. Interestingly, the region where both jobs compete for network communication
gradually reduces as we move from the rst iteration to the fourth iteration. By the fourth
iteration, unfairness pulls apart the communication phases of the jobs and interleaves the
computation phase ofl; with the communication phase ofl, perpetually. Hence, the iteration
times of both jobs become almost equal to what they would have been had the jobs been

running in a dedicated cluster; i.e., faster than fair sharing.

3.4 Is Unfairness Helpful For All ML Jobs?

It turns out that the above desirable side e ect of unfair bandwidth sharing can only help
jobs whose communication and computation phases can t perfectly into each other. As
Table 3.1 shows, unfairness only helps a speci ¢ combination of jobs. Each row represents
a di erent group of popular DNN training jobs (and batch sizes). We rst measure the
average iteration time when each group of jobs competes for bandwidth using the default
(fair) DCQCN algorithm. Then, for each group of jobs, we make the DCQCN algorithm
unfair such that the order of aggressiveness is based on the jobs' order of appearance in the
table, with each job more aggressive than subsequent jobs in its row. The rst group shows
that when BERT [46] and VGG19 [L34 models share a link, making BERT more aggressive
ends up negatively hurting the iteration time of VGG19. But the second group shows when
two DLRM [8] models share a link, making the rst DLRM more aggressive accelerates the
average iteration time ofboth jobs by 1:28 1:3 , compared to fair bandwidth sharing.

The green color indicates the set of jobs for which unfairness leads to faster iteration times
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Jobs competing for| Fairness iter.| Unfairness Unfairness| Fully com-
bandwidth (batch | time iter. time speed-up | patible
size)

BERT (8) 183 ms 157 ms

VGG19 (1200) 297 ms 315 ms

DLRM (2000) 1301 ms 1001 ms

DLRM (2000) 1300 ms 1019 ms

BERT (8) 320 ms 216 ms

VGG19 (1400) 494 ms 466 ms

WideResNet (800) 466 ms 505 ms

WideResNet (800) 295 ms 273 ms 1.08

VGG16 (1400) 294 ms 274 ms 1.07

VGG19 (1400) 389 ms 329 ms 1.18

VGG16 (1700) 389 ms 329 ms 1.18 3
ResNet50 (1600) 167 ms 165 ms 1.01

Table 3.1: Unfairness speeds up only fully compatible jobs.

than fair bandwidth sharing. We refer to a group of jobs for which unfairness results in faster
iterations time for all the jobs in the group ascompatible jobs
The next chapter describes our centralized scheduleZassini , a network-aware DNN

scheduler that takes job compatibility into account while placing jobs on GPUs.
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Chapter 4

Cassini : Network-Aware Job Scheduling

In Machine Learning Clusters

In this chapter, we develop a simple but e ective approach, calle@assini, that integrates
with existing ML schedulers to allow them to e ciently place multiple ML jobs on network
links while minimizing the chances of network congestion. Our approach requires no special
support, such as reservations and priorities, from switches/NICs and does not require any
changes to the congestion control protocol.

We demonstrate that for a speci ¢ combination of jobs, introducing a small time-shift
to delay the start of one of the iterations enable€assini to interleave the computation
and communication patterns of di erent jobs, thereby improving the training time. We refer
to such combinations of jobs asompatibleand developCassini as a pluggable module to
augment prior ML schedulers to consider a novelompatibility metric when determining
where to place jobs and control how jobs compete on network links.

Augmenting ML schedulers to take links and servers into account is inherently challenging
because jobs are likely to traverse multiple links and may compete with di erent jobs on
di erent links. To address this challenge, we propose geometric abstractionthat leverages

the periodic communication pattern of Deep Neural Network (DNN) training workloads. The
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key idea of our abstraction is to roll time around a circle whose perimeter is proportional to
the training iteration time of ML jobs. To determine the compatibility score of two (or more)
jobs on a link, Cassini places each job on its corresponding circle and overlays the circles on
top of each other. It then uses an optimization formulation to rotate the circles into a position
that maximizes interleaving. The rotation angle of each job corresponds to a time-shift value
to delay the start of the next immediate training iteration to achieve compatibility.

Looking beyond a single link and extending to jobs running across a topology, we generalize
the geometric abstraction to cluster-level by introducing a bipartite A nity graph whose
vertices are a subset of jobs and links. An edge in the A nity graph indicates a job is
traversing a link. We then use a new graph traversal algorithm to nd unique time-shifts for
all jobs while maintaining their compatibility on all links. Using our geometric abstraction
and A nity graph, we augment Themis [91] and Pollux [108] with 1000 lines of code.

To evaluate Cassini, we build a testbed with 24 servers, each with one NVIDIA A100
GPU [10] and one 50 Gbps RDMA NIC. Our experiments with 13 representative DNN models
(VGG11 [59, VGG16 [42], VGG19 [7§], ResNet50 §3, WideResNet101 158, BERT [46],
ROBERTa [90], XLM [41], CamemBERT P4, GPT-1 [110, GPT-2 [111], GPT-3 [24], and
DLRM [8]) show that Cassini improves the tail completion time of jobs by up to 2.2
and 2.5 , compared to Themis 91] and Pollux [10§, respectively. Moreover, we show that

Cassini reduces the number of ECN marked packets in the cluster by up to 33
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Figure 4.1: The tra c pattern of di erent parallelization strategies when training GPT-1,
GPT-2, and GPT-3 models.

4.1 Background and Motivation

4.1.1 Distributed DNN Training Tra c Pattern

Cassini is designed for large GPU clusters with hundreds of training jobs distributed with
data, pipeline, and/or model parallel training paradigms. To this end, we study the impact of
di erent parallelization strategies on network demand using a series of measurements. Each
server in our testbed has one A100 GPU and one ConnectX-5 Mellanox RDMA NIC with
50 Gbps capacity. In all our experiments, we choose batch sizes such that the GPU utilization
is higher than 80%, and intra-job pipelining is enabled.

Data parallelism. In data parallel training, the DNN model is copied into the memory of
each GPU while the dataset is distributed across them. Figure 4.1(a) shows the communication
pattern of a GPT-1 [110 model (12 layers, 9 GB memory) distributed across four GPU
servers using data parallelism. The gure shows the tra c pattern of three back-to-back
training iterations. Each iteration contains a forward pass with near-zero network demand,
followed by a period of high utilization corresponding to the backpropagation and AllReduce
phases.

Model/Pipeline parallelism. In model parallel training, the DNN model is partitioned
across workersg3, 73], and parts of the DNN model are computed on di erent workers.
The two common techniques for model parallelism are tensor parallelism and pipeline (or

layer) parallelism RQ]. In pipeline parallelism, the model is partitioned vertically at the
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layer boundaries 102 68]. Figure 4.1(b) shows the communication pattern of a GPT-21[L]]
model (24 layers, 27 GB memory) distributed across two servers using pipeline parallelism.
We patrtition the model vertically in half (i.e., server contains layey to layer;,, and serves
contains layel; to layer,,) and use PipeDream's approachlDZ to divide the batch size into
three minibatches. The three small communication peaks during the forward pass correspond
to the activation parameters of these three minibatches. The heavy communication demand
following the peaks corresponds to the AllReduce operation between the embedding layers in
the model.

Model/Tensor parallelism. Another variant of model parallel training is tensor
parallelism [L29 131]. Tensor parallelism techniques partition the model horizontally such
that di erent tensors are distributed across workers 16, 144. Figure 4.1(c) shows the
communication pattern of a GPT-3 R4 model (96 layers, 35 GB memory) distributed across
two servers using tensor parallelism. We partition the model horizontally in half, where each
server contains half of all the layers. The gure shows that both forward and backpropagation
phases introduce roughly 25 Gbps tra c followed by a short period of near-zero network
demand during data loading.

Hybrid data/pipeline/tensor parallelism. Today's DNN training systems tend to
use a hybrid of data/pipeline/tensor parallelism to train large DNN models01, 79, 53, 147.
Figure 4.1(d) shows the communication pattern of a GPT-32H] model (96 layers, 155 GB
memory) distributed across eight servers using hybrid data/pipeline/tensor parallelism. We
use pipeline parallelism to partition the model's layers vertically into two parts. Then, we
divide the layers in each partition horizontally to obtain a total of four partitions. Next, we
assign each of these four partitions to a server. Finally, we replicate the same process across
another group of four servers and use data parallelism to distribute the data between these
two groups of four servers. The gure shows the communication demand of the forward,
backpropagation, and AllReduce phases where each phase has a di erent network demand.

Key takeaways. We repeat the above experiments using common DNN models, such as
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Figure 4.2: Impact of interleaving the Up-Down phases of two VGG19 jobs sharing lihk

BERT [46], DLRM [8], WideResNet101 15§, RoBERTa [9(], and VGG [134 and observe
similar tra c patterns. Our key takeaways are: (i) the network demand repeats itself across
all iterations, as long as the training hyper-parameters remain the samaei )(the network
demand of an iteration may consist of multiple Up and Down phases. The exact magnitude
of the network demand during these Up and Down phases depends on the parallelization
strategy and hyper-parameters. For instance, Figure 4.1(d) shows each training iteration has
six Up-Down phases, labeled ag) to @. Section 4.3 describe€assini 's approach to capture

the duration and bandwidth of Up-Down phases.

4.2 Interleaving the Up and Down Phases

Cassini's goal is to augment ML schedulers to consider the tra ¢ demand of training jobs
when making scheduling decisions. In particular, given the key takeaways in the previous
section, we aim to interleave the bandwidth demand of Up and Down phases of di erent jobs
to leverage the periodic network demand of distributed DNN training jobs.

To demonstrate the power of Up-Down network demand interleaving, we consider two
data parallel training jobs,j; andj,, as shown in Figure 4.2(a). Each job has one Up and

one Down phase at every training iteration. We run each job for 1,000 iterations under
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two scenarios. In the rst scenario, two VGG19134 jobs start simultaneously and sharé;
fairly. The communication uses the RDMA-based DCQCN congestion control algorithm §5.
Figure 4.2(b) shows that both jobs achieve roughly 22 Gbps bandwidth (i.e., half bfs
capacity). In the second scenario, shown in Figure 4.2(c), we interleave the Down phase
of j; with the Up phase ofj, and vice versa, by shifting the start time ofj, by 120 ms
(Section 4.3 describes how we obtained this value). In this scenario, the jobs do not compete for
bandwidth during their respective Up phases, giving both jobs the entire available bandwidth.
Figure 4.2(d) plots the CDF of training iteration times for both scenarios demonstrating that
scenarig accelerates the 90 percentile tail iteration time of both jobs by 1.26 .

Perfectly interleaving the Up and Down phases of di erent jobs is not always possible.
For instance, when BERT f6] and VGG19 [L34 models share a link, no suitable time-shift
can achieve perfect interleaving. But when WideResNet10198 and VGG16 [L34 share a
link, shifting VGG16 by 150 ms enables perfect interleaving. Instead of relying on perfectly
matching Up and Down phases of jobs, we de ne a metric callembmpatibility score that
captures the potential degree of interleaving across jobs sharing the network. Section 4.3
describes a novel technique to determine the compatibility score and the amount of required

time-shift to achieve it.
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Figure 4.3: Cassini 's geometric abstraction.

Figure 4.4: Rotating the circles enables interleaving the network demand jaf and j ».

4.3 Geometric Abstraction

Consider a time-series representation of the network demand for a job running in a dedicated
cluster with no congestion. As shown in Section 4.1, di erent training jobs have di erent
Up and Down patterns but the duration and bandwidth demand of the same job remain
more or less the same across training iterations. The key idea of our abstraction isred
time around a circle whoseperimeter is equal to the iteration time of a job. Consequently,
the Up-Down phases of all iterations will appear on approximately the same angles of the
circle. This approach is similar to dynamic time warping that measures the similarity between
two temporal sequences used for speech and word recognition since the 198s The

di erence is that dynamic time warping looks for similarity between di erent sequence of
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Figure 4.5: Cassini's uni ed circles for jobs with di erent iteration times.

data and allows time to be squeezed and expanded whereas we look for network demands
which don't slow down each other by communicating simultaneously and allow time sliding
but not warped.

Figure 4.3(a) illustrates the time-series network demand of a data parallel VGG16 training
job with a training iteration time of 255 ms. Figure 4.3(b) shows a circle with perimeter 255
units where the time-series data is plotted around it. The gure demonstrates that the Up
and Down phases of di erent iterations cover the same angles of the circle. Our geometric
abstraction captures this property, as shown in Figure 4.3(c). The perimeter of the circle is
the iteration time, set to 255 units. The Down phase spans 141 units, represented by the
uncolored arc with 200 angle, starting at O, on the x-axis. The Up phase represented by

the colored arc occupies the remainder of the circle.

4.3.1 Rotate the Circle to Interleave Down and Up Phases of Dif-

ferent Jobs

To determine the compatibility score of two (or more) jobs on a link, we place each job on its
corresponding circle and overlay the circles on top of each other. Congestion occurs when
the total bandwidth demand of a particular angle is higher than the capacity of the link,
as shown in Figure 4.4(a). To nd the best interleaving, we rotate the circles to a position
where the summation of the bandwidth demands is less than the capacity of the link for all

angles in the circle, as shown in Figure 4.4(b). If such a rotation is found, the jobs are fully
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compatible.

4.3.2 Capturing Jobs With Di erent Iteration Times

The above technique only works when the perimeters of the circles are the same. To generalize
to the case where jobs have di erent iteration times, we place each job oruai ed circle
whose perimeter is equal to the Least Common Multiple (LCM) of the iteration time of
all jobs competing on the link. For instance, consider two jobp, and j, competing on

a bottleneck link with iteration times 40 ms and 60 ms, respectively. To determine the
compatibility score of the two jobs, we place them on a circle with a perimeter equal to
LCM (40;60) = 120 units. Figure 4.5(a) showg 1 on this uni ed circle. As the perimeter of
the circle is 3 j;'s iteration time, there are three periods of Up and Down phases in the
gure. Similarly, Figure 4.5(b) showsj, on the uni ed circle. We then overlay the uni ed
circles on top of each other (shown in Figure 4.5(c)) and rotate the circles to determine the
compatibility score. Figure 4.5(d) shows that by rotatingj; by =30 counter-clockwise,
the sum of bandwidth demands on all angles of the uni ed circles is lower than the link

capacity, giving these two jobs a compatibility score of 1 (i.e., fully compatible).

4.3.3 Capturing the Bandwidth Demand of Model Parallel Training
Jobs

For clarity of presentation, the examples in this section contain data parallel training jobs
with one Up and one Down phase during each iteration. HoweveGassini's geometric
abstraction is generic and can capture more complex tra ¢ patterns induced by various
parallelization paradigms. Consider the communication pattern of the GPT-3 model with
hybrid data/pipeline/tensor parallelism shown in Figure 4.1(d). Here, GPT-3's communication
pattern consists of six Up-Down phases with di erent durations and bandwidth demands.

The geometric circle of this job contains six colored arcs where the length and color intensity
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Figure 4.6. Geometric circle for the job in Fig. 4.1(d).

of each arc corresponds to the duration and bandwidth demand of each Up-Down phase
of the model, as shown in Figure 4.6. Next, we formalize our geometric representation
and show an optimization formulation that uses the geometric abstraction to nd rotation

angles to interleave the Up-Down phases of multiple jobs sharing a link, irrespective of the

parallelization strategy.

4.3.4 Finding Rotation Angles

Once jobs are placed on their uni ed circlesCassini uses an optimization formulation, shown

in Table 4.1, to nd the best angle of rotation for jobs to maximize their compatibility.

4.3.5 Optimization Input

The input is a set of ML jobsJ' = fjg competing on a linkl. We pro le each jobj to
construct its uni ed circle, denoted by uni ed_circlej. The perimeter of the uni ed circle
is the LCM of the iteration times of all jobsj 2 J'. The data structure of uni ed_circle;
contains a series of bandwidth demandsw_circlej( ), where 2 [0;2 ] identi es an arc
of the circle that corresponds to an Up or Down phase in the communication pattern. The

total capacity of link | is denoted byC'.
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4.3.6 Optimization Objective and Output

The optimization goal is to overlay the uni ed circles of each job and rotate them such that the
excess bandwidth demand across all angles is minimized. We de ne the compatibility score
asscore=1 averageExcesgdemand )), whereExcessis the excess bandwidth demand of
all jobs at a particular angle (Equation 4.1). To make the score a unitless metric, we divide
the average excess bandwidth by the link capacit¢'. Note that when the excess bandwidth
demand is zero, the compatibility score is 1 (i.e., 100% compatible). However, when there
are many jobs with large excess bandwidth demands, it is possible for the score to become
negative, indicating a highly incompatible combination. The optimization objective is to
maximize this compatibility score, and the output of the optimization is a rotation angle !

j
for each job.

4.3.7 Optimization Constraints

Equation 4.3 computes the sum of the bandwidth demands across all the jobs sharing link
at a particular angle on their uni ed circles, rotated by angle J' . We bound this value by

I between 0 and

the output parameter demand . Equation 4.4 bounds the rotation angle ;

f—j because the uni ed_circlg containsr; iterations of job j. Hence, setting an upper limit of

f—j ensures that the rotation angle is in the rst iteration and eliminates duplicate solutions.
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J'=fjg
funi ed_circle jg

Set of ML jobsj 2 J' competing on linkl.

Set of uni ed circles for8j 2 J. Each circle is a
data structure that contains the angles and band

Input width demand of Up or Down phases.
bw_circlej( ) Bandwidth demand at angle on uni ed_circle
ri Number of iterations ofj in its uni ed_circle ;.
A=f g Set of discrete angles 2 [0,2 ]. jA] denotes the

number of discrete angles.
C! Total link capacity of link 1.
Output demand thal bandwidth demand_ at gngle when consid-
ering the demand of all jobg 2 J.
i Rotation angle ofj 2 J on link I, in radians.
score Compatibility score of jobs sharing linkl.

Auxiliary de nitions:

Excesqdemand ) =

Maximize:

demand C' ifdemand >C'

Subject to:
X

8

otherwise
Excesgdemand )
=1 —
score iAIC
bw_circle; ( i) demand

Table 4.1: Cassini 's optimization formulation.
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4.4 Augmenting ML Schedulers with  Cassini

This section describes howCassini extends its link-level geometric abstraction to the entire

cluster.

4.4.1 Cassini A nity Graph

Translating angular rotations to time-shifts. Consider a set of jobg 2 J' sharing link
|. Using the formulation in Table 4.1,Cassini computes a rotation angle | for 8 2 J' such

that the compatibility score is maximized. Each J' corresponds to a time-shiftt} to delay
the start time of j to maximize its compatibility with all other jobs in J'. Given that the
perimeter of the uni ed circle p', is the LCM of the iteration times of all jobsj 2 J', Cassini

computes these time-shifts by multiplying the normalized rotation angle witip'. Formally:

!
2—’ p) mod iter_time, (4.5)

8j 2J';t; =

Challenge: ensuring a unique time-shift for each job. In a large-scale cluster,
jobs are likely to traverse multiple links, and they may compete with di erent jobs on
di erent links. Consider the case depicted in Figure 4.7 where jolh competes with jobj,
on link I, and j, competes with jobjs on link |,. Theoretically, it is possible to migrate
the jobs to pack workers of the same job under the same rack to avoid sharing the links
altogether, but our experiments show that today's ML scheduling systems frequently end
up with fragmented placements because of the dynamic nature of their scheduling decisions
and job arrival patterns. In fact, no scheduler guarantees it can maintain perfect placement
throughout time without continuously migrating jobs to defragment the cluster. For the case
depicted in Figure 4.7, computing the time-shifts of , using Equation 4.5 would result in two

time-shift valuest}l2 and t}";. Given the interdependence between all servers participating in a

training job, Cassini must nd a unique time-shift value for each job across links without
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Figure 4.7: Example illustrating a cluster-scale compatibility challengeCassini must ensure
a unique time-shift forj ,.

compromising the compatibility on any link.

Simple approach. A potential approach to address the above challenge is to simply
break the tie by choosing one of the} values at random. But this approach cancels out the
bene ts of compatibility because it does not respect the carefully computed time-shifts for
di erent links.

Complex approach. Another potential approach is to expand the footprint of our
geometric abstraction from link-level to cluster-level. This approach requires expanding the
optimization formulation in Table 4.1 to include all jobs that share their paths with any
other jobs in the cluster and to encode a unique; in the constraints. This approach is not
scalable because it requires expanding the perimeter of the uni ed circle to become the LCM
of the iteration times of a large number of jobs in the cluster. Thus, nding a unique rotation
angle for each job requires adding an exponential number of constraints to the optimization
formulation which increases the complexity and overhead of the formulation dramatically.

Cassini 's approach. Cassini introduces a bipartite A nity graph G = (U;V;E),
whereU and V are two sets of vertices, an®E denotes the edge set betwedd and V, shown
in Figure 4.8(a). Each vertexu 2 U represents a job that is sharing its path with other jobs
somewhere in the network. Each vertex 2 V represents a link that carries more than one
job. An undirected edgee = (;1) 2 E exists between a joj 2 U and a link| 2 V if |

traversesl. The weight of edgee = (j;1) 2 E is the time-shift of jobj on link I; i.e., we = t}.
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Figure 4.8: Cassini 's A nity graph. Traversing left to right incurs a negative sign on the
weight of edges and vice versa.

Traversing the A nity graph. Cassini uses a graph traversal algorithm to nd unique
time-shifts t; for all jobsj 2 J while maintaining compatibility on all links. To consolidatet}
values for each jol3 and link | into a uniquet; value, Cassini rst randomly selects one of
the jobs in the A nity graph as the reference point with t; = 0 and then traverses the graph
to compute unique time-shifts for all others. Algorithm 1 describes the pseudocode of our
graph traversal. In the general case, the A nity graph is not necessarily a connected graph,
hence, the algorithm traverses each connected subgraph separately (line 3). The traversal
algorithm extends the Breadth First Search (BFS) algorithm in two ways. First, only vertices
in U are added to the BFS queue@) because the time-shifts correspond to jobs, not links
(lines 6- 14). Second, traversing from jobg 2 U) to links (I 2 V) incurs a negative sign on
the t} weight on edgee = (j; 1), whereas traversing the reverse direction incurs a positive sign
(lines 15-18). As soon as the vertex corresponding to jphis visited, its unique time-shift is

determined by the algorithm (line 18).

Theorem 1 (Correctness and Uniqueness Guaranteelsiven a cluster withJ jobs and
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Algorithm 1 Traversing the A nity graph
1: procedure BFSAffinityGraph
. Input Graph G =(U;V;E): Cassini's A nity graph
. Output time_shifts g: Time-shifts of jobs in G

2: time_shifts g = {}
3: for all connected subgraphdd 2 G, H =(Uy;V4;En) do
4; time_shifts 4y = {}
. BFS traversal
5: Mark all vertices u 2 Uy as not-visited
6: u = randomly_select_vertex( Uy)
7: ty =0 and mark u as visited
. Only enqueue vertices fromU (jobs)
8: Q.enqueue()
9: while Q is not empty do
10: j = Q.dequeue()
. Find the corresponding links and jobs
11: for all neighborsl of j do
12: for all neighborsk of | do
13: if Kk is not visited then
14: Q.enqueuek) and mark k as visited
. Find the edge fromU to V
15: er= En(sl)
. Find the edges fromV to U
16: e = Ey(I;k)
. Compute the nal time-shift
17: tk = (] We, + We,)% iter _time
18: time_shifts y [k] = tg
19: time_shifts ¢ = time_shifts g [ time_shifts 4

20: return time_shifts g

a loop-free A nity graph, G = (U;V;E), Algorithm 1 guarantees both correct and unique

time-shifts t; for all jobsj 2 J.

Proof. The key insight behind this theorem is that our graph traversal maintains the same
relative time-shift for all job pairs in the A nity graph.

To prove uniqueness we need to show that Algorithm 1 assigns a time shift value exactly
once to every jobj 2 J in the cluster with A nity graph G = (U;V;E). To prove the

correctness, we need to show that:
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8l;8(jn;im) 2f (jizJW)i(i;1) 2 E and (ji;1) 2 Eg:

(t,  t.0)%p =(t, t_)%p (4.6)

wherep' is the perimeter of the geometric abstraction for link. In other words, to guarantee
correctness, we prove that for every pair of jobs sharing a link, the di erence in the time-
shift values assigned by the algorithm is equal to the relative time-shift given b@assini 's
optimization formulation for that link.

We rst use induction to prove that both the above statements are true for any connected
and loop-free A nity graph G = (Uq; Vq; E1), and later we extend this to a general A nity

graph with many connected sub-graphs.

Base case: First, we show that both statements hold for a graphG with only one link I.
Algorithm 1 rst selects one of the jobsj; connected to the linkl and setst;, = 0. Using its
BFS traversal algorithm for all the other jobsj; connected tol, Algorithm 1 sets the time
shift as:

t,

— | |
- t11+ tji

As the algorithm uses BFS and visits each job exactly once, the time-shift value is computed
and assigned exactly once for each job. This ensures that for a given job, there is a unique
time-shift value computed by the algorithm.

To show correctness, we need to prove equation 4.6 for all job pairs connected to the link
I. Sayj, and |, are two jobs connected to the linK, then:

(%P =( t,+t  ( t, +1 ))%p

=(t, tj,)%p
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This shows that the time shift assignments are correct for the base case.

Assumption Step: Let us assume that the two statements hold for every connected and
loop-free A nity graph having n links.

Induction step: We use the above assumption to prove that the two statements hold
for a connected and loop-free A nity graph havingn + 1 links. Let G = (Us; Vs; Es) be the
connected sub-graph withn links. Now, we create an a nity graph with n + 1 links, by
adding a new linkl,, which is already connected to some set of jolds= fjg. In order to get
a connected and loop-free A nity graph with n + 1 links, I,, has to be connected to exactly
one jobj; 2 Us. It has to be exactly one because having an edge with more than one job from
the sub-graphG will form a loop, and not being connected with any of the jobs from the
sub-graphG will make the A nity graph disconnected. Let j; be the job from subgraphG
that is connected tol,. Sincej; is the only path to reach the linkl, and the jobsJ connected
to the link, our algorithm 1 will reach link I, through job j;. Then, from the algorithm, the

time assignments for the jobs in) are given by:

; . - In In

The uniqueness is guaranteed since BFS visits each job only once. From the assumption
step, the correctness constraints for all the links in the subgrapB are assumed to be valid,

so we have to only prove equation 4.6 for the jobs connectedlto

8(imiin) 2 i (tin  G)%P = (8, t +t, (4t + 1 )%p

= (1, t,)%p

This shows that both statements hold true for any A nity graph with n + 1 links. This
concludes the induction proof. Hence, Algorithm 1 holds true for all connected and loop-free
A nity graphs.

Now, we extend to an A nity graph of a cluster with multiple connected sub-graphs.
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Since our algorithm solves each connected sub-graph one by one and assigns a single time-shift
value for each job in the sub-graph, uniqueness is guaranteed. For correctness, since there is
no edge connecting jobs and links from di erent disjoint sub-graphs there are no constraints

across disjoint graphs that need to be checked for correctness. Hence, this concludes the

overall proof. N

Example. As an example, traversing the a nity graph in Figure 4.8(b) results in the

following unique time-shifts forj 4, j,, andja:

t;, =0 (reference poin} (4.7)

tj, =( tl!ll + tj!lz) mod iter_time |, (4.8)
A nity graph path: jat It oo

i, =( o+t 2+ t?) mod iter_time (4.9)
A nity graph path: jab b gt Lt ogs

For the correctness of the algorithm, the graph should be loop-free. @assini's design,
we eliminate placement con gurations that have loops. Themis allocates servers using an
auction procedure, which involves multiple jobs in the cluster participating in the auction.
This allows multiple possible placement con gurations for the jobs participating in the auction.
Hence, it is easy to nd many loop-free placement con gurations among them. Similarly,
Pollux reallocates resources periodically, involving multiple jobs and creating many possible

placement con gurations.

4.4.2 Putting It All Together

This section uses Themis [91] as a running example of a scheduler augmente@agsini .

Overview of Themis.  Themis uses a fairness metric, called nish-time fairness, to
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achieve long-term fairness across the entire cluster by periodically updating the placement
of jobs. To achieve fairness, workers in Themis lease resources and go through periodic
auction epochs to help jobs that are farthest in terms of their fairness metric bid for more
resources. Themis's central arbiter determines the global winning bids to maximize the
aggregate improvement in the nish-time fair metrics across all bidding jobs. To capture
network overheads, Themis uses a slowdown penalty based on whether the workers are under
the same rack or across racks.

Augmenting Themis with  Cassini . Figure 4.9 shows howCassini augments Themis.
First, Cassini modi es Themis's arbiter to return a set of potential placement candidates
instead of a single placement. TherCassini selects the top placement candidate based on
its compatibility metric and computes unique time-shifts for jobs that share the network.
Cassini transfers the time-shifts to Themis's agent running on servers. Finally, Themis's
agent applies the time-shifts at the start of the epoch. Note thaCassini respects the
hyper-parameters, such as batch size or the number of workers, decided by Themis (or other
schedulers thatCassini is augmenting). Next, we describe each step in detail.

Step 1. Discover placement candidates. In this step, Cassini decouples the
process of nding the number of workers for each job to improve nish-time fairness from
the exact worker placement in the cluster. To do so, instead of returning the precise job
placements at the end of the auction phase, we con gure Themis to return up & candidate
placements These candidate placements all achieve the same nish-time fairness, but their
worker placements are di erent. For instance, consider a case where jghsand j, each place
a bid on two additional workers, and they both win, while jobk; is losing one worker, and
job k; is losing three. In this case, there are two ways to distribute workergi) k; and k;
each give up one worker tg,, and k, gives two workers toj,; or (ii) k; and k, each give up
one worker toj,, and k, gives two workers toj;. Both options are candidate placements.
Moreover, selecting which workers ik, and k, should be reassigned creates another set of

candidate placements.Cassini collects these candidate placements and feeds them as input
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to the next step. This process requires changing only300 lines of code in Themis.

Step 2. Find unique time-shifts. This step is listed in Algorithm 2 and includes
Cassini 's key contributions. Cassini rst constructs an A nity graph G for each placement
candidate ¢ 2 Candidates (lines 3-12). Following Theorem 1, to ensure correctness, we
discard placement candidates with loop(s) in any of their A nity subgraphs (line 15). Then,
Cassini constructs the uni ed circles for each job and solves the optimization formulation in
Table 4.1 for all links in G to obtain the compatibility metric for each link in V; (lines 17-22).
Given that the placement candidates are independent of each other, our implementation uses
multiple threads to parallelize this computation. Once the compatibility score of all candidate
placements is determinedCassini sorts each placement candidate based on the average
compatibility score of its member links to nd the top placement candidaté¢op_ placement?2
Candidates (lines 24-25)! Then, it executes Algorithm 1 ontop_ placements A nity graph
Giop_ placement 10 Obtain unique time-shiftsft;g; 8] 2 Vigp placement fOr jobs that share links
with other jobs in this placement (line 26). Finally,top_placementand its corresponding
time-shifts are transferred to Themis's agent running on the servers (line 27).

Step 3. Apply time-shifts. When a time-shift t; is received by the Themis agent
running job j, it delays the start of the next immediate training iteration by t;. However,
even though the workers of the same job apply a unique time-shift, the time-shift values can
drift due to noise, stragglers, and other unpredictable event€assini updates the agent
on each server to measure the drift and adjust the time-shifts. Our evaluations show that

time-shift adjustments are rare (Y4.5.7).

lInstead of averaging, tail or other metrics may also be used.
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Figure 4.9: UsingCassini to augment Themis [91].
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Algorithm 2 Cassini Module's Pluggable Algorithm

1: procedure CassiniModule
. Input Jobs Array of active training jobs in the cluster
. Input Links : Array of all links in the cluster
. Input Candidates: Array of candidate placements for jobs
. Output top_ placement, ft;g: Top placement and time-shifts

2: for ¢ 2 Candidates do . (Loop is executed with threads)
. Construct Cassini 's A nity graph corresponding
to this placement (Y4.4.1)

3: Ge = (Uc; Ve Ec)

4: for all j 2 Jobs | 2 Links do

5: if | shares links with other jobsthen

6: Uc= Uc |

7: if | carries more than one jobthen

8: Ve= Ve[ |

9: if j is traversing | then

10: e = new Edge betweert (j;1)g
11: E=E[ e
12: We=0
. Discard this candidate if A nity graph has a loop
13: if there is a loop inG¢ then
14: Candidates:remove(c)
15: continue
16: score, = {}
17: for 1 2 V; do . (Executed with threads)
. List of jobs traversing link |
18: J=1g
19: for all neighborsj of | do
20: =3
. SolveCassini optimization (Table 4.1)
21: scorg = CassiniOptimization  (J')
22: score; = score; [ scorg
. Set the compatibility score of candidatec
23: c:score= score;

. Sort placements based on compatibility metric
24: SontCandidates  (Candidates, Decreasing")
25: top_ placement = Candidate[0]

. Find unique time-shifts (Algorithm 1)
26: ftjg = BFSAffinityGraph (Gtop_ placement )
27: return ft;g; top_ placement
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Figure 4.10: Logical topology of our testbed.

Figure 4.11: [Poisson trace] (a) Time series of DNN training jobs and their iteration times.
(b) CDF of the iteration times.

4.5 Evaluating Cassini

We evaluateCassini on a 24-server cluster and compare its performance to that of other
state-of-the-art ML schedulers. First, we describe our evaluation methodology and setup
(Y5.5.1). Then, we compar€assini 's performance gains with respect to the state-of-art ML
schedulers for a mix of data and model parallel DNN training jobs (Y4.5.2). Next, we evaluate
the impact of data parallelism (Y4.5.3), model parallelism (Y4.5.4), partial compatibility
(Y4.5.5), and having multiple GPUs per server o@assini's performance (Y4.5.6). Finally, we

evaluate the frequency of time-shift adjustments an€assini 's overhead (Y4.5.7).
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45.1 Methodology and Setup

Setup. We build a prototype to demonstrate the gains o€assini in real-world settings. Our
prototype includes 24 ASUS ESC4000A-E10 servers, each with one A100 Nvidia GR{ [
(40 GB of HBM2 memory) and one 50 Gbps Mellanox ConnectX5 NIC. We use RoCEV2 for
communication and enable DCBT] and PFC on these interfaces to support a lossless fabric
for RDMA. The servers run Ubuntu 18.04 LTS. We use PyTorchl[l] version 1.8.0, CUDA
version 11.1, and NCCL version 2.11.4 in our training framework.

Topology. We use a To no switch to construct the logical topology illustrated in
Figure 4.10 with 13 logical switches. The Mellanox ConnectX5 NICs on each of the servers
are connected to the To no switch. The To no switch emulates 13 logical switches and 48
bi-directional links for a 2:1 over-subscribed topology. We use ow table rules that match
on <input port, destination MAC> to forward packets to the correct output port and
physical loopback cables for switch-to-switch links. We use the default RDMA-based DCQCN
congestion control algorithm 165. ECN is enabled through WRED with min and max
thresholds set to 1000 and 2000 cells. The PFC skid bu er threshold of each virtual switch is
4000 cells.

DNN workloads. We experiment with 13 popular DNN models: VGG1159], VGG16 [42],
VGG19 [78], ResNet50 §3], WideResNet101 5§, BERT [46], RoBERTa [90], XLM [41],
CamemBERT [94], GPT-1 [11(, GPT-2 [11]], GPT-3 [24], and DLRM [8]. All models
have an equal probability of occurrence and the training duration time is randomly selected
between 200 - 1,000 iterations. Table 4.2 provides details about model con gurations and
batch sizes used in our experiments. Note that the batch sizes are provided as a range because
the number of workers and hyper-parameters change during scheduling epochs. In particular,
in di erent experiments, we select the batch size according to the hyper-parameters used in
prior work [128 1, 120 91, 104. The memory requirement of each model re ects the amount

of memory each model occupies in the GPU memory. We adjust the model sizes for di erent
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DNN Memory Batch Parallelization Type

requirement | size/GPU | strategy

(MB)
VGG11 [59] 507 512-1800 | Data Parallel Vision
VGG16 [42] 528 512-1800 | Data Parallel Vision
VGG19 [78] 549 512-1800 | Data Parallel Vision
WideResNet101 [158] 243 256-1200 | Data Parallel Vision
ResNet50 [63] 98 256-1800 | Data Parallel Vision
BERT [46] 450 8-32 Data Parallel Language
RoBERTa [90] 800 8-32 Data Parallel Language
CamemBERT [94] 266 8-32 Data Parallel Language
XLM [41] 1116 4-32 Data Parallel Language
GPT1 [110] 650 - 9000 | 32-80 Model Parallel Language
GPT2 [111] 1623- 27000 | 32-80 Model Parallel Language
GPT3 [24] 1952- 155000 16-48 Model Parallel Language
DLRM [8] 890 - 1962 | 16-1024 Model Parallel Recomm.

Table 4.2: DNN models used in our experiments.

models depending on the parallelization strategy.

Parallelization strategy.  We use data parallelism to train the VGG, ResNet, and BERT
family of models using Pytorch's DistributedDataParallel framework§5]. This framework
distributes the dataset across GPUs and uses RingAllreduce to update the gradients during
each training iteration. We train the DLRM and GPT family of models using a hybrid of
data/model parallelism. Following prior work [L47, we use Meta's opensource codebase for
training DLRM [ 8] where the embedding tables are partitioned across GPUs, while the rest
of the model is replicated on all GPUs. Finally, we use Microsoft's DeepSpeed tog]l fo
partition the GPT models across GPUs using hybrid data/model parallelism.

Traces. Following prior work [98, 162 91, 10§, we use three sets of traces in our
evaluations: () Poisson trace we use a Poisson distribution for job arrivals where the job

arrival time is determined by the load parameter de ned as the average fraction of GPUs

that are serving active jobs in the cluster. We vary the load between 80% and 100%) (
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Figure 4.12: [Poisson trace] (a) Time series of model parallel jobs and their iteration times.
(b) CDF of the iteration times.

dynamic trace where a set of DNN training jobs are present in the cluster, and a new set of
jobs arrive; (iii ) snapshot trace we take several snapshots of the cluster where all jobs are
present at the start of the experiment.

We implement the following schemes in our testbed.

" Themis. We use the default Themis91] scheduler as one of our baselines. The bidding
period (epoch) is set to 10 mins. Jobs participate in an auction where they send bid
values for di erent GPU allocations. An assignment of GPU servers is valid until the
period of lease time. When the lease time expires, the job gives up the server, and a
new auction is conducted for all the released servers. When a job arrives, its initial
number of requested workers is randomly selected between 1 to 12 GPUs. As the
experiment progresses, the number of workers is automatically tuned based on Themis's

nish-time-fairness metric.

A

Th+ Cassini . Themis augmented withCassini as described in Section 4.4.2. In
particular, this scheduler takes up to 10 placement candidates from Themis, constructs
geometric circles and A nity graphs for each placement to capture the cluster-level
compatibility, solves our optimization formulation to nd time-shifts for jobs that are

competing on bandwidth, selects the top placement candidate based on compatibility
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ranks, and nally computes a unique time-shift for jobs. The unique time-shifts and
nal placement are given to the Themis agent running on GPUs. Unless otherwise
stated, we use 5 as the angle discretization precision (Table 4.1) to compute the

time-shifts.

Pollux. We use Pollux as a second baselin@0g. Pollux considers the system
throughput and statistical e ciency to maximize cluster-wide training performance. It
periodically queries jobs and reassigns GPUs to maximize the overall goodput of the

cluster. Pollux also models migration costs and avoids frequent job migrations.

Po+ Cassini . We augment Pollux with Cassini using an approach similar to that
described in Section 4.4.2 except that Pollux uses overall goodput instead of nish-time-
fairness to adjust hyper-parameters during scheduling epochs. Hence, the number of
workers assigned to each job does not always agree with Themis. To make an apples-to-
apples comparison, alCassini -related parameters in Po+Cassini and Th+ Cassini

are the same.

Ideal. An ideal scheduler that runs each training job on a dedicated cluster. This
scheduler incurs no congestion, as the entire cluster is dedicated to one job, and there

is no need to take job compatibility into account.

Random. A random placement scheduler that places workers for each job randomly.
This scheduler has the highest network overhead, because it does not take locality or

compatibility into account.

Pro ling DNN models. Similar to Themis and Pollux, we pro le each DNN using
Pytorch and In niband port counters. Our pro ling script executes a few iterations of each
job to measure iteration times and collect link utilization patterns for various batch sizes
and numbers of workers. Fine-grained link utilization data from the port counters enables
Cassini to build the geometric circles and the corresponding bandwidth demands for our

optimization (bw_circle;( ) in Table 4.1).
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45.2 Performance Gains

We evaluate Cassini 's performance gains using job arrivals and departures from our Poisson
trace. Figure 4.11(a) plots the time series of events in the cluster for Themis and Tlassini .

In this experiment, we train a combination of DNN models. We use model parallelism for the
DLRM [8] model because of its large model size, and we use data parallelism for all the other
DNN models. Placement changes are triggered by job arrivals, job departures, and when the
lease time of any of the servers expires. Given the dynamic nature of the trace, the servers
are occupied gradually, and their lease times are not synchronized. For instance, at time
t =72 mins, a data parallel training job for the XLM [41] model arrives at the cluster, and
Themis places it such that one of the links is shared with WideResNet1015f without the
knowledge that XLM and WideResNet101 are not compatible jobs. In contrast, Th&assini
improves the iteration time of XLM by placing it with compatible jobs. Figure 4.11(b) plots
the CDF of iteration times of all the data points in Figure 4.11(a) and shows that compared
to Themis, Th+ Cassini improves the average and 99 percentile tail iteration times by 1.6

and 1.8 respectively. We observe similar gains between P&assini and Pollux. The gure
also shows that Th+Cassini achieves similar performance as our Ideal benchmark.

To evaluate Cassini's performance with model parallelism, we measure iteration times
of various jobs trained using model parallelism, as shown in Figure 4.12(a). We use our
Poisson trace for the job arrivals and departures. Note that this trace contains di erent
training instances of the same DNN models where they di er in their hyper-parameters and
number of workers. We use su xes on their names to distinguish between the instances, for
example, GPT2-A and GPT2-B are two di erent training jobs, as shown in the legend of
Figure 4.12(a). GPT2-A has a batch size of 24 with a model hidden size of 1536 (as de ned
by Deepspeed's codebas8]), while GPT2-B has a batch size of 70 with a model hidden size
of 1184. For instance, at timet = 8 min, a model parallel GPT-2 [L1]] training job (labeled

as GPT-2-A) arrives at the cluster and without considering the communication demands,
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Figure 4.13: [Dynamic trace] CDF of training iteration times and the number of ECN marked
packets per iteration.

Themis places this job such that it shares a link with another large GPT-34] model in
the cluster. GPT-2-A and GPT-3 models are not compatible, causing both training jobs to
slow down. In contrast, Th+Cassini improves GPT-2-A's iteration time by placing it with a
compatible GPT-1 model. Figure 4.12(b) plots the CDF of iteration times of all the data
points in Figure 4.12(a) and shows that compared to Themis, Th&€assini improves the

average and 99 percentile tail iteration times by 1.2 and 1.6 respectively.

4.5.3 Cassini Reduces Congestion

We next demonstrate the e ectiveness oCassini in reducing the congestion in the network.
We use our dynamic trace to trigger the arrival of DLRM and ResNet50 to the cluster while
the cluster is busy running other jobs. Given the contrast between the network demand

between these two models, this experiment serves as a stress test to highlight the importance
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Figure 4.14: [Dynamic trace] Number of ECN marked packets per iteration

of compatible job placement on network congestion. In this case, both Pollux and Themis end
up placing DLRM on servers that share network links with other non-compatible jobs which
hurts the iteration times. In contrast, Th+ Cassini and Po+Cassini ip the placements of
DLM and ResNet50 to achieve compatibility, thereby improving the training iteration times,
as depicted in Figure 4.13. Compared to Themis, Th&assini improves the average and
9g" percentile tail iteration times by 1.5 and 2.2 , respectively. Similarly, compared to
Pollux, Po+ Cassini improves the average and 99 percentile tail iteration times by 1.6

and 2.5 , respectively.

The gains in iteration times are a direct consequence Ghssini 's ability to reduce network
congestion. Figures 4.14(a) to (e) show the number of ECN marked packets per iteration for
di erent models. The gure shows that Th+Cassini and Po+Cassini consistently maintain
a lower number of ECN marks per iteration across the models. In particular, Figure 4.14(c)
shows that, on average, DLRM is experiencing 27and 33 more ECN marks in Themis

and Pollux, compared to theirCassini -augmented counterparts.
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Figure 4.15: [Dynamic trace, model parallelism] CDF of training iteration times and the
number of ECN marked packets.

Figure 4.16: [Snapshot trace] Link utilization of compatible and partially compatible snap-
shots.

4.5.4 Impact of Model Parallelism

To ensureCassini 's gains are not limited to data parallel jobs, we run a series of experiments
in which all jobs in the trace use model parallelism. As shown in Section 4.1.1, model parallel
jobs have several Up and Down phases in each iteration where the duration and bandwidth
demand of each phase depends on the parallelization strategy and hyper-parameters. Similar
to the data parallel case, we us€assini 's geometric abstraction to capture the duration
and bandwidth demand of Up and Down phases of a series of model parallel jobs. We then
use Cassini 's optimization formulation and A nity graph to compute the time-shifts for
the jobs sharing the same network links. We use our dynamic trace to trigger the arrival of
multiple GPT and DLRM models while the cluster is training other model parallel jobs.
Figure 4.15(a) shows the CDF of training iteration times. We nd that similar to the data
parallel case, Themis ends up placing non-compatible jobs, such as <GPT-3 and GPT-2> or
<GPT-1 and DLRM>, on the same network link, whereas Th+Cassini places compatible

jobs, such as <GPT-1 and GPT-2> or <GPT-3 and DLRM>, on the same network links.
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Snapshot Competing jobs (batch| Th+ Cassini | Themis Compatibility | time-shift
ID size) score (ms)
1 WideResNet101 (800)| 138 ms 206 ms | 1.0 0 ms
VGG16 (1400) 148 ms 199 ms 150 ms
2 VGG19 (1400) 168 ms 220ms | 1.0 0 ms
VGG16 (1700) 163 ms 220 ms 158 ms
RESNET50 (1600) 59 ms 55 ms 46 ms
3 VGG19 (1024) 166 ms 176 ms | 0.9 0 ms
VGG16 (1200) 168 ms 177 ms 100 ms
4 RoBERTa (12) 164 ms 210ms | 0.8 0 ms
RoBERTa (12) 180 ms 208 ms 60 ms
5 BERT (8) 209 ms 213 ms | 0.6 0ms
VGG19 (1400) 294 ms 292 ms 42 ms
WideResNet101 (800)| 265 ms 266 ms 191 ms

Table 4.3: [Snapshot trace] Compatibility score of DNN jobs.

Consequently, Th+Cassini improves the average and 99 percentile tail iteration times by
1.2 and 1.6 , respectively. We observe similar gains between Pollux and PGassini .
Figures 4.15(b) to (e) depict the number of ECN marked packets per iteration for the
models in this experiment. Depending on the status of congestion, di erent models experience
di erent numbers of ECN marked packets. For instance, Figure 4.15(d) shows that compared

to Themis, Th+ Cassini reduces the average number of ECN marked packets by 29

4.5.5 Impact of Partial Compatibility

An important consideration for practical deployment ofCassini is to evaluate the impact of
placing partially compatible jobs on the same link(s). Intuitively, the higher the compatibility
score, the better interleaving is achieved. As the compatibility score reduces, the gains also
diminish. To evaluate the impact of partial compatibility, we take ve snapshots of the
cluster, as shown in Table 4.3, and compute the compatibility scores and time-shift values
from our optimization formulation (Y4.3) for each snapshot. We then measure the average
communication time of each model under Themis and Th&assini . The table shows that

when the compatibility score is 0.6Cassini 's gain compared to Themis starts to diminish.
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Figure 4.17: [Dynamic trace] Multi-GPU experiment.

Note that Cassini avoids placing jobs with low compatibility score (e.g., snapshot 5) on the
same link.

We demonstrate the reason behind diminishing returns by plotting the link utilization
of each snapshot in Figure 4.16. When the compatibility score is high, the opportunity for
interleaving is large, and jobs end up interleaving their network usage most of the time, as
shown in Figures 4.16(a) (d). However, as the compatibility score is reduced, jobs are forced
to share the link most of the time, as shown in Figure 4.16(e). Additionally, Figure 4.16(b)
demonstrates a desirable feature of our optimization formulation where compatibility does
not require strict interleaving. In this snapshot, only VGG19 and VGG16 are interleaved,
and ResNet's communications overlap with both jobs because its network demand is not

signi cant and can co-exist with the other jobs.

4.5.6 Impact of Multiple GPUs per Server

Although having multiple GPUs per server enables allocating more GPUs within the same
server to a job, today's large-scale training jobs require hundreds of worketglf, 104, making

it impossible to avoid network congestion entirely by relying on multi-GPU servers. In such
cases,Cassini's gains are more pronounced for models that are distributed outside the

boundary of a server.
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