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Abstract

Diffusion models excel at text-to-image generation, especially in subject-driven gener-
ation for personalized images. However, existing methods are inefficient due to the
subject-specific fine-tuning, which is computationally intensive and hampers efficient
deployment. Moreover, existing methods struggle with multi-subject generation as
they often blend identity among subjects. In this thesis, we present FastComposer
which enables efficient, personalized, multi-subject text-to-image generation without
fine-tuning. FastComposer uses subject embeddings extracted by an image encoder
to augment the generic text conditioning in diffusion models, enabling personalized
image generation based on subject images and textual instructions with only forward
passes. To address the identity blending problem in the multi-subject generation, Fast-
Composer proposes cross-attention localization supervision during training, enforcing
the attention of reference subjects localized to the correct regions in the target images.
Naively conditioning on subject embeddings results in subject overfitting. FastCom-
poser proposes delayed subject conditioning in the denoising step to maintain both
identity and editability in subject-driven image generation. FastComposer generates
images of multiple unseen individuals with different styles, actions, and contexts. It
achieves 300-2500 speedup compared to fine-tuning-based methods and requires zero
extra storage for new subjects. FastComposer paves the way for efficient, personalized,
and high-quality multi-subject image creation.
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Chapter 1

Introduction

Recent advancements in text-to-image generatiod(, [9, 24, [13], particularly di usion
models [P1, 51, 44, 41, 50], have opened new frontiers in content creation. Subject-
driven text-to-image generation permits the personalization to new individuals given
a few sample image#E, 8, 136, (14, [2§], allowing the generation of images featuring
speci ¢ subjects in novel scenes, styles, and actions. However, existing subject-driven
text-to-image generation methods still su er from two key limitations: the cost of ne-
tuning in personalization and identity blending for multiple subjects. Personalization is
costly because they often need model ne-tuning for each new subject for good delity.
The computational overhead and high hardware demands introduced by model tuning,
largely due to the memory consumption1l] and computations of backpropagation,
constrain the applicability of these models across various platforms. Furthermore,
although some methods are proposed to tackle the subject ne-tuning cost issue,
existing tuning-free techniques struggle with multi-subject generation (Figure 1-1)
because of the identity blending issue (Figurg 1}2 left), in which the model combines
the distinct characteristics of di erent subjects (subject A looks like subject B and
vice versa).

We propose FastComposer, a tuning-free, personalized multi-subject text-to-image
generation method. Our key idea is to replace the generic word tokens, such as
"person”, with an embedding that captures an individual's unique identity in the

text conditioning. We use a vision encoder to derive this identity embedding from

9



Figure 1-1: Comparison with baselines for multi-subject image generation. We use
scientists' names in the text prompt for text-only methods (SD, MJ). Text-only
methods only perform well when subjects are present in the training dataset but
struggle to maintain the identity otherwise. Fine-tuning-based methods blend the
identity of di erent persons (Tl rows 1 and 2, CD rows 1, 2, 4), deviate from the text
instruction and only generate a single subject (Tl row 4), or generate images that do
not resemble any speci c reference (CD row 3).

a referenced image and then augment the generic text tokens with features from
this identity embedding. This enables image generation based on subject-augmented
conditioning. Our design allows the generation of images featuring speci ed subjects
with only forward passes and can be further integrated with model compression
techniques [57, 5, 18] to boost deployment e ciency.

To tackle the multi-subject identity blending issue, we identify unregulated cross-
attention as the primary reason (Figure 4-2). When the text includes two "person”
tokens, each token's attention map attends to both person in the image rather
than linking each token to a distinct person in the image. To address this, we
propose supervising cross-attention maps of subjects with segmentation masks during
training (i.e., cross-attention localization), using standard segmentation tools1)].

This supervision explicitly guides the model to map subject features to distinct and
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Figure 1-2: Two challenges faced by existing subject-driven image generation meth-
ods. Firstly, current methods blend the distinct characteristics of di erent sub-
jects (identity blending ), shown by the right gure where Newton resembles Ein-
stein. Cross-attention localization (Sec 4.2) solves this problem. Secondly, they su er
from subject over tting , where they over t the input image and ignore the text
instruction. Delayed subject conditioningSec 4.3) addresses this issue.

non-overlapping regions of the image, thereby facilitating the generation of high-quality
multi-subject images (Figure 1-2 left). We note that segmentation and cross-attention
localization is only required during the training phase.

Naively applying subject-augmented conditioning leads to subject over tting
(Figure 1-2 right), restricting the user's ability to edit subjects based on textual
directives. To address this, we introducelelayed subject conditioningpreserving the
subject's identity while following text instructions. It employs text-only conditioning in
the early denoising stage to generate the image layout, followed by subject-augmented
conditioning in the remaining denoising steps to re ne the subject appearance. This
simple technique e ectively preserves subject identity without sacri cing editability
(Figure 4-3).

FastComposer enables inference-only generation of multiple-subject images across
diverse scenarios (Figure 1-1). FastComposer achieves 3500 speedup and
2.8 -6.7 memory saving compared to ne-tuning-based methods, requiring zero
extra storage for new subjects. FastComposer paves the way for low-cost, personalized,

and versatile text-to-image generation.
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