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ABSTRACT

In this thesis, I document the findings and process through which we built an educational
platform (JANN) to do research while having a positive impact on a community. Through
JANN we have coordinated more than 100k hours of tutoring sessions and built (to our
knowledge) one of the largest databases of educational recordings in the world. Broadly
the contributions here are twofold: first, we demonstrate the research potential building a
platform can offer. Second, using our educational platform, we pursue novel questions in the
field of education with granular information that is traditionally inaccessible for research.

After introducing the work and describing the construction of the platform, the first
chapter details an RCT where we show the effect of receiving tutoring on Math performance.
Second, we document how we built an estimator of emotions using audio. The estimator
was further validated on our dataset and then used to show that activating emotions are
related to better class quality. Third, we document an RCT where Math tutors were asked to
dedicate some time per week to teach Socioemotional learning skills. We show that this had
a positive effect on learning. Moreover, it also caused tutors to teach longer Math classes.
Students showed more trust in their tutors, and ultimately the classes had a higher prevalence
of positive emotions. Finally, we also study doing causal inference on observational data on
another platform. Using Facebook data we study digital groups and through a regression
discontinuity design we find that joining a group has a positive effect on making new friends
and can diversify a person’s connections in terms of income.

Overall, we find that building a platform, can broaden the granularity of the data one
has access to, make research more scalable, and ultimately also have a positive effect on a
community.
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5.2 This �gure presents an overview of how most friends a people makes from the group are

close in the network, and the friending process is not a result of the event of joining a group,

but only moderately in�uenced by it. On sub�gure A we see an illustrative example by

plotting the network of a person before joining a group, and marking the friends the person

makes after joining a group on purple. Two phenomena can be observed: (1) a person

can have many friends within a group before joining it, and (2) the friend the person will

do when joining a group are somehow close in the network. On sub�gure (B) we observe,

across all groups in the study, the progression of friendmaking for new members of a group.

To show this, for each user we calculated the total number of friends they did on the 200

days surrounding joining a group (100 days before and 100 days after). Then, for each day

in this period, we calculated the percentage of friends they had already done. We plot this

progression separately for people who joined large and small groups. Here we observe two

phenomena: (1) approximately half of the total friend a user will make in a group are met

before the user joins the group. (2) the trend of friend-making is almost constant before

and after joining the group, except for some friends who are done on the day the user joins

the group. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119
5.3 In this �gure we present the causal design and some initial results of our natural experiment.

Sub�gure B illustrates our design. There, four members applied to a group with less than

2 weeks di�erence between February 9th and February 20th. Between the 2nd and 3rd

application, the admin connected to do a batch approval. The next batch approval was on

March 3rd. This created a window of time were 4 people applied to the group, but only 2

were in the group in an almost "random" fashion. The �rst two applicants are considered

"treated" while the second two would be the control. Sub�gure A shows the baseline results

in terms of the number of weekly new friends in the group with respect to the week of the

application. Here, the horizontal axis represents time relative to application date, and the

vertical axis is how many new friends the users were doing. Here we see that, for both

control and treatment, individuals make more friends in the group on the week they apply,

and then they keep making friends, albeit in progressively smaller numbers. We also see that

the treated users made about 10% more friends than the control users after being admitted

to the group. Sub�gures E and F show the magnitude of the treatment e�ect in terms of

the number of new friends from the group in the �rst four weeks after the applications by

dividing the groups by their size (E), and by the relative size of the community (F). The

e�ect is calculated by regressingyi = a + b � t i where y represents the amount of friends

from the group people made in the four weeks following the application, andt i represents

whether personi was in the treated group. The relative size of the community term is the

result of Cg=Ng where Cg is the number of members in the largest community found using

Louvain algorithm on the largest component of the graph of friendships in the group. Due

to the non-deterministic nature of Cg, is it the average number over 10 repetitions.Ng is

the number of members in the group. Sub�gure C shows the e�ect size for groups when

they are clustered by both size and relative community size. Sub�gures D and G show

two examples of a group with a large relative community, and a small relative community

respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
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5.4 This plot shows results on diversity from the e�ect of being accepted into a group, using

the natural experiment described in section 5.0.2. Sub�gures A and C show the e�ect

overtime on the complete friend composition of our users. Figure A shows, for a BMIU

who entered a group with high proportion of AMIU members, the coe�cient b from this

regressionyit = at + bt � t i where yit is the total number of high income friends done by a

user on weekt (relative to their application to the group), and t i indicates whether useri

was in the treated group. Figure DC is similar, but yit represents the proportion of new

friendships with AMIU over all new friendships made on weekt. On �gure B we plot b from

regressingyi = a + b � t i where yi is the (log of the) number of high/low income friends

user i made in a group on the �rst four weeks, andt i represents whether useri was treated.

The regression was done only on high income users, and separated them by the fraction of

high income users in the group at the time they applied (using a sliding window of 20% on

either side). Sub�gure C is analogous to �gure D but for low income users. . . . . . . . 125
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Chapter 1

Creating a platform to advance causal

research in education

1.1 Introduction

1.1.1 The value of platforms for resarch

Online platforms are in many ways ideal tools to conduct causal research. They o�er ad-

vantages to randomize treatments easily, get real-time responses, and are generally easy to

scale. In this thesis, we present work done to build an educational platform, which tried to

harness these advantages to ask relevant questions in education.

Online platforms, in this context, are controlled by software that automates decisions

that impact the users. For example, a platform like Uber (a ridesharing software) matches

passengers with nearby drivers. My modifying the code, one can easily apply a treatment

to a random set of users. For example, in the case of Uber one could make a treatment

were users have to wait always at least 5 minutes to be matched with a driver and make the

platform apply the treatment to a random set of users. This could be used to estimate the

e�ect of waiting times on passengers.

Additionally, another advantage of online platforms is that the impact of the treatment
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can generally be collected in real-time. As platforms make decisions for users, such as con-

necting them to a driver, or approving their access to an online group, they use real-time

parameters. These parameters can be collected and can be very useful for research. First,

because they can alert researchers of unintended consequences of their research. Second,

because real-time information is generally much more granular than information collected

through snapshots. This means that the researchers can also have access to this �ne infor-

mation, opening the door to understand the studied phenomena with more depth.

Third, a platform's main engine is usually software. This means that as more users use

the platform, they can have a seamless experience using all features. In terms of research, this

can be very useful as one can increase the sample size of the participants of an experiment

with ease.

In this work, we seize these advantages to understand education and platform research in

more depth. We built an educational platform to make so far two studies, one comparing the

emotions in the classroom to the learning outcomes of the students, and the other is an RCT

(Randomized Controlled Trial) where we show the value of doing socioemotional learning

activities in the classroom. Finally, we also show work done on Facebook (a social network

platform) as an example of using observational data for causal research on a platform.

1.1.2 Challenges of quantitative research in education

The �eld of education has been greatly advanced by qualitative and quantitative branches.

Quantitative research allows to quantify the impact of di�erent aspects of education, while

qualitative research can generally include a more in-depth view of what happens in the

classroom by combining methods such as interviews and etnographies.

Recent advances in technology have allowed quantitative researchers in education to

expand the range of what can be studied. Speci�cally, challenges in randomizing treatments

to students, measuring more of what matters in the classroom, and �nding ways to apply

interventions through a high number of educators are now easier to overcome. In this work,
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we address these challenges and try to expand the horizon of metrics that can be studied in

quantitative education.

High-stakes settings such as schools are generally inappropriate for randomizing treat-

ments. Few parents would agree to �ip a coin to decide if their child will study Montessori

or traditional education. Creating lower-stakes settings where parents consent to have the

content taught to their children randomized can solve this problem. A risk in that case, is to

make the educational experience so low-stakes that it will become to di�erent to a traditional

educational setting. In our case, technology enabled us to create a tutoring operation where

kids would meet their tutors twice a week. This setting was ideal to randomize content, as

parents would consent to their child receiving randomized content.

Second, many aspects that in theory could be measured have so far been inaccessible to

most large scale quantitative researchers. An example of this is the classroom transcript.

Researchers in [1] used observers to grade videos of teachers according to a rubric. This

allowed the researchers to use this information. While this is optimal in some ways, it was

expensive and this limited the share of recorded time that would actually be evaluated.

Additionally, while rubrics and other methods can be used to limit idiosyncratic human

in�uence from altering the metrics each teacher gets, it is hard to completely standardize the

observations to make sure all teachers are measured with the same "bar". Recent advances

in speech processing, notably the work of whisper [2], whisperX [3] have now allowed us to

build a pipeline which analyzes hours of teaching information in minutes. This has yielded

one of the worlds largest education datasets, with more than 100k hours of teaching material

transcribed readily available for research.

Finally, another challenge in quantitative education research is the fact that education,

when provided by humans, depends a lot on the training the educator has. Addionally,

each educator can impact a limited number of students, for which to make a large scale

intervention through educators, one needs to have a pipeline which uniformly provides the

educators with the content needed to perform the intervention. In our case, an educational
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platform with an embedded mooc to train teachers was enough to be able to train more than

6,000 tutors in customized ways according to an RCT or general content speci�cations we

sought to achieve.

Given these limitations, we created an education platform called JANN which seized

the possibilities described above to cackle these challenges. Our platform, has performed 3

RCTs o far, provided with more than 100k hours of education, and allows us to create (to

our knowledge) one of the largest educational datasets in the world.

1.2 The story of JANN

JANN, or Jovenes Ayudando a Niñas y Niños(Youth helping children) started in January

2021. During that time, Sebastian Guevara and Salome Aguilar planned to run a tutoring

RCT in collaboration with the Mexican government to promote learning during the pan-

demic. After a conversation, I was invited to the project, and we started designing our

intervention.

In Mexico undergraduate university students are required to ful�ll social service require-

ments to obtain their degrees. This made it easy to �nd people interested in volunteering for

up to a year in the program. The response has been so good that at this time many children

are receiving tutoring in groups of two (instead of �ve) as we have enough tutors to cover

the children in a more personalized way.

Regarding students, we o�ered the program to �ve states, out of which two states accepted

to participate: Baja California and Durango. These states helped us coordinate webinars

and calls with teachers of public elementary schools where we would describe the program.

From these calls we got our �rst students. Today, we still do similar calls to get more

students, and have alliances with the Education ministries in more states in Mexico.

To coordinate our operation with decided to create an online platform. This allowed us

survey and evaluate our students, train our tutors, match students with tutors, share their
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mutual contact information, monitor that classes were being taught, and rematch students

to tutors when their schedules were not compatible, or in case a tutor would drop from the

program.

Figure 1.1: This image represents a simpli�ed version of our engine database schema. The
�gure omits several important tables for simplicity. The three dots "..." columns represent
the columns that are also committed for simplicity.

In order to make real time decisions, we used MySQL to set up the database scheme

presented in �gure 1.1. Through our database, we kept track of the progress of the users

of the program. This allowed us to, with a team of 3 people, coordinate an operation with

3000 children and tutors.

After operating on the �rst semester of 2021 we surveyed our participants to understand

their satisfaction with the program, and tested the children to also assess the use of this

intervention. The learning results are detailed on chapter 2 and were overall quite positive,
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as well as the results from participants surveys. Due to this, we decided to convert JANN

into an education lab. The goal was to use the platform we built to keep providing education

for children in Mexico while doing relevant research in Education.

Figure 1.2: This image illustrates (in a simpli�ed way) the pipeline we designed to process
the recordings uploaded to our platform

One priority we had was to be able to use technologies to dive into what was said in

class. For this, we designed the pipeline illustrated in �gure 1.2, where we would process all

recordings uploaded to our platform to extract the transcript. This pipeline, in a paralellized

way, was generated more than 100k transcripts of classes so far.

Today, JANN is one of the biggest tutoring initiatives in Mexico, and more than 23k

students have taken classes in the program. To achieve this, today the coordinating team

has grown, and we thank all the current and past members who have allowed this to happen.

1.3 Tutoring

Tutoring is a practice where a tutor meets periodically with a small group of kids to provide

education. The di�erence with a class is that the content of the session is adapted to the

kids level in the subjects being taught. For instance, it can be that in 3rd grade kids are

supposed to study multiplication, however a tutoring session for those kids could be focused
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on summation if the tutor identi�es the topic is not fully understood. Therefore, tutoring is

a technique to improve education.

To operationalize education we will use the characterization provided by Freinet [4].

Freinet describes education as the process through which kids are given the environment-

adapted tools to be able to create their individual being e�ciently. The tools can range

from learning math, to emotional regulation. Freinet describes how in the primitive years

of humanity, our instincts evolved to make our decisions yield us the best expected results

in normal conditions. However, as technological advance has modi�ed our environment at

faster rates, education is more important as the instincts we inherited might not be the

best response to the environment. As an example, the mathematical thought development

needed today is di�erent from that in other centuries. On the other hand, the change in

the family and home structure in societies can result in kids needing to develop a di�erent

level of emotional regulation, which can be included in education, either family provided or

school provided.

1.4 Summary of the thesis

In this thesis, we seek to show how a platform can be built to ask relevant questions in the

�eld of education. This includes documenting the results of two RCTs, documenting the

process of building an emotion estimator from audio in our platform, and �nally an example

on another platform of causal inference using obervational data.

On chapter 2 we document the �rst RCT ran in JANN. In this RCT, we assigned some

children to. waitlist and some children to a treatment of receiving tutoring for around to 8

weeks. By evaluating both groups after the �rst round of this intervention, we found that

the children who received tutoring had a signi�cant positive improvement in their Math

performance.

On chapter 3 we document the process of building and validating an estimator of emotions
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using audio. We validate the estimator using transcripts of our platform. Finally, we �nd a

relationship between teacher quality and the emotions prevalent in class.

On chapter 4 we analyze the results of an RCT in our platform where some children

were assigned to receive socioemotional learning education along with their Math classes

once a week. These activities were taught by their Math tutor. From surveys we found that

the trust in the tutor for asking advice increased. Moreover, the learning in these children

also increased. Finally, analyzing the recordings from the class we also found that the class

showed more engagement and prevalence of positive emotions.

Finally, on chapter 5 we present a study on the Facebook social network where we study

the e�ect of being in an online group to the diversity of friends one has. We do a regression

discontinuity design on the date of the application and �nd that being accepted into a group

increases the number of friends one �nds in the group by about 10%. Ultimately, we �nd

that for lower income users this has a measurable e�ect on the diversity of friends they make.
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Chapter 2

The e�ect of an online tutoring program

during the pandemic

This chapter presents the current version of the article "The e�ect of an online tutoring

program during the pandemic" by Salome Aguilar Llanes and Bernardo García Bulle Bueno.

Both authors contributed to designing the intervention, running the RCT, designing the

analysis, and writing this article. Bernardo ran the analysis. This article constitutes an

internal report.
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Figure 2.1: On the right, the �gure shows the location of the states in Mexico where the
RCT was performed. On the left, we show the timeline of the experiment

2.1 Introduction

The pandemic brought several challenges to education around the world. Millions of children

stopped going to school almost overnight. While schools scrambled to go online, the civil

community made several e�orts to address this challenge. In this work, we will present the

e�orts of an NGO in Mexico that operated a tutoring program run by volunteers, "Jóvenes

Ayudando a Niñas y Niños AC".

Speci�cally, the NGO worked by recruiting tutors from universities and normal schools

(college-level schools that train teachers in Mexico) who would volunteer to meet a group of

5 children twice a week to help them study Math. The tutors were asked to ask the students

for their homework and then help them solve it in a group. Tutors were instructed to use

this time to explain to students all the topics that the homework involved. Additionally, if

the tutors identi�ed that the children struggled with topics that were more basic than the

homework (for instance, when studying the addition of fractions, a tutor could identify that

their students still struggle with multiplications), then they were instructed to revise those

topics instead, with the goal that once the basic topics were covered, the students would

understand their homework.

During the pandemic, similar e�orts in Italy [5] and Botswana [6] generated positive

results in learning. In this work, we study a di�erent context, as tutors were connected to

groups of �ve kids each. Moreover, the tutors received limited support as the NGO had only

1 paid sta� member and over 300 volunteer tutors.
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2.2 Experiment design

To measure the e�ect of tutoring, we o�ered free tutoring to students in grades 3rd and

6th in two states of Mexico: Durango and Baja California. These states were part of a set

suggested by the Ministry of Education in Mexico. The grades were decided as they are the

middle of elementary, and the last grade before moving to middle school. The students who

signed up to the program were evaluated using a Math performance test and then separated

between a control and a treatment group using a wait-list design. This meant that the

students who got in the treatment group got to receive tutoring �rst while the kids in the

control received tutor in the following academic year. After, all students were evaluated to

measure the e�ect of the program by comparing the treatment and control groups through

another Math performance test similat to the �rst one they did. Afterwards students in the

waitlist received tutoring. Details of the timeline are shown in �gure 2.1.

The Math tests we used were designed by the NGO based on the national standardized

tests PLANEA and ENLACE [7] for their respective grades. They are based on the curricu-

lum for the year. To validate them, we observed the high correlation between baseline and

endline tests for the control groups. We include this analysis in the appendix.

We then veri�ed that demographic variables were the same across treatment and control

groups. Most variables had no signi�cant di�erence across groups. Wi� access had a slight

di�erence between treated and control groups, with control groups having slightly higher

access to internet. Math performance, gender, computer access, and family members who

did university are statistically indistinguishable between both groups.

2.3 Results

To assess the e�ect of tutoring, we compared the performance of the students in treatment

and control groups. Ideally, 100% of the students who were initially considered for the
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Dependent variable Baseline Woman Computer Own room Wi� access Relative in university

Constant -0.061 0.523*** 0.509*** 0.334*** 0.949*** 0.587***
(0.057) (0.033) (0.029) (0.028) (0.013) (0.029)

Received tutoring -0.061 -0.018 -0.052 0.055* -0.034** -0.004
(0.063) (0.036) (0.032) (0.03) (0.015) (0.032)

R2 0.0 0.0 0.002 0.002 0.002 0.0
N 1910 1383 1759 1759 1759 1753

Table 2.1: Balance tests for demographic variables. Some variable were collected at the end-
line survey so the observations in each regression might di�er. Baseline refers to performance
in Math baseline test. Relative in university refers whether a close family member went to
university

study would answer the endline survey. Unfortunately, in our case, only around 70% of

the students who answered the baseline survey answered the �nal survey. The attrition

rate was not dependent on the treatment. However, it had a relationship with the baseline

performance, where the top 25% performers were 10 pp. more likely to do the endline survey

than the bottom 25%. The results are included in table 2.2.

Dependent variable Answered Answered (Q1) Answered (Q2) Answered (Q3) Answered (Q4)

Constant 0.667*** 0.6*** 0.663*** 0.684*** 0.718***
(0.026) (0.055) (0.053) (0.052) (0.049)

Received tutoring -0.019 0.001 -0.029 -0.044 -0.005
(0.029) (0.06) (0.058) (0.058) (0.054)

R2 0.0 0.0 0.001 0.001 0.0
N 1910 468 473 479 489

Table 2.2: Attrition rate and its relationship to Math performance. In this table we explain
whether a student answered the endline survey. The �rst column includes all students, while
the other four separate them by quartiles regarding their Math performance.

Regarding the e�ect of tutoring, we did a regression where we regressed the endline score

of students with their baseline score, as well as the control group. To �lter out students

who answered at random, we excluded the students who did not get any question of the test

right. These were 2.5% of the students who answered the survey. Our estimator is also an

intent-to-treat estimator, which considers as treated all the students who were randomized

to receive tutoring, even if for personal or logistical reasons they did not receive any tutoring.

This means that the e�ect we found could be a lower bound on the real e�ect.

On table 2.3 we observe the coe�cients for being assigned treatment in the experiment

on the standardized endline Math test performance. Regardless of the controls used, there is
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Dependent variable Endline performance Endline performance Endline performance

Constant 0.015 0.018 -0.02
(0.066) (0.06) (0.115)

Received tutoring 0.127* 0.142** 0.165**
(0.072) (0.065) (0.069)

Baseline performance 0.319*** 0.317***
(0.025) (0.027)

Family member in university 0.127**
(0.054)

Demographic controls No No Yes
R2 0.003 0.144 0.155
N 1245 1245 1157

Table 2.3: Baseline results of the e�ect of receiving tutoring in the program. The table
presents the results of runningyi; 1 = � + � 1 � t i + � 2 � yi; 0 + � 3 � X i + � whereyi; 1 is the endline
performance of studenti , t i indicates whether the student was treated,yi; 0 is the baseline
performance on the Math test for studenti before the experiment was done, andX i are
other demographic variables. The �rst column is a regression which only includes the �rst
two terms � ,� 1 � t i , the second includes� 2 � yi; 0 and the third column includes all variables.
That column, which has demographic controls, included all the variables included in the
balance tests: gender, computer possession, whether the student has a room of their own,
access to wi�, and wheather a family member studied university. Only the latter yielded
signi�cant results, so the other variables were omitted from the table.

some signi�cance (between 10 and 5% p-values) suggesting that being assigned the treatment

had an impact of about 0.14 standard deviations. This shows that the tutoring program had

a positive e�ect on the participants.

Following this result, we sought to understand how each class contributed to the learning

of the students. We then decided to separate the treated students in four quartiles by how

many classes where taught in their group and compare them to the control group separately.

The number of classes taught in the group was determined by the date when the tutor and

students were matched, as well as by the responsibility and diligence of the tutor. For this

reason, the estimate is not causal.

The results for the analysis where students are separated by quartiles of classes can be

seen in in �gure 2.2. As expected, the kids who received the most classes had the largest

di�erence compared to the control, at around 20% SD. The opposite is true for the kids with

the least classes, which are indistinguishable from the control. While the estimates are not

causal, they reinforce the belief that the classes had a positive e�ect on the students.
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Figure 2.2: This table shows the coe�cient� 1 of being assigned to the treatment group from
this regresssionyi; 1 = � + � 1 � t i + � 2 � yi; 0 + � whereyi; 1 is the endline performance of student
i , t i indicates whether the student was treated,yi; 0 is the baseline performance on the Math
test for student i before the experiment was done. The treated students were compared to
the control, however they were separated by how many classes were taught in their group.

2.3.1 Did the tutors matter

One question that rose during research was whether the tutoring had an e�ect on the kids,

or the e�ect stemmed solely from the fact that the students' days received structure by

participating in the program. If this were true, we would expect that the number of classes

a child received completely determined their improvement, independently of the tutor who

gave those classes. To test this hypothesis, we �rst subsampled from our population of

treated children those who received at least 10 classes from their tutor. Then, we estimated

r i � as the residual fromyi = a + b� X i + � whereyi is the performance change between the

initial baseline test and the endline test, andr i is the residual (or error term) from the OLS

estimate based on Math baseline grades and number of classes received.

We then calculated r � i � which is the averager j for j 2 Gi : j 6= i where Gi is all

the students who were taught by the same tutor asi . This means the average residual

of improvement of all kids taught by the same tutor asi , excluding i . Then we regressed
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r � i = a + br� i � + cX i where X i is the same as above. The results are shown in the table

below:

Dependent variable Math performance improvement residual
2+ peers 3+ peers 4+ peers 5+ peers 6+ peers 7+ peers

constant -0.059 0.036 0.076 -0.295 -0.3 -0.712*
(0.2) (0.225) (0.247) (0.309) (0.354) (0.395)

r � i � 0.085 0.186** 0.22** 0.321*** 0.376** 0.002
(0.067) (0.085) (0.1) (0.116) (0.161) (0.238)

R2 0.019 0.026 0.036 0.099 0.231 0.246
N 322 239 167 119 77 55

Table 2.4: This regression has as dependent variable the unexplained Math residual (with
the speci�cation detailed from section 2.3.1) when controling relevant covariates such as
Math baseline performance (also in cuadric form), number f classes received, gender, having
a computer, wi�, room and a relative who went to university. The only independent variable
to be added is the average unexplained improvement of children from the same tutor (average
improvement of group)r � i � wherej 2 Gi : j and Gi is all the students who were taught by
the same tutor asi . As this is an average, it's variance is less the more peers or children
taught by the tame tutor a student had. For this, we include the result with di�erent number
of peers, which includes children who were not on the same group asi , but had the same
tutor as i .

The results indicate that the residual of the improvement of a children's peers can explain

his/her residual. Since we're controlling for the number of classes, we interpret this as

evidence that the tutor who taught the kids matters beyond just the number of classes

he/she gave. This would mean that the improvement we saw in Math performance was not

driven exclusively by the positive e�ects of having scheduled tutoring sessions.

When we observe the table, we notice that the e�ect ofr � i � increases with more students

to compare with, until we reach six. After the estimate becomes more volatile, presumably

from having a low number of observations.

2.4 Discussion

In this work we have presented the results of an RCT which connected volunteer tutors with

kids to teach them Math. While the RCT was set-up in short time as an emergency response,

we have seen it had a signi�cant positive e�ect on learning. This means it can be used as a
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bluepring for future high-impact low budget RCT's.

2.4.1 Limitations and future work

This work has several limitations. A large one, is that we had an attrition of about 33%.

This means that if there was some selection between who answered and who did not that

interacted with our treatment, then our estimates could be biased. To reduce attrition, we

performed a lottery where students who answered the survey would earn a chance to win

around 5,000 mexican pesos, 250 usd.

Inspite of the e�orts, we still only reached 66% of our participants. While this increases

the chances for bias, our attrition rate was not di�erential with respect to the treatment.

This means, the attrition rate was statistically indistinguishable between treatment and

control. This decreases the chance that attrition was correlated with factors which are also

a�ected by the treatment.

Another limitation we had was that our experiment was run in a particular point in time

due to the con�nement during the COVID pandemic. This means that if the RCT would be

run today, potentially the results would be di�erent. While this limits the generalizability of

our results, we �nd that the results are quite informative for emergency education measures

taken in abnormal times.

A last limitation we had was that the attendance rate to the tutoring sessions was about

53%. This means that students would miss their sessions often. While this is a compliance

issue, we were satis�ed that if anything, this issue would bias the estimation for the e�ect

of tutoring negatively. This means that in an RCT with higher compliance and attendance

the results could be even larger.

2.4.2 Conclusion

In this article, we show the e�ciency of a distance tutoring RCT. This RCT capitalized on

the knowledge of volunteers so that students who had to move on to distance learning had
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additional support to minimize the learning loss during the pandemic. This article shows

that volunteers with some preparation can cause a very large impact on the education, and

thus lives, of younger students.
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Chapter 3

Good Vibes in Class: A Tool to Detect

Which Emotions Lead to More Learning

This chapter presents the current draft of "Good Vibes in Class: A Tool to Detect Which

Emotions Lead to More Learning" by Bernardo García Bulle Bueno, Salome Aguilar Llanes,

Fernanda Albo Alarcón, Alex 'Sandy' Pentland, and Esteban Moro. All authors contributed

to the design of the research questions and methods. Bernardo, Salome, and Fernanda

directed the operation of the platform to collect the results. Bernardo and Salome designed

the analysis and wrote the body of the article. Bernardo ran the analysis. This article is a

draft, and is now in the process of being remade with 30x the currently used data.
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3.1 Introduction

The environment of the classroom plays a fundamental role in learning. In turn, emotions

� both from the teacher and the students � play a large role determining the environment.

In interviews [8] teachers have identi�ed how modulating their emotions yields bene�ts in

the kids classrooms. Both positive and negative a�ect emotions can be good. Positive a�ect

emotions (emotions that are considered pleasant such as happiness or pleasant surprise) can

motivate children to cooperate and follow rules, foster creativity, and motivate interest in

the class [9]. Negative a�ect emotions (or unpleasant emotions) can sometimes help enforce

norms in the classroom. However, the teachers identify negative a�ect emotions are optimal

when shown at a modulated level, as letting them over�ow is counterproductive.

In terms of the students, positive emotions are generally good, although researchers [10]

have identi�ed they are good as long as the positive emotion is focused on the object of

the study. Negative emotions from the student are generally bad for learning, however in a

measured amount they can promote doubt, which can ultimately lead to learning. In [11],

the researchers propose a model where the emotions of the kids map directly to the stage of

the learning process. In the model curiosity is a positive emotion that boosts learning and

confusion, in mild amounts, can show the students are being challenged and will ultimately

learn, although an overwhelming amount will hinder learning.

Thus, emotions in the classroom can play a role in motivating students and serve as

a powerful tool to assess the learning process. However, despite its importance, emotions

and the class environment in general have played a minor role in quantitative research in

education, which has broadly focused on readily available metrics, such as absence and drop-

out rates, as well as test scores. While the three are pivotal, broadening the spectrum of

what we can measure in the classroom will result in a better understanding of education.

More importantly, it will also allow policy-makers to take decisions that a�ect and improve

metrics related to the class environment.
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In this work, we leverage the role of video calls in online tutoring sessions to create

a tool that estimates the prevalence of di�erent emotions in the class. This tool allows

decision-makers to estimate the emotions in the classroom. Moreover, it opens the door to

researchers to test the e�ect of interventions within the classroom, as well as to test the

hypotheses posed by other methodologies, which leads to more exchange between schools

and nurturing between the �ndings of each.

Emotion detection algorithms from speech have been developed using a variety of sound

features. Speci�cally, researchers in [12] successfully developed a detector using Mel-frequency

Cepstrum Coe�cients, which have the advantage to be computationally fast to extract and

have been successfully used in multiple applications. We used the library in [13] to generate

analogous coe�cients to create our tool.

We tested our tool in the �rst �ve minutes of each class following the �ndings of [14]

who showed that sound features extracted in the �rst �ve minutes of a longer negotiation

contain signals which predict 30% of the outcome variance. Our tool produces 6 estimations

for the prevalence of di�erent variables in the class: Happiness, Neutral, Sadness, Fear,

Anger, and Disgust. It also produces an estimate of the intensity or arousal level of the

emotion, regardless of the valence. We associated them with TVA (Teacher Value Added)

estimations, which is a metric commonly used in the �elds of Education and Economics

to estimate teacher quality, which aims to estimate the learning in Math kids receive from

being with a teacher measured in standard deviations from a Math class. For context, one

standard deviation is estimated to be about 5 years of learning. Out of the emotions we

measured, high intensity held the largest signi�cance when explaining TVA, and all emotions

in total explained 13% of the variance of TVA in the 173 groups we compared.

When comparing the classes within the tutor, we identi�ed that latter classes of better

tutors have higher levels of high-intense emotions. This is true under a �xed e�ects model

and is consistent with a model of class where rapport is built between the students and

teacher progressively.
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We have three main contributions regarding learning and emotions:

ˆ We have generated, to our knowledge, the �rst set of associations of emotions with

learning on a large-scale program with completely random student-tutor assignment.

This gave us a large-scale environment to test quantitative hypotheses about the role

of emotions in the classroom.

ˆ We identi�ed that successful groups (in terms of learning from the students) di�er from

other groups by building an environment with more positive emotions in class.

ˆ We built a tool that provides non-subjective metrics of classroom environment, good

enough to capture signals related to learning and rapport building through the school

year. Historically quantitative researchers, policy-makers, parents, schools, and teach-

ers themselves have relied on end-of-year surveys, test results, and absence rates to

have feedback on their classes. Our tool could potentially provide immediate feedback

to the teacher at school and it opens the door to more research on the subject.

Regarding existing literature, we provide quantitative evidence to measure whether pre-

viously posed [8, 10] associations between emotions and learning hold in large-scale datasets,

and to what extent. These across-method veri�cations help advance science by �lling gaps,

con�rming theories and posing new questions. In our case, we show that indeed high-intensity

emotions foster learning. Moreover, we show that good teachers have evolving dynamics in

their groups as the school year advances which foster the same emotions that are related to

learning. This in turn contributes to the literature by posing the question of whether the

evolution is the result of a conscious process by the most skilled teachers, such as the one

described in [15], or is the result of an environment where kids learn with more facility and

therefore have fewer chances to fall into hopelessness and other deactivating emotions.

Methodologically, we also contribute to the emotion detection literature on two points

ˆ We show that complex estimators have a high potential to jeopardize external validity

to the bene�t of increasing internal validity.
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ˆ We also show the bene�t of making a separate classi�er for emotional arousal and

valence, as sound features were, in our case, much more suited to predict the former

than the latter attribute.
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3.1.1 Emotions detection

The detection of emotions has been applied in various contexts, such as call centers [16,

17], health care and wellness [18, 19], and education [20], and is a �eld of study known as

A�ective Computing. Advances in these state-of-the-art methods have demonstrated the

ability of machines to recognize and interpret emotions to some extent.

To better approach the topic of emotions, we will borrow from the literature on social

and emotional learning and use a two-dimensional classi�cation system. Following the work

of Ho�mann et al. [21], emotions can be characterized by their intensity (or arousal) and

valence. Emotions can be high- or low-intensity, and can have a pleasant or unpleasant

valence. Using this framework, we can easily categorize basic emotions. For example, anger

and happiness are high-intensity emotions, while peacefulness and sadness are low-intensity

emotions. On the valence dimension, happiness and peacefulness are pleasant emotions,

while anger and sadness are unpleasant emotions.

In this project, we use class recordings as data inputs, which allows us to approach the

task of emotion detection from the audio or transcriptions of the recordings. The tran-

scriptions enable us to study the content of "what" is being said, while the audio contains

information on "how" this content is being said. With the "how," we refer to the sound

features beyond the words: tone, enunciation, speed, etc. [22].

Both text and audio emotion classi�ers allow us to map both the "what" and the "how"

into our two dimensions: intensity and valence. It is important to emphasize the di�erences

between the concepts of "what" and "how." For example, imagine a person saying the same

sentence in an angry or sad tone of voice. An emotion classi�er that only uses the text

("what") as an input will not be able to distinguish between the two clips, as the content

of what is said is the same. However, an audio classi�er focusing on the "how" would still

have su�cient inputs to distinguish these emotions.

Furthermore, audio classi�ers are able to detect emotions in phrases with neutral content,
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whereas a text-based classi�er may fail to predict emotions due to a lack of inputs. In our

study, using the emotion detection software RoBERTuito [23] to classify the transcriptions

of our recordings, we observed that the classi�er was unable to predict emotions in most

of our sample. However, because the audio classi�er focuses on the "how," it was able to

classify all of the clips in our sample, allowing us to gain more insights from the recordings

at hand. For these reasons, in this paper, we focus on emotion detection from the audio of

recorded classes.

We show that with the tools available, the audio classi�er is more successful in predicting

emotions along the intensity dimension than in the valence dimension. We then proceed

to demonstrate that the presence of high-intensity emotions is positively correlated with

teacher-value-added, and alone explains approximately 8% of its variation.

3.2 Related work

3.2.1 Instructor-driven Emotions in the classroom

A �rst model highlighting the role of emotions in learning is the A�ective Learning Model

(ALM) [24]. The model links teacher immediacy or rapport with cognitive learning through

a�ective learning. A�ective learning is the process through which students acquire or increase

positive attitudes toward the studied subject. While the model is not validated in causal

formality, it is supported by the data in [24]. If the model is accurate, it means that

instructors can use rapport building as a means to improve the learning in their classes.

The researchers in [25] tested the ALM model but did not �nd support for it when �tting

a model where a�ective learning mediated the relationship between immediacy and cognitive

learning. They found that teacher rapport was related to increased participation, a�ective

learning, and cognitive learning, with the latter not being mediated by the second. Similar

results were observed in [26, 27]. While it is not disputed that rapport enhances learning

outcomes, the mechanism behind it is not clear.
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The growth of online and hybrid learning models has highlighted the need to reevaluate

the role of rapport and emotions in the classroom, as they have been shown to be key factors

in student engagement. In [15], a professor documented how she successfully used rapport-

building strategies to foster engagement. This can be explained by the �ndings of [28], who

studied the sudden transition to online learning experienced by science high-school teachers

in Estonia. Surprisingly, they found that in their context, technical challenges were not the

main obstacle to online learning, but rather social and cognitive issues. Teachers mentioned

how students appeared as passive "black squares" on their screens, which made teaching

more di�cult. The lack of a�ective attachment could be behind this passivity, which could

explain the success of the rapport-building strategies in [15].

There is extensive literature on the bene�ts of creating an emotionally hospitable envi-

ronment in the classroom, beyond the context of online learning. In [29], a teacher describes

how they learned to modulate enthusiasm and friendliness in the classroom to create a "sweet

spot" where students' interest was fostered while norm-keeping does not become hard. This

is consistent with the descriptions in [8], where emotion modulation is essential for creating a

motivating learning environment. On the other hand, in [30], the authors show that verbally

aggressive environments hinder participation in class, which can ultimately harm learning.

In our work, we aim to estimate emotions in the classroom in order to have a metric

representing the learning environment. However, the rapport between students and teachers

goes beyond this estimation. For instance, in [15], the professor building rapport emphasized

the importance of sending personalized emails to students, and in [25], the author mentioned

the importance of calling students by their names. These are things that cannot be assessed

by simply estimating emotions in the classroom. Components such as enthusiasm, percep-

tion of a sense of humor in the instructor, and a feeling of comfort in the classroom are

considered [15, 25] to be part of teacher-student rapport, and we posit that emotions in the

classroom will be highly related to these factors.
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3.2.2 Student-driven Emotions in the classroom

While instructors may hold a great deal of in�uence on the emotions prevalent in the class-

room, the overall emotions will be the result of the interaction between students and teachers.

The emotions of students, in turn, will be in�uenced by both the class environment and the

challenges they face while in class. In [11], the researchers found that di�cult challenges can

lead to negative emotions due to student confusion. While in some cases this can motivate

students to put in more e�ort, at an unmodulated level it can lead students to give up on

the problem. A similar process is described by [4], where the optimal pedagogical strategy

when students face challenges is to present challenges that are not trivial in relation to the

student's skills, but also not insurmountable. In this work, Freinet describes how insur-

mountable challenges can lead to student disengagement, where they will learn to avoid the

challenge without learning how to overcome it.

3.3 Methods

3.3.1 Participants and procedure

The data for this study comes from a tutoring randomized control trial (RCT) conducted

in the �rst semester of 2021 in the states of Baja California and Durango in Mexico. The

RCT included a population of 2600 primary school students. The RCT sought to answer a

range of research questions beyond those addressed in this paper and included randomization

between a group that received math tutoring complemented with socio-emotional learning

activities twice per week, a group that received math tutoring alone twice per week, and a

control group that did not receive tutoring. This speci�c study focuses only on the groups

that received tutoring and does not di�erentiate between the treatment arms in the analysis.

Each tutor was randomly assigned to work with �ve students and they met twice per

week, typically via Google Meet or Zoom, for an hour. Tutors were recruited from teacher
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training schools and universities in Mexico. At the beginning of the RCT, all of the tutored

children took a baseline standardized exam, as well as a �nal standardized exam towards

the end of the semester. When comparing means, we observed a statistically signi�cant

improvement of 0.14 standard deviation in the math assessment of students who received

tutoring compared to their peers in the waitlist control group. The tutors were also asked

to record their sessions, and parents and tutors gave their consent for us to transcribe and

analyze the content of the recordings using computational tools.

3.3.2 Classroom recordings

The tutors were responsible for uploading recordings of all their classes. Tutors and the

students' parents were asked for their consent to extract features from the recordings for

research into learning processes, with the guarantee that no class would be heard by anyone

without their speci�c knowledge and consent. The tutors successfully uploaded 7,978 �les,

each linked to one hour of class.

After �ltering out corrupted �les, �les that were neither videos nor audio, �les with

extensions that were not compatible with our pipeline, and �les with students whose parents

did not give their consent for their recordings to be used for research, we were left with

1,546 �les to analyze. We �rst extracted the audio from all of the video �les and converted

all of the audio �les into WAV format. The �les belonged to 173 di�erent tutors and 224

di�erent groups. Some tutors taught more than one group, but no tutor taught more than

four groups.

3.3.3 Training sets

To detect emotions in the classroom, we needed audio data labeled with speci�c emotions.

Past research in education has highlighted the importance of emotions such as confusion,

frustration, curiosity, enjoyment, and anxiety [31]. However, basic emotions such as happi-

ness and anger have a much larger number of available datasets from which we could train
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a predictor. Having multiple datasets with the same emotion o�ers the advantage of being

able to perform cross-validation. This means we can train a predictor using one dataset

and then test it on another. This gives us an idea of how well the estimator can generalize

across languages and speakers. For this reason, we decided to test three datasets in our

work: the Toronto Emotions Speech Set [13], the Mexican Emotion Speech Database [32],

and the Ryerson Audio-Visual Database of Emotional Speech and Song (RAVDESS) [33].

This allowed us to see how well predictors trained on each dataset generalized to the others.

3.3.4 Data Augmentation

In the initial stages of validation, we found that the estimator was predicting emotions for

noises other than voices in the recordings. To prevent the estimator from making false

predictions, we augmented our training set to make it more relevant to our speci�c setting.

We added di�erent types of noises to the recordings in our training set, including white noise

and environmental noises taken from our target sample. This helped the estimator learn

to di�erentiate between voices and other types of noise, resulting in more accurate emotion

predictions.

3.3.5 Emotion estimation algorithms

The �rst step to estimate emotions in our sessions was to decide what algorithm we would

use for emotion estimation. To do it we tried 3 di�erent kinds of estimators:

ˆ Lasso regressor

ˆ Random Forests regressor

ˆ Gradient Boosting regressor

To decide which estimator to use, we tested each to be trained on one data set and predict

on another. This will assert that the estimator we choose won't under-generalize to other

data sets. All the estimators we tried were trained on the mean MFCC features per clip.
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3.3.6 Validation of training data for emotion detection

To determine which of these datasets was best to use, we calculated the performance of

estimators trained on di�erent combinations of datasets (each dataset alone, all possible

pairs, and all three datasets together) on each of the three datasets. When an estimator was

tested on a dataset on which it was trained, we used k-fold cross-validation. This resulted in

a matrix that showed how well each dataset generalized to the other datasets. If a dataset

had high accuracy when tested on another dataset, we considered it more generalizable. The

fact that one of our datasets was in Spanish allowed us to measure whether generalizability

was a�ected by language variation.

Despite achieving high generalizability on datasets, there was a second challenge to over-

come, which was that these datasets contained acted emotions, which have been shown to

have di�erent characteristics than natural emotions [34]. For this reason, we also sought a

metric for how well the estimator applied to our clips. To do this, we used Whisper from

OpenAI [2] to transcribe our clips to text. We then matched the clips to sentences generated

by the software. Sentences had generally between 2 and 21 words (90% of the sentences),

and the clips they were matched to, had a length of 3 seconds.

We use these clips to perform purely textual analysis to contrast the voice feature-based

results. To do it, we selected a few words related to each emotion and measured whether the

sentences with those words were also predicted those emotions from the audio. We include

the details of those words in the appendix.

To complement this test, we also sought to generate an emotion from the text from an

existing tool. For this, we used RoBERTuito [23] a Spanish language model from pysen-

timiento [35] to classify each of the Whisper-produced transcribed segments into the six

Ekman emotions. This then allowed us to compare whether sentences classi�ed as certain

emotions from the text were classi�ed on those same emotions from the audio.

Using these three measures, we can see if the emotions extracted from the MFCC features
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match the emotions extracted from the purely spoken content based on the transcribed text.

This allows us to answer whether the estimations using acted emotions are consistent with

the expected emotions in a natural setting in the classroom based on the dialogues and

understand if the acted emotions in a data set generalize to the other data sets.

3.3.7 Emotion detection algorithm

We decided to follow the methodology of [14] and analyzed the �rst 5 minutes of each recorded

session. To detect emotions, we used MFCC features similar to [12]. We decided to use these

features rather than other out-of-the-box emotion detection algorithms because of the low

computational cost that MFCC feature extraction represents, compared to other method-

ologies used to do emotion detection. This makes our methodology and tools accessible to

broader contexts.

Speci�cally, because our estimators were trained with clips lasting between 1 and 5 sec-

onds, we divided each 5-minute session into 100 clips of 3 seconds. To each of those clips,

we applied our estimators. Because many of those clips could be silence or random noises,

we matched the clips to the transcriptions done by [2] described in subsection 3.3.6. This

allowed us to interpret which clips contained words, and which were noises, silences, or other

kinds of sounds. We decided to only use segments that matched a pronounced sentence as

this is the most similar to the data we used for training.

Once we had the estimated emotions for each 3-second window in the clips which matched

human conversation, we averaged the emotions across all to obtain one estimate of each

emotion per 5-minute clip. We decided to use a regressor rather than a classi�er to have

linear estimations of each emotion. These linear estimations will be easier to use for OLS

regressions linking them to results. Another advantage this provided was to have estimations

of emotions that have a linear interpretation of their certainty.
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3.3.8 Signals in the classroom emotions

We then proceeded to estimate the emotions in the thin slices we got for each class. For this,

we passed into the emotion estimator algorithm the mean MFCC features for the audio clip.

The algorithm took seconds to make the calculation, making it highly e�cient in high-scale

settings.

The �rst question we posed was which emotions related more to learning. Given the

research in [10, 30] we expected positive emotions to be more related to learning. However,

this relation may not be as strong given that we cannot di�erentiate positive emotions related

to the subject of learning (for which we expect higher learning) v positive emotions resulting

from class distraction (neutral e�ect on learning). On the other hand, while in general,

we expect a negative relationship between negative emotions and learning, the relationship

might not be as strong given that confusion can sometimes lead to learning. We did the

following hypothesis:

H1: There will be a positive relationship between the positive a�ect value of emotions and

learning

To test this we propose to regress the Teacher Value Added (TVA) metric against the

average emotion of the class of all the tutors.

The next question comes from the experience of [15] who noted that building rapport with

the students boosted class attendance, and we wish to ask whether the class environment

has any association with attendance. Because the tutoring program families attended was

completely optional and carried no cost, there was in general low commitment from the

families, and the attendance rate hovered around 50%. This turns class attendance into

an interesting outcome variable because as families have little commitment to the program,

attendance will have more in�uence from the will of the students. Because of this, we pose

the following hypothesis.

H2: Attendance rate is in�uenced by the emotions in the classroom
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To test this we can regress the emotions in one class to the attendance in the next class.

We control the attendance in the �rst class so that the baseline prediction can be accurate.

We expect that the predictive power of emotions in class will be most in the �rst class

because as time goes by, students can form an expectation of the class environment without

necessarily basing it on the last class. Comparatively, when deciding to attend the second

class, the only expectation they have is based on the �rst class.

The following question we have is whether there is a general pattern of emotions as

tutors got acquainted with their children. This behooves us as it would open the door to

the possibility of having a measure of the progress of teacher-student rapport. Being able

to measure the rapport through passive ecological assessments would open the door to more

quantitative research methodologies to be used to measure the e�ects of rapport as well as

testing interventions to foster it. We hypothesize that as groups move through the school

year happiness increases and fear decreases as the kids gain con�dence and get to know their

classmates and the tutor.

H3: Fear will decrease and happiness will increase as groups move through the school year

To answer it we can make a pool of groups that had at least 10 classes and then compare

the mean of all the emotions in each session. We can then use a regression to test whether

the session number explains the variability in the emotion through time.

3.3.9 Estimation of TVA

To estimate the teacher value-added we regress the standardized outcome of the students

in the �nal evaluation controlling for the standardized outcome in the initial evaluation and

add tutor �xed e�ects. We save the tutor �xed e�ect as the estimator of their teacher value

added. These estimates are unbiased measures of the TVA. Unbiased TVA measures are

usually hard to estimate because students are not randomly assigned to teachers but rather

they systematically sort into schools with better or worse teachers. Typically students with
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more involved parents sort into schools with better teachers, this problem is dealt with by

assuming that these di�erences stay constant over time and by controlling for students'

lagged scores. This is problematic as parents' interest is not necessarily constant in time [36,

37]. In our setting this won't pose a problem because we randomly assign tutors to students

so students cannot select into working with certain tutors. We estimate:

Scoreit +1 = �Score it + E it � 0 + � it (3.1)

With Scoreit +1 the standardized score of studenti in the �nal evaluation done with the

tutor, Scoreit the standardized score that the student obtained in the evaluation before

starting to work with the tutor. And E it the vector of tutor dummies. The TVA measures

in this model are estimated in the vector� 0.

3.4 Results

3.4.1 Which sets to use

To decide which estimator to use we followed the methodology described in 3.3.5. We

compared the performance of di�erent models when estimating emotions using one data

set for training and another for testing. The comparison metric is the correlation between

the prediction of an estimator and an actual label. On panel A of �gure 3.1 we show the

correlations.

The results indicate that, as expected, the best predictions are done when training an

estimator only with the data-set where it is tested. TESS and RAVDESS both have an

accuracy of around 18% when used to predict MESD labels. However, combining MESD

with RAVDESS yielded better results on MESD than combining it with TESS. For our �nal

predictor, we decided to train it on RAVDESS and MESD as the combination worked better

on MESD than combining TESS and MESD, or the three sets.
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Figure 3.1: For validation we compared di�erent estimators on all data sets. In Panel
A we show how di�erent datasets generalize across each other, and on Panel B we show
how di�erent estimators fare on the same comparison. Speci�cally, sub�gure A shows the
mean correlation across emotions of predictions and actual labels using di�erent datasets for
test and train, when estimating with Lasso. When a test dataset was also in the training
dataset we used k-fold cross-validation. The table indicates that there is a 17% correlation of
predictions and labels when we train an estimator using RAVDESS and test it using MESD,
while using both MESD and RAVDESS yields a 30% correlation when tested on MESD
labels. Sub�gure B shows the mean correlation across emotions of predictions and actual
labels using RAVDESS for training and MESD for testing. We compare the correlation for
di�erent predictors.

3.4.2 Which estimator to use

To decide which estimator to use, we decided on a conservative approach, which compared

which estimator does better when it is trained on RAVDESS and applied to MESD. We used

this approach, rather than comparing the performance of estimators trained on both MESD

and RAVDESS to maximize external validity rather than internal validity. The results are

included in panel B of �gure 3.1.

We observe that Lasso regression with a positive regularization parameter (0.1) provides

the best estimator for MESD using RAVDESS. This was not the case when we compared
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predictors trained on RAVDESS+MESD and tested on MESD. In that case, Random Forest

was the best. However, we cannot rule out that this was increasing internal validity without

any improvement in external validity. This is supported by the fact that when we trained

on RAVDESS+MESD and predicted in TESS, the best predictor was Linear regression

closely followed by Lasso regression (the same with regularization). This suggests that

indeed improvements yielded by using more complex estimators might only be boosting

internal validity. We include this data in �gure 3.2.

Figure 3.2: Sub�gure A shows the mean correlation across emotions of predictions and
actual labels using RAVDESS and MESD for training and MESD for testing. We compare
the correlation for di�erent predictors. For obtaining the predictions we did k-fold cross-
validation, meaning that the prediction for each observation from MESD was computed on
an estimator which did not use that observation for training but used most of the other
observations from MESD and RAVDESS. Sub�gure B shows the mean correlation across
emotions of predictions and actual labels using RAVDESS and MESD for training and TESS
for testing. We compare the correlation for di�erent predictors.
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Dependent variable Exclamation mark Happy words Angry words Sad words

High intensity 0.018*** 0.045*** -0.002*** -0.002
(0.002) (0.006) (0.001) (0.002)

R2 0.006 0.01 0.001 0.017
N 77058 77058 77058 77058

Table 3.1: This table shows the association between predicted high-intensity emotions in the
audio and sentences containing either an exclamation mark or a subset of words related to
di�erent emotions. The table shows predicted high intensity is correlated with happy words
as well as with exclamation marks, as well as negatively correlated with angry words

Dependent variable Exclamation mark Happy words Angry words Sad words

Disgust -0.02* -0.06** 0.01*** 0.026**
(0.011) (0.029) (0.004) (0.013)

R2 0.005 0.009 0.001 0.017
N 77058 77058 77058 77058

Table 3.2: This table shows the association between predicted disgust emotions in the audio
and sentences containing either an exclamation mark or a subset of words related to di�erent
emotions. The table shows that predicted disgust is negatively correlated with happy words
as well as with exclamation marks, and positively correlated with sad and angry words.

3.4.3 Validation

We tried a naive validation of emotion recognition. We used the transcriptions obtained

from our recordings to classify snippets that contain common happy, angry, and sad words

as well as if they contain an exclamation mark. For example for sad we includedtriste and

for happy feliz, which are the Spanish translations of those emotions. The details of which

words we chose are included in the appendix.

We show a subset of these results in tables 3.1 and 3.2, which deal with high-intensity

emotions and with disgust. The results are largely within the expected, as positive emotions

are more related to happy words, intense emotions are more associated with exclamation

marks, and negative emotions are related to angry and sad words.

We also did a second approach where we compared our emotion predictions obtained using

RoBERTuito on the transcription of the recordings. This approach is less interpretable than

the last one (as in the last one we explicitly set which words represented which emotions)
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but is more accurate and reproducible by some metrics.

One �rst shortcoming was that most clips had a low probability for all emotions and a

high probability to be in "other". This is understandable as it is hard to assess the sentiment

of a sentence such as "yes" or "see you tomorrow". In �gure 3.3 we show the distribution of

the clips by their probability of being assigned to other.

Figure 3.3: We measure the uncertainty in classi�cation as the probability that the software
assigns "other" as the emotion for the snippet.

To validate our results using only clips with high certainty, we restricted the comparisons

to clips that had a probability of being "other" below 0.2. Then we ran di�erent regressions

where the dependent variable was the probability assigned by RoBERTuito and the indepen-

dent variable was a predicted emotion using audio features. We show some results in tables

3.3 and B.10. The results with other emotions are in the appendix.

We can see that the high-intensity emotions constructed with the audios are positively

correlated with the high-intensity emotions classi�ed using the text data. While most sig-

ni�cant associations are within the expected, we identi�ed a couple of deviations. These

cases were generally correct in terms of intensity but incorrect in terms of valence. So for

example, happy audios were associated with angry sentences. For this reason, we have more
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Dependent variable High intensity Happy Angry Fear Sad Disgust

High_Intensity 0.048*** 0.115** 0.033 -0.004 -0.094*** 0.002
(0.012) (0.047) (0.021) (0.007) (0.031) (0.006)

R2 0.014 0.027 0.039 0.011 0.03 0.029
N 1256 1256 1256 1256 1256 1256

Table 3.3: This table shows 6 regressions where the dependent variable is di�erent emotions
from sentences as predicted by roBERTuito and the independent variable is the prediction
of high-intensity emotion we computed using the audio. We note that audios which were
more likely to be classi�ed as high intensity from the audio were more likely to be classi�ed
as High-intensity or happy and less likely to be classi�ed as sad by roBERTuito.

Dependent variable High intensity Happy Angry Fear Sad Disgust

Sad -0.092*** -0.162 -0.107 -0.006 0.235*** -0.005
(0.035) (0.134) (0.07) (0.018) (0.088) (0.019)

R2 0.008 0.024 0.04 0.01 0.028 0.029
N 1256 1256 1256 1256 1256 1256

Table 3.4: This table shows 6 regressions where the dependent variable is di�erent emotions
from sentences as predicted by roBERTuito and the independent variable is the prediction
of sad emotion we computed using the audio. We note that audios which were more likely
to be classi�ed as sad from the audio were more likely to be classi�ed as sad and less likely
to be classi�ed as high-intensity by roBERTuito.

con�dence in our external validity when dealing with intensity rather than valence.

3.4.4 Correlation of emotions

Because we will use emotions as dependent variables, it is important to be aware of correla-

tions across emotions. For this, we calculated the correlation across all emotion pairs in all

the 3 second windows which were matched to text when using [2]. The results are shown in

�gure 3.4.

We observe that happy is highly correlated with both fear and angry, and neutral is

highly correlated with sad and disgust. This can be because our estimator has very low

complexity, which bars it from di�erentiating emotions that are more similar to each other.

Observing the correlations leaves 2 clusters: angry, happy, and fear; and sad, neutral and

disgust. While fear and angry have no correlation, both correlate with happy, and have more

correlation mutually than with any other emotion in the other cluster.
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These clusters bare great resemblance to the classi�cation of activating and deactivating

emotions [38]. Pekrun's work classi�es emotions as activating or deactivating. Both posi-

tive and negative valence emotions can be classi�ed as activating as long as they strengthen

motivational processes. For example, a child could become frustrated learning Math. The

frustration can become a motor to foster more e�ort and concentration in the child and

eventually lead to learning. For this reason, frustration is considered an activating emo-

tion. However, frustration can lead to hopelessness, which is a deactivating emotion as it

demotivates further e�ort and action from the person.

The classi�cation of activating and deactivating emotions is used for �ner emotions be-

yond the basic ones. For example, happy can be curious (activating) or content (deactivat-

ing). Given the high correlation between our estimations, in this case it will be useful to

create two clusters with angry, happy and fear on one hand, and sad, neutral, and disgust

on the other. We will call the �rst cluster the high-intensity cluster and the second one the

low intensity cluster following [39]. However, because of the high resemblance with the acti-

vating/deactivating emotions framework, the clusters can also be interpreted as such albeit

the details mentioned.

3.4.5 Detection of valence v intensity metric

Because we realized that our estimators had little ability to discriminate among high-intensity

variables, i.e. mixing anger and happiness, we speculated that our estimator was detecting

the intensity of emotions, rather than the valence. For this reason, we tested our predictors

on both valence and intensity. For valence, we classi�ed neutral and happy as positive, and

sad, fear, anger and disgust as negative. For intensity we used the previously mentioned

classi�cation: anger, happy and fear as high intensity, and neutral, sad and disgust as low

intensity. The results are plotted in �gure 3.5.

In terms of emotional valence, the best predictor is linear regression, however, the corre-

lation between predictions and labels is around 10%. The case is very di�erent for intensity,
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Angry Happy Fear Disgust Neutral Sad High intensity
Mean 0.19 0.17 0.18 0.18 0.12 0.16 0.55
S.D. (0.09) (0.06) (0.05) (0.03) (0.07) (0.08) (0.21)
Min -0.22 -0.13 -0.13 -0.04 -0.24 -0.29 -0.42
Per. 5 0.06 0.08 0.09 0.11 -0.02 0.04 0.21
Per. 25 0.13 0.13 0.14 0.16 0.07 0.11 0.41
Median 0.19 0.17 0.18 0.18 0.12 0.17 0.55
Per. 75 0.25 0.21 0.21 0.2 0.17 0.22 0.69
Per. 95 0.33 0.28 0.27 0.23 0.23 0.29 0.89
Max 0.7 0.54 0.5 0.37 0.47 0.57 1.63

Table 3.5: Distribution of emotions across 1547 tutoring sessions.

where our predictions correlate with actual labels around 40%. This means that out of the

2 dimensions we seek to measure, intensity and valence, MFCC features work best for the

former.

3.4.6 Distribution of emotions

In �gure 3.6 we show the distribution of the estimations of di�erent emotions according to

our predictions. We observe that the three high-intensity emotions are the most common

ones, while the less intense ones are less common. An important caveat is that the data on

which we trained our predictors was balanced, which causes that under high uncertainty the

predictor will assign equal probabilities to each emotion, which is not necessarily consistent

with reality.

In table 3.5 we include the distribution of emotions across all 1547 tutoring sessions.

3.4.7 Relationship to learning

We ran an OLS regression explaining the TVA of the tutor with the average metric of all

6 emotions in the �rst �ve minutes of all classes plus our estimator of high intensity. The

results are shown in Table 3.6. The �rst result is that in the pooled regression high intensity

has the most statistical signi�cance. The other variables do not reach the same magnitude

of signi�cance, presumably because they are highly mutually correlated.
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Figure 3.4: Correlation of estimations of di�erent emotions in the classroom using a Lasso
estimator

Dependent var. TVA TVA TVA TVA TVA TVA TVA TVA

Constant -2.628 -0.171 -0.27 -0.442** 0.501 0.368*** 0.454*** -0.555***
(1.932) (0.131) (0.182) (0.197) (0.324) (0.104) (0.137) (0.18)

Angry -2.127 1.198*
(1.925) (0.687)

Happy -5.149** 1.84*
(2.264) (1.007)

Fear -4.796* 2.726***
(2.748) (1.048)

Disgust 1.554 -2.596
(3.2) (1.851)

Neutral 3.78* -2.638***
(2.229) (0.852)

Sad 3.405 -2.432***
(2.772) (0.821)

High intensity 6.399*** 1.093***
(1.999) (0.311)

R2 0.137 0.014 0.023 0.049 0.018 0.064 0.046 0.082
N 173 173 173 173 173 173 173 173

Table 3.6: Association between TVA and emotions in the �rst 5 minutes of class. Each
observation represents a tutor, with an estimated TVA and an average measure of di�erent
emotions in class. For this table we only kept groups that had attendance records and
recordings on their �rst 3 classes.
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Figure 3.5: Correlation between prediction and label of di�erent estimators for emotional
valence and emotional intensity. All estimators were trained on RAVDESS and tested on
MESD.
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Figure 3.6: Sub�gure A shows the mean prevalence of di�erent emotions across all clips.
Sub�gure B shows the mean prevalence of the two emotion clusters across all clips

With respect to the individual regressions, all high-intensity metrics are positively as-

sociated with learning, and the opposite is true for all low-intensity metrics. Regarding

high-intensity emotions, while fear is statistically di�erent from zero and happy is not, both

are not statistically di�erent from each other. Regarding low-intensity emotions, all are also

statistically indistinguishable, albeit only two are highly signi�cant.

By observing theR2, all emotions together explain 13% of the variation of TVA scores.

Given that we are only using the audio of the �rst 5 minutes of class we consider this

surprisingly highly informative. From the individual regressions, the one which explains the

most tva variance is high intensity, which by itself explains 8% of the variance. This shows

how the way in which things are said in class is highly associated with the end results of a

class.

The results are partially consistent with the experiences described by teachers in [8].

On one hand, we �nd that high-intensity emotions can motivate learning, which seems

inconsistent with their �ndings that teachers �nd high-intensity emotions to be an obstacle

in the classroom. However, teachers do recognize the utility in showing emotions to keep
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students interested. Comparing our results it could mean that in general high intensity

emotions are good unless they become too extreme. It is also important to note that our

linear regression test would not be able to capture non-linear e�ects in the emotions such as

the ones described in [8].

3.4.8 Relationship to attendance rates

We also examine whether the decision to attend is in�uenced by the class environment on

the last class. This would be a similar experience as the one with [15] although rather

than having rapport as the independent variable, we have the class environment. Another

important di�erence is that we do not know if the class environment is re�ecting high skill

from the side of the teacher or low motivation from the side of the students. However, we

will observe whether from observing the class environment we can predict attendance in the

next class.

We test our hypothesisH2 by doing an OLS regression explaining the attendance on

one class using the estimated emotions of the last class, controlled by the attendance on

the last class. The results are included in table 3.7. We observe that on the �rst class

the emotion distribution is much more determinant of re-attendance in terms ofR2 than

other classes. In this case, because of the high agency students had attending their tutoring

sessions, attendance may be in�uenced by the same variables which determine participation.

In the next classes, we do not observe signi�cant results on any direction from any

emotion. Also, in terms ofR2 the attendance to the second class is the one that gains

more explanatory power from adding the emotions on the last class, both in absolute and in

relative terms. This suggests that as kids get acquainted with the class environment, they

can form an expectation which is not solely determined by the last class, so the last class is

not as determinant. In other words, if on my �rst day of classes I have a bad experience,

I might attribute it to the professor and attend less. If this happens on then-th class, I'll

have enough observations to di�erentiate whether it's a common pattern or that class was a
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�uke.

A potential limitation is that attendance is the result of many outcomes, some in the

control of the student such as his/her eagerness to go to class, and some beyond that control

such as personal emergencies or diseases that could be correlated with the class environment,

for example, a sick student participating less and then missing the next class. We don't worry

about this because the improvement inR2 when considering the environment to explain

attendance is only signi�cant in the �rst class, if the driver of the resulting correlation was

the events outside the control of the student we would observe this in every subsequent class

too.

Dependent var. Attendance on Attendance on Attendance on Attendance on
second class third class fourth class n-th class

Constant 0.288*** 0.914 0.056 1.178 0.068 -0.947 0.187*** -0.747
(0.091) (2.465) (0.041) (1.223) (0.047) (2.035) (0.026) (0.815)

Prior attendance 0.604*** 0.684*** 0.881*** 0.887*** 0.829*** 0.844*** 0.667*** 0.639***
(0.125) (0.117) (0.061) (0.056) (0.074) (0.111) (0.042) (0.045)

Angry 0.542 -0.961 2.659* 0.565
(1.309) (1.138) (1.532) (0.552)

Happy -0.531 2.582** 1.783 1.117*
(2.011) (1.053) (2.268) (0.653)

Fear -1.132 1.501 3.67 -0.258
(1.772) (1.33) (2.649) (0.74)

Disgust 1.156 0.781 -0.761 0.624
(2.548) (1.074) (2.471) (0.871)

Neutral -3.42 -1.214 0.105 0.995
(2.773) (1.786) (2.288) (0.991)

Sad 0.311 -3.116* 1.663 1.518
(3.703) (1.849) (2.873) (1.219)

High intensity -0.594 -2.08* -1.15 0.396
(2.026) (1.253) (2.284) (0.738)

R2 0.345 0.489 0.76 0.809 0.533 0.582 0.436 0.446
N 43 43 43 43 43 43 346 346

Table 3.7: The table shows a regression explaining the attendance on one class using the
past class, done at the group level. The table includes the �rst 3 classes. The table includes
regressions only on the last attendance to show the explanatory gains yielded by adding
the emotions estimated from the class environment. Prior attendance means the average
attendance of the group on the past class

The fact that including the class environment in a model improves theR2 by a third of its

original size may not come as as surprise. If we observe a boring or hostile class, and kids can

decide not to come back, it won't astonish an observer to see less attendance after. However,

the main contribution we �nd is that basic speech encoders using readily available tools

are able to detect enough signals to spot these unattractive class environments. What this
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implies is that interventions that aim to change the class environment can now be tested and

ecologically assessed, opening the door to a deeper understanding of the class environments

from the researchers. Secondly, the production of quanti�able large-scale evidence of how

environments a�ect attendance and ultimately learning also shows the bene�ts of broadening

the current dimensions we measure in education for policy and decision-making.

3.4.9 Change of emotions through school-year

Our next question was to test whether certain emotions become more prevalent as the tutor

makes progress with his/her students. This can help us understand the emotional processes

that accumulate as students get acquainted with their teachers. We expected that as tutors

get more acquainted with their groups some emotions change because of the acquaintance

between instructor and students.

Moreover, we were interested in assessing whether the progression of emotions in the

classroom di�ered between higher and lower-quality teachers. For this, we did a panel of

the emotions of tutors in each group across time. Then we did 7 regressions, in each the

prevalence of a di�erent emotion was the dependent variable. The regressions had �xed e�ect

by the group, which allowed us to control for baseline characteristics of the kids and tutor.

As independent variables we had the number of class as well as the number of the class

interacted by whether a tutor had an estimation of TVA above zero. Essentially, what this

does is allow for di�erent e�ects of the progression of the school-year to tutors with higher and

lower learning outcomes. The model can be represented as:ying = � ig + � 1 � n+ � 2 � n � I T V A> 0

whereying is the average prevalence of emotioni in the n-th session for groupg, � ig is the

average prevalence of emotioni on groupg across sessions,n is the session number,� 1 is the

average change of emotioni from one session to the next, and� 1+ � 2 is the average emotion

i for tutors with higher learning outcomes. The results are included in table 3.8

We observed that indeed there is a progression in terms of emotions as the school-year

advances. Most importantly, the higher-skilled teachers have a progression much more dif-
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Dependent variable Angry Happy Fear Disgust Neutral Sad High Intensity

constant 0.182*** 0.177*** 0.185*** 0.172*** 0.115*** 0.165*** 0.564***
(0.002) (0.001) (0.001) (0.001) (0.002) (0.002) (0.005)

Session number 0.0 -0.0 -0.001*** 0.0*** 0.001*** 0.0 -0.002***
(0.0) (0.0) (0.0) (0.0) (0.0) (0.0) (0.001)

Session number * I tva> 0 0.001 0.001* 0.001*** -0.001*** -0.001*** -0.001 0.004***
(0.0) (0.0) (0.0) (0.0) (0.0) (0.0) (0.001)

R2 0.004 0.003 0.01 0.01 0.01 0.002 0.009
N 1506 1506 1506 1506 1506 1506 1506

Table 3.8: Regression of the average emotion on then-th session across groups explained by
the session numbern, interacted with an indicator of the tutors having a tva larger than 0.
This allows for di�erent emotional progressions for higher and lower-skilled tutors in terms
of teaching.

ferent than their lower-skilled counterparts. The �rst group has an increasing prevalence

of fear and high-intensity emotions in general as the school year continues, and a decreas-

ing prevalence of low-intensity emotions such as neutral and disgust. On the other hand,

the tutors with lower tva have increasing prevalence of neutral and disgust emotions, and

decreasing prevalence of high-intensity emotions.

The results have remarkable consistency with the association those emotions have with

TVA. However, their coherence is not mechanical as in this case we have �xed e�ects by

the tutor, which control for their mean emotion in each group. Because of this, we believe

coherence across results could indicate that higher-skilled teachers accumulate skills through

time and converge to better teaching techniques. The opposite seems to be true for lower-

skilled teachers. A possible explanation could be loss of motivation for the worse teachers.

While above we attribute the results to the teacher's skills, because we do not have

diarization it could also be an e�ect of the group interaction rather than coming just from

the tutor. For example, it could be that groups that work worse progressively lose motivation

collectively and generate less emotional intensity during class, and less learning at the end

of the year. To be able to di�erentiate these two cases we could either use diarization, or

the leave-out-mean technique which instruments the emotions of a teacher in a group with

his/her emotions in his/her other groups. At the moment we are underpowered to perform

the latter.
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3.5 Discussion

3.5.1 The role of emotions in the classroom

In this paper, we show the high potential A�ective Computing can have for the �eld of

education. A variety of models have been done [24, 25] explaining how emotions play a

role in learning. To our knowledge, there is yet no consensus regarding the role of emotions

in the classroom. The importance to advance the understanding can hardly be overstated

given the high impact a positive class environment can have [15, 29, 30]. Firstly we show

that there is an association between the environment of the class measured through the

emotions in the �rst �ve minutes, and the learning the kids will have. This obtains similar

results as past research with a radically di�erent way to generate a metric of the classroom

environment. The metric allows us to generate an estimate of how better di�erent would

a class environment be to have higher learning in its kids. While the �ndings here are not

causal, they open the door to integrating interventions in the classroom and measuring their

e�ects through emotion detection.

Secondly, we show that the classroom environment is also related to attendance. The

�ndings here can be used to motivate interventions that directly seek to impact improving the

classroom environment, as it is directly associated with student behaviour. Moreover, they

show support for the a�ective learning model, which suggests that facilitating an a�ective

bond between a student and the subject or teacher enhances learning. The results here,

show that this e�ect is possibly mediated by attendance.

Thirdly we show that it is possible to measure changes in the classroom environment

as time progresses. When doing the literature review, we found that progressive changes

in the environment of the classroom are rarely addressed. The reason might be that most

past research on the subject was using surveys, which makes it expensive to researchers and

cumbersome to participants when done often. In our case, passive detection of the class
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environment allows for continual monitoring of the classroom environment. By doing it,

we were able to see how positive a�ect emotions change radically from the start, as well as

negative a�ect emotions.

3.5.2 Limitations and future work

A very important limitation is that we do not do any causal analysis in the data. This means

that despite knowing that high-intensity emotions are associated with better teacher value

added, we do not know whether this relationship is causal. We see this work as the �rst

stepping stones towards quantitative classroom environment analysis, and hope that it will

enable researchers to due the next steps.

Another important limitation in this work is that even though our audio predictor is

successful at telling apart high- from low-intensity emotions it is still poor at predicting

valence which could have important impacts in learning.

Additionally, we observe that high-intensity emotions are correlated with a higher teacher

value added. A di�erentiation described in [10] is that positive emotions in the classroom

are not always good. If there are positive emotions, but they are related to something

besides the content taught in class, perhaps students getting distracted with a game, in that

case, arousal can actually indicate less learning. For this reason, in future work, we wish to

incorporate the information in the transcriptions of the recordings taking slices outside the

�rst 5 minutes of class to add up the features recovered from the text and the audio and

control for the content taught in class.

A third important limitation is that we do not know whether what is said is spoken

by the tutor or one of the students. Knowing this will allow us to isolate the response of

the students to the tutor, which will more closely re�ect the rapport level. For now, our

analysis is of the classroom environment and has no di�erentiation of the directions of the

interactions.
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3.5.3 Conclusion

We contribute to the literature by showing that the presence of high-intensity emotions in

the classroom explains up to 8% of the value added of the tutors. We also show that a

higher level of high-intensity emotions in the �rst minutes of the �rst class is correlated with

a higher attendance rate in the second class.

We provide evidence depicting that good teachers, on average, show an increase of high-

intensity emotions in the classroom over time while low-quality teachers have a declining level

of high-intensity emotions. These trends are present even though we are controlling with

teacher �xed e�ects meaning that the increase in high-intensity emotions is accumulating

over time possibly showing an increased rapport and social cohesion among students and

teachers as time progresses.

We also take a step back and show the variation in the performance of di�erent estimators

when predicting emotions trained on one data-set and tested on another. This highlights the

importance of creating measures of external validity that can warn us we might be over-�tting

in a way that is not detectable through simple cross-validation within a dataset.

We provide a conceptual framework to approach the estimation of emotions departing

from recordings. The complexity of emotions from "what" is said to "how" it is said es-

tablishes a need to use both text and audio classi�ers to get more accurate pictures of the

emotions present in a conversation �ow. And audio classi�ers prove to be quite accurate at

predicting high-intensity emotions even where text classi�ers fail to recognize any emotions.

We consider our contributions a step towards opening the black box of education environ-

ments. Quantitative research has not been able to elucidate what happens in the classroom

that makes students learn. While many models have been proposed, the lack of ability to

study classrooms in a systematic way has left little tools to researchers to understand the

processesinside the classroom. This has resulted in a predominance in the �eld by opera-

tional research which seeks to boost standardized test scores by improving classroom tools,
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incentives to students, and information to make better decisions. While all of these are fun-

damental to the advance of education, there is a gap regarding the study of the ways we teach

children. While qualitative approaches to education research have made many improvements

over the last century, the quantitative side lacks tools to do an analogous advance. We expect

the tool we present here to allow more researchers to explore the education environments at

scale computationally, and break down the knowledge barrier to help build more a fruitful

and e�ective education system.
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Chapter 4

The e�ect of teaching Social and

Emotional content on Math Learning

This chapter contains a modi�ed version of the article "The e�ect of teaching Social and

Emotional content on Math Learning" by Salome Aguilar and Bernardo García. The version

is modi�ed to highlight relevant aspects for the present dissertation. Salome and Bernardo

wrote the grant needed for the project, designed the RCT, directed the operation perform

the RCT and collect the relevant data, designed and produced the pipeline to extract the

transcripts. Bernardo created the emotional estimator and part of the introductory text.

Salome ran the analysis and wrote the rest of the text. The article is in a draft stage, and

intended to be sent for review in a journal within the next months.
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4.1 Introduction

In today's educational landscape, integrating social and emotional education has emerged

as a strategy that school systems are adopting worldwide. However, this transition comes

at a substantial cost in terms of investments required for curriculum adaptation, teacher

retraining, and the reallocation of valuable instructional time from other subjects towards

SEL. Moreover, while the bene�ts of social and emotional learning (SEL) are widely ac-

knowledged, the quantitative evidence substantiating its impact on academic achievement

and student well-being remains limited.

In this paper, we present the results of a Randomized Controlled Trial (RCT) conducted

in Mexico during the 2022-2023 school cycle on an online math tutoring platform with over

9,000 participants. We document a positive and signi�cant impact of an SEL intervention

on learning, with an average improvement of 0.05-0.08 SD. To put this in context, a 0.1 SD

improvement is equivalent to approximately 8% of the gap between elite elementary school

students and an average public school in Mexico. This RCT provided a reliable measurement

of the positive impact of SEL interventions on learning.

The RCT was conducted in an online tutoring platform called Jóvenes Ayudando a Niñas

y Niños A.C. (JANN) where tutors meet with groups of 5 students twice a week for several

weeks to o�er free tutoring sessions. We randomly trained half of the tutors to use some

tutoring sessions to cover SEL material, while the other half underwent a placebo treatment

where tutors used some sessions to teach Mexican history. This approach maintained the

math class time and the time tutors and students spent together constant. Additionally, we

randomized students into two groups: one where students were randomly assigned, and an-

other where assignments were based on baseline evaluation performance (tracking). This was

aimed at determining whether tracking students in groups with similar initial performance

in math could increase their learning outcomes.

To further understand the mechanisms of our intervention, we recorded the audio of all
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tutoring sessions and obtained consent from parents and tutors to analyze the content using

machine learning techniques to further understand what aspects of the tutoring sessions

foster learning.

Our research questions are: 1) Does SEL increase the performance of students in math?

2)Does the SEL treatment increase social cohesion in the group and the rapport between

each student and their tutor? 3) Does tracking increase the e�ect of tutoring on learning?

4) How do classroom dynamics di�er in groups with SEL?

4.2 Context

4.2.1 Tutoring program

Jóvenes Ayudando a Niñas y Niños (JANN) is a tutoring program designed to support stu-

dents in mathematics. It works by having university students word as math tutors, on

a volunteer-based approach, leveraging unpaid tutors who need to ful�ll a social service

requirement of 480 hours mandated for all university students in Mexico to obtain their aca-

demic degree and graduate. These volunteers undergo interviews and comprehensive training

to equip them with the necessary skills to e�ectively assist students in their mathematical

learning journey.

When tutors complete their training, they are randomly assigned to groups consisting of

�ve students each. These groups convene remotely twice a week for one-hour sessions dedi-

cated to teaching mathematics. The program adopts a �exible enrollment system, allowing

tutors and students to join on a rolling basis throughout the academic year. Each week,

tutors and students are assigned to treatment groups and placed within their respective

groups.

The RCT conducted in this study was implemented within the population of tutors and

students participating in JANN. The study spanned two semesters during the 2022-2023

school year. Students completed a series of baseline assessments, including a math exam,
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before being assigned to their respective tutors. They were then required to complete endline

surveys and math evaluations upon completion of their tutoring sessions.

During each tutoring session, tutors were tasked with recording their sessions and upload-

ing the audio of their recordings, along with a detailed report of the class and an attendance

report. Participants granted consent for researchers to analyze these recordings, which will

be utilized as part of the study's results.

4.2.2 Social and Emotional Education

Social and Emotional Learning (SEL) is targeted at developing Emotional intelligence, de-

�ned as "skills that help individuals deal with emotions, including the ability to persist in

the face of challenges, manage stress, and get along with others" [40]. It is said that by

developing emotional intelligence, SEL can improve the quality of learning environments

[41].

SEL is backed up by extensive qualitative research and is currently being incorporated

into the national curriculum in many countries. Small sample studies have found an increase

in math learning [42]. However, large interventions are scarce and often �nd no impact on

students' outcomes [43] or focus solely on mental health and well-being outcomes.

A meta-analysis that includes quantitative studies that research the e�ects of SEL1

�nds that the pooled e�ect that these studies �nd of SEL on reading is 0.25 SD and 0.26 SD

in math [42]. All the studies included in this meta-analysis are US-based, but are mainly

small-scale studies [42].

A large-scale trial in Denmark analyzing the impact of PERSPEKT 2.0, an SEL interven-

tion, on outcomes such as social well-being, academic performance, and problematic behavior

such as absenteeism and �ghting at school [44] with a clustered randomized design at the

grade level they randomize 77 schools to deliver the program to the 4th or 5th grade. The

1Using either random assignment or matching, have pre- and post-test measurements, and last at least
12 weeks.
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researchers document null results in all of the outcomes, including a one-year follow-up. An-

other RCT evaluating a nationwide SEL program in Chile randomized at the classroom level

for 107 classrooms �nds no improvement in classroom behavior among disruptive students

eligible for the intervention [43].

There is also evidence documenting that during the pandemic, the social and emotional

well-being of students was negatively a�ected by the lack of socialization that used to happen

in school, disproportionately a�ecting families with fewer resources and less connectivity. In

Italy, using a survey collected in April 2020 and a �xed e�ects model for children, it has been

shown that socio-emotional well-being has been most a�ected for boys and children whose

parents have a lower education level [45].

These results, pointing in di�erent directions, raise the question of whether SEL inter-

ventions are truly successful. Large-scale evidence on the e�ect of SEL is still scarce. With

our large randomized controlled trial, randomized at the student level, we aim to contribute

to this literature.

In this study we developed an adaptation of the RULER approach (Recognizing, Un-

derstanding, Labeling, Expressing, and Regulating emotions). RULER is one methodology

to teach SEL [21]. The adaptation was done by professor Cimenna Chao2 and consists of

10 activities each of them designed to take about one hour for the tutor to complete with

their students. Through SEL, students share experiences, increasing social interactions with

each other and their tutors which can impact the report or attachment between tutors and

students.

In all the SEL activities, tutors are instructed to welcome the students, creating a recep-

tive environment. This is accompanied by asking how they feel to strengthen the recognition

of emotions each day. Through interaction, tutors are required to establish ground rules for

coexistence, practice empathetic communication, and work in a participatory, active, and

experiential manner.

2Universidad Iberoamericana
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Furthermore, at the end of each session, students and the tutor discuss what they learned,

how they can apply the content of the class in their daily lives, and what they would like to

learn next time. A more detailed description of the activities can be found in the appendix.

4.2.3 Tracking

Before tutoring starts there is already a big decision education providers face, which is how to

make groups. Di�erent governments and school decision-makers have tried di�erent systems,

with little scienti�c evidence supporting one system over another [46]. Mainly, when making

groups for tutoring or classes, it is possible to group them by some variable, overwhelmingly

in the past that variable has been a measure of skill, such as grade of performance on a

standardized test. In [47] the author provides a long survey on di�erent experiences making

groups by skills on di�erent countries. Tracking can be �rst divided by same-roof system

and the rest. The former, more common in US, refers to dividing a cohort of students in

groups that have the same core curriculum. The latter, more common in Europe, refers to

separating students in di�erent school systems at a certain age, for example Sweden had for

a time a basic+vocational system and an academic-track system to which di�erent students

where sent after �nishing 6th grade. Germany still holds such a system.

Commonly measured e�ects of tracking

There are few experimental settings where the e�ects of same-roof tracking have been tested.

Notably, the authors in [46] did an experiment in 126 primary schools in Kenya. In their

experiment, they hypothesize three di�erent causal links between tracking and performance

of the students. The �rst, defended by proponents of tracking [47] is that a teacher will have

an easier task covering the needs of all students when teaching to a group with homogeneous

skills. This easier task will result in more e�ective teaching time to all students. As an

example, suppose a 20-kid group is set to learn multiplications. However, 6 kids do not

master summation and have a hard time understanding multiplication. This means that
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the teacher will need to divide time between reinforcing summation knowledge within the

group, and reviewing multiplication. In contrast, in a group where everyone is at the same

level, everyone can receive the needed teaching. The second causal link the authors propose

may be at play when tracking groups is peer e�ects. Peer e�ects are changes in performance

students manifest when the group they are surrounded by changes. Finally, a third causal

link is through teacher e�ort. The model behind this is that teachers have a utility function

which increases with students test scores. Depending on the shape of that function, it

might be that in homogeneous, more skilled groups the "yield" of every e�ort unit is larger,

providing a rationale to put more e�ort units than in other contexts.

This paper [46] is the most rigorous experiment up to date which tries to evaluate the

e�ects of tracking, and elicit the mechanism through which it had an e�ect. Firstly, the

groups which had tracking had a higher improvement with respect to the baseline when

compared to groups which were not tracked, measured as an increase of 0.138 standard

deviations. Secondly, they �nd a positive e�ect of being in a group with high achieving peers,

using the groups that were not tracked. This paper [46] is the most rigorous experiment up

to date which tries to evaluate the e�ects of tracking, and elicit the mechanism through

which it had an e�ect. Firstly, the groups which were tracked had a higher improvement

with respect to the baseline when compared to groups which were not tracked, measured as

an increase of 0.138 standard deviations. Secondly, they �nd a positive e�ect of being in a

group with high achieving peers, using the groups that were not tracked. Finally, they �nd

that teacher e�ort (measured in teacher's assistance) increased in the high-skilled tracking

groups, with respect to the rest.

A good survey on same-roof tracking experiments in the XXth century is the one by [48].

There, the authors �nd that most studies conclude grouping complete classes by skill does

not have positive e�ects on performance. Notably, the study by [49] shows lack of results

in terms of performance. Moreover, they point that there are also non-measured negative

e�ects of tracking classes. The negative e�ects come from the fact that grouping classes
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many times results in segregating minorities, and that in turn shuns the exposure poorer

kids can get of wealthier kids, who are more likely have parents who have time and means

to transmit the value of education to their children. Aggravating this critique, the author in

[47] also identi�ed that when tracking happens, low skilled groups receive a teacher with less

experience than high-skilled groups. The critique that low income students are negatively

a�ected by tracking is addressed by [50]. They use panel data to show that if you make a

model regressed only using the low end of the distribution of performance, and having for

independent variable a tracking school, they �nd no negative e�ect on Math performance.

The study in [48] also evaluates studies which did subject level tracking on some subjects.

This practice means that a group has a heterogeneous composition for most of the class, and

only on a subset of subjects the students are divided by their skill. In this case, the division

is made not on a general test, but on a test aimed at measuring the skill in the subject

of division. This practice is most common in reading and math. While there are some

positive and negative results, the author at [48] points out that the evidence suggests this

kind of tracking works better than the general one. A good example of this is the study by

[51]. There students had their arithmetic abilities measured, and based on their performance

the treated students were clustered to in groups with smaller variance in their scores. The

results were very good for the highest achieving students, as they were signi�cantly above

their counterparts. While treated average students where also above their counterparts,

the di�erence was not signi�cant. The initially lowest achieving students did not show any

di�erence between control and treatment.

Considering the studies above, the evidence for tracking seems supported by the most

rigorous study, however many other studies have conclusions which contradict it. This itself

is a motivation we have for estimating the e�ect of tracking. However, there are important

di�erences between the studies in [48] and that of [46] that could cause the di�erence. A

�rst explanation the context of the studies, which is why studies in developed countries �nd

lukewarm results while studies in developing countries �nd strong e�ects. This can be the
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result of a di�erent community structure or di�erent levels of strati�cation. Our study will

be conducted in pubic schools in two states in Mexico, which will shed light on the context

dependency of the e�ect. A second explanation, can be that most of the XXth century

tracking studies would cluster students by their IQ (excluding the subject-level tracking

studies), which are no longer used in the study of [46].

Other e�ects of tracking

While tracking is aimed at improving the performance and learning of a student in a certain

subject, authors have noted tracking can have e�ects beyond the learning [48]. One study

which measured other e�ects in tracking groups is [49]. One of these e�ects is sociometric

status, which is a variable indicator of how many times peers of a student select him/her

for di�erent activities. There, the high achieving students assigned to track had a reduction

in the score, mirrored by a reverse e�ect on the lower achieving students. In terms of self-

concept, the high achieving students also manifested a decrease when being assigned to high

achieving groups, while the opposite was seen in the average achieving groups. This could

mean that when groups lacked their classic "stars" other students could appreciate their own

talents more, and the high achieving students would on the other hand not feel the security

they had felt when being in mixed groups.

The authors at [52] interviewed principals, teachers and students (33 total across all

three categories) in 3 middle and high schools in Turkey. The purpose of the interviews

was to understand their perception on academic tracking. While principals views where

positive, a majority of teachers view was negative as well as most of the students views.

Teachers mentioned teaching was easier, but kids where over-pressured from competition,

kids in lower levels had decreased self-esteem, and even a large part of the high achieving

students felt shunned by the best kids in their class and also had lower self-concept. Kids also

mentioned feeling pressured and stigmatized. This views are very di�erent from the ones in

other papers, however this is a very context-dependent study, and it even included comments
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from a teacher emphasizing how much importance was given to academic performance in the

environment. Note that these e�ects are not reported in [49]. The issue does raise the issue

that in the process of integrating tracking into a school, stigmatization might be a side e�ect.

For this, it is important that further studies measure psychological and societal e�ects of

tracking.

4.2.4 Peer e�ects and tracking

Tracking is generally defended as a tool to allow the teacher to teach at the right level [47].

Therefore, the positive e�ect of tracking is completely mediated by the teacher. However,

recent research has highlighted the value of having kids interact with peers who are di�er-

ent from them; albeit with some undesirable e�ects. For instance, in [52] many teachers

mentioned it was good for low achieving students to interact with high achieving students

as it gives them the opportunity to learn from them and assimilate some of their habits.

However, one teacher did mention removing high achieving students from a group prevented

lower achieving students feeling inferior.

A pioneering study about the e�ect of peers is contained in [53]. In their report, the

authors give a rationale against school segregation. Amongst its many reasons, they show

a comparison of how much variance in the performance of minorities is explained by school

characteristics, and how much does it increase when you add student body characteristics.

School characteristics include facilities, counselors, use of tracking. School body characteris-

tics include the percentage of students whose families have encyclopedias, and the percentage

of students planning to attend college. For minorities, the increase in explained variance was

up to threefold, and in most cases larger than for white populations. While the study was

not causal, it did open the door to research in the area.

Another study tried to estimate causal e�ects of peers. In [54] the author used natu-

ral variation in the assignment of roommates to answer the question: does your roommate's

characteristics a�ect your academic performance? The answer was yes when using the room-
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mates verbal SAT score, as people who had higher score roommates did better on their �nal

grades. Moreover, the e�ect was manifested mostly in people who were middle performers,

not in the ones in the end of the distribution. Similar e�ects have been identi�ed in kids in

reading levels [55]. On another context the authors at [56] studies kids grouping for study,

and compared homogeneous to heterogeneous skilled groups. While homogeneous where

slightly better on the average, they were worse for lower performing students. This again

suggests lower performing students bene�t from the presence of higher performing students

in their groups.

On the other hand, there are also studies which have found negative e�ects of sharing a

class with higher achieving peers. An example is the paper by [57] where they use data form

an randomized experiment to evaluate the e�ect kids had from being grouped with smarter

kids. Surprisingly, they estimated negative e�ects in performance of the peers. Through

econometric analysis, the only model which could explain the data was the "invidious"

model which points that kids with higher skills move their peers to lower performance due

to psychological e�ects such as raised insecurity. This model has shown explainability in

limited cases in the past, such as in the work by [58]. The authors use a discontinuity

in the admission process to compare students who barely got admitted into selective high-

schools with their counterparts who barely got rejected. While going to the selective school

had positive e�ects on the score the students obtain in the university entry exam, it had a

negative e�ect on their rank perception in their track, as well as a positive e�ect on having

negative interaction with peers.

Recently, the work of Raj Chetty has shed light on the crucial role exposure has on

children's future [59, 60]. Speci�cally in [60], they have shown that when kids are smaller than

13 years old, they obtain very signi�cant advantages from moving to wealthier neighborhoods.

However, the e�ect disappears and even becomes negative for older than 13 kids. On another

work [59], the authors showed the possibility of becoming an inventor is also a�ected by the

neighborhood kids are exposed to on their early ages. Growing up around more inventors,
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makes one more prone to become an inventor as an adult. These results remit us to the

theory of education of [4] where the purpose of education is to give kids the tools adapted to

the environment to build their being. In this speci�c case, the tools are given in the shape

of an example.

These �ndings together suggest the composition of a group has large e�ects on its mem-

bers, regardless of the teacher. The duality of e�ects also suggest there are variables yet to

understand which determine when is it positive to have higher achieving peers, and when

it's not the case. Finally, there can be a trade-o� between the teacher mediated e�ects when

tracking, and the peer mediated e�ects.

4.2.5 Teaching at the right level

One rationale for why tracking works is that it enables teachers to adapt their content and

focus to the students needs. One landmark study [61] found that textbooks interventions in

Kenya were not e�ective to most of the students. Speci�cally, only the students already at

the top of the distribution would bene�t from having textbooks. The reason for this is that

the textbooks were designed from a centralized school system and adapted to the school level

of the highest achievers. Teachers participating in tracking levels express it enables them to

more easily adapt to the level of the class [49, 52].

4.2.6 Socio-emotional learning and peer e�ects

The duality of peer e�ects in groups seem to suggest context and even person speci�c variables

may be at play. An example of this is the perception teachers have of students who are in

tracked groups: some teachers see the mixing of low achieving with high achieving students

as an opportunity of the former to learn from the latter, while others see it as a condition

which will cause inferiority feelings in the low-achieving students [52]. Based on this seeming

contradiction, we are interested in observing whether emotional training and social tissue

construction in the group can change the e�ect of tracking groups.
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Several educational interventions so far have Incorporated components of socio-emotional

learning. The review in [62] includes several of such interventions in developing countries.

The results are generally good and signi�cantly di�erent to zero when addressing disruptive

behaviour. However, a speci�c recent SEL program in Chile aimed at decreasing disruptive

behaviour of students had no e�ect when measured on an RCT [63].

Based on the literature described, in this paper we aimed to understand whether the

e�ects of tracking and SEL would be detected in a group tutoring context, and whether

there would be an interaction between them. Based on the results, we found that tracking

did not yield a detectable e�ect with or without SEL, for which the remaining this paper

will focus on the e�ect of SEL.

4.3 Experimental Design

As shown in �gure 4.1, in this RCT, we tested two treatments: tracking and SEL, in a cross-

randomized design. While the paper brie�y discusses the tracking results and interactions

between treatments (detailed in the appendix), our primary focus is on outcomes related

to social and emotional education. Throughout the paper, we compare pooled results of

students assigned to SEL or the history condition, regardless of whether they were in tracked

groups.

SEL vs. History: Tutors in the SEL treatment used 10 of their classes to cover social

and emotional learning material. Tutors in the history treatment covered 10 sessions of

Mexican history material, ensuring that both treatment arms spent the same amount of

time together and received the same number of math classes. All tutors were given a set of

10 activities in SEL and History, respectively, to cover during their classes.

Track vs. No-Track: We randomized students into either tracked or non-tracked

groups. For tracked students, we ranked them according to their performance in the baseline

evaluation and created groups with similar performance levels. Non-tracked groups were
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randomly assigned without considering their performance in the initial evaluation.

4.3.1 Timeline and randomization

The RCT was implemented during the 2022/2023 school year, starting in September. Endline

data collection continued until late 2023. Students and tutors were assigned to work with

each other on a rolling basis.

Tutors signed up on the NGO's platform and were required to complete initial training

and an interview. Students and parents also registered on the platform, completing baseline

surveys and an initial evaluation.

Students enrolled on the NGO website and completed a set of initial surveys. They were

then randomized into treatments, �rst into tracked or non-tracked groups. Enrollment was

done on a rolling basis, every monday. Once students were randomized into treatments, they

were assigned to a group (tracked or non-tracked). To form tracked groups, students were

ordered by initial performance and then assigned to a group.

These groups were then assigned to tutors, who were instructed to teach math classes

and devote 10 of the classes to teaching either history or SEL. Whenever tutors taught more

than one group, they were assigned a tracked and a non-tracked group; if they taught an

odd number of groups, the assignments were randomized.

4.3.2 Study Population

The RCT involves two main participant groups: students and tutors. Below, we describe

each group in detail.

Students

Students are signed up by their parents on the tutoring platform, which is promoted through

partnerships with education secretaries in several states, including Aguascalientes, Baja Cal-

ifornia, Mexico City, Durango, State of Mexico, Puebla, Sinaloa, and Yucatán. The majority
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of students are in grade 7, starting middle school, though the platform accommodates stu-

dents from grade 3 in primary school through to middle school. As can be seen in table 4.1

approximately half of the students are female. Descriptive statistics show that the average

family income of participants is 7-8 thousand pesos monthly (about 450 USD), placing them

between the 2nd and 3rd income decile in the country as of 2023. Parents have an average

education level of 11 years, compared to the national average of 10.7 years for their age

group, indicating that they generally started but did not complete high school. In 23% of

cases, parents are single, and only around 10% of students have ever received private tutoring

lessons. About 37% of students do not have any family members who have attended uni-

versity, and only 3% of them speak English. Most participants have access to Wi-Fi (88%),

which is necessary for attending online classes with tutors. Nearly all parents report having

electricity (97%) and a gas stove (93%), while only 57% report owning a washing machine

and 37% report owning a car. Only 45% of parents report owning a computer, suggesting

that most participants connect to classes using a cellphone device. In sum, students in this

research project are from the bottom three deciles of the income distribution in Mexico, but

most have access to basic services.

Tutors

Tutors in the organization are mainly university students ful�lling a social service require-

ment to obtain their degree. In Mexico, universities require students to complete 480 hours

of volunteer work at a civic society organization or within the university. As can be seen in

table 4.2, tutors in the study are substantially wealthier than the students, with an average

family income of 51,000 pesos, placing them in the 9th and 10th deciles of the income dis-

tribution in Mexico. About 98% of tutors report having a gas stove and internet at home,

and 76% own a car. Tutors are on average 23 years old, with about 45% being female. They

have an average GPA of 89 out of 100. Furthermore, 65% of tutors attended a private high

school, and 38% were working at the time they volunteered as tutors. Approximately 45%
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of tutors have previous teaching experience.

4.3.3 Attrition

As can be seen in table 4.3, the average attrition rate for participants in this RCT was

approximately 37%. Participants were reminded via WhatsApp to complete the endline

surveys, and tutors also encouraged them to �nish their assignments. We did not observe

di�erential attrition across all four treatment arms. This is evident in column (3), where we

show that baseline scores across all randomized students were balanced, and in column (4),

where we display baseline scores for students who completed the endline evaluation. In this

case, students in the tracking and SEL treatment arms performed 0.025 standard deviations

below students in the control group, potentially biasing our results downward.

We observed that initial standardized math scores appeared balanced across treatments.

However, from table 4.1, there was a slight imbalance in variables such as parents' years

of education, car ownership, and ownership of a washing machine. Overall, students in the

control treatment appeared to come from slightly higher-income backgrounds.

4.3.4 Outcomes

Math scores

Our primary outcome is the academic learning of students, measured by their math scores

on an adaptive exam designed by us. Students completed a version of this evaluation both

at baseline and at endline.

Tutor student attachment

The second main outcome is the student-tutor attachment, measured using the student ver-

sion of the Teacher-Student Relationship Inventory (S-TSRI) [64]. This instrument comprises

three dimensions:
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ˆ Satisfaction: This dimension assesses whether the student enjoyed the class with the

tutor and whether they anticipate missing the tutor.

ˆ Con�ict: This dimension explores whether the student felt frustrated with the tutor

and whether they would prefer the tutor to skip class.

ˆ Instrumental Help: This dimension gauges whether the student would trust the

tutor with a problem at home and whether they would seek advice from the tutor.

Students are presented with statements and are asked to respond whether each statement

is always true or never true, using a scale from 1 to 5. The scores for each dimension are

averaged, and then standardized across the sample.

Group environment questionnaire

The third main outcome will be the social cohesion of the group measured using the group

environment questionnaire [65] commonly used in sports literature.

Recordings

Another signi�cant outcome involves the features extracted from audio recordings of tutoring

sessions, categorized into two main groups: transcribed text and audio frequencies.

For transcribing dialogues in our recordings, we utilize WhisperX [3], an open-source

automatic speech recognition model developed by OpenAI. This process results in a dataset

organized at the dialogue level, where speakers are labeled as speaker 1, speaker 2, and so

forth. The speaker with the most dialogues is assumed to be the tutor, and we employ basic

tools to extract and analyze various measures from these transcripts.

These measures include:

ˆ Number of changes between speakers

ˆ Time spent in silence
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ˆ Number of questions asked by tutors

ˆ Number of questions asked by student

ˆ Time between speakers (a measure of engagement, as discussed by [14])

ˆ Total length of class in minutes

ˆ Total number of dialogues

ˆ Number of words and math-related words spoken by students

ˆ Number of words and math-related words spoken by the tutor

ˆ Number of times students and tutors mention the names of other students

Results for these measures are presented in absolute levels.

However, focusing solely on transcriptions limits our understanding to the content com-

municated in class. Therefore, we also analyze the audio to gain additional insights into

"how" things were said. To achieve this, we �rst extract MEL-frequencies using librosa

[66] 3 from the recordings. Then, use publicly available datasets such as MESD (The Mex-

ican Emotional Speech Database [32]), TESS (Toronto Emotional Speech Set [13]), and

RAVDESS (Ryerson Audio-Visual Database of Emotional Speech and Song [33]) to train a

predictor of emotions. This predictor is then applied to our dataset to compute predictions

for emotions such as Happy, Angry, Fear, Neutral, Disgust, and Sad.

It's important to note that our predictor performs better in distinguishing between high-

intensity emotions (Happy, Angry, Fear) versus neutral or low-intensity emotions (Neutral,

Sad), rather than di�erentiating positive (Happy) versus negative (Angry, Fear, Sad) emo-

tions.
3Mel-frequencies are a logarithmic transformation of frequenciesmel = 1

log (2) � (log(1 + Hz1000)) � 1000
where Hz is the frequency in Hz. The transformation allows the frequency bands to be equally spaced on
the mel scale, which approximates what people hear better than frequencies.
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For these audio-related measures, we not only analyze the average di�erences across

treatment and control groups but also examine di�erences on a weekly basis, as we have

recordings for each class taught by the tutor. As can be seen in table 4.7, on average, tutors

upload 96% of the recordings of classes they claim to have delivered, and almost 100% of

these recordings are in a format that allows for processing.

Attendance

We also monitor and report on student attendance in classes. Classes within the organization

are conducted online, with students and tutors scheduled to meet twice a week for one hour

each session. After every meeting, tutors upload an attendance report, documenting whether

each student showed up to clas.

Tutors, who participate as volunteers, are assigned a speci�c number of classes to teach

and are monitored throughout the semester to ensure compliance. However, not all tutors

manage to conduct all their assigned classes, leading to potential di�erences in the number

of classes taught across treatment and control groups. This variability is accounted for and

reported among other outcomes.

4.3.5 Empirical Framework

As will be discussed in the following sections, we did not observe a signi�cant e�ect from

the interaction between the tracking and SEL treatments. Therefore, the main body of the

paper will focus on the results of SEL pooled across treatments, while the interactions will

be detailed in the appendix.

We estimate the following equations:

yi = � 1SELg + �X i + � ig

Here, yi represents the outcome for studenti , such as the standardized math score from

97



the endline evaluation, attendance, tutor-student attachment measures, etc.SELg is a

dummy variable indicating that the group g was assigned to receive social and emotional

learning classes (pooling both tracked and non-tracked groups).X i is a vector of baseline

controls that may be excluded, including the baseline math score. We also estimate the

heterogeneous e�ects of these treatments for students in di�erent quartiles of the baseline

distribution.

The results of the following estimation are shown in the appendix:

yi = � 1SELg + � 2Tg + � 3SEL_ Tg + �X i + � ig

In this estimation, we include dummy variables for each interacted treatment.SELg in-

dicates that the student was assigned to a group receiving SEL classes and was not tracked.

Tg is a dummy indicating that the student was assigned to a tracked group covering history

lessons instead of SEL.SEL_ Tg represents students assigned to both receive the SEL cur-

riculum and be in a tracked group. We show the results of both speci�cations clustering

standard errors at the group level.

For the analysis of the recordings, we will estimate the following regressions:

yr = � 1Actr + � 2SELg + � 3SELg � Actr + � rg

In this case,yr refers to the features extracted from recordingr , such as the number of

exchanges between participants or the average prediction for a certain emotion.Actr is a

dummy for classes where the tutor reported teaching an "activity," either history or SEL.

When this dummy is zero, the tutor is reported to have taught a regular math-only class.

SELg is a dummy indicating that the recording r is from a group assigned to SEL.

SELg � Actr indicates that the recording is from a class in a group assigned to SEL where

an SEL activity was covered. We will show graphs for the coe�cient ofSELg, capturing the

di�erence in outcomes of math-only classes between groups assigned to SEL and the history
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control condition. These estimations control for the class number.

4.4 Results

4.4.1 SEL

In table 4.4, column (1), we observe a positive impact of 0.0515 (SE 0.0257) standard devi-

ations (SD) on math learning in the pooled sample and an e�ect of 0.085 SD (SE 0.0365)

in column (2) for the sample conditional on tracking = 0. This e�ect is primarily driven

by students in the upper half of the initial distribution, with e�ects of 0.092 SD in column

(5) for the 3rd quartile and 0.13 SD in column (6) for the 4th quartile of the initial score

distribution.

Table 4.5 column (1) indicates an increase of 0.105 SD (0.029) in instrumental help, which

is also driven by the upper half of the initial distribution, with increases of 0.137 SD and

0.172 SD for the 3rd and 4th quartiles, respectively in columns (5) and (6).

Figure 4.2 shows an increase in the number of changes per speaker, an increase in silence,

and an increase in the number of questions asked by the tutor and the students. Additionally,

there is an increase in the length of the class, the number of math words mentioned by the

tutor, and the number of times tutors mention their own names. Conversely, there is a

decrease in the number of math words mentioned by students and the number of times they

mention the names of their peers. Finally, there is a decrease in the time between speakers,

which shows increased engagement in the conversation. In �gure 4.3 we show ho some of

these features progress over time by week.

Figure 4.4 we show the di�erences in the predicted emotions of the audio recordings

of math classes in the SEL treatment, these include an increase in predicted happiness and

fear, and a decrease in sadness and neutrality. Initially, these predictions are the same across

groups, but di�erences increase as classes continue as shown in �gure 4.5.

99



4.4.2 Tracking

Regarding tracking, we did not �nd strong evidence of it having any e�ect on the students

Math performance. This contrasts with past literature which has causally shown that track-

ing can have a positive e�ect on Math performance [46]. A hypothesis of this could be that

given that our groups had a maximum of �ve students per group, it was small enough that

tutors were able to overcome challenges brought by the variance in skills.

Whie we did not �nd strong evidence, our estimates also were not precise enough as to

be considered proof that there is no e�ect. Our results in table C.1 indicate that we can

only rule out e�ects (within our context) of an absolute size larger than 0.07 SD. If there

had been smaller e�ects, our sample size would not powerful enough to detect them.

Regarding metrics beyond Math performance, in table C.2 we found a small negative

e�ect for tracking on instrumental help on the children with Math baseline below the av-

erage. This could suggest that instrumental help is developed easier on groups with high

skilled students. This would lead to tracked groups with low-skill students to not develop

attachment. While this is plausible, our sample is not powerful enough to detect this e�ect

with signi�cance at or above 5%.

Finally, in table C.3 we also found that tracking had a positive e�ect on making friends.

This suggests that four the students in this context, being grouped according to their skills

facilitated the creation of bonds with their peers.

4.4.3 interaction

Overall, we also did not �nd strong evidence for any e�ect on performance from the inter-

action of SEL and tracking. When testing the e�ect on students with an initial result above

the median, we found a signi�cant e�ect of the interaction on Math performance. The e�ect

was signi�cant at a level larger than 5%, so it is possible to be the result of a coincidence.

Inspite of this, that results helps us rule out a negative e�ect of tracking and SEL together
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for students with skills above the median. This suggests the combination causes no harm,

and potentially has a positive e�ect.

Regarding the instrumental help metric, we found in table C.2 that in general being in

a tracked group with SEL increased the attachment to the tutor for children with baseline

Math performance above the median. This interaction could re�ect that the SEL dynamic

worked even better on tracked groups. This would be consistent with the previous result

that tracked groups fostered more friendships. This could result in improved SEL activities,

and ultimately potentiate their e�ect in those groups.

Finally, in table C.3 we found that the interaction of SEL and tracking lead to more

classes o�ered by the tutors. While all tutors had a required number of classes to give, they

would receive their completion certi�cate once they would reach 80% of this number. For

this reason, some tutors would have some agency in deciding how much e�ort they wanted to

invest in the classes. Interestingly, the tutors who taught SEL groups that were also tracked,

gave almost one full hour more than the tutors in any other treatment arm. This could be

related to the above results, which suggest that tracked groups foster more friendships, and

SEL classes foster more trust in the tutor. The combination of these aspects might result in

the tutor enjoying teaching more, and thus having teaching more hours.

4.5 Limitations and Future work

Some limitations that we faced during the implementation of the RCT are important to note.

First, we are working in a context that greatly di�ers from a traditional school classroom.

Our setting is online, with groups of �ve students, and the tutor is a university student who

is volunteering instead of a full-time teacher. While emotional education is being included in

the school curriculum of many countries worldwide, our project contributes to the debate by

providing quantitative estimates of the impact of emotional education on outcomes in math

and improving student-tutor attachment. However, we caution against assuming that these
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results would hold in a typical classroom setting where there are more students, the class is

held in person, and the teacher-student age gap might be wider than in our case. On the

other hand, the results of this study are very relevant for tutoring in online settings, a tool

that spread widely across countries after the pandemic.

Another limitation of our study is the absence of a pure control group. We measured

the bene�t of teaching SEL instead of history on math learning, but another benchmark

would have been to use the time to teach math. Introducing SEL education comes at the

expense of reducing instruction time in other subjects, in our case, math. From a policy

maker's perspective, knowing whether the bene�ts of SEL education outweigh the costs is

very relevant. This comes with the caveat that SEL education could not only improve math

scores but also other soft skills useful in various areas of life. In this study, we do not measure

other types of soft skills beyond student participation in class with the tutor.

Another substantial limitation of this study is that we randomized both students and

tutors into the di�erent treatments, making it challenging to distinguish what channel is

driving the e�ects in learning derived from the SEL intervention. Understanding the optimal

delivery of SEL content to maximize bene�ts is crucial. SEL activities could yield higher

learning through changes in the tutor-student relationship. In this scenario, the bene�ts

observed from SEL in learning are speci�c to the subjects taught by the same tutor who

teaches SEL, and we would not expect spillovers in learning to subjects taught by other

tutors. This is important because if this hypothesis is true, SEL would bene�t most if

taught by teachers who also teach other classes instead of specialized SEL teachers.

Another channel could be that SEL activities yield higher learning through changes in

tutors' skills. In this case, the policy implication would be that SEL interventions could be

delivered directly to teachers through professional development without needing to reduce

instruction time devoted to other subjects. Finally, SEL activities could yield higher learning

through changes in the students. Students under the SEL condition might improve their

emotional intelligence, helping them manage frustrations associated with learning math.
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This would imply that teaching students SEL could bene�t them in math learning regardless

of who teaches SEL, with possible spillover e�ects in other disciplines. In this case, the

opportunity cost is more likely to be outweighed by the bene�ts observed in other classes.

The design shown in this paper would need to be altered to answer these policy relevant

questions.

Further research on the impact of SEL education is still needed. This includes the impact

of SEL education on teacher skills, students' soft skills, and spillovers in other subjects. The

attention that SEL is receiving worldwide and its prevalence among school districts call for

further evidence on the matter.

4.5.1 Conclusion

In this research study, we provide evidence of the positive impact of an SEL intervention

based on RULER, a common approach to teaching emotional education across various school

systems, on learning in a di�erent subject: Math. We observe an increase in math learning,

primarily driven by students in the upper half of the score distribution in the baseline

evaluation. Additionally, we show an improvement in the student-tutor attachment, with

students indicating they are more likely to ask their tutor for advice or approach their tutor if

they have a problem. We also demonstrate a substantial change in classroom dynamics, with

tutors participating more, asking more questions, and a higher prevalence of high-intensity

emotions when comparing math classes in both treatments. These results indicate overall

positive impacts of introducing SEL to the tutoring program. Further research is needed to

establish how these results manifest in school system settings and to disentangle the optimal

policy implementation.

4.6 Figures and tables
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(1) (2) T-test
1 0 Di�erence

Variable N Mean/SE N Mean/SE (1)-(2)

Math score baseline 5006 0.031
(0.013)

4738 0.051
(0.014)

-0.020*

Female Student 5006 0.511
(0.007)

4738 0.507
(0.007)

0.004

School grade 5006 7.299
(0.023)

4738 7.328
(0.024)

-0.028

Income 2839 7418.175
(114.386)

2776 7501.621
(119.273)

-83.446

Years of education parent 4599 11.295
(0.050)

4352 11.102
(0.051)

0.194***

Parent is single 4662 0.237
(0.006)

4426 0.237
(0.006)

-0.000

Room to study 4662 0.344
(0.007)

4426 0.330
(0.007)

0.014*

Tutoring 4512 0.098
(0.004)

4280 0.100
(0.005)

-0.001

Family memeber went to university 4512 0.628
(0.007)

4280 0.620
(0.007)

0.008

Family memeber lived in the US 4512 0.078
(0.004)

4280 0.080
(0.004)

-0.002

Speaks English 4512 0.029
(0.003)

4279 0.024
(0.002)

0.006**

Has Wi-FI 4662 0.880
(0.005)

4426 0.870
(0.005)

0.010

Tablet 4662 0.183
(0.006)

4426 0.185
(0.006)

-0.002

Cellphone 4662 0.845
(0.005)

4426 0.845
(0.005)

-0.000

Data 4662 0.411
(0.007)

4426 0.421
(0.007)

-0.010

Electricity 4662 0.979
(0.002)

4426 0.974
(0.002)

0.005

Gas Stove 4662 0.937
(0.004)

4426 0.927
(0.004)

0.010*

Washing Machine 4662 0.582
(0.007)

4426 0.563
(0.007)

0.019

Phone 4662 0.367
(0.007)

4426 0.345
(0.007)

0.022**

Internet 4662 0.036
(0.003)

4426 0.037
(0.003)

-0.001

TV 4662 0.885
(0.005)

4426 0.880
(0.005)

0.005

Car 4662 0.381
(0.007)

4426 0.365
(0.007)

0.016**

Computer 4662 0.445
(0.007)

4426 0.457
(0.007)

-0.011

Desk 4662 0.867
(0.005)

4426 0.866
(0.005)

0.001

Wood Stove 4662 0.065
(0.004)

4426 0.068
(0.004)

-0.004

Notes : The value displayed for t-tests are the di�erences in the means across the groups. Fixed e�ects using variable auxiliarb are included in all
estimation regressions. ***, **, and * indicate signi�cance at the 1, 5, and 10 percent critical level.

Table 4.1: In this table, we present the descriptive demographics of students who participated
in the RCT, along with the balance tests across the SEL and history treatments. Column
(1) displays the mean statistics for students assigned to the SEL treatment, while column
(2) presents the mean statistics for students assigned to the History treatment. The �nal
column shows the di�erence between both treatments.
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Figure 4.1: In this �gure, we illustrate the RCT design used in our study. The process
began with students enrolling on the NGO website, where they completed a series of initial
surveys. Following this, they were randomized into treatments, �rst being divided into
tracked or non-tracked groups. This enrollment was conducted on a rolling basis. Once
students were randomized, they were assigned to either tracked or non-tracked groups. For
tracked groups, students were ordered based on their initial performance and then assigned
to groups accordingly. These groups were subsequently allocated to tutors who were tasked
with teaching math classes, devoting 10 out of the total classes to either history or SEL
instruction. The primary comparison in our analysis focuses on the outcomes between the
SEL and history groups, although we also present some �ndings related to the tracking
treatment. Tutors signed up, completed baseline surveys and initial training, and were
interviewed before being assigned groups to teach. When tutors were assigned more than
one group, they were given both a tracked and a non-tracked group, with any remaining
group assignments being randomly determined.
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(1) (2) T-test
1 0 Di�erence

Variable N Mean/SE N Mean/SE (1)-(2)

ingreso_tutor 536 51333.955
(1411.562)

517 50851.064
(1465.285)

482.891

Running water 570 0.988
(0.005)

537 0.991
(0.004)

-0.003

WiFi 570 0.996
(0.002)

537 0.991
(0.004)

0.006

WhatsApp 570 0.981
(0.006)

537 0.974
(0.007)

0.007

Electricity 570 0.995
(0.003)

537 0.998
(0.002)

-0.003

Gas stove 570 0.981
(0.006)

537 0.966
(0.008)

0.014

Washing machine 570 0.889
(0.013)

537 0.872
(0.014)

0.018

phone 570 0.684
(0.019)

537 0.691
(0.020)

-0.007

Internet 570 0.991
(0.004)

537 0.976
(0.007)

0.015**

Television 570 0.921
(0.011)

537 0.924
(0.011)

-0.003

car 570 0.765
(0.018)

537 0.767
(0.018)

-0.002

EstufaLeña 570 0.070
(0.011)

537 0.074
(0.011)

-0.004

Edad 569 22.947
(0.250)

537 23.017
(0.271)

-0.069

Female 569 0.480
(0.021)

537 0.475
(0.022)

0.005

GPA 567 88.922
(0.451)

534 89.002
(0.470)

-0.079

Private school 569 0.627
(0.020)

537 0.620
(0.021)

0.007

Working 569 0.385
(0.020)

537 0.371
(0.021)

0.014

Experience teaching 569 0.467
(0.021)

537 0.438
(0.021)

0.030

Notes: The value displayed for t-tests are the di�erences in the means across the groups. ***, **, and * indicate signi�cance
at the 1, 5, and 10 percent critical level.

Table 4.2: In this table, we present the descriptive demographics of tutors who participated
in the RCT, along with the balance tests across the SEL and history treatments. Column
(1) displays the mean statistics for tutors assigned to teach SEL, while column (2) presents
the mean statistics for tutors assigned to the History treatment. The �nal column shows the
di�erence between both treatments.
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(1) (2) (3) (4)
VARIABLES Attrition in Math Attrition in other Math score baseline Math score baseline

Tracking -0.00244 -0.00335 0.00464 -0.0107
(0.0140) (0.0141) (0.0112) (0.0141)

SEL 0.0140 0.0221 -0.00782 -0.0167
(0.0138) (0.0140) (0.0111) (0.0140)

Tracking and SEL 0.00815 0.0108 -0.0161 -0.0251*
(0.0138) (0.0139) (0.0111) (0.0139)

Observations 9,678 9,678 9,678 6,101
R2 0.085 0.084 0.844 0.845
Mean of omitted .365 .383 .058 .095

Table 4.3: In this table, we present the results of the regression

ai = � 0 + � 1Ti + � 2SEL i + � 3T_ SEL i + � it

where ai is a dummy variable that takes the value of 1 if studenti did not complete the
endline survey. We had two endline surveys: a math exam, for which attrition is shown in
column (1), and a more comprehensive survey that included our students' tutor attachment
survey as well as the group cohesion questionnaire, fo which attrition is shown in column (2).
In column (3), we show the balance in initial math scores for all participating students, and
in column (4), we present the same balance test conditioned on the students who completed
the endline evaluation (whereattrition _ math = 0 ) .

(1) (2) (3) (4) (5) (6)
VARIABLES Math score Math score Math score Math score Math score Math score

SEL 0.0515** 0.0853** 0.0187 -0.0595 0.0920* 0.131**
(0.0257) (0.0365) (0.0540) (0.0538) (0.0494) (0.0520)

Observations 6,096 2,996 1,425 1,486 1,501 1,460
R2 0.230 0.270 0.127 0.102 0.115 0.128
Mean of omitted -.012 -.017 -.616 -.095 .083 .527
Baseline Y Y Y Y Y Y
Controls N N N N
Quartiles p1 p2 p3 p4

Table 4.4: In this table, we present the results of the regressionyi = � 0 + � 1SELg + � i X i + � ig

, where yi represents the standardized score of studenti in the endline evaluation. The
vector X i includes control variables for studenti , such as the baseline evaluation and other
demographic factors. Column (1) displays the pooled results comparing the SEL and history
treatment arms, including both tracked and non-tracked groups. Column (2) shows the same
comparison, but conditions on groups being non-tracked. Columns (3) through (6) present
the results of the regression for students in the 1st, 2nd, 3rd, and 4th quartiles of the baseline
math evaluation, respectively.
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(1) (2) (3) (4) (5) (6)
VARIABLES Inst. Help Inst. Help Inst. Help Inst. Help Inst. Help Inst. Help

SEL 0.105*** 0.0826* 0.0930 0.0241 0.137** 0.172***
(0.0290) (0.0423) (0.0613) (0.0565) (0.0568) (0.0597)

Observations 5,879 2,893 1,383 1,445 1,459 1,375
R2 0.062 0.081 0.087 0.098 0.111 0.104
Mean of omitted -.059 -.041 -.07 .022 -.081 -.033
Baseline Y Y Y Y Y Y
Controls N N N N
Quartiles p1 p2 p3 p4

Table 4.5: In this table we show the results of the regressionyit = � 0 + � 1SELg + � i X i + � it

whereyit is the standardized score of studenti in the student-teacher attachment instrument,
speci�cally in the instrumental help dimension. This dimension measures whether students
would trust their tutor to talk about their problems at home and whether they would ask
their tutor for advice if they had a personal problem.X i is a vector of controls for student
i that include the baseline evaluation as well as other demographics. In column (1) we
show the pooled results of the comparison between the SEL and history treatment arms,
pooling both tracked and non-tracked groups. In column (2) we show the same comparison,
conditioning on groups being non-tracked. Columns (3) through (6) present the results of
the same regression for students in the 1st, 2nd, 3rd, and 4th quartiles of the baseline math
evaluation, respectively.

(1) (2) (3) (4) (5) (6) (7)
VARIABLES Attendance Drop out Number of classes Friends Closeness Con�ict Likes math

SEL -0.157 0.000237 0.353** -0.0117 0.00969 0.0456* 0.000882
(0.221) (0.00858) (0.178) (0.00773) (0.0268) (0.0270) (0.00615)

Observations 9,676 9,678 9,676 9,678 5,883 5,876 5,811
R2 0.090 0.035 0.199 0.055 0.061 0.050 0.055
Mean of omitted 10.681 .214 25.424 .169 -.011 -.018 .944

Table 4.6: In this table we show the results of the regressionyit = � 0 + � 1SELg + � i X i + � it

whereyit is the standardized score of studenti in the student-teacher attachment instrument,
speci�cally in the instrumental help dimension. This dimension measures whether students
would trust their tutor to talk about their problems at home and whether they would ask
their tutor for advice if they had a personal problem.X i is a vector of controls for student
i that include the baseline evaluation as well as other demographics. In column (1) we
show the pooled results of the comparison between the SEL and history treatment arms,
pooling both tracked and non-tracked groups. In column (2) we show the same comparison,
conditioning on groups being non-tracked. Columns (3) through (6) present the results of
the same regression for students in the 1st, 2nd, 3rd, and 4th quartiles of the baseline math
evaluation, respectively.
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Processing Stage Count
Report exists for the class 49,561
Recording �le uploaded 47,405
File is a standard video/audio format 47,192
File has been analyzed 37,952

Table 4.7: Processing Stages of Online Tutoring Session Files

Figure 4.2: In this �gure, we show the plot of the coe�cient� 2 from the regressionyr =
� 0 + � 1ACTr + � 2SELg + � 3ACTSEL gr + � gr , whereyr is the feature extracted using the
transcription of the recordingr of group, ACTg takes the value of 1 when the tutor used the
recording to teach an activity, either history or SEL. The coe�cient � 2 shows the average
di�erence of the speci�c feature for recordings of only math classes between treatment and
control groups.

109



Figure 4.3: In this �gure, we plot the average feature for di�erent features extracted from
math-only classes in each treatment arm: history and SEL, by week. The x-axis represents
the week, and the y-axis shows the average prediction for each emotion. This allows us to
observe how the di�erent features evolve over time across the di�erent treatment groups.
Sub�gure A represents the number of changes between speakers, B represents the number
of questions asked by tutors, C represents the number of words said by tutors, D represents
the length of the class in minutes, E represents the number of words said by students, and
F represents the average time between speakers.
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Figure 4.4: In this �gure, we show the plot of the coe�cient� 2 from the regressionyr =
� 0 + � 1ACTr + � 2SELg + � 3ACTSEL gr + � gr , whereyr is the average emotion predicted
in the recording using the Mel-Frequency Cepstral Coe�cients (MFCC) and the predictor
constructed by us. For the recordingr of group g, ACTr takes the value of 1 when the tutor
used the recording to teach an activity, either history or SEL. The coe�cientalpha2 shows
the average di�erence of the speci�c feature for recordings of only math classes between
treatment and control groups.
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Figure 4.5: In this �gure, we plot the average prediction of each emotion for math classes in each treatment arm: history and
SEL, by week. The x-axis represents the week, and the y-axis shows the average prediction for each emotion. This allows us to
observe how the predicted emotional tone of the classes evolves over time across the di�erent treatment groups. Sub�gure A
represents sadness estimation, B represents Happiness estimation, and C represents neutral emotion estimation.
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Chapter 5

It takes a village: Understanding when

digital groups lead to new connections

This chapter contains the current version of the article "It takes a village: Understanding

when digital groups lead to new connections" authors by Bernardo García Bulle Bueno,

Takahiro Yabe, Sandy Pentland, Mike Bailey and Esteban Moro. All authors contributed

to designing the analysis. Bernardo wrote the text and ran the analysis. The article is in a

draft stage, and intended to be sent for review in a journal within the next months.
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Social fabric in the recent years has been revealed to be of utmost importance in a variety

of settings, such as community resilience [67], prosperity [68] and even individual health [69].

Research has shown that not all interactions have the same value. Two parameters of

interactions have constantly shown to be of high value: diverse interactions, and long ties.

Regarding diversity, [68] found that social and spatially diverse interactions are predictive

of economic prosperity seen at the community level.

On the other hand, recent research [60, 70] has found that diverse interactions in terms

of socioeconomic level are very bene�cial, especially when lower income individuals interact

and create ties with higher income counterparts.

In terms of academic performance, [71] found that when economic segregation increases

in a census tract, the academic performance of lower income children decreases.

Mechanisms proposed to explain this e�ect are learning mechanisms, where people can

learn and create role models from people with whom they make ties. Evidence for this exists

in peer e�ects literature for academic outcomes [54, 72], �tness [73], and social skills [74].

On the other hand, long ties have also been shown to be associated with better life

outcomes. For example, [75, 76] found that individuals exposed to weak ties will have

greater job opportunities. Recently, [77] found that individuals with long ties are more likely

to live in high-income neighborhoods.

Long ties can be useful by transmitting opportunities through a network, and making

them reach nodes that would not be reached through interactions within cliques.

In sum, research has shown that tie-making is a cornerstone of social and economic health,

and that diverse and long ties are of very high value at the individual and collective level.

However, recent research [78] seems to suggest that these valuable links might reduce in the

future. What the authors found was that urban encounters between people from diverse

backgrounds have reduced.

This leaves us with the question: what tools are e�ective for a community that wants to

create space for more diverse and long ties. The research of [79] studied racial segregation

114



in schools and showed that people tend to make friends that are similar to them rather than

in a random way.

However, by studying extra-curricular activities, they found that those where the pool

was more diverse, would create more diverse ties. This �nding echoes that of [80] who

found that schools can promote stability of diverse ties (in their case racial) by maintaining

diversity in the classroom.

Diverse friending has two requisites. The �rst is spaces that facilitate exposure and

interaction to people of di�erent income, gender, age or others. Even having this exposure,

friending is not guaranteed as people might show homophilous biases, where they prefer to

befriend people who are more similar to them, this we call friending bias.

In terms of diverse SES exposure, recent research has shown that reductions in mobility

have been re�ected in less exposure to di�erent SES. This reduces the number of opportu-

nities to create these valuable ties.

This opens a question: as our lives have been hybridized to move between physical and

online spaces, will the online spaces compensate the reductions in exposure opportunities? or

will it exacerbate the friending bias we have observed in physical spaces. Given the prevalence

of online spaces today, it behooves us to understand for which of the two scenarios we �nd

evidence for.

Working with data from Facebook (one of the largest social networks) allows us to study

diversity in online spaces. We researched our online groups to study cross-SES connections.

For analytical convenience, we divided all our users between above median income and below

median income (based on an imputed residential zip code and percentiles estimated at the

regional level) and focused on the formation of ties between these two strata.

In this work, we �rst study what kind of groups are associated with more diverse in-

teractions and diverse ties forming. Online groups are an ideal phenomenon to study the

interaction between exposure and friending bias, because for every group we can calculate

the distribution of the members income, and whether the ties that are formed correspond to
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that distribution, or show potential friending bias. To study ties, we only study ties which

new members did with people who were a member of the group 60 days before the person

joined.

We did this restriction to avoid endogeneity coming from people joining a group at

the same time due to the same cause, i.e. people joining a tennis group because they are

participating in the same tournament, as it could lead to omitted variable bias.

We analyze also how this varies across group sizes. This is relevant as past results [81]

suggest that spaces with more people o�er more opportunities for segregation and homophily.

Second, the study above will yield results which are not causal. Speci�cally, it will not be

clear whether these ties were formed by a facilitation through the online space, or whether

the ties formed due to interaction independent from the online space.

For example, imagine a �shing club in a city where ties are formed due to the interaction

in �shing trips. The club might have an online group for announcements, and members of

that group are befriending each other constantly, however up to that point it is not clear

that the group facilitated any interaction.

To be able to elicit which ties are actually formed through group facilitation, the ideal

study would compare two people with identical characteristics where one joined a group and

the other did not. This is not possible due to the fact that when people ask to join groups,

their behaviour is highly di�erent to normal. This is because people [82] tend to cluster

their online activities. We saw evidence for this in our results, where in general when people

would ask to join a group they would be making much more friendships than normally with

people who were not even members of the group.

Results
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