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ABSTRACT

Robots have been playing an ever increasing role in complex environments, often in coor-
dination with teams of systems or humans. Autonomous systems of the future will need to be
tightly grounded in the real world, drawing information directly from their environment to
develop an understanding of the world. They will need to maintain a semantic understanding
of their environment, including the kinds of objects they observe and their relationships to
each other. At the same time, they must be able to reason over diverse constraints related
to their tasks, such as time limits and resource usage. While there are existing approaches
which enable robots to execute tasks with semantic goals, such as finding a certain type of
object in a room, they often fail to consider the multitude fo task specific constraints which
are vital to robust performance. On the other hand, planners which consider task specific
constraints require a human to provide all information about the environment manually.
These systems are too cumbersome to model complex tasks, requiring hours of manual ef-
fort which is prone to errors. This thesis presents an architecture for semantically grounded
planning which leverages the strengths of constraint based planners while automating the
environmental modeling step with an advanced semantic perception engine. By automating
environmental modeling, we are able to create a system which executes complex semantically
grounded tasks such as navigating to certain objects within a certain room, without major
user input which is typically required of these systems.
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Chapter 1

Introduction

Robots have been playing an ever increasing role in complex environments, often in coordi-
nation with teams of systems or humans. It is expected that in the future, robots will need to
be highly autonomous and maintain an understanding of objects in the environment in order
to complete tasks. This could be moving supplies to a certain room in a building, retrieving
specific objects, or searching for survivors in emergency situations. We can define objectives
which require a semantic understanding of the environment as a semantically grounded goal.
For example, if we want an agent to bring us the chair next to the door, the agent needs
to understand what a chair and door is, and what is means to be next to something. In
order to understand a semantically grounded goal, an autonomous agent must be able to
extract semantic information from its surroundings and maintain an internal representation
of relationships between objects that it observes.

A core example of this work focuses on tasks that may be assigned to a robotic office
custodian. We can take the following mission which highlights the key components of such
a task.

Example 1. The agent must water all of the plants which lie specifically in the hallways of
the building in under an hour. The agent begins at a start location, and must plan a path to
move to and water all relevant plants in the building. The agent must avoid obstacles in the
environment for the entire duration of the mission. In this setting, we can assume that the
office has been mapped out prior to planning, so there is no exploration necessary to locate
objects or locations of interest.

As custodial agents will be expected to complete many tasks in the same environment,
users should be able to query the agent for a variety of tasks without extensive manual input.
A user should be able to provide a simple description of a mission, and the agent should
be able to plan and execute the mission or state that the mission is impossible. Ideally, an
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agent should be initialized with a detailed map of the environment, which it can then access
in order to derive all relevant mission information which the user doesn’t provide. The user
will then only be providing information which cannot be gleaned from the environment such
as time constraints and mission objectives.

We would like to create a system which enables agents to reason over three categories
of constraints in order to complete the above task. Information from the environment,
such as the locations of objects of interest and obstacles, will affect navigation and task
planning. System constraints, such as battery life and vehicle dynamics, will determine local
trajectories and long horizon plans. Task restrictions, such as time constraints, objectives,
and risk bounds, provide additional structure to the problem. Adherence to these three
constraint categories is necessary if we want agents to reliably complete a variety of tasks.

There are many methods which address the first reasoning requirement, and are able
to utilize environmental information to accomplish a variety of tasks (see [1] for a survey
of approaches). Certain approaches allow for autonomous semantic search, where an agent
searches for a target object in a new environment. For example, these methods may allow
an agent to find a pair of scissors in an unmapped room. One such technique leverages a
Partially Observable Markov Decision Process (POMDP), and rolls out future trajectories
in order to maximize new information gleaned by future movements [2]. Other techniques
attempt to infer the highest probability regions where the target object may lie [3], [4]. There
are also techniques which directly learn a mapping from image space to actions in order to
locate objects in unknown environments [5]. What these techniques fail to incorporate are
the possible failure modes for a full plan, such as not completing tasks in the allotted time
or running out of resources before completion. For some of the methods ([2]–[4]), the agent
also must be retrained before being applied to a new environment or target object. It’s clear
that these types of techniques will be insufficient for agents which must adhere to all three
constraint categories.

In the planning community, there are relatively mature constraint based planners which
succeed in problems where timing, resource consumption, and mission objectives are critical,
enabling agents to reason over the second and third categories of constraints [6]–[8]. These
approaches utilize task and internal constraints as part of their planning and execution pro-
cess, enabling robust agents which can complete complex missions. While these techniques
satisfy the need to adhere to mission priorities and various constraints, they cannot directly
access information from the environment to develop a rich understanding of the world. Do-
main models, such as action models and environmental structures, are highly abstracted
and manually constructed for these planners, making it very cumbersome to specify mis-
sions related to arbitrary semantic goals within a complex environment. For example, we
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can order such a system to navigate to a specified location denoted by a convex region, but
cannot tell the system to navigate to a plant without expressly telling it where the desired
plant is. If we would like an agent to water all plants in a building, we need to manually
search the building for plants and specify their exact positions with bounding boxes. The
abstracted bounding boxes are then passed to the planner, making planning over semantic
goals extremely tedious.

Constraint based planners get us very close to meeting all the requirements we mapped
out earlier. If we can construct a way to automatically convert information from the envi-
ronment into representation which understands object types and their relationships to each
other, we can pass this information to the planners to enable robust, semantically grounded
planning. Conveniently, there exist perception systems which can generate 3D maps of an
environment with semantic labels and relationships between objects in real time [9], [10].
While such information wouldn’t help to automatically define action models, it has the po-
tential to completely automate the environmental modeling for a task. Despite the potential
for advanced planning and perception approaches, there is limited work in planning over
these structures [11]. It is clear that the current state of the art is unable to satisfy the need
for constraint based planning for semantically grounded tasks.

In this thesis, we develop an architecture which is able to specify, plan, and execute a
variety of semantically grounded missions with minimal user input. The approach relies on
a constraint based activity planner to generate a series of actions with dispatch times [6], a
constraint based plan executive to generate trajectories and monitor agent progress during
plan execution [7], and a semantic perception engine to provide the detailed map informa-
tion necessary to understand semantic goals [9]. To fuse the three technologies together, I
construct a series of modules which translate information from the perception system into
environment and mission models for the planner and executive. The integrated system can
take in a simple mission statement from the user, then automatically specify detailed inputs
for the planner and executive which are based on the map generated by the perception en-
gine. These inputs can then be passed directly to their corresponding planning or execution
modules, enabling robust planning over a wide variety of semantic goals.

The rest of the thesis is organized as follows. In chapter 2 I will further specify the seman-
tically grounded planning problem, and present the state of the art in solving these types of
problems. In chapter 3, I will detail the proposed architecture to enable robust planning and
execution over semantic goals. Chapter 4 describes the automatic environmental translation
process. In chapter 5, I will discuss optimizations made to the executive to plan over large
maps. In chapter 6, I will describe the experimental procedure used to verify the proposed
system, and discuss avenues for further research based on discoveries made during the course
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of this thesis work.
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Chapter 2

Semantically Grounded Planning and
Execution

There is a rich reservoir of literature regarding the concepts that guide this paper. In section
2.1, I will define the general category of semantically grounded problems, and present a
subset of methods which can solve these problems to varying degrees of sophistication. While
there are many ways in which these methods push the boundaries of what is possible, they
lack the ability to respect constraints which many long horizon planning approaches are
able to incorporate. In section 2.2, I will present some methods for long horizon planning.
Long horizon planners are generally better at encoding and respecting complex constraints
regarding mission success and plan feasibility, but have been generally developed for use
in abstracted environments which don’t include a large amount of semantic or perceptive
information. Section 2.3 details several cutting edge semantic perception systems, which can
generate useful information for planners by combining environment structure with semantic
labels. While the maps generated by these systems are very useful for a planner, they
have yet to be widely adopted into many classical planning architectures. The approaches
presented in this section are powerful in their own respects, but individually have limitations.
In order to solve semantically grounded missions with critical constraints, we must use an
integrated approach which leverages the unique strengths of each individual system. We
need to leverage the robustness of long horizon planners, and feed in semantic information
such that we can automatically plan for semantically grounded goals without major user
input.

15



2.1 Semantically Grounded Problems

Semantically grounded problems can describe any kind of task which require an understand-
ing of the environment at a direct, non abstracted level. The task could be to locate a target
object in an environment, take measurements from a research site, or move material from
one place to another. A formal definition of such a problem is below.

Definition 1. A semantically grounded planning and execution problem is given by
⟨M,G, C⟩. M is a map of the environment, containing obstacle geometry and objects with
semantic labels. G is a semantically grounded goal specification for the mission (I.E. Water
all plants in the hallways.). C is the set of internal and external constraints which must
be respected throughout the mission, such as the total mission duration, minimum battery
requirements, and internal dynamics of the agent.

With the problem defined, we can then define a solution to a semantically grounded
planning and execution problem.

Definition 2. A solution to a semantically grounded planning and execution prob-
lem is given by ⟨P , T ⟩ where P is the activity plan generated in order to satisfy the goal
specification G, and T is the set of discrete actions and continuous trajectories required for
the agent to execute the activity plan while obeying all constraints.

A key feature of a semantically grounded problem is that an understanding of the semantic
meaning of objects or features of the environment is necessary in order to solve the problem.
For example, the simple mission presented in 1 requires knowledge of what a plant and
hallway is in order to water the plants in the hallways.

As semantically grounded problems are extremely diverse, approaches to solve it have
been similarly varied [1]–[5]. For search based problems, some methods model the envi-
ronment as a Partially Observable Markov Decision Process (POMDP) and use sampling
techniques to maximize new information as the agent moves through the environment [2].
This approach relies on forward simulation to model potential roll outs for decisions, and
takes the decision which would provide the most new information to the system. While this
enables an agent to explore a new environment, it doesn’t accommodate specific goals or
use mission objectives as a guiding heuristic for complex tasks. In the pre-mapped office
environment, where adherence to mission goals and constraints are the primary objective,
this method lacks the understanding required to prioritize those objectives. Other tech-
niques are able to accomplish more specific tasks, such as locating an object of interest in
an unknown environment, by utilizing probabilistic models [3] or common sense associations
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[4] to predict the most likely locations of the target object given recent observations. While
a promising technique for active search tasks, these methods also avoid considering mission
specific constraints which would often be necessary for long term deployment, such as a time,
communication, or resource consumption. The ability for these methods to search for objects
in unknown environments is useful for search applications, but in a pre-mapped environment
they don’t offer much in the way of robust planning or execution.

2.2 Long Horizon Planning

There has been significant work in the planning community regarding how to execute plans
with various mission or agent constraints. One approach is able to reason over temporal con-
straints and make choices among discrete options in order to control multiple agents for long
horizon tasks [6].This method, in contrast to other planners which operate directly over state
space to find a sequence of actions from start to goal states, plans over a non-deterministic
program where the mission has been outlined but not yet scheduled. The method models
the mission as a temporal plan network (TPN) and executes a graph search algorithm over
the network to find sequences of actions which satisfy the network’s constraints. It’s impor-
tant to note that this method can only output a sequence of actions in order to achieve a
goal, but cannot perform closed loop execution monitoring or generate agent trajectories to
accomplish these tasks. It is assumed that lower level planners will fill the gaps in this archi-
tecture. One of these lower level planners is presented in [7], [8], which can robustly execute
a plan generated by [6]. This approach uses Model Predictive Control (MPC) to generate
motion trajectories and monitors the state of the agent as it executes said trajectories. If
the agent deviates from the desired trajectory, the system can re-plan based on the new po-
sition in order to adapt to unforeseen dynamics. The plans generated by [7], [8] can consider
continuous constraints such as fuel usage and maximum distance, and reason over discrete
choices such as the activation of certain sensors at certain times. It is limited by the fact
that it has always been used on relatively simple maps with no concept of semantic features
which may reside within them, and therefore has not been able to demonstrate usage in
semantically grounded problems. With the existing technology a user must manually specify
regions of space that contain objects of interest, convert map geometry into a form which
the planner can understand, and provide a sketch of the plan with all actions and objects
specified. Essentially, the user carries the burden of providing all semantic understanding of
the environment, and must manually encode it in a form the planner can understand. A key
motivator of this thesis is how to automate this process so that the system can understand
the environment without the user passing in large amounts of information. If the system can
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autonomously convert information from a detailed map into a planning model, we are one
step closer to enabling fully autonomous agents which can respond to semantic goals.

2.3 Hierarchical Semantic SLAM

3D Dynamic Scene graphs [12]–[15] (DSG) have become a very widely accepted data struc-
ture in the robotics community to contain semantic and geometric data from an environment.
Systems which are capable of generating high quality 3D Scene Graphs in real time have
shown incredible promise in recent years [9], [10]. These systems are capable of taking in
RGBD and IMU data and computing a 3D scene graph in real time [9] and even fusing
maps from multiple agents in order to enable multi-agent semantic SLAM [10]. The infor-
mation contained within such structures ranges from detailed map geometry to object labels
and locations to high level structure of the environment, including a hierarchical graph of
rooms, locations, and buildings. DSGs have the potential to drastically increase semantic
understanding of the environment for autonomous agents, but there is limited literature on
algorithms which are able to plan over these structures to execute semantically grounded
plans with rich hierarchical organization. One method for navigation planning over scene
graphs is presented in [11]. In this approach, the planner can be queried with specific rooms
to navigate to, and will generate a path to the goal via the A* graph search algorithm using
the native graph structure of a DSG. As it relies on graph search rather than a more ex-
pressive optimization to generate paths, this method is unable to incorporate task specific
constraints and doesn’t utilize semantically grounded goals in its problem formulation.
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Chapter 3

Supporting Technology

Building a semantically grounded TAMP and execution system requires multiple interlocking
parts. First, there must be a module capable of generating a series of actions to accomplish
a goal which satisfy timing and logic constraints. This module is called the activity planner,
and will be discussed in section 3.1. In order to execute the generated plans, we must
incorporate a plan executive that dispatches commands to the agent and monitors mission
progress. The proposed execution system is discussed in section 3.2. There must also be
a system which can take in sensor data and build a semantic map of the environment,
discussed in section 3.3. The key component to enable a seamless integration of the above
technologies is to automate the domain specification for the planner and plan executive so
that all relevant semantic and spatial information is readily accessible without manual effort.
Automatic domain specification is detailed in section ??. As the proposed environments for
semantically grounded TAMP are considerably more complex than previous environments
used for plan execution, we also must update the execution module to handle large, complex
maps effectively. A discussion of methods to increase efficiency in complex environments is
presented in 5.

3.1 Activity Planner

The first step to creating an agent which can plan and execute complex tasks is to define
an activity planner. Activity planners come in many forms, but generally output a series of
actions or events which complete a task or mission. Features of the task that we would like
the agent to complete can drastically affect the most effective choice of planner. For an office
custodian, we can leverage information about the environment or tasks we want to complete
to generate a sketch of events which we need to accomplish. For example, in many tasks
we know the general order or outline of sub-tasks that the agent should complete, such as
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Figure 3.1: A variety of different TPN structures. Top is two actions in sequence, bottom
left is two actions that can be completed in parallel, bottom right is two actions with a
non-deterministic choice to perform one or the other.

knowing that we want an agent to do the dishes before folding laundry. We often have an idea
of how long these tasks can take, which allow us to estimate an upper and lower bound for
their duration. This information can be incorporated into the planning approach to boost
plan feasibility and reduce solution time. With these features in mind, the Kirk activity
planner fits well into this project [6]. The input to Kirk is a domain description which
defines every class and action that Kirk can reason over, along with a non-deterministic
program that provides a sketch of activities that we would like to complete. This sketch
is referred to as a Temporal Planning Network(TPN), a directed, acyclic graph containing
information regarding the ordering of events and any temporal and state constraints that
are associated with each event. As shown in figure 3.1, a TPN can contain a variety of
different structures in order to represent a rich set of mission descriptions. The recursive
nature of TPNs ensure that they are capable of representing almost any mission structure
by combining those three basic forms.

Kirk generates activity plans by searching through the TPN to find a viable path to the
end state that doesn’t violate any temporal or state constraints, and tightening any con-
straints in order to generate a dispatchable set of actions. Notably, Kirk does not generate a
series of actions which complete the mission from scratch. Rather, it takes a proposed outline
of events and searches for a schedule which satisfies all temporal and logical constraints of
the mission. During planning, Kirk is able to recognize implicit constraints (referred to as
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Figure 3.2: TPN with an open constraint. The original TPN(top) is updated by Kirk to
contain a causal link defining the implied constraint of the TPN(bottom).

open conditions) and insert them as causal links to ensure plan feasibility[16]. Consider the
TPN in figure 3.2. Action A requires that condition C be valid for the duration of the entire
action, while action B asserts that condition C be valid for the duration of the entire action.
Kirk is able to recognize this open condition and insert the causal link (red) which requires
that action A occur within the bounds of action B. Along with open conditions, Kirk can
identify threats to plan feasibility where overlapping events have contradictory required con-
ditions. Upon identifying such a threat, Kirk inserts the causal links required to ensure that
the contradictory events do not overlap.

Kirk will either produce a schedule of actions that satisfy all constraints or a failure
message that indicates the plan cannot be accomplished. When planning is successful, Kirk
outputs a series of time windows called episodes and transitions called events where state
variables have set values. Events indicate a transition from one episode to another, and the
specific action contained within the event determines how the state variables change as the
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Figure 3.3: QSP describing a simple mission. Rover 1 is tasked with action A while Rover
2 completes action B in parallel.

plan transitions. The combination of episodes and events is known as a Qualitative State
Plan (QSP) [7]. In figure 3.3, we can observe a simple QSP detailing a mission where two
agents (Rover1 and Rover2) are tasked with completing two actions (A and B) in parallel.
Each episode, designated by an arrow in the visual representation, contains the temporal
and state constraints that must hold for the duration of the episode. Action A can take
between 30 and 60 time units, while action B is fixed at 45 time units.

3.1.1 Representation Language

The key motivation of this thesis is to automate the translation from environmental infor-
mation into domains which our planner can operate over. The interface through which this
translation is interpreted is known as a representation language. A representation language is
a set of predicates and actions which describe relationships between various object types, or
actions that are possible for a given object. There are two types of representations which are
important to any planning process, prior knowledge and situated knowledge. Prior knowl-
edge consists of any information that an agent would have before entering an environment,
such as how to move, what types of objects it can understand, and how it can interact with
various objects that it might encounter. Situated knowledge describes the current state of
the world based on observations. This can also be interpreted as the initialization of abstract
concepts into real world entities. We can examine a simple example to better understand
the relationship between these two types of knowledge. Consider a universe with an agent
and two types of object: blocks and spheres. The prior knowledge in this universe may be
that the agent can move, and the agent can pick up and place blocks but not spheres. Upon
initialization, the agent may observe that a block exists at a certain location which we can
denote as location A. In this case, the situated knowledge is that one block exists and is at
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location A.
In the context of this work, we would like to automate the process of generating the

situated knowledge for an environment and task. Situated knowledge can be automated by
taking in perception data and using it to populate a state of the world based on that data.
Prior knowledge requires a domain expert to provide information which is hard or impossible
to infer directly from the environment, so would be much harder to automate. Despite these
difficulties, see section 6.2 for a discussion on how advancements in Large Language Models
may enable autonomous generation of prior knowledge.

To implement a representation language for this project, I elected to use the Reactive
Model-Based Programming Language (RMPL) [6] which is able to express a wide variety of
object classes and actions between them with requirements and effects. This is a lisp-like
language, which encapsulates statements within parentheses to isolate them from the rest
of the code. RMPL is supported by Kirk, presenting a more straightforward integration
between the semantic perception and planning systems.

RMPL allows for the expression of classes and actions (control programs) in order to
define the prior knowledge for an agent. Within classes, a user can define predicates which
further specify how the class can interact with other objects or the world. We can analyze
some of the classes and actions from the office scenario to ground this discussion. In the
office scenario, the class definition for a plant describes the various attributes that a plant
can have.

Listing 3.1: Example class definition in RMPL

( d e f c l a s s p lant ( )
( ( watered

: i n i t f o rm n i l
: type boolean
: a c c e s s o r watered
: documentation
"A boolean s t a t i n g i f the p lant has been watered . " )

( l o c a t i o n
: i n i t a r g : l o c a t i o n
: type i n t e g e r
: a c c e s s o r l o c a t i o n
: documentation
"The graph l o c a t i o n o f the p lant as an i n t e g e r . " ) ) )

As shown, the plant has a location and a boolean attribute watered which describes whether
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the plant has been watered or not. RMPL is able to effectively define an arbitrary number
of classes with arbitrary attributes, allowing for a flexible and robust understanding of the
world prior to a mission. Control programs are another essential component of RMPL, and
define how various objects can interact with each other or the world. Control programs come
in two variations. Primitive control programs, such as the water program defined below,
require a certain set of predicates to be valid in order to execute, and results in the watered

attribute being set to true for the desired plant.

Listing 3.2: Primitive control program for watering a plant

( de f ine−cont ro l−program water ( robot p lant )
( d e c l a r e ( p r im i t i v e )

( r e qu i r e s ( and
( over : a l l (= ( l o c a t i o n robot ) ( l o c a t i o n p lant ) ) ) ) )

( e f f e c t ( at : end (= ( watered p lant ) t ) ) )
( durat ion ( s imple : lower−bound 2 : upper−bound 5 ) ) ) )

Primitive control programs directly change or assess the environment in order to execute.
Non-primitive control programs consist of multiple control programs (primitive or otherwise)
which can be oriented sequentially or in parallel. The move-and-water control program
simply composes the primitive programs move and water sequentially so that they can be
executed as a single action.

Listing 3.3: Composite control program combining move and water

( de f ine−cont ro l−program move−and−water ( robot p lant )
( sequence ( : s l a ck t )

(move robot ( l o c a t i o n p lant ) )
( water robot p lant ) ) )

Non-primitive control programs allow for the addition of a :slack parameter which defines
the allowable amount of time between events that the planner can work with. The t value
indicates that there is an arbitrary amount of time allowed between any events in the con-
trol program, giving the planner the most freedom to adjust timings to satisfy temporal
constraints on duration.

Setting the situated knowledge for Kirk to operate over requires two additional constructs
in RMPL. These are also the constructs which we will automate the generation of later in
this thesis. Firstly, we need to set the initial state of the environment by initializing all
relevant classes with their attributes. Environment initialization is accomplished via the
(define-initial-state) form, where we can instantiate any relevant classes. Below is an
example of what this form looks like.

24



Listing 3.4: Environment initialization for plant watering example

( de f ine−i n i t i a l −s t a t e s ta r t −s t a t e ( )
( : o b j e c t s

( plant −1 (make−in s tance ’ p lant : l o c a t i o n 8070450532247991688))
( plant −2 (make−in s tance ’ p lant : l o c a t i o n 8070450532247997291))
( plant −3 (make−in s tance ’ p lant : l o c a t i o n 8070450532247954865))
( robot−1 (make−in s tance ’ robot : id 1 : l o c a t i o n 5774839202384754346))

)
)

The object oriented structure of RMPL allows for a natural specification of initial state in
terms of the attributes of all relevant classes. If we wanted to expand an environment it
would be as simple as initializing more classes of any type defined in RMPL.

Once the environment has been set, we specify the TPN for Kirk to schedule by creating
a non-primitive control program called main. The main keyword is reserved by Kirk to be
the only control program that it interprets as a TPN. Below is an example TPN declaration
in RMPL for the plant watering scenario.

Listing 3.5: TPN declaration for a plant watering scenario

( de f ine−cont ro l−program main ( robot−1 plant −1 plant −2 plant −3)
( with−temporal−con s t r a i n t ( s imple−temporal : lower−bound 5 : upper−bound 100)

( sequence ( s l a ck : t )
(move−and−water robot−1 plant −1)
(move−and−water robot−1 plant −2)
(move−and−water robot−1 plant −3))))

As we can see above, the temporal constraint of the TPN is contained within the (with-temporal-constraint ())

form. This allows us to specify bounds on the total duration of the mission, which Kirk then
leverages while formulating an activity plan to satisfy the mission.

3.2 Plan Execution

Let’s take a moment to step back and remember the core goal of this thesis. We would like
to automate the process of translating environmental information into planning domains so
that agents can plan and execute complex tasks which require a detailed understanding of
the environment without major human effort. With execution being a key goal, we cannot
purely rely on an activity planner. We must introduce capabilities to execute the plan, and
automate the translation of environmental information required for execution along the way.
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An executive is a module which is capable of generating an activity plan and dispatching
appropriate commands to individual agents in order to achieve the mission goals. Dispatched
commands could take the form of waypoints, velocity vectors, or even direct control inputs
depending on the design of the system. We can split up an executive into two key com-
ponents, the activity planner and the dispatcher. While Kirk is technically a full executive
that can generate activity plans and dispatch actions to agents, it lacks some sophistication
in how it dispatches commands. In particular, Kirk has trouble generating motion trajec-
tories that are feasible for an agent’s dynamics and doesn’t have a proper understanding of
environment structure in order to perform obstacle avoidance. To create a robust executive,
we can leverage the activity planning of Kirk while replacing the dispatcher with a more
effective system.

The Magellan executive produced by the MERS lab is capable of dispatching plans for
agents which consider obstacles, agent dynamics, and convex constraints such as battery
depletion and communication range [7], [8]. By leveraging a hybrid continuous and discrete
time formulation for trajectory optimization, Magellan can generate fine grained motion
trajectories which are influenced by the overall mission goals in order to maintain plan
feasibility. A QSP of the mission, generated by an activity planner, provides the mission
constraints that influence long term behavior. Magellan can monitor plan execution in real
time to identify deviations and trigger replans based on new observations. By combining the
dispatcher and state monitor from Magellan with the activity planning from Kirk, we are
able to construct a plan executive with robust capabilities that can handle complex missions.
Since Kirk outputs plans in the form of QSPs, we can easily integrate the two modules so
that activity planning is handled by Kirk and execution is performed by Magellan. Magellan
takes an initial model consisting of an environment and internal dynamics definition along
with optional hyper parameters, then generates feasible motion trajectories for agents to
achieve the mission goals.

The environment definition for Magellan contains all relevant information regarding the
external world, such as the locations and geometry of obstacles and the locations of interest
regions which denote the locations of task goals. Obstacles can be grouped so that they only
apply to certain agents, which allows the specification of complex environments where certain
agents will never interact with some obstacles. A simple example of this is in an underwater
exploration scenario, where an AUV must avoid deep water obstacles but a communication
vessel on the surface can move directly over them.

A careful reader may infer that this thesis will focus on automating the generation of
this environmental definition. That reader would be correct. Automating the environmental
definition brings a few key benefits which we would like to leverage in the pursuit of true
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autonomy. Firstly, real world environments can be very complex, with many obstacles and
almost infinite variations of interest regions depending on which tasks we assign our agent.
If we were to manually generate the environment model for each environment and task we
want to execute, the definition step alone would likely outweigh any benefits from using
an autonomous agent. Secondly, all of the information which we would like to use in the
environment definition comes directly from observations of the world. This means that we
have the opportunity to use perception systems to perform the work that a human would
typically be doing to identify obstacles and objects or locations of interest.

The generation of vehicle dynamics is slightly different. Either the dynamics of a vehicle
would be known prior to deployment via expert knowledge, or they would be learned during
the course of execution. In both cases, semantic environmental information is not particularly
useful to generate a dynamics model, so we will avoid automatically generating it in this
work. That being said, see [17] for an interesting approach to performing long horizon
execution with learned or uncertain dynamics.

With the executive we’ve assembled above, we can now specify the problem that this
thesis seeks to solve in service of semantically grounded planning and execution.

Definition 3. The automatic environmental translation problem is given by ⟨P ,O, T ⟩
where P is the set of prior knowledge in our representation language, O is a set of observa-
tions of the environment, and T is the task which we would like our agent to execute.

And a solution to this problem is as follows.

Definition 4. A solution to the automatic environmental translation problem is
given by ⟨Dp,De⟩ where Dp is a complete domain for the activity planner, specifically the
initial state of any relevant objects and the plan outline to complete the task. De is the
complete domain for the execution module, with a full description of obstacle geometry and
locations which we would like to travel to in service of the task.

3.3 Semantic Mapping

As we would like to automate the definition of the planning domain for Kirk and environment
model for Magellan, we first need a method to convert observations of the environment into
some kind of data structure. The data structure will need a few key pieces of information.
In order to generate the domain model for Kirk, we need access to every object in the
environment and their attributes. Objects can then be filtered for specific tasks, and passed
to Kirk via the RMPL representation language. To generate the environment model for
Magellan, we need access to detailed map geometry so that we can define obstacles for
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Figure 3.4: Dynamic Scene Graph of Office Environment

navigation. We also need the list of objects which we’ve filtered based on the specific task
so that we can generate interest regions surrounding each object we would like to travel to.

To go from raw observations to a detailed map with semantic labels, we need a semantic
perception engine. There have been major advances in semantic SLAM and perception in
recent years, allowing for the possibility of truly autonomous systems which are able to
understand the semantic structure of their environments. The semantic perception system
presented in [9] (Hydra) is one of the most expressive semantic perception engines to date,
and offers several key capabilities which lend themselves to advanced planning systems. The
primary capability is to label objects in the environment and situate them in the physical
map. This is the most basic required feature for semantically grounded planning, as we must
be able to locate objects of interest in the real world. One of the hallmarks of Hydra is the
hierarchical structure of the Dynamic Scene Graph (DSG) which it generates.

As shown in Figure 3.4, there are five layers to the Hydra output: Mesh, Objects, Places,
Rooms, and Buildings. Each of these layers contains a graph of the corresponding type of
entity, and interlayer edges denote containment by higher layers. If a place ϕ in layer three
is connected to a room ρ in layer four, we know that ϕ is contained within ρ. By connecting
objects to the rooms and buildings which they are contained, we easily answer questions
such as "Where are the plants in the hallways?" or "Does the conference room contain a
painting?" which may otherwise be difficult to answer.
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Hydra is especially useful for environment translation because it provides easy access to
everything we need for our main translation task. Objects can be accessed easily via the
Objects layer in the graph, and map geometry is stored in the mesh layer for generating the
set of obstacles.
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Chapter 4

Environment Translation

With the tools discussed in chapter 3, we’re ready to build a bridge between semantic
perception and long horizon planning and execution. A bridge must be able to effectively
convert the information from the perception system so that the planner can quickly generate
activity schedules for various missions and the plan executive can dispatch the plan to an
agent. As shown in Figure 4.1, a data processing block intakes the query, DSG, and initial
domains for the activity planner and executive. It then transfers the necessary information
to each domain specification block so that they can fully specify the domains for the planner
and executive. Section 4.1 describes the data processing block of Figure 4.1, while sections
4.2 and 4.3 describe how each domain specification module operate.

Figure 4.1: Data Flow Block Diagram of Domain Specification Modules

31



4.1 Command Verification

The system starts by processing the mission command to extract the important objects and
actions. Commands are passed as a list with a regular structure. The first element is the
name of the agent which we would like to direct for our mission. The second element is
the action we would like the agent to execute on the target object or objects. The third
element is the name of the target object class, which may correspond to more than one
object in the environment. The fourth argument is the room type which contains the target
object(s), such as a hallway or bathroom. The fifth argument is a lower and upper bound
for the total duration of the mission, in seconds. One task query from the office scenario
is the list ["robot", "move-and-water", "plant", "hallway", (0,3600)]. This com-
mand, as you may guess, directs the robot agent to move to and water all plants in the
hallways in between 0 and 360 seconds.

It is vital to verify that the provided query makes logical sense in the scope of the mission
and the environment. The requested action must be something the desired agent can do,
and it should be able to perform it on the desired target object. If we were to request an
agent to water all trashcans in a building, the verification system should report that this is
infeasible because a trashcan cannot be watered. To verify a query, the system parses the
RMPL file of predicates and actions to understand which objects exist and which actions
apply to each object. As long as the requested objects have a class definition in RMPL and
are able to engage in the requested action, the verification will pass. Verification does not
take into account the possibility of objects not existing in the actual environment, as this is
handled by the activity planner domain specification module. In algorithm 1 we can inspect
the query verification algorithm in detail.

4.2 Activity Planner Domain Specification

If the provided command is valid for an agent α, target object class ω, and room type ℜ the
Activity Planner Domain Specification (APDS) module searches the DSG for objects of the
ω class within any room of type ℜ. The objects found this way are relevant to the mission.
The module then generates an initial state for the planner by initializing all instances of ω
type objects with their specific traits. In the current implementation the only non-default
attribute for an initialized object is its location, but see section 6.2 for a discussion on ways
to expand the attributes for initialized classes during domain specification. The system then
writes a main control function in RMPL which stitches all desired actions together for each
relevant object (objects of the correct type that are in the correct rooms), and saves it to a
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Algorithm 1 Validate Command in RMPL Model
Input: model_path (path to RMPL model), command (list of strings representing the agent’s
command)
Output: True if the command is valid, otherwise raises an error
1: actions ← {} ▷ Initialize empty dictionary for actions
2: objects ← {} ▷ Initialize empty set for objects
3: Open file at model_path as file:
4: for each line in file do
5: action_match ← regex search for action definition
6: relevant_obs ← regex search for objects involved with the action
7: class_match ← regex search for class definition
8: if action_match is found then
9: action ← action name

10: obs ← objects from relevant objects
11: actions[action] ← obs
12: else if class_match is found then
13: ob_class ← class name
14: objects.add(ob_class)
15: end if
16: end for
17: agent, task, ob, _, _ ← command
18: if task is not in actions.keys() then
19: Raise ValueError("Desired action is not defined in RMPL.")
20: end if
21: if agent is not in objects then
22: Raise ValueError("Requested agent type does not exist.")
23: end if
24: if ob is not in objects then
25: Raise ValueError("Requested object type does not exist.")
26: end if
27: if agent is not in actions[task] then
28: Raise ValueError("Agent cannot execute the desired action.")
29: end if
30: if ob is not in actions[task] and "move" is not in task then
31: Raise ValueError("Desired action is not applicable to provided object.")
32: end if
33: Return True
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file to be passed to Kirk. After writing the main control function to RMPL, the module also
sends the location ID’s of each relevant object to the Plan Executive Domain Specification
Module (see section 4.3). The returned ID’s correspond to nodes within the places layer of
the DSG (Layer 3 in figure 3.4), which are known to be in free space. In algorithm 2, we
may observe the flow from verification to domain population in more detail.

Algorithm 2 Activity Planner Domain Specification
1: Input: agent_type, action, object_type, room_type, time_bound,DSG
2: Output: initial_state, main_control_program
3: Objects ← []
4: for each room in room_layer do
5: if classify_room(room) == room_type then
6: for each object in room do
7: if object.class == object_type then
8: Objects.add(object)
9: end if

10: end for
11: end if
12: end for
13: Object_locations ← {}
14: Action_defs ← []
15: for each object in Objects do
16: if edge between object and place then
17: Object_locations[object] ← place.id
18: Action_defs.add(“(action agent_name object)”) ▷ RMPL formatted string
19: end if
20: end for
21: Object_defs ← []
22: for each object_name, locationinObject_locations do
23: Object_defs.add(“(object_name (make-instance ’object_type :location location))”)
24: end for
25: Agent_def ← [“(agent_name (make-instance ’agent_type :location agent_location))”]
26: Initial_state← “(define-initial-state start-state () (:objects object_defs + agent_def))”
27: Main_program ← “(define-control-program main (Objects & agent) (Action_defs))”
28: WriteToFile(Initial_state, Main_program)
29: Return Object_locations

This system can generate many RMPL models for a given environment, automatically
locate and reason over desired instances of defined classes, and generate a plan via Kirk
without manual specification of object locations and action ordering. In many cases the
manual effort required to specify various missions in a set environment can be extensive, and
also introduces the possibility of user error when operating over many objects and agents.

34



By automating the domain specification process, we can drastically increase the accessibility
and reliability of our planning systems.

4.2.1 A Note on Room Classification

In order to satisfy hierarchical semantic queries such as "Water the plants in the hallways",
we need to have a classification method to determine what type of rooms we have in a given
environment. While there are a variety of classification methods to determine a given room
type, including a recently published method that works directly on 3D Scene Graphs [18],
novel room classification methods are not a focus of this thesis. For the purposes of this
thesis, room classification is executed via a simple decision tree that determines a room’s type
based on the objects contained therein. The room classification module of this work can be
swapped for any other method which fits the DSG data type without compromising any of the
other components. Any reader interested in a more advanced approach to room classification
should see [18] for an in-depth discussion of the topic. Also see 6.2 for a discussion of how
advances in LLMs may allow for a more diverse room description language.

4.3 Plan Executive Domain Specification

Specification of the Magellan environment requires translation of all relevant obstacles from
the DSG, as well as a set of interest regions which correspond to the locations of target
objects. In the office scenario, where the task is to water all plants in the hallways, relevant
obstacles are any obstacles positioned such that the agent could possibly collide with them.
Interest regions are convex regions surrounding the location of each plant. The plan executive
domain specification problem thus consists of determining which obstacles are relevant to
our agent, and where the interest regions are for each target object. Once these have been
identified, we can write them to the model file for Magellan to begin trajectory planning and
execution.

To maintain a high degree of granularity in obstacle geometries, we generate the relevant
set of obstacles from the mesh layer of the DSG (layer 0 in figure 3.4). This layer contains
every triangular mesh face created by the mapping system, where each face is a set of
three vertices in 3D. While this choice of obstacle formulation yields the high granularity
necessary for reasonable navigation without human intervention, it also poses a problem to
the optimization formulation which Magellan originally relied on. With tens of thousands
of very small obstacles, floating point errors and optimization time become prohibitive to
normal operation. See section 5 for a discussion of how Magellan was updated to work with
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Algorithm 3 Obstacle Filtering
Input: mesh_layer Ω, agent_height H
Output: Filtered mesh layer of dsg projected to 2D

1: Zoffset = 0.05
2: M2D = empty set
3: for triangle ∈ Ω do
4: for vertex ∈ triangle do
5: if Zoffset ≤ vz ≤ H then AddFace2D(M2D, triangle)
6: end if
7: end for
8: end for
9: returnM2D

complex environments.
It is beneficial to define the environment specification problem concretely. We denote the

set of all mesh triangles in the environment as Ω, the height of the agent as H, and the set
of object location ID’s from the APDS module as Λ. For this module, we assume a ground
based agent that doesn’t change in height. Therefore, we may filter Ω by only looking at the
z component of the mesh vertices. The filtering process is then a simple comparison, where
any face with a vertex with z component in the range [0.05,H] is kept as a relevant obstacle.
The 0.05 lower bound is designed to filter out the ground, and assumes that the ground is
flat and the agent is able to move over small obstacles under 5 centimeters in height. At this
point, Ω will only contain mesh faces that have the potential to intersect with the agent.
Magellan generates trajectories over 2D environments, therefore we project all faces onto the
z = 0 plane. Algorithm 3 depicts the filtering process, using the AddFace2D subprocess to
project the face to 2D and add it to the new map.

In figure 4.2, we can see the 2D projection of the office mesh with no filtering. Navigation
would be impossible for Magellan in this environment. Figure 4.3 demonstrates the drastic
reduction in mesh triangles after filtering for relevance. While the filtered environment still
has drawbacks regarding optimization time and numerical errors, navigation is theoretically
possible for Magellan.

Interest regions are convex regions that serve as potential goals for Magellan’s trajectory
planner. Not every interest region needs to be traveled to, but any goal location must be
encoded as an interest region. Λ contains all of the attributes for each target object, including
the bounding box from the segmentation model of the mapping system. By enlarging the
bounding box in each direction by some dilation constant δ and projecting it to 2D, we can
easily construct an interest region for each object. Scaling the bounding box is necessary
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Figure 4.2: 2D map of the office environment before any mesh triangles have been filtered
out. This map contains over 600,000 individual triangles.

Figure 4.3: 2D map of the office environment after filtering. This map contains roughly
28,000 triangles.
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Figure 4.4: Visualization of complete Magellan model. Obstacles are in black while interest
regions are in green.

because every object in the environment is also part of the mesh, and is therefore an obstacle.
By dilating the bounding box, we denote a range from the object through which we can still
interact with it. After relevant objects and interest regions have been constructed and written
to the model file for Magellan, the environment is ready for planning. Figure 4.4 shows the
model for the office environment, where the task is to water all plants in the hallways.
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Chapter 5

Scaling to Large Maps

Over the course of this project, it became clear that Magellan would have trouble handling
large scale maps with many obstacles. The canonical examples that Magellan was used on
had less than 10 obstacles each, and each obstacle was large and well defined. The mixed
integer program approach that Magellan leverages to perform trajectory optimization is
designed to be highly reactive to a dynamic environment, while sacrificing optimization power
on highly detailed, static maps. As noted in [7], Magellan can also be outfitted to handle
large scale static environments by switching from the mixed integer program formulation
to a combination of search and convex trajectory optimization through safe regions. The
method for scaling to complex, static environments is similar to that proposed in [19]. Firstly,
construct a graph of convex safe regions, where vertices in the graph are intersections between
the safe regions. Trajectory optimization is then a series of convex optimizations within
safe regions, where the endpoint of the trajectory must be inside of the intersection region
between the current safe region and the next safe region. Trajectory segments for each
convex region can then be stitched together to efficiently generate a trajectory through a
potentially complex environment.

While trajectory planning through a graph of convex sets is efficient, generating the
convex regions can be cumbersome for a complex environment with many obstacles. For this
reason, the convex safe region approach is most applicable when operating in a complex,
static environment. In these cases, the convex safe regions can be precomputed and the
planner can rely on the more efficient convex optimization to generate trajectories through
those safe regions. In many offices, the general layout is constant with some minor changes
to the positions of personal belongings. Therefore, the convex optimization approach will
allow efficient planning while preserving plan accuracy in the office scenario.

To generate convex safe regions for a given environment, we can rely on the Iterative Re-
gion Inflation by Semidefinite Programming (IRIS) Algorithm [20]. This algorithm utilizes
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an optimization procedure to generate convex regions of maximal area which lie entirely in
free space within an environment containing an arbitrary number of obstacles. The out-
put of IRIS is a set of regions which we can utilize for motion planning within a complex
environment.

Updating Magellan to work with the convex safe region formulation is a relatively simple
task. The key step is during the MPC optimization problem formulation, where obstacle
avoidance constraints are declared for each time step. Previously, Magellan would enforce
obstacle avoidance by declaring that the position of all agents needed to be outside of the
polygons which define each reachable obstacle. Constructing the reachable set of obstacles
as well as defining the exclusion constraints are presented in [7], [8]. The key insight is that
by using half space representations for obstacles, a set of linear inequality constraints can be
added to enforce that the position of all agents are outside of all relevant obstacles.

To use a convex safe region approach, we reverse this constraint to declare that all
agents need to be inside of at least one polygon defining a safe region at each time step.
As safe regions are convex polygons, we can construct a set of linear inequality constraints
{x|Ax ≤ B} where the matrix A and vector B have rows for each edge of the polygon and
x is any point in the 2D space of the environment. If the inequality holds, x is contained
within the polygon defined by A and B. In the discrete time formulation of the trajectory
planner, agent k’s trajectory at time step i can be contained within safe region R by adding
the constraint

asxk,i +M · (1− pn,i) ≤ bs n = 1, . . . , N

N∑
n=1

pn,i = 1
(5.1)

where as is row s in matrix A, bs is row s in vector B, pn,i ∈ {0, 1} are binary decision
variables for each obstacle and each time step, M is a large constant, and N is the number
of convex safe regions in the environment [8], [21]. We are essentially adding a containment
constraint for all edges of a safe region n if the decision variable pn is triggered, then enforcing
that only one safe region is able to claim "ownership" of the agent at any time step i.
While the agent can theoretically be in multiple safe regions at the same time, restricting
containment to a single safe region at each time step is important for the next step of the
constraint definition process.

Corner cutting is an edge case where an agent traverses from one safe region at time
step i to another region at time step i + 1 without moving through the intersection region
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Figure 5.1: Simple example of corner cutting. While each time step (denoted with an ’x’) is
inside of the safe regions (blue), the actual trajectory crosses through the obstacle (gray).

between them. As shown in figure 5.1, even if the position of the agent at each individual
time step is inside of a safe region, that doesn’t imply that the entire trajectory is safe. To
prevent corner cutting, we can leverage the ownership constraint defined in 5.1 and define
a few key terms. Aj,h and Bj,h define the convex intersection between regions j and h.
cj,h,i ∈ {0, 1} is a binary decision variable associated with transitions between regions. pj,i is
the "ownership" binary variable defined in 5.1. We can then add the following constraints
to our model

pj,i + ph,i+1 = 2 =⇒ cj,h,i = 1

ȧsxk,i +M · (1− cj,h,i) ≤ ḃs j, h = 1, . . . , N
(5.2)

where ȧs is row s in the matrix Aj,h, ḃs is row s in vector Bj,h, M is a large constant, and
N is the number of convex safe regions in the environment. Intuitively, we track the regions
which claim each time step, then construct a decision variable which denotes transitions
between two regions at a certain time step. When the transition indicator is active, the
agent must be inside the intersection between the two regions. This ensures that transitions
between regions always occurs in a safe region, and all possible trajectories will exist entirely
inside of the safe regions. This approach is similar to the solution to corner cutting presented
in [22], but is designed for the safe region formulation instead of the obstacle avoidance
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Figure 5.2: Simple example which avoids corner cutting. The agent is forced to transition
between safe regions (light blue) through the intersections (darker blue). This avoids any
cases where the agent might accidentally pass through an obstacle.

formulation. In figure 5.2, we can see a simple trajectory using the additional constraints.
When transitioning between two safe regions, the entire trajectory always stays within the
safe regions.

By incorporating these changes to how Magellan formulates obstacle avoidance during
MPC, we are able to efficiently generate trajectories to satisfy multi-goal plans in highly
complex environments. In the motivating scenarios of this work, this method is much pre-
ferred over the more reactive optimization protocol presented in [7], [8], as we assume static
environments with large numbers of very small obstacles.
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Chapter 6

Experiments and Results

The key motivation of this thesis is to enable long horizon, constraint based planning in
service of semantically grounded goals by providing an automated bridge between seman-
tic information created by a perception module and constraint based planners which can
generate robust activity plans and trajectories. By automatically translating information
generated by Hydra into forms which Kirk and Magellan can plan over, the integrated sys-
tem is able to complete semantically grounded queries without the user needing to carefully
understand and translate the environment. With a simple command, a user can generate
complex mission descriptions that would take significantly longer to generate manually and
may contain errors due to the complexity of the map.

6.1 Demonstration

To demonstrate the effectiveness of this system, we can analyze the canonical example within
the office custodian application presented in chapter 1. There are four inputs which we will
need to provide to the system in order to plan and execute a task. Three of the inputs
only need to be generated once per application environment, and will be described in section
6.1.1. The final input is the mission command, which is generated once per mission.

6.1.1 Office Environment Specification

As described in section 4.2, we must have an initial RMPL model for Kirk which contains
"prior knowledge" about the environment and agent capabilities. The initial RMPL model
for the office environment contains definitions of all relevant object and agent classes, as well
as all actions that our agent is able to execute.

It is important to note that this model would need to be specified for any new environment
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or robot. Information regarding the types of agents that can be controlled, types of objects
which may exist, and actions that can be taken between certain agents or objects cannot be
inferred by this system and must be provided externally. In this limitation, there is potential
for future work to develop automatic methods to derive this information directly from the
environment, which will be discussed in section 6.2.

As described in section 4.3, we also need an initial model for Magellan which contains
the dynamics of any controllable agent in the environment along with some optimization
parameters. There is only one agent in the office environment, so the initial model for
Magellan is as follows.

v e h i c l e s :
robot1 :

accel_bounds :
− − −2

− 2
− − −2

− 2
bounding_box : 0 .45
name : robot1
rmpl_vars : " robot1 . l o c a t i o n "
velocity_bounds :
− − −2

− 2
− − −2

− 2

As with the initial RMPL model for Kirk, the initial model for Magellan only needs to
be generated once for a given deployment environment, and many missions can be assigned
based on these initial models.

6.1.2 Watering Plants

The final input from the user is the mission specification which we would like to execute. In
this example, we would like the agent (of type "robot") to water all plants in the hallways
of the building within one hour. The mission description is as follows.

[ " robot " , "move−and−water " , " p lant " , " hal lway " , ( 0 , 3 600 ) ]

This input will need to be changed for each new task we would like to assign to our agent.
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Figure 6.1: Visualization of complete Magellan model for the plant watering task. Obstacles
are black, safe regions are blue, and locations of various plants are green. The agent’s start
location is in pink.

As the input is very simple to generate, it is easy to command our agent to execute many
different tasks in a given environment.

The mission command, along with the three environment specifications, provide all nec-
essary context for the integrated system to fully specify, plan, and execute the mission. The
resulting complete environment model for the mission is shown in figure 6.1. Note that the
safe regions (blue) are manually created in this example for simplicity of visualization. Gen-
erally, the IRIS algorithm mentioned in section 5 will generate safe regions for planning but
is considerably worse for visualization. For a fully IRIS generated set of safe regions in the
office environment, see figure A.2 in the appendix.

We can visualize various legs of the mission in figure 6.2. Note that the visualizations
are simplified for clarity, and aren’t the exact same as the trajectory for watering all six
plants. The full trajectory is visualized in figure A.1 in the appendix, but is considerably
more dense. From figure 6.2, we can see that the agent always stays within the blue safe
regions to ensure safe operation. Additionally, the existence of the trajectory implies that
the mission is able to be completed while respecting all timing constraints. Magellan is then
able to dispatch timed control commands to the agent in order to execute the mission.
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Figure 6.2: Visualization of plant watering trajectories, simplified for clarity. Left is the
trajectory when only watering one plant, right is the trajectory when watering two plants.
Solid lines connect locations for each event in the plan, while dashed lines track the MPC
trajectory with vehicle dynamics.

6.2 Future Work

This thesis was an exploration into what could be possible with a synthesis of advanced
semantic perception and constraint based planners. Throughout the exploration process,
many features, limitations, and opportunities for future efforts were discovered. There are
many ways in which future researchers can further increase the autonomy of this system, from
automating the few remaining manual tasks to increasing the range of representable problems
for these technologies. By using this research as a starting point, it may be possible to create
truly autonomous, goal conditioned agents with robust planning and execution capabilities.

6.2.1 Initial Domain Specification

As noted in section 6.1.1, the initial domains for Kirk and Magellan are manually generated.
These initial domains contain information that is specific to the environment and agents
which we are deploying, but agnostic to the specific task which we would like to execute.
In this respect, we can understand the initial domains as the "prior knowledge" that any
operator would know purely based on the environment and available agents. For example, an
operator should know which objects a certain robot will be able to pick up, move, or survey
with available sensors. Many of these features fall into the general category of "common
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sense" knowledge, and therefore might be able to be automated via Large Language Models,
which perform well at tasks requiring common sense knowledge. In applications from this
thesis where the environment has been pre-mapped, an LLM may be able to generate feasible
actions for each object in the environment based on the types of agents present. This
would significantly decrease the amount of manual effort required to perform initial domain
specification, and open the door to higher degrees of autonomy.

6.2.2 Object Representations in Kirk

Over the course of this thesis, Kirk proved highly effective in planning over complex problems.
Unfortunately, Kirk was significantly limited when it came to expressing relational concepts
between objects in the environment. Transitive relations are impossible to express or infer
in the current implementation. For example, if we know that object A is above object B,
and that object B is above object C, we cannot directly infer that object A is above C.
Comparisons between class attributes are also quite limited. Consider the following class
definitions in RMPL.

( d e f c l a s s c l a s s 1 ( )
( ( l o c a t i o n
: i n i t a r g : l o c a t i o n
: type i n t e g e r
: a c c e s s o r l o c a t i o n ) ) )

( d e f c l a s s c l a s s 2 ( )
( ( l o c a t i o n
: i n i t a r g : l o c a t i o n
: type i n t e g e r
: a c c e s s o r l o c a t i o n
: documentation ) ) )

As we can see, both class1 and class2 have the integer typed location attribute. Despite
the fact that they contain the same type of object, the equality check (= (location class1) (location class2))

is not implemented. Rather, comparisons are only possible between two direct values, or a
single class attribute and a direct value. By increasing the expressiveness of Kirk for object
oriented functionality, we may increase the set of semantically grounded problems which we
can express and plan over.
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6.2.3 Room Classification

In this thesis, room classification is performed via a decision tree based on the objects con-
tained inside the room. While this works well for simple environments, there are limitations
when it comes to generalizing to new environments or new types of objects. To further
increase the level of autonomy in this type of system, it may be useful to leverage advances
in LLM reasoning to perform room classification. One such technique, used specifically on
3D Scene Graphs, is able to classify regions of space based on the geometry and objects con-
tained within, and can generalize well to various indoor and outdoor environments [18]. An
application of this technique or similar techniques to classify rooms may allow this system to
generalize to a wide range of environments quickly, further reducing the amount of manual
effort required to deploy into new settings.

6.2.4 Planning From Goals via PDDL Planners

Currently, Kirk takes a sketch of events with possible choices and generates an assignment
of events which satisfies all constraints. We cannot simply pass a goal condition which we
would like to satisfy at the end of the mission. This limitation means that more complex
semantically grounded missions are infeasible to specify. For example, we cannot specify a
mission to make me a cup of coffee in fifteen minutes. The mission cannot be specified
because making a cup of coffee requires multiple different actions. The agent needs to first
grab a cup, then place the cup under the coffee maker, then run the coffee maker. If we
would like to build up generalized functionality in our autonomous agents, we need to be
able to express complex actions as the composition of primitive actions which are easier to
define.

In the planning community, PDDL planners are designed to find a series of actions which
take the agent from the start state to the goal state, enabling complex missions where it
would be too cumbersome for a user to sketch the mission manually. By integrating a PDDL
planner with Kirk’s constraint based scheduling algorithms, we may be able to reap the
rewards of simple goal conditioned planning with robust constraints.

6.3 Conclusion

In the future, autonomous agents will need to be able to plan and execute semantically
grounded missions while obeying diverse constraints. Autonomous agents will therefore
need to understand the meaning of objects in their environment, and utilize their under-
standing in service of semantic goals. To satisfy the need for constraint based planning with
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semantic environmental understanding, it’s clear that we need a tight integration of semantic
perception and planning systems.

In this thesis, I presented an architecture which is able to solve semantically grounded
problems with diverse constraints. The key elements of this approach are a semantic mapping
system, constraint based activity planner, constraint based plan executive, and automated
system for translating information from the semantic map to the planner and executive.
While largely a synthesis of existing technology, this approach required changes to the plan
executive’s trajectory optimization formulation in order to optimize trajectories over large,
complex maps. Below is a summary of the contributions of this thesis.

6.3.1 Semantic Mapping

An autonomous, semantically driven agent must extract semantic information directly from
the environment without user input. The Hydra perception engine [9] provides a rich set
of semantic and structural data directly from sensor readouts which we can then use for
semantically grounded planning. Hierarchical relations in the Hydra output allow for a rich
expression of object and location relationships, enabling a wide range of mission and goal
specifications.

6.3.2 Activity Planning

To enable agents to respect mission timing constraints, the Kirk activity planner and sched-
uler [6] is leveraged to generate feasible activity plans. Kirk takes in a loose sketch of
activities in a mission, and generates a feasible assignment of activities in order to complete
the plan while obeying all necessary constraints. The resulting plan can be dispatched and
executed by an agent to complete a mission. The RMPL modeling language allows for the
expression of object and agent classes, allowing Kirk to reason over plans including multiple
agents and objects.

6.3.3 Plan Execution

Alone, activity plans generated by Kirk aren’t sufficient for robust execution of plans. In or-
der to generate robust plans for execution, the Magellan plan executive provides a trajectory
optimization formulation that obeys all activity plan constraints along with agent dynamics
and environment obstacles [7]. An activity plan from Kirk, along with an environment model
describing obstacles, regions of interest and vehicle dynamics are passed to Magellan in order
to generate feasible motion trajectories for our agent to complete a mission.

49



6.3.4 Automatic Semantic Translation

The key component in this work is the creation of an automatic bridge between semantic
perception and constraint based planning and execution. The Activity Planner Domain
Specification and Executive Domain Specification modules perform translation between the
DSG generated by Hydra and the domains that Kirk and Magellan expect to plan over. This
translation allows for the expression of complex, semantically grounded missions without
the user manually specifying all relevant objects, regions of interest, and obstacles. Manual
specification of these fields would take considerable amounts of effort for each mission and
new application, and may introduce human error that further limits the reliability of an
autonomous system.
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Appendix A

Appendix
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Figure A.1: Visualization of full plant watering trajectory.
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Figure A.2: Visualization of safe regions generated by IRIS in the office environment.
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