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Abstract

In an increasingly noisy world, managing auditory focus is a persistent challenge. This
thesis explores how embodied interactions ]| primarily head tracking, alongside experiments
with gaze tracking, speech commands, and audio-visual segmentation | can enhance user
control over complex auditory environments. By linking head orientation to volume ad-
justments, we investigated whether natural, instinctive movements could serve as intuitive,
hands-free mechanisms for isolating and amplifying relevant sounds. User studies revealed
that head tracking is e ective in structured audio contexts, such as music, where distinct
sources are easily separable. However, its utility diminishes in dense, overlapping conver-
sations, highlighting the need for ner control mechanisms. While gaze and segmentation
0 er promising re nements, cognitive load and system responsiveness remain key challenges.
These ndings underscore that embodied audio interaction must be adaptive, content-aware,
and seamlessly integrated with user intent. This research contributes to human-computer
interaction by demonstrating both the potential and limitations of movement-based audio
control. Future work should re ne multimodal fusion, improve segmentation accuracy, and
enhance accessibility to create systems that dynamically respond to users’ natural behav-
iors ] reducing cognitive strain and enabling more uid, user-centric auditory experiences.

Thesis Supervisor: Andrew B. Lippman
Title: Senior Research Scientist, MIT Media Lab, Massachusetts Institute of Technology



Intuitive Audio Interaction and Control
in Multi-Source Environments
by
Erick O. Oduniyi

The following people served as readers for this thesis:

Thesis Reader

Rosalind W. Picard
Grover M. Hermann Professor in Health Sciences and Technology, MIT Media Lab
Massachusetts Institute of Technology

Thesis Reader

Alaa Algargoosh
Assistant Professor, School of Architecture
Virginia Polytechnic Institute and State University



Acknowledgments

I thank my advisor, Andrew Lippman, for allowing me to be part of the evolving history of
the Viral Communications Group ] a research group intersecting many of my interests. His
guidance and uncanny ability to convey ideas both challenged and inspired me throughout

this research journey.

I thank my thesis committee members, Rosalind Picard and Alaa Algargoosh, whose men-
torship and insightful feedback helped shape this work from its earliest stages to its com-

pletion.

I thank my brilliant Viral Communications groupmates: Alessandra Davy-Falconi, Mike
Jiang, Kevin Dunnell, Gauri Agarwal, Anku Rani, past and visiting students. They pro-
vided feedback in developing work, essential encouragement, and camaraderie that carried
me through countless hurdles. Thanks to the undergraduate researchers Medha Mahanta
and Joanne Hong for discussing project details and organizing key information that informed

my thesis.

I am extremely thankful to Mahnaz El-Kouedi, Alma Jam, and Sarra Shubart from the
Media Lab sta , Elizabeth Guttenberg from the O ce of Graduate Education, and the
sta at MIT Health for their institutional and personal support, particularly during times
when health challenges demanded extra attention. Their collective help was instrumental

in ensuring | could continue my research.

I wish to express my gratitude to the National GEM Foundation for providing the fellowship

that enabled me to pursue advanced academic studies and build meaningful connections.
I thank all my friends who believed in my research pursuits and well-being.

Finally, 1 owe a profound debt of gratitude to my parents, Samuel and Bola and my siblings,
Steven and Ife. Your unwavering love and encouragement have been the steady force behind
my every step. While | anticipated this journey would be challenging, | could never have

foreseen how monumental it would become, and | am grateful | never had to face it alone.



Contents

Abstract 2
Acknowledgments 4
1 Introduction 12
1.1 Taming Distractions in Noisy Everyday Environments . . . ... ... ... 12
1.2 Focus as an Interaction Challenge . . . . . . . .. ... ... ... ...... 14
1.3 Re ning Motivation and Con guring Scope . . . . . . . . .. ... .. ... 15
1.3.1 Personal Observationsand Context . . . . .. ... .......... 16
1.3.2 Bridging Movement and Content . . . . . ... ... ......... 16
1.3.3 Towards Intelligent Audio Interaction and Control . . . ... .. .. 16
1.4 Initial Research Questions and Design Goals . . . . . . .. ... ... .... 17
2 Background: Foundations of Audio Interaction and Control 19
2.1 The Landscape of Multi-Source Audio Browsing . . . . ... ... ... .. 19
2.1.1 AudioStreamer asa Precedent . . . . . ... ... ... ... .... 20

2.1.2 Key Concepts: The Cocktail Party E ect, Spatial Audio, and User
Interface Design . . . . . . . . .. .. 22
2.1.3 Limitations of Existing Approaches . . . . . .. ... ... ...... 23
2.2 Deciphering Auditory Attention and Spatial Perception . . . ... ... .. 24
2.2.1 Mechanisms of Auditory Attention: Bottom-Up and Top-Down . . . 24
2.2.2 The Science of Sound Localization . . .. ... ............ 25
2.2.3 Limitations in Handling Multiple, Complex Sources . ... .. ... 26
2.3 Human Vision as a Guide to Audio: The Role of Visual Perception . . . . . 26
2.3.1 The Visual Modulation of Auditory Attention. . . . . .. ... ... 26
2.3.2 Computer Vision for Head Tracking . . . . .. ... ... ... ... 27
2.3.3 Challenges of Real-Time Head Tracking in Dynamic Environments . 27
2.4 The Multimodal Spectrum: Charting the Potential of Integrated Input . . . 28
2.4.1 Beyond Head Tracking: Eye Tracking and Speech Commands . . . . 28
2.4.2 The Promise of Integration . . . .. ... ... ... ......... 28
2.4.3 Challenges of Multimodal Control . . . . ... ... ......... 29
2.5 Audio-Visual Integration and Scene Understanding . . . . ... ... .. .. 29
2.5.1 Audio-Visual Segmentation: SAM, TAM, and Embedding Methods . 29
2.5.2 Beyond Point Sources: Toward Complex Scene Understanding . .. 30



3 System Design and Implementation
3.1 System Overview and Design Choices . . . . . ... ... ... .......
3.1.1 Three Screens for Exploring Multiple Scenarios . . . . .. .. .. ..
3.1.2 System Architecture for Noise Mitigation . . . . ... ... ... ..
3.1.3 Design Principles Revisited . . . . .. .. ... ... ... ......
3.2 Computer Vision and Head Tracking . . . . ... ... ... .........
3.2.1 Webcam Setup and Calibration . . . . .. ... ............
3.2.2 Head Tracking Algorithmic Sketch . . . .. .. .. ... .......
3.2.3 Challenges and Optimizations . . . . . . . .. .. ... .. ......
3.3 Processing 360 Videos: Eye Tracking and Extended Scenes . . . .. .. ..
3.3.1 Eye Tracking With a Kalman Filter . . . .. ... ..........
3.4 The Alchemy of Audio: Mapping Movement to Sound . . .. .. ... ...
3.4.1 Spatial Mapping for the Multi-Screen Setup . . . . . . ... ... ..
3.4.2 Real-Time Processing Pipeline . . . ... ... .. ..........
3.5 Curating the Content: The Audio-Visual Material Sets . . . . . ... .. ..
3.5.1 Three Distinct Video Sets . . . . . .. .. ... ... L
3.5.2 Rationale for Content Selection . . . . . . ... .. ... .......
3.5.3 Questionnaire and Evaluation Materials . . . . .. ... ... ....

4 Experiment: Evaluating an Intuitive Audio Interaction
4.1 Research Questions and Hypotheses . . . . . .. ... .. .. ........
4.2 Participant Recruitment . . . . . . . ...
4.3 The Experimental Protocol . . .. .. ... ... ... ... ... .....
4.3.1 Orientationand Consent. . . . . . ... .. ... ... ........
4.3.2 System Introduction and Training . . . .. .. ... ... ......
4.3.3 Block Design and Conditions . . . . . ... ... ...........
4.3.4 NASA Task Load Index and Preference Check . . .. ... ... ..
435 FinalDebrie ng . . .. .. ... ... ..
4.4 Materials and Data Collection . . . . . . ... ... ... ...........
44,1 Video Content and Quizzes . . . . . . . . . . . ... ..
4.4.2 Subjective Focus Questionnaire . . . . . . . ...
443 NASA Task Load Index . . . . ... ... ... . ... .. ......
444 Interaction Logging . . . . .. ...
4.5 Analysis Techniques and Methods . . . . . . ... ... ... ........
451 Pre-Processing . . . . . ...
452 PFocusMetrics . . . . . . .
453 Comprehension Scoring . . . . . . ...
45.4 Subjective Indices . . . . .. ...
455 Statistical Procedures . . . . . .. . ... oL
45.6 Visualizing Results . . . . . ... ... .. ...

5 Results and Revelations
5.1 Analysisof Dwell Times . . . . . . . .. .. .. .. ... . . ... ...
5.1.1 Graphical Overview and Comparisons . . . . . . .. ... ... ...
51.2 Key Observations. . . . . .. .. .. . . . .



5.2 Analyzing Attention Shifts. . . . . . ... ... ... o oL 53

5.2.1 Graphical Overview and Comparisons . . . . . . . . ... ... ... 53
52.2 KeyObservations. . . . . .. .. .. . .. .. 54
5.3 Nuanced Interpretation of Dwell Times and Attention Shifts. . . . . . . . . 55
5.4 Subjective Perceptions of Attention. . . . . .. ... ... ... ..., 56
5.4.1 Subjective Focus Ratings . . . .. ... .. ... ... ... . ..., 56
542 Key Observations. . . . . . . . . . 57
5.5 Assessing Cognitive Load . . . . . ... ... 58
55.1 TLX Scores and Observations . . . . . .. ... ... ......... 59

5.6 Correlation Analysis: Exploring Relationships Between Objective and Sub-
jective Measures . . . . . . . . e e 60
5.6.1 Dwell Time vs. Subjective Focus . . . . .. ... ... ........ 60
5.6.2 Attention Shifts vs. Subjective Focus . . . . . .. .. ... ... ... 61
5.6.3 Comprehension Scores vs. Subjective Focus . . . .. ... ... ... 62
5.6.4 Interpretation . . . . . . . . . . ... 63
5.7 Participant Feedback: Summary of Key Themes . . ... ... ... .... 64
5.7.1 Multi-Source Audio-Visual Overload . . . . .. .. ... ... .... 64
5.7.2 Head Tracking as an Attention Aid, Nota Panacea. . . . . ... .. 65
5.7.3 Need for Nuanced Audio Control . . . . ... ... ... ....... 65
5.7.4 In uence of Content and Personal Preferences. . . . . ... ... .. 65
5.7.5 Toward Multi-Modal Support and Visual Cues . .. ... ... ... 66
5.7.6 Overall Implications and Design Considerations . . . . . . ... ... 66
5.8 Synthesis and Implications. . . . . . .. ... ... ... 0L 67
6 Discussion and Implications 70
6.1 Revisiting the Hypotheses and Main Findings . . . . . .. ... ... ..., 70
6.2 Integrating With the Broader Landscape of Audio Interaction and Control . 72
6.2.1 From AudioStreamer to Embodied Interaction . ... ... ... .. 72
6.2.2 Multimodal and Audio-Visual Insights . . . . . ... ... ...... 73

6.2.3 Considerations From Hearing-Aid Feedback Control and Spatial Audio 73
6.3 The Surprising Complexity of Gaze, Head Movement, and Embodied Inter-

action . . ... e 74
6.3.1 Contradictory Indicators of Focus . . . .. ... ... ........ 74
6.3.2 Combining or Dovetailing Gaze-Based and Vocal Commands . ... 74

6.4 Lessons for Future System Design: Content Dependence and Adaptive Filtering 75
6.4.1 Content-Speci ¢ Adaptations . . . . .. .. ... ... .. ...... 75
6.4.2 Adaptive Calibration and Minimizing User Fatigue . . . . . . . . .. 75
6.4.3 Integration With or Without Spatial Audio . . . ... ... ..... 76

6.5 Limitations, Open Questions, and Pathways Forward . . . . . .. .. .. .. 76
6.5.1 Study Constraints and Sample Size . . . . . .. ... ... ... ... 76
6.5.2 The Promise of True Audio-Visual Segmentation . . . .. ... ... 76
6.5.3 Balancing Embodied Interaction and Complexity . . . . . .. .. .. 77

6.6 Conclusion and Future Directions . . . . . . . . . ... ... ... ..., 77
7 Conclusion 79



7.1 Contributions to Research and Technology . . . . . .. .. ... ....... 79

7.1.1 An Embodied Audio-Control Architecture . . . . ... ... ..... 79
7.1.2 Insights into Multi-Modal and Content-Dependent Factors. . . . . . 80
7.1.3 Bridging Vision, Audio, and Embodied Interaction . . . . ... . .. 80

7.2 Re ections on Real-World Challenges . . . . . ... ... ... ....... 81
7.2.1 High Cognitive Load and Calibration Needs . . . . . ... ... ... 81
7.2.2 Limitations of the Three-Screen Paradigm . . . . . . ... ... ... 81

7.3 The Path Ahead: A Call for Future Exploration . .. ... ......... 81
7.3.1 Deeper Audio-Visual Segmentation and Adaptive Interfaces . . . . . 81
7.3.2 Multi-Modal Fusion and User-Centric Fine-Tuning . . . . . .. ... 82
7.3.3 Scaling to Everyday Contexts and Accessibility Needs . . . ... .. 82

7.4 A Forward-Looking Perspective on Aural Experiences . . .. ... ... .. 82
Bibliography 84



List of Figures

1-1

1-2

2-1

2-2

3-1

3-3

A set of scenes depicting the varied and challenging real-world environments
where multiple audio sources compete for our attention. From the bustling
energy of a cafe and collaborative workspace to the crowded chaos of a busy
intersection and bar, these images highlight the complex auditory landscapes
that motivate the need for more intuitive and e ective audio control systems.
The designing for focus in audio-visual interfaces requires considering cog-
nitive load, user behavior, attention shifts, motivation, context awareness,
and feedback. This work reveals that addressing focus in interaction design
enhances our understanding and progress in related challenges. The thesis
emphasizes strategies to manage focus, improving user experience and design
B CACY. v v e e e e e e e

A comparison of multi-source audio setups. (a) lllustrates the three spatially
separated audio sources and user of AudioStreamer. (b) A visualization of
a complex auditory environment, highlighting the many potential sources of
sound that might be managed using a system like AudioStreamer. . . . . .
Serving cocktails at a bar. From the perspective of a bartender, the are
multiple sound sources competing: patrons, glasses, sink, and other bar ware

The experimental setup for studying head-tracked audio control. Three
vertically-oriented displays, connected to a single speaker, each present dis-
tinct audio-visual content. A standard webcam, positioned in front of the
displays, is used to capture head movements for dynamic audio adjustment.
System architecture overview showing the core components of the multi-
display audio-visual interface. The central server coordinates real-time com-
munication between three client displays (left, middle, right) and manages
head tracking data to control audio levels. Each display interfaces with
video playback, audio control, and head tracking modules. The 360° con-
tent component enables seamless content distribution across displays, while
the database handles persistent storage of interaction data. Solid lines in-
dicate direct communication paths, while dashed lines represent secondary
interactionsand data ow. . . . .. ... ... .. ... ..
A sketch of the three vertically-oriented displays, each responsible for playing
speci ¢ content, arranged to surround and immerse the user. . .. ... ..

15

21

25

32

34



3-4

4-1

5-1

5-2

5-3

Examples of Synthetic Video Frames Presented to Participants.
This single composite image shows three di erent Al-generated (or prere-
corded) character scenes displayed in a vertical-format video player. The
user interface includes basic playback controls (e.g., Play/Pause, Next Set,
and a 360° toggle) along with a watermark (HEDRA). Participants viewed
these videos under di erent experimental conditions (e.g., head-tracking on
or 0 ) so that their responses and experiences could be compared. . . . . .

Illustration of the Multi-Video Experimental Protocol. For each
Video Set, participants watched three separate clips labeled L (left), C (cen-
ter), and R (right). Each set was viewed twice: once in the rst viewing
session and again in the second viewing session, potentially under a di erent
head-tracking toggle (on or o ). This pattern was repeated across multiple
sets (up to the Nth Video Set). The curved lines represent the participant’s
vantage point or the head-tracking sensor range, indicating that the viewer
could shift focus between the left, center, and right videos and potentially
trigger head-tracking features ifenabled. . . . . . . .. ... ... ......

The mean dwell time (in seconds) participants spent viewing content within
each of three video sets (Band, Political Debate, and Synthetic Characters),

comparing Head Tracking Disabled (orange) and Head Tracking Enabled (blue).

The error bars represent the standard error of the mean. In the Band video
set, participants without head tracking spent considerably more time dwelling
on the content than those with head tracking. For the Political Debate, dwell
times were broadly similar across both conditions, though slightly higher
in the head-tracking condition. Finally, the Synthetic Characters category
showed moderate dwell times overall, with a modest increase observed for
participants who had head tracking enabled. . . . . . . ... ... ... ...
The mean number of attention shifts (y-axis) for three video sets (Band, Polit-
ical Debate, and Synthetic Characters) under two conditions: Head Tracking
Disabled (orange) versus Head Tracking Enabled (blue). Error bars represent
the standard error of the mean. In the Band condition, participants without
head tracking exhibited markedly more attention shifts than those with head
tracking. The Political Debate elicited similar shift rates in both conditions,
albeit slightly higher for those without head tracking. For Synthetic Char-
acters, attention shifting was lower overall, with a small reduction observed
when head tracking was enabled. . . . . . ... ... ... ... ...
The mean focus rating (y-axis) reported by participants for three video sets
(Band, Political Debate, and Synthetic Characters), comparing conditions
with Head Tracking Disabled (orange) versus Head Tracking Enabled (blue).
Error bars represent the standard error of the mean. Participants generally
reported higher focus when head tracking was enabled, especially for the
Band videos, suggesting that the head-tracking interface may foster greater
engagement. . . . ... e

10

41

46

52

54



5-5

5-6

5-7

Each bar represents the mean score (y-axis) on one of the six NASA-TLX
subscales: E ort, Frustration, Mental Demand, Performance, Physical De-
mand, and Temporal Demand. NASA-TLX scores typically range from 0
(lowest demand) to 100 (highest demand). The highest demands reported
were Mental Demand and E ort, while the lowest was Physical Demand, in-
dicating that participants experienced relatively high cognitive load but did
not nd the tasks physically strenuous. . . . . . ... ... ... .......
Each participant’s average dwell time in seconds (x-axis) versus their average
focus rating (y-axis). The red line indicates a linear regression t, with the
shaded area as the 95% con dence interval. Here, a positive correlation of
0:24 suggests that spending more time dwelling on elements of the video is
mildly associated with higher reported focus levels. . . . . . ... ... ...
Each point corresponds to a participant’s average number of attention shifts
(x-axis) and their average focus rating (y-axis). The red line is a linear
regression t, with the shaded region indicating the 95% con dence interval.
A negative correlation of 0:31 is observed, suggesting that participants who
shifted their attention more frequently tended to report slightly lower focus.
The mean comprehension score (y-axis) of participants viewing three video
sets (Band, Political Debate, and Synthetic Characters), comparing Head
Tracking Disabled (orange) and Head Tracking Enabled (blue). The er-
ror bars represent the standard error of the mean. A signi cant di erence
(p < :001) is observed in the Band set, where enabling head tracking leads
to a noticeably higher comprehension score. In contrast, the Political Debate
and Synthetic Characters show smaller di erences in comprehension across
the two conditions, with only modest improvements when head tracking is
enabled. Overall, these results suggest that head tracking can enhance com-
prehension, especially in content where participants can bene t most from
actively guided focus. . . . . . ...

11

59

61

62



Chapter 1

Introduction

The work presented in this thesis grew from a personal struggle: the di culty of concentrat-
ing in environments lled with competing and distracting sounds. Whether in a bustling
0 ce, a lively gathering, or outdoors in public spaces, | regularly encountered overlapping

audio sources that twisted my attention. This experience sparked an idea:

What if you had a system that empowered you to shape your auditory environment, tune

out distractions, amplify relevant sounds, and focus on what truly matters?

1.1 Taming Distractions in Noisy Everyday Environments

The initial idea was expressed as a voice-driven interface responding to commands such
as \Quiet", \Focus", or \Expand". In this imagined system, a user could verbally lower
unwanted background noise, amplify a single audio source for deeper concentration, or
expand the soundstage to monitor multiple streams at once. Such concepts are reminiscent
of earlier work on voice-based interaction with smart assistants and audio devices [1], where

natural language input already shapes various user experiences.

Yet as this voice-centric concept took shape, certain constraints became apparent. First,

speaking commands aloud in shared o ces, libraries, or public spaces risks disturbing others

12



or undermining social norms. Second, automated speech recognition in loud surroundings
can struggle to parse user utterances ] an ironic cycle in which one must shout to be heard
by a tool intended to reduce noise. Third, some scenarios demand near-silent interactions,
whether to preserve an atmosphere of focus or to accommodate users uncomfortable with
vocalizing commands. These challenges hinted at a need to look beyond purely spoken

directives, toward more subtle channels of input.

This realization led to the exploration of embodied interaction modalities such as head
tracking and eye tracking, which both leverage natural human behaviors. Head tracking
harnesses the fact that we instinctively turn our head toward an important sound source | be
it a colleague speaking, a piece of music, or an alert | in order to attend more closely [?, 2].
Similarly, eye tracking keys into the micro-movements of the eyes, which frequently shift
focus moments before the head or entire body follows [3]. Taken together, these techniques
promised an unobtrusive way to steer audio streams without requiring continuous manual

adjustments.

Figure 1-1: A set of scenes depicting the varied and challenging real-world environments
where multiple audio sources compete for our attention. From the bustling energy of a cafe
and collaborative workspace to the crowded chaos of a busy intersection and bar, these
images highlight the complex auditory landscapes that motivate the need for more intuitive
and e ective audio control systems.

In an imagined future equipped with such capabilities, individuals would seamlessly manage
overlapping audio channels. Busy professionals could tone down o ce chatter with a slight
head turn, then hone in on a relevant meeting participant by resting their gaze upon them.
Students in a collaborative study room could e ortlessly shift from a lecture recording to a
group discussion without hunting for volume sliders or physically muting other devices. Even
households lled with multiple media devices | smart TVs, digital assistants, streaming

music players ] would no longer force users to juggle various remotes or app interfaces.
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1.2 Focus as an Interaction Challenge

At the ideation stage, these concepts primarily existed in sketches and thought experiments
rather than functional prototypes. Questions about re ning head-tracking algorithms for
diverse body types and calibrating eye-tracking sensors in varied lighting remained specula-
tive. Even so, envisioning a scenario where intuitive volume control and media management
could seamlessly blend with everyday gestures helped de ne the problem space: how to

channel people’s natural behaviors into a more uid, adaptive interaction model [4].

In dynamic, multi-sensory contexts, individuals constantly shift their gaze or posture toward
whatever demands attention [5]. If those small actions could be interpreted in real time,
the system itself might handle volumes or sound sources, lessening the need for repeated
manual tweaks. However, building such a hands-free mechanism also demands a deep grasp

of how people balance attention and manage distractions in busy environments [6].

Ultimately, creating an environment conducive to focus goes beyond appealing graphics
or e ective code; it requires understanding how users allocate their mental resources [7].
Factors such as background noise, disruptive noti cations, or fatigue can disrupt a person’s
concentration on particular content. Similarly, an interface overloaded with choices can
elevate cognitive burden. On the ip side, uninspiring content or a lack of clear indicators

can cause a user’s attention to wander simply due to diminished interest.
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Figure 1-2: The designing for focus in audio-visual interfaces requires considering cognitive
load, user behavior, attention shifts, motivation, context awareness, and feedback. This
work reveals that addressing focus in interaction design enhances our understanding and
progress in related challenges. The thesis emphasizes strategies to manage focus, improving
user experience and design e cacy.

1.3 Refining Motivation and Configuring Scope

In the course of early ideation, it became clear that managing numerous audio sources is a
challenge across many familiar settings. At home, people juggle everything from streaming
music to voice calls; in o ces, casual conversations and device alerts can accumulate into
a disruptive mix. Educational scenarios may layer lecture feeds with group discussions,
and assistive-listening tools must keep background noise from overshadowing a speaker.
Although we did not pursue a single, uni ed platform for every possible device, these
observations guided our approach toward building more intuitive control methods for multi-

source audio.
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1.3.1 Personal Observations and Context

Daily routines often reveal how quickly someone might pause a podcast, mute a browser
tab, or lower the TV volume whenever a new sound intrudes. Such manual xes, while
simple, can become tedious. A system that reads subtle gestures ] such as head turns or
gaze shifts ] could replace much of this micromanagement. Instead of hunting for volume
controls, users would rely on intuitive cues, focusing their attention on an important sound
source or turning away from ambient noise. This thesis thus aims to translate those concepts
into a concrete prototype, employing head and eye movements as direct signals for real-time

audio control.

1.3.2 Bridging Movement and Content

In social or visually complex settings, multiple speakers often overlap in a single feed [2, ?].
Traditional volume knobs and channel controls prove inadequate when numerous voices
converge in the same track. Modern deep learning techniques can map video frames to
audio signals, identifying and isolating individual sound sources at the object level [8, 9].
Mapping these algorithms to head orientation or eye movement o ersa ne-grained layer of
interaction: a glance, a turn, or a brief spoken instruction can highlight a preferred speaker

or instrument and soften the rest.

1.3.3 Towards Intelligent Audio Interaction and Control

A core objective of this thesis is to show that body-centered gestures || turning one’s head,
directing one’s gaze, or issuing a concise vocal command ] can serve as direct signals for
managing multiple audio streams in a more human-centric manner. Unlike conventional
interfaces that rely on knobs, sliders, or layered menus, this approach exploits how people
naturally distribute their attention [1]. By enabling the system to infer intent from subtle
cues | a head turn or glance | we move away from a static, control-heavy paradigm and

toward an interaction model that feels intuitive. Head or eye movements can unobtrusively
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govern volume, while speech still provides a powerful override for explicit instructions. This
multimodal perspective | where each modality ful lls a distinct purpose ] yields a exible,
user-centric platform, in which micro gaze shifts or gentle head reorientations handle ne

source selection, and voice commands step in for broader actions.

In an ideal vision, these modalities merge into a seamless environment, continuously sensing
the user’s bodily and vocal indicators to dynamically reshape the auditory experience. Al-
though this thesis does not implement or evaluate every facet of that integrated system, it
advances several core threads ] head tracking, eye tracking, speech interaction, and audio-
visual segmentation | to illustrate how they might ultimately work in unison. This ties
into the broader notion of Intuitive Audio Interaction and Control in multi-source environ-
ments, where interaction emphasizes the bidirectional dialogue between user and system,
and control underscores the user’s capacity to select, modify, or prioritize audio parameters.
The former speaks to the continuous loop of feedback and user response; the latter to the
explicit ability to alter volume, source, or spatial orientation. Together, they signal a user
experience that fosters both ne-grained manipulation and broader personalization. The
chapters that follow translate these concepts into concrete research questions, prototype
implementations, and pilot studies, examining whether such embodied cues can e ectively

manage multi-stream audio and enhance users’ focus.

1.4 Initial Research Questions and Design Goals

Key Research Questions
1. Q1: How e ectively does simple head orientation enable a listener to isolate and
comprehend a single audio stream among many?

2. Q2: In what ways do gaze tracking and audio-visual segmentation reduce cognitive

e ort or improve performance when rapidly switching attention?

3. Q3: Under which circumstances do speech commands remain essential, and how do

they integrate with visual cues for ne-grained control?

17



4. Q4: Can segmentation-based methods manage concurrent speakers in the same feed,

mirroring a user’s ability to focus on one conversation amid several?

5. Q5: To what extent do these multimodal approaches o er tangible bene ts in terms

of usability, accessibility, and overall e ciency?

Refining Our Goals Through Practical Constraints

Although these questions initially guided our exploration, the nal system was shaped by
hardware and time limitations. Rather than implementing one all-encompassing interface,
we iterated on core ideas, testing them in smaller prototypes. Over the course of develop-

ment, certain properties emerged as crucial:

» Responsiveness in detecting user movements, ensuring minimal lag between an ac-

tion (like turning one’s head) and the corresponding audio change.

e Simplicity of interaction, so participants could readily grasp how their gestures im-

pacted audio without extensive training or calibration.

e Flexibility in adapting to diverse setups, by leveraging existing libraries for computer

vision, speech recognition, and audio mixing.

Subsequent chapters explain how these design aims were addressed (and occasionally re-
shaped) when incorporating modalities such as head tracking, gaze tracking, speech control,
and audio-visual segmentation. While not every envisioned feature was fully realized, each
prototype o ered valuable insights into how natural cues | head turns, eye shifts, or voice
prompts | could inform a more direct and intuitive approach to audio control. Later user
studies assessed how e ectively these evolving designs met the original research questions,
drawing on objective metrics and subjective feedback about usability, workload, and user

experience.
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Chapter 2

Background: Foundations of Audio

Interaction and Control

This chapter provides a comprehensive overview of the theoretical and technical underpin-
nings that inform the development of a system leveraging human movement and multi-
modal cues for audio control. By delving into prior work in multi-source audio browsing,
the mechanisms behind auditory attention, the role of vision in guiding hearing, and emerg-
ing techniques for audio-visual segmentation, we lay a robust foundation for the proposed
research. The sections that follow map out the critical concepts, identify key limitations,

and highlight the opportunities that this thesis intends to address.

2.1 The Landscape of Multi-Source Audio Browsing

Multi-source audio browsing broadly concerns the ability of a user to navigate, select, and
manipulate multiple concurrent audio streams. As media consumption and communication
become increasingly distributed, systems capable of handling diverse audio feeds in parallel
have grown ever more essential. This section focuses on how earlier research | particularly

the AudioStreamer project ] has shaped our understanding of multi-source audio interfaces.
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2.1.1 AudioStreamer as a Precedent

The AudioStreamer project [10] emerged as one of the earliest attempts to enable par-
allel audio browsing. In its initial implementation, AudioStreamer sought to provide a
user-friendly interface whereby multiple audio channels could be accessed, previewed, and
managed without the inconvenience of switching from one stream to another serially. The
design prioritized rapid scanning and selective attention, allowing users to sample di erent
channels quickly. By aligning di erent audio tracks on a time axis, AudioStreamer exposed

them through an interface that let users jump among channels with minimal disruption.

While AudioStreamer demonstrated the feasibility of handling simultaneous audio streams,
its core focus remained limited to conventional interaction modalities: keyboard shortcuts,
mouse-based clicking, or graphical Ul elements for volume adjustments. The project re-
vealed two important insights: rst, that multi-source audio browsing is technically achiev-
able and can signi cantly enhance user agency in audio-rich environments; second, that
the user experience surrounding how individuals navigate, Iter, and selectively listen is
as important as the underlying technology. Yet it did not deeply investigate the use of
embodied interaction cues such as head movement or gaze, nor did it thoroughly assess how
di erent forms of content (e.g., speech, music, ambient noise) a ect comprehension or user

satisfaction.
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(a) AudioStreamer’s Spatialized Audio Setup

(b) Multi-Source Real World Audio

Figure 2-1: A comparison of multi-source audio setups. (a) Hlustrates the three spatially
separated audio sources and user of AudioStreamer. (b) A visualization of a complex
auditory environment, highlighting the many potential sources of sound that might be
managed using a system like AudioStreamer.
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2.1.2 Key Concepts: The Cocktail Party Effect, Spatial Audio, and User

Interface Design

Understanding the challenges of multi-source audio builds upon several foundational con-
cepts. At the heart of these is the cocktail party e ect [2, 6, 11, 12]. Originally coined by
Cherry [2], this e ect illustrates the human auditory system’s remarkable ability to selec-
tively attend to a single speaker amidst a background of competing sounds. Subsequent
research has illuminated that this selective attention is facilitated not only by low-level
acoustic cues such as spatial separation, pitch, and volume, but also by higher-order factors
including linguistic context and semantic integration [5, 13, 14, 15]. For system designers,
this phenomenon underscores the need for interfaces that enable users to quickly isolate
an audio stream | for example, by emphasizing a particular speaker or instrument || while

simultaneously Itering out extraneous noise.

Spatial Audio techniques leverage these natural auditory processes to create immersive
soundscapes. Approaches such as binaural rendering can provide highly realistic three-
dimensional auditory experiences, though they often require specialized hardware and head-
tracking capabilities. More scalable methods, such as amplitude panning and ambisonics,
allow for the simulation of spatial audio in multi-user environments, albeit with trade-o sin
spatial accuracy and resource demands. In our system, head-tracking devices are employed
to rotate the auditory scene relative to the listener, thereby enabling a dynamic and context-
sensitive audio experience [16, 17]. The e ectiveness of these approaches depends on aligning
technical implementation with the inherent strengths of human auditory perception, as

epitomized by the cocktail party e ect.

From a user interface (Ul) perspective, the design challenge is to balance clarity and control.
Overly detailed interfaces that o er a wide range of options may overwhelm users, whereas
minimalistic designs may restrict their ability to ne-tune the system to their needs [18, 19,
20]. An e ective audio control interface must therefore provide powerful functionality while
remaining easy to use and intuitively aligned with natural perceptual cues. For instance,

by harnessing the principles underlying the cocktail party e ect, an interface can use simple
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visual feedback and spatial audio cues to guide users’ attention in a manner that feels
natural and e ortless. Early prototypes of AudioStreamer employed a timeline-like display
with channel-speci c controls, but this approach can be limiting. Emerging paradigms,
such as embodied or multimodal interfaces, promise to deliver more intuitive interactions

by embedding gestures ] like head turns || directly into the listening experience.

In short, by drawing on the cocktail party e ect to inform spatial audio processing and
carefully balancing the trade-o s in Ul design, our work aims to create a system that
enhances the perceptual isolation of sound sources and supports natural, intuitive user
interactions. This exploration is central to the thesis, which seeks to merge robust technical
solutions with user-centered design principles to overcome the inherent challenges of multi-

source auditory environments.

2.1.3 Limitations of Existing Approaches

Although AudioStreamer and similar early endeavors were signi cant milestones, several
limitations persist. First, these platforms did not rigorously measure comprehension or
cognitive load when juggling multiple audio sources. Second, the direct use of spatial or
embodied cues, such as head orientation, remained largely unexplored. Third, few (if any)
attempts were made to incorporate visual information into the audio control paradigm, a

gap addressed in later sections of this chapter.

Yet, modern developments hint at new forms of interaction that could move us closer to the
intuitive, multi-modal vision articulated earlier. Some emerging systems harness advanced
natural language processing for voice-driven sound management [21, 22, 23], allowing users
to modify audio properties or isolate sources in real time. Others integrate augmented
reality headsets providing eye-based or gesture-based controls [24, 25, 26, 3], though their
audio capabilities remain limited. These voice-centric or gesture-centric solutions point to
a more seamless user interface in principle but still struggle with the full range of everyday
scenarios. For instance, some users may need ner-grained control than voice commands

alone can o er, or require a quieter mode of interaction in shared spaces. These limitations
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motivate a deeper investigation into attentional control, the role of vision, and emerging

multimodal frameworks.

2.2 Deciphering Auditory Attention and Spatial Perception

The ability to Iter and attend to a single audio source ] whether a speaker in a crowded
room or a speci ¢ instrument in a piece of music ] is grounded in robust auditory attentional
mechanisms [27, 6, 28]. This section examines the key theoretical constructs and physiolog-
ical processes that enable humans to engage in selective hearing, as well as the limitations

and challenges inherent in modeling or replicating these processes computationally.

2.2.1 Mechanisms of Auditory Attention: Bottom-Up and Top-Down

Auditory attention can be broadly dissected into bottom-up and top-down processes [15, 29,
30]. In bottom-up attention, salient auditory features (e.g., a sudden loud clap or a distinct
change in pitch) capture the listener’s focus automatically. This form of attention relies
heavily on subcortical pathways and earlier stages of the auditory cortex. Meanwhile, top-
down attention is governed by the listener’s goals, knowledge, and expectations. Cognitive
resources, often associated with cortical and frontal lobe regions, decide which sound to

prioritize [13, 27].

These dual processes pose signi cant design questions for an interactive system: how can
we map top-down user intentions (like a subtle head turn or a gaze shift) to actionable
commands, and what role do bottom-up cues play in alerting the listener to important
or unexpected audio events? Understanding this interplay helps re ne the system’s algo-
rithmic pipeline, indicating when to maintain user-selected focus and when to prompt a
re-evaluation of the current source [15, 31]. Furthermore, it also necessitates that we ac-
count for other natural head and eye movements that are independent of a goal to interact
with the audio system: for example, if someone turns their head to take notes, they may

not want to turn up the volume on a particular speaker.
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