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ABSTRACT

Phonotraumatic vocal hyperfunction (PVH) is a vocal disorder characterized by damaged
vocal folds from excessive or abusive voice use. Clinical assessment of PVH relies on time-
consuming videostroboscopy examination, which poses challenges for large-scale clinical
studies. We address the need for more efficient clinical assessment tools by proposing deep
learning approaches for automatically detecting PVH severity from stroboscopic images. One
of the main challenges in building deep learning models for this task is a lack of labeled
stroboscopy data. Motivated by this challenge, we explore two approaches: direct classification
and segmentation-then-classification. In the segmentation-then-classification approach, we
first train a model to segment the glottis, a clinically relevant part of the vocal fold anatomy.
Then, we use the predicted segmentation along with the stroboscopic image as inputs into
a classification model. This approach helps to guide the model towards key anatomical
features. We achieve up to 0.53 accuracy in four-class PVH severity prediction with the direct
classification approach. Incorporating glottal segmentations improves the accuracy to 0.64,
underscoring the value of providing anatomically-informed segmentations when assessing
PVH severity. By creating an automated PVH severity tool, our work has the potential
to help clinicians more efficiently monitor disease progression and to facilitate large-scale
screening, thereby contributing to improved patient care.
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Chapter 1

Introduction

Vocal hyperfunction (VH) refers to excessive use of the perilarynegal muscles, which are
connected to the voice box, during voice production. VH primarily affects teachers, lawyers,
coaches, and others who heavily use their voice. There are two types of VH: nonphonotrau-
matic VH (NPVH) and phonotraumatic VH (PVH). NPVH does not cause structural changes
to the vocal fold, whereas PVH is associated with visible signs of vocal fold trauma, typically
lesions such as nodules, polyps, and cysts [1]. Symptoms of these lesions include hoarseness,
breathiness, and rough /harsh voice. Untreated lesions can cause long-term damage to vocal
cords such as dysphonia, an abnormal voice [2|. Diagnostic and monitoring tools for PVH
are crucial to guide treatment strategies and improve patient outcomes.

Current clinical practice to diagnose PVH involves manual review of videos or images
obtained via endoscopy, a procedure where a thin tube with a light and lens is used to
examine the inside of a patient’s body. When examining the laryngeal area, clinicians focus
on the vocal folds and glottis, the space between the vocal folds, as visualized in Figure 1.1.
Glottis shape, which changes in the presence of lesions, serves as a key indicator of PVH
severity. Endoscopy can reveal two types of information: static details visible in images,
such as the presence of lesions or the shape of the glottis at a specific moment, or dynamic
features, such as vocal fold motion, vibratory patterns, and changes in the glottis shape
during phonation. For instance, in the moderate case shown in Figure 1.2, lesions on the
vocal folds prevent them from fully closing.

There are three types of endoscopy used to diagnose and monitor vocal fold trauma:
laryngoscopy, videostroboscopy (VS), and high-speed videoendoscopy (HSV). Laryngoscopy
provides real-time vocal fold visualization but lacks vibratory detail. It is useful for initial
assessment and identifying obvious structural abnormalities. VS uses synchronized light
flashes to provide a slow-motion view of vocal fold dynamics, detailing glottal configuration,
closure, and regularity. VS is unable to capture aperiodic vibrations and cycle-to-cycle
variations. HSV captures thousands of frames per second, directly observing intra-cycle
vibratory behavior and overcoming the limitations of VS [3]. However, VS remains the gold
standard for laryngeal imaging because of its cost effectiveness, data efficiency, ease of use,
and ability to provide real-time audio and video feedback [4].

Manual review of endoscopic videos and images is laborious and time-consuming. An
automated tool could alleviate this burden for clinicians, particularly when there are many
patients to review, such as in a population study. In context of PVH diagnosis, most prior
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False
vocal fold

True vocal fold

Figure 1.1: Schematic of larynx viewed from above with annotations of the glottis, true vocal
fold, and false vocal fold provided by Dr. Robert Hillman (Massachusetts General Hospital)

Severe

Normal Mild Moderate

Figure 1.2: Sample of raw MGH data from Vocal Hyperfunction Clinical Research Center
at Massachusetts General Hospital: Each column represents a patient, with the first row
showing abducted (open) images and the second row showing adducted (closed) images
for each severity. Note the hourglass shape (drawn in yellow) formed by the glottis in the
adducted Moderate case

work that uses machine learning primarily uses HSV data and does not address PVH severity.
Most work focuses on either analyzing vocal fold dynamics (e.g., wavelength) or identifying
the presence of lesions from HSV imaging. While HSV provides richer temporal information
than VS, HSV is less commonly used in clinical practice compared to stroboscopy. This
dependence on HSV imaging reduces these methods’ real-world applicability.

Motivated by the goal of developing an automated tool that can be easily integrated
into existing clinical workflows, in this study, we focus on classifying PVH severity from
stroboscopic images. Figure 1.2 illustrates the four categories of PVH severity: normal, mild,
moderate, and severe. We use stroboscopic images since VS is the most widely used laryngeal
imaging technique, and we want to align with clinical practice [4]. Accurate classification is
critical for diagnosing and managing PVH, since severity levels inform treatment decisions.

We consider three main challenges in achieving this goal of predicting PVH severity from
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stroboscopic images. First, the data available to us is limited to 290 stroboscopic images.
In such limited data settings, machine learning models can struggle with generalization and
may be prone to overfitting. Second, the dataset lacks standardization, with inconsistencies
in factors including the position of the vocal folds in the image (e.g, sometimes placed at
the corner), the angle of the vocal folds, and color balance. For example, in Figure 1.2,
the bottom-left image is over-saturated, so excessive brightness obscures lesion visibility.
Third, these images include visual information unrelated to diagnosing PVH severity. As
schematized in Figure 1.1, stroboscopic images capture the larynx from above, including
irrelevant structures such as the false vocal folds, which can divert the model’s focus. This
increases the risk of the model learning spurious correlations, especially in a limited data
setting.

To address these challenges, we explore two approaches: direct classification and segmentation-
then-classification. In the direct classification approach, we fine-tune deep learning models to
predict PVH severity directly from stroboscopic images. In the segmentation-then classifica-
tion approach, we include segmentations of the glottis as an additional input to the model.
We hypothesize that this will help the model to learn to focus on the clinically relevant part
of the image (the glottis) rather than irrelevant biological structures and variations in the
image related to how it was captured (e.g., brightness).

The key contributions of our work are:

1. We are the first, to our knowledge, to accurately and automatically classify PVH severity
(normal, mild, moderate, severe) from stroboscopic images.

2. We build a robust glottis segmentation model for stroboscopic images. To address the
challenge of data scarcity, we use a transfer learning approach in which we pretrain on
HSV data and fine-tune on the limited VS data.

3. We demonstrate that integrating glottis segmentations, whether derived from automatic
or manual annotations, enhances the performance of PVH severity classification. By
proposing a modeling approach that achieves high classification accuracy, our work
represents a critical step in enabling PVH severity classification at scale.
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Chapter 2
Related Work

Research on PVH, and on other vocal disorders, has used audio, accelerometer, image, and
video data. This chapter outlines machine learning approaches using each of these data types.

2.1 PVH Classification from Audio Data

Prior work has used deep learning to detect voice disorders from audio data. For example,
Hu et al. used Mandarin audio to detect voice disorders, including vocal fold lesions [5]|. Liu
et al. used a 1D CNN to classify healthy, dysphonia, and laryngitis using sustained vowel
recordings [6]. Peng et al. used Mel spectrum-based features and a support vector machine to
recognize multiple voice disorders [7]. Ali et al. used a Gaussian mixture model, a clustering
technique, to perform multi-class classification of audio data [8].

While these audio-based methods have shown some success in detecting voice disorders,
they can struggle to capture the pathological impact of PVH for several reasons. First,
individuals can adjust their speaking techniques to compensate for their vocal lesions, masking
their true severity [9]. Second, audio data collected during clinical visits tends to be brief,
while longer recordings raise privacy concerns. Third, audio features can be confounded
by extraneous factors such as comorbidities (e.g., Parkinson’s disease) or environmental
influences (e.g., air pollution) [10, 11].

2.2 PVH Classification from Accelerometer Data

To address the limitations of audio-based methods, researchers have explored neck-surface
accelerometer-based approaches. By capturing skin vibration data on the neck during speech,
accelerometers can be used to capture information about vocal behavior while still maintaining
privacy. They also can be used as passive monitoring device, enabling data collection outside
of the clinic. Prior work used accelerometers to develop models for monitoring PVH patients
and detecting abnormal vocal behavior [12], [13].

Audio-based and accelerometer-based methods cannot be easily adapted to images or
videos because of fundamental differences between one-dimensional signals and spatial data.
Further, while audio and accelerometer data provide information about vocal behavior, clinical
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assessments of PVH severity are primarily based on visual observations of phonotrauma (e.g.,
lesions). Thus, visual data such as images is crucial for PVH severity assessment.

2.3 PVH Classification from Images

Much of the prior work related to PVH classification from images uses CNNs, a deep learning
model with an architecture tailored to image classification. CNNs can automatically learn
hierarchical features by using convolutional layers. Convolutional layers consist of learnable
filters (small matrices of weights) that systematically slide across the input image, performing
element-wise multiplications and summations. This process, known as convolution, allows
the network to detect various visual features at different locations in the image. In the
initial layers, these filters detect low-level features such as edges and texture. As the network
deepens, subsequent layers progressively learn to recognize higher-level features such as shapes
and patterns. CNNs have achieved remarkable success in computer vision tasks on natural
images, surpassing traditional methods that rely on manually engineered features [14].

Several existing works have applied CNNs to laryngoscopic images. Tran et al. trained
and tested five CNN-based models to detect abnormal vocal folds [15]. Kim et al. also used
CNN-based models to detect the type of and position of benign vocal fold tumors [16]. Zhao
et al. trained a model to identify four classes from laryngoscopic images: normal, polyp,
keratinization, and carcinoma [17]|. Larsen and Pederson trained CNN-based models to detect
nodules [18].

Building on prior applications of CNNs to laryngoscopic images, we use CNN-based
models for both segmentation and classification. Our work differs from earlier work in several
ways. First, our approach incorporates segmentation as a supporting step for classification.
Additionally, we focus on 4-class PVH severity classification, a task not previously addressed
in stroboscopic image-based research.

2.4 Lesion Segmentation and PVH Classification from
Video

A considerable focus of prior work on video-based vocal fold analysis has been on segmentation
of the vocal folds or the region between them. In the context of high-speed videoendoscopy
(HSV) data, segmentation efforts often focus on identifying the glottal area, the region
containing the vocal folds, and extracting measurements from the glottal area over time.
Research on glottis analysis in HSV has advanced through both single-frame and temporally
aware methodologies. Goémez et al. introduced the BAGLS dataset [19], which includes
individually annotated frames, and trained a U-Net for frame-by-frame glottis segmentation.
Building on this foundation, Kist et al. used video data to compute the glottal area waveform
(a measure of how the glottal area changes over time during phonation) and glottal midline
(a reference line indicating the center of the glottis) across multiple frames [20]. Fehling
et al. incorporated temporal information from a HSV dataset by integrating LSTM cells
into a U-Net, achieving the highest mean segmentation performance across eighteen network
configurations [21]. Pederson et al. extended this multi-frame approach to localize the glottal
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area and measure distances from the rear of the glottis [22]. In contrast, Yousef et al. focused
on single-frame analysis, training a CNN to classify obstructed and unobstructed vocal folds
during the production of the vowel /i/ [23].

Segmentation is often used to classify vocal disorders, where features extracted from
segmented regions—such as shape, color variation, and texture—help identify the presence
and types of vocal fold disorders. For example, Sakthivel et al. applied segmentation and
motion correction to track vocal fold positions during voiced segments, using these positions
as input to a deep belief network for vocal disorder classification [24]. Nobel et al. developed
an ensemble model combining U-Net-BiGRU for segmentation with EfficientNetV2L-LGBM
for classifying vocal fold disorders into five categories, including polyp, from HSV data
[25]. Bethanigtyas used the Chan-Vese algorithm for segmentation, followed by a k-nearest
neighbor classifier to identify conditions such as nodules, cysts, and granulomas from VS
data [26]. Belagali et al. localized and segmented the glottis from VS data [27].

We differ from prior work in two key ways. First, while previous studies have primarily
focused on HSV data, our work uses VS, the gold standard for vocal fold disorder assessment
in clinical settings since the 1990s [4]. Second, whereas existing work has often relied on
handcrafted features, we explore the use of deep learning models for automatic feature
extraction, a method that has shown promise in other medical imaging domains [28].
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Chapter 3

Fine-tuning deep learning models to
classify PVH severity

In this chapter, we explore two approaches to predict severity given a patient’s data: a direct
prediction and an ensemble-based approach. The direct prediction model predicts severity
from a single abducted or adducted image, while the ensemble approach leverages specialized
models trained separately on abducted and adducted vocal fold images, combining their
outputs for the final prediction.

To address the challenges posed by the limited size of our dataset, we use transfer learning.
Specifically, we initialize model weights from a related task, freeze the feature extraction
layers, and fine-tune the final prediction layer for each of PVH severity classification and
regression.

In this chapter, we will first discuss the dataset and model architecture used as the
backbone for severity prediction. Then, we compare direct prediction with ensemble-based
approaches.

3.0.1 MGH Dataset

Age

Severi l\:cuka))er I\:cum&erl I\:chrrelberl Unknown Mean Median Range
v o a- o ale ot Female  age/sex  Age Age (Min-

tients Patients Patients Max)

Normal 39 9 30 - 30.1 26 18-61
Mild 42 3 39 - 22.9 21 18-49
Moderate 28 0 28 - 26.4 24 18-57
Severe 36 3 32 1 34.2 29 19-58

Table 3.1: Patient demographics from the MGH dataset, broken down by PVH severity.
This subsection provides an overview of the demographic statistics, image characteristics,

and severity classifications that make up our dataset. The Vocal Hyperfunction Clinical
Research Center (VHCRC) at Massachusetts General Hospital collected a dataset of static
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images captured from VS. The images are split into four classes based on severity: normal,
mild, moderate, and severe. Three experts labeled this larger dataset, and VHCRC provided
the images where all three labelers agreed on the severity. This will be referred to as the
MGH dataset. Table 3.1 shows that there are 39 normal patients, 42 mild, 28 moderate, and
36 severe patients in the MGH dataset. Each patient has two images, one where their vocal
folds are abducted (open) and one where they are adducted (closed).

Example images for each severity class are shown in Figure 1.2. While these images
have been resized for uniformity, they were originally of varying sizes. The images are not
standardized in terms of color, and some include a black circular border surrounding the
image (c.f. Figure 1.2). Furthermore, the images depict the vocal folds at varying angles and
positions, often not aligned vertically or centered within the frame.

In normal cases, the vocal folds are able to close completely and there are no lesions. In
mild cases of PVH, lesions are barely visible in the abducted images, and, in the adducted
images, the glottal closure begins to take on an hourglass shape. In moderate cases, the
lesions are more prominent, protruding into the glottal airway. These larger lesions interfere
with glottal closure, forming a distinct hourglass shape, as shown in Figure 1.2. Severe cases
exhibit very pronounced lesions that extend deeply into the glottal airway. These images
often show discoloration indicative of recent bleeding (red) or fibrosis (white). In some cases,
lesions on both vocal folds, disrupt the glottal closure, creating a "chink," which refers to the
largest anterior glottal opening that remains when the rest of the vocal folds are attempting
to close.

3.1 ResNet Models

We select ResNet-18 and ResNet-50 as backbone architectures for PVH severity classification.
These architectures are widely used in medical imaging tasks. Unlike earlier models, ResNet
introduces skip connections that mitigate the vanishing gradient problem, allowing for deeper
architectures without degradation in performance.

ResNet-18, with its 18 layers, offers computational efficiency and is well-suited for smaller
datasets, while ResNet-50, with 50 layers, provides a greater capacity to learn complex
hierarchical features. Since the MGH data is constrained in size, we initialized the ResNet-18
and ResNet-50 with pre-trained weights from the ImageNet-1K task. The ImageNet-1K task
is a large-scale image classification benchmark involving over 1.2 million images categorized
into 1,000 classes, ranging from animals to everyday objects. This approach accelerates
convergence and improves performance, especially for tasks with limited labeled data, such
as this one, where random initialization could lead to slower training and increased risk of
overfitting.

3.2 Direct Classification/Regression Approach

This section discusses the simplest approach we explored to predict severity. It directly
predicts the severity given an image. These experiments will serve as a baseline to which
other methods are compared.
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3.2.1 Experiment Setup

The motivation behind this experiment is to assess the effectiveness of fine-tuning ResNet-18
and ResNet-50 for the task of PVH severity prediction. To reduce overfitting and enhance
the model’s ability to generalize, we fine-tuned only the final layer of the ResNet models
while keeping the pre-trained weights from ImageNet fixed. This allows the model to leverage
the rich features learned from ImageNet while adapting to the severity classification task.
We used five-fold cross-validation. In this approach, the data is partitioned into five folds.
At each testing iteration, one fold is used for evaluation, while the remaining four are merged,
and then split 80-20 into training and validation sets. Each fold serves as the test set exactly
once, ensuring no overlap between training and validation within the same experiment.

X
Lee = yi log Y\ (3.1)

x
Vi W’ (3.2)

i=1

S|

Lmse =

In this experiment, we compare classification and regression approaches for PVH severity
prediction to determine which approach better handles the specific characteristics of the
data and the task, providing insights into how to frame the problem in future experiments.
The classification approach treats severity as one of four distinct categories (normal, mild,
moderate, severe). We use cross-entropy loss in the classification approach to measure the
dissimilarity between the true label distribution and predicted probability distribution. It
penalizes predictions more heavily when the predicted probability for the correct class is low,
encouraging the model to assign higher probabilities to the true class. Cross-entropy loss is
stated in Equation 3.1 where N is the number of samples, y; is the true label for class i (1 if
the true class is i and 0 otherwise) and ¥ is the predicted probability of class i.

The regression approach treats severity as a continuous variable. The regression approach
makes predictions by rounding the model’s continuous output to the nearest integer, clamping
the values between 0 and 3, and converting them to long integers. This ensures that the
predicted severity is restricted to one of the four valid severity classes. The regression
approach uses the continuous output from the model to calculate the mean squared error
(MSE) loss, as shown in Equation 3.2 MSE loss captures subtle differences between severity
levels by penalizing predictions proportional to how far they deviate from the continuous
value. By comparing both methods, we aim to determine which approach better handles
the specific characteristics of the data and the task, providing insights into whether severity
prediction is better framed as a multi-class classification problem or as a regression problem.

This section describes the experimental setup for classification vs. regression in the direct
classification of PVH severity. We train ResNet-18 and ResNet-50 models, initializing them
with pre-trained ImageNet weights and using the Adam optimizer with a learning rate of
le 4. In the classification approach, each model is trained for 2000 epochs, although the best
validation performance is achieved within the first 1000 epochs. In the regression approach,
each model trains for a 1000 epochs. We set the batch size to 12. The loss function varies by
approach: we use cross-entropy loss for classification and MSE loss for regression. In each
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fold, we select the model with the highest validation accuracy for testing. Both approaches
have the same augmentations: random brightness contrast, rotation up to 40 degrees, random
resized crop, transformation to create a black border (recall that some VS images have a
black border), and Gaussian blur.

3.2.2 Training Curves Discussion

Figures 3.1a, 3.1b, 3.1c, and 3.1d present ResNet-18 and ResNet-50’s training loss and
validation loss curves for one test fold. We expect similar behavior across the folds.

Train Loss Validation Loss

0 500 1k 1.5k 0 500 1k 1.5k

(a) ResNet-18 Training Loss (Fold 3). (b) ResNet-18 Validation Loss (Fold 3).

Train Loss Validation Loss

0 500 1k 1.5k 0 500 1k 1.5k

(c) ResNet-50 Training Loss (Fold 3). (d) ResNet-50 Validation Loss (Fold 3).

Figure 3.1: Training and validation loss curves for ResNet-18 and ResNet-50 for a single test
fold. Each curve represents the model’s performance during fine-tuning.

We observe that the training loss steadily decreases over epochs, indicating that both
models are learning from the data. The validation loss decreases in parallel with the training
loss until around the 1000th epoch for ResNet-18 and the 1500th epoch for ResNet-50, showing
that ResNet-18 converges faster. After this point, the validation loss begins to increase while
the training loss continues to decrease, signaling that both models start to overfit. However,
since we selecedt the model with the lowest validation loss for testing, the overfitting is not a
concern. Additionally, there is no significant gap between the training and validation loss
ranges, suggesting that both models generalize reasonably well.

3.2.3 Results and Discussion

Table 3.2 summarizes the results of the severity classification experiment, where the final
layer of the ResNet-18 and ResNet-50 models was fine-tuned using pre-trained ImageNet
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weights, in a five-fold classification setting. The average performance across the five folds is
provided.

Fine-tuned Model Average Validation Accuracy Average Test Accuracy

Random N/A 0.25

Predict Majority N/A 0.29
ResNet-18 0.64 0.07 0.53 0.04
ResNet-50 0.70  0.04 0.52  0.03
ResNet-18 (Regression) 0.45 0.12 0.42  0.06
ResNet-50 (Regression) 0.59  0.08 0.44  0.05

Table 3.2: Performance of fine-tuned ResNet-18 and ResNet-50 Models

If we were to randomly predict among the four classes, the expected test accuracy would
be 0.25. Another baseline, the majority class predictor, achieved a test accuracy of 0.2877.
Both ResNet-18 and ResNet-50 significantly outperformed these baselines, with ResNet-18
achieving a similar test accuracy to ResNet-50 (0.53 vs. 0.52, respectively), as shown in
Table 3.2. However, ResNet-50 had a higher average validation accuracy (0.70 vs. 0.64 for
ResNet-18), suggesting that the deeper model overfitted to the size-constrained dataset.

When comparing the models trained for regression, both ResNet-18 and ResNet-50
exhibited lower performance than their classification counterparts. The average validation
accuracy for the regression models was notably lower, with ResNet-18 achieving 0.45 and
ResNet-50 achieving 0.5944. These results suggest that classification-based approaches are
better suited for the four-class severity classification task compared to regression-based ones
in this context.

The confusion matrices of the ResNet-18 and ResNet-50 classification models in Figure
3.2 highlight areas where both models struggle, particularly in distinguishing between certain
severity levels, but also reveal their relative strengths, especially in identifying severe cases.

Both models show varying performance across different severity levels, which may be
indicative of class imbalance in the dataset. This is particularly evident in the moderate
category, which has lower accuracy compared to other classes.

Both models perform well in identifying Normal and Mild cases, with ResNet-18 showing
particularly high accuracy (0.82) for Mild cases in Figure 3.2a and ResNet-50 performing
best on Normal cases (0.79) in Figure 3.2b. Both models have similar performance when
identifying the severe cases. The ResNet-18 model achieves the highest accuracy for the Severe
class (0.53), while ResNet-50 shows a similar result (0.48). This indicates that the severe
cases are visually distinct enough to be classified, although there is room for improvement.

The ResNet-50 model shows a marked improvement in correctly classifying Normal cases
(0.78) compared to ResNet-18 (0.54), showing that the deeper architecture is better at
identifying normal vocal fold characteristics.
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Figure 3.2: Comparison of ResNet-18 and ResNet-50 Direct Classification Confusion Matrices

3.3 Emnsemble Classification Approach

The visibility and presentation of vocal fold lesions vary depending on whether the vocal
folds are abducted or adducted. When the vocal folds are abducted, the lesions are often
less visible, but other abnormalities may still be detectable. In contrast, when the vocal
folds are adducted, the lesions more prominently interfere with the glottis, often forming the
characteristic hourglass shape pictured in Figure 1.2.

This variation in lesion presentation suggested that our model should analyze images in
both states: detecting subtle indicators when the folds are abducted, and assessing the more
obvious lesion interference when adducted. To address these distinct analytical requirements,
we developed an architecture that allows the model to handle these two complementary tasks.

3.3.1 Experiment Setup

We trained separate models on the abducted and adducted data. We then created an ensemble
model that combines both trained models. At inference time, we pass a patient’s abducted
image through the abducted model and their adducted image through the adducted model.
The ensemble model predicts the class with the highest average probability across the models.
The rationale for this approach is that averaging probabilities helps smooth out individual
model biases, and taking the maximum of the averages prioritizes the class with the highest
overall confidence across models, ensuring the ensemble’s prediction aligns with the most
consistent preference of both models.

For both models, we used the learning rate of le-4, 1000 maximum epochs of training,
patience of 10, batch size of 12, MSE loss (since we chose the classification approach in
Section 3.2), and Adam optimizer. We modified the last layer of each model to predict just
one value and fine-tuned this final, fully connected layer. We applied the same augmentations
used in the direct classification/regression experiments described in Section 3.2.
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3.3.2 Results and Discussion

Fine-tuned Model Average Validation Accuracy Average Test Accuracy
ResNet-18 (Abducted only) 0.67 0.06 0.61  0.05
ResNet-18 (Adducted only) 0.68 0.08 0.65 0.07

ResNet-18 Ensemble N/A 0.64 0.05
ResNet-50 (Abducted only) 0.67  0.04 0.60  0.02
ResNet-50 (Adducted only) 0.69 0.08 0.65 0.05

ResNet-50 Ensemble N/A 0.68 0.05

Table 3.3: Performance of fine-tuned models used in ensemble approach (abducted, adducted,
and ensemble)

The results in Table 3.3 demonstrate the effectiveness of the ensemble approach, with
ResNet-50 serving as a more powerful backbone than ResNet-18 for improving performance.
First, separating the data by vocal fold position (abducted vs adducted) and using an
ensemble approach improved performance compared to training on the combined dataset.
The ResNet-50 ensemble achieved 0.68 test accuracy, which is higher than the 0.44 (Table 3.2)
achieved when training on all images together.

When looking at individual positions, models trained on adducted images consistently
outperformed those trained on abducted images (0.65 vs 0.60 test accuracy for ResNet-50).
This aligns with clinical observations that lesions are more visible and diagnostic when the
vocal folds are closed (adducted).

The validation accuracies are higher than the test accuracies (0.69 vs 0.65 for ResNet-50
adducted) since we choose the "best" model, where best is defined as the model with the
highest validation accuracy during training, for testing.
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Chapter 4

Glottis Segmentation Models

When trained on smaller datasets, machine learning models are prone to overfitting, often
capturing spurious correlations between irrelevant features and target labels, compromising
their generalizability. In the previous chapter, the deep learning models were trained on a small
number of RGB images and could potentially associate irrelevant features with PVH severity.
To address this, we explore using segmentations as additional input into a classification
model, in the hope of encouraging the model to devote attention to relevant anatomy. This
chapter first focuses on using existing automated tools to generate segmentation labels for
the MGH dataset. Then, we use this labeled training set to train segmentation models. This
segmentation model is the first step in the cascading segmentation-then-classification model
described in Chapter 5.

Initially, we explored segmenting the vocal folds themselves to capture lesions, but we
ultimately focused on glottis segmentation since it provides richer diagnostic information—
capturing not only lesions on the vocal fold edges, but also the crucial characteristics of vocal
fold closure patterns and glottal shape that are hallmarks of PVH.

4.1 Investigation of Existing Automated Segmentation
Tools

We first used supervised training to train a glottis segementation model. Doing this required
labeled data. One option for creating these labels is hand-segmentation, where masks are
manually drawn using photo editing tools by outlining the targeted biological structures. While
this method is highly accurate provided the right user expertise, it is labor-intensive. Therefore,
we explored existing automated segmentation tools, particularly ScribblePrompt [29] and
UniverSeg [30], to reduce manual effort while maintaining segmentation quality.

ScribblePrompt [29] is an interactive segmentation tool that uses clicks and bounding
boxes to refine segmentations. UniverSeg [30] is an automatic segmentation model capable
of generalizing to new image types using a context set without fine-tuning. We aimed to
use ScribblePrompt to generate segmentation labels for a subset of the MGH dataset, which
could then be passed as input to UniverSeg to generate segmentations for the rest of the
MGH dataset.

The following sections will describe the challenges and failures of using these automated

29



Mild Abducted Mild Adducted Normal Abducted Normal Adducted

Criginal

ScribblePrompt

Photoshop

Figure 4.1: Comparing ScribblePrompt vs Photoshop hand segmentation quality of vocal
folds

tools for this task. We first demonstrate that the ScribblePrompt segmentations were
insufficient. Similarly, UniverSeg is unable to successfully segment the vocal folds, even when
provided with hand-segmented training labels. Therefore, we resorted to hand-segmentations
to generate precise labels to train our segmentation model.

4.1.1 Application of ScribblePrompt

We tested ScribblePrompt on a small subset of the MGH dataset to assess its performance.
During these experiments, we found that ScribblePrompt often struggled with distinguishing
shadows from actual vocal fold boundaries, requiring frequent corrections via additional clicks.
These iterative click-based adjustments ultimately took longer than hand-segmenting using
Photoshop.

Moreover, the segmentations generated by ScribblePrompt exhibited coarse and irregular
edges, as highlighted especially in the adducted case of the mild patient in Figure 4.1. For
tasks such as vocal fold or glottis segmentation, where accurate boundary detection is critical
because bumpy edges could indicate symptoms of PVH, these rough edges posed a significant
limitation. Achieving acceptable results with ScribblePrompt required multiple passes per
image, and even then, its output consistently lacked the precision needed for our downstream
PVH detection task.

ScribblePrompt’s limitations likely stem from its design as a general-purpose biomedical
imaging tool rather than one specifically optimized for segmenting vocal folds or our modality
of videostroboscopy.

ScribblePrompt did not provide segmentations of sufficient quality, so we manually
segmented a small subset of data.
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Figure 4.2: UniverSeg predictions for vocal fold segmentation using a support set of 16
hand-segmented images, consisting exclusively of mild, adducted images.

4.1.2 Application of UniverSeg

UniverSeg is a universal segmentation model capable of handling new segmentation tasks
with a context set, without the need for fine-tuning. The context set consists of a series of
images and corresponding segmentation mask labels. Butoi et al. found that a context set
of 16 image-segmentation pairs is effective in achieving good results with their model [30].
Following our exploration of ScribblePrompt in Section 4.1.1, we opted to create the context
set using hand-segmentations made with Photoshop, ensuring high-quality segmentation
masks at inference time for UniverSeg.

We initially created a context set of 16 by selecting two randomly chosen image-segmentation
pairs from each severity level. However, the segmentations outputted by UniverSeg were
qualitatively imprecise and inaccurate. To improve performance, we then narrowed the
context set to only include patients with mild PVH and abducted images, reasoning that this
would help the model focus on a specific subset of the data, reducing variability, increasing
precision, and making it easier to learn relevant patterns. UniverSeg was still unable to
produce accurate segmentations as shown in Figure 4.2. The main explanation for why
UniverSeg did not perform as well as it did on the reported benchmark tasks in [30] is
that there are large differences between UniverSeg’s training data and the MGH dataset.
UniverSeg was trained on medical images such as X-rays, CT scans, and MRI scans. In
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contrast, VS is more similar to natural images.

4.2 Custom Segmentation Model

Given the limitations of existing automatic segmentation tools, we decided to develop a
custom automatic segmentation model to segment the glottis. This section starts with a
discussion of the dataset and model architecture, followed by an exploration of three training
approaches. Next, we outline the experimental settings and introduce the evaluation metrics
used to assess model performance. We then evaluate the model on the BAGLS dataset,
comparing our results with Gomez et al. This is followed by an analysis of the model’s
performance on the MGH dataset, comparing the three training approaches [19]. A qualitative
comparison of the models is also to be provided. Finally, we examine how the size of the
training dataset affects the model’s performance.

4.2.1 BAGLS Dataset

Category Healthy PVH Non-PVH Total

Train 36,550 700 18,500 55,750
Test 2,450 100 950 3,500

Table 4.1: BAGLS dataset distribution for Healthy, PVH, and Non-PVH categories.

To improve our segmentation model’s ability to segment the glottis, we explored the
Benchmark for Automatic Glottis Segmentation (BAGLS) dataset. This dataset provides a
large collection of labeled data that can help address our limited dataset challenge through
transfer learning. BAGLS contains 59,250 images captured from HSV, split into 55,750
training and 3,500 test images, from 640 recordings across seven hospitals in the EU and
USA. Each image comes with a segmentation mask label and detailed metadata including
age, sex, recording conditions, and disorder type.

The dataset encompasses a wide range of vocal fold pathologies. Clinicians at MGH
helped categorize these pathologies into PVH (such as vocal fold nodules and polyps) and
non-PVH conditions (including edema, scars, and carcinoma). Table 4.1 shows that the
BAGLS training set contains 36,550 healthy, 700 PVH, and 18,500 non-PVH images, while
the test set includes 2,450 healthy, 100 PVH, and 950 non-PVH images. For model training,
we use all images regardless of their pathology classification, maximizing the available data for
learning general vocal fold structure patterns. Along with this dataset, the BAGLS authors
released a U-Net-based segmentation model, which we build upon in the following section.

4.2.2 Model Architecture

For our task of segmenting the glottis from VS images, we implemented a U-Net architecture.
This choice was informed by U-Net’s proven efficacy in medical image segmentation tasks,
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Figure 4.3: U-Net architecture diagram adapted from Ronneberger et al. annotated with
encoder, bridge, and decoder [31]

particularly its success in prior work on glottal segmentation [19] [21].

A U-Net consists of an encoder, a bridge, and a decoder. The encoder and decoder of the
U-Net we use are each comprised of 4 layers. The encoder path starts with 64 filters and
doubles them at each layer, reaching 512 filters at the deepest level. Between each encoder
layer, max pooling operations with a 2x2 kernel and stride of 2 are applied, progressively
reducing the spatial dimensions of the feature maps. The bridge, connecting the encoder
and decoder, consists of a convolutional block that processes the most abstract features at
the lowest resolution. The decoder mirrors the encoder’s structure, progressively reducing
the number of filters back to 64 while increasing spatial dimensions through transposed
convolutions. Skip connections concatenate encoder features with corresponding decoder
features, preserving fine-grained details.

We initialize the model with random weights. We modify the model to use one input
channel since the BAGLS dataset consists of grayscale images. The MGH dataset is prepro-
cessed to be grayscale so that we can use the same architecture on both datasets. The output
was also adjusted to produce a single class, to allow the U-Net to focus solely on glottal
segmentation. This tailored architecture leverages U-Net’s strengths in capturing multi-scale
features while optimizing for our particular segmentation task. The augmentations for our
custom segmentation model are the same as the classification model in the previous chapter
(Section 3.2) but tailored to grayscale images.
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4.2.3 Modeling Approaches

The training strategy is crucial not only for the segmentation model’s performance but also for
the downstream classification task in the segmentation-then-classification pipeline. We aim
to find a training strategy that provides accurate segmentations that enable the classification
model to effectively predict PVH severity.

The first approach involves training the segmentation model exclusively on the BAGLS
dataset. The BAGLS dataset offers a large, diverse set of HSV images that could help the
model learn generalizable features. The segmentation models trained with this strategy
are trained on all images in the BAGLS training set, including images from patients with
non-PVH pathologies.

The second approach focuses on training on the MGH dataset, enabling the model to
specialize to features specific to VS, the target imaging technique for our task. However, the
small size of the MGH dataset may limit the model’s ability to learn robust features and
generalize to the MGH test set, so we crafted a third approach that combines the strengths
of the first two.

The third approach is to pretrain on the BAGLS dataset and retrain on the MGH dataset.
This method allows the model to first learn broad, generalizable features and then tailor
those features to the MGH dataset, improving performance on the target task.

The subsequent subsections provide details on the experiments conducted with these
training strategies.

4.2.4 Experimental Settings

All three approaches share most of the same training hyperparameters to ensure consistency
and a fair comparison across models. These hyperparameters are a batch size of 16, a
random seed of 42, and a cyclical learning rate ranging from le-6 to le-3. The models
were optimized using soft Dice loss. The following data augmentations were applied to each
training approach: random brightness and contrast adjustments, rotation, random cropping,
circular view transformations, and Gaussian blur.

There are some specific adjustments for each training approach. For the BAGLS-based
approaches, while the BAGLS authors used a validation fraction of 0.05, we used a larger
validation fraction of 0.2 [19]. Also, trained on on the BAGLS dataset for only 50 epochs,
since the dataset contains 55,750 images, which is significantly larger than the MGH training
set of 170 images. This training set is comprised of the images in the first four folds of the
five-fold setup as described in Section 3.2.1. We train on the MGH training set for 500 epochs
since training for more epochs allows the model to extract meaningful patterns from limited
data.

The BAGLS dataset has a designated test dataset consisting of 3,500 images. For the
MGH dataset, we used the last fold of the five-fold setup as described in Section 3.2.1 as the
test set. This test set consists of 52 images.
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4.2.5 Segmentation Metrics

We use three metrics to assess the quality of the glottis segmentation (A) compared to the
ground truth segmentation (B): intersection over union (IoU), Dice, and average symmetric
surface distance (ASSD).

IoU, Dice, and ASSD are given by the following equations, where jAj, jBj are the total
pixel numbers of A and B, and d(a;b) is the Euclidean distance between points a and b.

A\B

] 2 JAN\B]
Dice= —————= 4.2
JA] +]B]j (4.2)
ASD(A;B) L d(a;h) (4.3)
; = — minda(a; .3

JA] acp DB
ASSD(A;B)=ASD(A;B)+ASD(B;A) (4.4)

JAj +]Bj

IoU and Dice are segmentation metrics used to measure the overlap between the prediction
and ground truth regions. Dice is more sensitive to small changes in segmentation and gives
more weight to overlap. ASSD is valuable because it measures the spatial discrepancy between
the predicted and true segmentation boundaries, unlike overlap-based metrics such as Dice
and IoU. This is particularly useful for glottal segmentation with both open and closed vocal
folds, because of its sensitivity to shape, robustness to size variations, and boundary accuracy.
ASSD detects small variations in boundary positions and is less affected by the significant size
difference between open (large area) and closed (small area) glottis segmentations. Focusing
on boundary accuracy, ASSD is crucial for severity classification.

4.3 Five-fold Cross-validation on Complete MGH Dataset

In the previous single-split experiment, we observed that the models pretrained on BAGLS
and retrained on MGH, as well as the models trained solely on MGH, achieved similar Dice
and IoU performance. To further validate these findings and assess the stability of these
results across different data splits, conducted a five-fold cross-validation experiment on both
model setups.

4.3.1 Experiment Setup

We conducted a five-fold cross validation experiment, with each fold consisting of about 85
patients for training. We maintained consistent hyperparameters across all folds. These
hyperparameters are the same as the single-split experiment described earlier in Section 4.2.4.
To accommodate the five-fold cross-validation setup, we rotate the held-out test set for each
iteration.
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4.3.2 Results and Discussion

Fold Test ASSD Test loU Test Dice Test Abducted Dice Test Adducted Dice
Fold 1 2:49 10:21 0:79 0:27 0:86 0:23 0:95 0:12 0:78 0:28
Fold 2 2:48 956 0:76 0:31 0:83 0:28 0:94 0:19 0:72 0:32
Fold 3 4:11 18:04 0:76 028 0:82 0:26 0:96 0:06 0:68 0:30
Fold 4 1:01 2:74 0:74 0:29 0:86 0:20 0:92 0:19 0:80 0:18
Fold 5 0:90 2:73 0:81 0:22 0:87 0:20 0:96 0:02 0:77 0:25
Average 2:20 866 0:77 0:27 0:85 0:23 0:95 0:12 0:75 0:27

Table 4.2: 5-Fold cross validation segmentation performance of model trained on MGH

Fold Test ASSD Test loU Test Dice Test Abducted Dice Test Adducted Dice
Fold 1 1:79 5:24 0:77 0:27 0:83 0:26 0:95 0:10 0:72 0:31
Fold 2 1:29 4:67 0:77 029 082 0:27 0:94 0:18 0:71 0:30
Fold 3 2:81 1521 0:76 0:27 0:83 0:24 0:96 0:08 0:70 0:28
Fold 4 2:08 7:28 0:73 0:30 0:81 0:26 0:92 0:19 0:71 0:28
Fold 5 0:31 0:88 0:81 0:19 0:88 0:17 0:97 0:02 0:79 0:20
Average 1:66 6:65 0:77 0:26 0:84 0:24 0:95 0:12 0:72 0:27

Table 4.3: 5-Fold cross-validation segmentation performance of model pretrained on BAGLS
and retrained on MGH.

The results from the five-fold cross-validation, presented in Tables 4.2 and 4.3, are
consistent with the findings from the single-split experiment. Pretraining on BAGLS and
fine-tuning on MGH did not show an advantage in segmentation performance compared
to training on MGH, with Dice scores of 0:85 0:23 for the model trained on MGH and
0:84 0:24 for the pretrained model.

Both models perform well on abducted segmentation tasks but struggle more with
segmentation of adducted glottises. For example, the non-pretrained model achieved an
average Dice score of 0:95 for abducted and 0:75 for adducted cases, while the pretrained
model achieved 0:95 for abducted and 0:72 for adducted cases.

The higher average standard deviation in the adducted cases, compared to abducted cases,
reflects the sensitivity of Dice scores to errors in the smaller segmented regions.

4.4 Single-split evaluation on BAGLS and MGH Datasets

4.4.1 Evaluation on BAGLS

Table 4.4 compares the performance of our custom-trained U-Net segmentation model on the
BAGLS dataset against the baseline established by the BAGLS authors.

The BAGLS authors established the baseline using an experimental setup similar to
that described in Section 4.2.4, with two key differences. First, they trained their model
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Model Validation loU Test loU

BAGLS (Gomez et al.) 0:831 0:799
Ours 0:891 0:676

Table 4.4: Comparison of U-Net model performance on the BAGLS dataset

for 25 epochs instead of 50. Second, their set of augmentations was random brightness-
contrast adjustments, random gamma corrections, rotations up to 30 degrees, horizontal flips,
blurring, and Gaussian noise. Our custom segmentation models do not include horizontal
flips, Gaussian blur, or random gamma corrections, while the BAGLS authors use a lower
rotation upper bound and lack transformations to create a black border that mirrors VS
imaging and Gaussian noise.

The best model reported by the BAGLS authors achieved a validation IoU of 0.831 after
21 epochs, with a corresponding test IoU of 0.799. Our model achieved a higher validation
IoU of 0.891 but a substantially lower test IoU of 0.6761. The improvement in validation
performance can be attributed to a higher number of training epochs. Also, we used a larger
validation set (0.2 vs. 0.05 fraction) and a smaller amount of training data compared to the
original BAGLS authors. Third, the difference in validation and test IoU could have been
influenced by the distinct augmentation strategies used.

4.4.2 Evaluation on MGH

Model Trained On Test Set ASSD loU Dice Open Dice Closed Dice
BAGLS MGH 301 6:88 069 026 078 025 072 0:27 0:83+0:21
BAGLS Retrained on MGH MGH 0:254+0:51 0:814+0:19 0:884+0:16 0:974+0:02 0:79 0:19
MGH MGH 2:19 11:48 0:81 0:23 0:87 0:22 096 0:03 0:77 0:28

Table 4.5: Segmentation evaluation for different training and test set configurations

While Section 4.4.1 showed that our segmentation model could learn from the BAGLS
dataset, we wanted to evaluate its performance on the target MGH dataset. So, we first tested
the model trained on BAGLS (Section 4.4.1) on the MGH test set to assess its generalizability
and performance on our target dataset.

The model trained on BAGLS had a similar IoU performance when tested on the MGH
and BAGLS test sets. The test IoU on the MGH test was 0:69  0:26 (Table 4.5) and 0:676
on the BAGLS test set (Table 4.4). Though the datasets use different image modalities, the
comparable test IoU indicates that the features learned from the HSV-based BAGLS images
are transferable to the VS-based MGH dataset.

Recognizing the differences between the BAGLS and MGH datasets, we tried two additional
training approaches: (1) pretraining on BAGLS and retraining on MGH to capture broad
features before fine-tuning for the target domain, and (2) training only on MGH to focus on
its specific characteristics. We discuss the results of these two training approaches on the
MGH test set next.
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When the model trained on BAGLS was retrained on the MGH dataset, its performance
drastically improved. The IoU increased to 0.81 + 0.19, and the ASSD dropped to 0.25
+ 0.51, demonstrating the efficacy of transfer learning in adapting to a new domain. This
retraining allowed the model to adjust to the unique characteristics of MGH data.

In comparison, a model trained exclusively on the MGH dataset achieved a similar IoU
of 0.81 = 0.23 on the MGH test set, indicating comparable segmentation accuracy in terms
of overlap. However, its ASSD was substantially higher at 2.19 4+ 11.48, suggesting poorer
boundary precision. This result highlights the limitations of training solely on small datasets,
where the lack of diverse training examples can hinder the model’s ability to learn fine-grained
details such as boundaries.

4.4.3 Qualitative Comparison of Models

In this section, we conduct a qualitative analysis of the segmentations produced by each
training approach described in Section 4.2.3. This analysis helps to reveal patterns in the
types of mistakes and successes made by each approach. Figures 4.4b and 4.4a show example
segmentations for each method. Inspecting the ground truth segmentations, we see that
correct segmentations satisfy three key properties: precise boundary localization, smooth
boundaries, and complete coverage of the glottis.

The MGH-trained model segmented abducted glottis cases more accurately and with
smoother boundaries than the BAGLS-trained model. For instance, in the abducted case in
Figure 4.4a (top row), the MGH-trained model correctly identifies the boundaries, whereas
the BAGLS-trained model’s segmentation is incomplete, cutting out small parts along the
boundary of the center of the glottis and appearing grainy with gaps at the top and bottom.
Additionally, in the abducted case shown in Figure 4.4b, the BAGLS-trained model fails to
segment the upper half of the glottis, while the MGH-trained model provides a complete
glottis segmentation.

In the severe abducted case in Figure 4.4b, the trachea, or windpipe, is visible in the
image. The MGH-trained model confuses the ring shape along the trachea with the boundary
of the glottis. The BAGLS-trained model, which was trained on HSV images, misses a
substantial portion of the glottis. This could be because of the domain shift between HSV
and VS image modalities. However, when the BAGLS-trained model is retrained on the
MGH training set, it adapts to the new domain and learns to segment most of the glottis
structure. This pretrained and retrained model provides the most complete segmentation,
effectively distinguishing the glottis boundary from the tracheal rings. This demonstrates
the importance of domain adaptation, where the model benefits from prior learning on the
BAGLS dataset and learning from the MGH dataset.

4.4.4 Impact of Dataset Size on Segmentation Performance

To evaluate the effect of training data size on segmentation performance, we trained models
on subsets consisting of data from 1, 5, 10, 25, 50, 75, or 85 MGH patients, ensuring that each
subset contained the same patient data when comparing the models with and without BAGLS
pretraining. This setup allowed us to observe whether trends in segmentation performance
were dependent on pretraining or remained consistent across both conditions.
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Pretrained BAGLS
Normal Ab (Ptisnt 005) Ground Truth MGH Model BAGLS Model + Retrained MGH

Normal Ad (Patient 005) Ground Truth MGH Model BAGLS Model
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(a) Qualitative segmentation performance of normal patient using models trained on MGH, trained
on BAGLS, or pretrained on BAGLS+retrained on MGH

Pretrained BAGLS
Ground Truth BAGLS Model + Retrained MGH

r{rl-r

Ground Truth MGH Model BAGLS Model

Hunn

(b) Qualitative segmentation performance of severe patient using models trained on MGH, trained
on BAGLS, or pretrained on BAGLS+retrained on MGH

MGH Model

Severe Ab (Patient 003)

Severe Ad (Patient 003)

Figure 4.4: Comparison of segmentation performance for normal and severe patients.
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The experimental setup remained largely the same as the experiment setup of the previous
section (Section 4.2). We maintain a single-fold setup to reduce the computational burden
required to run this experiment. However, there were a few adjustments for this experiment.
To account for variability with smaller datasets, we repeated experiments 10 times for single-
patient training, 5 times for 5-patient training, and twice for 10-patient training. We adjusted
the batch size according to the dataset size: batch size of 1 for smaller datasets (1, 5, and 10
patients) and 16 for larger ones (25+ patients). All models were trained for 500 epochs using
a cyclical learning rate ranging from 5e-7 to le-3.

The results for this experiment are shown in Figure 4.5. The model trained on all 85
patients achieved a Dice score of 0.87 without pretraining and 0.88 with pretraining.

While both models exhibit strong segmentation performance, the pretrained model
demonstrates superior initial metrics when retrained on just 1 patient versus only trained on
1 patient. This outcome is expected, since the U-Net weights in the non-pretrained model
were randomly initialized.

The pretrained model achieves high-quality segmentation with fewer retraining samples,
demonstrating that pretraining improves performance more rapidly with smaller datasets.
Without pretraining, the model’s Dice score increases substantially when training on 1 to 5
and 10 to 25 patients, but the improvement diminishes as more data is added. In contrast,
the pretrained model shows smaller improvements as the number of patients increases, since
it begins with a strong foundation. By 25 patients, both models’ performances plateau,
indicating that larger datasets yield diminishing returns.

Although the domain shift between BAGLS and MGH led to poor performance when the
BAGLS-trained model was applied directly (Table 4.5), the features learned by the BAGLS
segmentation model transferred effectively to MGH data. These learned features provide a
solid foundation for improving performance when retrained on even small amounts of MGH
data.
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(a) ASSD vs Number of MGH Patients. Left: No Pretraining. Right: Pretrained on BAGLS.
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(b) Dice, Open Dice, and Closed Dice vs Number of MGH Patients. Left: No Pretraining. Right:
Pretrained on BAGLS.
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(c) loU vs Number of MGH Patients. Left: No Pretraining. Right: Pretrained on BAGLS.

Figure 4.5: Segmentation performance on test set after training or retraining on varying
numbers of MGH patients. Each row compares the metric’s performance with "No Pretraining"
(left) and "Pretrained on BAGLS" (right).
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Chapter 5

Segmentation-then-Classification

In this chapter, we explore a cascading approach for PVH severity prediction. First, we use a
segmentation model to segment the glottis. Then, we pass this segmentation of the glottis
along with the image into a classification model to predict PVH severity. Since the glottis
is the key part of the image used for clinical diagnosis, we hypothesize that incorporating
glottis segmentations would improve classification performance, particularly in our low-data
regime. We begin by evaluating the impact of incorporating segmentations on classifying
PVH versus non-PVH within the BAGLS dataset. Next, we shift to the MGH dataset. First,
we evaluate our best segmentation model’s ability to improve PVH severity classification.
Then, we examine how variations in segmentation quality affect classification performance.

5.1 Healthy vs PVH Classification on the BAGLS dataset

We first evaluated our approach on the BAGLS dataset, which, unlike the MGH dataset, has
an abundance of labeled segmentation data. We incorporated ground truth segmentations
for binary classification of healthy versus PVH. This allowed us to validate our approach
before moving to the more challenging four-class severity classification presented by the MGH
dataset (c.f. Section 5.2).

5.1.1 Experiment Setup

As shown in Table 4.1, there are 36; 550 healthy and 700 PVH patients in the training set and
2;450 healthy and 100 PVH in the test set, reflecting a large class imbalance. To address this,
during training, we randomly selected 125 PVH samples and 125 healthy samples. During
testing, we used all 100 available PVH samples and randomly select 125 healthy samples. We
restrict the train and test set size to 250 to align with the size of the MGH dataset. This
approach allows us to assess the impact of incorporating segmentations in scenarios where
the dataset size is small.

To evaluate the effect of incorporating glottis segmentations, we used two model configu-
rations: (1) No Segmentations and (2) With Segmentations. The No Segmentations model
uses a standard 3-channel RGB image input. The With Segmentations model uses the image
and the glottis segmentation label (present in the BAGLS dataset). For both models, we
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fine-tuned only the final fully connected layer. We applied the following data augmentations:
random brightness and contrast, random rotations (up to 20 degrees), random zooming, and
Gaussian noise in both configurations. We used BCE with logits as the loss function, a batch
size of 12, a learning rate of le-4, and a maximum of 1000 epochs.

5.1.2 Results and Discussion

Model Test Accuracy
Majority Class 0.56
No Segmentations 0.87
With Segmentations 0.94

Table 5.1: Effect of incorporating segmentations in detecting PVH on the BAGLS dataset.

The model trained with segmentations as input achieves a higher test accuracy (0.94)
compared to the model without segmentations (0.87), as shown in Table 5.1. These findings
show that segmentations can improve classification performance in small datasets.

5.2 PVH Severity Detection on the MGH dataset

This experiment investigates whether glottis segmentations, when combined with the original
input image from the MGH dataset, can improve the prediction of PVH severity. This
approach is motivated by the hypothesis that highlighting clinically relevant regions can
complement the broader information in the original image, potentially improving classification
performance. The healthy vs PVH binary classification experiment on BAGLS (c.f. Section
5.1) validated this hypothesis, and we will now examine it on the more complex four-class
severity classification task.

5.2.1 Experiment Setup

As the basis for our classification model, we use a ResNet model pretrained on the ImageNet
dataset. We adapt it by modifying the first layer to accept four channels to enable the
model to take both an RGB image and a segmentation as input. We examine two types of
segmentations as input to the model: (1) model-generated segmentations (i.e., the outputs of
the models in Section 4.2) and (2) ground-truth segmentations. We are primarily interested
in the performance using model-generated segmentations, since a fully automated approach
is more practical for real-world use. Using the ground truth segmentations provides us with
an upper bound on the performance we could expect to get with perfect segmentations.
We use the five segmentation models trained on each of the folds of the MGH dataset
(c.f. Section 4.3) to generate glottis segmentations. Each segmentation model is paired
with a corresponding classification model trained on the same folds, ensuring consistency
between the training data used for the segmentation and classification stages. For instance, a
segmentation model trained on the first four folds is used to generate segmentations that are
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used to train the classification model, while the remaining fold serves as the test set for both
tasks.

We first explore the performance of three main approaches to severity prediction: direct
classification, classification with ground-truth segmentations, and classification with model-
generated segmentations. For the classification with model-based segmentations we use the
classification model with the best validation accuracy in Section 5.2.3 and the segmentation
model that performed best on the validation data from Chapter 4, i.e., the model pretrained
on BAGLS and retrained on MGH.

Next, we examine the impact of different hyperparameters settings in Section 5.2.3.
The hyperparameters are the choice in classification architecture (between ResNet-18 and
ResNet-50), training strategy (only training the first and last layers versus the entire model),
and augmentation set (base or expanded). The base set (noted as “(base)” in Table 5.4) is
comprised of random brightness contrast, rotation up to 40 degrees, random resized crop,
transformation to create a black border, and Gaussian blur. The expanded set (“(expanded)”
in Table 5.4) includes the augmentations in the base set plus horizontal flipping, random
gamma adjustments (to modify luminance or brightness while preserving contrast), and
Gaussian noise.

For model training, we use the Cross Entropy Loss, the Adam optimizer, a learning rate
of le-5, a batch size of 16, and a maximum of 500 epochs. We fixed the random seed at 42 to
ensure reproducibility.

5.2.2 Main Results

For each of our three main severity prediction approaches, we choose the best hyperparameter
setting based on the validation data (c.f. Table 5.4) and report the performance here Table
5.2.

Method Val Acc Test Acc Precision Recall F1-Score

Direct classifica- 0:64 0:.07 0:53 0:04 050 0:19 050 025 048 0:19
tion

Segmentation- 0:894+0:01 0:64+0:04 0:60+0:27 0:59 0:21 0:58+0:24
then-classification

(ground truth)

Segmentation- 0:87 001 061 004 058 021 0:59+0:18 057 0:19
then-classification

(model-based)

Table 5.2: Performance comparison of the best-performing PVH classification models using
None, Ground-truth, or Model-generated segmentations.

Table 5.2 shows that incorporating segmentations, regardless of whether the segmentations
are the ground-truth or model-generated, results in a maximum increase of 0.11 in test accuracy.
Training a classification model with ground-truth segmentations achieves the highest test
accuracy of 0:64 0:04. However, using model-generated segmentations achieves nearly
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Class Accuracy Precision Recall F1-Score

Normal 0:86 0:03 0:71 0:06 0:784+0:13 0:74 0:06
Mild 0:71 0:03 0:6740:07 042 0:03 052 0:05
Moderate 0:77 0:03 0:22 0:12 0:41 0:14 0:28 0:12
Severe 0:87+£0:02 0:72 0:07 076 0:08 0:734+0:02

Table 5.3: Average Precision, Recall, and F1-Score across five folds for ResNet-50 classification
model trained on segmentations from a model pretrained on BAGLS and retrained on MGH.

the same performance as using ground-truth segmentations, reflecting the robustness of the
classification model to this variation in segmentation quality.

The direct classification approach achieves the lowest scores for all evaluation metrics
considered. The model has high rates of false positives, indicated by its low precision score
of 0:50 0:19, as well as false negatives, indicated by its low recall score of 0:50 0:25. In
contrast, the model trained on ground-truth segmentations achieves a precision of 0:60 0:27
and recall of 0:59 0:21, suggesting that it is effective at identifying the true positives for
each class.

We report the class-specific precision, recall, and F1 scores of the model-generated
segmentation-then-classification approach in Table 5.3. We observe that the model is more
adept at classifying extreme cases than the intermediate ones since the normal and severe
classes have the highest Fl-scores. The lower recall (0.42) compared to the precision (0.67) of
the mild class indicates that the model tends to underpredict this class. The lower precision
(0.22) than recall (0.41) in the moderate class shows that the model is overpredicting this
class. The low Fl-score (0.28) of the moderate class indicates poor overall performance for
this class.
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Figure 5.2: Normalized confusion matrix for
severity prediction with trained ResNet-50
using segmentations generated from model
BAGLS+retrained on MGH dataset

Figure 5.1: Normalized confusion matrix for
severity prediction with trained ResNet-50
using ground-truth segmentations
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In Tables 5.2 and 5.1, we report the confusion matrices across the different severity classes
when the classification model uses either ground-truth or model-generated segmentations.
Mild and moderate classes are more challenging to classify, with substantial misclassification
between these two categories. Specifically, regardless of whether using ground-truth or
model-generated segmentations, moderate cases are often predicted as mild (up to 0.62).
Mild cases are frequently misclassified as moderate (up to 0.16 when using model-generated
segmentations). This pattern aligns with clinical observations, since clinicians also struggle
to differentiate between mild and moderate PVH.

5.2.3 Impact of Hyperparameters

Model Training Setup Segmentation Method Val Acc Test Acc
ResNet-18

Train first/last (base) GT 0:69 0:03 0:53 0:04

MGH 0:64 0:06 0:53 0:09

Train all (expanded) GT 0:80 0:02 0:59 0:10

MGH 0:80 0:03 0:58 0:10

BAGLS+MGH 0:79 0:02 0:58 0:.01
ResNet-50

Train first/last (expanded) GT 0:64 0:03 0:51 0:07

MGH 0:65 0:04 0:53 0:08

BAGLS+MGH 0:65 0:04 0:49 0:09

Train all (expanded) GT 0:89 £0:01 0:64 +0:04

MGH 0:89 0:02 0:60 0:03

BAGLS+MGH 0:87 0:01 0:61 0:04

Table 5.4: Performance comparison of ResNet-18 and ResNet-50 classification models with
different setups and segmentation methods. The segmentations are the ground-truth (GT) or
generated from segmentation models trained on MGH (MGH), or pretrained on BAGLS and
retrained on MGH (BAGLS+MGH).

We evaluate the performance of segmentation-then-classification severity prediction mod-
els across three factors: classification architecture (ResNet-18 versus ResNet-50), training
strategy (training only the first and last versus training the entire classification model), and
augmentation set (base or expanded). These settings are tested using three types of segmen-
tations: ground-truth, a model trained on MGH data, and a model pretrained on BAGLS and
retrained on MGH. The results, summarized in Table 5.4, reveal several important trends.

First, retraining the entire network consistently outperforms retraining only the first
and last layers across all configurations. For instance, retraining all of ResNet-50 with
the expanded set of augmentations and ground truth segmentations achieves an average
test accuracy of 0.64, compared to 0.51 for retraining only the first and last layers. This
demonstrates the advantage of allowing the model to fine-tune all layers to better adapt to
the severity classification task.
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Second, retraining all layers of the larger ResNet-50 model improves both validation and
test accuracy compared to any of the approaches that use ResNet-18. The highest performing
model, with an average validation accuracy of 0.89 and test accuracy of 0.64, is the one in
which we retrain all layers of ResNet-50 with augmentations and ground truth segmentations.
ResNet-50 outperforms ResNet-18 likely because the larger capacity of ResNet-50 enables it
to capture more complex patterns in the data, leading to improved performance.

When comparing segmentation sources, we find that the approaches that use model-based
segmentations perform similarly under the same training setups. For example, when using a
ResNet-50 backbone and expanded augmentation set, the approach that uses the segmentation
model that was trained only on MGH obtains a test accuracy of 0:60 0:03 and the one
pretrained on BAGLS achieves 0:61  0:04. This similarity is expected, given that the two
segmentation models achieved similar segmentation performance in our experiments in Table
4.5.

5.3 Impact of Segmentation Quality on Classification Per-
formance

In this section, we explore how the quality of the segmentations used as model inputs impacts
the accuracy of PVH severity prediction. In Section 4.4.4, we assessed segmentation models
pretrained on BAGLS and retrained on subsets of varying sizes of MGH patient data. Now,
we examine the impact of using segmentation models that produce a range of lower-quality
segmentations. Specifically, we aim to understand how accurate the segmentations need to
be to assist with classification performance.

5.3.1 Experiment Setup

We follow the same segmentation-then-classification setup as in our other experiments (c.f.
Section 5.2), with a few key differences. Instead of using segmentation models trained on the
full MGH training set, we use models trained on subsets of 25, 50, 75, or 85 MGH patients
(c.f. Section 4.4.4). Additionally, we set the learning rate to le-5, limit training to 500 epochs,
and use the base augmentation set. We selected ResNet-50 for this experiment, as it achieved
the best performance in Table 5.4. This experiment uses a single-split, where each model
is tested on a fixed single fold to reduce variability that could be created by testing across
different folds. As with our experiments in Section 5.2, we evaluate two training strategies for
the ResNet-50 architecture: retraining only the first and last layers and retraining all layers.

5.3.2 Results and Discussion

In Table 5.5, we display the performance of the segmentation-then-classification approach
when using segmentation models trained with varying amounts of MGH data. As the number
of patients increases, both the segmentation performance and the classification performance
generally increase. This aligns with our expectation that classification performance will
increase with segmentation quality. However, we note that an increase in segmentation
accuracy is not always associated with an increase in classification accuracy (and vice versa),
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Training Setup Number of Patients Segmentation Dice Segmentation ASSD Max Val. Acc. Test Acc.

Majority Baseline N/A N/A N/A N/A 0.29
Retrain first and last layer of ResNet-50
25 0.878 = 0.00 0.74 = 1.96 0.45 0:27
50 0.878 + 0.02 0.83 +2.14 0.36 0:42
75 0.880 + 0.00 0.25 = 0.51 0.55 0:44
85 0.880 + 0.16 0.31 + 0.68 0.55 0:44
Retrain entire ResNet-50
25 0.878 = 0.17 0.74 = 1.96 0.64 0:50
50 0.878 + 0.16 0.83 +2.14 0.75 0.60
75 0.880 + 0.17 0.25 + 0.51 0.77 0.60
85 0.880 = 0.16 0.31 + 0.68 0.86 0.60

Table 5.5: Performance (maximum validation accuracy during training and image-level
test accuracy) of ResNet-50 classification model in single-split setting using segmentations
generated from BAGLS-pretrained segmentation model retrained on 25, 50, 75, or 85 MGH
patients. We also report the segmentation performance of the segmentation model used in
each experiment.

indicating that the relationship between the two metrics is more complex than a simple linear
correlation would suggest. We also observe that as the number of patients increases, the
segmentation and classification performances plateau around 50-75 patients, with the model
reaching a test accuracy of 0.60 when all layers are retrained.

We observe that retraining all layers of ResNet-50 consistently outperforms retraining only
the first and last layers, regardless of the MGH subset size used to retrain the segmentation
model. Specifically, retraining the entire model on just 25 patients achieves an average test
accuracy of 0.50, which is higher than retraining only the first and last layers on all 85
patients (0.44).
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Chapter 6

Conclusion

In this work, we developed a tool to assess PVH severity from stroboscopic images. We
evaluated two approaches: a direct classification model and a segmentation-then-classification
pipeline. The segmentation-then-classification approach incorporates segmentations of the
glottis as an additional input, thereby helping the model to focus on the clinically relevant
part of the image. We first built a glottis segmentation model that is competitive with
current benchmark methods. We then demonstrated that incorporating glottis segmenta-
tions—whether generated by our segmentation model or manually segmented— enhances
the performance of PVH severity classification compared to the direct image-to-severity
classification approach. Moreover, the classification performance of the segmentation-then-
classification model proved robust to variations in segmentation quality, highlighting that
even imperfect segmentations can provide improvements over direct classification methods.

While our work establishes a strong foundation for automatic image-based PVH severity
detection, several limitations remain. These include reliance on individual frames instead
of VS video, the risk of error propagation within a two-step pipeline, and the application
of Dice loss rather than boundary-sensitive metrics. These limitations point to several key
areas for future work. Extending this approach to segment and predict PVH severity across
time in videostroboscopy, without relying on individual image frames, could yield additional
insights by capturing temporal dynamics and providing more context for accurate severity
prediction. Second, our current models operate in a two-step pipeline (segmentation followed
by classification). Exploring multi-output architectures that predict both a clinically-relevant
segmentation (e.g., the glottis or its boundary) and PVH severity simultaneously could
streamline the process and possibly improve performance. Third, in this work, we evaluate
segmentation quality of abducted and adducted images using Dice. Future work can also
explore adapting ASSD or similar boundary distance-based metrics as loss functions, since
capturing the glottis boundary is critical for clinical PVH detection. This could help identify
potential areas of improvement in the model’s segmentation performance, particularly in
cases where subtle shape variations are present. These advancements will contribute to more
timely PVH severity diagnoses, enabling large-scale clinical studies and facilitating earlier
intervention for improved patient outcomes.
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