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Quantum computational finance: quantum algorithm for portfolio optimization
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We present a quantum algorithm for portfolio optimization. We discuss the market data input of
asset prices, the processing of such data via quantum operations, and the output of financially relevant
results. Given quantum access to a historical record of asset returns, the algorithm determines the
optimal risk-return tradeoff curve and allows one to sample from the optimal portfolio. The algorithm
can in principle attain a run time of poly(log(N)), where N is the number of assets. Direct classical
algorithms for determining the risk-return curve and other properties of the optimal portfolio take
time poly(N) and we discuss potential quantum speedups in light of efficient classical sampling

approaches.

Author’s note: This paper first appeared as the preprint /E| J. We retain the structure and content of the
original manuscript with minor modifications and corrections. Since the original manuscript, many works
have appeared at the intersection of finance and quantum computing. We include a short list and overview

of some of these works.

I. INTRODUCTION

Quantum computing promises advantages for certain problems, including prime factoring, hidden sub-
group problems, and unstructured search é]. Quantum computers perform favorably the task of processing
vectors in large-dimensional Hilbert spaces. For n quantum bits (qubits), the corresponding Hilbert space is
2" dimensional and a normalized quantum state over n qubits is fully described by 2" — 1 complex numbers.
Many basic quantum subroutines, such as the quantum Fourier transform, operate with a gate complexity
O (poly(n)) while manipulating all the coefficients classically would take O (2") operations. Quantum
computin@ also provides speedups for sparse matrix inversion via the Harrow-Hassidim-Lloyd (HHL) algo-

rithm [Q

algorithms such as the quantum matrix inversion algorithm provide the solution in the form of a quantum

], an algorithm that finds application, e.g., in data fitting [B] and machine learning [B]. Because

state, care must be taken to insure that the algorithm can reveal the desired output in time O (poly(n)) H].
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Modern finance employs large amounts of computational resources for a variety of tasks. Computers
are used for example for the analysis of historical data, high-frequency trading, pricing of exotic financial
derivatives, portfolio optimization and risk management @]. The complexity often arises from the
analysis of time series of asset prices over long periods involving many assets, motivating the use of quantum
computing for financial problems. Quantum mechanics in combination with finance has been considered
before. One avenue is the application of techniques from quantum physics, such as path integrals, to options
pricing [B, B]. With the advent of intermediate-scale quantum computers, employing their power in
finance is becoming more and more viable. We provide an overview of some of the works at the intersection
of quantum computing and finance below. At the point when this work first appeared, no gate model

quantum algorithm for portfolio optimization had been exhibited.

A. Our work

Portfolio management, portfolio optimization, and risk analysis are important aspects of computational
finance [@]. Certain versions of portfolio optimization can be phrased as an equality-constraint quadratic
programming problem: one finds the portfolio that maximizes expected return for fixed standard deviation
(risk), or, equivalently, that minimizes the standard deviation of the return for fixed expected return. The
oraph of maximal returns for fixed risk/minimum risks for fixed returns is called the risk-return curve, see
for a figure. Determining the risk-return curve and identifying the portfolio that maximizes return for
a given risk is a central task of classical portfolio management. Quadratic optimization is a problem that is
known to be susceptible to speedup via quantum computation. In this work, we apply the quantum linear
systems algorithm and its variations [B, u] to obtain the the risk-return curve and to identify the minimal-risk
portfolio for given desired return. The optimal portfolio is presented as a quantum state which can then be
sampled from or measured.

The quantum portfolio optimization algorithm can exhibit a run time that is logarithmic in the number
of assets and the number of time steps. Suppose that there are N possible investments and 7' time in-
stances, and our data set consists of 7" N-dimensional vectors of the historic returns for those investments
stored in random access memory (RAM). Direct classical algorithms for portfolio optimization proceed by
constructing the N x N covariance matrix for the returns, using O (T'N?) operations/calls to RAM, and
implementing its pseudo-inverse (O (N 2) operations/memory calls) to construct the optimal risk-return
curve and to find the portfolio that maximizes return for a fixed value of risk. The quantum algorithms
for portfolio management presented here potentially find the risk-return curve and reveal the quantum state

corresponding to the optimal portfolio in time O (poly log(T'N)). We discuss methods for loading the fi-



nancial data via quantum random access memory and the preparation of the necessary input data structures,
which are the expected return vector and the covariance matrix. If the relevant data is stored in quantum
random access memory (QRAM) IE], so that the quantum computer can access it in quantum parallel,
then a quantum computer can implement the HHL linear systems algorithm and its variants ,u], quantum
walk Hamiltonian simulation methods, and the quantum state exponentiation method [@,] to implement
the matrix pseudo-inverse and to solve the quadratic optimization problem. The quantum algorithm for
performing the pseudoinverse can take O (poly log(T'N)) operations/memory calls. Of course, loading the
data set into the qRAM to begin with takes time O (T'N): the logarithmic run time refers to the analysis
of the data once it has been loaded into memory. The algorithm returns the optimal portfolio as a quantum
state vector (dimension /V) that attains the maximum return for a given value of the risk. To determine the
exact composition of the optimal portfolio would take time O (V) to determine each component of that state
vector. We can, however, sample from the optimal portfolio: the probability of returning a particular stock
is proportional to (the square of) its weight in the portfolio. Moreover, we can make quantum measurements
on the optimal portfolio state to determine its weight in different sectors, e.g., energy, telecommunications,
technology, etc. We can also compare the expected return and variance of any specific portfolio with that
of the optimal one, to determine the degree of sub-optimality. Finally, we can map out the efficient frontier,
that is the optimal risk-return trade-off curve, in a time O (log T'N'), where T is the time horizon (number
of time steps) and [V is the number of assets in the portfolio. We note quantum-inspired classical algorithms
that, using importance-sampling data structures, give a logarithmic run time, for example for recommenda-

tion systems, principal component analysis, and supervised clustering [QQ]

B. Works on quantum finance with a focus on portfolio optimization

We provide an overview of works and the intersection of important financial problems and quantum
computing. The second part of this subsection discusses portfolio optimization in particular. We note
reviews B]. The main thrusts of quantum computin for finance are pricing of financial derivatives,
ortfolio optimization and other optimization problems, and applications of quantum machine learning
bl

One main direction is Monte-Carlo quantum speedups for financial problems. Monte Carlo estimation
allows one to estimate expectation values of random variables, which is a crucial subroutine in modern
finance. Quantum algorithms for Monte-Carlo estimation rely on the quantum amplitude amplification

and estimation algorithms [@] and have been discussed with different assumptions in ], e.g., with the

assumption of a known variance bound of the random variable. Subsequent refinements include [30, [31]



for heavy-tailed distributions, without prior information on the variance, or for the multi-variate case. The
use of quantum algorithms for Monte Carlo estimation can allow up to quadratic speedups for derivative
pricing [@] and risk management B], inspiring further works in the quantum option pricing context.
A variety of different options such as basket options and prototype hardware realizations were discussed
in34]. Ref. B] discusses estimating sensitivities (Greeks) using quantum gradient algorithms. For target
accrual redemption forwards, a detailed discussion of all the steps of quantum options pricing including a
threshold for quantum advantage was given in [Q]. Ref. B] considers multi-level Monte Carlo estimation
for unraveling stochastic differential equations with applications to local volatility models, the later also
considered in [@]. Ref. @] considers European call options in the Heston model. Interest rate derivatives
in the Heath-Jarrow-Morton framework were discussed in [40]. Ref. [|;|] discussed an unary approach.
Beyond single exercise times, American/Bermudan options require Monte-Carlo evaluations with dynamic
programming , ]. While theoretically exhibited quantum advantages for options pricing would have
significant impact on the financial sector it remains to be seen when the quantum computing hardware is
powerful enough to execute these algorithms in the foreseeable future and whether quantum computing is
competitive in realistic scenarios using the best classical algorithms and hardware.

Portfolio optimization has received arguably more attention in the quantum computing context than
options pricing. Several financial optimization problems have been considered by 1Qbit [44] in the con-
text of the D-Wave machine and the quantum adiabatic computing/annealing paradigm. In the annealing
context, portfolio optimization was discussed in , ]. Inspired by the annealing/adiabatic approach,
the Quantum Approximate Optimization Algorithm (QAOA) [47] and the similarly acronym-ed Quantum
Alternating Operator Ansatz E] are general quantum tools for optimization problems. In particular they
apply to problems that can be formulated as quadratic binary unconstrained optimization (QUBO), such as
MaxCut [47] and many other problems [49]. Portfolio optimization, especially with binary or integer vari-
ables, can be mapped to QUBO, and many studies have benchmarked a variety of techniques and settings.

-

discusses sampling and device errors. Ref. [53] developed a quantum walk-inspired QAOA method. Varia-

Reference @] considers a multi-period setting. Ref. ] considers counter-adiabatic terms. Ref.

tional quantum algorithms [@] and quantum circuit Born machines [Q] were benchmarked with portfolio
optimization as well. In the fault-tolerant setting, Ref. [56] gives a quantum algorithm with non-negativity
constraints, using the quantum interior point algorithm. Ref. [@] obtained a polynomial asymptotic ad-
vantage in a multi-period online setting using amplitude amplification techniques. Ref. [58] proposed a
hybrid algorithm for near-term devices based on the HHL setting. Portfolio optimization is highlighted in
the review [@] on quantum optimization as problem with broad variety of formulations, significant industry

impact, and usefulness as a benchmarking problem.



The HHL algorithm is one of the inspirations for quantum linear algebra methods. Quantum singular
value transformation is a unified framework for quantum algorithms based on matrix block encodings and
polynomial transformations of singular values ,]. In particular, the matrix inversion output state can
be prepared with a cost that is O(log(1/¢)) in the target accuracy e. Near-optimal query complexity is
achieved via eigenvalue filtering Q]. Alternative approaches rely on ideas inspired from adiabatic quan-
tum computing encode the solution into the groundstate of a Hamiltonian [@]. Based on this and similar
encodings, variational [@, Q] and post-variational methods [@] for solving linear systems with an eye on
more near-term realizations were developed. The main challenges for achieving efficient quantum linear
algebra revolve around providing efficient access to the input quantities, ensuring that the matrices are ef-
fectively well-conditioned such that the quantum subroutines are efficient, and making use of the output

quantum state. These challenges appear as well in the context of portfolio optimization, and we discuss

them in the corresponding sections.

II. MARKET DATA

A. Prices and returns

The sheer size of the financial market means that a vast amount of data is processed by the electronic ex-
changes. For each asset, such as stocks, bonds, options, and so on, the prices are moving on ever-shortening
time scales, as short as milliseconds or below. For managing a diversified portfolio or for performing a quan-
titative analysis of the economy [B], a large number of high-dimensional vectors have to be processed. A
high-dimensional vector can represent the prices or returns of an asset over a particular time period, which
is a time series of the asset.

Let a time horizon be defined by a starting time, labeled 1, and a final time, labeled 7" € Z . Let the
“ticks” be the time points labeled by the integers {1,--- , 7’} within the time horizon. Note that we use
the shorthand notation [T'] = {1,--- ,T"}. Here, the time difference between the ticks is normalized to 1
which depending on the desired application can be below milliseconds.

Let us focus on a single asset first with the known prices II(¢') > 0 where ¢ € [T”]. A return of a
financial asset is a percentage profit or loss over a defined time period. Let this time period be a positive
integer At € 7., which is typically At < T” and often larger than a single tick At > 1. An example is
24-hour returns given data with minute-spaced ticks. The return for the asset can only be defined after the
first time period At, and for time ¢’ € {At +1,...,7"} is given as

g () =TIt — At)
yit) = I(t — AL

)



To simplify the notation, we define 7' € Z to be the number of time points where we have returns, i.e.,
T = T'— At. Most importantly, we define the returns y(¢) := y/(¢t+ At) for the time variable ¢ € [T]. In the
remainder of this manuscript, we use the returns y(¢) with the time parameter ¢ € [T]. As we are interested
in portfolio optimization, let there be IV assets, and we denote their returns by a vector #/(t) € R, where
t € [T]. We denote the price of the asset s € [N] at time ¢’ € [T'] by I14(¢') and a component of #(¢) by
ys(t) for t € [T7.

B. Expected return and covariance

The important quantities in this work will be the vector of expected returns and the covariance matrix.
Based on the previous subsection, we denote the historical returns over a total time interval 7" and a time
period At for the different assets by a vector ¢(t) for t € [T']. From the time point of today, we would like
to optimize a portfolio for a future time point which shall be At ticks away. We model the future returns
of the NV assets by a vector of random variables denoted by Y. The distribution of ¥ is unknown and we
assume that the historical information is adequate for computing expectation values and covariances of this

return random variable. The expected return is defined as
Rl .—FE M : @)

where the superscript denotes the “ideal”” expectation value over the unknown distribution. Based on the
historical prices discussed in the previous subsection, we obtain an empirical estimate of the expected return

via

T
R=2> i) 3)

t=1

M=

Assuming o is the standard deviation of each return of asset s € [IV], the standard deviation of the empirical
expected return R, is O (03/ VT ) Similarly, the covariance matrix is defined via the mean-normalized

returns as
54— B [(? ) (7 - faidﬂ | @)

An empirical estimate can be obtained from the samples as

T

=) (1t - R)Ft) - R )

=1
The empirical returns and covariance matrix are also called historical returns and historical covariance

matrix and will serve as the inputs to the portfolio optimization algorithm.



III. QUANTUM MARKET DATA

A. Quantum data access

For the data input into the quantum computation, we follow closely the discussion on quantum Random
Access Memory (QRAM) in QE] Let Ngata € Z be the number of data points and let d; be given data
with i € [Ngata]. Take d; to be the m-bit approximation for these data and assume that the implied error
is smaller than other errors in the problem and the quantum algorithm. We assume access to the following

query operation

Naata Naata
D alom) = D aili)lds), (6)
=1 =1

where «; € C are arbitrary amplitudes (normalized) and [0") = |0) - - - |0). One way to implement such
an operation is via quantum random access memory (QRAM) ,'ﬁ]. Assume that the data are stored in
a classical information storage medium such as a CD or classical RAM. The value d; of the data is stored
in the 7’th cell of the memory. Classical RAM can be turned into gqRAM by a set of quantum switches
allowing the memory cells to be accessed. The quantum switches are arranged as a branching tree of
with depth O (log Ngata) and width Ng,¢,. In addition, we need a quantum register with log Nyat. qubits,
whose contents label the memory cell to be accessed. Quantum RAM allows a quantum-parallel access
of the data. As shown in [17, Q], gRAMs have the surprising feature that even though all O (Ngata)
switches in the array participate in a memory call in quantum parallel, the expected number of switches
that are actually switched or activated is log Ngata: consequently, the energy requirements and amount
of decoherence induced by a memory call is proportional to the logarithm of the memory size. When
we compare the performance of a quantum algorithm to a classical algorithm, we assume that data can
be accessed via classical RAM or quantum RAM, respectively. We note discussions on the difficulty of
the physical implementation of qRAMs @H] Specializing to the financial use-case, there are various

potential ways of the financial data being presented as an input to the quantum computation, as we discuss

now.

B. Expected return and covariance

We start with a setting where the prices are stored and accessed via quantum RAM. Consider Section [

for the definitions.

Data Input 1 (Prices). Assume the qRAM availability of the prices I14(t) to m-bit approximation, where

s € [N]and t' € [T"], and m is such that the inaccuracies are negligible compared to other errors.



Based on this data input, we show how to create the expected return and the covariance matrix for the

quantum finance algorithms. Input () provides an operation
[$)[¢)]0™) = [s)[¢')TLs(¢')). )

From this operation the single-step returns can be computed and stored in a m-bit encoding by a reversible

operation on the qubit registers, for ¢’ € {At+1,--- ,T'},
L (¢) [T (' — At))0™) — |TL(¢) [T (¢ — Ab)) |y, (¢)). (8)
Here, |y.(t')) is a multi-qubit state storing /., (¢') in m-bit binary representation. Thus, with small polyno-

mial overhead, we are able to construct the operation

[)[0)107) = [9)[H)]ys(£)), €)

for t = [T, using additional oracle calls to uncompute the prices. To obtain a quantum state related to the

return vector ¢/, we perform a controlled rotation of an ancilla qubit as

s ()10) = 5s(0)) (VT = s(020%(0) + us()31L)) (10)

where we choose 0 < § such that |y (¢)|0 < 1 for all s,¢. We apply the sequence of price oracle query,
return calculation, and controlled rotation to the superposition ﬁ ST SN [#)]s). Uncomputing the

data registers and measuring the ancilla in state |1) in such a superposition then gives the state
T N
=1s 1

with [[y|lr = 3, , yg(t) = >, |l5(t)||3 . Here, we obtain the quantum states encoding the returns for the

ZHy M2 37(E)) =: x), (11)

HyH

times ¢ in amplitude encoding

The success probability of the ancilla measurement is P, = 6% st ys(t)?/TN. When we assume most of
the returns are y,(¢) = ©(1), then P, = Q(1). The number of repetitions to success can be improved via
the use of amplitude amplification @]

We now turn to the preparation of the vector of expected returns. We generate the vector of expected
returns by first applying a Hadamard operation to all qubits of the time register of |y) and then measuring
the computational zero state. Schematically, this step is given by

T
T S IR

t=1 s=1 \t=1



Here, C% =" (3", ys(t))?. The success probability of this measurement is given by Pr = C% /(T ||y||%).
Again, if y5(t) = ©(1), then the success probablity Pr = Q(1). A simple quantum finance algorithm can
be obtained by sampling of the quantum state \E> A particular stock |s) is measured with the probability
<M>2 Thus, sampling can give an indication of the assets with the largest returns, especially if
certain assets dominate the return vector.

In addition, we can prepare a quantum density matrix proportional to the covariance matrix of the re-
turns. In Appendix [Al we show how to prepare a state |\) = m doslt)s) (ys(t) -1 Zzzl y3(7)>,
with ||g]|% = dots <y5(t) — 7 I y8(7)>2 = (T — 1)trX, that amplitude-encodes the mean-normalized
returns. If we take a partial trace over the time register of this state |), we obtain the (normalized) covari-

ance matrix in the subspace of the asset label

N T

T T
T = o D0 D <ys<t> - %Zysm) (.ys/(t) ~ Zysm) o

1517 22, &

b))
= = 14
try (19

The average return Eq. (I3) and the covariance matrix Eq. (I4)) are the main quantities to be used for
the portfolio optimization. Another simple quantum algorithm follows. By measuring this covariance
matrix one can obtain samples of the assets with the largest variances and pairs of assets with the largest

covariances.

C. Additional data input for prices and expected returns

For the quantum portfolio optimization algorithm, it will be advantageous to assume a particular data
structure embedded in qRAM. In ], Kerenidis and Prakash (KP) use a specific binary-tree data structure
to store vectors, which is also a common assumption in randomized algorithms , , E, ]. Each node
of the tree stores the subnorms, i.e., the sums of squares of the entries of the vector corresponding to the
nodes below. The lowest nodes store the squares of the vector elements and their signs. A similar idea of
storing subnorms in quantum RAM was previously discussed in [E]. Such a natural data structure can be
embedded in quantum RAM itself and has the advantage that it can be updated efficiently and continuously
and allows for a deterministic state preparation analogous to Grover-Rudolph [@] including signs.

For the budget constraint of the portfolio optimization problem we require today’s prices of the assets,
denoted by Il for s € [N]. The following input provides the discussed data structure for the prices in
qRAM.
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Data Input 2 (KP for prices). Assume a KP data structure embedded in gqRAM for present day’s asset
prices Ils, s = [N].

This data structure allows the preparation without measurement of the state

flogm - I, 1
jofoe N — IHH Z B) (15)

with [|TT[|3 = S__| TT2. The next data input assumes that even the average returns are already precomputed

and stored.

Data Input 3 (KP for average returns). Assume a KP data structure embedded in gRAM for the average

returns Rs, s = [N].
Using this data input, we can perform deterministically the operation [0/°& N1y — ]ﬁ> No measurement

is required in contrast to Eq. (I3)).

D. Precomputed covariance matrix

In Sec. I Bl we prepared the covariance matrix as a density matrix. Alternatively, in some cases the
covariance matrix is already precomputed and stored. Assuming the corresponding quantum access to
the matrix elements allows the use of well-studied quantum walk methods for employing ¥ in a quantum

algorithm.
Data Input 4 (Covariance matrix). Assume access to the elements ;. by querying an oracle as follows:
FRNO™) = |7k)[5k)- (16)

In addition, for sparse matrices, we assume the following data input for allowing direct access to the

non-zero elements of the covariance matrix.

Data Input 5 (Sparsity). Let i = [N|] and | = [sx], where sy, is the sparsity of ¥. Assume access to the
operation |i,l) — |i, gx(i,1)), where the efficiently computable function gs(i,1) gives the column index of

the l-th nonzero element of row i of matrix 3.

The use of these operations will be discussed in Section [V Al

10
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IV. PORTFOLIO OPTIMIZATION

Markowitz is recognized for introducing the modern version of portfolio theory ]. An optimal in-
vestment strategy achieves a certain desired return while risk is minimized, which is the setting we consider
here. Equivalently, the problem can be posed as attaining a certain desired risk while maximizing the re-
turn. This simple idea of risk-return optimization leads to the notion of portfolio diversification, that is, the
optimal portfolio is likely one investing in many relatively uncorrelated assets. In contrast, when the chosen
strategy is to only optimize returns, one obtains that the optimal portfolio selects only the single asset (or a
few assets) with the highest expected return, irrespective of the risk involved.

The assets are specified by a vector of today’s asset prices given by I, the historical expected return
vector of the assets K, and the historical correlations in the assets given by 3. Note the sampling errors
when using R versus R'd and 3 versus 39, which carry over to the quantum algorithm. Let the total wealth
of an investor be given by & > 0. This wealth shall be allocated in the assets, specified by a portfolio
allocation vector @ € RY which gives the amount invested in each asset. Here, we allow for short-selling,
which means that the entries of @ can be negative. Based on the total wealth, we obtain the constraint for
the portfolio given by £ = I17%. Based on the historical returns, the portfolio has an expected return given
by RT%. In addition, the portfolio risk can by specified as @’ X. The portfolio optimization problem
considered here is that the investor would like to achieve an expected return p = RT4, while minimizing

the portfolio risk @’ ¥u. Thus, the problem is an equality-constrained quadratic program as follows:

ming ! S (17)
st. RTw =y, (18)
07 =¢. (19)

We may also redefine the portfolio vector such that the last equality becomes 1@ = ¢, where 1 is the
vector of all 1’s, Introduce Lagrange multipliers 6 € R and ) € R for the equality constraints Eqs. (I8]) and
(I9). From the Lagrange function and the first-order conditions, we obtain a linear equation system. The
linear equation system to solve for the optimization problem is given by M ¥ = b, where M € R with

d = N + 2, as defined from

0 0 RT n W
0 0 m” 0 |=1c¢ (20)
Rl ¥ W 0

Quantum mechanically, we solve the corresponding linear system M|n, 0, %) = |u,&,0) via the HHL

algorithm and its variants [H, u]. The eigenvalues of the matrix M=M /TrM are denoted by \; and the

11
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eigenvectors by |u;). The right-hand side of Eq. (20) becomes the normalized quantum state |z, £, 0). Such
a state is easy to prepare since it only consists of the two quantities x and £. The solution the HHL algorithm

provides is an approximation to the normalized quantum state

.0, @) :ﬁ. > %!uﬁ, @1

J:Aj=1/k
with the norm Oy := 37\ 1 /,,(8j/A;)” and B := (u;p, &, 0). Let our desired approximation error be
O(e), with e > 0. The HHL algorithm projects onto the well-conditioned subspace with eigenvalues greater
than 1/k. In this way, the algorithm finds the pseudoinverse of M in such a way that only eigenvalues
Aj > 1/k are taken into account. Let us denote this pseudoinverse by M L. The procedure is equal to the
actual pseudoinverse M~ whenever 1 /K is smaller than the smallest eigenvalue [Apin| of M. Otherwise,

M0, p1, &) approximates M 1|0, 1, £) to an error
1= || W0, 1, €) = 2170, 1)) @2

Thus, efficient quantum portfolio optimization requires x = O (poly (log d)), but also the requirement that
M to be such that either (1) |Amin| > 1/k, with no additional errors in finding the pseudoinverse, or (2)
[Amin| < 1/k but with €, = O (€) so that the error ¢, accumulates in accordance with an overall desired
error O (e).

The success probability of preparing |, 6, W) is

12
P, = C? Z & , (23)

: Aj
JiXj>1/k

with a user-specified C' = O (1/k). We can determine P, itself from multiple runs of the linear systems
algorithm. To relate the quantum state |, 6, ) to the actual solution of 20), we multiply |, 0, ) by a
factor

w try, (24)
which involves quantities, which are be estimated separately. The trace trd: is estimated via Appendix
[Al Eq. (AI3). When measuring properties of the portfolio we always multiply the result by the factor in
Eq. (24) to obtain the actual desired value. To obtain a quantum state |«f) proportional to the portfolio
vector, we project the d dimensional state |7, 8, @) to the desired d — 2 dimensional state.

A central step in the HHL algorithm is the controlled matrix exponentiation of M, i.e., the quantum

simulation of the unitary e "4 for the use in phase estimation. The matrix M = Hy, + H 5T Hy

consists of three parts, (i) the covariance matrix part Hsy, (ii) the expected return vector part H 3, and (iii)

12
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the price vector Hy. The simulation of these parts is discussed in the following subsections. The matrix
sum can be then simulated via the Lie product formula a small time step At such that exp(—iMt) ~

exp(—iHs At) exp(—iH zAt) exp(—iHgAt) with error O (At?).

A. Simulation of the covariance matrix

The efficiency of the simulation of the covariance matrix depends on the data input model and market
conditions. First, if we assume Input (), we prepare the covariance matrix as a quantum density matrix,
see Eq. (I4). With this density matrix, we can use quantum state exponentiation techniques [@ Ej], which
require the covariance matrix to be low rank. Such low-rank situations frequently occur in the financial
context. Often market conditions exists where a relatively small number of underlying factors are driving
the asset prices [H]. Such factors could be for example the interest rate policies of the Federal Reserve or
the geopolitical climate. Some macroeconomic factors drive predominantly certain subsectors of the stock
market. For example, the automobile or aviation sectors depend on consumer behavior, or the energy sector
depends on the availability of fossil fuels, and so forth.

The strategy presented in reference [@] can be used to enact the matrix exponential of the covariance
matrix. Let o be a quantum state in an N-dimensional Hilbert space and p = X/trY in another N-

dimensional Hilbert space. The task is to perform e~!ge’!, ie., to use p as a Hamiltonian. With the

N? x N? dimensional swap matrix S we can generate
tri{e P p @ 0e¥P = 0 — iAtp, 0] + O (AtQ) , (25)

where the trace is over the p Hilbert space. To simulate e ! for a total time ¢ and to accuracy e, one needs
@) (t2/ e) copies of p. The rank of the effectively simulated density matrix is given by r = O (tQ) 1. A
controlled simulation required for phase estimation can be implemented [@ ].

In addition, we can also efficiently simulate the covariance matrix in other regimes and different forms
of data input. Let Inputs (4) and (3) be given. The elements of the covariance matrix have been measured
and stored and the effective covariance matrix is sparse. In some cases, there are market conditions which
correspond to such high-rank, sparse covariance matrices. An example of this case is when disjoint small
subsets of stocks are driven by independent factors each, each subset of stocks being uncorrelated to the
other subsets. One can also consider sparsification techniques to construct sparse matrices from non-sparse
matrices with many small entries.

In this case, we can apply quantum simulation techniques for sparse Hamiltonians [@—lﬂ], which em-

ploy Inputs (@) and (3) and quantum walks. These techniques exhibit a query complexity of O <M> ,

50(1)
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where sy, is the sparsity of X, 7 = ||3||;nax? With ¢ the simulation time and || - ||;hax the maximum element
norm, e the accuracy in operator norm, and o(1) denotes a quantity strictly dominated by a constant. The

gate complexity of these techniques scales as O (log V) in the dimension of the matrix.

B. Simulation of the matrices for returns and prices

The portfolio optimization involves the equality constraints, encoded in the N + 2 dimensional sym-
metric matrices containing a row and column with the /N dimensional return vector and the vector of the
prices. The simulation is relatively straightforward [@] Both correspond to a “‘star” graph, where one
site is connected to N of others with given weights. For the return matrix, the center of the star graph is
site |1). The two nonzero eigenvalues of the embedded return matrix H j; are A= Zivzl R? and the
corresponding eigenstates are |\Ff) = L <\1> + )\LR SN Ryls+ 2>> We note again that the matrix H 5
is N + 2 dimensional. To enact the matrix exponential, one transforms into the eigenbasis of the weighted
star, exponentiates the eigenvalues and transforms back into the computational basis B] The transfor-
mation into the eigenbasis is accomplished by first performing the transformation |1) — 1/+/2(|1) + |3)),
13) — 1/4/2(|1) — |3)), and the identity on the other states, corresponding to a single Hadamard operation
between states |1) and |3). Then perform any transformation satisfying |1) — [1) and |3) — |R). Thus
we require the Input (3) which allows a deterministic procedure of preparing |§> For the price matrix Hp,
we proceed analogously, with the center of the star graph being |2) instead of |1). We require Input @)
for performing a deterministic preparation of |IT). This step may be simplified by redefining the portfolio
vector such that 17 = &, which implies that only the uniform superposition has to be prepared instead of

D).

V. WHAT TO DO WITH THE RESULTING QUANTUM STATE

Once we have prepared the optimal portfolio state |w), we would like to obtain classically relevant
information from it. However, we would like to avoid measuring the full state, which would take O (V)
copies and would eliminate any possibility for a O (log V) performance. In the following, we describe
different ways of potentially using the quantum portfolio state.

First, on the optimal portfolio state we can measure the risk (w|X|w) of the optimal portfolio.
Given the density matrix Eq. (I4), we can perform a swap test Q @] between that density matrix and

|w) = |w(u,§)). This allows to map out the risk-return trade-off curve in the two-dimensional (1, §) space.

An additive accuracy of this test of € requires a gate complexity of O (log N/e?). The swap test can also be

14
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used to compare the optimal portfolio obtained by the quantum algorithm against another portfolio vector
prepared as a quantum state. Consider portfolio state |w) offered by a counterparty, say a hedge fund. We
would like to make a decision to invest into this portfolio. The distance from the optimal portfolio |w) can
be computed again via a swap test with gate complexity O (log N/ 62) to a given additive accuracy e. If the
overlap between the portfolios is sufficiently high, one can consider the investment |w) to be sufficiently
rational.

Another simple way of using the portfolio quantum state is by measuring projectors. We can measure
(Pyector|w) with | Psector) being a quantum state that projects into a certain subset of assets. This allows to
obtain the weight of the optimal portfolio in a certain sector of the economy.

We can also take a sampling approach with respect to the portfolio state |w) that is the output of the
portfolio optimization. Measuring a single copies of |w) gives us an index j with probability |w;|?, which
is correlated with the largest positive or negative positions in the optimal portfolio, which could be sufficient
in certain financial situations. The run time of obtaining this sample is the run time to prepare a single copy
of the portfolio state.

We can push the sampling idea further with a set of additional assumptions. Assume we have query
access to the average returns R; including their signs. Assume further that for w; = (j|w), we have that
sgn(w;) = sgn(R;), the sign of w; can be recovered from the sign of R;. We call this here the long/short
assumption. If the corresponding average return [2; is positive (negative) then also the position in the
optimal portfolio is positive (negative). The optimal portfolio goes long on the stocks that have a positive
average return and goes short on the stocks that have a negative average return. In addition, we make another
strong assumption that |w) is sparse, i.e., only s,, = O (log N') elements are non-zero.

With these assumptions, measure M copies of |w), say M = O (log N). One sample gives an index
j € [N] with probability |wj|2. Multiple samples obtain the numbers M of occurrences of index j. This
will obtain a sparse portfolio |w’), with w’; = sgn(R;) \/M; /M, where we obtain the sign of the entry from

/12

the long/short assumption. The estimators |w ;|7 have expectation value

D M) 1N E; [1 = |w;|? 26
i |37 | = 27 > Ey [1,=i] = [wj]®. (26)
m=1
1201 12
and variance ajz = W, where 1 4 is the indicator function for the event A. Hence, the sam-

pled probabilities have error O(1/+/ M) for a constant success probability. This leads to an error for the
amplitudes of O(1/+v/M) [81], given that we know the signs by assumption.
Now compare the return and risk of this sampled portfolio to the optimal portfolio in expectation. We

/
use Z _ to indicate that only j’s are summed over that have \wj\Q > 0, see sparsity assumption. The
J
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absolute difference of the returns can be roughly bounded as

- B—w-R| < (i —w) - B < Rl — [}t = R > |t — w3 27)
J
R 0( L > (28)
— maxSw a— >
VM

with constant probability, where Ryax := max; |R;|.
Now consider the risk of the sampled portfolio. Note that the covariance matrix X is positive semi-
definite. We show the following simple bound. Let |||w) — |w')||2 < €. Then, [(w|X|w) — (W'|Bjw’)| =

2|13 € from

[{w[Sw) — (W' [Slw)] = [{w[Slw) = (w[Ew') + (w[Ew') = (w[Ew) (29)

< [w[Sfw) = (w|Zw)]| + [(w]Ew’) — @ [Sl)f < 2[E]lew.  (30)

Moreover, given the above error for the amplitudes, the [3 norm of the difference |||w) — |w’)||2 is bounded
with €, = O (\/Ew /M ) Thus, this analysis gives an indication that by sampling M copies of certain

portfolio states one can construct portfolios with close-enough return and risk profiles.

VI. DISCUSSION AND CONCLUSION

Quantum matrix inversion schematically prepares a state |z) = A~!|b) on which measurements (z|O|z)
can be performed. Measuring all the elements of |z) itself would remove the possibility of an exponential
speedup. It is thus crucial to find good measurement operators O which give results that are hard to obtain
otherwise and at the same time that give new insights on the state |x). We have discussed in Section [V]
various potential uses of the output state. Measuring the risk of an optimal portfolio and the binary decision
to invest in an offered portfolio provide classical information that relies on global properties of the state. The
output problem remains one bottleneck to obtaining large quantum advantages. The full set of interesting
measurements on the portfolio vector is a topic for further research.

Given the input assumptions, the algorithms presented here can prepare the output quantum state in a
run time proportional to the number of qubits involved in the computations, i.e., the run time is O (log N)
and in that sense efficient. For the inputs, the hardware requirements are O (V) to store and access the
input data; using data about every asset cannot be avoided. The conditions for logarithmic run time is
that the input can be prepared efficiently and the criteria of quantum matrix inversion are satisfied [H, ].
Sparse matrix inversion shows the potential for exponential speedups, evidenced indirectly via encoding a

universal quantum computation into a matrix inversion [B]. Classical Monte Carlo methods can be efficient,
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often closing discussed exponential separations between quantum algorithms and naive classical methods.
In particular, classical methods prove powerful when certain assumptions can be made on the preprocessing
of the input data, especially for low-rank situations ,, ], where the singular value decomposition can
be constructed from a polylogarithmic number of samples. Such classical methods allow the performance of
matrix completion algorithms [2 [.] principal component analysis ], and low-rank matrix pseudo-inverse
@, ] in polylogarithmic time.

While exponential speedups are the most compelling, quantum computing can provide polynomial
speedups in rather generic settings, for example for search [86], Monte Carlo E ], semi-definite pro-
gramming @ l and generalized convex optimization [@ l] The financial context is particularly
sensitive to speedups in terms of the potential rewards. Small improvements in speed for particular finan-

cial calculations can have a large impact in terms of financial reward and thus motivate further study of the

intersection of quantum computing and finance.
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Appendix A: Preparing the covariance matrix

The covariance matrix is defined over the mean-adjusted returns. Given the oracle in Eq. (6), we show
here how to construct a quantum state that contains the mean-adjusted returns in amplitude encoding. The

notation omits ancilla qubits in the |0) state. We proceed as

0...0) — \/T tZ |£)]5)(10)a + [1)a) (A1)

(controlled Hadamards) — |t)] Val0)p + — |1 [ty (A2)
o 0l 2

(oracle query) — \/T;H < a|0)5]0)¢ Z|t Dolys(t c) (A3)
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(controlled rotation) —

\/th‘t ) (100a]0)6[0)c[1)a+ (A4)

=10, 3 () (VI= 85100 + 5ys<t’>u>d)> (A5)

(uncompute) — \/T;H Val0)p]1)a+ (A6)
1
e 1 (V= FEPl00 + 6ys<t'>|1>d)> (A7
t/
(controlled Hadamards) — \/_Z]t (10)4]0)p|1) g+ (A8)

1 1 41
f’”az t -t \t" (1 /1 — 62ys(t)2]0)q4 —|—5y5 >d>> . (A9

t/t//

Rotate another ancilla, with 0 < 6 < max; |ys(%)],

\/T Z |t)]s ( al0)p[1)a (\/1 — 62y5(t)2]0)e + ys(t) )e) (A10)
1 ’
ZIWa D (=Dt (W!Oﬁéys >d)\1>e>. (Al1)
Postselect on the state N
7 (10)a +11)a)[0)6[1)al1)e- (A12)

The postselection obtains

7 2 <ys<t> -7 Zys@')) - %) A1

with [|7]1% = 3", 5 (us(t) — 2 2w us(t )) The success probability is

o & |l9ll%
X ATN

If most of the returns are sufficiently large, y(t) = ©(1), and also most y4(t) — = >, ys(t') = O(1),

(A14)

then the success probability is Py = €(1). Note that P5; encodes the trace of the sample covariance matrix

Eq. (@) via
82(T — 1)try
P=
AT N

By repeating the above state preparation and postselection, this success probability can be determined and

(A15)

the trace trY can be estimated.
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