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ABSTRACT

Engineering applications of machine learning often involve high-dimensional, computa-
tionally intensive simulations paired with limited and evolving datasets. As new designs and
constraints emerge, models must adapt to incoming data without frequent retraining, which
is often infeasible due to the cost of generating engineering data. Continual learning (CL)
offers a promising alternative by enabling models to incrementally learn from sequential data
while mitigating catastrophic forgetting, in which there is a loss of performance on previously
seen examples.

This thesis investigates the application of continual learning to regression-based engi-
neering tasks, with an emphasis on surrogate modeling. We begin by benchmarking several
foundational CL strategies, including regularization-based and rehearsal-based methods,
across five diverse engineering datasets. To support this analysis, we construct nine new
regression-focused continual learning benchmarks designed to reflect practical engineering
scenarios. Results show that Experience Replay, a simple rehearsal method, consistently
achieves strong performance, approaching "joint training" performance baseline of retraining
from scratch, while substantially reducing computational cost.

To further explore how rehearsal strategies can be made more efficient and effective, we
propose two adaptive replay methods that prioritize memory samples based on forgetting
dynamics. These methods extend previous adaptive replay strategies by using input cluster-
ing and representations from TabPFN, a foundation model for tabular data, to guide more
informed sample selection without knowledge of experience boundaries. We evaluate their
performance on both complex engineering datasets and controlled synthetic tasks. In sce-
narios where forgetting is unevenly distributed, the adaptive methods offer clear advantages,
highlighting the potential for more intelligent replay under constrained resources.

This work positions continual learning as a practical and effective strategy for handling
dynamic engineering datasets, and offers new insights into how adaptive replay can enhance
efficiency in data-limited, high-cost learning environments.

Thesis supervisor: Faez Ahmed
Title: Assistant Professor of Mechanical Engineering
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Chapter 1

Introduction

Modern engineering processes increasingly rely on machine learning to accelerate simulation,
prediction, and design tasks. Surrogate models, which refer to ML models that approximate
the outputs of computationally expensive simulations, have become essential tools for pre-
dicting continuous quantities such as drag coe�cients, stress distributions, and thermal loads
[1]. These models can drastically reduce the need for high-�delity simulations like CFD and
FEA, cutting down design times and enabling more iterative work�ows.

However, the nature of engineering data poses unique challenges for the deployment of
traditional machine learning. Engineering systems are rarely static. In both concept and
practice, they evolve over time. For example, the structural health of a vehicle or bridge
continuously shifts due to external factors such as weather, load conditions, and material
fatigue. This dynamic nature is mirrored in how engineering data is generated and used.
Data is typically released in batches following extensive simulation campaign, which may
take weeks or months to complete. For instance, the DrivAerNet dataset, a benchmark
for aerodynamic analysis of car geometries, required over 3 million CPU hours to generate
through physics-based simulations [2]. Because these simulations are expensive, datasets are
not only slow to produce but also released categorically, with each batch re�ecting distinct
characteristics or design regimes.

This incremental and distributionally non-uniform data availability introduces a critical
bottleneck. Engineering ML models must be updated to re�ect newly available information,
such as simulations of novel geometries or under newly imposed design constraints. However,
retraining a model from scratch every time new data becomes available is often infeasible
due to time and memory limitations. This problem is particularly faced in high-dimensional
regression tasks, where models predict spatially or temporally distributed quantities like
pressure �elds or stress tensors. In such cases, retraining strategies can result in long wait
periods, brittle model behavior, and increased risk of forgetting previously learned patterns.

Furthermore, there have been calls to improve the e�ciency of model training, which is
an important objective of continual learning [3]. In many machine learning operations cycles,
where machine learning is directly integrated into an established process, the prevalent way
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of incorporating new data into these models is to retrain them from scratch, which can be
incredibly wasteful and ine�cient. As research and commercial use of arti�cial intelligence
(AI) continues to grow at rapid rates, it is crucial to adapt with better models and data.

Continual learning (CL) provides a promising framework to address these issues. Rather
than retraining from the ground up when new data is acquired, CL methods aim to update
models incrementally, preserving performance on prior tasks while adapting to new ones. This
paradigm aligns closely with the needs of engineering applications�especially those involving
digital twins, which must be kept in sync with changing physical systems using continuously
acquired data. While CL has been widely studied in classi�cation problems in �elds such as
computer vision and NLP, its application to regression tasks, and speci�cally to the kinds of
high-�delity surrogate modeling tasks common in engineering, remains underexplored.

This thesis investigates how continual learning can be e�ectively adapted to engineering
regression problems and contributes benchmarking results new method explorations to support
this integration.

In Chapter 2, Preliminaries, I provide the necessary background on continual learning and
machine learning for engineering tasks for engaging with this thesis. This includes an overview
of continual learning terminology and practice, new scenarios that incorporate regression
and engineering into the typically classi�cation-dominated �eld, and a demonstration of the
problem when applied to engineering.

Chapter 3 presents a systematic benchmarking study that evaluates the performance of
three established continual learning strategies, including Experience Replay (ER), Gradient
Episodic Memory (GEM), and Elastic Weight Consolidation (EWC), on �ve real-world 3D
engineering datasets. To support this evaluation, I adapt a continual learning library to
regression settings and develop task scenarios that re�ect how data is typically acquired in
engineering contexts. This chapter highlights the performance trade-o�s of di�erent strategies,
evaluates their ability to retain accuracy while reducing training time, and identi�es which
approaches are best suited for dynamic surrogate modeling tasks.

In Chapter 4, I propose a new method that builds on the strengths of replay-based
strategies by incorporating ideas from recent advances in foundation models for tabular data.
Speci�cally, I explore how pretrained models can guide sample selection and memory replay
in a way that improves learning e�ciency and robustness. Although this new approach does
not consistently outperform ER, it o�ers meaningful insights into how CL techniques can be
hybridized with transfer learning to better handle engineering regression tasks.

Overall, the work in this thesis aims to bridge the gap between modern continual learning
research and the evolving demands of engineering practice, demonstrating that adaptive,
e�cient learning systems are not only feasible but necessary in data-constrained, computation-
heavy design pipelines.

1.0.1 List of Contributions

The contributions of each chapter are listed below:
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ˆ Chapter 2

� De�ne important terminology and traditional practices in the �eld of continual
learning.

� Propose continual learning scenarios tailored explicitly for regression tasks:bin
incremental, input incremental, and multi-target incremental, aligning with realistic
engineering data generation work�ows.

ˆ Chapter 3

� Benchmark several established continual learning strategies, including Experi-
ence Replay (ER), Elastic Weight Consolidation (EWC), and Gradient Episodic
Memory (GEM), across �ve representative 3D engineering datasets and two regres-
sion continual learning scenarios, creating nine distinct benchmarks to facilitate
systematic evaluation.

� Demonstrate empirically that adapting existing continual learning methods can
signi�cantly mitigate catastrophic forgetting and improve generalizability in engi-
neering surrogate modeling tasks compared to naive incremental training.

� Analyze the e�ectiveness of each strategy, highlighting the impact of data rep-
resentation, dataset size, and dimensionality on performance, thereby providing
practical guidelines for the integration of continual learning in engineering design
processes.

ˆ Chapter 4

� Introduce two continual learning methods based on Adaptive Replay that combine
insights from data-driven approaches, input clustering methods, and foundation
model representations for smarter sampling.

� Analyze the new strategies under two case studies, providing insights on its bene�ts
and drawbacks, and recommendations on its potential use in the engineering
domain.
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Chapter 2

Preliminaries

In this chapter, we begin by discussing the empirical motivations for continual learning
in the engineering domain. Then, we provide background knowledge relevant to the �eld,
including terminology de�nitions, the traditional training scheme, and the existing gaps in
the literature.

2.1 Engineering Motivation for Continual Learning

2.1.1 Engineering Datasets

There are several examples of engineering datasets that we use in this thesis. Detailed
descriptions of each dataset and their contents can be found below.

SHIPD The SHIPD dataset [4, 5] was originally introduced in 2023 to support the applica-
tion of ML methods to naval architecture design. The dataset contains 30,000 sample ship
hull designs and their associated wave drag coe�cients, consisting of three constrained sets
of 10,000 samples. The designs are represented as point clouds of the ship hulls, capturing
the geometry with 20,000 points along the surface. We use the �rst constrained set of 10,000
samples in our experiments, as the computational cost of training point cloud-based models
increases signi�cantly with dataset size. Due to the high resolution of the geometry (20,000
points per hull) and the complexity of the models, training times scale considerably, making
the full dataset impractical for thorough experimentation within our resource and time
constraints. The same 10,000 designs are also o�ered as sets of 44 parameters that de�ne the
shape of each hull, which we also include in our benchmarking study. This dataset was chosen
for its connection to surrogate modeling applications in engineering for naval applications.
Furthermore, as the largest dataset out of the �ve datasets tested and one of two datasets
that o�er both parametric and point cloud data, it provides a path for understanding how
certain CL strategies may respond to larger datasets and di�erent data representations.
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DrivAerNet and DrivAerNet++ The DrivAerNet [2] and DrivAerNet++ [6] datasets,
released in 2024 and 2025, respectively, provide car geometries and their associated drag
values, obtained through high-�delity CFD simulations. DrivAerNet includes 4,000 car
designs in the Fastback category o�ered as meshes and point clouds, and their associated
drag coe�cients. DrivAerNet++ added an additional 4,000 designs, including designs from
the Fastback, Notchback, and Estateback categories. The additional 4,000 car designs are
o�ered as both parametric data and point clouds, so we use this selection of the data to
run experiments for both representations. The DrivAerNet and DrivAerNet++ datasets are
among the only aerodynamic datasets that model the wheels and underbody of cars, and
they provide several design parameters for their geometric representation [2]. We include this
dataset as an aerodynamics example of the surrogate modeling problem with detailed car
designs.

ShapeNet Car The ShapeNet Car dataset [7] was released in 2023, accompanied by a
surrogate model for predicting drag using 2D representations of the data. The dataset
contains 9,070 car designs as meshes, along with their associated drag coe�cients. In this
study, the meshes are converted to 3D point clouds to be used for benchmarking. We include
this dataset as another application in aerodynamics for cars, providing a di�erent modeling
and parameterization than the DrivAerNet dataset.

RAADL The Rapid Aerodynamic and Deep Learning (RAADL) dataset was provided by
MIT Lincoln Laboratory [8]. It consists of 800 glider geometries and their associated drag
coe�cients, lift coe�cients, and moment coe�cients, obtained through CFD simulations.
The gliders are o�ered as 3D voxelized geometries as well as 3D meshes. We convert the
meshes to 3D point clouds and use the drag coe�cients as targets. We include this dataset
to provide an aerospace application in aircraft design. It also serves as an example of a small
engineering dataset, providing insight into how size a�ects the continual learning problem.

2.1.2 Problem Demonstration

The DrivAerNet dataset is used to demonstrate the problems associated with naively training
a model on dynamic data (see Figure 2.1). The dataset consists of geometric car geometries
as inputs and their CFD-obtained coe�cient of drag values as target values. In this scenario,
the data becomes available in batches, which is an expected aspect of data generation cycles.
In the extreme case, we can assume that the new batches of data do not overlap in their
drag value distributions; thus, the new batches of data contain increasing drag values within
their distribution range, depicted in Figure 2.1a. A model is trained to predict the drag
value from the input car geometry. It is trained on each batch incrementally to simulate new
data becoming available at di�erent times, and the �nal model is evaluated, with the kernel
density estimate (KDE) distributions for the truth values (solid curve) and predicted values
(perforated curve) plotted in Figure 2.1a.

18



(a) (b)

Figure 2.1: Catastrophic forgetting is demonstrated using the car drag prediction problem
from the DrivAerNet dataset. A surrogate model is trained on each data batch as the batches
incrementally become available. Fig. 2.1a shows a KDE plot of the �nal model's predictions
on the entire dataset, which consists of all batches. As seen, the model exclusively predicts
values within the third and fourth batches, demonstrating a lack of retention of earlier batch
samples. Fig 2.1b emphasizes this discrepancy by reporting the percent error in predictions
for each batch.

We observe that the earlier batches of data have a much higher percent error than the
�nal batch (batch 4), as seen in Figure 2.1b. These results demonstrate the phenomenon
of catastrophic forgetting, the key problem targeted by the domain of continual learning.
Thus, we demonstrate a need for better suited strategies of retaining old distributions in the
engineering context without requiring expensive retraining on all previous data.

2.2 What is Continual Learning?

Continual learning�the ability to learn from a stream of tasks or data without forgetting past
knowledge�has been extensively studied in the context of classi�cation problems. In fact,
numerous CL algorithms exist for image or text classi�cation benchmarks [9�12]. However,
applying CL to regression tasks (predicting continuous outputs) has been far less explored.
As of 2021, He and Sick noted �there is currently no research that addresses the catastrophic
forgetting problem in regression tasks� [13].

Testing a dataset in the regression continual learning setting requires a modi�cation of
the data loading procedure during training, which can be modeled after the classi�cation
continual learning setting [14]. Here, data is presented to the model as astream rather than as
the entire dataset, created by dividing the dataset into di�erent subsets. These newly created
subsets are referred to asexperiences. Three main components make up each experience:
the input data, the output target values, and the task number, corresponding to the current
experience, as depicted in Figure 2.2. The dataset is divided into these experiences according
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to a continual learningscenario.
In the CL setting, one model is incrementally trained on each experience. At each training

step, the model learns from a new experience while being evaluated on all previously seen
experiences, as shown in Figure 2.2. Since the model is trained incrementally, it can only
access the data from the current experience, highlighting the continuous nature of this setting,
where the line between the traditional 'training' and 'evaluation' phases is blurred and a
more �uid scheme is adopted.

Figure 2.2: Continual learning model training scheme, in which a model is incrementally
trained on new experiences and evaluated on all experiences seen up until that point.

Given the scarcity of previous work on applying CL to engineering regression, our study
serves two main purposes. First, as a benchmarking study, we systematically compare
CL methods applied to engineering design problems, o�ering empirical insights into their
performance. Second, we introduce continual learning to engineering regression, demonstrating
its �rst application in mechanical design and highlighting both its potential and challenges
for surrogate modeling in dynamic environments.

2.2.1 Continual Learning Scenarios in Regression

The continual learning setting requires models to incrementally learn from a stream of data,
without access to previously seen data. In the academic continual learning setting proposed in
[15], the methods of splitting datasets into experiences are referred to asscenarios. Common
scenario breakdowns for classi�cation include dividing datasets based on classes (class-
incremental) or tasks, such as distinguishing between two di�erent classes (task-incremental).
Because regression does not have explicit class distinctions, new scenarios must be de�ned.
Here, we propose three CL scenarios �bin incremental, input incremental, and multi-target
incremental � that adapt the classi�cation scenarios to the engineering regression setting.

Bin Incremental In this scenario, the continuous output space is partitioned into ranges
or �bins,� and the model learns to predict outputs in one range at a time (analogous to
class-incremental learning, but for continuous values). For example, a model predicting drag
coe�cients might �rst be trained on cases with low drag values, then incrementally extended
to moderate and high drag cases. Each bin introduces a new subset of the regression target
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(a) Bin Incremental (b) Input Incremental (c) Multi-target Incremental

Figure 2.3: Proposed regression continual learning scenarios that would be relevant for
engineering. Figure 2.3a depicts the bin incremental scenario, in which the data is divided
into experiences based on binning the target values. Figure 2.3b depicts the input incremental
scenario, in which the data is divided into experiences based on input categorizations, shown
as clusters of the input data in the �gure. Figure 2.3c depicts the multi-target incremental
scenario, in which the data is divided into experiences based on newly desired targets, meaning
each experience contains a full dataset, but a new predictive target.

space. This setup is useful when di�erent regimes of the output might require di�erent model
behaviors (e.g., low vs. high Reynolds number �ow regimes in a �uid dynamics surrogate). It
tests whether a model can extend its prediction range without forgetting how to predict in
previously learned ranges. Bin-incremental setups are valuable for benchmarking because they
create distinct �tasks� out of a continuous variable, forcing the model to handle incremental
complexity. They also simulate an engineer progressively re�ning a model's valid operating
range (for instance, gradually increasing the load conditions that a structural surrogate can
handle). For the benchmarks we test in this scenario, the target values are divided inton
bins, wheren is the number of desired experiences. Each bin is then assigned to a di�erent
experience, and the model is incrementally trained accordingly. This paper's investigation
evaluates all datasets in this scenario. Figure 2.3a visually depicts this scenario.

Input Incremental Here, the input distribution or the underlying data generation process
changes over time, and the model must continually adapt. Unlike bin-incremental, the target
quantity may remain the same, but the relationship between input and output shifts. Formally,
�the underlying data generation process is changing over time due to non-stationarity of the
data stream�, meaning either the input distribution P(X ) changes or the output function
P(Y jX ) changes (or both) [16]. In engineering terms, this could correspond to a concept
drift in sensor data or operating conditions. For example, consider a predictive maintenance
model for a turbomachine: initially it sees data from a brand-new machine, but over time,
the machine ages, and sensor readings (inputs) for the same health indicators (output) shift
distribution. The model should update to this new regime. Another example is climate e�ects
on wind turbine performance � the input wind patterns shift gradually due to climate change,
altering the power output relationship. In our benchmarks, input incremental scenarios are
created by splitting data by operating conditions or input category. The model is trained
sequentially on each segment. Crucially, there is no clear task boundary in terms of output
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type � the tasks are distinguished by the domain of inputs. The challenge for CL algorithms
is to adjust to the new domain without degrading performance on the old domain. In our
experiments, categorizations of the input data are used to de�ne di�erent experiences. We
test the DrivAerNet++ dataset in this scenario. Figure 2.3b visually depicts this scenario.

Multi-target Incremental In this scenario, the model faces new output targets over
time , e�ectively learning additional regression tasks that may share the same input space.
This re�ects cases where new metrics or phenomena need to be predicted as a project
progresses. Initially, a model might predict one quantity from input data; later, a new
quantity is introduced and the model must learn to predict that as well, alongside the
original target. Engineering work�ows where this is relevant include iterative simulation
campaigns that add new quantities of interest, and evolving design criteria (adding new
objectives or constraints that require predictive models). This study does not benchmark in
the multi-target incremental scenario as we do not include model architecture strategies in
our investigation; however, we set this up as a necessary scenario for engineering CL to be
explored in future work. Figure 2.3c visually depicts this scenario.

2.3 Conclusions

This chapter established the motivation and background for applying continual learning to
engineering problems. We introduced the key datasets used in our study and illustrated the
challenge of catastrophic forgetting in the bin incremental scenario using the DrivAerNet
dataset. Speci�cally, we showed that when incoming data is out of distribution from previously
seen samples, naive �netuning fails to preserve performance on earlier data. We also reviewed
core terminology and practices from traditional continual learning, including model training
work�ows and benchmark construction. Finally, we proposed three new regression-based
continual learning scenarios, adapted from classi�cation settings, and motivated their relevance
to real-world engineering work�ows.

In the next chapter, we build on this foundation to conduct a benchmarking study. We
evaluate three widely used continual learning strategies from the classi�cation literature
on engineering regression tasks, assessing their ability to mitigate forgetting and generalize
across sequential experiences.
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Chapter 3

A Continual Learning for Engineering
Benchmark Study

In this chapter, we undertake a benchmarking study in continual learning applied to engi-
neering that evaluates current foundational methods in continual learning on engineering
problems.

3.1 Introduction

Machine learning can be leveraged in engineering applications to advance research in areas
such as aerodynamic prediction, rapid prototyping, and design optimization. Traditionally,
these tasks have relied on computationally expensive and time-intensive simulations, including
computational �uid dynamics (CFD) simulations and �nite element analysis (FEA). To address
these limitations, ML methods have been developed to obtain �eld variable predictions more
quickly by circumventing these time-consuming processes [17].

In particular, trained ML models can replace costly high-�delity engineering simulations
in a process calledsurrogate modeling. In engineering applications, obtaining high-�delity
predictions of continuous values (i.e., drag coe�cients, stresses, thermal loads) is essential,
making regression a key focus. Such engineering regression tasks can span from predicting
aerodynamic quantities, such as drag coe�cients from car [2][7] or airplane geometries [18],
to computing material properties of meta-material designs [19]. In all of these applications,
successful surrogate models de�ne precise mappings between input features and continuous
target values. However, this success is highly dependent on access to large, high-quality
training datasets that cover the full design space, which are often expensive to obtain in
engineering contexts.

Furthermore, data availability is rarely static in real-world design pipelines. Engineering
design processes are inherently dynamic: as new data, constraints, or performance targets
emerge, shifting data distributions, models must adapt accordingly. Numerous examples
illustrate the importance of continual updates. A digital twin, for example, aims to mirror a
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physical system's state in real time and must ingest streaming data as the system changes
[20, 21]. Likewise, a surrogate model for rapid aerodynamics or structural prediction may
need to expand its valid range whenever new design candidates or simulation regimes are
introduced. This poses a challenge for traditional surrogate modeling approaches, which
typically assume a �xed training set. Standard practice would require merging old and new
data, and then retraining from scratch, which can be computationally expensive and prone
to data management challenges [3].

Here, continual learning o�ers a promising alternative by allowing models to update
incrementally and learn from new data more e�ciently than through retraining, mitigating
catastrophic forgetting(where the model's performance on old data degrades as it encounters
new data). This stands in stark contrast to the conventional train-once-and-deploy paradigm,
which is increasingly mismatched to the evolving nature of modern engineering work�ows.

However, most continual learning research focuses on classi�cation in domains like com-
puter vision or NLP, leaving regression tasks and engineering problems under-explored.
This paper explores how classical CL strategies� such as rehearsal-based methods (Expe-
rience Replay, Gradient Episodic Memory) and parameter regularization (Elastic Weight
Consolidation)� perform in these challenging engineering regression scenarios. We motivate
three types of task sequences that commonly arise and assemble a suite of engineering
datasets to benchmark two of them. By systematically comparing CL approaches, we reveal
best practices, limitations, and prospects for seamlessly integrating CL into real engineering
work�ows.

The main contributions of this Chapter are summarized as follows:

1. Benchmark several established continual learning strategies, including Experience Replay
(ER), Elastic Weight Consolidation (EWC), and Gradient Episodic Memory (GEM),
across �ve representative 3D engineering datasets and two regression continual learning
scenarios, creating nine distinct benchmarks to facilitate systematic evaluation.

2. Demonstrate empirically that adapting existing continual learning methods can sig-
ni�cantly mitigate catastrophic forgetting and improve generalizability in engineering
surrogate modeling tasks compared to naive incremental training.

3. Analyze the e�ectiveness of each strategy, highlighting the impact of data representation,
dataset size, and dimensionality on performance, thereby providing practical guidelines
for the integration of continual learning in engineering design processes.

3.2 Related Works

Continual Learning (CL) aims to develop models that can learn from a stream of data
over time without forgetting previous knowledge, a challenge referred to as catastrophic
forgetting. Much of the early and ongoing work in CL has been in the domain of classi�cation,
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particularly in computer vision. Recent surveys have categorized the broad landscape of CL
strategies into �ve major approaches: regularization-based methods that penalize changes
to important parameters [22]; replay-based methods that reintroduce past data during
learning [23]; architectural expansion methods; optimization-speci�c adjustments [24]; and
representation learning approaches [25]. These strategies have been tested extensively in
well-established classi�cation scenarios using academic benchmarks, while regression tasks
and real-world engineering contexts remain underexplored.

3.2.1 Continual Learning for Traditional Classi�cation

Most classi�cation CL benchmarks are organized under three canonical scenarios de�ned by
De Lange et al. [15] and further utilized by Van de Ven and Tolias: task-incremental learning,
where task identities are available at test time; domain-incremental learning, where the task
label is unknown but output classes remain consistent; and class-incremental learning, the
most challenging, where the model must infer both the task and correct class from a shared
label space without access to task identi�ers. Van de Ven and Tolias used these scenarios to
present a reproducible benchmark comparing major CL strategies, using adapted versions of
MNIST and CIFAR in their study [14].

Recent surveys [16, 26, 27] emphasize that the majority of progress in continual learning
has been demonstrated on small-scale classi�cation tasks, using simpli�ed benchmarks like
Split-MNIST, Permuted-MNIST, Split-CIFAR, and iCIFAR-100. These benchmarks serve as
important case studies, but tend to lack the complexity of real-world data. This consideration
has motivated the development of more challenging datasets and scenarios. For instance,
CLEAR [28] incorporates long sequences of experiences and ambiguous task boundaries, while
Stream-51 [29] introduces a class-incremental benchmark based on high-resolution, temporal
video data, bringing CL evaluation closer to real-world deployment conditions.

In general, rehearsal-based methods continue to dominate performance, with recent
extensions such as MIR (Maximally Interfered Retrieval) [30] and DER++ [31] improving
sample e�ciency and stability. However, regularization-based approaches like EWC [22], SI
(Synaptic Intelligence) [32], and MAS (Memory Aware Synapses) [33] remain desirable due to
their minimal memory requirements and theoretical backing.

Despite substantial work in classi�cation CL, there are limitations to using current work
in new domains. For example, methods like LwF [34] and iCaRL [35] exhibit diminished
performance when task boundaries are blurred or when data distributions shift continuously,
as noted in recent empirical studies [10, 36].

Overall, classi�cation remains the most thoroughly explored setting in continual learn-
ing. However, current benchmarks tend to emphasize disjoint tasks with clear boundaries,
often neglecting realistic challenges such as input ambiguity, temporal e�ects, and complex
objectives, which are prevalent in regression and real-world design problems.
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3.2.2 Continual Learning Beyond Traditional Classi�cation

While continual learning has traditionally focused on classi�cation with static tasks, recent
work has begun exploring more complex scenarios, including regression and time-series tasks,
concept drift, and di�erent data modalities. Regression tasks introduce a distinct set of
challenges for continual learning. Unlike classi�cation, regression lacks discrete labels and may
exhibit continual variation in input-output mappings over time. As Mitchell et al. [16] argue,
the overemphasis on the classi�cation setting limits both the theoretical development and
practical deployment of CL strategies. Methods that rely on class-based memory balancing
or classi�cation-speci�c losses may not transfer e�ectively to continuous prediction problems.
Verwimp et al. echoes this sentiment, introducing several open problems in continual learning,
including model editing, specialization, on-device learning, and faster retraining [3].

Some initial work has begun addressing this gap. He et al. propose the CLeaR framework
for power grid forecasting under non-stationary data streams, introducing dynamic memory
management and drift detection mechanisms for regression[13]. Furthermore, Grote-Ramm
et al. present a continual learning framework for regression networks that addresses concept
drift experienced in industrial applications, combining convex optimization with memory-
constrained updates [37].

Recent work has also begun addressing continual learning in high-dimensional, structured
domains, such as MIRACLE 3D [38, 39], which focuses on class-incremental learning for
3D point cloud data. The approach combines geometry-aware memory compression with
gradient-based regularization to retain performance across tasks while signi�cantly reducing
memory usage. Though still operating in a classi�cation setting, this method demonstrates
how CL can be adapted to high-dimensional geometric inputs, which are prominent in
engineering regression problems.

While these works break from traditional CL benchmarks, they remain largely focused on
either classi�cation or non-engineering regression tasks. However, many engineering problems
involve regression with domain-speci�c constraints and data complexities, highlighting a need
for more work in engineering-centered continual learning.

3.2.3 Continual Learning in Engineering Applications

While continual learning has not yet been widely adopted in engineering design, many
surrogate modeling work�ows implicitly follow continual or sequential learning paradigms.
Surrogate models used in optimization pipelines are frequently updated as new simulation data
or experimental measurements become available [40]. Examples can be found in aerodynamics
(i.e., updating car drag models as electric vehicle designs evolve) or materials science (i.e.,
modeling metamaterials based on emerging microstructures).

In practice, however, these ML updates are often incorporated through full retraining,
which Verwimp et al. [3] argue is wasteful, particularly when historical data vastly outweighs
new data. TheMachine Learning Operations (MLOps) Lifecycle, which de�nes the cycle of
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ML development and deployment in industrial settings, involves identifying and responding
to ML performance decays as incoming data characteristics change. MLOps frameworks are
acknowledged as important in responding to distribution shifts; however, these shifts are
largely addressed through retraining [3, 41]. Continual learning could o�er an alternative
approach, enabling e�cient updates without discarding prior knowledge.

Despite this conceptual alignment, systematic benchmarking of continual learning methods
on real-world engineering regression problems is still lacking. Unlike classi�cation CL, where
benchmarks are standardized and deeply studied, the regression CL �eld has no analogous
benchmark suite for evaluating general-purpose CL strategies across engineering datasets.

Gap and Contribution

This work addresses current limitations in continual learning for engineering by assembling
a benchmark suite for continual learning in engineering regression contexts. We evaluate
several established CL strategies, including Experience Replay (ER), Elastic Weight Con-
solidation (EWC), and Gradient Episodic Memory (GEM), on regression tasks involving
high-dimensional, geometric data for engineering design. Our benchmark targets the chal-
lenges of continual surrogate learning, such as distributional drift, high-dimensionality, and
multimodal input representations (i.e., point clouds and parametric descriptions). Unlike
prior regression CL studies that use synthetic data or focus on single-stream updates, our
benchmarks draw from realistic, diverse datasets and provide a foundation for testing general-
purpose CL methods in engineering domains. In doing so, we help bridge the gap between
theoretical advances in CL and practical needs of engineering design systems that operate
under dynamic, evolving data regimes.

3.3 Framework Overview

To properly position the regression, engineering domain in the continual learning setting, we
introduce our selected engineering datasets, corresponding surrogate models, and the new
regression CL scenarios in which we will benchmark the chosen strategies.

Datasets

We compile �ve datasets spanning naval architecture, automotive aerodynamics, and aircraft
aerodynamics. Examples of geometries from each dataset can be seen in Figure 2.2. In
each dataset, the data are represented as point clouds, a common data representation for
engineering problems that captures the geometry of a design by plotting the shape as 3D
points in space. Two of the selected datasets, namely the SHIPD and DrivAerNet datasets,
also o�er parametric representations of their data, where the geometry is de�ned by a vector of
design parameters; thus, these datasets are tested using both their point cloud and parametric
data representations.
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The SHIPD dataset [4, 5] contains 10,000 geometric ship hull designs and their associated
wave drag coe�cients. We use both the point cloud and parametric representations in our
study. The DrivAerNet [2] and DrivAerNet++ [6] datasets contain car geometries and their
associated drag values. DrivAerNet includes 4,000 car designs in the Fastback car category as
point clouds. DrivAerNet++ includes 4,000 additional cars, with designs from the Fastback,
Notchback, and Estateback car categories, o�ered as both parametric data and point clouds.
The ShapeNet Car dataset [7] contains 9,070 car designs as point clouds, along with their
associated drag coe�cients. The Rapid Aerodynamic and Deep Learning (RAADL) dataset,
provided by MIT Lincoln Laboratory [8], consists of 800 glider geometries represented as
point clouds, along with their associated drag coe�cients.

Benchmarks

The provided benchmarks have been generated by combining the engineering datasets
described above with one of the regression CL scenarios. To create these benchmarks, a
dataset is divided into experiences based on the chosen CL scenario and each data sample is
assigned a 'task number' that corresponds to its respective experience (see Figure 2.2); this
ensures that the model is trained with the appropriate data from each experience stream.
Examples of benchmarks created using the bin incremental scenario (illustrated with the
DrivAerNet dataset) and the input incremental scenario (illustrted with the DrivAerNet++
dataset) can be seen in Figure 3.1. Table 3.1 outlines all created benchmarks and relevant
information, including the dataset, data representation type, model, and CL scenario.

Benchmark Dataset Representation Model CL Scenario

SplitSHIPD-Par SHIPD Parametric ResNet Bin Incremental
SplitSHIPD-PC SHIPD Point clouds Pretrained RegPointNet Bin Incremental
SplitSHAPENET ShapeNet Car Drag Point clouds Pretrained RegPointNet Bin Incremental
SplitRAADL RAADL Point clouds Pretrained RegPointNet Bin Incremental
SplitDRIVAERNET-PC DrivAerNet Point clouds Pretrained RegPointNet Bin Incremental
SplitDRIVAERNET++-Par DrivAerNet++ Parametric ResNet Bin Incremental, Input Incremental
SplitDRIVAERNET++-PC DrivAerNet++ Point clouds Pretrained RegPointNet Bin Incremental, Input Incremental

Table 3.1: Engineering continual learning benchmarks and their associated datasets, repre-
sentations, model, and CL scenarios.

We created seven benchmarks using the bin incremental scenario and two using the input
incremental scenario, selected based on how each dataset was structured. The DrivAerNet++
dataset has explicit input boundaries based on the di�erent types of cars (Fastback, Estateback,
and Notchback), and therefore, its point cloud and parametric representations were tested in
the input incremental scenario as well as the bin incremental scenario.
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(a) The SplitDRIVAERNET benchmark is created by combining the DrivAerNet dataset with the
bin incremental scenario. In this case, each experience consists of car geometry samples with similar
drag coe�cients.

(b) The SplitDRIVAERNET++ benchmark is created by combining the DrivAerNet++ dataset
with the input incremental scenario. In this case, each experience consists of car geometry samples
from each one of the following car categories: Fastback, Estateback, and Notchback.

Figure 3.1: Continual learning benchmarks are de�ned as the combination of a dataset with
a continual learning scenario.

3.4 Methodology

3.4.1 Surrogate Models

Two types of surrogate model architectures are used in our experiments to handle the di�erent
data representations. A regression PointNet architecture is used for all point cloud represen-
tation benchmarks and a ResNet50 architecture is used for both parametric representation
benchmarks. The hyperparameter tuning of each surrogate model was conducted using
a hit-and-trial approach, adjusting model-speci�c hyperparameters such as learning rate,
number of epochs, loss function, batch size, and model architecture. Models were evaluated
on a separate validation set outside the continual learning setting to optimize their baseline
performance for benchmarking.

Regression PointNet A regression PointNet model architecture is trained on all point
cloud data benchmarks. PointNet is a well-established architecture designed to process
unordered point clouds [42]. We adapt PointNet for regression by modifying its output layer
to predict continuous values.To address over-�tting issues due to data constraints, we use
a pretrained PointNet model from Model Zoo [43] that was trained on the ScanObjectNN
dataset, which consists of point cloud representations of scanned indoor scene data. The
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(a) Experience Replay (b) Elastic Weight Consolida-
tion

(c) Gradient Episodic Memory

Figure 3.2: Overview of the continual learning strategies evaluated in this work. In Figure
3.2a, Experience Replay (ER) reintroduces stored samples from previous experiences during
training via a memory bu�er. In Figure 3.2b, Elastic Weight Consolidation (EWC) adds a
regularization term based on the Fisher Information Matrix to preserve important parameters
from earlier tasks. In Figure 3.2c, Gradient Episodic Memory (GEM) constrains the loss
function using stored samples from previous experiences, based on a speci�ed number of
patterns per experience (PPE). The * symbol indicates where past knowledge is integrated
into the training process for each method.

PointNet architecture consists of Spatial Transformer Networks (STN), an encoder, and a
regression head. We freeze several internal model layers and only retrain the outer parameters.
This reduction in trainable parameters allows the model to learn from the smaller amount of
data without over-�tting and provides the model with a strong weight initialization that is
already tuned to point cloud data.

Regression ResNet The SplitSHIPD-Par and SplitDRIVAERNET++-Par benchmarks
are trained using a regression ResNet model [1]. ResNet is a deep convolutional neural
network architecture that introduced residual connections to address vanishing gradients
in deep networks. These connections allow information to bypass layers through identity
mappings when training deep networks. For our regression tasks, we modi�ed the standard
classi�cation architecture by replacing the �nal softmax layer with a linear output layer to
predict continuous values, while retaining the feature extraction capabilities of the original
network.

3.4.2 Continual Learning Strategies

Several continual learning strategies have been developed in the classi�cation setting with the
primary objective of mitigating catastrophic forgetting without retraining on all previously
seen data. Existing strategies have been categorized in several ways, with many studies
identifying overarching strategy groups of rehearsal-based and regularization-based methods
[14, 15, 25]. The three strategies tested in this study include Experience Replay (ER), Elastic
Weight Consolidation (EWC), and Gradient Episodic Memory (GEM).
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Experience Replay (ER) ER is a foundational CL strategy that takes a data-driven
approach to the catastrophic forgetting problem. As seen in Figure 3.2a, this method stores
a subset of past data in a memory bu�er and mixes it with new data during training to
preserve knowledge of previous tasks. In practice, a randomly selected group of samples from
each experience is retained in memory, which is updated at the end of each experience and
replayed at the beginning of all subsequent ones [23]. ER is simple and computationally
e�cient, requiring minimal additional compute overhead. However, it incurs a moderate
memory cost that scales with the size of the bu�er.

Elastic Weight Consolidation (EWC) EWC is a regularization-based approach to
mitigating catastrophic forgetting in neural networks [22]. Unlike ER and GEM, EWC does
not store old data, but instead tracks parameter importance using the diagonal of the Fisher
Information Matrix (FIM). As seen in Figure 3.2b, it penalizes weight updates that would
signi�cantly a�ect parameters deemed important to previous tasks. The regularized loss
becomes:

LEWC = Lnew +
�
2

X

i

Fi (� i � � �
i )2;

whereLnew is the loss on the current task,� �
i are the previously learned parameters,Fi is

the Fisher importance, and� is a hyperparameter that controls regularization strength. EWC
has a low memory footprint but adds computational overhead that comes from estimating
and storing importance weights.

Gradient Episodic Memory (GEM) GEM is an optimization-based strategy, often
categorized under rehearsal-based constraint methods, that aims to directly control forgetting
by operating in gradient space [24]. It stores past data in an episodic memory like ER but
di�ers in how it uses this data. Instead of simply replaying it, GEM uses a subset of past data,
referred to as the patterns per experience (PPE), to constrain the loss function by ensuring
gradient updates for current data do not interfere with model performance on previous data,
represented by the PPE (see Figure 3.2c. Speci�cally, it solves a quadratic program that aligns
the current gradient with those from memory, preserving or improving past performance.
GEM is more compute-intensive than ER or EWC, due to gradient projection and per-task
constraint checks, and has a higher memory footprint, as it requires storage of both data and
associated gradients for each past task.

3.4.3 Implementation and Evaluation Metrics

All experiments are conducted using the Pytorch Continual Learning library called Avalanche
[44], which provides a framework for benchmarking classi�cation CL strategies. The library
provides existing scenario implementations as well as templates for implementing a new
scenario. It also o�ers several continual learning strategies, including the strategies of Replay,
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EWC, and GEM tested in this study, that can be evaluated on the created benchmarks.
Logging and evaluation tools are provided for tracking selected metrics for each experiment.

To constrain and evaluate the benchmarks in the continual learning setting, we select
metrics relevant to evaluating regression models and tracking the retention of prior tasks.
To appropriately re�ect the CL setting, we constrain our problems based on computational
resources and time. All experiments are allowed the same amount of compute, o�ered by two
Quadro RTX 5000 GPUs and an Intel Xeon Silver 4215R CPU (8 cores, 16 threads, 3.20 GHz
base, 4.00 GHz max) with 62.43 GB RAM. Furthermore, we constrain rehearsal strategies
with a data storage limitation of 20% of the dataset and enforce that all methods have a
shorter total runtime than the time required to retrain on all data (denoted as the Joint
strategy in results). Traditional continual learning benchmarks are evaluated on accuracy
and forgetting. We adapt these metrics for the regression setting, but aim to measure the
same capabilities as its classi�cation analog. High performing strategies are marked by a
reduction in forgetting between the Naive baseline and the tested strategy as well as a low
prediction error on the entire test set and each individual experience. These metrics are
further motivated and described below.

Error Metrics (MPE and MAE) In Tables 3.2 and 3.10, we report the Mean Percent
Error (MPE) to enable fair comparisons across datasets with di�erent scales. MPE is
computed by dividing the absolute error by the true value for each sample, averaging across
all samples, and multiplying by100 to express it as a percentage.

We also report the Mean Absolute Error (MAE), which computes the average error
between predictionsŷ and targets y, de�ned as MAE = 1

n

P n
i =1 jyi � ŷi j, where n is the

number of samples. MAE provides a direct, interpretable measure of error in the same units
as the target variable, making it especially useful in engineering contexts.

In our benchmark-speci�c tables (Tables 3.3-3.9 and Tables 3.11 and 3.12), we report raw
MAE values for predictions of the �nal model on each experience for each strategy. To track
incremental performance as new experiences are added, depicted in Figure 3.3, we compute
the incremental MAE after each training stage. Speci�cally, after learning up to experience
j , we evaluate the model on all experiences seen so far and compute the average MAE
across these experiences:MAE j = 1

j

P j
k=1

�
1

nk

P nk
i =1 jyk;i � ŷj;k;i j

�
wherenk is the number

of samples in experiencek, yk;i is the true value for samplei in experiencek, and ŷk;i is
the predicted value for samplei in experiencek. This metric captures both the model's
retention of knowledge from previous experiences and its ability to learn new tasks, providing
a comprehensive view of continual learning performance over time.

Forgetting Forgetting quanti�es how much performance degrades on previously learned
experiences as new ones are introduced. In continual learning, this metric captures the
extent of catastrophic forgetting, a key issue in engineering contexts where past knowledge
remains critical. For classi�cation, forgetting is de�ned by how much accuracy decreases
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on previous tasks once a model is trained on new tasks. For regression, we adapt this by
replacing accuracy with mean absolute error (MAE), de�ning forgetting on an experiencej
after training on experiencek as:

f k;j = max
l2f j;:::;k � 1g

jMAE l;j � MAE k;j j for all j < k;

where j is the experience being evaluated,k is the current training stage, andl refers to
all training stages between experiencej and k (i.e., j � l < k ). Thus, MAE l;j is the mean
absolute error on experiencej after training on experiencel and MAE k;j is the error on the
same experiencej after training through current experiencek. Iterating over all experiences
l, this metric measures the maximum performance degradation on a given experiencej after
encountering new experiences.

To more easily compare values across di�erent error scales (di�erent datasets and experi-
ences), we normalize forgetting to arrive at the forgetting ratio (FR), de�ned as:

FRk;j = f k;j =MAE j;j ;

where MAE j;j is the model's error on experiencej when it was �rst learned. We use the
forgetting ratio in all benchmark-speci�c tables.

To summarize forgetting across all experiences, we compute the average forgetting ratio
FRk = 1

k� 1

P k� 1
j =1 FRk;j , and use the lowestFRk achieved over all trials as the best forgetting

score per strategy in Tables 3.2 and 3.10.
For visualizations, we use the average absolute forgetting

f k =
1

k � 1

k� 1X

j =1

f k;j

on experiencesj through k � 1 after each experiencek as our incremental forgetting measure
(see Figure 3.3), which intuitively depicts the raw increase in error on past tasks as training
progresses.

Train time We report the average total run times required to complete a full continual
learning experiment for each benchmark, which includes the continuous training and evaluation
phases across the entire stream of experiences (see Table 3.13). Continual learning strategies
di�er in computational complexity. Regularization-based methods, such as EWC, introduce
minimal memory overhead but incur additional compute for estimating parameter importance.
In contrast, rehearsal-based methods require time to replay stored samples during training.
To assess the practical e�ciency of continual learning strategies, we compare their total
run time against the Joint retraining baseline. This highlights the potential computational
savings of continual learning approaches relative to retraining from scratch.
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3.5 Results

We evaluated three continual learning strategies (Replay, GEM, EWC) across various en-
gineering datasets, input modalities (parametric and point cloud), and continual learning
scenarios (bin incremental and input incremental). For each benchmark, the three strategies
are compared based on each strategy's �nal MPE and average forgetting ratio for the full
test set (Tables 3.2 and 3.10), their MAEs and forgetting ratios for individual experiences
(Tables 3.3-3.9 and Tables 3.11 and 3.12), and their incremental MAE and forgetting on
experiences it encountered within the stream (Figure 3.3). Results are presented �rst for the
bin incremental scenario, and subsequently for the input incremental scenario, allowing clear
comparisons across datasets and methods.

3.5.1 Bin Incremental Benchmark Outcomes

Table 3.2 compares all strategies based on MPE and average forgetting ratio across all datasets
tested in the bin incremental scenario, which are discussed as overall trends. Then, results
for each benchmark are detailed, including each strategy's incremental MAE and forgetting,
as well as the �nal model's performance on each experience. Computational e�ciency is also
discussed.

Overall Trends

Across all datasets, Replay consistently achieved the best performance among continual
learning strategies, demonstrating lower MPE than GEM, EWC, and Naive approaches. On
average, Replay closely approached the cumulative baseline, notably evident in SplitDRI-
VAERNET (2.07% vs. 1.57%) and SplitDRIVAERNET++-PC (3.64% vs. 3.36%). GEM
provided intermediate performance, improving upon EWC and the Naive method but gener-
ally lagging behind Replay. It notably exhibited low forgetting ratios in some benchmarks,
such as SplitSHIPD-Par (0.24), SplitSHAPENET (0.39), and SplitRAADL (-0.49), suggesting
selective e�ectiveness in mitigating forgetting. EWC consistently underperformed across all
datasets, closely matching the Naive scenario, underscoring its limited e�ectiveness.

Regarding computational e�ciency (see Table 3.13), EWC was often the fastest strategy
due to its minimal computational overhead. In contrast, GEM was generally the slowest strat-
egy, although it was notably faster on the small RAADL dataset and the lower-dimensional
parametric datasets compared to its typical performance. Replay typically o�ered fast compu-
tational times, outperforming EWC on two benchmarks, but experienced slower performance
on larger, high-dimensional point cloud benchmarks. Despite these exceptions, Replay consis-
tently demonstrated the strongest balance between accuracy and computational e�ciency.
The following sections provide detailed results for each benchmark, supporting these trends
and discussing any notable deviations.
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Metrics Mean Percent Error _ Forgetting Ratio _

Strategy Baseline Replay GEM EWC Naive Replay GEM EWC Naive

SplitSHIPD-Par 8:11 11:51 15:15 25:16 25:66 0:56 0:24 4:83 4:94
SplitSHIPD-PC 11:21 12:75 17:66 23:22 25:44 0:40 0:47 3:53 3:79

SplitSHAPENET 6:16 7:62 13:57 23:15 24:25 0:89 0:39 7:95 8:89

SplitRAADL 4:98 6:95 7:75 11:96 57:81 � 0:57 � 0:49 � 0:39 1:53
SplitDRIVAERNET 1:57 2:07 6:08 9:24 9:33 � 0:01 0:66 3:63 4:90

SplitDRIVAERNET++-Par 3:13 4:90 7:20 10:18 10:57 0:51 0:98 3:01 3:38
SplitDRIVAERNET++-PC 3:36 3:64 6:97 10:66 13:22 0:35 0:37 5:16 7:23

Table 3.2: Comparison of �nal Mean Percent Error and Best Forgetting Ratio across di�erent
benchmarks and CL methods for the bin incremental scenario

SplitSHIPD-Par Replay achieved the lowest �nal MPE of 11.51%, outperforming all
continual strategies but trailing behind the Joint strategy's 8.11% on the full test set. As shown
in Figure 4.1c, Replay also maintained the lowest incremental MAE across experiences. Despite
GEM achieving the best �nal MAE on experiences 2 and 3, and EWC on experience 4 (see
Table 3.3), these gains did not translate into a lower overall error. Replay's consistently strong
performance across all experiences enabled it to retain the overall lead in �nal performance.
Figure 4.1d further illustrates that GEM achieved lower forgetting incrementally than Replay,
yet this did not result in a superior prediction accuracy. Due to the low-dimensional nature
of the parametric representation, all strategies showed a reduction in runtime compared to
the Joint baseline, with EWC achieving a 36% reduction, followed by GEM's 26% reduction
and Replay's 23% reduction.

Metrics MAE ( � 10� 3) _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Baseline 0:59� 0:04 0:49� 0:05 0:49� 0:03 0:71� 0:04 0:06� 0:07 � 0:03� 0:21 � 0:15� 0:19
Naive 4:07� 0:04 2:29� 0:03 1:29� 0:03 0:53� 0:02 6:26� 0:38 6:09� 0:28 3:18� 0:37

Replay 1:03 � 0:08 0:82� 0:04 0:74� 0:02 0:68� 0:06 0:84 � 0:12 0:72� 0:10 0:39� 0:32
GEM 1:18� 0:04 0:71 � 0:05 0:73 � 0:05 1:41� 0:07 1:11� 0:08 0:09 � 0:06 � 0:39 � 0:11
EWC 4:02� 0:05 2:26� 0:05 1:24� 0:05 0:52 � 0:02 6:20� 0:13 6:04� 0:30 2:65� 0:27

Table 3.3: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitSHIPD-Par benchmark in the bin incremental scenario

SplitSHIPD-PC Replay achieved the lowest �nal MPE of 12.75%, compared to the Joint
strategy's 11.21%, on the full test set, the lowest overall forgetting ratio of 0.40, and the lowest
incremental MAE as the model encountered new experiences (see Figure 3.3b). Table 3.4
reports each strategy's �nal MAE and forgetting ratio on each individual experience. In terms
of forgetting, GEM achieved the a comparable overall forgetting ratio to Replay of 0.47 and
demonstrated lower incremental forgetting than Replay across new experiences (see Figure
3.3g). Despite this and strong �nal MAE performance on experiences 2 and 3 (see Table 3.4),
the corresponding trends seen in Figure 3.3b demonstrate that GEM's lower forgetting did
not correlate with improved overall or incremental MAE over the Joint or Replay strategies.
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This phenomenon indicates GEM's lack of adaptability to new experiences. While Table 3.4
shows the EWC strategy leading to the best �nal MAE on experience 4, severe forgetting
on all previous experiences demonstrates its ine�ectiveness on this benchmark. Considering
computational e�ciency, Replay reduced runtime by 22% from the Joint baseline, while GEM
achieved only a 10% reduction. EWC substantially reduced train time by 58%, but was
ultimately ine�ective as a strategy.

Metrics MAE ( � 10� 3) _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Cumulative 0:89� 0:08 0:72� 0:02 0:69� 0:07 0:84� 0:18 0:43� 0:08 0:40� 0:16 0:16� 0:20
Naive 3:79� 0:15 2:04� 0:12 1:09� 0:11 0:55� 0:01 5:03� 0:26 5:12� 0:46 2:06� 0:40

Replay 1:11 � 0:11 0:88� 0:07 0:71� 0:02 0:81� 0:07 0:84 � 0:23 0:76� 0:46 0:33� 0:50
GEM 2:21� 0:08 0:61 � 0:08 0:48 � 0:07 1:58� 0:15 2:58� 0:13 � 0:40 � 0:07 � 0:57 � 0:08
EWC 3:74� 0:19 1:97� 0:16 0:94� 0:15 0:55 � 0:08 5:05� 0:35 5:45� 0:46 1:87� 0:56

Table 3.4: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitSHIPD-PC benchmark in the bin incremental scenario

SplitSHAPENET Replay achieved the lowest �nal MPE, outperforming all other strategies
while remaining within 1.5 percentage points of the Joint baseline, as seen in Table 3.2. Replay
also maintained the lowest incremental MAE as the model encountered new experiences
(see Figure 3.3c). Table 3.5 reports each strategy's �nal MAE and forgetting ratio across
individual experiences, in which GEM and EWC achieved slightly higher MAEs on experiences
2 and 4, respectively. GEM also achieved the best overall forgetting ratio and exhibited
lower incremental forgetting than Replay, even dipping below the Joint strategy (see Figure
3.3h). However, these slight improvements on earlier experiences did not translate to better
performance than Replay on overall MAE or MPE, highlighting GEM's limited adaptability
to new experiences. EWC performed comparably to the Naive baseline in terms of accuracy,
further demonstrating its inability to mitigate catastrophic forgetting on this benchmark. In
terms of runtime, GEM required the most training time among continual strategies, only
reducing train time by 7% from the Joint baseline, while Replay achieved strong performance
with an approximately 45% train time reduction.

Metrics MAE ( � 10� 3) _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Cumulative 0:0246� 0:0014 0:0187� 0:0008 0:0201� 0:0007 0:0386� 0:0018 0:86� 0:11 0:34� 0:06 � 0:06� 0:04
Naive 0:1488� 0:0011 0:1045� 0:0008 0:0646� 0:0009 0:0249� 0:0013 10:28� 0:85 12:18� 0:26 5:26� 0:17

Replay 0:0326 � 0:0024 0:0300� 0:0015 0:0260 � 0:0011 0:0288� 0:0014 1:36 � 0:21 1:07� 0:18 0:53� 0:06
GEM 0:0454� 0:0045 0:0117 � 0:0010 0:0419� 0:0025 0:1232� 0:0029 2:20� 0:32 � 0:62 � 0:05 � 0:27 � 0:03
EWC 0:1436� 0:0013 0:0986� 0:0017 0:0578� 0:0022 0:0227 � 0:0005 9:45� 0:72 11:02� 0:39 4:50� 0:41

Table 3.5: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitSHAPENET benchmark in the bin incremental scenario
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Metrics MAE ( � 10� 3) _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Cumulative 0:330� 0:046 0:343� 0:032 0:390� 0:058 1:423� 0:195 � 0:90� 0:09 � 0:41� 0:14 � 0:20� 0:33
Naive 15:398� 4:968 8:319� 3:209 3:432� 1:596 1:598� 0:270 3:71� 3:99 8:85� 4:89 3:64� 2:48

Replay 0:526 � 0:192 0:572 � 0:068 0:610 � 0:047 1:373 � 0:277 � 0:85 � 0:11 � 0:12� 0:46 � 0:13 � 0:16
GEM 0:843� 0:430 0:871� 0:316 0:676� 0:161 1:575� 0:368 � 0:75� 0:15 � 0:17 � 0:34 0:13� 0:62
EWC 1:574� 0:459 1:646� 0:471 1:625� 0:723 1:951� 0:664 � 0:55� 0:29 0:00� 0:68 � 0:05� 0:22

Table 3.6: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitRAADL benchmark in the bin incremental scenario

SplitRAADL Replay achieved the lowest �nal MPE of 6.95%, outperforming GEM and
EWC, which reached 7.75% and 11.96% respectively, while also achieving the lowest �nal MAE
on each individual experience (see Table 3.6). Unlike the other benchmarks, SplitRAADL
exhibited consistent backward transfer for all strategies, most notably re�ected in the drop
in incremental MAE after experience 1 (Figure 3.3d). This trend indicates that models
improved on earlier experiences as new data was introduced. Supporting this, Table 3.6
shows negative forgetting ratios across all strategies, signaling performance gains on past
experiences. Replay and GEM both demonstrated low forgetting and closely tracked the Joint
baseline (Figure 3.3i). While EWC underperformed in overall MAE, it nonetheless improved
over the Naive baseline and showed negative forgetting on experiences 1 and 3, demonstrating
better performance than in other benchmarks. In terms of computational e�ciency, Replay
reduced runtime by 17% from the Joint baseline, GEM reduced it by 26% and EWC had a
substantial 45% reduction. The overall variability in performance across experiences, visible
in both MAE and forgetting trends, suggests that limited data per experience contributed to
unstable learning behavior.

SplitDRIVAERNET-PC Replay achieved the lowest �nal MPE of 2.07% on the full test
set, along with the lowest MAE on each individual experience (see Table 3.7). Figure 3.3e
shows that Replay consistently maintained the lowest incremental MAE as new experiences
were introduced. In contrast, EWC showed substantial forgetting across experiences, with
performance comparable to or worse than the Naive baseline. GEM outperformed EWC
but still exhibited signi�cant forgetting on the �rst experience. However, GEM achieved
negative forgetting ratios on experiences 2 and 3 (Table 3.7), with a lower reported forgetting
raio on experience 3 than Replay. Overall, however, the trend visible in Figure 3.3j shows
Replay experiencing lower incremental forgetting than GEM. Furthermore, while GEM
achieved a 13% reduction in runtime from the Joint strategy, Replay reduced the runtime by
approximately 45%. EWC was the fastest with a 51% reduction, yet failed to improve over
the Naive baseline, highlighting its limited e�ectiveness on this benchmark.

SplitDRIVAERNET++-Par Replay achieved the best �nal MPE of 4.90%, compared
to the Joint baseline at 3.13%, and consistently maintained the lowest MAE across all
experiences except for experience 4 (see Table 3.8). As shown in Figure 3.3k, Replay exhibited
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Metrics MAE _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Cumulative 0:495� 0:051 0:447� 0:021 0:474� 0:034 0:585� 0:049 � 0:19� 0:14 � 0:03� 0:08 0:16� 0:10
Naive 4:622� 0:210 3:022� 0:130 1:487� 0:046 0:518� 0:019 6:61� 1:40 6:55� 0:38 2:81� 0:08

Replay 0:601 � 0:043 0:464 � 0:038 0:571 � 0:047 0:563 � 0:024 0:00 � 0:22 � 0:07 � 0:09 0:40� 0:09
GEM 2:606� 0:327 0:803� 0:209 0:817� 0:215 2:044� 0:297 3:32� 0:84 � 0:03� 0:35 � 0:51 � 0:11
EWC 4:704� 0:184 2:913� 0:067 1:240� 0:040 0:557� 0:039 6:71� 2:12 5:09� 0:93 1:70� 0:26

Table 3.7: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitDRIVAERNET-PC benchmark in the bin incremental scenario

Metrics MAE _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Cumulative 0:0075� 0:0006 0:0076� 0:0003 0:0077� 0:0003 0:0097� 0:0006 0:21� 0:05 0:34� 0:09 0:08� 0:09
Naive 0:0468� 0:0011 0:0304� 0:0005 0:0162� 0:0005 0:0068� 0:0002 6:54� 0:66 6:63� 0:34 2:95� 0:29

Replay 0:0144 � 0:0013 0:0128 � 0:0004 0:0108 � 0:0002 0:0127� 0:0013 1:31 � 0:22 0:74 � 0:05 0:27 � 0:11
GEM 0:0271� 0:0027 0:0174� 0:0014 0:0120� 0:0004 0:0125� 0:0007 3:37� 0:57 1:57� 0:38 0:49� 0:15
EWC 0:0446� 0:0016 0:0289� 0:0014 0:0154� 0:0011 0:0061 � 0:0003 6:20� 0:62 6:25� 0:57 2:68� 0:28

Table 3.8: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitDRIVAERNET++-Par benchmark in the bin incremental scenario

strong incremental performance, with MAE increasing gradually but remaining well below
that of other continual strategies. Replay also achieved the lowest forgetting ratios across all
experiences and maintained low forgetting incrementally, as seen in Figure 3.3o, highlighting
its stability over time. GEM demonstrated moderate performance, ranking between Replay
and EWC in both forgetting and MAE, but did not surpass Replay on any metric. Its
performance deviated more substantially after experience 3. EWC showed the highest
forgetting ratios overall, with values reaching 6.25, and over�t to the �nal experience, which
resulted in the lowest MAE on experience 4. However, its overall performance remained poor,
closely resembling that of the Naive baseline. In terms of computation, Replay dramatically
reduced runtime by 59% from the Joint baseline, outperforming both GEM (43% reduction)
and EWC (48% reduction).

Metrics MAE _ Forgetting Ratio _

Experience 1 2 3 4 1 2 3

Cumulative 0:0088 � 0:0010 0:0071 � 0:0001 0:0078 � 0:0004 0:0091 � 0:0009 0:19 � 0:22 0:11 � 0:05 � 0:18 � 0:06
Naive 0:0523 � 0:0002 0:0330 � 0:0003 0:0176 � 0:0002 0:0070 � 0:0002 6:06 � 0:88 7:46 � 0:08 3:47 � 0:10

Replay 0:0107 � 0:0010 0:0092 � 0:0005 0:0089 � 0:0007 0 :0083 � 0:0006 0 :46 � 0:22 0:33 � 0:12 0:15 � 0:09
GEM 0:0208 � 0:0062 0:0058 � 0:0023 0:0129 � 0:0051 0:0315 � 0:0050 1:82 � 1:13 � 0:47 � 0:24 � 0:34 � 0:21
EWC 0:0470 � 0:0009 0:0292 � 0:0005 0:0154 � 0:0006 0:0073 � 0:0001 5:51 � 0:79 5:76 � 1:11 2:36 � 0:13

Table 3.9: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitDRIVAERNET++-PC benchmark in the bin incremental scenario

SplitDRIVAERNET++-PC Replay achieved the lowest �nal MPE of 3.64%, closely
matching the Joint strategy's 3.36%, and reported the lowest overall forgetting ratio of 0.35.
As shown in Table 3.12, Replay achieved the lowest �nal MAE on all experiences except
experience 2, where GEM slightly outperformed it. Figure 3.3l con�rms Replay's consistent
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incremental performance, closely tracking the Joint baseline, while Figure 3.3p highlights its
strong mitigation of forgetting across experiences. Notably, GEM's forgetting drops below
Replay's at experience 4, indicating an emphasis on predicting well on earlier experiences,
but this does not translate into better overall performance in MAE or MPE. GEM showed
signs of backward transfer on experiences 2 and 3 but experienced substantial forgetting
on experience 1. EWC exhibited the highest forgetting across all experiences, performed
similarly to the Naive baseline, and showed steep error increases over time. In terms of
e�ciency, Replay achieved a 46% reduction compared to the Joint baseline, while GEM
showed minimal improvement at 7%. EWC reduced runtime by 50%, although it performed
poorly on prediction error.

3.5.2 Input Incremental Benchmark Outcomes

Table 3.10 compares all strategies based on MPE and average forgetting ratio for the
SplitDRIVAERNET++-Par and SplitDRIVAERNET++-PC benchmarks, tested in the
input incremental scenario, which are discussed as overall trends. Then, results for both
benchmarks are reported, considering both incremental and �nal performance. We also
mention computational e�ciency.

Metrics Mean Percent Error _ Forgetting Ratio _

Strategy Baseline Replay GEM EWC Naive Replay GEM EWC Naive

SplitDRIVAERNET++-Par 3:21 3:78 4:69 4:81 5:00 0:05 0:56 1:36 1:28
SplitDRIVAERNET++-PC 3:27 3:40 5:55 5:91 6:04 � 0:15 0:53 0:88 0:88

Table 3.10: Comparison of Mean Percent Error and Best Forgetting Ratio across di�erent
benchmarks and CL methods for the input incremental scenario

Overall Trends

The forgetting experienced in the input incremental scenario was less pronounced than the
bin incremental scenario, with the Naive strategies achieving MPEs of 5.00% and 6.04% for
the SplitDRIVAERNET++-Par and SplitDRIVAERNET++-PC benchmarks, respectively,
compared to the MPEs of 10.57% and 13.22% in the bin incremental scenario. For most
strategies tested in both the parametric and point cloud representations, there was a spike in
error at the second experience, followed by a substantial recovery at the third experience.
This trend di�ers from the steady increase typically observed in the bin incremental scenario.
The observed behavior likely re�ects greater overlap in design features or geometric similarity
between the �rst and third types of cars, suggesting that the second experience introduced a
more challenging distribution shift.

Replay consistently showed the greatest resilience, closely approaching cumulative baseline
performance in the point cloud representation, and e�ectively recovering from the initial
performance drop in the parametric representation. GEM o�ered moderate mitigation of
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Figure 3.3: Incremental MAE and Forgetting across all benchmarks, including both bin
incremental and input incremental (indicated under plot) scenarios.

forgetting but with signi�cantly less e�ectiveness compared to Replay, as well as higher
computational costs. EWC consistently struggled, closely matching the Naive strategy,
highlighting substantial limitations during input distribution shifts.
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Metrics MAE ( � 10� 2) _ Forgetting Ratio _

Experience 1 2 3 1 2

Cumulative 0:966� 0:051 0:736� 0:025 0:716� 0:033 0:26� 0:13 � 0:17� 0:06
Naive 2:779� 0:119 0:668� 0:037 0:537� 0:015 2:62� 0:28 0:16� 0:04

Replay 1:336 � 0:083 0:775� 0:026 0:774� 0:028 0:74 � 0:21 � 0:40 � 0:04
GEM 1:917� 0:200 0:989� 0:096 0:773� 0:082 1:50� 0:34 � 0:08� 0:08
EWC 2:923� 0:138 0:657 � 0:065 0:509 � 0:031 2:81� 0:38 0:13� 0:12

Table 3.11: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitDRIVAERNET++-Par benchmark in the input incremental scenario

SplitDRIVAERNET++-Par Replay achieved the best MPE of 3.78%, compared to the
Joint MPE of 3.21%, the lowest overall forgetting across experiences, and the lowest MAE on
experience 1, indicating e�ective resistance to catastrophic forgetting (see Table 3.11). As
shown in Figure 3.3m, all strategies experienced error spikes following the introduction of
experience 2, with Replay showing notable improvement on experience 2 after training on
experience 3. GEM maintained moderate forgetting and MAE performance across experiences,
consistently ranking between Replay and EWC. In contrast, EWC achieved the lowest MAEs
on the most recent experiences, re�ecting high plasticity, but su�ered from severe forgetting
of earlier tasks�highlighted by a forgetting ratio of 2.81. The overall forgetting trends in
Figure 3.3q further reinforce Replay's advantage in balancing stability and plasticity on this
benchmark. Similar to the bin incremental benchmark, Replay demonstrated the largest
improvement with a 50% runtime reduction from the Joint baseline, outperforming both
GEM (38% reduction) and EWC (42% reduction) while also maintaining better prediction
quality and forgetting resistance.

Metrics MAE ( � 10� 2) _ Forgetting Ratio _

Experience 1 2 3 1 2

Cumulative 0:737� 0:010 0:889� 0:026 0:861� 0:035 � 0:21� 0:03 � 0:07� 0:06
Naive 2:846� 0:145 0:967� 0:024 0:896� 0:031 2:04� 0:23 � 0:03� 0:05

Replay 0:836 � 0:054 0:911 � 0:013 0:893 � 0:023 � 0:15 � 0:05 � 0:10� 0:02
GEM 2:294� 0:372 1:064� 0:062 0:981� 0:042 1:44� 0:33 � 0:13 � 0:04
EWC 2:947� 0:356 0:967� 0:012 0:923� 0:058 2:18� 0:41 � 0:02� 0:04

Table 3.12: Comparison of �nal MAE and Forgetting on each experience across di�erent
strategies for the SplitDRIVAERNET++-PC benchmark in the input incremental scenario

SplitDRIVAERNET++-PC Replay achieved the lowest MPE of 3.40%, compared to
the Joint MPE of 3.27%, and demonstrated the most consistent performance, achieving
the lowest MAE values on all experiences (see Table 3.12), as well as the lowest overall
forgetting (see Table 3.10). Figure 3.3n con�rms that Replay maintained low incremental
MAE throughout training, closely tracking the Joint strategy, without spiking in error at
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Figure 3.4: Rank plots of CL strategies for Final MAE, Forgetting Ratio, and Total Run
Time across all nine benchmarks

experience 2. GEM outperformed EWC, achieving the best forgetting ratio on experience
2, indicating backward transfer and some recovery of prior knowledge. However, GEM still
su�ered substantial forgetting on experience 1, with a ratio greater than 1. EWC, meanwhile,
performed comparably to the Naive baseline, showing severe forgetting across experiences.
Figure 3.3r further illustrates these patterns, with Replay exhibiting minimal forgetting,
GEM showing moderate degradation, and EWC experiencing the highest forgetting. The
computational e�ciency mirrored that of the bin incremental scenario, with Replay reducing
runtime by 39% compared to the Joint baseline, GEM achieving only a 7% reduction, and
EWC showing a 45% improvement in runtime.

Benchmark Joint Replay GEM EWC Naive

SplitSHIPD-Par 1837.08 1408.47 1353.75 1169.59 990.24
SplitSHIPD-PC 20765.72 16169.97 18487.348817.80 8342.42
SplitSHAPENET 14720.70 8154.58 13665.93 6852.46 5896.23
SplitRAADL 1678.76 1386.83 1245.09 926.54 848.12
SplitDRIVAERNET 9458.70 5038.06 8228.63 4593.38 3821.70
SplitDRIVAERNET++-Par (Bin) 1761.11 718.69 1005.57 914.91 702.50
SplitDRIVAERNET++-PC (Bin) 7662.63 4150.30 8168.27 3796.02 3167.49
SplitDRIVAERNET++-Par (Input) 1385.63 693.54 863.97 805.20 674.47
SplitDRIVAERNET++-PC (Input) 6274.35 3801.33 5862.19 3428.01 3108.58

Table 3.13: Total average run time (seconds) across all benchmarks

3.6 Discussion

This section discusses the implications of the results obtained by testing Experience Replay
(ER), GEM, and EWC in the continual learning setting. We further analyze strategy-speci�c
behaviors observed across the benchmarks, highlighting the conditions under which each
strategy showed relative advantages. Then, we emphasize the unique challenges posed by
engineering problems in the continual learning context and outline directions for future
research.
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Statistical Trends Across Benchmarks

We conducted a statistical analysis of strategy performance across all nine benchmarks
using the Mann-Whitney U test on normalized metrics, with results visualized through
critical di�erence (CD) plots. These plots enabled a consistent ranking of strategies across
benchmarks with di�ering scales, covering diverse 3D engineering tasks.

The rank plots for �nal MAE, forgetting ratio, and total run time can be found in Figure
3.4. Analysis of the normalized forgetting ratios revealed a statistically signi�cant hierarchy
(p < 0:05). Rehearsal-based strategies, Replay and GEM, ranked just below the ideal Joint
baseline and were statistically indistinguishable from one another, as indicated by a shared
horizontal bar in the CD plot. However, EWC did not show statistical di�erences from the
Naive baseline in terms of forgetting between benchmarks, with both exhbiting the highest
forgetting. For MAE, Joint training achieved the lowest error overall, followed by Replay,
GEM, EWC, and �nally Naive, with statistically signi�cant di�erences separating each group.
In terms of computational e�ciency, EWC and Replay were statistically equivalent in runtime
across benchmarks. GEM required considerably more computational resources, while Joint
training was the most expensive, as expected.

These conclusions are based on the assumption that our benchmark suite, including
variants of SplitSHIPD, SplitSHAPENET, SplitRAADL, and SplitDRIVAERNET, o�ers
representative coverage of 3D engineering problems, and that each dataset contributes equally
to the �nal rankings. Our normalization procedure addresses the wide range of metric
scales across benchmarks, making fair statistical comparison possible, though it cannot fully
capture the varying importance of individual datasets. Nevertheless, these �ndings suggest
that Replay o�ers the best trade-o� between forgetting resistance, predictive accuracy, and
computational cost in the context of continual learning for engineering applications.

Stability vs. Plasticity: Observations on Forgetting

Analyzing forgetting metrics provided additional insights into the strategies' behaviors. Replay
consistently maintained low forgetting across all benchmarks, highlighting its robustness.
However, GEM exhibited notably low forgetting on certain benchmarks, sometimes even
surpassing the Joint strategy in reducing forgetting. This phenomenon aligns closely with the
stability/plasticity dilemma, where models that emphasize stability can minimize forgetting
at the expense of adaptability. Conversely, overly plastic models may adapt quickly but su�er
from higher forgetting. GEM's strong stability property occasionally resulted in exceptionally
low forgetting, especially notable in benchmarks like SHIPD-Parametric and RAADL, however
its inability to adapt to new experiences in general reduced its overall performance.

The performance of GEM was also constrained by computational limitations inherent
in our experimental setup. In particular, GEM is highly time-intensive when applied to
high-dimensional data, such as point clouds, especially with a large number of patterns
per experience. To ensure GEM's total runtime remained shorter than that of the Joint
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strategy, we had to restrict the number of patterns used to constrain the loss function. This
reduction in constraint samples likely contributed to GEM's diminished overall performance.
Such limitations should be taken into account when applying GEM in practice, especially in
engineering domains where datasets are often high dimensional.

Unique Aspects of CL for Engineering

Continual learning in engineering tasks exhibits distinct behaviors compared to traditional
classi�cation settings, driven by the prevalence of regression targets and shared structure
across experiences. Engineering problems often involve continuous-valued outputs, requiring
precise function approximation and �ne-grained predictive accuracy. At the same time, many
engineering datasets contain underlying similarities across experiences, which can promote
positive backward transfer, a phenomenon that is rarely observed in standard CL benchmarks.

We observed this behavior in the SplitRAADL benchmark, where all strategies, even
the highly plastic EWC and Naive strategies, improved performance on the �rst experience
after training on later ones. Such negative forgetting highlights the potential for constructive
interference between tasks. We hypothesize this stems from the dataset's small size and
narrow target range, which may enable the model to form generalizable feature representations
without signi�cant con�ict between experiences.

Furthermore, data representations commonly used in engineering, such as point clouds,
meshes, and parametric forms, tended to impact strategy performance. Replay consistently
demonstrated strong general performance across both point cloud and parametric data,
though its e�cacy was slightly diminished in larger datasets and in the parametric represen-
tations. GEM's performance was notably closer to Replay's when dealing with parametric
data, suggesting that representation dimensionality might a�ect strategy performance, and
highlighting the importance of choosing strategies appropriate to the data representation.

Additional Evaluation Metrics

While our study did not explicitly report the following metrics, we list some of the metrics
that could be important in future work.

Memory E�ciency Di�erent CL approaches have varying memory requirements, which
can be critical for real-world engineering deployment. Some methods, such as experience
replay, require storing past data. Since memory resources are often limited, strategies with
lower storage demands are appealing. Tracking the number of parameters or the amount of
stored data for each method would help highlight the trade-o� between memory e�ciency
and accuracy.

Forward Transfer and Adaptability Beyond mitigating forgetting, an e�ective CL
strategy should also enable positive knowledge transfer to new tasks. This means evaluating
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whether learning an earlier task improves performance on subsequent ones. For example,
in engineering design problems, solving simpler cases �rst may accelerate learning of more
complex ones. Additionally, measuring how quickly a model adapts to each new task, such as
tracking the number of iterations needed to reach a certain error threshold, can be crucial.
Faster adaptation is especially valuable in iterative design scenarios where e�ciency is key.

Real-World Performance Metrics Depending on the application, certain real-world
performance metrics could be useful to track. One such metric is prediction uncertainty,
which would measure whether models maintain their con�dence calibration over time. In
engineering design optimization, it is also important to ensure that a continually learned
model continues to respect physical constraints and design limits established in previous
tasks. Assessing these factors using quanti�able metrics would provide a more comprehensive
evaluation of CL methods in engineering settings.

Impact and Future Directions

Overall, the engineering domain presents a compelling and practical application area for
continual learning, given its inherently dynamic and data-intensive nature. Retraining from
scratch after each data update is often ine�cient and increasingly impractical as models and
datasets grow in complexity, a trend that is inevitable in engineering work�ows. While this
work takes an important step toward introducing continual learning into the engineering
context, further research is needed to develop scalable, tailored strategies that address the
unique aspects of the �eld.

Our benchmarking results highlight several directions for future research in continual
learning for engineering. First, our �ndings emphasize the potential of data-driven methods
like Experience Replay, which consistently achieved strong performance by directly leveraging
the training data pipeline. However, improving replay e�ciency, particularly for larger and
more diverse datasets, remains an important challenge for scaling Replay e�ectively. In
contrast, theoretically motivated approaches such as GEM and EWC, which aim to mitigate
forgetting through loss function regularization, showed notable limitations. GEM often
incurred high computational cost, approaching that of full retraining, while still su�ering
from performance degradation. EWC was computationally e�cient but yielded only marginal
improvements over the Naive baseline. These observations suggest that future work should
prioritize scalable, data-driven strategies that better balance predictive performance and
computational e�ciency.

Finally, our study did not evaluate multi-target incremental scenarios involving architec-
tural strategies. Investigating whether dynamic architectures can handle incremental learning
in engineering problems would provide valuable insights for optimizing continual learning
performance. Understanding these trade-o�s could signi�cantly advance the �eld and enhance
practical applicability.
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3.7 Conclusions

This chapter introduced continual learning strategies to engineering regression tasks, partic-
ularly surrogate modeling for computationally intensive simulations. It demonstrated the
e�ectiveness of adapted CL methods, notably Experience Replay, in mitigating catastrophic
forgetting for complex 3D engineering datasets. By proposing novel regression-speci�c CL
scenarios and benchmarks, the study provided practical resources tailored to engineering
needs. Results highlighted key factors in�uencing CL performance, such as dataset size,
dimensionality, and data representation.

In the next chapter, we draw from the benchmarking outcomes presented here to explore
new continual learning strategies tailored for engineering applications. Speci�cally, we focus on
data-driven rehearsal methods that aim to improve sample e�ciency by leveraging forgetting
metrics. In addition, we incorporate embeddings from a foundation model to investigate
whether learned representations can reveal structure in the input space and guide more
e�ective memory sampling. These e�orts aim to push replay-based continual learning beyond
uniform sampling, toward more adaptive and e�cient strategies.
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Chapter 4

Exploring Replay Methods for
Engineering Continual Learning

Building on the benchmarking results presented in the previous chapters, this chapter
focuses on extending replay strategies for regression-based continual learning in engineering.
Motivated by the strong performance of Experience Replay (ER) across multiple engineering
benchmarks observed in Chapter 3, we propose and analyze two variants of an Adaptive
Replay (AdR) strategy, which typically uses explicit forgetting analysis to select samples
for replay. Our proposed variants take insights from AdR's approach to sampling di�cult
examples, leverages input clustering methods, and explores the bene�ts of representations
from TabPFN, a foundation model, or prior-�tted network (PFN), that is trained on tabular
data. We discuss the motivations behind these approaches and analyze them using two
engineering datasets and synthetic Gaussian "blobs".

4.1 Introduction

As discussed in earlier chapters, engineering datasets are often expensive to generate and
become available incrementally, making full retraining of models impractical. In such scenarios,
surrogate models must adapt to new data while preserving prior knowledge, a challenge made
more complex in regression tasks. Unlike classi�cation, regression problems lack discrete
class boundaries, making it di�cult to de�ne task identities, sample importance, or detect
when forgetting occurs. These issues are especially important in engineering contexts, where
prediction accuracy on continuous targets (e.g., drag coe�cients, pressure distributions,
material properties) is critical to system performance.

Chapter 3 showed that ER is particularly e�ective for regression in engineering applications,
as it outperformed all other continual learning strategies evaluated across multiple 3D datasets.
However, the standard ER approach assumes certain conditions that may not hold in real-
world engineering work�ows. Speci�cally, three major challenges arise:

ˆ Sample e�ciency : Replaying large amounts of past data is computationally costly;
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random sampling improves with quantity, but real-world settings often constrain memory
or replay budgets.

ˆ Reliance on informative experience boundaries : Many benchmarks arti�cially
de�ne experience boundaries to guarantee measurable forgetting, but this assumption
does not re�ect how data is encountered in practice.

ˆ Uneven task di�culty : In real engineering work�ows, some batches of data introduce
far more complex learning challenges than others, which naive replay strategies treat
equally.

Each of these limitations makes existing ER strategies less e�ective for deployment in
actual engineering pipelines, where computational resources and data generation are often
expensive and non-uniform. For example, generating the DrivAerNet dataset required over 3
million CPU hours of CFD simulation [2], emphasizing the importance of continual learning
methods that are both compute-e�cient and resilient to distribution shifts, without relying on
arti�cial task boundaries. Moreover, iterative design processes often yield data of increasing
complexity over time, challenging the static assumptions behind uniform sampling and
�xed-size memory bu�ers.

To address these gaps, this chapter extends the Adaptive Replay (AdR) strategy [45],
which aims to achieve greater sample e�ciency by using forgetting metrics to track the level
of di�culty of previous experiences. We are interested in extending the work by reducing
reliance on experience boundaries using insights from the dataset inputs themselves. Our
approach is guided by two principles: �rst, sampling should prioritize instances that exhibit
higher forgetting, and second, data should be clustered in a way that re�ects underlying
structure, rather than relying on prede�ned experience boundaries.

To implement this, we extend the Adaptive Replay framework proposed in [45]. We
cluster data either using naive k-means on raw inputs or using representations learned by
TabPFN, a pretrained foundation model for tabular data. These clusters are then treated
as pseudo-tasks, allowing us to monitor forgetting and replay selectively from those clusters
where performance degrades the most. This avoids �xed task boundaries and introduces a
principled, data-driven way to measure di�culty and guide replay decisions.

In summary, this chapter contributes a practical method for continual learning in engineer-
ing regression that aligns with the structure and constraints of real-world data. By introducing
a task-agnostic, di�culty-aware sampling strategy, we aim to expand the applicability of
continual learning to dynamic, data-limited engineering pipelines. This approach provides an
important step toward making continual learning viable not just in academic benchmarks
but also in practical engineering applications.
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4.2 Related Works

4.2.1 Data-driven Strategies: Existing Work

Replay-based continual learning strategies have shown promise in mitigating forgetting for
regression, with ER outperforming other methods in our prior benchmarking study. In many
cases, the uniform sampling that ER uses performs well, given that the bu�er is su�ciently
large and enough samples can be replayed. However, ER can face limitations when more
constraints are placed. Due to its uniform, random sampling, ER does not consider which
past samples are more informative for training.

In general, continual learning methods that rely on experience replay mitigate catastrophic
forgetting by storing past data in a memory bu�er and revisiting it during training. In
this section, we review replay-based approaches, grouped by two key themes: how samples
are selected for replay (sampling strategies), and how the replay bu�er is leveraged during
training (smart training).

Sampling Strategies for Replay

An important question that has been explored in replay-based learning involves identifying
which examples to retain and replay from a growing stream of data under resource constraints.

Uniform Random Sampling A simple, yet e�ective strategy to mitigate forgetting
involves sampling past experiences uniformly at random. This forms the basis of standard
Experience Replay (ER), a technique long used to prevent forgetting by including old samples
with new ones during training [23]. Modern continual learning studies frequently include ER
as a baseline, given its surprising e�ectiveness despite not prioritizing any particular samples
over others[14, 15]. The strength of ER lies in its simplicity and unbiased coverage of past
data, though randomly chosen samples may not always be the most informative for retaining
performance on earlier tasks.

Interference-based Selection (MIR) More sophisticated strategies prioritize samples
that are at greatest risk of being forgotten. Maximally Interfered Retrieval (MIR) is an
example of an online selection method that retrieves those stored samples whose predictions
would be most negatively a�ected by a model update on new data [30]. In practice, MIR
estimates how much the loss on each memory sample would increase if the model were
trained on the incoming batch, and then preferentially replays the samples with the highest
interference. By focusing on these vulnerable instances, MIR aims to reduce forgetting more
e�ectively than random sampling. Benchmarking studies have found that targeted replay
yields improved retention of past tasks compared to uniform sampling [30], illustrating the
bene�t of using the model's current state to inform which samples require more replay.

49



Compressed Representations When memory is severely limited, storing entire raw
samples may be ine�cient. Some replay methods therefore use compressed or synthesized
representations of past data to maximize memory utility. For example, Hayes et al. propose
REMIND (�Reinforcement of Memory via Iterative Learning of Distributions�) which stores
past inputs in a compressed latent feature space instead of as full-resolution originals [29]. In
the vision domain, REMIND converts images into discrete latent codes using a �xed encoder;
these compact codes are then replayed by decoding them during training to approximate
the original inputs. This e�cient replay with compressed representations drastically reduces
memory requirements while still allowing the model to refresh its knowledge of past examples
[29]. Related approaches in continual learning have explored dataset condensation, where
one stores a small set of synthetic prototypical samples that summarize each task's data
distribution. By condensing information, these methods increase the e�ective coverage of
past data in the replay bu�er. The general insight is that a carefully compressed memory
can retain key information needed to prevent forgetting, which is particularly useful when
raw data storage is at a premium.

Smart Training with Replay

Once a set of past samples is stored, replay-based methods di�er in how these samples are
used during model updates. The mechanics of using the memory can impose constraints to
protect old knowledge, add auxiliary objectives, or govern how the bu�er is managed over
time.

Optimization Constraints (GEM and A-GEM) Gradient-based constraint methods
treat memory replay as a continual learning regularization problem. Gradient Episodic
Memory (GEM) [46] is a landmark approach that uses the memory to impose constraints on
the loss of past tasks. In GEM, at each training step the gradient on new data is projected
such that it does not increase the loss on any memory sample � e�ectively, the updates are
constrained to avoid erasing past knowledge. This is achieved by solving a quadratic program
that adjusts the new gradient to have a non-negative dot product with all saved gradients
from memory samples [24, 46]. While e�ective, GEM's cost grows with memory size. On
the other hand, Averaged GEM (A-GEM) o�ers a more e�cient simpli�cation: rather than
enforcing constraints for each individual sample, it ensures the update step does not increase
the average loss over the memory bu�er [47].

Distillation and �Dark� Replay Objectives (DER++) Dark Experience Replay
(DER) and its improved variant DER++ are examples that combine standard replay with a
form of knowledge distillation using the stored data [31]. In addition to the usual loss on
ground-truth labels for memory examples, DER++ saves the previous model's output (logits)
for each stored sample and penalizes the di�erence between the current model's output and
those saved �dark knowledge� targets. By replaying with this constraint, the model is trained
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to not only remember the correct labels of past examples but also to mimic its exact previous
predictions, thereby retaining �ner-grained learned knowledge [31].

Memory Management and Replacement (GDumb and iCaRL) Di�erent strategies
for adding or removing samples can drastically a�ect long-term performance. GDumb [48] is
a deliberately simple yet revealing baseline that focuses on memory management. In GDumb,
the learner does not update the model incrementally at all; instead, it greedily populates
the memory with a balanced set of examples from all classes observed and trains a model
from scratch on this bu�er only at evaluation time. To build the memory, GDumb always
replaces samples from over-represented classes with those from under-represented classes
to keep the class distribution in the bu�er as uniform as possible [48]. Despite its �dumb�
learning procedure, GDumb showed competitive performance, underscoring the importance
of a well-managed memory content. Most replay methods continuously update the memory
online, so strategies from GDumb can inform those methods on the value of maintaining
diversity. In class-based scenarios, a common replacement heuristic is reservoir sampling
or ring bu�er (�rst in, �rst out) for simplicity, or more sophisticated criteria like iCaRL's
herding algorithm [35].

Leveraging Forgetting Analysis: Adaptive Replay

In general, replay strategies that prioritize samples that are likely to be forgotten, such
as Adaptive Replay [45], exhibit the potential to mitigate forgetting more e�ectively in
constrained settings. Adaptive Replay is a rehearsal strategy that clusters the memory bu�er
and tracks forgetting statistics within each cluster. A bandit algorithm then prioritizes
clusters that appear to be forgotten more. In prior work, clusters have been de�ned by
experience/task boundaries. However, in real-world applications, this type of clustering might
lack critical information. Experiences split by target ranges (e.g., bins of drag values) may
not re�ect meaningful groupings of input features. We propose using TabPFN embeddings to
form clusters that better re�ect semantic input similarity.

4.2.2 Data-driven Strategies: New Directions

Clustering and Prototype Methods

Recent advances in continual learning have embraced clustering and prototype-based strategies
as a way to compress memory, improve replay e�ciency, and support task inference. These
methods work by organizing examples in the feature space, which are comprised of learned
embeddings, into semantically meaningful clusters or class prototypes. Unlike uniform replay,
which treats all examples as equally informative, these strategies aim to identify and retain
only the most representative or high-utility samples.

CoPE (Continual Prototype Evolution) [49] is a notable method in this direction, which
maintains evolving prototypes for each class and enforces feature consistency by using a
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density-based loss. The method has proven e�ective in online class-incremental settings,
achieving strong results even under imbalanced streams. Similarly, PMR (Prototype-guided
Memory Replay) [50] leverages learned prototypes from a prototypical network to decide
which samples to replay, storing those most likely to improve generalization and reduce
forgetting.

Beyond classi�cation, clustering-based techniques have been employed in regression and
task-agnostic learning scenarios. For example, Bayesian task clustering in continual meta-
learning frameworks [51] enables the model to detect distributional shifts and allocate distinct
prototypes to new function types. This allows continual learners to minimize interference
between semantically dissimilar tasks and encourages forward transfer.

These approaches re�ect a broader trend: leveraging structural insights from the data�whether
class identity, latent clusters, or learned prototypes�can lead to smarter memory usage and
more robust continual learners. In our work, we build on this direction by using TabPFN
embeddings to de�ne clusters based on semantic input similarity, rather than task or label
identity.

Foundation Models for Understanding Data

Foundation models (FMs) o�er strong generalization capabilities due to large-scale pretraining
on diverse tasks. In the context of continual learning, their role is twofold: they provide robust,
transferable representations that can reduce forgetting, and they enable new mechanisms for
understanding and organizing incoming data.

One of the most in�uential ideas has been the use of prompt tuning to adapt pre-
trained transformers without altering their core weights. L2P (Learning to Prompt) [52] and
DualPrompt [53] use frozen ViT backbones and learn prompt tokens that guide instance-
speci�c predictions. Because the backbone is not �ne-tuned, the representations remain
stable across tasks, resulting in near-zero forgetting without the need for a replay bu�er.

Other approaches have explored dynamic modular expansion of foundation models. For
instance, CLIP-Adapter-based methods [54] add lightweight, task-speci�c adapter modules
while keeping the core model weights intact. A routing mechanism selects which adapters
to apply to each input, balancing old knowledge retention with new task acquisition. This
approach signi�cantly reduces forgetting while enabling continual acquisition of vision-
language tasks.

Generative uses of foundation models are also becoming increasingly common. LAMOL
[55] treats a pre-trained language model as both learner and memory system by interleaving
self-generated pseudo-samples from old tasks with training on new ones. This generative
replay achieves strong retention without explicit memory storage. Similarly, TabPFN [56]
is a transformer model trained on millions of synthetic tabular tasks. While not explicitly
designed for continual learning, it enables near-instantaneous inference on new tasks with
minimal forgetting due to its broad prior over data distributions.

These advances show that foundation models can anchor continual learners in stable,
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semantically rich feature spaces�reducing the need for extensive �ne-tuning, memory stor-
age, or replay. Our strategy leverages this by clustering TabPFN embeddings of inputs
and replaying samples based on forgetting observed within these clusters, thus combining
foundation-scale inductive priors with adaptive data-driven selection.

In this chapter, we explore an Adaptive Replay (AdR) strategy in the engineering regression
setting by leveraging forgetting metrics from past data for better sampling. Our extension
proposes a new method of clustering past data using embeddings from TabPFN, a foundation
model for tabular data. This approach is motivated by the observation that experience
boundaries may not always align with input similarities or di�culty. We hypothesize that
clustering based on learned representations can provide more meaningful structure for selective
memory replay.

4.3 Methodology

We extend existing Adaptive Replay (AdR) strategies by introducing clustering approaches
that use input structure rather than experience boundaries to prioritize memory sampling.
This section describes the technical design of our method, including the underlying AdR
strategy and our proposed enhancements using TabPFN embeddings.

4.3.1 Traditional AdR

Adaptive Replay (AdR) is a memory-based continual learning strategy that prioritizes replay
samples from clusters that are most a�ected by forgetting. Rather than uniformly sampling
from the memory bu�er, AdR groups stored data into clusters and tracks a forgetting signal
for each cluster during training. A multi-armed bandit policy is then used to allocate replay
sampling probability across clusters based on their historical forgetting.

In its original form, AdR uses prede�ned experience or task boundaries as cluster identi�ers.
That is, all samples originating from the same experience are grouped into the same cluster,
and replay samples are drawn more frequently from experiences that have experienced higher
forgetting.

4.3.2 From Experience Clustering to Input Clustering

While experience-level clustering o�ers a simple mechanism for tracking forgetting, it relies
heavily on externally de�ned task structure, which is often absent or arti�cial in real-world
engineering data. Moreover, grouping by experience may not align with true input similarity
or functional importance.

To address this, we explore two variants of input-driven clustering:

ˆ Raw Input Clustering: We apply k-means clustering directly to the raw input
features of the data. The goal is to form clusters of geometrically or parametrically
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similar inputs, independent of their target values.

ˆ TabPFN Embedding Clustering: We use TabPFN, a foundation model pretrained on
millions of tabular learning tasks, to encode each input sample into a latent embedding.
These embeddings are then clustered via k-means, with the intuition that TabPFN
captures deeper, task-relevant structure in the data beyond what raw inputs can o�er.

We �x all clustering and embedding hyperparameters as follows:

ˆ Number of clusters ( k) : We set k = 4 to match the number of Gaussian blobs
(experiences) in the synthetic benchmark. This choice simpli�es the comparison across
strategies and aligns each cluster with one underlying data distribution.

ˆ Distance metric : Clustering is performed using the standardk-means algorithm
with the Euclidean (L2) distance metric. All pairwise distances are computed in the
chosen embedding space using Euclidean norm, as implemented in scikit-learn's KMeans
(default settings).

ˆ TabPFN embedding dimensionality ( demb ) : For PFN�Adaptive Replay, we extract
embeddings from the pretrainedTabPFNClassifier 's transformer encoder outputs.
Each data point (x; y) is mapped to a high-dimensional representation with shape
(8; 192), which we �atten to a demb = 1;536�dimensional vector. These embeddings
capture meta-learned task information from the transformer's multiple attention heads,
allowing clusters to group points by predicted di�culty patterns rather than raw input
geometry. The rich dimensionality enables the discovery of nuanced relationships that
simpler embeddings might miss.

In both variants, cluster assignments are updated at the end of each experience, and
forgetting is tracked per cluster based on the model's loss on replayed memory samples. A
bandit algorithm then uses this forgetting history to prioritize future sampling. The full
procedure is described in Algorithm 1, which formalizes our AdR-PFN strategy.
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Algorithm 1 Adaptive Replay using TabPFN (AdR-PFN)

Require: Model f � , stream of experiencesf (X t ; yt )gT
t=1 , memory bu�er sizeB , replay samples

per batch R, number of clustersK , TabPFN encoder
1: Initialize memory bu�er M  ;
2: Initialize bandit policy � over K clusters
3: for each experience(X t ; yt ) do
4: for each batch(xcurr ; ycurr ) � (X t ; yt ) do
5: if M 6= ; then
6: Compute sampling probabilitiesp1; : : : ; pK  � ()
7: SampleR replay samples from clusters according topk

8: Bmem  replay batch from M
9: else

10: Bmem  ;
11: end if
12: Construct combined batch:B  B mem [ (xcurr ; ycurr )
13: Update model: �  � � � r � L (f � (Bx ); By)
14: Compute forgetting for old samples inBmem and update �
15: end for
16: Encode all(x i ; yi ) 2 (X t ; yt ) with TabPFN ! embeddings
17: Run KMeans on embeddings to assign cluster IDsci 2 f 1; : : : ; K g
18: Add (x i ; yi ) to memory bu�er M , maintaining sizejMj � B
19: Update cluster assignments for new samples
20: end for

4.4 Case Study: Parametric Engineering Datasets

4.4.1 Datasets and Experimental Set Up

We select two parametric engineering datasets to analyze our method, including the DrivAer-
Net++ Parametric dataset and the SHIPD Parametric dataset. As discussed in Chapters 2
and 3, the DrivAerNet++ dataset contains car geometries represented by 29 shape parameters,
each paired with a corresponding drag coe�cient, and the SHIPD dataset contains ship
geometries, represented by 44 parameters and containing the overall wave drag coe�cient.

We retain much of the bin incremental CL scenario introduced in Chapter 2 and used in
the benchmarking study in Chapter 3. To adapt to the replay setting, we use an unlimited
memory bu�er, under the assumption that data storage is inexpensive, and interleave memory
samples with current experience data. We set the number of memory samples replayed per
batch to a small value of one, simulating a data-constrained regime.

We compare the adaptive replay strategies (AdR-Exp, AdR-In, and AdR-PFN) to three
baselines: (1) None, where no replay is used and the model is �ne-tuned only on the current
experience; (2) Experience Replay (ER), which uniformly samples from a memory bu�er
during training; and (3) Joint, where the model is retrained from scratch on the entire
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