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ABSTRACT

As AT technologies and autonomy grow, the transition to application in the military,
specifically enhancing military cyberspace operations, has become both a strategic imperative
and an adoption challenge. This thesis explores the challenge of effectively integrating
autonomous cyber weapons systems into offensive military cyberspace operations. I offer
both technical and policy recommendations to ensure autonomous technology development
does not outpace its ability to be integrated.

This thesis analyzes historical case studies, such as loitering munitions and escort jammers,
to examine the potential for integrating autonomous cyber weapons systems into military
offensive cyberspace operations. This analysis finds that the more autonomous and lethal a
weapon is, the more difficult it is to integrate it into military operations.

Subsequently, the current state of cyberspace operations is analyzed by discussing two
cyberspace attacks, Stuxnet and Conficker. This analysis reveals that cyberspace operations
currently demonstrate low to medium levels of autonomy and low levels of lethality. Therefore,
there is a significant opportunity to adopt autonomous systems in the current context of
offensive cyberspace operations. However, as the domain of cyberspace is transforming
with the growth of complexity in technology, there are evolving legal, ethical, bureaucratic,
and technical concerns. This thesis contains policy recommendations around technical
standards, investment and acquisitions, and regulations regarding using autonomous cyber
capabilities to address these challenges. Along with the policy recommendations, the core
technical recommendation that enables autonomous cyber systems is the safe and effective
deployment of human-machine interfaces to direct and control them. This thesis argues that
interfaces are not merely supporting tools but are, in fact, the central technical mechanism
for enabling traceability, oversight, and control in autonomous cyberspace operations. The
future development and integration of autonomous cyber systems must prioritize interface
design tailored to varying degrees of autonomy and operator control.

The technical portion of this thesis explores different interfaces for autonomous cyber
systems, utilizing distinct models of autonomy within the Cyber Operations Research Gym
(CybORG) simulation environment. Each interface corresponds to the three human-machine
relationships discussed, which include a semi-autonomous interface (human in the loop), a
supervised autonomous interface (human on the loop), and a fully autonomous interface
(human out of the loop). These interfaces serve as a proof of concept, providing evidence
that different levels of autonomy can be implemented on the same autonomous cyber system.



Additionally, the use of LLMs to explain the actions taken by autonomous cyber systems is
explored.

Ultimately, this thesis contributes technical and policy recommendations for navigating
the future of autonomous cyber warfare. As autonomous systems evolve in sophistication
and capability, the U.S. military must adopt policy and technical mechanisms that enable
autonomy without sacrificing oversight, accountability, or effectiveness.

Thesis supervisor: Una-May O’Reilly
Title: Principal Research Scientist, MIT Computer Science
& Artificial Intelligence Laboratory
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Chapter 1

Introduction

The integration of Al into every sector of advanced society is somewhat inevitable.
While this technological change has quickly occurred, different aspects of modern life have
been affected at various paces. During the recent development and integration of Artificial
Intelligence into these sectors, some were better prepared and/or more fit for integration than
others. While the depths of Al and autonomy have not been thoroughly explored, leaders
in every sector have started envisioning how Al and autonomy will be integrated into their
industry. With this innovation occurring, we must also forecast how Al will impact the
military, specifically military cyberspace operations, given their potential for lethality. Plenty
of methods exist to prepare for integrating autonomy into military cyberspace operations.
Still, we must first analyze the tools, or the potential of the tools being developed to be
integrated into military cyberspace operations.

1.1 Purpose

This research aims to provide policy and technical recommendations for integrating au-
tonomy into offensive cyber weapon systems. These recommendations are intended to be
independent of a specific Al innovation or Al-specific future developments. Future develop-
ments in autonomy and autonomous cyber systems may not be Al-related or might even be a
more advanced innovation in Al. To be generalizable, policy and technical recommendations
for autonomous systems must be able to handle larger levels of velocity, volume, and veracity
of cyber events, system interactions, and decision-making contexts, which may come with
innovation. The chapters of this thesis and the goals associated with these chapters are as
follows:

Chapter 1: Introduction

e Goal: Establish relevance and scope of Al and autonomous systems.

e Goal: Provide working definitions to frame the analysis.
Chapter 2: Cyberspace Operations

e Goal: Describe military cyberspace missions and actions.
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e Goal: Explain cyberspace operations planning and mission execution challenges.
Chapter 3: Military Autonomy Integration

e Goal: Present hypotheses about autonomy and lethality affecting integration.
e Goal: Explore challenges to integration.

e Goal: Analyze analagous case studies.
Chapter 4: Cyber Autonomy Integration

e Goal: Apply hypotheses to cyberspace domain.
e Goal: Assess current state of cyberspace operations through case studies.

e Goal: Discuss current and future potential for cyber autonomy integration.
Chapter 5: Policy Recommendations

e Goal: Establish policy recommendations for integration.

e Goal: Emphasize the importance of investing in interfaces.
Chapter 6: Interface and Explainability Exploration
e Goal: Prove that different levels of autonomy can be implemented through interfaces

on the same autonomous system.

e Goal: Explore explainability through the use of large language models (LLMs)
Chapter 7: Conclusions and Future Work

e Goal: Summarize key findings and reinforce policy /technical guidance.

e Goal: Identify areas for continued research and development.

1.2 Definitions and Scope

1.2.1 Autonomy

Autonomy exists on a spectrum across three dimensions, which can be stated more simply
through task type, human-machine relationship, and machine complexity /intelligence [1].
Each dimension spans a spectrum that autonomous systems can be placed upon. As Al often
operates rapidly and unexplainably, it mimics or demonstrates autonomy. “Autonomy is simply
the ability for a machine to perform a task or function on its own. ..autonomy encompasses
three distinct concepts: the type of task the machine is performing; the relationship of the
human to the machine when performing that task; and the sophistication of the machine’s
decision-making when performing the task” [1]. Autonomy is mainly referenced throughout
this discussion, but most policy recommendations focus on Al systems. This is because Al
and generative Al are the current innovations enabling autonomous systems of all types.
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1.2.1.1 Dimension 1: Task Type

For task type, these tasks could vary in their “significance, complexity, and risk”, which
can impact the level of autonomy with which we view them [1]. For example, this framing of
autonomy can be demonstrated more clearly when discussing the example of autonomous
driving. Many autonomous or automatic features have been developed and employed recently,
such as braking, adaptive cruise control, lane keeping, and self-parking. At the same time,
some features have existed for longer, such as airbags, climate control, and rain-sensing
windshield wipers [1]. Although these features vary in significance, complexity, and risk, the
more recent features seem more autonomous, mainly due to the high complexity of their
tasks [1].

1.2.1.2 Dimension 2: Human Machine Relationship

For human-machine relationships, there are different relationships that a human can
have with a machine, which can make these machines described as either semi-autonomous,
supervised autonomous, or fully autonomous [1]. Semi-autonomous machines are also known
as “human in the loop”, when “a machine performs a task and then waits for the user to take an
action before continuing” [1|. The machine requires human input before proceeding with the
action recommended by the machine. Supervised autonomous operations are also described
as “human on the loop”, or allowing “the machine to sense, decide, and act on its own,” where
the human supervises the operation and can intervene if desired [1]. Lastly, fully autonomous
systems are described as “human out of the loop”. These are systems where machines can
sense, decide, and act independently, and humans cannot intervene in these decisions or
actions [1]. In Figure 1.1, the three models of human-machine relationships are illustrated,
with the loop representing the actions the system takes and the person representing where
humans can take actions. Military operations and operators could require using any of these
different relationships, which will be discussed in the following sections.

® Decide x
Sense X Act
Sense i Act Sense Act
(a) Semi-Autonomous, or Hu-  (b) Supervised Autonomous, (c) Fully Autonomous, or Hu-
man in the Loop or Human on the Loop man out of the Loop

Figure 1.1: Models of Human-Machine Relationships [1]

1.2.1.3 Dimension 3: Machine Complexity

The last dimension of autonomy is machine complexity or machine intelligence. The
sophistication and intelligence of machines can be placed on a spectrum, one that starts
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at automatic (simple, threshold-based) to automated (complex, rule-based) to autonomous
(goal-oriented, self-directed) [1].

Automatic systems are systems that sense the environment and take actions. For a vehicle,
this process is no different from sensing windshield wipers, which sense the rainy climate and
take action to wipe the car’s windshield. Automated systems consider more than just a single
variable of the environment and weigh these inputs against each other to make a decision
and take an action. If an observer understood the series of inputs being collected and used
by the machine, it would be possible to trace and predict the decision made by the machine.
One example of an automated system is a modern digital programmable thermostat, which
controls the temperature by sensing the current temperature inside a building and the time
and temperature outside the building [1].

Finally, an autonomous system is “a system sophisticated enough that its internal cognitive
processes are less intelligible to the user, who understands the task the system is supposed
to perform, but not necessarily how the system will perform that task” [1]. An example of
an autonomous system is a self-driving car. We know this system aims to move from an
origin to a destination, but it is not necessarily how or why the system would make certain
decisions or actions. These autonomous systems have been described as goal-oriented and
self-directed [1].

Autonomous
Goal-oriented,
Automated self-directed
. Complex, . senCce
Automatic rule-based L and intelige”
o

Simple,
threshold-based

Figure 1.2: Model of Machine Complexity [1]

1.2.2 Lethality

Along with autonomy, the lethality and risk of a weapon or technology will be analyzed
to assess its potential for integration into military operations. Lethality can be described as
the ability to injure and, if possible, kill people [2].
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1.2.3 Weapon

A weapon is defined as a means or device the military uses to “compel the enemy to
do our will” [3]. A weapon system consists of a weapon and the items associated with its
employment [4]. Autonomous weapons systems, as defined by the United States Department
of Defense, are weapons systems that, once activated, can select and engage targets without
further intervention by a human operator [5, 6]. While this definition includes systems
that can function without oversight, this definition also includes systems that allow human
intervention; therefore, semi-autonomous systems, supervised autonomous systems, and fully
autonomous systems can all be considered autonomous weapons.

1.2.4 Cyberspace and Military Cyberspace Operation

A clear definition of cyberspace and military cyberspace operations must be established
to scope the integration of autonomous weapons in these contexts properly. As defined
by the Department of Defense Joint publication on Cyberspace Operations, “Cyberspace
is a global domain within the information environment consisting of the interdependent
networks of information technology infrastructures and resident data, including the Internet,
telecommunications networks, computer systems, and embedded processors and controllers”
[7] Furthermore, this same doctrine describes cyberspace operations as “the employment of
cyberspace capabilities where the primary purpose is to achieve objectives in or through
cyberspace” [7].

As the set of objectives achieved in or through cyberspace can vary widely, it is important
to focus on cyberspace activities that most directly accomplish military objectives. A few
different types of cyberspace operations include cyberspace espionage (gaining access to
computer networks to exfiltrate sensitive information), cyberattacks (disrupting, degrading,
destroying or manipulating data that resides in or transits through a network or system itself),
and cyber-enabled information operations (weaponizing sensitive or private information to
influence an audience’s perception) [8, 9.

In this analysis, I will focus on cyberattacks, as the effects of cyberattacks can be most
easily compared to the effects of other weapons systems or instruments of warfare in other
domains. More explicitly, cyberattacks are described in U.S. Military joint doctrine as
“Cyberspace attack ... [which] create noticeable denial effects (i.e., degradation, disruption,
or destruction) in cyberspace or manipulation that leads to denial effects in the physical
domains” |7]. Cyberspace Attack is either part of an offensive or a response action during a
defensive cyberspace operation. The process of cyberspace operations will be further described
in the next chapter.

14



Chapter 2

Cyberspace Operations

Understanding the entirety of cyberspace operations is essential to effectively exploring
the integration of autonomous systems into cyberspace operations. This chapter provides a
detailed examination grounded in established military doctrine, specifically referencing Joint
Publication 3-12 (JP 3-12), Cyberspace Operations |7]. It is heavily cited, relies on doctrine,
and contains no anecdotal evidence.

2.1 Cyberspace Missions

The DOD utilizes cyberspace capabilities in various ways to support and fulfill military
objectives. Cyberspace operations employ capabilities that aim to achieve objectives in or
through cyberspace [7]. These operations can be directed by military and national intelligence
actors in and through cyberspace. Actions ‘in’ cyberspace are typically offensive and defensive
operations that deny an adversary’s use of resources or manipulate an adversary’s information,
information systems, or networks [10]. However, actions ‘through’ cyberspace consist of
regular actions the DOD conducts to operate, which utilize cyberspace assets, such as joint
functions like command and control, intelligence, fires, movement and maneuver, protection,
sustainment, and information [10]. For this analysis, I will only be discussing actions taken
in cyberspace. Figure 2.1 demonstrates how both types of actions are useful in producing
cyber effects.

Another distinction that should be made is between Cyberspace-Enabled Activities and
Cyberspace Missions. Cyberspace-enabled activities use cyber assets to enable regular actions
undertaken by most service members and are not part of any separate cyberspace mission.
These include basic internet tasks such as sending emails, completing online training courses,
and operating various electronic-based systems the DOD employs, like logistics or command
and control systems [10].

All actions in cyberspace that are not cyberspace-enabled activities are Cyberspace
Missions. Military orders authorize these missions and produce cyber effects. There are
three types of cyberspace missions: DODIN (Department of Defense Information Network),
OCO (Offensive Cyber Operations), and DCO (Defensive Cyber Operations) [7]. Figure 2.2
displays the relationship between these three types of cyberspace missions, labeled in the
purple boxes, and the consequent actions to be taken, labeled in the blue boxes.
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CYBER EFFECTS: Deny (Degrade, Disrupt, Destroy) and Manipulate

« Expand Botnet, DDoS Attack, Recon Network,
Inventory, Steal Technology, Education, Design (TED)

IN SUPPORT OF OBJECTIVES
' - - - - - R |
. ) -y T .
"IN" CYBERSPACE via Malware

"EXTERNAL" to CYBERSPACE
* Alter Data used for Strategic & Military Decision Making = Backhoe accidentally cutting fiber
. a—T ! - r-1 . b . #| *Physical damage to infrastructure
N \J . ° _ . * Loss of power to Cell Towers

e
\{@/

BN Y

\

j

* Precision Targeting — Information Operations
# Friendly (People, Army, Government)
~ Adversary Narrative & Recruiting (Soclal Media)

+ Spear Phishing “THROUGH" cyberspace to enable operations "IN~ cyberspace

"THROUGH" CYBERSPACE via "Weaponized Information”
® * Command & Control, Plan, Coordinate, Sustain, & Collect Intelligence m.L internet

Figure 2.1: Cyber Effects and their Cyberspace Movements [10]
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Cyberspace Operations Missions, Actions, and Forces

Cyberspace forces are ordered to specific cyberspace missions.

External Cyberspace Operations Internal Cyberspace Operations
/ cMT CCMDs/Services/Agencies
N\
Offensive Cyberspace Defensive Cyberspace -
Operations NMT Operations (DCO) cPT DODIN Operations
Project F':::;:or in and \ [ | 1 / l!lam;rk Focused/Threat
Through Cyberspace I Agnostic
DCO - Response ‘ DCO - Intemnal ‘
Threat Specific
Yy v
Cyberspace Cyberspace Cyberspace Cyberspace
Attack Exploitaton Defense Security

Cyberspace forces execute cyberspace actions that
contribute to mission accomplishment.

Legend
CCMD combatant command DODIN Department of Defense information network
CMT  combat mission team NMT  national mission leam

Figure 2.2: Cyberspace Operations Missions, Actions, and Forces 7|
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2.1.1 DODIN Operation

DODIN Operations are described clearly by Joint Publication 3-12, Cyberspace Operations,
as:

actions taken to secure, configure, operate, extend, maintain, and sustain DOD
cyberspace and to create and preserve the confidentiality, availability, and integrity
of the DODIN. These include proactive cyberspace security actions which address
vulnerabilities of the DODIN or specific segments of the DODIN. It also includes
the set-up of tactical networks by deployed forces to extend existing networks,
maintenance actions and other nonsecurity actions necessary for the sustainment of
the DODIN, and the operation of red teams and other forms of security evaluation
and testing. DODIN operations are network focused and threat-agnostic: the
cyberspace forces and workforce undertaking this mission endeavor to prevent
all threats from negatively impacting a particular network or system they are
assigned to protect... DODIN operations is a standing mission, and although
many DODIN operations activities are regularly scheduled events, they cannot
be considered routine [7].

2.1.2 Defensive Cyberspace Operations
DCO are described clearly by Joint Publication 3-12, Cyberspace Operations, as:

Specifically, they are missions intended to preserve the ability to utilize blue cy-
berspace capabilities and protect data, networks, cyberspace-enabled devices, and
other designated systems by defeating on-going or imminent malicious cyberspace
activity. This distinguishes DCO missions, which defeat specific threats that have
bypassed, breached, or are threatening to breach security measures, from DODIN
operations, which endeavor to secure DOD cyberspace from all threats in advance
of any specific threat activity... DCO missions are conducted in response to
specific threats of attack, exploitation, or other effects of malicious cyberspace
activity ... The goal of DCO is to defeat the threat of a specific adversary and/or
to return a compromised network to a secure and functional state [7].

2.1.3 Offensive Cyberspace Operations
OCO are described clearly by Joint Publication 3-12, Cyberspace Operations as:

OCO are CO missions intended to project power in and through foreign cyberspace
through actions taken in support of CCDR or national objectives. OCO may
exclusively target adversary cyberspace functions or create first-order effects
in cyberspace to initiate carefully controlled cascading effects into the physical
domains to affect weapon systems, C2 processes, logistics nodes, high-value
targets, etc. All CO missions conducted outside of blue cyberspace with a
commander’s intent other than to defend blue cyberspace from an ongoing or
imminent cyberspace threat are OCO missions... Some OCO missions may
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include actions that rise to the level of use of force, with physical damage or
destruction of enemy systems [7].

This discussion of the use of autonomy in cyberspace operations will be limited to OCO,
as integrating autonomy in OCO will create the most friction and require a more deliberate
process for success.

2.2 Cyber Actions

The execution of a cyberspace operation will require the completion of specific tactical-
level actions or tasks that employ the cyberspace capabilities of the DOD to create effects.
Cyberspace missions are accomplished by utilizing one or more of these actions, which are
defined by the type of effects they create. In the Figure above, these actions are represented
by the blue boxes. There are four types of cyberspace actions: cyberspace security, cyberspace
defense, cyberspace exploitation, and cyberspace attack |7].

2.2.1 Actions for Internal Cyberspace Operations

Cyberspace security and defense actions are associated with internal cyberspace operations
and will not be considered in my analysis. Cyberspace security actions are taken inside
protected networks to ensure no unauthorized access or damage. Some examples of cyberspace
security actions are mandating multi-factor authentication, blocking suspicious traffic, and
encrypting stored data [7]. Cyberspace defense actions are taken within internal cyberspace
to defeat current threats, such as detecting and countering malware, unauthorized activities
of users, and restoring systems to uncompromised backups |7].

2.2.2 Actions for External Cyberspace Operations

Cyberspace attacks and cyberspace exploitation are cyberspace actions that are associated
with offensive cyber operations. Cyberspace exploitation includes military intelligence
activities, information collection, and other enabling actions that do not create cyberspace
attack effects [7]. Although cyberspace exploitation actions can be a part of offensive
cyberspace operations, this thesis is scoped to focus on cyberspace attacks, which produce
the most tangible damages. Cyberspace attack actions create noticeable denial effects in
cyberspace or manipulate cyberspace, which leads to denial effects in physical domains. These
attacks are not meant to be stealthy and produce effects that system operators should notice.
As cyberspace actions are characterized by the effects they create, cyberspace attacks are
notable for producing the effects of Deny, Degrade, Disrupt, Destroy, and/or Manipulate,
otherwise colloquially known as D4M effects [7].

They are as follows:

Deny: To prevent access to, operation of, or availability of a target function

by a specified level for a specified time, by Degrading, Disrupting, or Destroying
[7].
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Degrade: To deny access to, or operation of, a target to a level represented
as a percentage of capacity. The level of degradation and time can be specified
[7].

Disrupt: To completely but temporarily deny access to, or operation of, a
target for a period of time. A desired start and stop time are normally specified
[7].

Destroy: To completely and irreparably deny access to, or operation of,
a target. Destruction maximizes the time and amount of denial. However,
destruction is scoped according to the span of a conflict, since many targets, given
enough time and resources, can be reconstituted |7].

Manipulate: To control or change information, information systems, and/or
networks to create physical denial effects, using deception, decoying, conditioning,
spoofing, falsification, and other similar techniques. It uses an adversary’s infor-
mation resources for friendly purposes, to create denial effects not immediately
apparent in cyberspace. The targeted network may appear to operate normally
until secondary or tertiary effects, including physical effects, reveal evidence of
the logical first-order effect [7].

2.3 Cyberspace Operations Planning

Cyberspace operations are heavily planned, and military planning processes are utilized to
affect enemy targets. This emphasis on planning is due to the nature of cyberspace operations,
which require a full understanding of an adversary’s disposition and capabilities in cyberspace
[7]. Cyberspace capabilities are developed primarily based on this understanding of the
environmental conditions of the adversary’s cyberspace. These conditions may be as basic as
the type of computer operating system being used by an adversary or as complex as the exact
serial number of the hardware or version of the software installed, what system resources are
available, and what other applications are expected to be running (or not running) when the
cyberspace capability activates on target [7].

Another condition that must be taken into account by cyber operators and planners is the
cascading, compounding, and collateral effects of a cyber operation. Networks with military
infrastructure can overlap with other government, corporate, or private resources, highlighting
the need for military cyber operations to be meticulously planned. Cyber effects can travel
through links with related systems, to subordinate systems, move laterally to peer systems,
or to higher-level systems. These effects can end up impacting non-combatant and civilian
resources. Finally, the reversibility of cyber effects must be carefully considered. While
effects like denying, degrading, or disrupting are temporary, and can be recalled, recovered,
or terminated by friendly forces, effects such as destroying are irreversible, and can escalate
the consequences of a response [7].

To adequately prepare to impose effects on adversary cyberspace and contain the associated
risks with cyberspace operations, the military uses the Joint Planning Process (JPP) to
ensure the intended outcomes are achieved [7]. JPP is a proven process to organize the work
of the commander, staff, and subordinate commanders, which focuses on framing the situation
and end states, defining the military mission, analyzing critical factors, and designing an
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operational approach to accomplish mission objectives [11]. Figure 2.3 shows the steps of
JPP, which are executed in succession whenever a cyber operation is planned.

Joint Planning Process Steps

Step 1 | Planning Initiation

Step 2 | Mission Analysis

Step 3 | Course of Action (COA) Development
| Step 4 | COA Analysis and Wargaming

Step 5 | COA Comparison
- Step 6 | COA Approval

Step 7 = Plan or Order Development

Figure 2.3: Joint Planning Process [11]

As discussed previously, cyberspace operations are highly planned in detail to address the
numerous planning factors and concerns that must be considered. Since cyberspace is more
complex and unknown than the physical domain, there can be difficulty in predicting how
cyberspace operations would unfold [7]. To prevent cyber operators from thinking and acting
spontaneously, cyberspace operation planning requires more branch and sequence planning to
aid in executing cyber missions [7]. However, while planning provides a ‘reasonable forecast’ of
the execution of the mission, situations can change rapidly in cyberspace, so cyber operators
and their leadership may be forced to adapt when there are unforeseen scenarios.
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Chapter 3

Military Autonomy Integration

The rapid adoption of Al has led to the development of autonomous military technologies.
These technologies have received large investments and have continued to find growing
technical success. This investment can be seen through the FY2021 defense budget, which
allocated $1.7 billion to autonomy, as well as $800 million invested into Al. Specifically, part
of this investment has been focused on improving human-machine interactions for autonomous
systems. While this technology has been rapidly growing, there have been challenges to
integrating autonomous military systems and AI military systems into the force. The ease,
speed, and effectiveness of integration will vary depending on the attributes of the autonomous
or Al-enabled weapon [12].

Although this thesis specifically focuses on understanding how autonomy will be integrated
into military offensive cyberspace operations, the following sections will examine how au-
tonomous weapons systems have been integrated into other domains during military offensive
operations. These case studies will be discussed because there is a lack of autonomous
cyber systems. I am using other related autonomous weapons systems to inform how an
autonomous cyber system would be integrated by identifying and extracting the variables that
impact integration. This approach is inspired by “looking back to look forward”, as historical
examples can be used as cases to test hypotheses on which attributes affect integration [13].
After testing the validity of the hypotheses, I intend to apply the hypotheses to offensive
military cyber operations to determine what challenges integration will face.

3.1 Hypotheses and Design

The main question investigated through the following two chapters is how difficult it will be
to integrate autonomous cyber capabilities and how the attributes of an autonomous system
affect its integration. Therefore, levels of autonomy and lethality will serve as the independent
variables when exploring this question, and the integration will serve as a dependent variable.
These variables will be justified as integration inhibitors by analyzing the challenges faced
when a weapon system is highly autonomous or highly lethal. Levels of autonomy will be
operationalized through the previously explained dimension of human-machine relationships
and machine intelligence. Lethality will be operationalized as the potential of an autonomous
weapons system to kill or produce harm. Integration can be described simply as a binary
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attribute, which illustrates whether the military has adopted the autonomous technology.

These challenges will be discussed in three groups: Legal and Ethical, Practical and
Technical, and Bureaucratic and Human Elements. After justifying these challenges and
their impacts on the integration of autonomous military weapons systems, I will discuss
previous cases of autonomous military weapons systems, their attributes, and the successes
and failures of their integration. Hence, my hypotheses are:

H1: The more autonomous a weapon is, the more difficult the weapon will be to integrate
into military operations.

H2: The more lethal a weapon is, the more difficult the weapon will be to integrate into
military operations.

3.2 Challenges

3.2.1 Legal and Ethical

3.2.1.1 Use and Characteristics

Various legal and ethical concerns arise with the development of new technology, which
will change the battlefield. These concerns are even more urgent when responsibilities
are shifted from human decision makers to autonomous systems that make decisions and
take actions. The United States Government considers these concerns paramount, as the
Government’s official position is to use military force lawfully, which complies with all
International Humanitarian Law (IHL) and retains the moral high ground against adversaries
[14]. THL outlaws the use of weapon systems in two ways [4]. The first method depends on
the legality of the weapon itself, otherwise known as per se. The second way IHL can outlaw
a weapon system relies on the method of use.

Many different legal barriers can make a weapon or weapon system illegal per se. One
legal requirement of weapons per se is the ban on weapons that cause unnecessary suffering.
There should not be attacks on combatants that aggravate their suffering unnecessarily. This
requirement does not have much to do with the level of autonomy, but rather the weapon’s
design. Additionally, the level of lethality does not affect unnecessary suffering, as there
are less lethal weapons that cause unnecessary suffering when compared to deadly weapons.
Another legal requirement of weapons per se is that weapons and weapons systems must be
able to be directed at a specific military objective, and not attack targets indiscriminately.
The level of autonomy or lethality does not impact a weapons system to abide by these
requirements. Therefore, the legal barriers to weapons per se do not seem to impact the
hypotheses.

Regarding regulating a weapon’s use, four principles determine if it is legal. The first
principle is distinction, which describes who or what can be attacked. The operators of these
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weapons must be able to distinguish between civilian objects and military objectives. They,
therefore, should only use their weapon systems or aim their operations at military objectives
[4]. This principle is expressed and enforced through law in the Additional Protocol I to the
Geneva Convention, specifically in Articles 51(2) and 52(1) [4, 15] . Therefore, users of any
weapon must ensure that they are attacking the correct and legal targets.

When applying the level of autonomy and lethality to the principle of distinction, it
can be intuited that H1 and H2 would follow. If a weapon is semi-autonomous, more
responsibility would be placed on the user, such as when to act. Integrating semi-autonomous
weapons would place the responsibility for distinguishing between targets on the operator
of these systems, which would make the integration similar to a non-autonomous weapon.
As a weapon system becomes more autonomous to the point where it is fully autonomous,
targeting decisions are the responsibility of the weapons system, not the operator. This
decision-making process creates questions about the legal liabilities of a weapon if there were
to be a mistake or a target attacked that was indistinguishable to the system or a human.
Additionally, a non-lethal weapon would not cause as severe harm to civilians or civilian
objects. In contrast, a lethal weapon could kill a civilian or impose severe damage to civilian
objects, so it must be harder to integrate a lethal weapon than a non-lethal weapon.

3.2.1.2 Feasible Precautions

The second principle is feasible precautions, which concerns whether enough actions
were taken to minimize civilian harm. Attackers must always keep civilians in mind and
do everything feasible to verify that the objectives to be attacked are neither civilians nor
civilian objects and are not subject to special protection, but are military objectives [4|. This
requirement could be realized in many different methods, such as canceling attacks, providing
warnings to civilian populations in war zones or attack areas, or choosing attacks that are
least costly for civilians when there are attacks that produce similar military advantages.

Most actions to accommodate the principle of feasible precautions rely on strategic or
operational knowledge and awareness of the battlefield environment and the potential capabil-
ities and their integrations in operations. For semi-autonomous and supervised autonomous
systems, as there is either human approval or the potential for human interventions, feasible
precautions can be taken to ensure the minimization of civilian harm. However, for fully
autonomous weapon systems, there is a narrow knowledge of the battlefield environment and
no knowledge of other capabilities and their potential impacts or potential collateral damage.
The lack of situational awareness will present difficulties as weapons systems become more
autonomous, demonstrating that they cannot act independently but must act as part of a
network or portfolio of capabilities. Feasible precautions raise concerns that support H1, but
feasible precautions are less likely to be taken with less lethal weapons. There is not as much
collateral damage produced by less lethal and non-lethal weapons, so there would be less risk,
and therefore, fewer feasible precautions would have to be taken. Thus, this principle also
supports H2.
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3.2.1.3 Proportionality

The third principle is proportionality, which prohibits “an attack which may be expected
to cause incidental loss of civilian life, injury to civilians, damage to civilian objects, or a
combination thereof, which would be excessive in relation to the concrete and direct military
advantage anticipated” [4]. This principle requires cost and benefit analysis on the incidental
civilian losses and the military gain by deploying a weapons system or conducting an attack.
This can be a complex principle for autonomous systems to adhere to, as autonomous systems
that rely on Al often try to pick a target out of an environment, rather than to understand
the whole environment and identify the different elements. Also, calculations are usually
made to estimate the amount of collateral damage due to an operation. Then, a commander
decides to authorize or deny a strike based on military advantage. This analysis stems from
the weapon system’s capabilities and the environment’s context. Collateral damage may be
easier to calculate than military advantage, as the military advantage of a particular strike
can be highly contextual.

As weapons systems become more autonomous and decide which strikes to authorize on
their own, it will become harder to determine if proportionality is justified reasonably, and
the systems that would do this would be highly complex. This highlights the difficulty with
highly autonomous systems, as semi-autonomous systems with human approval would be
much easier to defend. Commanders who authorize these semi-autonomous systems could use
calculations and context to justify strikes and bear the responsibility and liability. Regarding
lethality, the potential for collateral damage by a weapons system that can produce casualties
is much higher. Therefore, using the principle of proportionality supports both H1 and H2.

3.2.1.4 Doubt

The last principle is doubt, which surrounds the certainty of the identity of the target that
is being attacked. To measure doubt, it has been quantified as “the degree of doubt that bars
attack is that which would cause a reasonable attacker in the same or similar circumstances
to hesitate before attacking” [4]. As doubt is framed in the terms of a ‘reasonable attacker’,
this obviously can create complications, as a human can react and sense differently than a
machine or an autonomous weapons system. While some may view this as an inhibitor to
integration, doubt can be solved by autonomous systems, rather than relying on a constructed
standard. For example, algorithms can calculate the doubt of a target being identified, and
an autonomous system can provide this for any strike. Algorithms can be monitored and
traced much better than human operators. Additionally, human supervisors of autonomous
systems can set thresholds that limit the execution of tasks based on the doubt calculated.
The principle of doubt has little to no impact on H2 and may conflict with H1 [4].

3.2.1.5 Equal Application

In addition to international humanitarian law, the United States strictly complies with
other international treaties and laws. This compliance is especially evident compared to our
near-peer competitors and pacing threats, as they often do not comply with international
treaties and laws as strictly as the United States. As the United States is one of the most
capable and powerful state actors in cyberspace, they have moved more slowly than other
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states in advocating for norms and laws in cyberspace. This reduced pace can be explained
by the asymmetric advantage the United States holds in cyberspace, and strict laws would
uniquely impact the United States in cyberspace operations. Although the ‘equal application’
principle applies in international law, the United States would be one of the only powerful
states to adhere to the law [16]. Therefore, it has been strategic for powerful rogue near-peer
threats and less powerful countries to advocate for international law in cyberspace. This
can be applied to autonomy in cyberspace operations, as if the United States can gain an
asymmetric advantage in the development of autonomous cyber systems, other states will
likely attempt to hinder the use of these systems.

3.2.1.6 DOD Legal Requirements

The current Department of Defense policy on the role of autonomy in weapons also
prescribes legal requirements for current autonomous weapons and approval for developing
weapons that fit these requirements. Three types of autonomous weapons systems that
get approval from the DoD are semi-autonomous, defensive supervised autonomous, and
non-lethal, non-kinetic autonomous weapons [1, 6]. This policy demonstrates that non-
lethal weapons systems will be easily integrated into the military, as seen by their policy.
Additionally, the level of supervision is noted and favors more supervision, so the level of
autonomy also impacts the military’s willingness to integrate these advanced technologies. As
the policy states, the less autonomous a weapon system is, the easier it will be to integrate.

3.2.2 Practical and Technical

Aside from the legal and ethical concerns that may hinder the ability of the military to
integrate autonomous weapon systems, there are also various novel, practical, and technical
issues that need to be addressed. First, explainability is a concern for these weapon systems.
As our autonomous weapons systems must comply with THL, we must be able to understand
these systems. However, as autonomous systems, mainly powered through advanced Al
models, have become more complex, it has become nearly impossible to trace the decision-
making of a model that analyzes up to billions of parameters and data points and conducts
millions of mathematical and computational operations [17]. This is significant as to prove
that our autonomous weapons systems fulfill the IHL principles of distinction, proportionality,
doubt, and precautions in attack, we must be able to provide evidence that can justify using
these weapons.

Another potential issue arises with targeting by autonomous systems, mainly due to
concerns around the changing environment and testing and training of these models. Al
models are trained on data that replicates the data they will be tested on. As autonomous
weapons utilize these Al models, we need data replicating the battlefield environment.
However, there are often innovations on the battlefield that may stump these models and
show them data they have not seen before. This confusion can occur through deceptive
tactics and technologies, or innovative technologies that models have not been trained on.
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3.2.3 Bureaucratic and Human Elements

Some challenges previously raised also serve as obstacles for integration, both bureaucrat-
ically and organizationally. For example, the lack of explainability can make it questionable
for commanders to integrate fully autonomous weapons into their operations. A bureaucratic
challenge could be the lack of policy and guidance surrounding technology integration, and
the lack of authorization given. As previously stated, the funding of the development of
autonomous and Al-enabled military weapon systems is significant and has been growing
year after year. Undoubtedly, we will have realized some of these technologies before we have
strong guidance or policy that approves of specific uses of autonomous weapons. This can
inhibit the pace of integration and availability across military units. The more risk (in terms
of autonomy and lethality) associated with the technology, the longer the bureaucracy will
take to implement policy and guidance. DoD Policy Directive 3000.09 reflects this sentiment
by approving highly autonomous non-lethal or semi-autonomous semi-lethal weapons [6].

3.3 Looking Back to Look Forward - Case Studies

To test the hypotheses, I will be using case study analysis. As the independent variables
are the degree of autonomy and lethality, I will look at cases that vary in their levels of
autonomy and lethality. These autonomous technologies must be offensive, as I will be
discussing solely the offensive side of cyber operations. For high autonomy and lethality,
I will analyze Loitering Munitions, such as the Israeli Harpy drone. I will analyze Escort
Jammers, such as the American AN/ALQ-99 on EA-18G Growler for high autonomy and low
lethality. I will not be covering the cases with low autonomy in my analysis, as they are not
of interest. A low autonomy and high lethality weapon system is just any non-autonomous
weapon system, which has been integrated into the military since the inception of militaries.
A low autonomy and low lethality weapon system is any non-autonomous support instrument
that has also been integrated into militaries historically.

3.3.0.1 Loitering Munitions

The passage below describes in detail how loitering munitions function.

Loitering munitions can circle overhead for extended periods of time, searching
for potential targets over a wide area and, once they find one, destroy it. Unlike
homing munitions, loitering munitions do not require precise intelligence on enemy
targets before launch. Thus, a loitering munition is a complete “weapon system”
all on its own. A human can launch a loitering munition into a “box” to search
for enemy targets without knowledge of any specific targets beforehand [1].

While some of these loitering munitions keep humans in the loop for supervision, the
Israeli Harpy does not have any contact with a human operator once launched. Additionally,
the decision to launch the Harpy does not start with a target in mind — the Harpy identifies
targets, decides to attack a target, and attacks the target on its own volition. While the
primary targets of the Harpy are radars and air defense systems, loitering munitions can
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be highly lethal and produce massive damage. One example of this was the deployment
of the STM Kargu-2, an autonomous loitering munition used in a ‘fire, forget and find’
capability, which was speculated to have caused the first human fatality by an autonomous
weapons system, in media coverage of the UN Report on Libya in 2021 [18]. Due to the
highly autonomous and highly lethal nature of loitering munitions, we will label these as
highly autonomous and highly lethal.

However, these labels do come with caveats. First, as fully lethal autonomous systems
have been developed, they have not been integrated into U.S. military operations. Although
the loitering munitions used by the United States are not anti-personnel, they are the closest
to a lethal autonomous system that has been integrated into the U.S. military. Additionally,
there is some debate over whether loitering munitions are considered fully autonomous,
as a human operator decides to launch these weapons systems. As this analysis looks at
autonomous technologies at the weapons system level, there is an assumption that regardless
of the weapons system, a human will authorize the initial start of the weapons use. As
cyberspace and electronic warfare have not had lethal effects, a case outside of this scope was
used, as there was no other lethal alternative.

The loitering munition, which has been adopted for use by the U.S. military, is the
AeroVironment Switchblade [19]. The military first started integrating these loitering mu-
nitions with a relatively small $4.9 million contract for rapid fielding of Switchblades to
Afghanistan, signed in July 2011 [19]. This was eventually realized through 75 units delivered
to Afghanistan, and leadership noted it to be very effective. Still, leadership did not comment
on the deployment, distribution, tactical employment, accuracy, and types of missions [20].
Later, a larger contract worth $15.8 million was awarded to AeroVironment by the U.S. Army
to produce more Switchblade systems in August 2013 [21].

Since that initial contract, the U.S. Army has continued to secure contracts for more
and newer Switchblade systems and tried to identify new sources of Lethal Miniature Aerial
Missile Systems, or LMAMS, which operate autonomously. However, the use of Switchblade
systems seems to be highly experimental. While doctrine exists to counter the adversarial
use of unmanned aerial systems, no doctrine guides the use of the Switchblade and any
other loitering munitions. Despite this technology’s significant investment and supposed
effectiveness, integration has been slow and narrow, which supports both H1 and H2.

3.3.0.2 Escort Jammers

An escort jammer is an electronic warfare system attached to an aircraft to disrupt
enemy radar and communication systems. Escort jammers are highly autonomous, as they
automatically detect radar signals and autonomously process incoming signals while emitting
counter signals. However, these escort jammers are not lethal, as they cannot create any
physical harm. For this analysis, escort jammers will be considered an offensive capability,
enabling aerial strikes in offensive military operations.

The U.S. Navy considers these aircraft to be Airborne Electronic Attack aircraft|22]. The
U.S. military has used escort jammers since the Vietnam War, as the radar jamming and
deception electronic warfare pod we have utilized is called the AN/ALQ-99. The ALQ-99
was first developed in the 1960s by Grumman engineers and was quickly integrated into the
EA-6B Prowler, which flew many missions in Vietnam in the early 1970s [23]. This escort
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jammer has been deployed by our military ever since its first development and integration.
Since the adoption, there have been several changes to the tactics, techniques, and procedures
for deploying these escort jammers. For example, it was noted that in Iraq and Afghanistan,
due to irregular warfare threats, the use of these systems had to be modified and rapidly
evolved [24].

There has been doctrine that has guided its use, efforts to improve the technology, and rapid
and widespread adoption of this technology. The successful integration of escort jammers into
the U.S. Navy supports the notion that less lethal weapons are easier to integrate. However,
even though escort jammers are highly autonomous, there is still successful integration.
This weakly suggests that lethality has more of an effect on integration than the degree of
autonomy.
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Chapter 4

Cyber Autonomy Integration

The United States may have to turn to autonomous weapon systems in cyberspace, as
threat actors may confront us with similar systems. After looking at analogous domains in
the previous chapter, I will apply the evidence-based hypothesis based on the two factors
(autonomy and lethality) to cyberspace. As cyberspace operations are measured to be low on
the lethality scale, more autonomous systems can be easily integrated, as supported by the
hypotheses. As of now, cyber weapons systems are not very autonomous or lethal. However,
there is a significant level of investment in automated and autonomous cyberattacks, as
seen by announcements of autonomous penetration testing tools released by the former NSA
Director Gen. Timothy Haugh [25]. The integration of these autonomous offensive cyber tools
should be able to be rapid and spread between cyber units. Case studies must be assessed
on these variables to understand how cyberspace and cyber weapons systems demonstrate
autonomy and lethality.

4.1 Case Study 1 - Stuxnet

In the summer of 2010, the Stuxnet computer worm profoundly and unprecedentedly
affected cyberspace operations. A computer worm is a program that self-propagates across
a network, exploiting security or policy flaws in widely used services [26]. The piece of
malware that was created for Stuxnet took advantage of four vulnerabilities. Stuxnet spread
throughout systems with removable USB drives and then would give itself unlimited access
on the compromised systems [1].

The first vulnerability that got exploited by Stuxnet was a LNK/PIF Vulnerability (CVE-
2010-2568). It allows arbitrary code execution contained in a .LNK or .PIF file whenever a
folder containing these files is opened [27]|. Execution of hidden .LNK and .PIF files allowed
for the worm to spread through systems where operators opened the infected USB drives.

The second vulnerability that got exploited by Stuxnet was a Print Spooler Vulnerability
(CVE-2010-2729). It exploits a vulnerability in the Windows Print Spooler service that
manages printing jobs. This allowed arbitrary code execution on other machines in the
network where printer sharing was enabled with elevated permissions. The malware created
specially crafted RPC (Remote Procedure Call) messages to send to the vulnerable system.
The RPC messages would cause the impacted machine to download and store malicious files,
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which would later be executed [27].

The third vulnerability that got exploited by Stuxnet was a Hard-coded Password vulner-
ability (CVE-2010-2772), which takes advantage of the hard-coded password that Siemens
software uses to access a Microsoft SQL database to gain elevated privileges. This vulnerabil-
ity gave the malware administrator-level access, allowing Stuxnet to install its rootkit and
modify critical system files [27].

The fourth vulnerability that got exploited by Stuxnet was a Microsoft service vulnerability
(CVE-2008-4250), similar to the Print Spooler Vulnerability. Specially crafted RPC messages
could execute code remotely with system-level privileges and gain complete administrative
control. These privileges allowed the malware to spread laterally within the air-gapped
network. This vulnerability existed only in specific versions of Microsoft software, including;:
Microsoft Windows 2000 SP4, XP SP2 and SP3, Server 2003 SP1 and SP2, Vista Gold and
SP1, Server 2008, and Windows 7 Pre-Beta. The Conficker malware, the following case study,
also exploited this vulnerability |27, 28].

Once the malware had access to the network, it tried to discover systems that were targets
of the exploit, such as Programmable Logic Controllers, or PLCs, which ran software called
Siemens Step 7. The PLCs that were being searched for in particular were frequency-converter
drives, which are used to control centrifuge speeds for industrial control facilities. Once a
PLC of interest was found, the malware would take control, simulating regular industrial
operations by writing them into logs [1].

Stuxnet had a degree of automation because the malware was designed to operate on
“air-gapped” networks, which could not communicate with computers outside the industrial
control systems. Therefore, all functionality necessary to degrade or destroy a compromised
system must be within the malware. Stuxnet could also infect other systems, resulting in an
unintentional spread to over 100,000 different machines and systems [1].

In terms of the intelligence and sophistication as referred to in Figure 1.2, the Stuxnet
malware demonstrated the ability to follow complex, pre-programmed logic, and therefore was
automated. Stuxnet identified target systems, hid its presence from operators, and launched
attacks under particular conditions, which was part of the hardcoded logic written by cyber
capability developers. Stuxnet was more of a cyber tool or weapon than a cyber decision-
making system. While Stuxnet did not produce any bodily harm, it likely destroyed 1,000
Iranian centrifuges [29]. Therefore, the Stuxnet malware cyberspace operation demonstrated
a low to medium level of both autonomy and lethality.

4.2 Case Study 2 - Conficker

Another similar worm spread throughout cyberspace, called Conficker, which infected
millions of computers in 2008. The massive spread of the Conficker worm attracted the
attention of many security specialists, who all attempted to prevent its spread. However,
the Conficker worm could update and upgrade itself to five different variants simultaneously,
both done by human control and automation. Human cyber capability developers created
Conficker updates, but updates were pushed to compromised systems with automation. This
was done through a dynamic domain generation algorithm, which could generate hundreds
of domains to communicate with human operators. Eventually, as the spread of Conficker
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grew and became more apparent, more security professionals began to take notice, and it
was finally put to a halt [1].

As mentioned in the Stuxnet case study, Conficker took advantage of a Microsoft service
vulnerability (CVE-2008-4250) and crafted RPC messages to execute code remotely with
system-level privileges, gain complete administrative control, and enable the spread of the
malware [28].

Conficker was also automated, following predefined rules and schedules for spreading,
updating, and maintaining persistence, but did not make decisions or set goals independently.
Conficker did not destroy any data, hardware, or infrastructure, but did disrupt cyberspace
infrastructure internationally, such as municipal governments and hospitals in the United
States and the United Kingdom, as well as military systems in Germany, France, and the
United States. Although this could manifest in physical effects or cause harm, there was
not much damage as a result of Conficker [30]. This cyber incident demonstrated a low to
medium level of autonomy and a low level of lethality.

The lack of cyber effects while infecting millions has raised concern among cybersecurity
experts, who question the purpose of this malware. Although the botnet created by Conficker
could have created significant cyber effects with at least 10 million individual machines, it was
only used once; to spread fake antivirus software with no malicious effects [31]. While experts
debated over the creators and intended effects of Conficker, an explanation was published in
The Journal of Sensitive Cyber Research and Engineering in 2015, which is a publication
created by a United States Government interagency cybersecurity working group [31]. The
journal concluded that Conficker was the work of a Ukrainian cybercriminal group which
succeeded beyond all expectations, and using the massive botnet to commit cybercrimes
would be too drastic [31].

4.3 Cyber Integration

Although the case studies discussed were over 15 years ago, Stuxnet and Conficker are
two of the most autonomous offensive cyber tools or cyberspace operations. While there
has been a lot of development and innovation for cyber tools, especially with the growth in
Al, autonomous cyber systems have not been integrated into offensive military cyberspace
operations. Currently, cyber weapons systems display low to medium levels of autonomy.
Additionally, any military cyberspace operation has not confirmed lethal damage, but there
has been disruption or destruction of public services, which could indirectly cause harm.
Cyberspace operations have displayed low levels of lethality. Cyber weapons systems and
cyberspace operations are currently not very lethal and can be semi-autonomous, so cyberspace
operations have been straightforward.

However, cyberspace is a changing domain, and cyberspace operations and cyber weapons
are bound to evolve and can become more autonomous and lethal. In the book Army of None,
Scharre highlights the opinion of Eric Messinger, a writer and researcher on legal issues and
human rights, who argued: “in offensive cyberwarfare, [autonomous weapon systems| may have
to be deployed, because they will be integral to effective action in an environment populated by
automated defenses and taking place at speeds beyond human capacities... [The| development
and deployment of offensive [autonomous weapon systems| may well be unavoidable” [1|. This
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is a significant trend to highlight, because as cyber defense systems become more autonomous,
it may require cyber offensive systems to become more autonomous to be effective. The
growth of autonomy and lethality in offensive cyberwarfare may create more difficulty in
integrating autonomous systems into military offensive cyberspace operations. These trends
will require prescriptive policy recommendations to enable integration.
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Chapter 5

Policy Recommendations

The Department of Defense should not allow technology development to outpace the
development of policy, as policy is necessary for the proper integration of autonomous systems
in cyberspace operations. The following sections outline my policy recommendations for
integrating autonomous cyber weapon systems into offensive military cyberspace operations.
I recommend a set of policies around technical and acquisition standards, and guidelines for
use when Al and autonomous systems are involved.

Proper policies are necessary to facilitate the development and use of Al and autonomous
cyber systems per DoD values and priorities. DoD values and priorities are expressed through
the DoD AI Principles in the Department of Defense Directive 3000.09, titled Autonomy in
Weapons Systems [6]. This document sets forth principles that Al and autonomous weapons
systems must uphold to support their integration into the force. The following principles
guide this integration:

(1) Responsibility. DoD personnel will exercise appropriate levels of judgment and care,
while remaining responsible for the development, deployment, and use of Al capabilities
[6].

(2) Equity. The DoD will take deliberate steps to minimize unintended bias in Al
capabilities [6].

(3) Traceability. The DoD’s Al capabilities will be developed and deployed such that
relevant personnel possess an appropriate understanding of the technology, development
processes, and operational methods applicable to Al capabilities, including transparent
and auditable methodologies, data sources, and design procedures and documentation

[6].

(4) Reliability. The DoD’s Al capabilities will have explicit, well-defined uses, and the
safety, security, and effectiveness of such capabilities will be subject to testing and
assurance within those defined uses across their entire life cycles [6].

(5) Governability. The DoD will design and engineer Al capabilities to fulfill their intended
functions while possessing the ability to detect and avoid unintended consequences, and
the ability to disengage or deactivate deployed systems that demonstrate unintended
behavior [6].
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5.1 Technical Standards

In order to ensure traceability, I recommend that technical standards be created that
require developers to develop systems that can be easily audited and understood. Autonomous
cyber systems must be explainable to humans, so an agent’s action and strategy could be
understood [32]. If autonomous cyber systems are “black boxes” that cannot be understood,
it will be difficult for commanders to authorize them. Unexplainable autonomous cyber
systems would pose a difficult challenge to commanders, as it would be difficult to quantify
the risk of cyber operations that use autonomy and autonomous systems. There are several
ways to ensure that the decisions and outcomes that an autonomous cyber system takes can
be explained. The actions that the autonomous system takes must be transparent. As a
result of transparency, the actions taken can be interpreted by a human operator or another
technical system.

One example of a tool that can aid in explainability is a Large Language Model, or
LLM. If an operator were to feed a list of actions or results of actions, both planned or
executed by an autonomous cyber weapon system, to a large language model, it could explain
why each action was taken, how the results were achieved, and if the objectives of the
operation were accomplished. As LLMs have grown, many applications have been tested,
including interpreting cyberattacks and penetration testing. In a study by the Rochester
Institute of Technology, researchers inquired about the ability of LLMs to aid in various
tasks associated with cyberattacks. One method that was used to explain cyberattacks
was prompt engineering LLMs to help predict the MITRE ATT&CK tactics given by a
cyberattack technique description [33]. Prompt engineering utilizes descriptive inputs to
receive desired outputs from LLMs, which has been shown to impact outputs significantly.
Prompt engineering usually consists of a detailed description of the task the model should
complete, a few examples that demonstrate how the model should act, and the data given to
the model as input [33].

RIT researchers found success in prompt engineering LLMs such as Open Al's GPT
3.5 model, in order to predict the MITRE ATT&CK tactic associated with a cyberattack
technique [33]. These results demonstrate how similar methods can ensure explainability
for an autonomous or Al-based cyber system. However, this does require transparency and
traceability, which also needs to be guaranteed through technical standards. A technical
standard could be the creation of activity logs for the input, decisions, and outputs of an
autonomous cyber system. Activity logs would allow for the previously mentioned in-depth
analysis and explainability, by being a resource for post-incident analysis and auditing [32].

While post-incident analysis does ensure operators understand what happened during an
event, either with the use of tools or with their domain expertise, there is still a responsibility
for operators and planners to understand what is happening in real-time if autonomous or Al
cyber systems are deployed for an operation. Real-time monitoring is essential when utilizing
a supervised autonomous model, as the ability to detect specific actions that may require
stricter analysis and decision making is critical [32]. Though this can easily be accomplished
by printing the decision or output of an autonomous cyber system, a potential future issue
may be associated with the speed of decisions made [32]. If decisions and actions are taken
at a speed faster than a human can process, this could cause significant issues, making the
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autonomous system untraceable and uncontrollable [32]. A potential solution could be only
raising flags or prompts to supervise an action in specific scenarios, such as for particular
tactics, techniques, and procedures, or specific targets. Flags or prompts can slow down an
autonomous system and allow human operators to kill undesirable actions.

5.2 Acquisition Standards

The United States Government can ensure that the developed, acquired, and/or used
systems are built to adhere to the AI principles listed in DoD Directive 3000.09. This
echoes the Al principle of “Governable”, as the adopted autonomous cyber systems must
perform well for intended behavior and avoid or alert when unintended behaviors can occur
[6]. This standard of governance can be incorporated into the acquisitions process [34]. A
“software-first” approach to acquisitions must be taken when it relates to autonomous systems,
and acquisitions must be constant, as operating systems, Al models, and data protocols are
constantly being improved [34]. For example, acquisition officers can ensure that the technical
standards written in the section above, such as activity logs and real-time monitoring, which
help autonomous systems achieve traceability, are required for acquisition and adoption. This
can be applied to other technical standards, enabling a “checklist” for acquisitions officers to
use while working with defense technology contractors or internal development.

5.3 Regulation of Use

Although integrating autonomy into military cyberspace operations is inevitable, the
United States Government and Department of Defense will need to be deliberate with the
adoption process. Autonomous cyber systems in offensive cyberspace operations must be
carefully prescribed for different cases. A core assumption of this section is that autonomous
cyber systems will operate with more unintended consequences, with less complexity, or
less efficiently than human operators. However, some critics believe that eventually, with
more research and development of autonomous cyber tools, they will be more efficient, have
fewer unintended consequences, and complete successful cyberspace operations that human
operators would not be able to identify.

The following policy recommendations, which guide the use of autonomous cyber systems,
reflect the current status of Al and autonomous cyber systems, and are not permanent
solutions. As autonomous systems develop, preferring these systems over human operators
may be more advantageous. Instead of a general set of guidelines that would be followed when
incorporating autonomy into cyberspace operations, my recommendation is that there should
be different sets of guidelines corresponding to varying factors of interest. Primarily, the use
of autonomous systems in offensive military cyberspace operations should be regulated with
respect to the target that will be attacked and the methods that will be employed to attack
the target. These recommendations will prescribe different levels of autonomy for different
targets and methods.
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5.3.1 Target

5.3.1.1 Coordination Problems

A consideration that should dictate the level of autonomy that a system should use during
cyberspace operations is coordination with other units. Many cyberspace operations are part
of other multi-domain operations, so effects must be coordinated with other units. These units
could be other cyber or intelligence units, or military units that impose effects on the enemy
on land, air, or sea. Introducing fully autonomous systems can produce unwanted effects,
especially as timing can have an impact if there is a sequential nature to a multi-domain
operation. Utilizing a supervised autonomous or semi-autonomous system may be more
beneficial in multi-domain operations, as they can be easily contained and used with a higher
level of control. With a supervised autonomous system, if the system tries to impose an
undesirable effect on an enemy, or at an undesirable time, an operator can either disapprove
of the cyber action or delay it. With a semi-autonomous system, operators can choose
which automated actions impose desired effects at desired times. Supervised autonomous
and semi-autonomous systems should be preferred in these operations, as incorporating
a fully autonomous cyber system with other domains would be very difficult, complex,
and unnecessary. However, if cyber operations are independent of other domains, a fully
autonomous system may be able to produce desired effects faster and with less decision-
making by operators. This concept does not just apply to multi-domain operations, but also
cyberspace operations, which are coordinated between different cyber units.

5.3.1.2 Stage of Kill Chain

Another factor that can affect the level of autonomy that should be used in a military
cyberspace operation is the stage that the operation is in. In civilian cyber policy spaces, the
Cyber Kill Chain, developed by Lockheed Martin, is used to describe the different stages of
a cyberspace operation, from reconnaissance to actions on objective [35]. Different stages
of a cyberspace operation have different attributes, such as frequency and impact, which
can change how institutions use autonomous cyber systems and tools. Figure 5.1 shows the
different stages of the Cyber Kill Chain and their sequential order.

Some stages that would favor using autonomous cyber tools are reconnaissance, delivery,
and exploitation. These stages are high volume and low impact, so autonomous systems
can do them to decrease the workload for cyber operators and not impose a drastic amount
of negative consequences if the autonomous system is unsuccessful. More supervision for
installation, command and control (C2), and actions on objectives should be required. These
stages are low volume and high impact, so the burden to operators for having a larger role
is not costly. Additionally, actions in these stages are easier for defenders to trace, so more
control for human operators may limit the frequency of defenders identifying cyberspace
operations. However, this preference could change if autonomous and AI cyber tools and
systems can perform better than humans in specific scenarios.

Weaponization is a unique stage, as the development of exploits requires software devel-
opment by cyber capability developers. This will require a different set of autonomous tools,
such as language models, which can aid in the coding process, compared to autonomous
tools for cyberspace operations, which will control suites of tools used to control the various
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RECONNAISSANCE

Harvesting email addresses,
conference information, etc.

WEAPONIZATION

Coupling exploit with backdoor
into deliverable payload

DELIVERY

Delivering weaponized bundle to the
victim via email, web, USB, etc.

EXPLOITATION

Exploiting a vulnerability to execute
code on victim’s system

INSTALLATION

Installing malware on the asset

COMMAND & CONTROL (C2)

Command channel for remote
manipulation of victim

ACTIONS ON OBJECTIVES

With ‘Hands on Keyboard’ access,
intruders accomplish their original goals

Figure 5.1: Lockheed Martin’s Cyber Kill Chain [35]
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exploits developed. Autonomy can aid the development of exploits, but cyber capability
developers should exercise caution to limit unintended consequences. The potential for the
spread and use of an exploit is significant and dangerous, as seen from various cyber attacks
over the last decade. One example that demonstrates this is the WannaCry attack, which
was a ransomware attack that spread globally to impact unintended systems such as the
National Health Service in England and caused significant disruptions to healthcare in the
country for over a week [36].

5.3.1.3 Target Organization

The organization that the cyberspace operation is targeting can also impact the level of
autonomy utilized. Both state and non-state actors can target American digital systems and
be targeted by American cyberspace operations. This has been discussed by Mieke Eoyang,
Former Deputy Assistant Secretary of Defense for Cyber Policy, at TruCon in 2022, where
she stated that "We have publicly acknowledged that there are categories of criminal actors
who have capabilities that are sophisticated enough that we consider them targets that we
might choose to disrupt” [37]. She also discussed the United States Government’s offensive
posture when dealing with these organizations, asserting, “I'm not going to talk about who;
they probably know who they are. We’re coming for them” [37].

5.3.1.3.1 State Actors Different levels of control are desired depending on the target
of a cyberspace operation. First, for state actors, different scenarios may benefit from
varying levels of autonomy. One variable of interest is the status of conflict. In wartime, the
restrictions on autonomous cyber systems may be relaxed, as more risk can be tolerated given
the circumstances. Additionally, there may be more stress on the cyber military personnel, as
there would likely be an increased demand for cyber effects in both multi-domain operations
and operations in the cyberspace domain. In peacetime, there can be more restrictions on
autonomous cyber systems, as the cyber military personnel will be under less strain, and
more control can and should be exercised.

Another variable may be the development of a state’s military cyber infrastructure.
Suppose a state has robust cyber defenses that prevent intrusion and can easily attribute
attacks from cyber forces. In that case, it may be more advantageous for cyber operators to
exercise more control over autonomous cyber systems. If a state has underdeveloped cyber
defenses, allowing for greater autonomy may be less risky. The same concept can be applied
to state actors with cyber offensive infrastructure, as the larger the offensive threat, the more
likely a state would be to retaliate or escalate.

5.3.1.3.2 Non-State Actors For non-state actors, there are also some factors to consider
that may change the restrictions or guidelines used when applying autonomous cyber systems
to a military offensive cyberspace operation. It is essential to remember that non-state actor
cyber infrastructure is likely in civilian cyberspace, so risk and damage to civilian cyberspace
infrastructure must be heavily considered. First, the location of the non-state actor should
be considered before utilizing an autonomous cyber system. If the non-state actor is in an
allied country, other options should be explored before cyberspace operations or autonomous
cyber systems, such as extradition. Suppose the non-state actor is located within a non-allied
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country. In that case, there should still be a level of control on autonomous military systems
demonstrated throughout the cyberspace operation, as there is the potential for escalation.
However, supervised and semi-autonomous cyber systems would be effective against these
actors. For cyberspace operations against terrorist groups, larger amounts of risk can be
tolerated, and therefore, more autonomous systems can be utilized.

As previously mentioned, it is common for non-state actors to host their cyber infrastruc-
ture on civilian cyberspace or be interconnected with civilian cyberspace. This may require
stricter discretion when enabling an autonomous system to conduct a military offensive cy-
berspace operation. Limiting the severity of cyber actions and preventing tactics, techniques,
and procedures that spread around a network from being taken is a method to limit the
likelihood of unintended consequences and collateral damage to civilian systems. This will be
discussed in depth in the following section.

5.3.2 Method

5.3.2.1 Tactics, Techniques, and Procedures

Throughout a cyberspace operation, threat actors employ a variety of tactics, techniques,
and procedures, otherwise known as T'TPs, to compromise systems, disrupt services, and
achieve intended cyber effects [38]. A commonly used framework to classify TTPs is the
MITRE ATT&CK framework, a globally accessible knowledge base of adversary tactics and
techniques based on real-world observations [39]. MITRE’s ATT&CK framework is used as
a foundation for the development of specific threat models and methodologies in both the
private and public sectors|39]. Figure 5.2 details the MITRE ATT&CK framework.

MITRE ATT&CK MATRIX
Level of Autonomy Recommended Tactic Category The Adversary is Trying to...

Fully Autonomous Initial Access to get into your network 11
Fully Autonomous Execution to run malicious code 34
Supervised or Semi-autonomous Persistence maintain their foothold 62
Supervised or Semi-autonomous Privlege Escalation gain higher-level permissions 32
Supervised or Semi-autonomous Defense Evasion avoid being detected 69
Fully Autonomous Credential Access steal account names and passwords 21

Fully Autonomous Discovery figure out your enviroment 23
Supervised or Semi-autonomous Lateral Movement move through your enviorment 18
Fully Autonomous Collection gather data of interest to their goal 13
Supervised or Semi-autonomous Command and Control communicate with compromised systems to control them 22

Supervised or Semi-autonomous Exfiltration steal data 9
Supervised or Semi-autonomous Impact mainpulate, interrupt, or destroy your systems and data 16
ALL TACTIC EXPLOITS 330

Figure 5.2: MITRE ATT&CK Framework with Autonomy Recommendations [40]

Certain TTPs should require more control, while others should be able to utilize fully
autonomous cyber systems. Some TTPs requiring more control are persistence, privilege
escalation, defense evasion, lateral movement, command and control, exfiltration, and impact.
Persistence, privilege escalation, and defense evasion are all TTPs taken once an attacker
has access to a system. A higher level of control is recommended as actions taken on a
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compromised system are heavily traced and are more easily detected than actions before a
system has been compromised. Command and control, and exfiltration are all TTPs that
communicate with friendly systems outside of the compromised machine, which is being
targeted, and can also be tracked by network logging systems if not properly disguised.
Operators should utilize more control and less autonomy when utilizing these five TTPs, as
they leave a large signature, which an autonomous system may not be trained to prevent.

A significant priority of cyberspace operations is being non-attributable, so utilizing
more caution in policy guiding the use of autonomy in these scenarios may be optimal. As
previously discussed, cyber infrastructure is often interconnected, and lateral access frequently
enables attackers to move through a network or system. A high level of caution is advised in
these scenarios, especially as cyberspace operations require knowledge of the target system
and network, and lateral access to an undesired cyber asset could cause collateral damage.
Finally, impact is the last TTP that requires stricter supervision. This is because impact
TTPs are the TTPs that cause permanent and temporary damage to a targeted system by
manipulating, interrupting, or destroying a system and/or its data. Therefore, there should
be more supervision, as impact TTPs directly impose effects on a targeted system.

TTPs that could be fully automated or require less control include initial access, execution,
credential access, discovery, and collection. Initial access does not require much supervision,
as most TTPs can be attempted at a high volume and do not reveal much information about
the attacker. Execution does not require much supervision, as there is not much variety in
executing malicious code. There are a limited number of methods to perform, so human cyber
operators and autonomous cyber systems would likely converge at the same TTP. Finally, for
credential access, discovery, and collection, these TTPs do not alter the state of a system
or leave much of a signature. They are mainly background work for other TTPs, such as
producing data to exfiltrate, or discovering systems to move laterally onto. The leftmost
column of Figure 5.2 displays the differing levels of autonomy recommended based on TTPs.

5.3.2.2 Intended Effect

Different cyber effects can be imposed on the enemy cyber infrastructure with varying
levels of severity. The more severe a desired effect is, the more control over autonomous
systems human operators and policymakers may desire. As previously mentioned, cyberspace
attacks, which this discussion is scoped to, produce D4M effects. Denying, degrading, and
disrupting are temporary effects, so unintended consequences would not be as disastrous as
permanent effects, such as destroying and manipulating. Therefore, more supervision for
autonomous cyber systems is recommended for cyberspace attacks that intend to destroy or
manipulate systems.

5.3.2.3 Planning

As mentioned in Section 2.3, military cyberspace operations heavily emphasize plan-
ning. Cyberspace operations are planned due to the requirement to understand the target
and prevent unintended effects. These cyber capabilities must be considered in planning
to utilize autonomous cyber capabilities in military offensive cyberspace operations. My
recommendations are intended to support this integration. Autonomy and Al can help cyber
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operators understand the target by producing logs that can be interpreted. Additionally,
utilizing technical standards that make autonomous systems governable and different levels
of autonomous interfaces, unintended consequences can be prevented. With the continued
development of autonomous cyber capabilities, these systems may even outperform human
operators in target understanding and prevention of unforeseen circumstances.

There are different methods to integrate autonomy within the planning process, or have
the planning process support the integration of autonomous cyber systems. I recommend
allowing for autonomy at certain stages of the cyberspace operation, or within certain TTPs.
While this recommendation is more specifically discussed in the previous section, planning
must allow certain stages of the kill chain and TTPs to use autonomous cyber systems.
Another recommendation is to incorporate autonomy and Al into cyberspace operation
planning. Due to cyberspace’s increasing complexity and interconnectivity, the pace of
cyberspace operations will become faster. The manual planning of operations may be too
slow to produce cyberspace effects effectively. Integrating planning tools with any level of
autonomy can improve the ability to produce cyberspace effects.

5.4 Investing in Interfaces

It is as important to invest in interfaces for autonomous cyber tools as it is to invest
in the ability of autonomous cyber tools. Interfaces are a technical solution that allows
human operators to interact with autonomous cyber systems effortlessly. Interfaces also allow
for real-time monitoring and logging of inputs, environments, and results. Without human
supervision and potential for interference or control, it becomes much more difficult for an
autonomous system to be explainable and responsible.

Many civilian penetration testers use suites of automated tools to launch cyberattacks on
their target systems. One example is Kali Linux, a penetration testing platform with hundreds
of penetration testing tools, which are used to probe systems [41]. These tools cover a range
of “global function areas,” including payload creation and anti-virus evasion tools, Network
mapping, vulnerability analysis, digital forensics tools, and information gathering [41]. While
each of these automated cyber tools can be effective and should continue to be developed, I
recommend that an autonomous cyber system operate above and in control of these tools.
The autonomous cyber system should be responsible for decision-making and choosing when
to deploy specific cyber tools to achieve cyber effects and mission objectives. Autonomous
cyber systems are also not limited to pre-built suites of automated tools. Cyber capabilities,
which are developed for unique scenarios by human developers, can be used by autonomous
cyber systems. Interfaces for autonomous cyber systems will allow human supervision or input
in decision-making. A fully autonomous cyber system will only enable human operators to
monitor the system’s decisions in real time. However, supervised autonomous cyber systems
and semi-autonomous cyber systems will allow human operators to prevent faulty actions
from being taken and enable human operators to provide input for decisions that will be
made.

The next chapter discusses the technical aspect of this research, and the appendices
display the technical implementation of various interfaces for suites of automated cyber
tools. The technical implementation includes fully autonomous, supervised autonomous, and
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semi-autonomous interfaces with cyber systems, where agents make decisions while attacking
a target network with a suite of cyber tools in a simulation environment.

44



Chapter 6

Interface and Explainability Exploration

Although some view autonomy as a binary attribute for a system, autonomy exists on
a spectrum, on which the level can vary. Implementing autonomy in offensive military
cyberspace operations will require a gradual approach, which is prescriptive in the level of
autonomy used in different scenarios. Policy will need the technical implementation of varied
levels of autonomy in systems that cyber operators can use. The simplest way this can
be achieved is through different implementations of interfaces that operators can use while
interacting with an autonomous system. Building different autonomous systems, each with a
different level of autonomy, would be costly and inefficient. The question explored through
the implementation of different interfaces throughout this chapter is whether interfaces can
allow the same autonomous system to operate under different models of autonomy. This
chapter presents a proof of concept using a simulation environment, showing how different
models of autonomy can be implemented on the same autonomous system through interfaces.

Policy will also require autonomous systems to be traceable and explainable. This chapter
explores how LLMs can fulfill this requirement by interpreting the logs produced by interfaces.

6.1 Interface Implementation

With the growth of Al technology over the last few years, the possibilities to apply
autonomy to cyberspace operations have become endless. Several research groups have
created simulation environments to train and test autonomous cyber agents. This has also
been a focus of The Technical Cooperation Program, or TTCP, which is a collaborative
five-nation forum between the UK, USA, Canada, Australia, and New Zealand to expand
technical defense-related R&D, which includes 1,000 defense scientists and 60 specialist areas
of technology altogether. The TTCP has a Cyber Autonomy Gym for Experimentation
group, otherwise known as CAGE, which supports the development of Al tactics, techniques,
and procedures for cyber defense. TTCP CAGE created a series of public challenges to allow
technologists to experiment and innovate in the autonomous cyber agent space, mainly led
by an Australian group [42-44].
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6.1.1 Cyber Operations Research Gym (CybORG)

The Defence Science and Technology Group, or the DSTG, is the Australian government’s
lead agency for applying science and technology to their national security interests. DSTG
created a cyber environment called CybORG, or the Cyber Operations Research Gym, an Al
gym used for Red and Blue agents to battle in a controlled cyber environment to become
intelligent, based on real-world environments. Al gyms allow these agents to learn through
direct interaction with simulations of similar problems. CybORG can generate and implement
a variety of scenarios, with different sets of agents to perform the various roles that can be
served during a cyber operation. CybORG’s simulation is iterative, so for each step, each
CybORG agent selects an action that interacts with the simulated environment. The scenario
continues to run until the simulation reaches the limit on the number of steps, or an agent
completes their goal for the environment [45, 46].

6.1.1.1 CybORG Agents

There are three types of agents in CybORG CAGE Challenge 4: red, blue, and green.
Red agents are the agents responsible for attacking hosts and networks. There are two main
types of red agents: Random Select Agents and Finite State Agents. The random agent
selects randomly from the potential actions that can be taken. There are ten possible actions
for red agents, which the agent will randomly choose. The Finite State Agent utilizes internal
Finite State Machines to control the agent’s actions based on the agent’s understanding of
its operating environment. As an agent takes action, it continues learning about the hosts,
environments, and networks, guiding the following action. Agents construct actions and
then pass them into the action space to be executed when a step in the simulation is taken.
Each action also takes different parameters depending on its type. The red actions are as
follows: Discover Remote Systems, Aggressive Service Discovery, Stealth Service Discovery,
Discover Deception, Exploit Remote Service, Privilege Escalate, Degrade Service, Impact,
and Withdraw. Each action has been implemented and executed once selected with the
correct parameters and environment [44].

6.1.1.1.1 Red Agents For my demonstration, I use the Finite State Machine-based
agent, which is the most autonomous red agent in CybORG. When attempting to analyze
the degree of autonomy utilized by this agent, it can be helpful to draw inspiration from
cyber-physical systems, which demonstrate a hierarchy of different tasks in terms of their
complexity and the types of tasks completed [47].

Two different levels of control can model this: high-level control and low-level control.
High-level control systems are responsible for larger, strategic decisions, while low-level control
systems are responsible for maintaining the completion of smaller tasks that are components
of larger decisions. Both high-level and low-level control systems can have any degree of
autonomy, from non-autonomous to fully autonomous.

For CybORG and my demonstration, the implementation of actions are low-level control
systems, while agents are high-level control systems. Finite State Machines can handle different
situations based on environmental conditions, making them suitable for an autonomous high-
level control system. In general, policy and technical implementations should focus on
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higher-level autonomy rather than lower-level autonomy [47].

6.1.1.1.2 Blue Agents Blue agents are responsible for defending hosts and networks.
For CAGE Challenge 4, no blue agents have been implemented because the public should
create autonomous agents to test. There is also a suite of actions that blue agents can select,
such as Monitor, Analyse, Deploy Decoy, Remove, Restore, Block Traffic Zone, and Allow
Traffic Zone [44].

6.1.1.1.3 Green Agents Green agents are responsible for simulating the actions of users
on different hosts. These green agents connect to networks and services or do random local
work. The purpose of these agents is to assess whether the red agent or the blue agent is
winning in the simulation. If the green agent can function, there is no disruption to the
network, which means that the red agent has not been effective. If the green agent cannot
function, the red agent has effectively disrupted the network. The actions the green agent
can take are, as previously stated, either Local Work or Accessing Services [44].

6.1.1.2 Creating CybORG Interfaces

Due to the open-source nature of CybORG, it is straightforward to technically implement
ways to interface with red agents, demonstrating varied levels of autonomy. Operators can
use these different methods for interfacing with autonomous cyber agents to control how
autonomous the decision-making is, while the execution of decisions is automated.

The development of interfaces for autonomous cyber agents can allow different models of
autonomy to be used, even if only one autonomous system is developed. This allows for an
autonomous cyber operation system to fit the different scenarios that require different levels
of autonomy.

6.1.1.2.1 Semi-Autonomous System Interface Operators should be able to make
decisions on the red agent’s actions for a semi-autonomous system, or human in the loop. For
this requirement, I implemented a Linear Agent, which is a type of agent that, when given
a list of actions, can perform them. This agent is designed to help with stress testing and
debugging. To enable operators to interface with the agent, I had to allow the program to
take user input to select between actions. Once the action was selected, the operator could
choose the parameters for each action. It is of note that some actions are dependent on other
actions being successful or taking a certain number of iterative simulation steps to become
successful, so to use this implementation successfully, operators must understand how to use
the agent. A sample of the output from running CybORG with this interface is shown in
Figure 6.1 [48, 49].

6.1.1.2.2 Supervised Autonomous System Interface For a supervised autonomous
system, or human on the loop, operators should be able to stop the autonomous red agent
from making undesirable decisions. To do this, I used the Finite State Agent to make decisions
autonomously and had the agent print out every action it would take. Once the agent has
printed out the future action, the operator can prevent the agent from taking the action. A
sample of the output from running CybORG with this interface is shown in Figure 6.2 [50].
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--- Step 1 ---
Available actions:

: <class 'CybORG.Simulator.Actions.AbstractActions.DiscoverRemoteSystems.DiscoverRemoteSystems'>
<class 'CybORG.S5imulator.Actions.AbstractActions.DiscoverNetworkServices.AggressiveServiceDiscovery'
<class 'CybORG.S5imulator.Actions.AbstractActions.DiscoverNetworkServices.StealthServiceDiscovery'=>
<class 'CybORG.Simulator.Actions.AbstractActions.ExploitRemoteService.ExploitRemoteService'>
<class 'CybORG.Simulator.Actions.AbstractActions.PrivilegeEscalate.PrivilegeEscalate'>

<class 'CybORG.Simulator.Actions.AbstractActions.DegradeServices.DegradeServices'>

<class 'CybORG.Simulator.Actions.AbstractActions.DiscoverDeception.DiscoverDeception'>

<class 'CybORG.Simulator.Actions.AbstractActions.Impact.Impact'>

<class 'CybORG.S5imulator.Actions.ConcreteActions.Withdraw.Withdraw'>

: <class 'CybORG.Simulator.Actions.Action.Sleep'>

Select action number: @

0: 10.0.43.0/24

select subnet @

2. @

select session @

** Turn 1 for red_agent_@ **

Action: DiscoverRemoteSystems 10.0.43.0/24

Action Success: TRUFE

[ N s A -

Figure 6.1: Sample of Semi-Autonomous Output

6.1.1.2.3 Fully Autonomous System Interface The operator has no control over the
system for a fully autonomous system, or a human out of the loop. In CybORG, this is just
the standard implementation of the Finite State Agent with no interface for an operator. A
sample of the output from running CybORG with this interface is shown in Figure 6.3 [51].

6.2 Explainability Exploration

Per Section 5.1, I recommend that autonomous cyber systems produce logs of their
decisions and outcomes to be explainable and traceable. In CybORG, actions and their
results are printed after every simulation step. While it is easy to understand what action
has been taken by the agent, it can prove to be more challenging to understand why the
action was taken. Section 5.1 presents two different methods for understanding autonomous
cyber systems: explanation by subject matter experts on cyberspace operations or using
an LLM. To explore the ability of an LLM to explain autonomous cyber systems, the LLM
needs to be given data from the system. In CybORG, an agent’s observation can be logged,
which shows how the agent interprets the environment, in addition to the action and output.
This data can be given to an LLM to attempt to explain what occurred.

To explore the ability of LLMs to explain autonomous cyber systems, I produced logs
for the fully autonomous interface and gave the logs to OpenAI’s GPT-4-turbo, a variant of
OpenATl’s GPT-4 model. I provided the GPT with a prompt, seen in Figure 6.4, explaining
the situation, task, and requirements, as well as the logged output from the fully autonomous
interface, seen in Figure 6.5. ChatGPT then explained each turn step by step, with the
action, kill chain stage, TTP, purpose, outcome, and environment change, as seen in Figure
6.6. The LLM also produced a summary table, along with additional notes which can be
viewed in appendix D.
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** Turn 4 for red_agent_©@ **
Ection: StealthServiceDiscovery 10.0.43.253
ction Success: IN_PROGRESS

[Sleep]
Nould you like the agent to proceed? Type Y

#* Turn 5 for red_agent_@ **
Action: StealthServiceDiscovery 10.0.43.253
Action Success: IN_PROGRESS

[StealthServiceDiscovery 10.0.43.253]
jould you like the agent to proceed? Type Y

[Sleep]
jould you like the agent to proceed? Type Y

[Sleep]
jould you like the agent to proceed? Type Y

¥* Turn 6 for red_agent_0@ **
Ectinn: Sleep
ction Success: UNKNOWN

[Sleep]
Would you like the agent to proceed? Type Y

** Turn 7 for red_agent_©@ **
Action: StealthServiceDiscovery 10.0.43.224
Action Success: IN_PROGRESS

[Sleep]
pNould you like the agent to proceed? Type Y

The last action taken by your Red Agent was:

The last action taken by your Red Agent was:

The last action taken by your Red Agent was:

The last action taken by your Red Agent was:

The last action taken by your Red Agent was:

The last action taken by your Red Agent was:

to continue

to continue

to continue

to continue

to continue

to continue

Figure 6.2: Sample of Supgnvised Autonomous Output




** Turn @ for red_agent_@ **
lAction: Initial Observation
IAction Success: UNKNOWN

** Turn 1 for red_agent_@ **
IAction: DiscoverRemoteSystems 10.0.43.0/24
IAction Success: TRUE

** Turn 2 for red_agent_0@ **
Action: AggressiveServiceDiscovery 10.0.43.251
lAction Success: TRUE

** Turn 3 for red_agent_0@ **
Action: DiscoverRemoteSystems 10.0.43.0/24
IAction Success: TRUE

** Turn 4 for red_agent_@ **
Action: StealthServiceDiscovery 10.0.43.253
ﬁctian Success: IN_PROGRESS

Figure 6.3: Sample of Fully Autonomous Output
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| am using a CybORG simulation environment to run an
autonomous red agent that attacks a network. | have the
output of what the red agent did (the action, if it was a
success, and its observation of the network) for each step.

Can you explain what happened, including why the red

agent chose each action at each step, the TTPs used, the
stage of the cyber kill chain, how the environment
changed after each action, and any other helpful
information? Below is the output from the system

** Turn O for red_agent 0 **

Figure 6.4: Prompt Provided to ChatGPT

** Turn 7 for red_agent_0 **

Action: AggressiveServiceDiscovery 10.0.43.143
Action Success: TRUE

{'success’: <TernaryEnum.IN_PROGRESS: 4>,
‘contractor_network_subnet_user_host_5": {'Sessions":
[{'session_id": 0, 'username’: ‘ubuntu’, Type":
<SessionType.RED_ABSTRACT_SESSION: 10>, "agent™:

‘red_agent_0}], 'Interface’: [{'ip_address"
IPv4Address('10.0.43.13"), ‘Subnet":

IPv4Network('10.0.43.0/24")}], 'System info": {'Hostname":
‘contractor_network_subnet_user_host_5'}}}

Figure 6.5: Sample of Fully Autonomous Output and Observation Log
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Turn 7
Action: AggressiveServiceDiscovery 10.8.43.143

Kill Chain Stage: Discovery

TTP: T1046 — Network Service Discovery

Why? Collect more actionable data on 1e.e.43.143, previously ID'd.

Outcome: Success, but details deferred (IN_PROGRESS).

Env Change: Slightly noisier presence.

Figure 6.6: Sample of LLM Explanation [52]
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Chapter 7

Conclusions and Future Work

7.1 Conclusion

After explaining the relevant scope and definitions related to this research, I analyzed
the military integration of autonomous weapons systems across different domains. I chose
the level of autonomy and lethality as two variables that impact whether an autonomous
weapons system gets integrated into the military. I hypothesized that the more autonomous
and lethal a weapon system is, the more difficult it will be to integrate. I used a "looking
back to look forward" approach to support the hypothesis, analyzing historical case studies
from analogous domains, such as escort jammers and loitering munitions.

After supporting my hypotheses, I applied them to cyberspace. First, cyber weapon
systems were analyzed and found to display medium to low levels of autonomy and lethality
through the case studies of Stuxnet and Conficker. Therefore, cyber weapon systems should
be easy to integrate in their current state. However, cyberspace is trending towards more
complexity, which can lead to cyberspace operations becoming more lethal and autonomous.
This trend calls for policy that prepares for the growth of autonomy and lethality, through
technical and acquisition standards, regulation of use, and investment guidance. Additionally, I
explored interfaces and explainability via LLMs to demonstrate that technical implementation
can meet policy needs.

7.2 Future Work

There is plenty of future work to be done concerning integrating Al and autonomy-enabled
cyberspace operations. First, the policy recommendations made in this thesis need to be
shared, and feedback needs to be gathered, which would inform possible revisions. After
revisions, these policy recommendations can be drafted into formal policy and proposed to be
adopted by the Department of Defense. Additionally, there are many technical improvements
to be made, such as designing interfaces with operator feedback, or using realistic suites of
automated cyber tools such as Kali Linux when testing interfaces.
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Appendix A

Semi-Autonomous CybORG Interface

A.1 Code for Semi-Autonomous CybORG Interface

i from pprint import pprint

from CybORG import CybORG

3 from CybORG.Simulator.Scenarios import
EnterpriseScenarioGenerator

from CybORG.Agents import SleepAgent, FiniteStateRedAgent,
RandomSelectRedAgent

o #########AAAS Human in the Loop #H#H#H#HHHHHHHHHHHH
7 from CybORG.Agents.SimpleAgents.LinearAgent import LinearAgent
s from ipaddress import IPv4Network, IPv4Address
9 from CybORG.Simulator.Actions import DiscoverRemoteSystems,
AggressiveServiceDiscovery, StealthServiceDiscovery, Sleep,
DiscoverDeception, PrivilegeEscalate, DegradeServices, Impact
, Withdraw, ExploitRemoteService
10 #from CybORG.Simulator.Actions.ScenarioActions.EnterpriseActions
import ExploitRemoteService_ccé4
11 #“““
2 # Initialize environment
135 steps = 1000
11 sg = EnterpriseScenarioGenerator (blue_agent_class=SleepAgent,
15 green_agent_class=SleepAgent,
16 red_agent_class=LinearAgent, #
Will override manually
17 steps=steps)
15 cyborg = CybORG(scenario_generator=sg, seed=1234)

20 # Get red agent’s name and its action space
21 red_agent_name = ’red_agent_0°
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#red_interface = cyborg.get_agent_interface(red_agent_name)

# Record actions taken

s red_agent_O_actions = []

for i in range (9):

print (f"\n--- Step {i + 1} ---")

# Get available actions for red_agent_O
action_space = cyborg.get_action_space(red_agent_name)
actions = (action_space[’action’]) #list this

#remove actions which are False
#actions = {key: value for key, value in actions.items() if
value}

#print (actions)

actions = list(actions)

# Print options

print ("Available actions:")

for idx, action in enumerate (actions):
print (£"{idx}: {action}")

# Let user pick an action
choice = int(input("Select action number: "))

def param_pick(param):
param_dict = action_space[param]
param_dict = {key: value for key, value in param_dict.
items () if valuel
for idx, p in enumerate(param_dict):
print (£"{idx}: {p}")

return list(param_dict) [int(input("select " + param+ "
")) ]
if choice == 0: #Discover Remote
subnet0 = param_pick(’subnet’)
session0 = param_pick(’session’)
action = DiscoverRemoteSystems (subnet=IPv4Network (

subnet0), session=session0, agent=red_agent_name)

elif choice == 1
session0 = param_pick(’session’)
ip_address0 = param_pick(’ip_address’)

: #aggresive discovery

action = AggressiveServiceDiscovery(session=sessionO0,
agent=red_agent_name, ip_address=IPv4Address(
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90

98

ip_address0))
elif choice == 2: #stealth discovery
session0 = param_pick(’session’)
ip_address0 = param_pick(’ip_address’)
action = StealthServiceDiscovery(session=sessionO, agent
=red_agent_name, ip_address=IPv4Address (ip_address0))
elif choice == 3: #exploit remote
session0 = param_pick(’session’)
ip_address0 = param_pick(’ip_address’)
action = ExploitRemoteService(ip_address=IPv4Address/(
ip_address0), session=session0, agent=red_agent_name)
elif choice == 4: #privlege escalate
hostname0 = param_pick(’hostname’)
session0 = param_pick(’session’)
action = PrivilegeEscalate (hostname=hostname0, session=
session0O, agent=red_agent_name)
elif choice == 5: #degrade
hostnameO = param_pick(’hostname’)
session0 = param_pick(’session’)
action = DegradeServices (hostname=hostnameO, session=
session0O, agent=red_agent_name)
elif choice == 6: #discover deception
session0 = param_pick(’session’)
ip_address0 = param_pick(’ip_address’)
action =DiscoverDeception(session=session0, agent=
red_agent_name, ip_address=IPv4Address(ip_address0))
elif choice == 7: #impact

hostname0 = param_pick(’hostname’)
session0 = param_pick(’session’)
action = Impact(hostname=hostname0, session=session0,
agent=red_agent_name)
elif choice == 8: #widthraw
session0 = param_pick(’session’)
ip_address0 = param_pick(’ip_address’)
hostname0 = param_pick(’hostname’)
action = Withdraw(session=session0, agent=red_agent_name

, ip_address=IPv4Address(ip_address0) ,hostname=

hostnameO)
else: #Sleep

action = Sleep()
chosen_action = action
# Manually inject selected action
# Step the environment
x = cyborg.step(action = chosen_action, agent =
red_agent_name)
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success

action_taken =

else x.action

print (f"Action:
print (f"Action Success:

x.action [0]

# Extract success (defaulting to
x.observation.get (’success’,
# Print formatted output
print (f"*x Turn {i+1} for {red_agent_namel} *x")
{action_taken}")
{str (success) .upper O}")

# Extract action taken (should be just a list of one action

# Optionally print the 1list of actions taken
#pprint (red_agent_O_actions)

if isinstance(x.action,

>UNKNOWN ’
>UNKNOWN ?)

list)

if not present)

A.2 Output from Semi-Autonomous Interface

--- Step 1

Available actions:

0:

RemoteSystems’>

1: <class ’CybORG.Simulator.
ServiceDiscovery’>
2: <class ’CybORG.Simulator.
ServiceDiscovery’>

3: <class ’CybORG.
Service’>

4: <class ’CybORG.
Escalate’>

5: <class ’CybORG.
Services’>

6: <class ’CybORG.
Deception’>

7: <class ’CybORG.
8: <class ’CybORG.
9: <class ’CybORG.
Select action number:
0: 10.0.43.0/24

select subnet O

0: 0

select session O

**% Turn 1 for red_agent_0 *x*

<class ’CybORG.Simulator

Simulator.
Simulator.
Simulator.
Simulator.

Simulator.
Simulator.

Simulator
0

.Actions.

Actions.

Actions.

Actions.

Actions.

Actions.

Actions.

Actions.

Actions

AbstractActions.

AbstractActions.

AbstractActions.

AbstractActions.

AbstractActions.

AbstractActions.

AbstractActions
AbstractActions

Action.Sleep’>

Action: DiscoverRemoteSystems 10.0.43.0/24

Action Success:

TRUE

o7

DiscoverRemoteSystems.Discover
DiscoverNetworkServices.Aggressive
DiscoverNetworkServices.Stealth
ExploitRemoteService.ExploitRemote
PrivilegeEscalate.Privilege

DegradeServices.Degrade

.DiscoverDeception.Discover

.Impact.Impact’>
.ConcretelActions.
.Actions.

Withdraw.Withdraw’>



--- Step 2 ---
Available actions:

Select action number: 1

0: 0

select session O
0: 10.0.43.61
1: 10.0.43.129
2: 10.0.43.130
3: 10.0.43.224
4: 10.0.43.143
5: 10.0.43.13
6: 10.0.43.254
7: 10.0.43.253
8: 10.0.43.252
9: 10.0.43.251

select ip_address 9

** Turn 2 for red_agent_0 *x*

Action: AggressiveServiceDiscovery 10.0.43.251
Action Success: TRUE

--- Step 3 ---
Available actions:

Select action number: O

0: 10.0.43.0/24

select subnet O

0: 0

select session O

**% Turn 3 for red_agent_0 *x*

Action: DiscoverRemoteSystems 10.0.43.0/24
Action Success: TRUE

--- Step 4 ---
Available actions:

Select action number: 2
0: 0

select session O
10.0.43.61
10.0.43.129
10.0.43.130
10.0.43.224
10.0.43.143

D W NN -, O
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10.0.43.13

10.0.43.254

10.0.43.253

10.0.43.252

10.0.43.251

select ip_address 7

** Turn 4 for red_agent_0 *x*
Action: Sleep

Action Success: IN_PROGRESS

©O© 00 N O ;1

--- Step 5 ---
Available actions:

Select action number: 2

0: 0

select session O
0: 10.0.43.61
1: 10.0.43.129
2: 10.0.43.130
3: 10.0.43.224
4: 10.0.43.143
5: 10.0.43.13
6: 10.0.43.254
7: 10.0.43.253
8: 10.0.43.252
9: 10.0.43.251

select ip_address 7

** Turn 5 for red_agent_0 *x*
Action: Sleep

Action Success: IN_PROGRESS

--- Step 6 ---
Available actions:

Select action number: 2

0: 0

select session O
0: 10.0.43.61

1: 10.0.43.129

2: 10.0.43.130

3: 10.0.43.224

4: 10.0.43.143

5: 10.0.43.13

6: 10.0.43.254

7: 10.0.43.253



8: 10.0.43.252

9: 10.0.43.251

select ip_address 7

** Turn 6 for red_agent_0 *x*

Action: StealthServiceDiscovery 10.0.43.253
Action Success: TRUE

--- Step 7 ---
Available actions:

Select action number: 1

0: 0

select session O
0: 10.0.43.61
1: 10.0.43.129
2: 10.0.43.130
3: 10.0.43.224
4: 10.0.43.143
5: 10.0.43.13
6: 10.0.43.254
7: 10.0.43.253
8: 10.0.43.252
9: 10.0.43.251

select ip_address 4

**% Turn 7 for red_agent_0 *x*

Action: AggressiveServiceDiscovery 10.0.43.143
Action Success: TRUE
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Appendix B

Supervised Autonomous CybORG
Interface

B.1 Code for Supervised Autonomous CybORG Interface

1 from pprint import pprint

2 from CybORG import CybORG

3 from CybORG.Simulator.Scenarios import
EnterpriseScenarioGenerator

from CybORG.Agents import SleepAgent, FiniteStateRedAgent,
RandomSelectRedAgent

s ### Human On the Loop! ########H##A#H#H#H

¢ from CybORG.Simulator.Actions import Sleep

R

s # Initialise environment

9o steps = 1000

10 sg = EnterpriseScenarioGenerator (blue_agent_class=SleepAgent,

11 green_agent_class=SleepAgent,

12 red_agent_class=
FiniteStateRedAgent ,

13 steps=steps)

11 cyborg = CybORG (scenario_generator=sg, seed=1234)

16 # Record actions of red_agent_O

17 red_agent_0_actions = []

15 consent = True

19 cyborg.step ()

20 step_actions = cyborg.environment_controller.action

o1 red_agent_O_actions.append(step_actions[’red_agent_0’])

>3 for i in range (10):
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24 print ("The last action taken by your Red Agent was:")
25 print (red_agent_O_actions[-1])

to continue ")
27 if consent == "Y":
28 cyborg.step ()
29 else:
30 cyborg.step(agent="red_agent_0’, action = Sleep())
31 step_actions = cyborg.environment_controller.action

#print (step_actions)

3 red_agent_O_actions.append(step_actions[’red_agent_0’])
3« # Print red_agent_0’s actions

55 #pprint (red_agent_O_actions)

36 # o

26 consent = input ("Would you like the agent to proceed? Type Y

B.2 Output from Supervised Autonomous Interface

**% Turn O for red_agent_0 *x*

Action: Initial Observation

Action Success: UNKNOWN

The last action taken by your Red Agent was:
[DiscoverRemoteSystems 10.0.43.0/24]

Would you like the agent to proceed? Type Y to continue Y

** Turn 1 for red_agent_ O *x

Action: DiscoverRemoteSystems 10.0.43.0/24

Action Success: TRUE

The last action taken by your Red Agent was:
[AggressiveServiceDiscovery 10.0.43.251]

Would you like the agent to proceed? Type Y to continue Y

** Turn 2 for red_agent_0 *x*

Action: AggressiveServiceDiscovery 10.0.43.251

Action Success: TRUE

The last action taken by your Red Agent was:
[DiscoverRemoteSystems 10.0.43.0/24]

Would you like the agent to proceed? Type Y to continue Y

**% Turn 3 for red_agent_0 *x*

Action: DiscoverRemoteSystems 10.0.43.0/24
Action Success: TRUE

The last action taken by your Red Agent was:
[Sleep]
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Would you like the agent to proceed? Type Y

*x Turn 4 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.253
Action Success: IN_PROGRESS

The last action taken by your Red Agent was:

[Sleep]
Would you like the agent to proceed? Type Y

**% Turn 5 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.253
Action Success: IN_PROGRESS

The last action taken by your Red Agent was:

[StealthServiceDiscovery 10.0.43.253]
Would you like the agent to proceed? Type Y

The last action taken by your Red Agent was:

[Sleep]
Would you like the agent to proceed? Type Y

The last action taken by your Red Agent was:

[Sleep]
Would you like the agent to proceed? Type Y

The last action taken by your Red Agent was:

[Sleep]
Would you like the agent to proceed? Type Y

**% Turn 6 for red_agent_0 *x
Action: Sleep
Action Success: UNKNOWN

The last action taken by your Red Agent was:

[AggressiveServiceDiscovery 10.0.43.224]
Would you like the agent to proceed? Type Y

** Turn 7 for red_agent_0 *x*

to

to

to

to

to

to

to

Action: AggressiveServiceDiscovery 10.0.43.224

Action Success: TRUE
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Appendix C

Fully Autonomous CybORG Interface

C.1 Code for Fully Autonomous CybORG Interface

i from pprint import pprint

from CybORG import CybORG

3 from CybORG.Simulator.Scenarios import
EnterpriseScenarioGenerator

from CybORG.Agents import SleepAgent, FiniteStateRedAgent,
RandomSelectRedAgent

¢ ### Human Out 0Of the Loop! ####

7# Initialise environment

s steps = 1000

0o sg = EnterpriseScenarioGenerator (blue_agent_class=SleepAgent,

10 green_agent_class=SleepAgent,

11 red_agent_class=
FiniteStateRedAgent ,

12 steps=steps)

13 cyborg = CybORG(scenario_generator=sg, seed=1234)

15 # Record actions of red_agent_O

16 red_agent_O_actions = []

17 for i in range (20):

18 results = cyborg.step(agent=’red_agent_0’)

19 #print (results.observation) prints red agents observation
20 step_actions = cyborg.environment_controller.action

21 red_agent_O_actions.append(step_actions[’red_agent_0’])

23 # Print red_agent_0’s actions
21 #pprint (red_agent_O_actions)
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C.2 Output from Fully Autonomous Interface

**% Turn O for red_agent_0 *x*
Action: Initial Observation
Action Success: UNKNOWN

*x Turn 1 for red_agent_0 *x*
Action: DiscoverRemoteSystems 10.0.43.0/24
Action Success: TRUE

** Turn 2 for red_agent_0 *x*
Action: AggressiveServiceDiscovery 10.0.43.251
Action Success: TRUE

** Turn 3 for red_agent_ 0 *x
Action: DiscoverRemoteSystems 10.0.43.0/24
Action Success: TRUE

**% Turn 4 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.253
Action Success: IN_PROGRESS

** Turn 5 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.253
Action Success: IN_PROGRESS

** Turn 6 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.253
Action Success: TRUE

¥k Turn 7 for red_agent_0 *x
Action: AggressiveServiceDiscovery 10.0.43.143
Action Success: TRUE

**% Turn 8 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.252
Action Success: IN_PROGRESS

** Turn 9 for red_agent_0 *x*
Action: StealthServiceDiscovery 10.0.43.252
Action Success: IN_PROGRESS

**% Turn 10 for red_agent_0 *x
Action: StealthServiceDiscovery 10.0.43.252
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Appendix D
ChatGPT Explainability

Input: User

I am using a CybORG simulation environment to run an autonomous red agent that
attacks a network. I have the output of what the red agent did (the action, if it was
a success, and its observation of the network) for each step. Can you explain what
happened, including why the red agent chose each action at each step, the TTPs used,
the stage of the cyber kill chain, how the environment changed after each action, and
any other helpful information? Below is the output from the system

1 **% Turn O for red_agent_0 x*x*

2 Action: Initial Observation

3 Action Success: UNKNOWN

1 {’success’: <TernaryEnum.TRUE: 1>, °210.0.43.61°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.61°), ’Subnet’:
IPv4Network(’10.0.43.0/24°)}]1}, °10.0.43.129°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.129°), ’Subnet’:
IPv4Network (’10.0.43.0/24°)3]1}, °10.0.43.130°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.130°), ’Subnet’:
IPv4Network (210.0.43.0/24°)}]1}, 210.0.43.224°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.224°), ’Subnet’:
IPv4Network (210.0.43.0/24°)}]1}, 210.0.43.143°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.143°), ’Subnet’:
IPv4Network (’10.0.43.0/24°)}]}, °10.0.43.13°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.13’), ’Subnet’:
IPv4Network (°10.0.43.0/24°)}]1}, °10.0.43.254°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.254°), ’Subnet’:
IPv4Network (’10.0.43.0/24°)}]1}, °10.0.43.253°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.253’), ’Subnet’:
IPv4Network(’10.0.43.0/24°)}]1}, °10.0.43.252°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.252°), ’Subnet’:
IPv4Network (’10.0.43.0/24°)}]1}, °10.0.43.251°: {’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.251°), °’Subnet’:
IPv4Network (’10.0.43.0/24°)}]}, ’action’:
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Input: User

1 DiscoverRemoteSystems 10.0.43.0/24, °
contractor_network_subnet_user_host_57:
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’:

{’

{’Sessions’:

’red_agent_0’

}]1, ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’
Hostname’: ’contractor_network_subnet_user_host_5°}}}

N

; *k Turn 1 for red_agent_0 *x*
i Action: DiscoverRemoteSystems 10.0.43.0/24
5 Action Success: TRUE
6 {’success’: <TernaryEnum.TRUE: 1>, °10.0.43.251°: {’Processes’:
[{’Connections’: [{’local_port’: 22, ’local_address’:
IPv4Address(’10.0.43.251°)3}]}, {’Connections’: [{’local_port’
3390, ’local_address’: IPv4Address(’10.0.43.251°)3}]1}, {°
Connections’: [{’local_port’: 80, ’local_address’:
IPv4Address(’10.0.43.251°)}]}, {’Connections’: [{’local_port’
25, ’local_address’: IPv4Address(’10.0.43.251°)3}]1}], °
Interface’: [{’ip_address’: IPv4Address(’10.0.43.251°)3}1%}, °
action’: AggressiveServiceDiscovery 10.0.43.251, °’
contractor_network_subnet_user_host_5’: {’Sessions’:
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’:

{’

’red_agent_0’

}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’
Hostname’: ’contractor_network_subnet_user_host_5’}}}

g ¥ Turn 2 for red_agent_0 *x*
o Action: AggressiveServiceDiscovery
0 Action Success: TRUE

11 {’success’: <TernaryEnum.TRUE:

10.0.43.251

1>, 210.0.43.61°: {’Interface’:

[{’ip_address’:
IPv4Network (’10
[{’ip_address’:
IPv4Network (’10
[{’ip_address’:
IPv4Network (’10
[{’ip_address’:
IPv4Network (’10
[{’ip_address’:
IPv4Network (’10
[{’ip_address’:
IPv4Network (’10

IPv4Address (10

.0.43.0/24°)3}1},

IPv4Address (’10

.0.43.0/24°)}1},

IPv4Address (’10
.0.43.0/24°)31},
IPv4Address (’10
.0.43.0/24°)}]1},
IPv4Address (’10
.0.43.0/24°)}1},
IPv4Address (’10
.0.43.0/24°) 31},

.0.43.61°), ’Subnet’:
’10.0.43.129°: {’Interface’:
.0.43.129°), ’>Subnet’:
’10.0.43.130’: {’Interface’:
.0.43.130°), ’Subnet’:
’10.0.43.224°: {’Interface’:
.0.43.224°), ’Subnet’:
’10.0.43.143°: {’Interface’:
.0.43.143’), ’Subnet’:
’10.0.43.13’: {’Interface’:
.0.43.13°), ’Subnet’:
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Input: User

1 210.0.43.254°: {’Interface’: [{’ip_address’: IPv4Address(’10
.0.43.254°), ’Subnet’: IPv4Network(’10.0.43.0/24°)3}1}, °’10
.0.43.253°: {’Interface’: [{’ip_address’: IPv4Address(’10
.0.43.253%), ’Subnet’: IPv4Network(’10.0.43.0/24°)}]1},

2 210.0.43.252°: {’Interface’: [{’ip_address’: IPv4Address(’10
.0.43.252°), ’Subnet’: IPv4Network(’10.0.43.0/24°)}]1},

; 710.0.43.251°: {’Interface’: [{’ip_address’: IPv4Address(’10

.0.43.251°), ’Subnet’: IPv4Network(’10.0.43.0/24°)3}]1}, >’
action’: DiscoverRemoteSystems 10.0.43.0/24, °’
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {?
Hostname’: ’contractor_network_subnet_user_host_5’}}}

5 ¥ Turn 3 for red_agent_0 *x*

6 Action: DiscoverRemoteSystems 10.0.43.0/24

7 Action Success: TRUE

s {’success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)2}], ’System info’: {?
Hostname’: ’contractor_network_subnet_user_host_5’}}}

10 ** Turn 4 for red_agent_0 *x

11 Action: StealthServiceDiscovery 10.0.43.253

2 Action Success: IN_PROGRESS

13 {’success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {°
Hostname’: ’contractor_network_subnet_user_host_5’}}}

15 ** Turn 5 for red_agent_0 *x

16 Action: StealthServiceDiscovery 10.0.43.253

17 Action Success: IN_PROGRESS

15 {?success’: <TernaryEnum.TRUE: 1>, 210.0.43.253°: {’Processes’:
[{’Connections’: [{’local_port’: 22, ’local_address’:
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Input: User

1 IPv4Address(°10.0.43.253°)}]1}, {’Connections’: [{’local_port’:
80, ’local_address’: IPv4Address(’10.0.43.253°)3}1}, {’
Connections’: [{’local_port’: 3390, ’local_address’:
IPv4Address(210.0.43.253°)3}]}], ’Interface’: [{’ip_address’:
IPv4Address(’10.0.43.253°)}]}, ’action’:
StealthServiceDiscovery 10.0.43.253, °’

contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0’

}]1, ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13’), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’
Hostname’: ’contractor_network_subnet_user_host_5’}}}

; *x Turn 6 for red_agent_0 *x

i Action: StealthServiceDiscovery 10.0.43.253

5 Action Success: TRUE

6 {’success’: <TernaryEnum.TRUE: 1>, °10.0.43.143°: {’Processes’:
[{’Connections’: [{’local_port’: 22, ’local_address’:
IPv4Address(210.0.43.143°)}]}, {’Connections’: [{’local_port’

25, ’local_address’: IPv4Address(’10.0.43.143°)3}]1}], °

Interface’: [{’ip_address’: IPv4Address(’10.0.43.143°)}]}, °
action’: AggressiveServiceDiscovery 10.0.43.143, °’
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {?
Hostname’: ’contractor_network_subnet_user_host_5’}}}

g ¥ Turn 7 for red_agent_0 x*x*

o Action: AggressiveServiceDiscovery 10.0.43.143

10 Action Success: TRUE

1 {’success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’
Hostname’: ’contractor_network_subnet_user_host_5’}1}}

12

13 ¥* Turn 8 for red_agent_0 *x

12 Action: StealthServiceDiscovery 10.0.43.252

15 Action Success: IN_PROGRESS
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Input: User

1 {’success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessiomns’: [{’
session_id’: O, ’username’: ’ubuntu’, ’Type’:

2 <SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_O0’
}]1, ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’
Hostname’: ’contractor_network_subnet_user_host_5’3}}}

+ ¥*% Turn 9 for red_agent_0 **

5 Action: StealthServiceDiscovery 10.0.43.252

¢ Action Success: IN_PROGRESS

7 {’success’: <TernaryEnum.TRUE: 1>, °10.0.43.252°: {’Processes’:
[{’Connections’: [{’local_port’: 22, ’local_address’:
IPv4Address(’10.0.43.252°)3}]}, {’Connections’: [{’local_port’

25, ’local_address’: IPv4Address(’10.0.43.252°)%}]1}, {’

Connections’: [{’local_port’: 3390, ’local_address’:
IPv4Address(’10.0.43.252°)}]}, {’Connections’: [{’local_port’
: 80, ’local_address’: IPv4Address(’10.0.43.252°)3}]}], °
Interface’: [{’ip_address’: IPv4Address(’10.0.43.252°)}1%}, °
action’: StealthServiceDiscovery 10.0.43.252, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)2}], ’System info’: {?
Hostname’: ’contractor_network_subnet_user_host_5’}}}

) ¥ Turn 10 for red_agent_0 x*x*

10 Action: StealthServiceDiscovery 10.0.43.252

Action Success: TRUE

{’>success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {°
Hostname’: ’contractor_network_subnet_user_host_5’}}}

N

13

14 *x Turn 11 for red_agent_0 *x*

15 Action: ExploitRemoteService 10.0.43.252

16 Action Success: IN_PROGRESS

17 {’success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: O, ’username’: ’ubuntu’, ’Type’:
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Input: User

1 <SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_O0’
}]1, ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {?
Hostname’: ’contractor_network_subnet_user_host_5’}}}

N

3 *% Turn 12 for red_agent_0 x**

1+ Action: ExploitRemoteService 10.0.43.252

5 Action Success: IN_PROGRESS

6 {’success’: <TernaryEnum.IN_PROGRESS: 4>, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}], ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°), °’
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {?
Hostname’: ’contractor_network_subnet_user_host_5’1}}}

g ¥ Turn 13 for red_agent_0 x*x*

9 Action: ExploitRemoteService 10.0.43.252

0o Action Success: IN_PROGRESS

11 {?success’: <TernaryEnum.TRUE: 1>, 210.0.43.252°: {’Processes’:
[{’Connections’: [{’local_port’: 22, ’local_address’:
IPv4Address(’10.0.43.252°), ’Status’: <ProcessState.OPEN:
2>}], ’process_type’: <ProcessType.SSH: 2>}, {’Connections’:
[{’local_port’: 22, ’remote_port’: 50724, ’local_address’:
IPv4Address(’10.0.43.252°), ’remote_address’: IPv4Address(’10
.0.43.137)3}], ’process_type’: <ProcessType.SSH: 2>}], ?
Interface’: [{’ip_address’: IPv4Address(’10.0.43.252°)3}], ’
Sessions’: [{’session_id’: 1, ’username’: ’user’, ’Type’: <
SessionType.SSH: 2>, ’agent’: ’red_agent_0’}], ’System info’:

{’Hostname’: ’contractor_network_subnet_server_host_2’,
0SType’: <OperatingSystemType.LINUX: 3>}}, ’10.0.43.13°: {°
Processes’: [{’Connections’: [{’local_port’: 50724, °
remote_port’: 22, ’local_address’: IPv4Address(’10.0.43.137),
’remote_address’: IPv4Address(’10.0.43.252°)}]}], ’Interface

>: [{’ip_address’: IPv4Address(’10.0.43.13°)}]}, ’action’:
ExploitRemoteService 10.0.43.252, ~’
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0°
}]1, ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’
Hostname’: ’contractor_network_subnet_user_host_5°}}, °?
contractor_network_subnet_server_host_2’:
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Input: User

1 {’Sessions’: [{’session_id’: 1, ’username’: ’user’, ’Type’: <
SessionType.SSH: 2>, ’agent’: ’red_agent_0’}], ’Interface’:
[{’ip_address’: IPv4Address(’10.0.43.252°), ’Subnet’:
IPv4Network(210.0.43.0/24°)}], ’System info’: {’Hostname’: °
contractor_network_subnet_server_host_2’}}}

N

; *x Turn 14 for red_agent_0 *x

. Action: ExploitRemoteService 10.0.43.252

5 Action Success: TRUE

6 {’success’: <TernaryEnum.TRUE: 1>, °10.0.43.224°: {’Processes’:
[{’Connections’: [{’local_port’: 22, ’local_address’:
IPv4Address(210.0.43.224°)}]1}, {’Connections’: [{’local_port’

3390, ’local_address’: IPv4Address(’10.0.43.224°)3}]}, {°

Connections’: [{’local_port’: 80, ’local_address’:
IPv4Address(210.0.43.224°)3}]1}], ’Interface’: [{’ip_address’:
IPv4Address(’10.0.43.224°)3}]}, ’action’:
AggressiveServiceDiscovery 10.0.43.224, °
contractor_network_subnet_user_host_5’: {’Sessions’: [{’
session_id’: 0O, ’username’: ’ubuntu’, ’Type’: <
SessionType.RED_ABSTRACT_SESSION: 10>, ’agent’: ’red_agent_0’
}]1, ’Interface’: [{’ip_address’: IPv4Address(’10.0.43.13°),
Subnet’: IPv4Network(’10.0.43.0/24°)}], ’System info’: {’

Hostname’: ’contractor_network_subnet_user_host_5’}},
contractor_network_subnet_server_host_2’: {’Sessions’: [{’
session_id’: 1, ’username’: ’user’, ’Type’: <SessionType.SSH:
2>, ’agent’: ’red_agent_0’}], ’Interface’: [{’ip_address’:

IPv4Address (’10.0.43.2527), ’Subnet’: IPv4Network(’210.0.43.0
/24°)}], ’System info’: {’Hostname’: ’
contractor_network_subnet_server_host_2°}}}
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Output: ChatGPT[ |

Here’s a detailed analysis of the red agent’s behavior
from Turns 0 to 14 in the CybORG simulation en-
vironment, structured around action rationale, TTP
classification, cyber kill chain stages, and environmen-
tal impact.

Turn-by-Turn Analysis

Turn 0

e Action: Initial Observation

e Kill Chain Stage: Reconnaissance

e T'TP: T1595.001 - Active Scanning: Scanning IP Blocks

e Why? To identify all hosts in the subnet (10.0.43.0/24) and learn their IPs.

e Outcome: Gained IP visibility of 11 hosts. Started with abstract session on
10.0.43.13.

e Env Change: None yet. No exploitation or access gained.

Turn 1

e Action: DiscoverRemoteSystems 10.0.43.0/24

e Kill Chain Stage: Reconnaissance / Discovery

e T'TP: T1018 - Remote System Discovery

e Why? To verify reachable hosts and begin identifying potential targets.

e Outcome: Discovered that 10.0.43.251 has ports open on 22 (SSH), 80 (HTTP),
25 (SMTP), and 3390 (RDP-like).

e Env Change: Increased awareness of exposed services.

Turn 2

e Action: AggressiveServiceDiscovery 10.0.43.251
e Kill Chain Stage: Discovery

e TTP: T1046 - Network Service Discovery
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Output: ChatGPT[ |

e Why? To gather more detailed info on the services for potential exploitation.
e Outcome: Same host is now more thoroughly profiled. May inform exploit path.

e Env Change: Slight increase in network footprint (aggressive scans can be noisy).

Turn 3

e Action: DiscoverRemoteSystems 10.0.43.0/24

e Kill Chain Stage: Recon/Discovery

e TTP: T1018 - Remote System Discovery

e Why? Likely a redundancy or re-verification, or due to a loop in policy.
e Outcome: No new info revealed.

e Env Change: None meaningful.

Turns 4-6

e Action: StealthServiceDiscovery 10.0.43.253

e Kill Chain Stage: Discovery

e TTP: T1046 - Network Service Discovery (stealth variant)

e Why? Alternative to aggressive discovery, likely to reduce detection risk.
e Outcome:

— Discovered services on 10.0.43.253: 22 (SSH), 80, 3390 (RDP).

— Turn 6 also leads to new discovery of services on 10.0.43.143.

e Env Change: Low-noise scan footprint. Expands actionable surface.

Turn 7

e Action: AggressiveServiceDiscovery 10.0.43.143

e Kill Chain Stage: Discovery

e TTP: T1046 - Network Service Discovery

e Why? Collect more actionable data on 10.0.43.143, previously ID’d.

e Outcome: Success, but details deferred (IN_PROGRESS).
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e Env Change: Slightly noisier presence.

Turns 810

e Action: StealthServiceDiscovery 10.0.43.252

¢ Kill Chain Stage: Discovery

e T'TP: T1046 - Network Service Discovery (stealth variant)

e Why? Targeting another host with stealth scanning.

e Outcome: Discovered services on 10.0.43.252: SSH, HTTP, SMTP, RDP.

e Env Change: Prepared the ground for exploitation.

Turns 11-13
e Action: ExploitRemoteService 10.0.43.252

e Kill Chain Stage: FExploitation — Access

e TTP: T1190 - Exploit Public-Facing Application or T1059 - Command and
Scripting Interpreter

e Why? Chose this host likely due to high-value services and known vulnerabilities.
e Outcome:

— IN_ PROGRESS on Turns 11-12.

— Success on Turn 13: Established an SSH session from 10.0.43.13 —
10.0.43.252.

e Env Change: Red agent now controls a second host with a real shell session (SSH).

Turn 14

e Action: ExploitRemoteService 10.0.43.252 again
e Kill Chain Stage: Post-Exploitation / Lateral Movement

o TTP: T1086 - PowerShell or T1059.004 - Unix Shell and T1046 - Network
Service Discovery

e Why? Redundant execution or persistence mechanism.

e Outcome: Shifted attention toward 10.0.43.224, gathering data via aggressive
service discovery.

5



Output: ChatGPT[ |

e Env Change: New host profiled with 3 open ports (22, 80, 3390).

Summary Table

Turn | Action Kill Chain | Purpose Outcome
Stage

0 Initial Reconn- Map initial Found IPs in
Observation | aissance subnet 10.0.43.0/24

1 Discover Discovery Validate 10.0.43.251 services
Remote reachable hosts discovered
Systems

2 Aggressive Discovery Get detailed info | Confirmed multiple
Service on services ports on 10.0.43.251
Discovery

3 Discover Discovery Re-run for No new outcome
Remote redundancy
Systems

4-6 | Stealth Discovery Quietly Found SSH, HTTP,
Service enumerate RDP
Discovery 10.0.43.253

7 Aggressive | Discovery Deep scan of Success, more ports
Service 10.0.43.143 revealed
Discovery

8-10 | Stealth Discovery Targeted scan on | Discovered rich
Service 10.0.43.252 service surface
Discovery

11-13 | Exploit Exploitation | Attempt RCE or | Success on Turn 13
Remote / Access SSH session (SSH session
Service established)

14 Exploit Post- Maintain Discovery of next
Remote Exploit / presence + recon | potential target
Service + Discovery on .224
Recon

Additional Notes

e TTPs used: T1018, T1046, T1190, T1059.004, T1086

76




Output: ChatGPT|[ |

e The red agent appears to be balancing aggressive and stealth discovery to optimize
coverage and minimize detection.

e After initial foothold, the agent began lateral movement planning (e.g.,
10.0.43.224).

Let me know if you’d like:
e A visual timeline/diagram of these moves,
e Risk classification of each tactic,

e Or a recommendation engine to simulate alternative choices for the agent.
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