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Figure 1: Overview of Sonora’s architecture and interface. The system allows users to create and navigate 3D auditory worlds
using voice commands, 0 ering a personalized, immersive experience.

Abstract

Soundscapes are widely used for relaxation, but their potential for
personalized, navigable experiences remains under-explored. To
address this, we developed Sonora, an Al tool that enables real-time
generation of synthetic, spatialized soundscapes, allowing users to
navigate immersive auditory environments and customize sound-
scapes using voice commands. Sonora’s architecture integrates au-
dio di usion models and LLMs within Unity3D. A between-subjects
study with 32 participants investigated its e ects on anxiety and
user experience, compared to a control condition involving passive
listening to a soundscape. Participants who interacted with Sonora

*This work was done under an internship at Microsoft Research.

This work is licensed under a Creative Commons Attribution 4.0 International License.
CHI 25, Yokohama, Japan

" 2025 Copyright held by the owner/author(s).

ACM ISBN 979-8-4007-1394-1/25/04

https://doi.org/10.1145/3706598.3713316

reported higher entertainment than the control group. A positive
correlation was found between state anxiety and user requests for
Sonora, suggesting anxious users engaged more. Participants with
moderate to high trait anxiety experienced signi cant reductions in
state anxiety across both conditions, with no signi cant di erence
in cognitive load. Our ndings highlight Sonora’s potential to pro-
mote relaxation, emphasizing the value of personalized experiences
for mental health.
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1 INTRODUCTION

Anxiety is the most common of all mental disorders, a ecting more
than 300 million individuals worldwide [39], with signi cant impli-
cations for mental health and overall well-being [2, 24]. Numerous
therapeutic techniques, such as mindfulness, cognitive behavioral
therapy (CBT), and relaxation exercises, have demonstrated their
e cacy in reducing anxiety and promoting relaxation [16]. Among
these, curated soundscapes or natural environmental sounds used
to evoke calm and relaxation have gained considerable attention
for their non-invasive and accessible nature [4, 31]. While passive
listening to soundscapes has been shown to reduce stress levels
and improve mood [10], their potential as interactive, personalized
tools for mental health remains underexplored.

Research has indicated that personalization in therapeutic inter-
ventions can enhance engagement and outcomes, particularly when
individuals can tailor the experience to their preferences or emo-
tional needs [26]. However, traditional relaxation techniques often
fall into two categories, 1) a one-size- ts-all" approach, o ering
limited adaptability to the unique stressors, preferences, or coping
mechanisms of individuals or 2) a exible approach, with an over-
whelming number of options to choose from (e.g., from YouTube
or applications like Headspace). This lack of personalization or the
potential for choice overload [19] can reduce the e ectiveness of
these techniques for certain users, especially those dealing with
heightened anxiety, either by not meeting individual needs or by
overwhelming users with too many possibilities [33]. For example,
in the case of customizable soundscapes, users are often confronted
by an overly complex and crowded graphical user interface (GUI),
which might not only increase cognitive load but can also be chal-
lenging for those who are dealing with a stressful situation, are
having a panic attack or are engaged in another activity that might
bene tfrom not using a screen (e.g., while driving or falling asleep).

Thus, in this paper we explored the design of a customizable
soundscape with no graphical user interface and leveraged advance-
ments in arti cial intelligence to: 1) provide a tailored soundscape
adjusted to the users’ preferences, 2) synthetically generate each
individual sound and 3) spatialize these sounds into a coherent
and realistic soundscape in real-time in a way that allows users
to navigate these worlds. We created a framework that enables
"on-the- y customization of sound arrangements”, meaning users
can add, remove, and reposition sounds in real-time without inter-
rupting the auditory scene. This system, which we term 3D Audio
Worlds, integrates Large Language Models (LLMs) and audio di u-
sion models within the Unity3D game engine to generate spatialized
soundscapes dynamically. Unlike traditional soundscapes, Sonora
generates synthetic sounds and allows users to navigate and cus-
tomize their auditory environment by interacting with an Al agent.
It o ers granular editing, allowing users to tailor their experience
by adding or removing sounds and using controllers to approach or
distance themselves from these sounds. Sonora is an orchestration
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of multiple Al-driven components, each designed to contribute to
the real-time generation of immersive 3D audio environments. At
the heart of the system are the LLM modules, which serve as the
architects of 3D audio worlds. These modules leverage GPT-4o for
interpreting user inputs, generating soundscapes, and dynamically
adjusting sound properties within the Unity3D engine. The sys-
tem’s conversational layer o ers users a voice-driven interaction,
while Stability Al’s audio di usion models enable the creation of
single, unique audio clips. To ensure a smooth and intuitive experi-
ence, Sonora incorporates specialized modules such as the Prompt
Interpreter, which corrects and contextualizes user input, and the
Planner, which determines the appropriate 3D audio world module
to engage. Additionally, the system uses the Sound Group Creator
and Single Sound Creator to craft both detailed soundscapes and
individual sound additions. Each module works in concert to create
an adaptive, user-centric experience that tailors soundscapes based
on user preferences.

To evaluate the robustness of this framework in creating engag-
ing, realistic soundscapes, as well as to assess the user’s perception
and impact on anxiety and cognitive load of Sonora as opposed to
a state-of-the-art soundscape, we conducted a between-subjects
user study design with 32 participants. Compared to participants
in the control (Passive Soundscape) group, who passively listened
to a soundscape, those who interacted with Sonora rated their ex-
perience as signi cantly more entertaining. Moreover, a positive
correlation was observed between the frequency of user-initiated
requests and state anxiety, suggesting that users with higher anxiety
were more actively engaged in interacting with Sonora. Interest-
ingly, participants with moderate to high trait anxiety experienced
asigni cant reduction in state anxiety across both conditions but
no notable di erences were found in terms of cognitive load or
physiological metrics, such as heart rate. The ndings of this work
highlight Sonora’s e ectiveness in promoting relaxation without
overburdening cognitive resources and underscore the importance
of designing adaptable and personalized soundscapes for higher
engagement and entertainment. The following contributions are
fourfold:

(1) Development of Sonora: We introduce Sonora, a novel
Al-driven system that enables users to generate and navi-
gate real-time, customizable soundscapes through voice com-
mands, integrating audio di usion models and LLMs within
a game engine. Sonora is the rst system to leverage LLMs
to create immersive 3D, navigable, audio worlds, necessitat-
ing the development of a new system architecture distinct
from related work. By adapting existing tools like di usion
models, Unity3D, and LLMs to the speci ¢ application of re-
laxation in audio-specialized environments, Sonora uncovers
new design challenges and opportunities. Balancing genera-
tive freedom with system constraints emerged as a critical
challenge. These contributions are novel in their application
to the audio domain and the context of promoting relaxation,
which prior systems did not explore and which often relied
on unconstrained text input and direct Unity3D/Software
interaction.

Experimental Validation: Through a between-subjects
user study with 32 participants, we evaluated Sonora and
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demonstrate its e ectiveness in promoting relaxation and
enhancing user engagement, particularly among individuals
with elevated anxiety, compared to traditional passive sound-
scape listening. Our ndings o er insights into the relation-
ship between user anxiety and engagement with interactive
auditory environments, demonstrating how personalized,
navigable soundscapes may support mental well-being.
(3) Architecture for 3D Audio Worlds: We created a unique
system architecture to generate realistic soundscapes, taking
into account research in auditory scene analysis and GPT’s
understanding of how each sound might behave in the real
world. The result is a text-based model containing rules and
logic for manipulating the sound while adhering to the rules
of the real world. We demonstrated the applicability in the
domain of mental well-being, with a particular focus on anx-
iety and cognitive load, and described a series of scenarios in
domains such as gaming, workplace, education and training.
Expanded GPT Capabilities for 3D Audio Worlds: We
explored the expanded capabilities of GPT within 3D envi-
ronments, demonstrating how it leverages general text-based
fuzzy world models (high-level descriptions of real-world
scenarios) to inform sound source positioning, sound an-
imations, and spatial perception. By utilizing LLM priors
about real-world sound behavior (e.g., a train moving away
versus a bird uttering in circles), Sonora generates realistic,
interactive soundscapes that align with users’ expectations
of how sounds behave in their environment.

—
~
=

2 RELATED WORK

Our work on generating personalized, spatial, and navigable sound-
scapes lies at the intersection of 3D audio technology and the gen-
eration of virtual worlds using LLMs. We also provide a review of
relevant literature and commercial e orts that informed our chosen
health and well-being use case, with a focus on how soundscapes
impact anxiety and cognitive load.

2.1 Generative Virtual Worlds

The creation of generative environments, speci cally for 3D audio,
aligns closely with recent advancements in generative visual con-
tent creation. Similar to the way previous researchers have used
text-based prompts for creating 3D visual assets [21, 29, 41], or
to generate virtual worlds [9, 17, 50], with Sonora, we leverage
LLMs to dynamically generate auditory content based on user in-
put. Systems like Voyager [49], MAV3D [44] and LLMR [9] have
demonstrated how text prompts can generate interactive 3D spaces.
While these approaches focus primarily on visual environments,
Sonora extends this idea into the auditory domain, allowing users
to engage with and navigate soundscapes using natural language.
Our system takes the idea of generative 3D worlds further by in-
corporating spatialized audio, enabling users to interact with and
navigate within these 3D audio worlds in real-time. Our framework
is built upon similar approaches as with visual assets, where user
prompts trigger the generation of new soundscapes or modi cation
of existing ones, creating a dynamic, immersive audio experience.
Moreover, our system o ers seamless transitions and editing of
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soundscapes, enhancing user control over the auditory environ-
ment in ways that existing 3D scene generation methods have yet
to explore.

The creation of generative environments, speci cally for 3D
audio, aligns closely with recent advancements in generative Al,
particularly text-based prompts and their use for creating dynamic
virtual spaces. To go more in depth, systems like LLMR [9] demon-
strated the ability to generate interesting and diverse visual environ-
ments through text input and Unity3D integration. However, LLMR
lacked an audio component and solely relied on a GUI and visual-
only generation. Moreover, LLMR’s unconstrained nature often
resulted in worlds that "was often unpredictable compared to tradi-
tional methods [9]. Sonora focuses on a speci ¢ domain navigable
3D audio worlds for relaxation, revealing unique challenges in
balancing unconstrained prompting with system constraints.

The core distinction of this work lies in its development of an
audio-speci c architecture for navigable environments, featuring
specialized LLM modules for sound selection, audio property de-
termination, fuzzy world models, and semantic grouping. Parts of
Sonora’s architecture were developed iteratively through pilot in-
teractions, leading to unique components like the SoundGroupCre-
ator and SoundEditor that directly address user needs. Moreover,
Sonora’s integration of voice interaction, alongside its ability to
handle both audio input and output, further distinguishes it by
making the system tailored for a speci ¢ use-case: relaxation for
high-anxiety users.

2.2 3D Audio

The use of di usion models and LLMs in audio generation has
similar approaches as those for 3D object creation [22, 30]. These
systems focus on high-resolution, generative models that produce
dynamic and complex environments. In the domain of immersive
audio, tools like MPEG-H 3D Audio [15] have made stridesine -
ciently encoding and reproducing object-based, channel-based, and
Higher Order Ambisonics formats. Additionally, the Audio De -
nition Model (ADM) [40] has standardized the representation of
3D audio content, allowing for interactive spatialized experiences
across various platforms, including virtual and augmented reality.

While these technologies focus on delivering pre-de ned or
pre-recorded immersive audio experiences, Sonora sets itself apart
by o ering a fully generative and interactive soundscape system.
Sonora uses real-time audio di usion models, such as Stable Audio
Open [11], to synthesize entirely new sounds on-the- v, rather than
relying on pre-recorded material. This allows for greater exibility
and personalization, as users can modify the soundscape through
voice commands, dynamically shaping the auditory environment
as they move through it.

Unlike traditional systems, which often involve passive listen-
ing or pre-designed sound experiences, Sonora empowers users to
actively engage and customize their soundscapes with precision.
The integration of LLMs into Sonora enables intuitive, voice-driven
control, facilitating an adaptive and immersive experience that re-
sponds to user preferences in real-time. This real-time interaction,
combined with Sonora’s ability to spatialize sounds within a navi-
gable 3D environment, elevates it beyond object-based 3D audio
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work ows, creating a more uid and personalized audio experi-
ence compared to the static nature of previous technologies [40].
Additionally, Sonora aligns with emerging trends in generative
audio models such as those developed by Optimizer Al [38], which
focus on dynamic sound generation for interactive, user-driven
experiences.

2.3 Soundscapes for Health and Well-being

Soundscapes have long been used for mental health and well-being,
with numerous studies showing the psychological and physiologi-
cal bene ts of auditory environments. Commercial products like
SYNC Project [47] generate music that adapts to users’ physiologi-
cal states, creating personalized and soothing compositions, while
MyNoise [32] and A Soft Murmur [1] o er online tools for custom
soundscape generation. Similarly, Bose Sleepbuds [3] provide pre-
designed soundscapes to assist with sleep and relaxation. However,
these systems focus primarily on passive listening, o ering limited
interactivity. Sonora goes beyond this by allowing on-the- y cus-
tomization of sound arrangements along with voice interaction and
navigation, enhancing the user’s engagement and sense of control
over their auditory environment.

Research has also demonstrated the potential of soundscapes
to in uence mental well-being. The ARASUS project [37] focused
on urban soundscapes and their emotional impact, while other
work [14] explored how soundscapes can be used for stress elicita-
tion. Additionally, research has shown that soundscapes in work-
place environments can enhance attention and reduce stress, as
demonstrated in a study that used EEG to investigate attentional fo-
cus in a complex audio-visual-motor task [42]. Systematic reviews,
such as the one on the psychological and physiological e ects of
soundscapes [8, 28], have further solidi ed the link between sound-
scapes and mental health by synthesizing ndings across multiple
studies. These works support the use of soundscapes in reducing
anxiety and improving well-being, aligning with our ndings on
Sonora’s ability to reduce anxiety through customization and user
engagement.

In addition to these e orts, more interactive approaches to sound-
scapes have been explored in recent research. For example, Cochrane
et al. [6, 7] have demonstrated how brain-wave activity can be
used to modulate soundscapes, supporting mindfulness practices by
aligning auditory feedback with neural signals. Such biofeedback-
driven systems allow for dynamic adaptation based on a user’s phys-
iological state, a concept that has informed the design of Sonora.
Other systems, such as Almagery [20], leverage LLMs to create
soundscapes combined with guided imagery and heart rate biofeed-
back, further demonstrating the potential of Al-driven auditory
environments for relaxation. Our system builds on this prior work
by not only enabling voice-command-based editing of the sound-
scape but also generating each sound individually and automatically
spatializing it within the 3D scene. This on-the- y customization
and exible interaction of soundscapes set Sonora apart from static
datasets used in previous systems, allowing users to dynamically
navigate and personalize their 3D audio world.

Moreover, the use of nature-based soundscapes for improving
mood and task performance has been explored in research, such as a
study by Newbold et al. [35], which found that natural soundscapes
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could support both mood enhancement and task performance. This
nding is echoed in the work on biofeedback for relaxation by Yu et
al. [52], demonstrating how auditory environments can assist with
stress reduction. Sonora expands on these insights by providing a
system that not only uses soundscapes to support mental health but
also allows users to co-create and personalize their environment
dynamically, leading to deeper engagement and relaxation.

3 SONORA: A SYSTEM FOR REAL-TIME,
INTERACTIVE 3D AUDIO WORLDS

Sonora is composed of several integrated components designed to
create immersive, customizable, interactive 3D audio environments.
These components are categorized into three: (1) LLM modules
responsible for the architecture that generates and manages 3D
audio worlds in Unity3D, (2) the Al Conversationalist, an Azure
Speech service combined with an LLM for providing a soothing,
Al-driven conversation, and (3) Sound Library, which uses stable
di usion models from Stability Al for single audio clip generation.

Users are rst greeted by a voice ( Al Conversationalist ), which
guides them through the experience and asks them to imagine or
describe a place, such as a forest or beach. This triggers the system
to spatially load a corresponding 3D soundscape in real-time using
the LLM modules. Once the soundscape is generated, users can nav-
igate through the environment using a joystick, exploring di erent
sounds as they move. At any point, users have the option to add or
remove individual sounds, such as birds chirping or waves crashing,
by simply speaking to the Al. They can also choose to move to an
entirely new place, at which point the current soundscape is cleared
and a new one is generated, allowing for continuous exploration
and personalization of the auditory environment. Since Sonora is
an auditory-only system, a nger-tapping sound serves as a loading
cue when adding or removing sounds. In order to collect cognitive
load and other physiological signals, as well as to navigate in the
environment, we used a VR headset (HP Omnicept G2) and VR
joystick. However, we designed Sonora so that it can also be used
without a head-mounted display, relying only on headphones and
a desktop keyboard.

3.0.1 Audio-Only Design Choices. Sensory deprivation, or the re-
duction of sensory inputs, is a well-documented approach for man-
aging overstimulation and improving task e ciency in environ-
ments requiring divided attention ([45],[25]). For example, research
has shown that auditory interfaces can reduce perceived workload
and improve user satisfaction compared to traditional visual in-
terfaces in high-demand scenarios such as driving [34]. In their
study, they show how visual interfaces can strongly compete for
attention with primary tasks, making auditory interfaces a more
e ective alternative for speci c use cases, like sleep-aids or unwind
activities [51], where screen time has been shown to impair sleep
health [13].

These ndings inspired the design choices for Sonora. By em-
phasizing a voice-guided interaction system, Sonora aims to reduce
sensory input and provide a simpler, more intuitive experience
that could potentially be used during high-demand scenarios, or a
relaxed setting, when screens might be undesirable, such as before
going to sleep. This approach aligns with prior ndings suggesting
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Figure 2: Architecture of Sonora. The system integrates LLMs and audio di usion models within Unity3D to generate and
manage 3D audio worlds. Key components include modules for sound generation, editing, and user interaction. On the left,
the user provides a prompt such as "add someone humming" or "remove the dog barking," which the Al Conversationalist
acknowledges with a calm response. The Planner then directs the prompt to appropriate modules such as SoundSingleCreator
and SoundAnimator, SoundRemover, or SoundGroupCreator, followed by corresponding module outputs (e.g., JSON with sound

properties like le name, position, and animation settings).

that auditory- rstinterfaces can promotee ciency and satisfaction
by minimizing competition for visual attention.

3.0.2 System Description under the Context of the User Study.
Sonora o ers both real-time sound generation and on-the- y
customization of sound arrangements. Real-time sound gener-
ation uses di usion models to synthesize new sounds on-the- v,
while on-the- y customization of sound arrangements, involves
editing existing 3D sound groups and properties like position, mo-
tion, and roll-o . During the user study, real-time sound generation
was disabled to maintain a controlled environment with ethically
reviewed sounds. Outside the study, Sonora supports both function-
alities.

For the user study, only on-the- y customization of sound ar-
rangements was enabled. Upon user prompts, the voice conversa-
tionalist responded immediately with an auditory loading cue. We
analyzed the response times from user commands to nal execution:

On-the- y Customization of Sound Arrangements Only: Mean
response time was 32 seconds (median: 42 seconds, SD: 16 5 sec-
onds). Variability was due to task complexity. Tasks like remove
rain sounds were faster as they involved deactivating or fading a
speci ¢ sound source. Tasks such as add footsteps in the snow or
switch to a cafe in Paris were slower, requiring generation, posi-
tioning, and spatializing new sounds. This increased time was due
to multiple LLM modules interpreting prompts, generating sound
speci cations, and integrating new sounds into the soundscape.

Dynamic Customization + Real-Time Generation: Adding real-
time sound generation increased response time by 40 55 seconds,
depending on sound complexity, due to the computational demands
of synthesizing audio. Combined, average response times were
approximately 72 87 seconds per prompt.

3.1 3D AUDIO WORLDS ARCHITECTURE
(LLM MODULES)

The system’s LLM modules that compose the 3D audio world archi-
tecture are powered by GPT-40 (API version: 2024-02-15-preview)
and are designed with system prompts designed through trial and
error so that each module can perform its task best. Some of these
system prompts contain fuzzy world models that call into the
working space of the LLM, leveraging real-world priors about where
sound sources are and how they move in the real world. All system
prompts and videos of the Sonora system (user and developer views)
can be found in the Supplementary Materials. Some modules were
conceived at the outset, while others, like the Prompt Interpreter
and Sound Scene Recreate modules, were developed during testing
to address speci ¢ needs. Each LLM module has a correspond-
ing C# Unity3D class that translates the text-based output from
the LLM into scene changes in Unity3D. For example, the Sound-
GroupCreator is linked to a class called ‘AudioSourceGenerator,
which processes the JSON output, loads the speci ed sound clips,
and applies properties such as volume and spatialization to each
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audio source. Similarly, the ‘AudioSourceAnimator’ class handles
the output of the SoundAnimator, converting the text-based anima-
tion into Unity3D animation clips, including precise timestamps
and GameObject position transforms. The architecture and module
interactions are demonstrated in 2. Each module is described in
detail in the following sections:

3.1.1 Prompt Interpreter. The input prompt from the user is

rst captured as text via Azure Speech services. As speech recog-
nition systems can sometimes misinterpret spoken words, we use
an LLM to further re ne and interpret the prompt. This is espe-
cially important if users have accents (a well-known issue in speech
recognition literature that is being actively studied [27]). For this
reason, we created the Prompt Interpreter module to further inter-
pret the prompt and ensure a more accurate input for the system.
The Prompt Interpreter is provided with a list of common errors
from Azure’s Speech service, which we compiled during testing.
For example, add birds might be incorrectly recognized as Albert
(examples in Supplementary Materials on the Planner’s system
prompt). The LLM generalizes well beyond this list and consis-
tently corrects misinterpretations based on context. However, there
were some cases, such as users asking for sound removals, where
the system occasionally failed and required repetition. This was
usually because the user would not say the word remove before
the sound they wanted to remove or would press the trigger button
too late.

In addition, the Prompt Interpreter was tasked with redirecting
potentially harmful prompts to more calming alternatives, ensur-
ing a safe experience for users. While we were physically present
during user studies, this safety measure ensured that users could
not inadvertently trigger uncomfortable or distressing sounds. For
example, if a user were to ask for the sound of clowns laughing,
the prompt interpreter would change that to people laughing or
war sounds to relaxing sounds. During the study, only one user
requested potentially harmful sounds, but they quickly stopped
after their prompt was redirected to relaxing alternatives.

3.12 Planner. Once the prompt has been interpreted and re ned,
it is sent to the Planner module. The Planner’s role is to decide
which LLM module to engage based on the user’s request. For
example, if a user says, | want to be at a library, the Planner
activates the SoundGroupCreator to select appropriate sounds and
their spatial properties. If the user asks to remove the sound of
pages turning, the Planner engages the SoundRemover to manage
sound enablement and disablement within the Unity3D scene.
The Planner is also sensitive to phrases like now take me to... or
instead... and activates the ‘Sound Scene Recreate’ module to remove
the current set of sounds and generate new ones. By incorporating
knowledge of the current sounds in the scene, the Planner e ec-
tively distinguishes between when to call the SoundGroupCreator
and when to trigger a full scene recreation.

3.1.3 Sound Group Creator. The SoundGroupCreator is typically
the rst module engaged when the user enters the experience.
After an initial explanation from the Al guide, users can request
environments like a starry lake, calming beach, outer space,
etc. and then the SoundGroupCreator generates a corresponding 3D
audio world.
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This module selects 5-7 sounds based on research in auditory
scene analysis, which suggests a limit to the number of sounds
people can distinguish at once [5]. The selected sounds are placed in
3D space with properties like volume and Doppler e ects, ensuring
a realistic and pleasant auditory experience. For example, birds are
positioned above the user, while dogs are placed at ground level.
Figure 3 shows an example output from this module.

The SoundGroupCreator and its single sound counterpart, as well
as the SoundAnimator, are modules where the fuzzy world model
played the most signi cant role in designing the system prompts.
Fuzzy world models are high-level, text-based descriptions of the
real world. Even though these descriptions are not precise, they
guide the LLM in generating more realistic outputs. In this system,
we ask LLMs to recall their knowledge about sound sources in
the real world: where sounds are typically positioned, how they
move, and what distances they should maintain from the player. For
example, in the metaprompt for the SoundGroupCreator, we instruct
the LLM to consider the expected height of the sound source (e.g.,
birds typically above head height, water at ground level) and place
the sounds accordingly.

To facilitate sound management, each sound is also assigned to a
group (e.g., ocean waves tothe Beach group). This organization
simpli es future changes or removals, inspired by user feedback
during pilot testing where participants requested the removal of en-
tire scenes rather than individual sounds. To achieve this, we asked
the LLM module via its system prompt to consider the semantic
relevance of the sounds, and provided examples where a property
of the output was the sound parent category.

3.14 Single Sound Creator. While the SoundGroupCreator man-
ages full audio scenes, the SingleSoundCreator handles more speci ¢
user requests, such as add someone humming" or I'd like to hear
street musicians. It follows a similar output format but is designed
to process individual sounds. Additionally, this module is informed
by the existing sound groups in the scene (e.g., ParisCityGroup ),
allowing for seamless integration of new sounds into the correct
context. This organization also ensures that if a new place is re-
quested later, the individual sounds added within a scene can be
appropriately removed.

Sonora leverages Unity3D’s rollo  property to control how an
audio source’s volume decreases with distance from the listener, a
fundamental aspect of spatial audio design. This property allows the
system to simulate realistic sound attenuation based on proximity,
ensuring that sounds like a cricket chirping fade as the user moves
away, while broader sounds like rain or a distant train extend across
larger areas.

The SoundSingleCreator LLM dynamically sets the rollo values
for each sound using fuzzy world models. These models incorporate
priors about typical distances and sound characteristics to assign
spatial properties that align with intuitive user expectations. This
integration enables Sonora to adapt dynamically to user prompts
while maintaining spatial audio realism and enhancing immersion.

3.15 Sound Remover. The SoundRemover module operates by
enabling or disabling sounds within the Unity3D scene based on
user commands. It receives a JSON format of the existing sounds
and their states. For instance, if the user says, remove the owl, the
module determines which sound to disable. If the user commands,
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Figure 3: Example output from the SoundGroupCreator LLM module. The system organizes sounds into semantic groups,
making it easier to manage and edit soundscapes dynamically based on user requests.

remove all, the module outputs ‘false’ for all sounds in the scene. A
detailed example of this process is provided in the Supplementary
Materials in the SoundRemover’s system prompt.

3.1.6 Sound Animator. The SoundAnimator is another module
that leverages GPT-40’s understanding of real-world patterns. This
module generates positional values over time for speci ¢ sounds,
incorporating knowledge of how these sounds move in the real
world. For instance, birds might move in a stochastic pattern in the
air, while a train would move away from the user in a linear fashion.
Frogs, on the other hand, might follow a zigzag motion. The system
prompt ensures that the movements align with users’ expectations
of natural behavior. Similar to the SoundGroupCreator, this module
is guided to use prior knowledge of sound behavior, such as birds

ying in circular or spiral motion with some stochasticity or trains
moving in a straight line, away from the player. These examples,
rooted in real-world priors, signi cantly improve the quality of
the generated outputs, as they help the LLM better understand the
natural behavior of sound sources. This enables each LLM module
to produce immersive, realistic soundscapes, leaving users with
more creative freedom, as the system takes care of the ne details
of realism.

3.1.7 Sound Scene Recreate. Some use cases require engag-
ing two modules simultaneously, such as creating a complete new
soundscape or transporting to a new location. In such scenarios,
we activate the SoundRemover with the prompt remove all sounds,

followed by the SoundGroupCreator, which takes the user’s new
prompt to generate the next soundscape. This method worked con-
sistently, so we did not need to create a separate module for this use
case. In instances where the user did not specify a destination, the
SoundGroupCreator generated a calming, exploratory soundscape,
creating surprising and interactive spaces for the user to explore.

3.1.8 Sound Editing: In instances when a user might request
changes like make the rain softer or have the birds chirp less
frequently, we also make use of multiple modules, such as the
SoundRemover followed by the SoundSingleCreator to replace the
current sound with one that better ts the user’s request.

3.2 THE Al CONVERSATIONALIST

This module is the rst point of interaction for users entering the
experience. Powered by Azure Speech services, it converts text
input into soothing speech.

The conversational content is drawn from three sources: (1) pre-
set introduction, (2) a ‘“Tutorial LLM’ that provides suggestions on
what users can try next, and (3) a pipeline-aware ‘Conversationalist
LLM’ that informs users about the current stage of sound creation.

3.2.1 Introduction to Sonora. The pre-set introduction audio is
crafted to inspire relaxation, drawing from therapist-guided mental
imagery techniques that are widely available [18, 36]. The intro-
duction audio is as follows:
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"Welcome to your 3D audio sanctuary. Imagine a place where you
can relax. It might be somewhere you’ve visited before, somewhere
you’ve always wanted to go, or even a place that doesn’t exist. If you
can’t think of anywhere, | can choose a place for you. Where would
you like your ears to be? What sounds are there? Press the trigger
button and tell me!"

This immediately prompts users to internally visualize a sound-
scape, which the tool then generates in the form of audio. Afterward,
the ‘Tutorial LLM’ suggests further actions the user can take.

3.22 Interactive Tutorial. The ‘Tutorial LLM’ is an interactive
audio tutorial that lasts for 5 minutes. It rst observes what actions
the user takes and suggests new options accordingly. For instance,
if a user has added a sound for the rst time, it might suggest using
the joystick to move around the scene, or removing such sound.
This interaction-aware guidance was designed to ensure that the
user could explore di erent aspects of the system without repeating
the same actions.

3.2.3 Conversationalist. Finally, the pipeline-aware ‘Conversa-
tionalist’ provides feedback throughout the process. For example,
when a user requests add rain sounds, and the system is in the
‘Prompt Interpreter’ stage/module, the LLM would respond: | un-
derstand you’d like to hear the gentle sound of rain. Let’s add that
now. If the system was instead processing the ‘SoundCreatorSingle’
module, it would say: Allow the calming sound of rain to Il your
space. This interaction keeps the user informed about the system’s
progress in as the prompt gets processed, which we designed with
the aim of contributing to a calming and guided experience.

3.3 SOUND LIBRARY: STABILITY Al
DIFFUSION MODEL

We generated a library of 482 individual sounds using Stability Al’s
Stable Audio 2.0 di usion model [12]. Example prompts for sound
generation included leaves rustling, distant waterfall, whisper-
ing voices, crickets chirping, clock ticking, stars twinkling,

re crackling, wind in a canyon, children laughing, rain on
leaves, footsteps on gravel, and owl hooting. Many of these
sounds were inspired by traditionally relaxing sounds rated by hu-
mans, while others, such as the twinkling stars and whispering
voices, emerged from the creative suggestions of the LLM during
sound generation.

Technically, Sonora is capable of generating sounds on-the- y
using these di usion models. However, due to the time required for
sound generation (1-2 minutes, variable on computing resources),
we opted to create a pre-de ned sound library for the study to
ensure a smoother user experience. This approach allowed us to:

Ensure high-quality sound: By pre-generating the sounds,
we could carefully review and select those that were of con-
sistently high quality, minimizing artifacts or irregularities
that could occur during live generation.

Control for non-triggering and comfortable sounds:
To avoid potential safety and ethical concerns, we reviewed
each sound to ensure that none would be unsettling or trig-
gering for users. While sound perception is subjective, we
aimed to create a relaxing and comfortable experience for
all participants.

Fernanda M De La Torre, Javier Hernandez, Andrew D Wilson, and Judith Amores

Avoid long generation times: Generating sounds on-the-

y can introduce delays, which would negatively impact the
real-time interaction required for an immersive experience.
Using a pre-generated library allowed us to maintain the
responsiveness of the system.

Another key reason for developing a custom sound library in-
stead of using real-world datasets was the challenge of spatial audio
processing. Pre-recorded sounds from real-world datasets often in-
clude spatial cues embedded during recording, which can interfere
with our spatialization process. Speci cally:

Inconsistent microphone placements: Many real-world
sounds are recorded using microphones positioned at dif-
ferent angles or distances from the sound source, which
introduces spatial data that is di cult to undo.
Environmental acoustics: Real-world recordings often cap-
ture echoes or reverb from the surrounding environment,
further complicating the task of accurately placing these
sounds in 3D space.

Simplifying spatialization: Generating sounds from
scratch using di usion models reduces the presence of these
confounding variables. While training data may still intro-
duce some minor spatial artifacts, these are minimal com-
pared to real-world recordings, allowing us to more easily
control and spatialize sounds in the virtual environment.

The ability to generate custom sounds using Stability Al’s di u-
sion model gives us signi cant exibility and control. This ensures
that each sound ts seamlessly into the dynamic 3D soundscapes
we create, enhancing the user’s interaction with the environment
without the interference of unintended spatial characteristics.

4 USER STUDY

We conducted a user study to explore several key research ques-
tions regarding Sonora’s impact on user well-being and experience
compared to a traditional, passive listening soundscape. Speci cally,
we were interested in the following questions:

How does Sonora a ect anxiety and cognitive load com-
pared to a state-of-the-art, real-world, passive listening
soundscape?

How do users perceive the realism and qualities of individ-
ual sounds and soundscapes generated by Sonora? Do they
feel immersed in real-world-like spaces?

What is the overall user experience like? Is Sonora easy to
use, entertaining and pleasant? Does it help users to unwind
and be more present?

The single-soundscape control condition was designed to iso-
late the e ect of Sonora’s interactive capabilities. While passive
listening systems often allow users to select their initial sound-
scape, this can introduce variability in baseline relaxation levels,
making it more challenging to attribute observed e ects to Sonora’s
interactivity alone.

Additionally, transitioning between soundscapes in a passive
listening condition could disrupt the intended relaxation experience.
By maintaining a consistent auditory environment, we ensured
that participants in the control condition could focus solely on
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the soundscape without additional cognitive processing related to
selection or transition.

We acknowledge that this choice may not fully represent "state-
of-the-art" passive listening systems. However, we believe it was
a methodological choice that prioritized consistency and allowed
for a fair comparison with Sonora’s dynamic interaction model.
This trade-0 was necessary to evaluate Sonora’s contributions
e ectively under controlled experimental conditions.

4.1 Participants

A total of 32 individuals with an average age range of 18-44 and
who considered themselves anxious, participated in our study. 16
females, 11 males, 4 gender variant/non-conforming, 1 preferred
not to answer (see the data under Supplementary Materials for
additional details about demographics). All subjects gave written
informed consent prior to participating (reviewed and approved by
the Institutional Review Board) and were awarded a $25 gift card.
Participants were recruited through yers and university mailing
lists.

4.2 Stimuli and Apparatus

All participants wore the HP Reverb G2 Omnicept VR headset with
integrated sensors that measure muscle movement, gaze, pupil size,
and pulse in real-time. The headset was tethered to a PC with a
Processor Intel(R) Xeon(R) Silver 4114 CPU @ 2.20GHz 2.19 GHz
and installed RAM 128 GB (128 GB usable), x64-based processor. No
visual stimulus was presented to the user, audio stimuli in the form
of 360 audio streams were played using the noise-canceling, wireless
Microsoft Surface headphones. The audio stimulus was either a
spatial soundscape OceanSide at Dusk found on the HeadSpace
app or the Sonora system.

4.3 Experimental Design and Procedure

We conducted an in-person laboratory experiment with a between-
subjects design, in which 16 participants were randomly assigned
to a Headspace soundscape (control, Passive Soundscape, condition)
and 16 to the SONORA system (see Figure 4 for the study ow).
Participants were blinded to which condition they were assigned
until debriefed at the end of the study. They met the experimenter
in a quiet and undisturbed room (approximately 4m x 4m), signed
the consent form (found in the Supplementary Materials), and pro-
ceeded to conduct the experiment. At the beginning of the session,
participants lled out a questionnaire regarding their anxiety, plus
some additional questions about their demographics, their mindful-
ness practices as well as their experience using Al and VR systems.
They were then instructed to wear the headphones and to adjust the
volume according to their preferences. The experimenter proceeded
to explain the VR headset as well as how to use the VR joystick. In
addition, those assigned to the experimental condition (SONORA),
were told that 1) they would be able to use the joystick to move
around, 2) that a voice would be speaking to them throughout the
experience, and 3) that they would be able to interact with it by
pressing the trigger button.

After these brief instructions, participants were instructed to lay
down on a bean bag wearing the headphones and the VR headset.
Eye-tracking and interpupillary distance (IPD) calibration was done
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for every participant when they put on the headset. 5 minutes of
baseline measurements with no stimuli were taken, followed by the
15-minute intervention. For the experimental condition group, the
15-minute intervention entailed co-creating a soundscape with an
Al using the SONORA system, this included a 5-minute tutorial-like
experience where the user learned about how to create and move in
a 3D audio world, add, remove and edit sounds in such an environ-
ment, and 10 minutes where users could freely use the tool. For the
control condition, Passive Soundscape, participants would passively
listen to the Headspace spatial soundscape. After the intervention,
participants lled out the last round of questionnaires about their
experience and sound perception, as well as their anxiety, followed
by an interview and debrie ng.

4.4 Data Collection

Physiological measurements were taken from the VR headset, fo-
cusing on heart rate (HR), heart rate variability (HRV) and pupil
dilation to predict objective cognitive load and anxiety. Subjective
measurements of anxiety were taken using the State-Trait Anxiety
Inventory (STAI) [46] and user experience was collected from a
structured interview as well as a questionnaire. In addition, we
also collected the perceived qualities and restorative e ects of the
sounds using the PRSS-SF: Perceived Restorative Soundscape Scale
and ROS: Restorative Outcomes Scale following Uebel et al. [48]
(please see the Supplementary materials for the questionnaire and
interview questions).

4.4.1 Omnicept VR Sensor Data. Baseline HR, HRV and eye-
tracking activity were collected using the HP Omnicept headset
for 3 minutes prior to the intervention to provide a measure of
cognitive load and when the individual was not receiving any vi-
sual or auditory stimuli. The same metrics were recorded during
the 15 minutes intervention. HR and HRV were calculated using
a sliding 12.5-second window, with HR determined as 1/avg (IBI),
and HRV characterized by the standard deviation of normal beats
(SDNN) and the root mean square of successive di erences (RMSSD).
The HR sampling frequency was 120 Hz, and eye-tracking data were
collected using the Tobii Eye Tracking system integrated with the
HTC Vive Pro-Eye headset, which provides a sampling frequency
of 120 Hz.

4.4.2 State-Trait Anxiety Inventory (STAI). We used the State-Trait
Anxiety Inventory (STAI) [46] to assess participants’ state and trait
anxiety levels before and after their interaction with Sonora or
the passive soundscape. The STAI is a widely validated tool for
measuring transient (state) and chronic (trait) anxiety.

A detailed description of the STAI and its scoring methodology
can be found in Appendix A.

4.4.3 Perceived Sound alities. Participants rated the perceived
qualities of soundscapes using a 7-point Likert scale (1 = Not
atall to7 = Completely ). Metrics included perceived realism,
arti ciality, and restoration potential.

The speci ¢ questions used in the Perceived Restorative Sound-
scape Scale (PRSS) and Restorative Outcomes Scale (ROS) are pro-
vided in Appendix B.
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Figure 4: User study design. The overall duration of the study was 40 minutes. Control/Passive Soundscape: Ocean at Dusk
soundscape from Headspace. Experimental Condition/Interactive Soundscape: Al Co-Creation tool (Sonora) with an Al voice
guiding the user to edit the 3D audio world. In both conditions, users wore the HP Omnicept headset to collect physiological

signals.

4.4.4  User Experience and Usability. User experience and usability
were evaluated with Likert scale ratings for levels of immersiveness,
mindfulness, pleasantness, ease of use, etc. Mindfulness and immer-
siveness were rated on a 5-point scale (1 = Notatall to5= Very
well ), while ease of use, pleasantness, and other usability metrics
were rated on a 4-point scale (1 = Notatall to4 = Very much
s0 ). In addition to the quantitative measures, we conducted an
open-ended structured interview at the end of the experience with
both Sonora and the Passive Soundscape. The interview focused on
several key areas, including the overall user experience, the relia-
bility and responsiveness of the tool, instances when the tool failed
to respond, and participants’ experiences with the voice interface.
We also inquired about any challenges with moving around using
the joystick, their impressions of the tapping sound as a feedback
mechanism, and the potential applications they foresaw for Sonora.
Finally, participants were encouraged to provide any additional
feedback or suggestions for improvement.

45 Data Analysis

All analyses were performed using custom Python scripts. Sum-
mary statistics, including mean and standard deviation, were used
to summarize quantitative data from usability and user experi-
ence questionnaires. Parametric tests were employed for anxiety
and physiological measures, with normality con rmed using the
Shapiro-Wilk test. Below is a detailed description of the analysis
for each data type.

45.1 Anxiety. Anxiety was measured using the State-Trait Anxi-
ety Inventory (STAI). Participants were divided into two groups:
moderate/high anxiety (STAI trait score  38) and low anxiety. A
cuto score of 38 [23] is most commonly used to de ne clinically
signi cant symptoms, which is considered when a patient no longer
meets the diagnostic criteria for the disorder. Two-factor ANOVAs
were conducted to assess di erences in anxiety across time (pre and
postintervention) and condition (Sonora vs. Passive Soundscape),
along with their interaction.

The STAI scale ranged from 1 to 4 (1 = Notatall, 4= Very
much so ), with reverse coding applied to speci c items for state
and trait anxiety (e.g., items 1, 2, 5, 8, 10, 11, 15, 16, 19, 20 for state
anxiety and 1, 3, 6, 7, 10, 13, 14, 16, 19 for trait anxiety). Pairwise

comparisons within each condition were assessed using parametric
t-tests.

45.2 Cognitive Load. Cognitive load was calculated in real-time
based on pupillometry, eye tracking, and pulse plethysmogra-
phy [43]. These cognitive load values, normalized between 0 and 1,
were smoothed using a Savitzky-Golay Iter to reduce noise. Aver-
age cognitive load was calculated for the baseline and intervention
phases and compared across conditions using t-tests.

45.3 HeartRate and Heart Rate Variability (HRV). The HR data was
smoothed using a Savitzky-Golay Iter, and average HR was com-
puted for the baseline and intervention phases. HRV was assessed
using two key metrics: standard deviation of normal beats (SDNN)
and root mean square of successive di erences (RMSSD). Given
the non-normal nature of our HR and HRV data, Mann-Whitney U
tests were used to compare HR and HRV between conditions, and
boxplots were generated for visualization.

45.4 User Experience and Usability. Mann-Whitney U tests were
employed to compare responses between the two conditions, and
visualizations including boxplots and stacked bar plots were used
to display the results.

455 Perceived Sound  alities. Mann-Whitney U tests were used
to compare perceived sound qualities between conditions, and box-
plots and stacked bar plots were generated for visualization. PRSS
and ROS are averages of the individual questions as done in previ-
ous work, which developed these metrics [48].

45.6 Correlation Between Interaction Count and Anxiety Measures.
To explore whether there was a relationship between the number of
interactions participants had with Sonora and their levels of anxiety,
we ran a series of correlation analyses. Speci cally, we aimed to
investigate the relationship between the interaction count (number
of prompts such as edits, removals, and requests for new places) and
various measures of anxiety from the State-Trait Anxiety Inventory
(STAI).
The anxiety measures used were:

STAI State Pre-Intervention: Anxiety level before the Sonora
experience.
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STAI Di erence: The change in anxiety levels from pre- to
post-intervention.
STAI Trait: The participant’s general level of trait anxiety.

5 RESULTS
5.1 Insights from Interviews and Overall User
Experience

The questionnaire results revealed that Sonora was rated signi -
cantly higher for entertainment compared to the Passive Sound-
scape condition (* = 1935, ? = 0008, e ect size = -0.512) as
indicated from the Mann-Whitney U Test, as shown in Figure 5. No
signi cant di erences were found for other usability metrics such
as ease of use (* =975,? = 0223, e ectsize = 0.238), mindfulness
(* =1205,? = 0780, e ectsize =0.059), and ability to unwind
(* =1270,? = 0984, e ect size = 0.008). Further insights and
feedback from the interview are reported below. Figure 6 presents
the stacked plot, which illustrates the distribution of user responses,
showing Sonora’s higher ratings for entertainment compared to
the Passive Soundscape condition.

5.1.1 Engagement and Anxiety. Participants who interacted with
Sonora generally found it to be highly engaging. In contrast, some
users described the passive soundscapes as somewhat repetitive.
For individuals struggling with anxiety (8 participants in each con-
dition with pre-intervention state anxiety score  38), staying still
and doing nothing, as required in the passive condition, was chal-
lenging and even stressful (this is also re ected in the data reported
for the State-Trait Anxiety in Section 5.2). One participant shared
that their struggles were similar to di culties they faced in mind-
fulness practices, where the lack of active engagement exacerbated
their anxiety. Sonora, by contrast, provided them an opportunity to
interact with and modify their environment, making the experience
more manageable and enjoyable. Overall, the personalized capabili-
ties were enjoyed by participants, for example P1 commented, |
thought it was really nice. It’s like a fairly personalized experience.

5.1.2 Loading Cue. To help users understand when Sonora was
loading sounds or processing commands, a tapping sound was in-
corporated as a cue. Reactions to this cue varied. Some participants
found it useful as an indicator that the system was processing, while
others found it distracting or even annoying. Interestingly, a few
participants attributed creative meaning to the sound, interpreting
it as the sound of walking or teleporting, which enhanced their
feeling of being transported to new spaces.

5.1.3 Immersion, Personalization, and System Responsiveness. Sev-
eral participants highlighted the immersive nature of Sonora, with
one participant commenting that at times, they forgot they were
inan o ce setting. Others appreciated Sonora’s responsiveness,
particularly in how it could create new spaces from any prompt.
One user, who struggled with conventional meditation practices,
expressed that Sonora’s interactive nature made it a more appealing
alternative to passive guided meditation, as it allowed them to stay
actively engaged in the process.

One participant shared (P1), | really like how you can alter the
sounds like you can add whatever you wanted and get rid of anything
you didn’t like as well as like controlling the volume.

CHI 25, April 26 May 01, 2025, Yokohama, Japan

However, some participants did not engage extensively with
Sonora. Some requested only a single soundscape and did not fur-
ther edit it. Notably, one of these participants had no prior experi-
ence with VR, while another had little experience. This suggested
that users’ familiarity with VR technology may in uence their
willingness to explore or customize interactive environments. How-
ever, we ran a correlation test between VR experience and usability
metrics and did not nd a signi cant relationship.

We examined the relationship between participants’ prior ex-
perience with VR, Al, and mindfulness, and usability metrics. The
results of the Pearson correlation analyses are presented below:

The correlation between VR usage and average usability
score was weak and non-signi cant, withA = 0089 (p =
0.627, N = 32).

The correlation between Al usage and average usability
score was positive but non-signi cant, withA = 0188 (p =
0.304, N = 32).

The correlation between mindfulness usage and average
usability score was also positive but non-signi cant, with
A =0165 (p=0.367, N = 32).

These results suggest no signi cant linear relationship between
the levels of experience in VR, Al, or mindfulness and participants’
usability scores in this sample. While prior familiarity with these
technologies could hypothetically a ect a user’s willingness to en-
gage with or customize interactive environments, this e ect was
not supported by the data. The weak and non-signi cant correla-
tions imply that, at least in this study, prior experience did not play
a major role in determining usability scores.

Despite the overall positive feedback, there were occasional is-
sues with responsiveness. As one participant mentioned (P2), Some-
times it had a hard time registering what | was saying. This high-
lights the need for improved speech recognition to ensure smooth
user interaction.

5.14 Creativity and Flexibility. Some participants became quite
creative with their prompts, asking for environments like outer
space or ablack hole. Sonora interpreted these prompts in intrigu-
ing ways, generating soundscapes featuring whispers , waves ,
twinkling stars , and wind chimes . Others experimented with
adding individual sounds, such as people humming or monks chant-
ing. Interestingly, Sonora’s sound library was able to accommodate
these creative requests. This was unexpected given the nature of
the prompts, and both we and the participants were surprised that
the sound library, which was generated in part using LLM labels,
included these sounds.

However, the library did have limitations. For example, when
participants requested speci c bird types like gold nch oran art
curator in a museum, Sonora substituted the rst with a di er-
ent bird sound and the second with distant chatter. This high-
lighted gaps in the sound library, showing that while LLMs helped
generate creative sounds, more speci ¢ prompts were not always
well-covered.

515 Sound ality and Realism. While participants generally
felt that Sonora’s soundscapes were realistic, they noted that cer-
tain individual sounds, particularly music and speech (like people
chattering while in aco ee shop), felt repetitive or synthetic.
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Figure 5: Box plot of user experience metrics for Sonora and Passive Soundscape conditions, showing a signi cant di erence

for entertainment (? = 0 008).

One participant noted, 60% were synthetic... like music and
speech were unrealistic but all the natural sounds sounded real. An-
other said, | was just gonna say that people talking was the only
one that sounded synthetic. A third participant remarked (P2), For
certain areas, they felt a bit repetitive, like the same sound.

From the interviews, we identi ed that it would be useful in
future studies to ask participants about the realism of speci c cat-
egories of sounds, such as music, speech, and nature, to get more
detailed feedback. In our current survey, we asked how realistic the
synthetic sounds were in general, but more granular feedback on
the extent to which each category was rated as realistic or synthetic
would provide deeper insights.

5.1.6 Al Conversationalist, Voice, and Interaction. Most participants
responded positively to the Al conversationalist’s voice, with many
appreciating its tone and responsiveness. The natural and friendly
interaction added to the overall immersive experience.

A participant (P12) commented, | think | like that voice and |
actually [did] because | remember it would respond to the requests
like ’lovely” And I was like, | think actually, | like that more than the
default | usually hear, like, OK, right.’

The same participant (P12) emphasized how well the Al re-
sponded to their input when asked if the Al failed to respond:
No, I liked that you can talk into it, and it seemed to respond pretty
well. I knew what | was saying, and it repeated back to me, so that |
knew it understood.

However, there were suggestions for improvement. While the Al
was responsive, some participants felt that it could better accommo-
date complex commands or speech recognition in speci ¢ contexts.
Despite these challenges, most users felt the voice interaction added
a personal touch to the experience.

5.1.7 Joystick Motion. Many participants noted that adding a vi-
sual component would signi cantly improve their navigation ex-
perience. The lack of visual feedback made it challenging for par-
ticipants to determine their movement direction or proximity to
di erent sounds.

One participant (P14) shared, 1would kind of nd it hard to know
which direction to go... So it was mainly a bit of trial and error when
trying to gure it out, but most of the time if | wanted to nd a sound
that | wanted to listen to more, | was able to nd it.

Another participant (P12) described their experience with mo-
tion: Well, at rst, when it prompted me to do it, and | was moving
it around, | felt like | was moving closer or further away from some
sounds. But then, like halfway through, I felt like it wasn’t making
that much of a change.

These comments highlight that while the joystick added a layer
of interactivity, participants often felt disoriented without addi-
tional visual cues. Adding visual feedback could help users better
understand their spatial orientation and make their movement
through the soundscape more intuitive.
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Figure 6: Stacked plot of user experience scores across all participants, showing Sonora’s (top) higher rating for entertainment

than Passive Soundscape (bottom).

5.1.8 Suggestions for Applications and Improvement. Participants
o ered insightful suggestions for future applications, including
using Sonora for video games, nap pods, immersive fantasy sound-
scapes for walking, and exploring di erent soundscapes as they
move through various environments. Additionally, improving the
speech recognition system and re ning user cues for loading or
other auditory interactions emerged as key areas for development.

5.2 State-Trait Anxiety

Paired t-tests were conducted to assess the di erence in pre- and
post-intervention state anxiety within each condition. For partic-
ipants in the Sonora condition, those with moderate/high trait
anxiety (13 per condition) showed a signi cant reduction in state
anxiety (? Y 0 001), while those with low anxiety showed no signif-
icant change (? = 0 570). These results are visualized in Figure 7. In
the Passive Soundscape condition, no signi cant changes in state
anxiety were observed for either all participants or those with low
anxiety, but there was a signi cant drop for the moderate/high trait
anxiety group (? = 0 003). The ANOVA results, presented in Table
1, indicated a signi cant main e ect of time for all participants

( ,160"=5267,?7 =0025), but no signi cant interaction between
condition and time ( ,1 60" = 0497, ? = 0 484).

For the moderate/high anxiety group, the ANOVA results are
detailed in Table 2. Asigni cante ect of time was found ( ,1 48" =
7 388, ? = 0009), but no signi cant interaction between condition
and time (,1 48" =2 150, ? = 0 149). For the low anxiety group,
the results, shown in Table 3, revealed no signi cante ects of time
or condition (? j 005).

Degrees Sumof Mean F- p-
of Free- Squares Square value value
dom (SS) (MS)

(df)
C(condition) 1.0 54391 54391  0.783 0.380
C(time) 1.0 365.766 365.766 5.267 0.025
C(condition):C(time) 1.0 34516 34516  0.497 0.484
Residual 60.0 4166.688 69.445 - -

Table 1: ANOVA Results for All Participants
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Figure 7: Pre- and Post-Intervention State Anxiety Scores for All Participants, Moderate/High Anxiety Group, and Low Anxiety

Group.

Degrees Sumof Mean F- p-

of Free- Squares Square value value

dom (SS) (MS)

(df)
C(condition) 1.0 19.692  19.692  0.327 0.570
C(time) 1.0 444308 444.308 7.388 0.009
C(condition):C(time) 1.0 129.308 129.308 2.150 0.149
Residual 48.0 2886.769 60.141 - -

Table 2: ANOVA Results for Moderate/High Anxiety Partici-
pants

Degrees Sumof Mean F- p-
of Free- Squares Square value value
dom (SS) (MS)

(df)
C(condition) 1.0 60.750 60.750 0643  0.446
C(time) 1.0 0083 0083 0001 0977

C(condition):C(time) 1.0 102.083 102.083 1.080 0.329
Residual 8.0 756.000 94500 - -

Table 3: ANOVA Results for Low Anxiety Participants

5.3 Cognitive Load

The cognitive load analysis showed no signi cant di erences be-
tween the baseline and intervention phases for either Sonora
(? = 05510) or Passive Soundscape conditions (? = 05564). Ad-
ditionally, there was no signi cant di erence between conditions

during the intervention phase (? = 0 9790). Given that these were
normally distributed data, t-tests were performed. Panel A in Figure
8 shows the average cognitive load across both conditions during
baseline and intervention. Panel B shows cognitive load across time,
we can see that the con dence intervals overlap enough over time,
suggesting no signi cant di erence between the two.

5.4 Heart Rate and HRV

HR and HRV showed no signi cant changes between baseline and
intervention phases in both the Sonora and Passive Soundscape
conditions. For HR, there was a lack of signi cant di erences be-
tween the baseline and intervention phases for either the Sonora
(? = 02744) or Passive Soundscape conditions (? = 0 8603). Ad-
ditionally, there was no signi cant di erence between conditions
during the intervention phase (? = 0 774). Similarly, no signi -
cant changes were found for HRV, including SDNN and RMSSD
between the baseline and intervention phases for either Sonora
(SDNN - ? = 01439 and RMSSD - ? = 0 1046) or Passive Sound-
scape conditions (SDNN - ? = 06685 and RMSSD - ? = 0 7820).
Additionally, there was no signi cantdi erence between conditions
during the intervention phase (SDNN - ? = 0 0 5095 and RMSSD -
? = 05591). Given that the data for HR and HRV were not normally
distributed, we used non-parametric Mann-Whitney tests. Similar
to cognitive load, Figure 9 shows a lack of signi cant di erence
across the two conditions for HR and HRV.
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Figure 8: (A) Average cognitive load across conditions: no signi cant di erences were observed across conditions: Sonora
Baseline vs. Sonora Intervention (? = 0 5510), Control Baseline vs. Control Intervention (? = 0 5564), and Sonora Intervention vs.
Control Intervention (? = 0 9790). (B) Average cognitive load across time.

5.5 Perceived Sound Qualities

Sonora was rated signi cantly higher for arti cial sounds (? =
0 008), suggesting participants found the synthesized sounds more
noticeable compared to the Passive Soundscape condition. However,
no signi cantdi erences were observed for real sounds (? = 0 137),
PRSS (? = 0433), or ROS (? = 0523). The results are presented
in Figure 10, which shows a box plot comparing sound quality
metrics between Sonora and the Passive Soundscape condition,
and in Figure 11, which presents a stacked plot showing individual
responses for real sounds, arti cial sounds, PRSS, and ROS. The
individual items are the questions probing at restorative qualities
and perceived restorative qualities as outlined in [48].

5.6 Correlation Between Interaction Count and
Anxiety Measures

We calculated Pearson correlation coe cients and corresponding
p-values for each of these measures:

Interaction Count (mean (13 73) and standard deviation
(9 68)) and STAI Pre-Intervention: We found a signi cant
positive correlation (A = 0 64,? = 0 0108), indicating that par-
ticipants with higher pre-intervention anxiety levels tended
to make more requests during the Sonora experience.
Interaction Count and STAI Di erence: No signi cant corre-
lation was found (A = 022, ? = 0 433).

Interaction Count and STAI Trait: Similarly, no signi cant
correlation was observed for trait anxiety A = 017, ? =
0523).

The signi cant correlation between Interaction Count and STAI
Pre-Intervention suggests that participants who had higher anxiety
levels before the intervention were more likely to engage actively
with Sonora. This could imply that those with higher anxiety felt a
greater need to control or manipulate their soundscapes by making
more requests perhaps as a way of seeking comfort, reducing
discomfort, or feeling more in control of their environment.

The lack of signi cant correlation for STAI Di erence and STAI
Trait suggests that the number of interactions did not directly relate
to changes in anxiety or participants’ general anxiety levels. This
might indicate that while higher initial anxiety prompted more
interaction, the tool did not necessarily lead to greater reductions
in anxiety or interact di erently with participants’ inherent anxiety
traits.

These results point to the potential role of Sonora as an inter-
active tool that can engage users with higher pre-existing anxiety,
although its impact on overall anxiety reduction may require fur-
ther investigation.

6 DISCUSSION

While our results showed no signi cantdi erences in cognitive load
or anxiety between conditions, this nding was unexpected. Given
Sonora’s interactive nature, which involves back-and-forth com-
munication and user-driven prompts, we anticipated an increase in
cognitive load. The lack of this e ect suggests that Sonora’s design
successfully supports interaction without adding undue stress, even
in scenarios requiring frequent exchanges. This result is particularly
interesting, as the goal of a relaxation tool is to avoid increasing
cognitive load, and the lack of statistical signi cance suggests that
Sonora was able to engage users without adding this burden.

Additionally, we observed a trend where participants with higher
state anxiety provided more prompts during their interaction with
Sonora. This nding highlights an important feature of Sonora: its
ability to accommodate the increased need for interaction among
high-anxiety users without making the experience more stressful.
This trend indicates a potential avenue for future research, focus-
ing on how interactive systems like Sonora can e ectively adapt
to varying user needs and enhance engagement in high-anxiety
populations.

These ndings underscore the importance of balancing user
interaction with accessibility and cognitive demands, suggesting
that further optimization of Sonora’s interaction design could yield
even greater bene ts for anxiety reduction.
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Figure 9: Average heart rate across conditions (A) and time (B). Average heart rate variability (SDNN and RMSSD) across
conditions (C) and time (D). No signi cant di erences were observed across conditions: Heart Rate: Sonora Baseline vs. Sonora
Intervention (? = 0 2744), Control Baseline vs. Control Intervention (? = 0 8603), and Sonora Intervention vs. Control Intervention
(? =07774). HRV (SDNN & RMSSD): SDNN: Sonora Baseline vs. Sonora Intervention (? = 0 1439), Control Baseline vs. Control

Intervention (? =

0 6683), Sonora Intervention vs. Control Intervention (? = 05095). RMSSD: Sonora Baseline vs. Sonora

Intervention (? = 0 1046), Control Baseline vs. Control Intervention (? = 0 7820), Sonora Intervention vs. Control Intervention

(? = 0 5591).

We hypothesized that anxiety would decrease similarly in both
conditions, which we con rmed through the study. Additionally, we
expected some aspects of user experience, such as engagement or
enjoyment, todi er between the two conditions. While we observed
asigni cantdi erence in the entertainment metric, other user
experience factors remained comparable across both conditions.

The results of our study indicate that both the Sonora system and
the Passive Soundscape condition were e ective in reducing state
anxiety among participants with moderate to high trait anxiety.
Participants in both conditions showed signi cant reductions in
state anxiety following the intervention, suggesting that auditory
environments, whether passive or interactive, have a calming e ect
on individuals with anxiety.

However, one key ndingthatdi erentiates the Sonora condition
is the positive correlation between the number of user interactions
and reductions in state anxiety. This suggests that the personal-
ization and interactivity o ered by Sonora may play an important
role in anxiety reduction. While both conditions were e ective
at reducing anxiety, the fact that participants who engaged more
with Sonora reported greater decreases in anxiety highlights the

potential signi cance of allowing users to tailor their experience to
their own preferences.

The ability to co-create and navigate personalized soundscapes
likely contributed to a more engaging experience, allowing users to
feel in control and more immersed in the environment. In contrast
to traditional passive listening, Sonora’s interactive nature may
enhance the user’s sense of agency, which has been shown to be
bene cial in therapeutic settings. Although both conditions reduced
anxiety, the added element of personalization and engagement in
the Sonora condition o ers valuable insights into the importance
of tailored interventions for anxiety.

7 WHAT WAS LEARNED AND BROADER
IMPLICATIONS

The development of Sonora provides valuable insights into adapt-
ing freeform generative tools to speci ¢ domains, particularly in
creating 3D audio- rst environments for relaxation and anxiety
reduction. A key distinction of this work lies in the iterative de-
sign of an audio-speci c architecture featuring specialized LLM
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Figure 10: Box plot of sound quality metrics comparing Sonora and Passive Soundscape conditions. Sonora was rated signi cantly

higher for arti cial sounds (? = 0 008).

modules for sound selection, audio property determination, fuzzy
world models, and semantic grouping. These modules were tailored
to balance creative freedom with application-speci ¢ constraints,
addressing challenges unigue to audio-specialized systems.

Sonoradynamically integrates prede ned sound properties using
Fuzzy World Models to ensure cohesive and immersive auditory
experiences. Pilot testing and user interactions revealed the need
for iterative re nements, leading to the creation of critical modules
like the SoundGroupCreator and SoundEditor, which support both
granular sound edits and high-level group modi cations. These
user-driven design choices highlight the importance of modularity
and adaptability in achieving exibility and usability.

Designing for audio-specialized environments introduced dis-
tinct challenges, such as ensuring spatialized audio interacts dynam-
ically with user navigation and the broader virtual world. These
challenges required rethinking design principles compared to visual
environments, focusing on creating interpretable and immersive
auditory spaces that enhance engagement and relaxation.

Additionally, the development of a custom sound library uncov-
ered di culties in synthesizing spatially consistent sounds using
di usion models. While residual spatialization artifacts were miti-
gated through manual listening and selection, future work should
incorporate quantitative methods to systematically evaluate and
improve spatial consistency, such as analyzing energy distributions
or spatial information across audio channels. lessons are as follows:

Specialized LLM Modules: Sonora’s architecture includes
domain-speci ¢ modules for sound selection, audio property
determination, fuzzy world models, and semantic grouping.
These address the unique challenges of 3D audio environ-
ments and enable structured generation processes.
Balancing Generative Freedom and Constraints: The
system combines prede ned sound properties with struc-
tured groupings, guided by Fuzzy World Models, to create
cohesive and interpretable auditory experiences tailored to
users.

Iterative System Design: Pilot testing highlighted the
need for modular components like SoundGroupCreator and
SoundEditor, developed through iterative design to support
diverse user preferences and enhance exibility.

Unique Challenges in 3D Audio Worlds: Spatialized au-
dio must dynamically interact with user navigation and
the virtual environment, requiring design principles distinct
from visual systems. Sonora prioritizes interpretability and
immersion.

Improving Spatial Consistency: Developing a custom
sound library exposed challenges in synthesizing spatially
consistent sounds with di usion models. Future work should
implement systematic evaluations of spatial properties to
enhance reliability.
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Figure 11: Stacked plot showing individual responses for sound perception. More speci cally, for the Restorative Outcome
Scale (ROS), Perceived Restorative Soundscape Scale (PRSS) and for sounds perceived as real or arti cial. Sonora (top) showed
higher ratings for arti cial sounds than Passive Soundscape (bottom). PRSS: PRSS 1 - [the sounds ] have fascinating qualities,
PRSS 2 - give me a break from day-to-day routine, PRSS 3 - t together, PRSS 4 - relate to activities | like to do, PRSS 5 - suggest
there is much more to explore and discover. ROS: ROS 1 - concentration and alertness, ROS 2 - forget everyday worries, ROS 3 -
clearing and clarifying thoughts, ROS 4 - calmer, ROS 5 - restored and relaxed, ROS 6 - enthusiasm and energy.

8 LIMITATIONS AND FUTURE WORK

Several limitations in this study must be addressed. First, the rela-
tively small sample size may limit the generalizability of our nd-
ings. Future research should explore larger and more diverse partic-
ipant groups to validate these results. Additionally, while Sonora’s
interactive features were well-received, the synthesized nature of
the sounds was perceived as more arti cial compared to the passive
condition. Future improvements in sound quality using more so-
phisticated audio synthesis methods could enhance realism and user
immersion. Additionally, in future work we would evaluate whether
the voice-input interface is more bene cial for high-anxiety users
compared to state-of-the-art GUI interfaces.

Although Sonora’s interactive nature was found to be bene cial,
particularly in engaging users and reducing anxiety, the correlation
between interactions and state anxiety reduction raises questions

about how much personalization is optimal for therapeutic inter-
ventions. While greater interaction can enhance engagement, it’s
important to investigate whether some users might nd excessive
interaction overwhelming. Future studies should explore the bal-
ance between providing users with control over their environment
and ensuring ease of use, to maintain the relaxing and therapeutic
e ects.

On the architecture side, giving users more exibility to gen-
erate their own sounds would be ideal. In future versions of the
system, for real-world deployment, we plan to replace this ow
with StabilityAl’s audio di usion model to regenerate sounds based
on descriptive adjectives. The system would also notify the user
that the sound is being regenerated and might take longer to load.
However, for the user study, this feature was excluded to prevent
the generation of unsafe or unsettling sounds.
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Figure 12: The left panel shows a scatter plot indicating a signi cant positive correlation between the number of interactions
(requests to Sonora) and STAI Pre-Intervention anxiety scores (A = 064, ? = 0 0108). The right panel displays the distribution of
interaction counts, with the mean (13 73) and standard deviation (9 68) indicated by dashed lines.

9 APPLICATIONS

Sonora’s framework o ers a wide range of potential applications.
In mental health, it could serve as a tool for relaxation and anxiety
management, 0 ering users a customizable, hands-free approach
to co-create calming soundscapes. Additionally, its voice-driven
interface allows for seamless interaction in contexts where using
screens is impractical, such as during meditation, before sleep, or
even while commuting.

Beyond mental health, Sonora could be used in hybrid work envi-
ronments to create personalized soundscapes that enhance focus or
creativity. Its adaptability also makes it well-suited for educational
or entertainment purposes, o ering users the ability to explore
immersive auditory environments in real-time. The potential for
Sonora to be used as a walking companion, where individuals can
generate relaxing or stimulating soundscapes as they move through
di erent environments, also presents an intriguing application.

Overall, Sonora’s exible, interactive 3D audio worlds architec-
ture o ers applications across various domains:

Mental Health: Sonora can serve as a personalized tool for
anxiety and stress relief, 0 ering an immersive alternative
to traditional meditation and mindfulness apps.
Sleep-Aids: Sonora can provide calming, immersive sound-
scapes or guided meditations through its voice-guided inter-
face, reducing sensory input and creating a soothing envi-
ronment to promote relaxation and prepare for sleep.
Task-Switching: Sonora’s audio-only interface can sup-
port unwinding during transitions, such as driving, by deliv-
ering auditory experiences that minimize sensory overload
and help users refocus in situations where visual distractions
are dangerous.

Work Environments: Enhance focus and productivity by
creating tailored soundscapes that mask distractions in hy-
brid or remote work settings.

Education and Training: Use in educational platforms
to create sound-based learning environments or immersive
training modules, such as virtual simulations.
Entertainment and Gaming: Provide dynamic, interactive
soundscapes for video games and virtual reality, enhancing
immersion and gameplay.

Restorative Spaces: Integrate into wellness centers, nap
pods, or public spaces, allowing users to customize relaxing
sound environments.

Storytelling and Audiobooks: Expand Sonora to create
interactive auditory worlds that accompany audiobooks, let-
ting users physically explore environments as stories unfold.
Tourism and Cultural Experiences: Enable virtual tours
or cultural explorations with realistic, location-based sound-
scapes for an enriched sensory experience.

Sonora’s system architecture holds promise for numerous real-
world applications, o ering customizable, user-driven auditory ex-
periences that promote relaxation, focus, and engagement across
various contexts.

10 ETHICS STATEMENT

Given the sensitive nature of working with anxious participants,
we took care to design Sonora with several ethical safeguards in
place. A key feature of the system is the use of a prompt interpreter,
which redirects any potentially harmful or distressing user requests
to more calming alternatives. This was implemented to ensure a
safe and supportive environment for users, particularly those who
may be vulnerable due to heightened anxiety.

Additionally, all sounds generated by Sonora were carefully re-
viewed and Itered to ensure they would not trigger discomfort
or anxiety. Sounds that could be perceived as unsettling, such as
distant laughter, were excluded from the system. This attention to
detail ensures that users can interact with Sonora without encoun-
tering distressing or inappropriate auditory stimuli. The ethical
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design of Sonora prioritizes user safety while allowing for meaning-
ful engagement and relaxation. Sonora and its study design were
reviewed and approved by the Institutional Review Board. Partici-
pants were always accompanied by at least one experimenter and
gave written informed consent prior to interacting with the system.

11 CONCLUSION

In this paper, we introduced Sonora, a hovel system for generating
personalized, immersive 3D audio worlds through Al-driven inter-
action. By leveraging advancements in LLMs and audio di usion
models, Sonora enables users to create and explore dynamic sound-
scapes in real-time, o ering a high degree of personalization and
control. This system pushes beyond traditional soundscapes, inte-
grating voice-driven customization without the need for a graphical
interface, making it suitable for relaxation, anxiety reduction, and
various other applications.

Our between-subjects study with 32 participants compared
Sonora to a passive listening experience, revealing several impor-
tant insights. Both conditions were e ective in reducing state anxi-
ety, particularly for individuals with moderate to high trait anxiety.
However, Sonora o ered a more engaging experience, evidenced by
higher ratings for entertainment and a positive correlation between
user interaction and state anxiety reduction. This suggests that
participants with higher pre-existing anxiety bene ted from the
interactive, co-creative nature of Sonora. Importantly, the system
maintained low cognitive load levels despite the added interactivity,
making it suitable for anxiety management without overwhelming
users.

Our ndings point to the potential of interactive auditory experi-
ences in promoting relaxation and reducing anxiety, particularly for
individuals with elevated anxiety. Future work will focus on re n-
ing Sonora’s sound quality through advanced di usion models and
improving speech recognition for more complex user commands.
Moreover, we will explore further applications of Sonora in areas
such as mental health, education, and entertainment, where person-
alized soundscapes can o er deeper engagement and therapeutic
value.

Overall, Sonora represents a signi cant advancement in the use
of Al for real-time soundscape creation, providing a exible and
user-centered approach to immersive auditory environments.
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A State-Trait Anxiety Inventory (STAI)

The State-Trait Anxiety Inventory (STAI) is a widely used psycho-
logical assessment tool designed to measure two distinct types
of anxiety: state anxiety (how one feels at the moment) and trait
anxiety (general anxiety levels as a personality characteristic). De-
veloped by Charles Spielberger in 1983 [46], the STAI is frequently
used in clinical and research settings to evaluate both temporary
(state) and chronic (trait) anxiety.

CHI 25, April 26 May 01, 2025, Yokohama, Japan

The STAI is composed of two subscales, each containing 20 self-
report items:

State Anxiety (S-Anxiety): This subscale measures the
respondent’s current anxiety or how they feel "right now,
at this moment." It evaluates transient feelings of worry,
nervousness, and tension. Respondents are asked to rate
statements such as, "l feel calm" or "| feel nervous,' on a
4-point Likert scale ranging from "Not at all" (1) to "Very
much so" (4).

Trait Anxiety (T-Anxiety): This subscale assesses an indi-
vidual’s general tendency to experience anxiety over time. It
measures relatively stable aspects of anxiety-proneness, in-
cluding how frequently the person feels anxious. Questions
on this subscale ask the respondent to rate how they "gener-
ally feel" in response to statements like, "I feel nervous and
restless” or "l worry too much over something that doesn’t
really matter." These items are also rated on a 4-point Likert
scale ranging from "Almost never" (1) to "Almost always" (4).

The STAI provides two separate scores: one for state anxiety and
one for trait anxiety. Higher scores indicate higher levels of anxiety.
A typical scoring range for each subscale is between 20 and 80, with
higher scores representing greater anxiety. The STAI has been vali-
dated through numerous studies and is known for its reliability and
sensitivity in measuring anxiety in diverse populations, including
clinical, non-clinical, and research settings.

In this study, the STAI was used to assess the impact of the
Sonora system on participants’ anxiety. Participants completed
the STAI before and after interacting with Sonora or the passive
soundscape, allowing us to evaluate changes in their anxiety levels
and the system’s potential for promoting relaxation.

B Survey Questions for Perceived Sound
Qualities

B.1 Perceived Sound Qualities

Participants rated the perceived qualities of soundscapes using a
7-point Likert scale (1 = Notatall to7= Completely ). Metrics
included:

Real Sounds: Rating whether the sounds were perceived as
real-world recordings.

Arti cial Sounds: Rating whether the sounds were per-
ceived as synthesized.

Perceived Restorative Soundscape Scale (PRSS): Mea-
suring the degree to which the soundscape was perceived as
restorative.

Restorative Outcomes Scale (ROS): Measuring the out-
comes related to feelings of restoration after listening to the
soundscape.

B.2 PRSS-SF: Perceived Restorative Soundscape
Scale
Fascination 1 item ( The sounds in the recording have
fascinating qualities )

Being-Away 1 item ( The sounds in the recording give me
a good break from my day-to-day routine )
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B.3

Compatibility 2 items ( The sounds in the recording seem
to ttogether quite well, The sounds in the recording relate
to activities | like to do )

Extent 1 item ( The sounds in the recording suggest there
is much to explore and discover )

ROS: Restorative Outcomes Scale

Attention Restoration 1 item ( My concentration and
alertness clearly increase after listening to these sounds )
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Clearing One’s Thoughts 2 items ( | can forget everyday
worries listening to these sounds and Listening to these
sounds is a way of clearing and clarifying my thoughts )
Relaxation and Calmness 3 items ( | feel calmer after
listening to these sounds, After listening to these sounds
| feel restored and relaxed, and | get new enthusiasm and
energy for my everyday routines after listening to these
sounds )
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