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ABSTRACT

The deployment of large language models (LLMs) as autonomous agents is transforming the
software development landscape. Increasingly more engineers are using natural language
agents to expedite and guide development workflows, while large organizations are investing
heavily on building agentic systems for tasks such as code generation and code repair. A
key challenge in developing such systems is tuning agent hyperparameters— settings that
affect performance such as choice of model, temperature settings, and context window sizes.
As system complexity grows, the hyperparameter space expands, complicating optimization
under real-world compute and time constraints. In this work, we present Palimpzest|1]
as an agentic optimizer able to balance cost and performance objectives by tuning agentic
hyperparameters. We demonstrate that Palimpzest can tune our agent hyperparameters at 8.5
times lower cost and with 24 times greater time efficiency compared to the conventional grid
search. By integrating our custom-built Debugger and Code Editor Agents as new operators
within Palimpzest, we enhance the system’s ability to resolve real-world GitHub issues. And
to facilitate hyperparameter selection, we also introduce File Coverage, Report Accuracy,
and Patch Similarity along with the traditional SWE-Bench Score as quality evaluation
methods used by Palimpzest’s optimization loop. When evaluated on the SWE-Bench Lite[2]
benchmark, our optimized system achieves a 15% score at a significantly lower cost compared
to previous approaches.
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Chapter 1

Introduction

1.1 Background

In recent years, the adoption of language model (LM) coding assistants has grown rapidly.
From conversational agents like ChatGPT and Claude to development tools such as Cursor
and Copilot, Al-driven systems have become embedded in modern software engineering
workflows. In parallel, many organizations have begun developing sophisticated multi-agent
frameworks designed to address software engineering tasks in an end-to-end fashion. To
evaluate the effectiveness of such systems, benchmarks like SWE-Bench have been introduced,
focusing on real-world bug-fixing scenarios. We will use SWE-Bench to evaluate our own
system. Tasks in SWE-Bench are often nontrivial, frequently requiring a comprehensive
understanding of the code base and involving coordinated edits across multiple functions,
classes, and files. Despite these challenges, systems such as SWE-Agent|3|, OpenHands[4],
and the Globant Code Fixer Agent|5] have demonstrated the efficacy of LM-based agentic
architectures for addressing complex software engineering problems. These systems typically
employ a modular design, where specialized agents are responsible for subtasks such as bug
localization or precise code editing. This agentic paradigm effectively emulates the behavior
of human developers by navigating the code base, diagnosing issues, and iteratively applying

fixes, making it a suitable approach for automated software engineering tasks.
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1.1.1 Challenges

As agentic systems grow in complexity, engineers are increasingly challenged with selecting
appropriate agentic hyperparameters. We define agentic hyperparameters as configurable
parameters that govern the behavior and performance of individual agents within a system.
These may include choices such as the underlying language model for each agent, the number
of reasoning iterations permitted, and constraints on token usage. Given the substantial
cost of Al inference, these hyperparameters have a direct impact on the overall runtime cost.
For example, GPT-40 incurs a charge of 5 USD per one million input tokens. In large code
bases, where individual files can span thousands of tokens, a single multi-agent debugging
session can result in several dollars of compute expenditure. This cost is exacerbated by
long reasoning trajectories and the absence of strict token limits. Complicating matters
further, new models are being released at a rapid pace, each with distinct capabilities, context
lengths, and pricing structures. Engineers must also tailor agent configurations based on
context: development settings may favor faster, low-cost configurations for iteration and
testing, whereas production scenarios may justify more expensive setups for higher accuracy.
Manually tuning these parameters for each use case is both time-consuming and expensive.
Consequently, there is a pressing need for automated mechanisms to efficiently optimize

agentic hyperparameters in response to varying workloads and constraints.

Our Approach. In this work, we extend the functionality of Palimpzest[6] to support the
automated optimization of agentic hyperparameters. Palimpzest is a semantic programming
framework that enables users to write high-level Al workflows for diverse applications,
including tasks such as filtering real estate listings and detecting fraudulent emails. It
achieves this through a set of composable semantic operators that process and reason over
input data. Crucially, Palimpzest incorporates a built-in optimization layer that selects
system configurations based on user-specified objectives like cost or quality. This allows the
system to dynamically adapt hyperparameters to suit varying workload requirements. The
core insight driving Palimpzest is that "machines, not human engineers, should decide how

best to optimize semantic analytics applications." In the context of automated code repair,
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Figure 1.1: The Palimpzest Architecture[l]

we leverage this insight to eliminate the manual effort and trial-and-error often required
to configure agent systems, instead allowing Palimpzest to automatically discover effective

hyperparameter settings under budget or performance constraints.

1.1.2 SWE-Bench

We will be evaluating our system using the SWE-Bench|2] benchmark. SWE-Bench is a
challenging evaluation suite designed to assess the capabilities of automated systems in
performing real-world software engineering tasks. The dataset consists of historical GitHub
issues, each containing a description of the issue and the repository it originated from. These
issues are drawn from a curated selection of large, actively maintained Python repositories,
spanning diverse domains and coding styles. The goal of a system evaluated on SWE-Bench
is to autonomously generate a patch that fixes the bug described in the issue, using only the
information available at the time the issue was filed. This requires the system to understand
the context of the code base, reason about the root cause of the problem, and apply precise

edits that lead to a correct and test-passing solution.
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1.1.3 Palimpzest

To understand our contributions, it is essential to have a basic understanding of how Palimpzest
operates. Palimpzest’s|6] recent paper details it’s optimization algorithm in detail, but for
the purposes of this paper we will provide a high level description. Figure 1.1 illustrates the
optimization process Palimpzest follows to select the most suitable execution plan for a given
workload. Users begin by writing high-level programs for their workload via the Palimpzest
Python API. In the example shown, the user defines a dataset of home listings and applies
a sequence of convert and filter operations to refine the dataset to match specific criteria.
Palimpzest parses this user-defined workflow into a set of logical plans, where each plan is
composed of a sequence of logical operators, each representing a semantic operation such as
filtering or transformation. These logical operators are akin to steps in a recipe, representing

the task to be executed.

Each logical plan is then expanded into multiple physical plans, which correspond to concrete
implementations of the logical operators, similar to the physical tools required to execute
a step in a recipe. The number of physical plans depends on the number of ways each
operator can be implemented, each accounting for different hyperparameter settings. The
Plan Executor samples and executes these candidate physical plans using inputs drawn from
a validation dataset. During this sampling process, the cost and quality of each physical
operator is evaluated to develop cost and quality profiles used during the final plan selection.
Quality can be defined by the user, while cost is measured in terms of dollar compute costs.
The optimization loop proceeds until a user-defined sampling budget is met. Palimpzest
then selects the plan that best satisfies the user’s optimization objective, such as maximizing
quality, minimizing cost, or achieving the best quality under a fixed cost constraint. This
final selected plan is then applied to the full input dataset to generate the desired output
records. The key benefit of Palimpzest’s optimization approach is in its ability to approximate
the quality and cost of each physical plan while accommodating user defined budgets and

avoiding costly exhaustive search procedures.
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1.2 Contributions

In this paper we:

e Demonstrate Palimpzest’s ability to identify optimal agentic hyperparameters for a set
of language model agents, achieving performance comparable to configurations obtained

through expensive grid search procedures.

e Extend Palimpzest’s capabilities to resolve real-world GitHub issues by introducing
two custom agents as logical operators. The first is a Debugger Agent that specializes
in diagnosing the root cause of the issue, and the second is a Code Editor Agent that
modifies code and generates a final output patch based on the Debugger Agent’s analysis.
These agents cooperate to carry out multi-step repair workflows. We evaluate the
enhanced Palimpzest system on the SWE-Bench benchmark, demonstrating performance

gains compared to the previous non-agentic Palimpzest implementation.

e Present experimental results on SWE-Bench Lite demonstrating that our optimized
agentic system performs complex software engineering tasks at a level comparable to

high performing solutions, but at a significantly lower cost.

e Introduce File Coverage, Report Accuracy, and Patch Similarity along with the tradi-
tional SWE-Bench score as quality metrics to improve Palimpzest’s optimization of our
agentic system. We analyze how each metric influences hyperparameter selection and

impacts system performance.
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Chapter 2

Related Works

The recent application of large language models (LLMs) to software engineering tasks has
led to an increase in research demonstrating the effectiveness of Al agents. High-performing
LLMs such as OpenAI’'s GPT-4 series and Anthropic’s Claude have shown strong capabilities
in code generation. These powerful models have been employed to address a broad range of
complex software engineering challenges, including repository-level feature implementation
and intricate bug resolution. Since the introduction of benchmarks like SWE-Bench and
HumanEval|7], agentic systems have achieved impressive results on complex code generation
tasks. These systems extend LLM capabilities by assigning them specialized roles, providing
structured instructions, and integrating tool access, thereby enabling multi-step planning

and iterative reasoning in code generation workflows.

To demonstrate that agentic systems can be effectively tuned using Palimpzest, our multi-
agent framework draws inspiration from state-of-the-art (SOTA) agentic code repair systems.
In this section, we (1) review several modern agentic systems and the key design features
that influenced the architecture of Palimpzest’s agents, and (2) compare how these systems

approach hyperparameter selection relative to Palimpzest’s optimization-based methodology.
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2.0.1 Modern Agentic Systems

An early example of an agentic system is SWE-Agent|3], which demonstrated strong per-
formance on SWE-Bench by equipping a single language model (LM) agent with a custom
agent-computer interface (ACI). SWE-Agent’s primary focus was on designing an effective ACI
to fully leverage the reasoning capabilities of LLMs for resolving GitHub issues. Rather than
relying on traditional interfaces such as the Linux shell, SWE-Agent introduces LM-friendly
abstractions and streamlined commands for file search, navigation, and editing- paired with
concise and structured feedback. This ACI also enhances agent reliability by incorporating
syntax-aware editing, guardrails to prevent invalid actions, and context management to
reduce the memory footprint of irrelevant information. At each reasoning step, SWE-Agent
"generates a thought and a command, then incorporates the feedback from the command’s
execution." This iterative reasoning loop is based on the ReAct|8] prompting framework, an
extension of the Chain-of-Thought paradigm|9], which allows LMs to interact with external

tools and respond to environment feedback in a structured and deliberate manner.

In contrast to SWE-Agent’s single-agent design, the Globant Code Fixer Agent|5| adopts a
multi-agent strategy built on similar principles of integrating custom tools and functionalities.
Globant’s system achieves a SWE-Bench score of 48.33% using a structured two-stage pipeline.
The first stage, localization, employs specialized agents equipped with advanced tools to
navigate the code base, identify faulty files, and produce a detailed report pinpointing the
root cause of the bug. This stage leverages techniques such as dependency analysis, fuzzy
search, and language identification to improve the accuracy of fault localization. In the second
stage, fixing, three dedicated agents collaborate: the Architect Agent proposes candidate
solutions based on the localization report; the Editor Agent implements the changes with
high precision; and the Critic Agent reviews the modifications, applying a retry mechanism
to iteratively refine the patch when necessary. Each of these agents has access to a diverse
set of tools, including search_codebase, read_file, get_related_files, and edit_file,

enabling robust and targeted behavior across the pipeline.

CodeAgent|10] targets repository-level code generation by focusing on designing agentic
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tools that emulate the workflow of human software engineers. Agents are equipped with
tools such as WebSearch, DocSearch, and CodeInterpreter, enabling them to search the
web for relevant information, retrieve pertinent documentation, and execute code within
the repository’s runtime environment. These capabilities allow agents to acquire domain-
specific knowledge, modify existing code, and verify changes, closely mirroring the behavior
of human developers working in large codebases. Ablation studies for CodeAgent highlight
the importance of a code symbol navigation tool, which grants agents access to the source
code of specific classes and functions. Similar tools are incorporated into our Palimpzest
agent architecture. At the time of its release, CodeAgent outperformed commercial systems

such as GitHub Copilot on its own benchmark.

In contrast to the previously discussed systems, HyperAgent|11] represents one of the first
generalist coding agents capable of addressing a broad range of software engineering tasks, from
GitHub issue resolution on SWE-Bench to repository-level code generation on RepoExec|12].
Like CodeAgent, HyperAgent aims to emulate the workflow of human developers, but it
adopts a multi-agent architecture composed of four specialized agents: the Planner, Navigator,
Code Editor, and Executor. The Planner Agent interprets human prompts, coordinates
the activities of other agents, and formulates a resolution strategy. The Navigator Agent
handles information retrieval within the codebase, using tools such as code_search and
go_to_definition. The Editor Agent performs code modification and generation across
multiple files, leveraging tools like code_search and open_file. Finally, the Executor Agent
validates solutions and reproduces issues through interaction with a simulated bash shell
environment. This structured decomposition allows HyperAgent to scale across diverse tasks

by delegating responsibilities to specialized agents.

Other systems, such as CodeR|[13], have specifically targeted the challenges inherent in multi-
agent architectures. These challenges include information loss between agents, non-progressive
reasoning loops, and difficulties in agent coordination under complex task plans. CodeR
addresses these issues by introducing a task graph data structure designed to streamline
agent behavior. This structure constrains the number of possible actions at each step, front-

loads planning to simplify downstream decision making, and mitigates memory limitations
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commonly encountered by LLMs. The system comprises five specialized agents: a Manager
for plan generation, a Reproducer for generating test cases to reproduce issues, a Fault
Localizer for identifying relevant code, an Editor for applying code modifications, and a
Verifier for executing tests to validate solutions. These agents utilize a suite of tools, including
search_method, search_class, find_file, and edit_file, among others, to support their

respective tasks.

To showcase Palimpzest’s effectiveness in optimizing agent hyperparameters, our agentic
architecture adopts agents and tools commonly found in the systems discussed above. While
we do not exhaustively implement every technique used across these systems, we aim to
show that Palimpzest’s hyperparameter tuning allows us to achieve comparable results with
standard techniques at a significantly lower cost. Similar to HyperAgent, Globant’s Code Fixer
Agent, and CodeR, Palimpzest’s architecture includes a Debugger Agent responsible for fault
localization and a Code Editor Agent tasked with performing code modifications. We also
incorporate widely used tools present in nearly all of these systems, including summarize_file,
extract_method, extract_class, search_codebase, get_file_content, and edit_file.
In addition, our agents leverage the ReAct prompting strategy, which has been successfully
employed in Globant, CodeR, CodeAgent, and SWE-Agent, enabling iterative reasoning and

tool invocation guided by intermediate thoughts and feedback.

2.0.2 Hyperparameter Selection

Each of the aforementioned systems required careful selection of agent hyperparameters. At
minimum, all systems had to determine the most suitable language models for their agents.
For instance, HyperAgent, which consists of four specialized agents, conducted extensive and
computationally expensive experiments to identify the best LLM for each of its agents. SWE-
Agent, in addition to model selection, evaluated a broader range of parameters, including
agent context window size, history processing configurations, and decoding temperature. They
conducted a grid search over four hyperparameters, each with two candidate values, resulting

in 16 unique configurations. Using a subset of 37 SWE-Bench instances and averaging 592
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evaluations, with an estimated resolution cost of $1.92 per instance at an 18% success rate, the
total cost of this grid search can be reasonably estimated at approximately $600. Furthermore,
SWE-Agent also benchmarked various tool implementations, including editors, search utilities,
and file viewers, on SWE-Bench Lite, which likely incurred significant computational expenses.
These examples illustrate that most existing systems rely on costly grid search procedures to

identify optimal agent configurations.

Palimpzest’s ability to automatically optimize hyperparameters directly addresses the chal-
lenge of selecting hyperparameters. Instead of having to perform a grid search, our optimiza-
tion algorithm intelligently enumerates, samples, and evaluates various agentic implemen-
tations across the hyperparameter space. This allows systems to evaluate a larger space of
hyperparameters for the same cost. In our results, we demonstrate that Palimpzest is able
significantly reduce the time and cost of hyperparameter search compared to the traditional
grid search. Moreover, Palimpzest is able to select hyperparameters that optimize for the

cost of execution while demonstrating high performance on SWE-Bench.
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Chapter 3

Methods

3.1 Agent Architecture

3.1.1 Overview

?,Q Action

related to the “vstack’
operation in... | need to
examine the
implementation of..."

“"The problem seems to be ® summarize_file

B get_file_content
EY extract_method
Ey  extract_class
Q_ search_codebase

Bug
Reports

<>| Code Editor Agent

w S

Action Feedback

A

Prior to integrating agents into the Palimpzest optimization framework, we first construct

the agents that comprise our system. As illustrated in Figure 3.1, the system includes two

GitHub
Issues

Y

X

@ Thought %0 Action
“To address the issue with edit_file
the common_dtype function @® summarize_file

in utils/metadata.py..."

Q search_codebase

"

Action Feedback

:

Patches

Figure 3.1: High-level Diagram of Agent Architecture
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custom built agents: a Debugger Agent and a Code Editor Agent. The Debugger Agent
is tasked with identifying the root cause of a given GitHub issue and producing a detailed
report that specifies both the location and rationale for the problem. The Code Editor Agent
then utilizes this report to implement the necessary code modifications across the repository,

ultimately returning a patch that addresses the issue.

Both agents are configured to employ the ReAct prompting technique, reasoning through
sequences of thoughts and actions. Each agent has access to a set of specialized tools tailored
to its specific task. As previously mentioned, these tools were selected based on common tools
across various agentic systems. At each step, the agent generates a thought that informs its
subsequent action. An action is defined as an invocation of a tool. After a sufficient number
of iterations, the agent produces its final output. This separation between debugging and
code editing enables each agent to concentrate its reasoning trajectory on a more focused

objective, allowing for higher quality outputs.

3.1.2 Tool Construction

\J . . > . . .
# Missing Data # Invalid Patch # File Not Found
++ | have the implementations of both +¢ | need to ensure that the *1' The searches for specific keywords

+ the "__init " and "check’ + ‘instance_id" is included in the + did not yield any results, which

methods. | can now proceed to arguments for the "create_patch’ suggests that the repository

modify... tool. | will correct this oversight and structure might be different or the

"change_data™ { attempt to create the patch again... files are not indexed...

"old_path":"django/db/models/...} "change_data": {"old_path": ...} “change_data": {"old_path™ ...}

key in line data for malformed patch at line 5: symmetrical = repo. Did you mean tests/apps/

Failed to execute: "Missing "content’ ’ Patch Failed to be Applied (patch: "™ ’ File app/models.py not found in the ’
[ django/db/models/fields/related. py ] (to == RECURSIVE_RELATIONSHIP.. models.py?

Figure 3.2: Edit File Tool Feedback Examples

In constructing tools and their descriptions, we must keep in mind that language models face
several inherent limitations that hinder their effectiveness on complex software engineering
tasks. These include hallucinations, where the model generates plausible but incorrect
information; limited context windows, which constrain the amount of code or documentation
the model can consider at once; and the haystack problem, where relevant information is

deeply buried within its prompt history, making it difficult for the model to retrieve and reason
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over the correct context. These challenges are particularly pronounced in large, multi-file

code bases, where understanding dependencies, control flow, and subtle bug patterns often

requires integrating information spread across many of lines of code.

-

Description:

Searches the entire codebase for the provided keyword, returning the files the keyword
appears in.

Provide repo_name in "owner/repo" format.

Guidelines:

Usage Tips:

e If searching for a function or class definition, it may be useful to prefix the keyword
with "def " or "class".

e Do not search for vague keywords that may excessive results, such as "test",
"function", or "def". Search for more specific phrases instead like "def
function_name(self, argl, arg2)"

e Only the first 15 results will be returned, so be specific.

e Use this tool to determine the location of a function, class definition, or member
variable.

Figure 3.3: The search_codebase Tool Description Provided to Agents

Given these limitations, we follow several guidelines in constructing tools and their descrip-

tions:

e Limit the number of tools per agent. Providing an agent with too many tools can

hinder its ability to reason effectively about which tool to invoke, often leading to the

selection of suboptimal tools.

A single generalized tool is preferable to multiple specialized tools. In line
with the previous guideline, it is often more efficient to design one comprehensive tool
rather than several narrowly focused subtools. This approach reduces the total number
of tools and simplifies agent decision making. For example, a tool that returns both

class and function names from a file is more effective than maintaining separate tools
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for each.

Tools should provide rich and informative feedback. An effective toolset mini-
mizes the number of iterations required for an agent to complete its task. To achieve
this, tools should return detailed feedback capable of correcting flawed reasoning or
inputs while reinforcing correct ones. Such feedback helps guide the agent’s subsequent
thoughts in a productive direction and prevents it from deviating toward unproductive
paths. Figure 3.2 provides examples of feedback that the edit_file tool provides for

varying edits.

Tool feedback should be concise and limited in length. Concise feedback is
easier for the agent to interpret and contributes to more efficient use of the prompt
context, thereby reducing hallucinations and improving information retention. When
tools access large amounts of code, it is especially important to restrict the number
of tokens returned. For instance, as illustrated in Figure 3.2, only the malformed line

needs to be specified in the case of an invalid patch, rather than the entire patch.

Keep tool descriptions concise. Concise tool description and naming helps the agent
to confidently identify which tool to use. Figure 3.3 illustrates the search_codebase

tool description as an example.

Include usage guidelines in tool descriptions. Tool descriptions should provide
clear usage guidelines, including instructions on proper input formatting to prevent
parsing errors, as well as recommendations on when a tool should or should not be
used. Figure 3.3 provides an example of usage tips and guidelines provided to the agent

for the search_codebase tool.
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Debugger Agent Example Reasoning Trajectory

(.

Problem Statement
"Python code printer not respecting tuple with one ele-
ment... I ran into an issue with the Python code printer..."

!

Thought 1
"The issue seems to be related to how the Python code printer in SymPy
1.10 handles tuples with a single element. To investigate this, I need to lo-
cate the relevant code... that deals with the code generation for tuples..."

!

Action 1
search_ codebase("def lambdify")
["sympy /utilities /lambdify.py", "sympy /utilities/tests/test lambdify.py"|

!

Thought 2
"The ‘lambdify* function is located in the ‘sympy/utilities/lambdify.py
file... I need to examine the classes and methods within this file..."

!

!

Thought 8
"The ‘lambdastr® function is responsible for converting expressions to a string
that can be evaluated to a lambda function...I should investigate the ¢ recur-
sive_to_string‘ function to understand how it handles tuples with a single element."

!

Action 8
extract_method(" _recursive_to_string")
def recursive to_ string(doprint, arg):...

!

Bug Report
"The root cause of the bug is in the * recursive to_string‘ func-
tion... The issue occurs because the function does not add a
comma for single-element tuples.. To fix this issue, the ¢ recur-
sive_to_string‘ function should be modified ... Here is a suggested fix:..."

Figure 3.4: Debugger Agent Reasoning Trajectory for SWE-Bench sympy  sympy-23262
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3.1.3 Debugger Agent

Given a GitHub issue containing a description of the problem, the objective of the Debugger
Agent is to produce a detailed bug report that identifies the root cause of the issue and
explains how it can be resolved, referencing specific functions, classes, and file names. The
report also describes how the bug was discovered and which files, functions, or classes were
examined during the investigation. To support the generation of this report, the Debugger
Agent is equipped with a set of tools designed to facilitate navigation and comprehension of
large code repositories. These tools were selected based on their prevalence and demonstrated

importance in prior agentic systems.

The tools are as follows:

e summarize file(file name): Returns a structured JSON object containing all
classes in the specified file, along with their member functions and any standalone
functions. If the exact file path is not provided, the tool performs a fuzzy match across
the repository and selects the closest match within a predefined similarity threshold. If
no match meets the threshold, the agent is informed that the summary has failed and

is provided with the most similar file name as a suggestion.

e get file content(file name, starting line number, include line numbers):
Returns the content of the specified file beginning at the given line number. The agent
may optionally request that line numbers be included, depending on whether they are
needed for tasks such as patch generation or simply for viewing the code. This tool
is limited to returning a maximum of 200 lines per invocation. Accessing additional
content requires a subsequent call with a different starting line number. This constraint
helps reduce the inclusion of irrelevant code in the agent’s context. Prior to displaying

the content, the agent is also informed of the total number of lines in the file.

e extract method(file name, class name, function name, include line numbers):
Returns the code for a function in the given file and class. The class _name argument

helps to prevent the incorrect function from being returned in the case that there are
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multiple functions with the same name (e.g. _ init ). Similar to other tools that

access files, fuzzy matching is also used to find the file.

e extract class(file name, class name, include line numbers): Returns the

code for a class in the given the file.

e search codebase(keyword): Returns all files for which the given keyword appears.
The agent is instructed to search for precise phrases and to avoid vague words such as

"def". This prevents an excessive number of files from being returned.
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Code Editor Agent Example Reasoning Trajectory

(.

Bug Report

"The root cause of the bug is in the * recursive to_string‘’ function..."

!

Thought 1
"I need to locate the ¢ recursive to string‘ function in the ‘sympy/u-
tilities /lambdify.py* file to apply the suggested fix. First, I will
search for the function definition to confirm its location in the file."

!

Action 1
search_codebase("def recursive to_string")
["sympy /utilities /lambdify.py"|

l
l
Action 2
extract _method(" _recursive_to string")
"948": "def recursive to_string(doprint, arg):", "949": " """Functions in lambdify

accept both SymPy types and non-SymPy types such as python", "950": " lists

and tuples. This method ensures that we only call the doprint method of the... ",

!

Thought 3
"I have extracted the current implementation of the * recursive to string’
function. Now, I will create a patch to modify this function by adding
a comma for single-element tuples, as suggested in the bug report."

!

Action 3
edit_ file("sympy/ utilities /lambdify.py")
diff —git a/sympy /utilities/lambdify.py b/sympy /utilities/lambdify.py...

!

Patch

diff --git a/sympy/utilities/lambdify.py b/sympy/utilities/lambdify.py
--- a/sympy/utilities/lambdify.py’ +++ b/sympy/utilities/lambdify.py ...

Figure 3.5: Code Editor Agent Reasoning Trajectory for SWE-Bench sympy  sympy-23262
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3.1.4 Code Editor Agent

Given a bug report from the Debugger Agent, the task of the Code Editor Agent is to generate
an output patch that resolves the original GitHub issue. This patch may consist of multiple
hunks, sections of modified code, distributed across several files. Patch generation demands
precision and is particularly susceptible to errors. For each hunk, the agent must specify
the original and new start line numbers, the lengths of the corresponding code segments, a
context header, and a line-by-line designation of additions, deletions, or context lines. Agents
frequently make mistakes in line number calculations, indentation, or syntax. In many cases,
a patch will fail to apply if its indentation does not match the original code. These challenges
are further amplified when the patch spans multiple hunks or files. Therefore, it is essential
to design tools that address these specific issues and enable the agent to iteratively refine

and improve the patch.

In order to minimize the number of tools, the Code Editor is equipped with a tool to make

changes in addition to the default navigation tools:

e edit file(change content): This feature rich tool enables the agent to iteratively
modify a file and construct a valid output patch by addressing key challenges in patch
generation. The agent provides a change content object in patch format that specifies
the intended code modifications. The tool first verifies the line counts for each hunk and
corrects them if necessary, then minimizes the patch to reduce its size and mitigate the
risk of application errors. Minor issues are automatically resolved to prevent redundant
tool invocations. If ambiguity or missing information is detected such as a line lacking
a context, addition, or deletion tag, the tool prompts the agent to revise the patch.
After minimization, the patch is applied in a sandboxed environment to validate its
formatting, including indentation and context alignment. If an error occurs, the tool
identifies the problematic hunk and line number. If successful, the tool performs a
syntax check on the modified files and reports any compilation errors. Otherwise, it

returns the finalized patch to the agent.
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3.1.5 Palimpzest Agent Integration

import Palimpzest as pz

def buildSWEBenchPlan(data_path):
# Create Data Reader to structure GitHub Issues
datareader = GithubIssueDataReader (data_path)

# Create Dataset object to store GitHub Issues
github_issues = pz.Dataset(datareader)

# Process GitHub Issues with the Debugger and Code Editor Agents
bug_reports = github_issues.add_agent (agent_name="debugger")
code_patches = bug_reports.add_agent (agent_name="code_editor")

# Return the generated code patches
return code_patches

Figure 3.6: Python Implementation of Palimpzest’s Declarative Agentic Workflow
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Figure 3.7: Illustration of How Palimpzest’s Algorithm Translates a (1) user defined agent
plan into a (2) logical plan and finally, to a (3) set of candidate physical plans.

In order to enable the optimization of our agentic workflow, we first integrate the agents
into Palimpzest as logical operators. As illustrated in Figure 3.6, we introduce a new

add_agent API that enables users to incorporate agents into their Palimpzest plans. We
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then implement the Debugger and Code Editor agents as logical operators within Palimpzest,
serving as abstract representations that will later be transformed into concrete physical
implementations. Next, we implement the physical operators for the Debugger and Code
Editor Agents containing the implementation details of our agents. This involves selecting
identifiers for the operators and exposing the hyperparameters of our implementation to the
optimizer. Finally, we define the transformation rules required to translate the Debugger and

Code Editor logical operators into their numerous corresponding physical expressions.

Figure 3.7 illustrates how Palimpzest’s algorithm uses the add_agent API to generate a
logical plan from the user defined plan. This logical plan is then translated a set of candidate
physical plans by the aforementioned transformation rules. Palimpzest’s optimizer then uses
its sampling algorithm to measure the quality of the numerous physical plans against inputs
from a validation dataset. A final optimal physical plan is then chosen based on quality and

cost objectives.

We followed several key guidelines in determining which agent hyperparameters to expose to

the Palimpzest optimizer for tuning:

e The parameter should have a meaningful influence on both cost and quality.
This ensures that the user can explore a diverse space of cost and quality tradeoffs when

specifying plan objectives, such as maximizing quality under a fixed cost constraint.

e The optimal value of the parameter may depend on the values of other
hyperparameters. This interdependence makes such parameters more challenging
to tune. By leveraging Palimpzest as an optimizer, we can identify the optimal

configuration across these interacting hyperparameters.

e The parameter should be easily discretizable. Most agent hyperparameters are
already discrete by nature, which aligns well with Palimpzest’s design, as it performs

optimization over a discrete search space.

For the purpose of demonstration, we also selected common hyperparameters that many state

of the art systems spent a significant amount of time and money tuning manually.
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Each agent has the following hyperparameters:

e Max Iterations: The max iterations hyperparameter defines the maximum number
of reasoning steps permitted for each agent. If set too high, agents may overreason,
unnecessarily increasing the cost of addressing a bug. If set too low, agents may be
unable to complete their tasks. Appropriately tuning this parameter also acts as a
safeguard against repetitive reasoning loops. This is a critical hyperparameter, as its
optimal value depends on the tools available to the agent, the nature of its task, and
interactions with other hyperparameters. Moreover, it has a significant influence on

overall execution cost.

e Model: The model hyperparameter specifies which language model the agent uses.
Model selection has a substantial impact on both cost and quality, as different models
exhibit varying performance characteristics. Additionally, each model has its own token
limit, further influencing the agent’s ability to reason over large contexts. As such, this

is a crucial hyperparameter to tune.

e Context Size: The context size hyperparameter defines the maximum number of
past iterations retained in an agent’s memory. If set too large, the agent may struggle
with effective recall, which is essential for tasks such as debugging and patch generation.
Additionally, larger context sizes significantly increase the number of tokens processed
per request, raising model usage costs. Conversely, a context size that is too small may

omit critical historical information, impairing the agent’s ability to reason effectively.

3.1.6 Agentic Quality Metrics

As previously discussed, Palimpzest evaluates the quality of sampled physical operators to
guide the selection of agent hyperparameters. If no quality metric is explicitly defined by
the user, Palimpzest defaults to an equivalence-based metric: an output is assigned perfect
quality if it is identical to the provided validation label, and zero otherwise. However, in the

context of patch generation and the SWE-Bench benchmark, this strict equivalence metric
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is impractical. Although the benchmark provides a reference patch, many distinct patches
may correctly resolve the same bug. Consequently, we implement and integrate a range of

alternative quality metrics better suited for agent optimization in this setting.

Although it is possible to tune the hyperparameters for both the Debugger and Code Editor
by combining them into a single agentic operator, this approach substantially increases the
size of the hyperparameter search space and prevents tailored optimization for each agent.
To address this, we define separate quality metrics specific to the unique outputs of each

agent, enabling more targeted and efficient tuning.

To measure the quality of the Debugger Agent’s bug report, we use two measures of quality:

e File Coverage: File coverage measures the fraction of files identified in the bug report
as requiring modification that are actually altered by the ground truth patch. This
metric rewards hyperparameter configurations that effectively locate the files relevant

to the issue.

e Report Accuracy: Report accuracy is a language model supported quality metric that
prompts a language model to evaluate how well the suggested changes in a bug report
align with the ground truth patch. This enables the optimizer to reason semantically
about the content of the report. A high accuracy score indicates that the bug report is
consistent with and justifies the changes made in the patch, while a low score suggests

that the report fails to describe or support the modifications reflected in the patch.

To measure the quality of the Code Editor Agent’s patch, we use two measures of quality:

e SWE-Bench Score: This metric provides a binary signal, returning 1 if the patch
successfully resolves the issue and 0 otherwise. While it serves as the most direct
indicator of success when aiming to maximize SWE-Bench performance, its utility
is limited by the sparsity of positive signals under constrained sampling budgets.
Moreover, the computational overhead associated with executing the SWE-Bench

evaluation harness significantly increases the runtime of optimization. As a result, we
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also explore alternative quality metrics that can approximate patch quality without

incurring these limitations.

Patch Similarity: This metric leverages a language model to compare the agent
generated patch with the validation patch and assign a similarity score. The language
model is instructed to evaluate similarity based on functional behavior: a score of 1
indicates that the patches are functionally equivalent, while a score of 0 reflects entirely
divergent intentions. Intermediate values, such as 0.5, correspond to patches that share

similar goals but differ in implementation or behavior.
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Chapter 4

Experimental Results

4.1 Experimental Setup

Research Questions

In our experiments, we aim to investigate the following research questions:

1. How effective is Palimpzest at tuning agent hyperparameters under budget constraints
compared to the commonly used exhaustive grid search?

2. How do the quality metrics used to evaluate the Debugger and Code Editor Agents
influence hyperparameter selection and, consequently, the overall performance of the
system?

3. When implemented with standard techniques, can our system achieve performance
comparable to existing approaches at a significantly lower cost?

4. Does the agentic Palimpzest system outperform the naive Palimpzest baseline?
5. What is the impact of excluding certain hyperparameters from the optimization process?
6. What is the behavior of our agent under optimal hyperparameter settings?
These questions are designed to evaluate the cost-effectiveness and performance potential
of using Palimpzest to tune an agentic system built with standard SWE-Bench techniques.

Accordingly, we assess success based on low optimization and evaluation cost and performance
comparable to existing systems.

Dataset Preparation. Due to compute constraints, we primarily evaluate our system on

SWE-Bench Lite a reduced version of the full benchmark consisting of 300 task instances
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drawn from 11 of the original 12 repositories. For experiments requiring extensive exploration
of hyperparameter and quality metric combinations, we further restrict evaluation to a smaller
subset of SWE-Bench Lite which we refer to as SWE-Bench Tiny. Such cases are noted
explicitly in the experimental descriptions. SWE-Bench Lite is designed to preserve the
diversity of the full benchmark. To integrate the dataset into Palimpzest, each instance is
stored as a separate JSON file and loaded through a custom DataReader for processing by

our agents.

Hyperparameter Options. For each hyperparameter, we define a set of candidate values
from which the optimizer can select. These options are chosen based on a combination
of qualitative observations of agent behavior, available compute resources, and constraints

imposed by API access.

Debugger Agent Hyperparameters:

e Model: GPT-40, GPT-40-mini
e Max Iterations: 8, 10, 12 max iterations

e Context Size: Past 5 Iterations, All iterations

Code Editor Agent Hyperparameters:

e Model: GPT-40, GPT-40-mini
e Max Iterations: 4, 6, 8 max iterations

e Context Size: Past 3 Iterations, All iterations

Optimization Objective. For our experiments, we primarily use Palimpzest’s MaxQuality-
AtFixedCost objective which maximizes the quality of our plan at a user specified fixed cost.

We set the fixed cost to 0.17 USD per instance for a total of 50 USD.
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4.2 Palimpzest Can Find Optimal Hyperparameters

SWE Bench Lite Score vs Sampling Budget
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Figure 4.1: SWE-Bench Lite Performance as a Function of Palimpzest Sampling Budget

As shown in Figure 4.1, Palimpzest is capable of identifying hyperparameters that achieve
performance comparable to the best configurations found through grid search. Due to
computational constraints, the grid search was conducted on a subset of 50 instances from the
SWE-Bench Lite dataset, after which the top-performing hyperparameters were re-evaluated
on the full dataset. For the Debugger Agent, the optimal configuration was found to be
GPT-40 with a maximum of 10 iterations and a context size of the five most recent iterations.
For the Code Editor Agent, the best results were achieved using GPT-40 with 8 maximum
iterations and a context size that included all previous iterations. Within a sampling budget
of 100- meaning the optimizer was restricted to evaluating 100 distinct physical operator
configurations on a single validation instance- Palimpzest successfully converged to the same
optimal hyperparameters identified by grid search. It is important to note that larger sampling

budgets may be necessary for agentic workflows involving more parameters. In our case, the
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total number of possible configurations was relatively small: 12 for the Debugger Agent and

12 for the Code Editor Agent, resulting in 24 total combinations.

Table 4.1: Comparison of Optimization Cost and Time Investment between Palimpzest and
Grid Search

Method Cost  Time Investment
Palimpzest  $8.08 30 mins
Grid Search $68.88 12 hrs

Table 4.1 compares the optimization cost and time required to search for agent hyperparame-
ters using Palimpzest versus grid search. Even with efforts to reduce grid search overhead by
excluding unlikely hyperparameter combinations and limiting evaluation to a subset of the
SWE-Bench Lite dataset, grid search remained approximately 8.5 times more expensive and

24 times more time intensive than optimization using Palimpzest.

4.3 Quality Metrics Improve Runtime and Performance

Table 4.2: SWE-Bench Tiny Performance Across Different Combinations of Quality Metrics
Used for Tuning the Debugger and Code Editor Agents

Code Editor Metric
SWE-Bench Score Patch Similarity
File Coverage 0.13 0.12
Report Accuracy 0.17 0.18

Debugger Metric

Table 4.2 presents a comparison of SWE-Bench performance across different combinations of
quality metrics used during the optimization of the Debugger and Code Editor agents. Each
evaluation is conducted on a subset of 100 instances from the 300 available in SWE-Bench
Lite- which we refer to as SWE-Bench Tiny- using a sampling budget of 100. Among the
evaluated configurations, the highest performing combination was achieved by applying

Report Accuracy to the Debugger Agent and Patch Similarity to the Code Editor Agent.

42



Through qualitative observation, we find that File Coverage often under performs as a
Debugger Agent quality metric because most hyperparameter configurations for the Debugger
Agent are already capable of identifying the relevant files, resulting in homogeneous and
uninformative quality scores. In contrast, Report Accuracy more effectively distinguishes
between hyperparameters by evaluating not only whether relevant files are identified, but
also whether the agent accurately reasons about the root cause of the issue and how it should

be resolved.

We also observe that SWE-Bench Score and Patch Similarity tend to favor similar Code Editor
hyperparameter configurations. This is expected, as a patch that passes the SWE-Bench
test is also likely to receive a high similarity score. However, SWE-Bench Score produces
sparser quality signals due to its binary nature, while Patch Similarity provides more granular

feedback by awarding partial credit to patches that closely resemble the ground truth.

In practice, Patch Similarity offers a more efficient alternative to SWE-Bench Score for
optimization. While the SWE-Bench harness incurs substantial runtime overhead due to
requiring Docker image construction and cleanup for each evaluation, Patch Similarity is
light-weight- significantly reducing evaluation time. Although it introduces a small APT cost
by issuing a single prompt per quality evaluation, it provides a faster and more flexible signal

for guiding optimization.
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4.4 Agentic Palimpzest Outperforms Naive Baseline

import Palimpzest as pz

def create_naive_plan(data_path):
# Create Data Reader
datareader = GithubIssueDataReader (data_path)

# Create Dataset
github_issues = pz.Dataset(datareader)

# Localization of bug
bug_locations = github_issues.sem_add_columns ([
{"name": "bug_location", "type": str, "desc": bug_location_desc},
"name": "relevant_files", "type": str, "desc": relevant_files_desc},

D

# Generate a bug report
bug_reports = bug_locations.sem_add_columns ([
"name": "bug_report", "type": str, "desc": bug_report_desc},

D

# Create patch
patches = bug_reports.sem_add_columns ([

{"name": "model_patch", "type": str, "desc": patch_desc},
D

patches.run(max_quality=True)

Figure 4.2: Python Implementation of Palimpzest’s Declarative Agentic Workflow

Figure 4.2 shows the implementation of a naive Palimpzest SWE-Bench approach that does
not utilize our agentic system. Using this naive implementation, we showcase the performance
improvement gained from integrating our agents into Palimpzest. For this experiment, we
use the oracle variant of SWE-Bench Lite as the system has no reliable means of navigating
the code base and determining relevant files itself. The SWE-Bench Lite Oracle contains the

relevant code files that were modified in the gold patch.

The evaluation begins by storing each instance in a dataset object. The system then performs

bug localization, producing two new columns: bug_location and relevant_files. A bug
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report is subsequently generated to describe how the issue might be resolved, followed by
the generation of a final patch. While we experiment with different column descriptions
and prompt formulations, this naive approach fails to solve any instances from SWE-Bench
Lite, yielding a score of 0%, even when provided with oracle data. The patches generated by
the plan are often incoherent, frequently containing incorrect line numbers, inaccurate line
counts, and improper formatting. The system’s inability to adaptively reason, auto-correct,
and leverage specialized tools highlights the critical advantage of our agentic framework. In
comparison, the Debugger and Code Editor agents are equipped with rich tools and reasoning

capabilities that enable substantially more effective performance.

4.5 Tuning Agent Hyperparameters Leads to Performance

(zalns

Table 4.3: This table compares the ablation of agent hyperparameters. Each value is the
score received on a size 100 subset of SWE-Bench Lite for each hyperparameter excluded
from Palimpzest’s optimization framework. A fully optimized system achieves 0.18.

Agent/Hyperparameter Max Iterations Model Context Size

Debugger Agent 0.15 0.18 0.15
Code Editor Agent 0.11 0.12 0.16

Table 4.3 presents the results of ablation experiments in which individual hyperparameters of
the Debugger and Code Editor Agents are set to default values rather than being optimized.
Evaluated on 100 instances from SWE-Bench Lite, the fully optimized system achieves a
score of 0.18, outperforming all partially optimized configurations except the one in which
the model hyperparameter of the Debugger Agent is ablated. However, this default happens
to coincide with the optimal setting. Notably, tuning the max_iterations hyperparameter
of the Code Editor Agent proves especially critical as the default value of 4 iterations results
in nearly a 40% reduction in performance compared to the fully optimized configuration.

Overall, the fully optimized system consistently outperforms or matches all variants in which
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any single hyperparameter is left unoptimized.

4.6 Palimpzest Achieves Competitive Performance at Re-

duced Cost

SWE-Bench Lite Score vs Avg Dollar Cost
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Figure 4.3: Average Cost and Performance Comparison Against Other SWE-Bench Systems

Figure 4.3 presents the average cost per resolved instance versus SWE-Bench Lite performance
for a range of systems that report per-instance cost. The plot is based on explicitly published
average dollar cost data for each system. Palimpzest achieves a SWE-Bench Lite score of 15%
at an average cost of $0.81 per resolved instance. This outperforms SWE-Agent configured

with Claude-3-5, both in terms of performance and cost-efficiency.

While other systems achieve higher benchmark scores, Palimpzest is significantly more cost-
efficient than other high-performing agentic approaches. These results highlight Palimpzest’s
ability to select agent hyperparameters that satisfy strict cost budgets while preserving

competitive performance.
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4.7 Agent Behavior Under Optimal Hyperparameter Set-

tings

4.7.1 Debugger Agent
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Figure 4.4: Debugger Agent Tool Usage and Issue Resolution Statistics.
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Figure 4.4 presents a high-level overview of the Debugger Agent’s behavior across its reasoning
iterations when set to optimal hyperparameters. The agent typically begins by searching the
code base for keywords mentioned in the provided problem statement. When the relevant file
is explicitly specified in the issue description, the agent may instead initiate the process by
summarizing that file. During the early iterations, the agent primarily focuses on locating
and interpreting the functions and files related to the issue, resulting in frequent use of
the extract_method and search_codebase tools. Usage of the get_file_content tool
increases in later iterations, often as a fallback strategy when more targeted searches fail
to retrieve the necessary context, prompting the agent to inspect the entire file. The usage
statistics of each tool demonstrates their individual utility, each contributing to the overall

performance of the Debugger Agent.

From Figures 4.4b and 4.4c, we observe that fewer than 20% of instances reach the maximum
of 10 reasoning iterations. Of those, less than 20% are ultimately resolved by the system.
Figure 4.4c shows that longer trajectories are increasingly unlikely to be resolved, with the
highest resolution rate occurring when the Debugger Agent terminates after just 2 iterations.
In longer reasoning trajectories, the Debugger Agent typically fails to precisely localize the
bug. In contrast, shorter reasoning traces often indicate higher agent confidence and correlate
with greater resolution success. Immediate localization is rare, with the average number
of reasoning steps per instance hovering around four. However, a substantial number of

instances extend beyond the fourth iteration, with diminishing resolution rates.
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4.7.2 Code Editor Agent
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Figure 4.5: Code Editor Agent Tool Usage and Issue Resolution Statistics.

Figure 4.5 presents a high-level overview of the Code Editor Agent’s behavior across reasoning
iterations. The agent typically begins by retrieving the relevant code segments described
in the bug report generated by the Debugger Agent and identifying the corresponding line

numbers that need to be modified to produce an accurate patch. This initial step frequently
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involves the use of the extract_method and get_file_content tools. Starting from the
second iteration, usage of the edit_file tool increases significantly as the agent transitions
to constructing the final output patch. This shows us that each tool used by the Code Editor

is key in varying circumstances, contribution to the overall performance of the agent.

We observe that the Code Editor Agent generally requires fewer reasoning iterations than the
Debugger Agent. In fact, 40% of instances successfully generate a final patch after just the
first iteration. The number of instances terminating in later iterations decreases rapidly, with
only 6% reaching iteration 8. As seen in Figure 4.5¢, instances that require many iterations
typically result in failing patches. This is often due to the agent generating patches that fail
to adhere to the guidelines enforced by the edit_file tool, such as proper line numbers,
indentation, or syntax. The most successful patches are generated in the second iteration,
with a staggering 100% resolution rate. These patches are typically simpler to generate due
to high quality bug reports provided by the Debugger Agent. Trajectories that terminate

beyond the second iteration experience significantly lower success rates.

Many instances fail because the agents become trapped in reasoning loops, repeatedly invoking
the same tools without meaningful progress. Recovery from such failures is only possible if the
tools are capable of redirecting the agent away from incorrect behavior. This underscores the
importance of designing tools that provide specific and informative feedback. In addition to
improving overall agent reliability, such feedback reduces the number of reasoning iterations
required to resolve an instance, thereby lowering the associated computational and monetary

cost.
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Chapter 5

Conclusion

In this work, we explore the application of Palimpzest as an agentic optimizer for our
Debugger and Code Editor Agents. We show that Palimpzest is able to find the optimal set
of agentic hyperparameters at 8.5x lower cost and with 24x the time efficient as compared to
the conventional grid search. We also improve on the quality evaluation of the Palimpzest
optimizer by introducing File Coverage, Report Accuracy, and Patch Similarity as quality
metrics- improving overall system performance. Finally, we evaluate the performance of our
system against SWE-Bench Lite, achieving a score of 15% at a significantly lower price point

in comparison to other state of the art systems.

5.1 Challenges

The challenges faced during this work highlight important considerations for optimizing and

building agentic systems:

e Selecting hyperparameters. Under a limited sampling budget, increasing the number
of hyperparameters negatively impacts the quality of optimization by expanding the
search space. Given the many possible ways to implement our agents, it was not
always clear which hyperparameters would yield the most benefit when exposed to the

optimizer.
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e Patch generation is difficult for language models. It is unlikely that a language
model will generate a properly formatted patch on the first attempt. Even minor
formatting issues such as an incorrect line count or a misplaced newline character can
cause the patch to fail during application. As a result, the design of patch generation
tools required careful analysis and engineering. Built-in guardrails were necessary to
detect and correct common errors made by the language model, ensuring that the

resulting patches could be successfully applied to the code base.

e Building Language Model based quality metrics. During the implementation
of language model based quality metrics- specifically Report Accuracy and Patch
Similarity- we encountered challenges in ensuring the consistency of quality scores.
Language models frequently returned varying scores for the same bug report or patch
across different evaluations. To mitigate this variability, we developed detailed prompts
that included examples and explicit scoring guidelines, which significantly improved

response consistency and reliability.

5.2 Recommended Improvements

Our current system implements standard agents and tools that enable optimization through
Palimpzest. However, several enhancements could potentially lead to significantly improved

performance:

e Planner Agent. While the Debugger and Code Editor Agents provide core func-
tionality for bug localization and patch generation, the system currently lacks explicit
planning between these stages. Introducing a Planner Agent to define structured steps
following bug localization and prior to code editing could reduce the cognitive load on

the Code Editor Agent and improve reasoning efficiency.

e Validation Agent. The system currently does not validate the correctness of generated
code. Incorporating a Validation Agent capable of producing relevant test cases and

executing them within the repository environment would serve as a critical guardrail.
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This agent could detect erroneous patches early and provide actionable feedback to the

Code Editor Agent to improve reliability.

e Comprehensive Patch Correction. A substantial number of instances fail due to
incorrect patch formatting. Although the current system can test patches and correct
basic issues such as indentation, line numbers, and file names, some formatting failures
persist until the maximum iteration limit is reached. This suggests an opportunity to
enhance tool feedback mechanisms to improve patch formatting earlier in the process

and reduce the number of iterations required for successful correction.

e Model Selection. Exploring a broader range of high-performing models, such as
Anthropic’s Claude series, may lead to improved outcomes across both debugging and

code generation tasks.

5.3 Future Work

While this work provides a solid foundation, several directions remain open for future

exploration:

e Dynamic Agent Plan Execution. Many agentic frameworks support dynamic
execution, which is characterized by non-deterministic communication between agents
and the traversal of non-linear execution graphs. At present, Palimpzest is limited to
executing linear plans, where nodes are evaluated in a predefined sequence. Extending
Palimpzest to support non-linear plan execution would enable the optimization of more
dynamic agentic workflows, unlocking a broader space of hyperparameters such as
branching limits and tools that involve conditional routing. This extension would also
facilitate the exploration of diverse agent architectures, ranging from coordinator-based
designs in which a central agent delegates tasks to fully decentralized systems with

distributed decision-making.

e Agentic Logical Plan Optimizations. Palimpzest is capable of generating multiple
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candidate logical plans for optimization, but this functionality currently exists only for
non-agentic operators, such as filter. In workflows involving multiple agents, there is
significant opportunity for plan level optimization, as different agent configurations and
execution orders may lead to varying levels of performance. For example, if an agent is
capable of generating and evaluating tests related to a given issue, executing this agent
earlier in the plan may enable a test-first approach that provides valuable traces and
feedback before patch generation. Supporting agent aware plan generation would thus

enhance Palimpzest’s ability to optimize more complex and adaptive agentic workflows.

Tool Optimizations. Given the significant impact of tool design on agent performance,
a promising direction for future hyperparameter optimization is the exploration of
tool implementations and their associated parameters. For example, in the current
implementation of the get_file_content tool, up to 200 lines of code are returned
starting from a specified line number. However, varying this value may lead to improved
agent performance. Returning more lines could reduce the number of iterations required
to locate relevant code, whereas returning fewer lines may help conserve context window
capacity. Optimizing such tool specific hyperparameters could lead to more efficient

and effective agent behavior.

Full SWE-Bench Evaluation. Due to computational constraints, we were unable
to evaluate our system on the full SWE-Bench dataset. Future work may extend
this evaluation to the complete benchmark, providing additional insights into system

performance across a broader set of instances.
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