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ABSTRACT

The demand for kidney transplants continues to outpace supply, with over 89,792 patients
on the waitlist as of September 2024, yet only 27,332 transplants performed in 2023 [1], and
28% of recovered kidneys going non-utilized [2].

In this thesis, we highlight the use of large language model (LLM) embeddings combined
with structured tabular data to build a predictive classifier that estimates offer outcomes
for kidney donor-recipient matches. For each predictive model deployed, we provide further
analysis on the interpretability of these black-box models using a custom-designed SHAP
analysis framework. Our study focuses on three distinct U.S. regions (Regions 1,2,3) with
markedly different demographics and amounts of data on organ acceptances (Region 1: 43,126
offers with 2.19% acceptance rate, Region 2: 394,640 offers with 1.57% acceptance rate, Region
3: 169,342 with 2.23% acceptance rate in years 2016-2019). Among the baseline XGBoost
models, Region 3 achieved the highest performance, with a precision-accept score of 0.929
and accuracy of 0.993 in the test data. Building on this strong foundation, the multimodal
TabText model in Region 3 achieved the best performance overall, with a precision-accept
score of 0.959 and accuracy of 0.993 after fine-tuning for six epochs. Our findings suggest
that increasing the number of text features, extending training epochs, and incorporating
explicit numerical values led to improved model performance in Region 3. In Regions 1
and 2, the baseline model outperformed the TabText model, suggesting that data sparsity
in these regions may have limited the effectiveness of the multimodal approach and that
further hyperparameter tuning is needed. We also present several visualization techniques
to enhance model interpretability. Specifically, we developed a novel SHAP explainer that
illustrates feature interactions between multimodal inputs, including both tabular and textual
data. Additionally, we explored methods to identify regions of high and low model fidelity
by mapping per-sample prediction errors onto t-SNE embeddings. Overall, this thesis
introduces new directions for transplant research in the context of transformer-based models
and interpretable Al. Leveraging data-driven decision-support tools and refining allocation
policies are essential steps toward addressing the persistent gap between supply and demand
in the kidney transplant landscape.

Thesis supervisor: Swati Gupta
Title: Associate Professor






Acknowledgments

This thesis would not have been possible without Professor Swati Gupta’s support. I am
grateful for her mentorship and guidance on my thesis and beyond. I am grateful for her
dedication in the group, shaping me to become a better researcher. Next, I would like to thank
our Massachusetts General Hospital (MGH) project group members for their contributions
related to kidney transplantation modeling. My co-researchers Madeleine Pollack, Thomas
Daillak, and Prateek Gautam have been extremely helpful in planning out the experiments to
run and helping with any issues that came up. I would like to thank our cohort of physicians,
Dr.Korkut Uygun, Dr.Heidi Yeh, Dr.Mehmet Toner, and Dr.David Cron, from MGH and
Harvard Medical School for providing clinical insights into understanding the complex nature
of organ transplantation. Lastly, I am grateful to Alec Zhu, Bhargavi Lanka, and Jai Moondra
for their insightful discussions in ML and optimization during our weekly research group
meetings.






Contents

List of Figures 11
List of Tables 17
1 Introduction 19
2 Background 21
2.1 Organ Transplantation System . . . . . . . . .. .. ... ... ... ..., 21
2.1.1  Organ Transplant Matching Process . . . . . . . ... ... ... ... 22

2.2 U.S. Kidney Allocation System . . . . . .. .. ... ... ... ....... 22
2.2.1 Kidney Donor Profile Index (KDPI) . . . . .. ... ... ... .... 23

2.2.2  Estimated Post-Transplant Survival (EPTS) Score . . . . . . . .. .. 24

2.2.3 Limitations of Kidney Allocation System . . . . . ... .. ... ... 25

2.2.4  Kidney Organ Transplant Policy Changes . . . . . ... .. ... .. 26

2.3 Future Opportunities for Organ Transplant System . . . . .. .. ... ... 27
2.3.1 Xenografted and Cryopreserved Organs . . . . . . . .. .. ... ... 27

2.3.2  Multimodal Models in Organ Transplant . . . . . . .. .. ... ... 27

3 Related Work 29
3.1 Machine Learning for Organ Transplant . . . . . . . . ... ... ... ... 29
3.1.1 Predictive Model for pre-transplant donor-recipient matching . . . . . 30

3.1.2  Predictive Model for Post-transplant Outcomes . . . . . .. ... .. 30

3.1.3 Natural Language Processing (NLP) for Organ Transplantation . .. 31

3.1.4 Limitations of ML in Organ Transplant . . . . . . . . ... ... ... 31

3.2 Interpretable ML Tools for Organ Transplant . . . . . . .. ... ... ... 32
3.2.1 SHapley Additive exPlanations (SHAP) Background . . .. ... .. 32

3.2.2  SHAP analysis for Organ Transplant . . . . . ... ... . ... ... 33

3.3 Multimodal Machine Learning Methods . . . . . .. .. ... ... ... ... 34
3.3.1 Predictive Models using LLM and Structured Tabular Data . . . . . 34

3.3.2 Serialization Methods for Tabular Data for LLMs . . . . .. ... .. 35

4 Dataset 37
4.1 Acquiring Data From Standard Transplantation Analysis and Research (STAR) 37
4.1.1 Data cohort selection . . . . . . . ... 37

4.2 Data Pre-Processing . . . . . . . . ..o 39
4.2.1 Feature Types . . . . . . . . 39

4.2.2  Feature Imputation . . . . . . . . ..o 40



5

6

4.2.3 KDPI Validation . . .. . .. . . .. . . 41

4.2.4 Derived Features For Organ Viability and Histocompability . . . . . . 43
4.2.5 Clinician-ldenti ed Feature Selection . . . .. .. ... ... ..... 44
4.2.6 Backward Selection* . . .. ... .. .. ... .. ... 45
427 PTRPre-processing . . . . . . o v v v i v i ittt i e e 46
4.2.8 Donor Pre-proCessing . . . . . . v v v i i e e e e e 46
4.2.9 Patient Pre-processing . . . . . . . . . . . . e 46
Training and Testing Regimes 49
5.1 Dataset partitioning . . . . . . . ... 49
5.2 Evaluation Metrics . . . . . . . . . . . 49
5.2.1 Binary Classication . . .. ... ... . ... .. ... . ... ..., 49
522 AUROC Metric . . . . . . . o e e e e 50
523 PrecisionandRecall . ... .. ... ... .. ... L. 50
XGBoost Classi ers 51
6.1 XGBoost Classier Background . . . . . .. ... ... ... ......... 51
6.2 Implementation . . . . . . . . .. 52
6.2.1 HyperparametersUsed . . . .. .. .. ... .. ... .. .. ..., 52
6.3 Results . . . . . . . e 52
6.3.1 Region 1 Demographics. . . . . . . ... ... ... .. . . ... 52
6.3.2 Region 2 Demographics. . . . . . . . . ... . 53
6.3.3 Region 3 Demographics. . . . . . . ... L 53
6.3.4 Regional Model . . . ... ... ... 54
6.3.5 Augmented XGBoostModels . . ... ... ... ... ... ... . 54
6.4 DISCUSSION . . . . . . 56
Multimodal ML Framework 57
7.1 TabText Framework . . . . . . . . . . . . . . . 57
7.1.1 Match Summary Construction . . . . . ... ... ... ........ 57
7.1.2 TabText Feature Selection . . . .. .. ... .. .. ... ....... 59
7.2 Text Serialization Methodology . . . .. .. .. .. ... ... ........ 59
7.2.1 DescCriptiveness . . . . . . . . . e 59
7.2.2 Useof NumericalData . . . . .. ... ... ... .. .. ....... 60
7.23 Metadata . . .. .. . ... 60
7.3 Training Methodology . . . . . . . . . . . . . .. 61
7.3.1 Fine-Tuning . . . . . . . . . 61
7.3.2 Textembeddings . .. .. .. ... .. . ... 61
7.3.3 Implementation . . . . . . ... ... e 61
7.4 Experimentsand Results . . . . . . ... ... .. ... .. oL 62
7.4.1 PCA Dimensionality Reduction . . . . . ... ... .. ........ 62
7.4.2 Prediction using Varying Acceptance Rates . . . . . . ... ... ... 62
7.4.3 Regional TabText Models . . . .. ... ... ... .......... 63
7.4.4 TabText Hyperparameter Tuning . . . . .. ... .. ... .. .... 63
7.5 DISCUSSION . . . . . o e e e 64



7.5.1 Enhanced Performance with Contextual Representation . . . . . . . . 64

8 Explainable Al 67
8.1 XGBoost Model Interpretability . . . . . ... .. ... .. ... ... ... 67
8.1.1 Implementation . . . . . . . . . ... ... 67
8.1.2 XGBoost SHAP AnalysisResults . . . . ... ... ... ....... 67
8.1.3 DISCUSSION . . . . . .. 71
8.2 Explainable Multimodal Analysis with TabText SHAP . . . .. ... .. .. 72
8.21 Methods . . . . . . . . .. 72
8.22 Results. . . . .. . . .. e 73
8.2.3 DISCUSSION . . . . . . . e e 74
9 Conclusion 81
10 Disclosures 83
A Understanding Feature Interactions on Prediction 85
References 89



10



List of Figures

4.1

4.2

6.1
6.2
6.3

7.1
7.2

Imputed vs. Actual KDPI by Match Year in Region 1,2, and 3 (2016 2019).
This gure compares imputed KDPI values against actual KDPI values in
each regional training data across four consecutive years (2016 2019). The top
panel overlays all data points in a combined view, with colors denoting match
year. Each subplot below presents year-speci ¢ scatter plots withya= x
reference line (dashed) and corresponding coe cient of determinatiorRg).
Across all years, the data reveal three distinct diagonal bands in the scatter
pots. CART model was trained to investigate which donor characteristics
were being grouped into top, middle, and bottom bands. The top band was
revealed to be living donors and the bottom band was revealed to be donors
with unknown hypertension history. . . . . . . .. .. .. ... ... ..... 42
Corrected KDPI imputation across Region 1, 2, and 3 from 2016-2019. Each
plot shows the adjusted imputed KDPI values against true KDPI after ac-
counting for living donors and unknown hypertension history. All living donors
were excluded from both the training and testing dataset. If donors had
unknown hypertension history, the annual default hypertension coe cient

was used released by the OPTN instead of assuming their coe cient is O.
Improvements in linearity and cluster separation are evident, especially in
donor strata previously associated with systematic under- or over-estimation. 43

Racial Distribution across donors and patients in Region 1 from 2016-2019. . 53
Racial Distribution across donors and patients in Region 2 from 2016-2019. . 54
Racial Distribution across donors and patients in Region 3 from 2016-2019. . 55
End-to-end Overview of Multimodal Framework. . . . . . . .. .. ... ... 58

Comparison of model performance metric across class balance ratios. XGBoost
baseline, TabText (N = 30) and TabText PCA (N = 30) using numerical values

were trained for 4 di erent subsets of Region 3 training data: original accept

ratio downsampled data, 10% acceptance downsampled data, 30% acceptance
downsampled data, and 50% acceptance downsampled data. TabText model
with PCA applied to the embeddings performed the poorest out of all the
models. The performance is retained the highest in TabText model as the
proportion of accepts in the dataset increases. . . . .. ... ... ...... 63

11



7.3

7.4

7.5

7.6

8.1

8.2

TabText variants model performances in Region 1. Test set precision is plotted

in the y-axis, and TabText variants are labeled on the x-axis.N refers

to number of text features incorporated, and Numbers variants indicate

LLMs trained with numerical features. While models incorporating numerical
features slightly outperformed the baseline, PCA-based variants consistently
underperformed. Precision gains from increased feature counts were modest,
suggesting diminishing returns beyond 20 text features in Region 1. . . . . . 64
TabText variants model performances in Region 2. Test set precision is plotted

in the y-axis, and TabText variants are labeled on the x-axisN refers to
number of text features incorporated, and Numbers variants indicate LLMs
trained with numerical features. TabText model performance was comparable

to the baseline, with the best results achieved by the TabText Numbers model

with 30 features. Variants with PCA showed reduced performance, and adding
numerical features modestly improved precision, though bene ts are marginal65
TabText variants model performances in Region 3. Test set precision is plotted

in the y-axis, and TabText variants are labeled on the x-axis.N refers to
number of text features incorporated, and Numbers variants indicate LLMs
trained with numerical features. All TabText-based models outperformed the
baseline XGBoost model, with the highest precision achieved by the TabText
model using 30 features (increase by 2.3%). . . . . . .. .. .. ... ..... 65
Test Precision of the TabText model evaluated after ne-tuning for 3 and

6 epochs. Test Precision was evaluated using Region 3's TabTextNumbers

(N =30) Model. The red dashed line indicates the baseline model precision
(0.929), serving as a reference point. Increasing the number of ne-tuning
epochs resulted in improved model precision, suggesting that extended training
enhances representation alignment with the classi cation task. . . . . .. .. 66

SHAP summary plot of feature contributions to transplant o er acceptance
prediction in each region. Each point represents a single prediction in the
training data, with the horizontal axis indicating the SHAP value (i.e., the
impact of a given feature on the model's output). Features are ranked by
overall importance, measured by mean absolute SHAP value. Color denotes
the normalized feature value (red = high, blue =low). . ... ... ... .. 68
SHAP model error overlay plot in Region 1. SHAP values for KDPI are plotted
against raw KDPI values to assess the feature impact on the model's predicted
probability of o er acceptance. Each point represents a training sample, with
color intensity re ecting the per-sample prediction error. Per-sample prediction
error is the log-scaled negative log loss. More yellow hues indicate higher loss.
The plot reveals that model has high variability in the extreme KDPI buckets

( O8or 02).. ... . . . e e 69

12



8.3

8.4

8.5

8.6

8.7

SHAP model error overlay plot in Region 2. SHAP values for KDPI are plotted
against raw KDPI values to assess the feature impact on the model's predicted
probability of o er acceptance. Each point represents a training sample, with
color intensity re ecting the per-sample prediction error. Per-sample prediction
error is the log-scaled negative log loss. More yellow hues indicate higher loss.
The observed pattern shows that KDPI signi cantly in uences predictions,
particularly in the extreme lower range ( 0:1), where the model exhibits
greater uncertainty and higher SHAP variability. Since the SHAP values
are strongly positive in the extremely low KDPI range ( 0:1), the model is
nudged toward predicting acceptance. However, this region also corresponds
to higher prediction error, likely because acceptances are rare in the training
data, making the model less con dent in such decisions. . . . . ... .. ...
SHAP model error overlay plot in Region 3. SHAP values for KDPI are
plotted against raw KDPI values to assess the feature impact on the model's
predicted probability of o er acceptance. Each point represents a training
sample, with color intensity re ecting the per-sample prediction error. Per-
sample prediction error is the log-scaled negative log loss. More yellow hues
indicate higher loss. Region 3 model exhibits relatively high certainty across
mid-range KDPI values, while extreme values particularly at the upper end

of the KDPI spectrum ( 0:9) show greater variability and error. . . . . . . 71
Uni ed feature importance in kidney transplant o er decision model in Region

1. Tabular features such as patient weight, donor death mechanism, and PTR
sequence number demonstrate the strongest predictive power. Among the text
features, phrases related to left kidney disposition, nal ush procedures, and
Region 1 donor metadata contribute substantially to the predictions. .
Uni ed feature importance in kidney transplant o er decision model in Region

2. The top predictive features in Region 2 are predominately tabular features.
The most predictive tabular features are PTR sequence number, patient EPTS,
and transplant code. The most predictive text features are phrases related to
cold ischemia time and acceptance outcome. . . . ... .. .. .. ......
Uni ed feature importance in kidney transplant o er decision model in Region

3. Similar to Region 2, most predictive features are also mostly tabular features.
The most predictive tabular features are total days on kidney waitlist, match
date month, and donor home state. The most predictive text features are
phrases related to heavy alcohol, patient donor match encrypted transplant
center code, and kidney allocation policy criteria. . . . .. .. ... .. ...

13

75



8.8 t-SNE projections of TabText embeddings in Region 1. Each point represents a
donor-recipient o er, projected from training TabText data (combined tabular
and text embedding space) into 2D. (a) Labels indicate the actual o er decision.
The embedding space is dominated by reject class, and accepted o er appear
sparsely. (b) Colors represent the model's prediction error on training data,
with yellow indicating higher uncertainty or misclassi cation. Negative log
loss was evaluated per sample, and errors were normalized to 0-1 scale. The
minimum log-scaled negative log loss was -7.22 and the maximum log-scaled
negative log loss was -1.45. Regions with higher error tend to correspond to
zones where accepted o ers are embedded among dense regions of rejected
cases, suggesting that class overlap and data sparsity drive prediction challengés.
8.9 t-SNE projections of TabText embeddings in Region 2. Each point represents a
donor-recipient o er, projected from training TabText data (combined tabular
and text embedding space) into 2D. (a) Labels indicate the actual o er decision.
Accepted o ers appear sparsely distributed througout the embedding space,
with no clearly isolated clusters. (b) Colors represent the model's prediction
error on training data, with yellow indicating higher uncertainty or misclassi -
cation. Negative log loss was evaluated per sample, and errors were normalized
to 0-1 scale. The minimum log-scaled negative log loss in Region 2 was -7.22
and the maximum log-scaled negative log loss was -1.33. Higher errors tend to
occur in the areas with dense reject labels interspersed with occasional accept
cases, suggesting local ambiguity and poor class separability in those regions. 79
8.10 t-SNE projections of TabText embeddings in Region 3. Each point represents
a donor-recipient o er, projected from training TabText data (combined tab-
ular and text embedding space) into 2D. (a) Labels indicate the actual o er
decision. (b) Colors represent the model's prediction error on training data,
with yellow indicating higher uncertainty or misclassi cation. Negative log
loss was evaluated per sample, and errors were normalized to 0-1 scale. The
minimum log-scaled negative log loss was -6.92 and the maximum log-scaled
negative log loss was -1.54. The visual separation of classes and the localization
of high-error regions illustrate where the model performs well and where it
struggles to distinguish ambiguous oers. . . . . ... ... ... .. ..... 80

A.1 SHAP dependence plot illustrating the relationship between Kidney Donor
Pro le Index (KDPI) and its SHAP value in Region 1. The plot shows a
downward trend in SHAP values as KDPI increases, con rming higher KDPI
organs are harder to place. There is reduced age variability in Region 1 as the
interaction between donor age and KDPI are less pronounced. . . ... ... 86
A.2 SHAP dependence plot illustrating the relationship between Kidney Donor
Pro le Index (KDPI) and its SHAP value in Region 2. While low KDPI
values strongly in uence positive model predictions, their impact is even more
pronounced for younger donors, suggesting a relationship between donor age
and donor quality in the model's decision-making. . . . . ... ... ... .. 87

14



A.3 SHAP dependence plot illustrating the relationship between Kidney Donor
Pro le Index (KDPI) and its SHAP value in Region 3. KDPI has a generally
negative in uence on acceptance likelihood, with a dramatic drop in SHAP
values at high KDPI levels ( 0:9), particularly among older donors

15



16



List of Tables

2.1

4.1
4.2
4.3
4.4
4.5
4.6

5.1
6.1

6.2

6.3

6.4
6.5

Key Policy Changes in U.S. Kidney Allocation and Their Impact on Patients. 26

Region 1 Transplant Centers by Facility Code. . . . . . .. ... ... .... 38
Region 2 Transplant Centers by Facility Code. . . . . .. ... ... ..... 38
Region 3 Transplant Centers by Facility Code. . . . . .. .. ... ... ... 38
Missing Data Imputed Features. . . . . . . . . . .. ... ... ... ..., 41
Derived Feature Descriptions and Types. . . . . . . . . . .. ... . 43
Feature Counts Before and After Backward Selection by Region. . . . . . . . 45
Total Number of O ers vs. Acceptance rates by Region from 2016-2019.. . . 50

Hyperparameter Setting for XGBoost classi er modelsN is the number of re-
jected o ers andP for the number of accepted o ers. Settingcale pos_weight =

Y balances the class weights. . . .. ... ... ... ... ... L. 52
Baseline XGBoost Regional Model Performance Metrics on Test Data.. . . . 54
Baseline vs. Augmented Model Test Accuracy and Test Precision Accept by
Hospital Code in Region 1. . . . . . . . . . . .. . . . . . . . 55

Baseline vs. Augmented Model Precision Accept by Hospital Code in Region 25
Baseline vs. Augmented Model Precision Accept by Hospital Code in Region 36

17



18



Chapter 1

Introduction

Kidney transplantation is a life-saving treatment for patients with end-stage kidney disease
(ESKD), yet signi cant ine ciencies persist in the current kidney allocation system. The
demand for donor kidneys has increased dramatically over recent decades, while the supply
has remained relatively constant since the 1980s [3]. Compounding this issue, the proportion
of recovered kidneys that go unused in the United States has steadily risen. Nearly 30% of
recovered kidneys were not utilized in 2024, compared to just 8% in the 1980s [4].

This growing mismatch underscores the urgent need to improve allocation strategies,
particularly by directing less-than-ideal organs to transplant centers with demonstrated
success in utilizing such grafts. Investigating variations in how transplant centers within
the same geographic region evaluate organ o ers and identifying the speci c donor and
candidate characteristics that drive acceptance decisions is critical for enhancing equity
and e ciency in kidney allocation [5]. Prior research has highlighted systemic biases against
minority groups, contributing to persistent racial disparities in kidney transplant outcomes.
Although a higher proportion of Black and Hispanic patients with end-stage kidney disease
(ESKD) are informed about kidney transplantation, they are signi cantly less likely to be
placed on the waitlist or to receive a transplant compared to White patients [6]. Despite
multiple revisions to kidney allocation policies over the past two decades aimed at promoting
equitable access, disparities remain particularly in the design and implementation of the
Kidney Donor Pro le Index (KDPI) score.

Beyond racial and ethnic disparities, there is considerable variability in transplant center-
level decision-making, even within the same geographic region. The equity implications
of the nal decision speci cally, whether a transplant center chooses to accept a given
o er have not been thoroughly investigated. Because the nal acceptance decision is
made by physicians, many o ers are rejected without input from the transplant candidates
themselves. Additionally, transplant centers can apply internal Iters to display only those
kidneys they consider optimal matches. This Itering process may contribute to the wide
variation observed in the three-year probability of successful deceased donor transplantation,
which ranges from 4% to 64.2% across centers [5].

This work aims to develop an interpretable diagnostic Al model to understand regional
behaviors of kidney transplant decision making process. This involves the development and
testing of predictive machine learning models (e.g., XGBoost Classi er, Random Forest,
and Large Language Models) to accurately predict o er acceptance based on donor-patient
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match data. Most importantly, this research aims to improve the interpretability of highly
predictive models, moving beyond a black box where the model's logic is unclear due to the
highly complex nature of the model. Since organ allocation problem is already a complex
task in nature, this work serves as an exploratory work to understand di erent ML model
performance on organ transplant match o er decision in three di erent US regions using
interpretable ML tools. To achieve this, | survey various strengths and weaknesses of di erent
ML models trained on STAR (Standard Transplant Analysis and Research) dataset to rst
solve the prediction problem. The following metrics were used to assess the model delity:
area under the receiver operating characteristic (AUROC), accuracy, recall, precision, and f1
score for multiple models that use di erent patient and donor indicators (e.g. diagnoses, lab
tests, medications) as features in each model class.

In addition, the most predictive models were selected for further SHAP (SHapley Additive
exPlanations) analysis, which is used to provide a transparent and interpretable way to
understand the model's decision-making process. Given the complexity and high-stakes
nature of donor-patient matching, especially with heterogeneous data from both donors and
recipients (e.g., age, blood type, KDPI, EPTS, HLA mismatches), it is essential not only to
build accurate models but also to explain why a particular organ o er is likely to be accepted or
rejected. SHAP assigns consistent, local importance values to each feature for every individual
prediction, allowing clinicians and researchers to trace the in uence of speci c donor and
recipient characteristics on the model's outcome. This level of interpretability is critical for
ensuring fairness, validating model behavior, and supporting clinical decision-making in organ
allocation.
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Chapter 2

Background

2.1 Organ Transplantation System

On December 23, 1954, the rst organ transplantation in the United States took place in
Boston, where a surgical team successfully transplanted a 23-year-old man's kidney into his
identical twin brother. Since then, surgeons have successfully transplanted other organs such
as livers, lungs, and hearts using organs harvested from deceased donors. In the 1980s, the
development of more e ective immunosuppressive drugs, such as cyclosporine, made living
donor organ transplantation more feasible and promising.

Over the past seven decades, more than 875,000 patients have bene ted from organ
transplants. Of these, approximately 700,000 organs were obtained from deceased donors,
with the remainder coming from living donors. The organ transplantation system in the United
States consists of a coordinated network that includes Organ Procurement Organizations
(OPOs), Transplant Centers (TPCs), donor hospitals, and the Organ Procurement and
Transplantation Network (OPTN) [7].

The OPTN is managed by the United Network for Organ Sharing (UNOS), a nonpro t
organization under contract with the U.S. Department of Health and Human Services.
The OPTN operates through its Board of Directors and various committees responsible
for developing and updating transplant policies and bylaws to ensure a fair and equitable
transplantation system. It is also responsible for managing the national transplant waiting
list and facilitating the donor-recipient matching process.

There are currently 58 active OPOs in the U.S., each responsible for two primary functions.
First, OPOs respond to referrals by identifying potential donors, obtaining consent, and
executing the organ allocation process. Second, they are tasked with safely recovering organs
from donors and e ciently coordinating the timely transportation of those organs to the
designated TPCs [8].

Finally, TPCs are specialized medical centers responsible for evaluating patients for
transplantation, performing transplant surgeries, and managing post-operative care. Together,
these entities form an integrated infrastructure designed to optimize organ utilization while
ensuring fairness, safety, and medical e cacy throughout the transplantation process.
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2.1.1 Organ Transplant Matching Process

The process typically unfolds in the following stages: referral, waitlisting, match o er, and
0 er acceptance.

In the rst stage, referral, the patient's physician evaluates their medical condition and
determines whether a transplant is necessary. If so, the physician refers the patient to a
transplant center for further evaluation. The transplant center assesses the patient's eligibility
based on speci c criteria, including medical need and suitability for transplantation. If the
patient meets the criteria, they are placed on the transplant candidate list.

In the next stage,waitlisting, the OPO evaluates each candidate for placement on the
national waitlist. Factors considered in this decision include transplant urgency, tissue
compatibility, biological factors (e.g., blood type), distance, age, and the time spent on the
waitlist. However, certain factors such as the candidate's ethnicity, sex, nancial status,
religion, and citizenship are not explicitly factored into the algorithm 1. Once placed on
the waitlist, each candidate receives an allocation score, which determines their priority for
available deceased donor organs. In the case of kidney transplants, this score is provided
by the Kidney Allocation System (KAS). Once a donor kidney becomes available, the OPO
conducts a match run, where all eligible (i.e., histocompatible) candidates on the waitlist
are ranked in order of priority. This is the matching step. Based on the match run, the
OPO sends kidney o ers to transplant centers in batches. This leads to the nal stage:
0 er acceptance At this point, the candidate's physician at the transplant center decides
whether or not to accept the kidney o er on behalf of the patient. If accepted, the kidney is
transplanted to the candidate. If rejected, the kidney is o ered to the next eligible candidate
in priority order [11].

2.2 U.S. Kidney Allocation System

More than 500,000 people in the U.S. live with end-stage renal disease (ESRD). The onset and
progression of chronic kidney disease (CKD) to end-stage renal failure are major contributors
to diminished quality of life and early death to many Americans. The two main treatment
options for ESRD are dialysis and kidney transplantation. Dialysis is a life-sustaining medical
treatment used to Iter the individual's blood when their kidneys are not functioning properly
[12]. The current system for allocating transplant kidneys is called the Kidney Allocation
System (KAS), and it has been in place for approximately 30 years. Over that time, the
demand for transplants has risen signi cantly, while the availability of donor kidneys has
remained relatively unchanged. Due to the scarcity of deceased donor kidneys, the kidney
allocation system design must be based on two ethical principles: utility and equity. A
utility-based allocation system prioritizes improving the outcomes of the transplant, while an
equity-based system prioritizes providing equal access regardless of need. These two systems
are the polar opposites of each other, which means there will be a tradeo between them. In

1Although some protected attributes are not directly included in the waitlist algorithm, factors like race
can in uence biological factors (e.g., minority patients are more likely to have blood type B than non-Hispanic
White patients [9, 10]). Until 2024, a donor's Kidney Donor Pro le Index (KDPI) was in uenced by whether
the donor was Black, implicitly disadvantaging Black candidates [9, 11].
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organ allocation setting, utility-based system attempts to maximize the desired outcome such
as post-operative patient or graft survival. On the other hand, equity-based system attempts
to achieve fairness at the expense of utility measures. In an ideal equity-based system,
everyone on the waitlist would receive a high-quality kidney without waiting. However, there

is a big supply-demand gap in the kidney allocation system, so achieving the perfect balance
between equity and utility has become extremely di cult [3].

2.2.1 Kidney Donor Pro le Index (KDPI)

In 2014, the KAS introduced KDPI and EPTS scores to better match kidney longevity
with patient life expectancy. KDPI is a numerical score that re ects the overall quality of a
deceased donor kidney by combining ten donor characteristics, which include clinical data and
demographic information. KDPI provides a single value to compare a donor kidney's quality
against others. KDPI is represented as a percentage, where lower percentage indicates lower
risk of kidney graft failure, which means higher quality donor kidney. Kidneys from a donor
with a KDPI of 90%, for example, have a KDRI (which indicates relative risk of graft failure)
greater than 90% of recovered kidneys. The KDPI represents a transformation of the KDRI,
converting its relative risk values into a cumulative percentage scale. This mapping is based on
a reference group consisting of all deceased kidney donors in the United States whose organs
were recovered for transplantation during the previous calendar year. KDRI is an estimate of
the speci c deceased donor's kidney graft failure risk compared to the reference donor (median
donor) that year. The purpose of KDPI is for implementation of the longevity-matching
principle into KAS, where recipients with longer estimated post-transplant longevity receive
higher quality kidney. In general, high-risk KDPI is determined for kidneys with KDPIs over
0.8, and low-risk KDPI is determined for kidneys with KDPIs under 0.2 [13].

Calculating and Interpreting KDPI

KDPI is derived from KDRI, which is the exponent of KDRI divided by a scaling factor
de ned by OPTN. The following donor features are used for KDRI calculation:

1. Age:

" (a) If the donor is younger than 18, take 0:.0194 (age 18).
" (b) If the donor is older than 50, take0:0107 (age 50).
" (c) Otherwise, take0:0128 (age 40).

2. Race: If the donor is African American, take 0.1790.
3. Creatinine (mg/dL):

" (@) If the donor's creatinine is greater than 1.5, take 0:2090 (creatinine 1.5).
" (b) Otherwise, take 0:2200 (creatinine 1).

4. History of hypertension: If the donor is hypertensive, take 0.1260.
5. History of diabetes: If the donor is diabetic, take 0.1300.
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6. Cause of death: If the donor's cause of death is a cerebrovascular accident, take
0.0881.

7. Height (cm): For all donors, take 0:0464 he'ghlt—om
8. Weight (kg): For all donors with weight less than 80 kg, take 0:0199 w
9. Donor type: For donors with donation after circulatory death, take 0.1330.

10. HCV status: For HCV-positive donors, take 0.2400.

OPTN provides an adjusted coe cient for donors whose history of hypertension and/or

history of diabetes are unknown. KDPI should not be evaluated if any one of the remaining
features are missing. The Kidney Donor Risk Index (KDRI) is calculated for a given donor by
summing the score componentX for all applicable donor characteristics, and then applying

the natural exponential function to this sum:

X
X = KDRI Score components

KDRI gpo = €°

KDRI rao is the relative risk of post-transplant graft failure for a speci ¢ donor compared to
a reference donor. The reference donor corresponds to the mean donor of that year as follows:

KDRI rao

KDRI =
MEDIAN ™ scaling factor

Once KDRI yepian  is calculated, we nd the KDPI corresponding to theKDRI yepian ON
the KDRI-to-KDPI mapping Table released every cohort by OPTN [14].

2.2.2 Estimated Post-Transplant Survival (EPTS) Score

Similar to KDPI, EPTS score is a numerical metric used in the KAS since 2014. Unlike
KDPI, EPTS is a metric for kidney transplant recipients or patients, not kidney donors.
Every candidate on the waitlist has an assigned EPTS score, which is referenced in the organ
matching process. The score ranges from 0% to 100%, with lower scores indicating that a
candidate is likely to bene t from longer-lasting kidney grafts than those with higher scores.
As sourced from the OPTN policy, EPTS score is calculated as the following:

Raw EPTS=0:047 max(Age 250) 0:015 Diabetes max(Age 25;0)
+0:398 Prior Solid Organ Transplant 0:237 Diabetes Prior Organ Transplant
+0:315 log(Years on Dialysist 1) 0:099 Diabetes log(Years on Dialysist+ 1)
+0:130 (Years on Dialysis=0) 0:348 Diabetes (Years on Dialysis= 0)

+ 1:262 Diabetes
(2.1)
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Similar to KDPI, Raw EPTS score is mapped to an EPTS score from the EPTS mapping
table, which gets updated annually by the OPTN. The candidates with EPTS score 20%
are given higher priority for donor kidneys that also have KDPI score 20% However, for
maximizing organ quality, local candidates within the closest distance are prioritized over
those from outside the donor service area regardless the EPTS score. EPTS and KDPI scores
are used to match the highest quality kidneys with candidates that has the longest expected
post-transplant survival. When long-lasting kidneys are given to patients with limited life
expectancy, many years of potential graft function go unused. In contrast, providing shorter-
life kidneys to recipients expected to live longer can result in early graft failure, increasing
system ine ciencies.

2.2.3 Limitations of Kidney Allocation System

Over the course of the last decade, several policy changes have been implemented in the
Kidney Allocation System (KAS) to reduce bias and promote fairness. Prior to 2014, the
pre-KAS system was primarily based on a rst-come, rst-served model, largely dependent on
how long a candidate had been waiting on the waitlist. Biological factors, such as the degree
of human leukocyte antigen (HLA) matching and the degree of alloantigen sensitization, were
also considered during the waitlisting process [15]. While this system had the advantages of
being simple and exible, the rst-come, rst-served approach led to signi cant inequities for
candidates who were more di cult to match due to biological factors.

In December 2014, the United Network for Organ Sharing (UNOS)/Organ Procurement
and Transplantation Network (OPTN) introduced the Kidney Donor Pro le Index (KDPI)
and Estimated Post-Transplant Survival (EPTS) as new metrics in the waitlist placement
process. Both KDPI and EPTS scores are used to assess kidney quality and guide potential
matches [16, 17]. The main goal of incorporating the KDPI was to introduce the concept
of longevity matching into the kidney allocation system. This prioritizes candidates with a
longer estimated post-transplant survival (EPTS score 20%) to receive kidneys from donors
with a KDPIl of 20% Candidates with lower EPTS scores are expected to have more years
of graft function compared to those with higher EPTS scores. The introduction of KDPI and
EPTS has increased access to kidneys for minorities and highly sensitized patients, improving
long-term transplant outcomes and narrowing racial disparities in access to transplants [18].

Despite several policy advancements over the past two decades, signi cant challenges
remain within the kidney allocation system. Although equitable allocation has been a
longstanding objective re ected in numerous policy revisions racial disparities persist
in both the donor pool and patient access to viable donor kidneys, particularly among
underrepresented groups.

For instance, while the A2-to-B policy theoretically expands the donor pool for blood
type B recipients (who are disproportionately from minority populations), limited adoption
by transplant centers has diminished its practical impact [19]. Additionally, until 2024,
race was explicitly used as a parameter in calculating the Kidney Donor Pro le Index
(KDPI). Speci cally, if a donor was identi ed as Black, their KDPI was scaled upward by a
constant, thereby placing Black donors in a higher KDPI range by default [20]. This practice
systematically disadvantaged organs from Black donors in the allocation process.

Due to the complex integration of donor and recipient demographic features into the
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Kidney Allocation System (KAS), the system has remained particularly vulnerable to racial
inequities despite the kidney being the most frequently transplanted organ in the United
States [21]. A retrospective cohort study of patients who received o ers for heart, liver, or
lung transplants between January 1, 2010, and December 31, 2020, using data from the
Scienti ¢ Registry of Transplant Recipients (SRTR), found that Black race was associated
with signi cantly lower odds of o er acceptance for both liver and lung transplants [22].
Compared to other organs, such as the lung and heart, research into inequities within the
KAS has been relatively understudied. Meanwhile, the ongoing challenge of organ wastage
further highlights the urgent need for more e cient and equitable decision-making processes

to ensure that viable donor organs are utilized e ectively.

2.2.4 Kidney Organ Transplant Policy Changes

Table 2.1: Key Policy Changes in U.S. Kidney Allocation and Their Impact on Patients.

Year

Policy Change

Description

Impact on Patients

2005

2014

2019

2022

2022 (proposed)

2024

Priority for Pediatric Can-
didates

Kidney Allocation System
(KAS)

Distance-Based Distribu-
tion Pilot

Continuous Distribution

Framework

Standardized
Biopsy Practices

Kidney

Removal of Race and Hep-
atitis C from KDPI

Prioritized candidates under
18. Source: [23]

(1) Introduced KDPI and

EPTS scores. (2) Prioritized
sensitized patients. (3) Al-
lowed some A B transplants.
Source: [9, 10]

Prioritized patients based on
proximity to donor hospital.

Source: [24]

Replaced regions with a
points-based system that
weighs clinical and logistical
factors. Source: [25]

De ned national biopsy cri-
teria across OPOs. Source:

[26]

Eliminated race and HCV sta-
tus from KDPI. Source: [27]

Reduced wait times for pedi-
atric patients and improved
their access to higher-quality
kidneys.

Increased access for minorities
and highly sensitized patients,
narrowing racial disparities.

Reduced geographic in-
equities; improved survival

rates and lower discard rates.
Promoted fairness in access
and quicker transplants for

the sickest patients.

Reduced miscommunications
and increased transplant use
of previously discarded kid-
neys.

Promoted equity and in-

creased use of kidneys from
Black and HCV-positive

donors.

The major policy changes throughout the last decade aim to operate more e cient and

equitable organ transplant system. However, the substantial discard rate of donor kidneys
remains a signi cant obstacle in enhancing transplant outcomes. Approximately 20% of
donated kidneys are not utilized, often due to donor-related factors such as age, race, and
health history, as well as logistical challenges in the matching process. Research indicates
that many of these discarded kidneys could be successfully transplanted if allocation policies
were improved and cryogenic preservation technologies were advanced. This persistent issue
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of organ wastage underscores the necessity for more e cient and equitable decision-making
processes to ensure the e ective use of viable organs.

2.3 Future Opportunities for Organ Transplant System

2.3.1 Xenografted and Cryopreserved Organs

In recent years, kidney xenotransplantation and cyropreserved organs have been attracting
attention as novel treatment options for end-stage renal disease. Xenotransplantation involves
using porcine kidney graft as a substitution to human kidneys. Xenotransplantation o ers a
promising strategy to address the organ shortage crisis and is rapidly approaching clinical
implementation. Cyropreservation is a technique that involves vitri cation, or the rapid
cooling of organs to a stable, ice-free, glass-like state [28]. Cryopreserving organs for long-term
storage has the potential to transform transplantation from an urgent, time-sensitive procedure
into a planned, elective one fundamentally changing how organs are used in treating disease.
This advancement could lead to more precise donor-recipient matching, greater equity in
organ access, improved patient readiness, enhanced implementation of transplant tolerance
strategies, higher rates of organ utilization, and ultimately, better outcomes for both graft
and patient survival.

2.3.2 Multimodal Models in Organ Transplant

Multimodal machine learning is a relatively new area of arti cial intelligence that integrates
multiple modalities or types of data such as text, image, audio, tabular information

into the pipeline. The goal of multimodal modeling is to making more comprehensive
and accurate predictions. In the context of organ transplantation, multimodal ML models
hold signi cant potential for enhancing the donor-patient matching process by capturing
complex interactions across various data sources. For example, structured clinical data,
waitlist data, and donor/patient data can be combined with unstructured text from clinical
notes or organ o er summaries to better re ect the real-world factors in uencing transplant
decisions. Since kidney transplant match is already a complex decision making process to
understand, multimodal methods could enhance the e ciency of the matching process and
help reduce delays and organ discards. One of the main research contributions of this paper
is implementing and interpreting multimodal prediction model on whether the kidney will be
accepted or not using both traditional tabular data and text data.
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Chapter 3
Related Work

3.1 Machine Learning for Organ Transplant

Machine Learning (ML) is a eld of study within Arti cial Intelligence (Al) in which

a computer algorithm learns from training samples to generate reproducible predictions
on unseen, new data. There are three main types of ML: supervised unsupervised, and
reinforcement learning. Supervised learning is mapping the observation's features to a known
outcome space. Unsupervised learning is discovery of innate patterns using unlabeled data.
Reinforcement learning involves training machine learning models within an interactive
environment, where they learn to make a series of decisions by using trial and error based on
continuous feedback. This thesis will focus on the applications of supervised learning where
the task is to accurately predict whether a donor-patient match o er will be accepted or
rejected. Dierent ML techniques have been applied in the medical eld where there exists
surplus of large datasets with complete data points, resulting in generation of important
predictive models with the potential use in clinical practice [29]. These large sets of Electronic
Health Records (EHRSs) are high-yield, low-maintenance source of real-world medical data
for large patient populations and provide enriched information that are useful for clinical
research and translation into practice.

Despite these advantages, missing data and lack of data quality control remain as major
limitations. Missing data can cause errors and biases, potentially impacting the representa-
tiveness of the study and compromising the accuracy of measured outcomes and exposures.
Since EHRs are collected by medical health professionals, there exist multiple sources of
bias: measurement/recording error, reporting bias, misclassi cation bias, and selection bias.
Although correcting for reporting biases and measurement errors inherent in electronic health
records (EHRS) is challenging, EHRs remain a valuable resource for developing predictive
models of organ transplantation outcomes [30].

Many clinical outcomes can be used as a prediction target for ML applications in the
organ transplant settings. An example of a classi cation task would be the diagnosis of an
allograft rejection. Another model outcome of interest could be related to the time to graft
function , which is an important indicator for the success of the transplantation surgery.
Delayed graft function is one of the most common early complications post-operation, which
could be modeled using risk prediction models. The next subsections will discuss previous
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research done on ML applications for organ transplant settings.

3.1.1 Predictive Model for pre-transplant donor-recipient matching

The major roadblock in e cient organ allocation is the supply-demand gap in the organ
transplant waitlist. Matching the appropriate anticipated graft longevity with a recipient's
projected life expectancy represents a strategic approach to optimize organ allocation and
minimize non-utilitzation of these scarce organs.

Bertsimas et al. built a Random Forest model to answer the following question: Given a
patient with a certain set of featuresx, what is the probability he or she will be o ered a
kidney in the next y months with KDPI at most z? The main use of this decision tool is to
aid doctors in deciding whether or not to accept a kidney on behalf of a patient. That is,
if a patient is likely to receive a better kidney if he or she waits, the doctor will feel more
comfortable rejecting a current kidney o er. The AUC values for the model were between
0.85 and 0.90 for 3-, 6-, and 12-month timeframes with KDPI thresholds of 0.2, 0.4, and
0.6. Their model accounted for Organ Procurement Organization, blood group, wait time,
DR antigens, and prior o er history to provide accurate and personalized predictions. Their
dataset included deceased donor kidneys between the years of 2007 and 2013, which was still
under the old KAS. The new kidney allocation system was introduced in December of 2014,
which introduced more uniform allocation process across OPOs. Another limitation is the
data set consisted only of kidney that were eventually accepted by a candidate, excluding
the study of non-utilized kidneys. Their ML tool provides personalized probabilities of
receiving kidneys of speci ed quality within timeframes of 3, 6, and 12 months. Of course,
the likelihood of receiving the kidneys is not just dependent on the patient characteristics;
there could be external causes such as kidney supply shortage, increase in demand, and the
pandemic. Overall, the authors provide insights to patient-speci ¢ decisions that could be
useful when given an available donor kidney [31].

3.1.2 Predictive Model for Post-transplant Outcomes

Continuing with the discussion of predictive ML models used for re ning kidney allocation,
Ali et al. developed an improved survival prediction model for kidney transplant outcomes
using both supervised and unsupervised ML models. UK Deceased Donor Kidney Transplant
Outcome Prediction (UK-DTOP) Tool integrates a wide array of clinical variables, such
as donor age, cold ischemia time, HLA mismatch, recipient comorbidities, and transplant
logistics to predict whether the graft will fail or survive. Three di erent supervised machine-
learning models were tested for this graft survival prediction: (1) Optimal survival tree, (2)
Random Forest model, (3) XGBoost model. The labels were graft failure (1) and no graft
failure (0). Among these three models, the XGBoost had the best performance with AUC
above 0.73 and a conrcordance index of 0.74, which was higher than the traditional KDRI
model that had a lower concordance index of 0.57. Furthermore, the unsupervised model
used a k-means clustering algorithm to detect ve distinct patient-donor clusters with key
transplant characteristics, uncovering important insights into graft survival outcomes. The
ve clusters were as the following: (1) Young donors with an average age of 44.8, low BMI,
and low creatinine. Most common cause of death was cerebrovascular, indicating sudden
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death (minimum pre-existing health complications), (2) Moderately older donors with an
averge age of 49.2, with higher BMI and varied health conditions. (3) Oldest donor group
with the poorest health and highest BMI and creatinine, (4) 50 % deceased donors with high
time-sensitivity, (5) Most medically complex donors with high HLA mismatches and chronic
health conditions such as diabetes and liver disease. Identifying these cluster groups can
improve matching, leading to better graft survival rates, helping patients receive kidneys that
are optimally suited to their medical needs [32].

3.1.3 Natural Language Processing (NLP) for Organ Transplanta-
tion

Despite the high demand for donor organs, still exists an issue of high non-utilization rate of
the kidneys during the allocation process. Allocation process is a highly time-sensitive event,
so if the organ does not get o ered to the right needs on time, the organ gets non-utilized.
Hard-to-place organs often face inconsistent acceptance rates across transplant centers, which
can cause transplant-level biases as well as regional biases. These hard-to-place organs are
distributed based on clinical need, without considering whether a center is equipped to
handle complex transplants. Implementing decision-support tools that ag hard-to-place
kidneys could help streamline allocation and improve overall organ utilization. Placona et al.
used Natural Language Processing (methods) to assess if free-text data besides structured
tabular data from the donor information would help predicting accept/decline decisions for
patients needing kidneys. The authors leveraged the free text case information about each
donor from OPTN to develop a model that predicts the probability of discard for an adult
deceased kidney donors between 2010 to 2018. The cross validation c-statistic, via the 5-fold
validation, for the donor text-based model was 0.75 (95% con dence interval [Cl] between
0.73 and 0.77). The test data c-statistic was 0.75. The top most predictive words for an
organ discard reported by LIME (Local Interpretable Model-agnostic Explanations) were
intravenous drug use as well as some other keywords pertaining to cardiovascular disease such
as stent, CHF, and cholesterol. However, this study does not involve using any variables
that are documented in the structural data from the OPTN. These texts are usually in a
note or blurb format such as patient was found in room with needles nearby. Downtime
unknown. Naloxone administered on scene and historian mentioned ivda user (last use
unknown); drank daily. Therefore, a combination of structured (from OPTN database)
and unstructured data (from free text) can improve the performance of ML models for this
purpose [33].

3.1.4 Limitations of ML in Organ Transplant

Although the studies presented above show strong promise for ML and Al in transplant
medicine, challenges such as data quality issues, limited sample sizes, unclear thresholds
for su cient case numbers, and variability between transplant centers may hinder the
generalizability of these models. To promote greater equity in transplantation systems,
research should also account for non-clinical factors such as geographic disparities, donor-
recipient immuno-compatibility, and resource accessibility which can all play a signi cant

role in in uencing transplant outcomes. For instance, di erent major cities in the U.S. have
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drastically di erent demographic distribution as well as number of transplant centers available.
Depending on the ML model development, representation of the key population (by sex, age,
and ethnicity) can in uence the predictive accuracy of the algorithm in di erent subgroups,
thus, creating inequities. Therefore, methodologies to ensure fairness evaluation should be
employed [29].

Furthermore, ML models are perceived as a black box where we the inputs and outputs are
known, but we cannot easily understanthow the model made that decision. Examples of black
box models include ensemble models like XGBoost and LightGBM and deep neural network
models like BERT, GPT, ANNs. These black box models provide high accuracy, exibility, and
are able to learn complex relationships in data that humans may not capture. However, they
lack of interpretability, which raises practicality concerns in medicine. Therefore, additional
analysis for interpretability of the machine learning outcome predictions is essential to ensure
these models are both clinically meaningful and transparent.

3.2 Interpretable ML Tools for Organ Transplant

This section will provide an overview of algorithms used to enhance explainability of complex
ML models as well as literature review of previous studies that have implemented these tools
for their model analysis.

3.2.1 SHapley Additive exPlanations (SHAP) Background

The SHAP library provides a comprehensive and reproducible framework for interpreting any
machine learning model at both local and global level. Local SHAP explanations can explain
how individual features contribute to a single prediction. Global SHAP explanations can
make aggregate predictions that can reveal the overall feature importance, o ering insights
into the model's general decision-making patterns. Shapley values were rst introduced by
Lloyd Shapley in 1953 in the context of game theory. In 2017, Lundberg and Lee proposed
a uni ed approach to Shapley values for interpreting machine learning predictions. The
goal of SHAP is to explain the prediction of an instance by computing the contribution of
each feature to the prediction. SHAP formalizes an explanation model as additive feature
attribution method:

f(x) ot iZiO

Where:
~ f(x): the model's prediction,
o- the base value (i.e., the expected output across the dataset),
i: the Shapley value representing the contribution of feature

202 f 0;1g™, whereM is the number of simpli ed input features
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SHAP explanations satisfy the following three key properties:
" Local accuracy: The sum of the attributions equals the model's prediction.
" Missingness: Features not used in the model receive zero contribution.

" Consistency: If a feature's contribution increases in a new model, its Shapley value
does not decrease.

Using this foundational method, there are various implementation methods depending
on the model of choice.TreeSHAP recursively calculates the expected prediction with
and without each feature, averaging all possible paths in the tree. The time complexity is
polynomial in the number of trees and featuresKernelSHAP is model-agnostic, and makes
sample-based approximation to the SHAP valueKernelSHAP treats the original model
as a black box, allowing the exibility of the model choice to range from neural networks
to Support Vector Machines (SVMs). It estimates the marginal impact of feature subsets
by sampling coalitions and evaluating the model's response when di erent combinations of
features are present or absent. AlthougKernelSHAP is more exible, the computation
time is slower and has high sensitvity to the background distribution [34].

3.2.2 SHAP analysis for Organ Transplant

In the organ transplantation setting, SHAP analysis can clarify how the model outputs
the acceptance probability of a particular donor-patient match. Berry et al. developed a
ML-based ranking system for allocating hard-to-place kidneys to transplant centers with a
higher likelihood of accepting. Hard-to-place kidneys were determined based on quali cation
thresholds for important donor characteristics including KDPI, age, peak serum creatinine,
history of diabetes, history of IV drug use, and deceased donor (DCD) status. Their
Acceptance Likelihood Prediction (ALP) Framework tested various ML models such as
Random Forest, Extra Trees, Light Gradient Boosting Machine (LGBM), CatBoost, and
Logistic Regression (baseline model). The classi cation report for LGBM had a high accuracy
of 0.971, high precision for class 0 (reject), but very low precision for class 1 (accept). One
mayjor reason for such outcome is the imbalance nature of the transplant data, where only
3% of the entire data are acceptances. Additionally, di erentiating between the likelihood
of speci ¢ TPCs accepting a certain quality kidney is very challenging, as most centers do
not behave uniformly. In order to understand what factors drive the prediction of centers’
transplantation likelihood of hard-to-place kidneys, the authors plotted SHAP beeswarm
plot, which provides an information-rich summary of how the most signi cant features in

a dataset in uence the model's output. The authors found that higher cold ischemia time
(CIT) signi cantly reduce the likelihood of acceptance, while lower CIT values increase it.
This result is consistent with established clinical knowledge, as extended ischemia time is
known to compromise kidney viability. Following this, two key center-level factors average
accepted KDRI and overall acceptance rate emerge as important predictors. Both exhibit a
positive relationship with the likelihood of acceptance, suggesting that centers with a history
of accepting higher-risk kidneys and those with generally higher acceptance rates are more
inclined to accept an o ered organ. This SHAP-based analysis increases the transparency of
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the allocation process and provides valuable insights to the physicians that can lead to the
development of e ective decision-support tools in organ transplantation [35].

3.3 Multimodal Machine Learning Methods

Healthcare data are inherently multimodal, encompassing diverse types of data that are
referred to when making clinical decisions and patient care. Structured data such as electronic
health records (EHR) are often cross-referenced with other unstructured modalities medical
image scans, clinical notes, and genomic sequences. Advances in arti cial intelligence (Al)
technologies, particularly multimodal machine learning (MMML), enable the fusion of these
di erent data modalities to provide multimodal insights [36]. More speci cally, this section
will focus on previous studies that fused tabular data with language data to develop predictive
tools for clinical applications.

3.3.1 Predictive Models using LLM and Structured Tabular Data

Tabular data is the most commonly used and readily available data type where it serves
an important role in capturing all domains of information. For tabular data, preprocessing
step is essential for creating reliable downstream models in ML applications. However,
tabular data often requires manual data processing to standardize information and they
ignore contextual information such as column headers and metadata about the dataset. In
contrast to tabular data, text is a very exible data modality that does not require structural
standardization. There also exists many pre-trained LLMs based on Transformer architecture
that o er state-of-the-art performances on a wide range of language tasks [37]. For instance,
ClinicalBERT ([38]), BioBERT ([39]), BioGPT ([40]) are LLMs ne-tuned on clinical notes
and biomedical corpora that o er advantages for medical learning tasks.

Carballo et al. introduced a novel framework TabText that bridges the gap between
structured tabular data and unstructured text representations to enhance machine learning
applications, particularly in healthcare. TabText serializes tabular data by creating a text
representation for each data sample. This text contains the column attribute with its
corresponding value and potentially other available contextual information, such as metadata.
Then, they used this text as an input for a ne-tuned pre-trained Clinical-Longformer model
to generate TabText embeddings for a xed dimension (768). Finally, the original tabular data
was augmented with the text embeddings to train any downstream models for classi cation
task. The TabText framework increased out-of-sample AUC by up to 6%. The authors found
that there were larger improvements on the more di cult prediction tasks with Tabular
baseline AUCs below 85%. For already strong baseline performances of AUCs over 90%, the
bene t of TabText was marginal [41]. Although this study has proven the bene t of fusing
tabular data and text embedding, it adds a layer of complexity to the interpretability of the
model output. This thesis is motivated by the TabText framework to incorporate LLMs for
higher predictive transplant-decision model. In addition to the TabText framework, the thesis
explores di erent tabular-to-text serialization methods that may impact the model outcomes.
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3.3.2 Serialization Methods for Tabular Data for LLMs

Di erent serialization methods for tabular data into text play a critical role in determining how

e ectively LLMs can interpret and learn from the input. Text serialization not only determines
the structure and semantics of the input but also in uences how contextual relationships
among variables are captured during embedding. Di erent serialization strategies can a ect
the quality and expressiveness of the resulting text embeddings. These choices are particularly
important in healthcare, where the same data point may require vastly di erent framing

to preserve interpretability and task relevance. As LLMs are increasingly integrated into
multimodal pipelines, optimizing how tabular data is serialized into text becomes essential
for maximizing both model performance and explainability.

Jaitly et al. presents novel serialization techniques that impact the performance of LLMs
in processing domain-speci ¢ tabular datasets. The authors applied various serialization
techniques on the datasets then ne-tuned on the TO model ([42]) using Intrinsic Attention-
based Prompt Tuning (IA3) ([43]) as a Parameter-E cient Fine-Tuning (PEFT) technique.
This approach was evaluated on the serialized dataset using a wide range of training scenarios,
ranging from zero-shot to 32-shot examples. The authors based their work on TabLLM, which
investigated multiple approaches to serialize tabular data for language model processing,
with the Text-template method emerging as the most e ective [44]. In TabLLM, the Text-
template serialization method turns tabular data into natural language by pairing each
column name with its corresponding value, creating a sentence-like structure that mirrors
how humans would typically describe the information. For instance, a serialized entry could
read, Age is 35, sex is female, race is Caucasian, ... and so on, adding on the rest of
the relevant features. This TabLLM Text-template serialization was treated as a baseline.
The new serialization methods contributed by Jaitly et al. include serialization with feature
importance and LaTeX serialization. Important features were pre-selected by computation of
covariance values between all features and the target variable. The pre &ritically was
added to most important features of the prompt, and a summary sentence of the important
features were listed at the end of the prompt. LaTeX serialization involved conversion of
tabular data into LaTeX code format by still keeping the structured representation but also
capture the nuances of text data. The results indicated as number of shots increase, the AUC
improves across all serialization strategies and models. However, for few-shot-learning, LaTeX
method outperforms the baseline TabLLM, XGBoost, and Feature Importance Serialization.
This study also highlights the importance of few-shot-learning, which enables the complete
utilization of all data columns without encountering computational constraints like CUDA
Out of Memory errors.
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Chapter 4

Dataset

4.1 Acquiring Data From Standard Transplantation Anal-
ysis and Research (STAR)

The OPTN provides data in response to requests from both the public and its members. This
thesis uses subsets of the OPTN STAR datasets for research purposes (https://optn.transplant.
hrsa.gov/data/about-data/). OPTN STAR provides a rich source of data on all aspects of
kidney transplantation, including patient characteristics, donor characteristics, transplant
procedures, and post-transplant outcomes. The nal dataset used for the thesis involves
merging of three di erent data sources from the OPTN: Potential Transplant Recipients
(PTR) data, donor data, and waitlisted-candidate data.

4.1.1 Data cohort selection

We analyzed the data from adult ( 18 years of age) deceased kidney donors recovered
between 2016 and 2019. Pediatric donors were excluded from this study because availability
of organs is further restricted to pediatric patients requiring size-matched organs. OPTN
provides data for all available organs, but this study only considered donors who had at
least one kidney recovered for their transplantation. Each quarter, UNOS produces data
on the transplantation o ers that have been made in the prior quarter. At the time of
analysis, complete data was available through the end of 2023. Evidence suggests that organ
transplantation behavior was still distorted by the e ects of the COVID-19 epidemic through

as late as 2022 [45].To avoid such confounders, we Iter match records only through 2019.
Furthermore, due to the massive policy changes enacted in 2014 (see Table 2.1) and a likely
adjustment period to the new policies, we start our analysis in 2016. We restricted further
to three major metropolitan areas in the U.S. due to the quality of the medical facilities

in these regions as well as di erences in demographics between these areas. For censorship
purposes, we label them as Region 1, Region 2, and Region 3 in the rest of our analyses. Only
medical facilities or transplant centers (TPCs) that consistently had o er data every year
from 2016-2019 were considered for the analysis. Finally, for our kidney transplant outcome
prediction, non-utilized donors were excluded to reduce data noise and class imbalance.
Separate analysis was done for non-utilized donor subset data. The nal data cohort used for
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this study is summarized below.

~ Potential Transplant Recipient (PTR) Data (2016-2019) . Includes details of
match runs and which donor kidneys were accepted for speci c recipient match o ers.

"~ OPTN STAR dataset (2016-2019) : Contains demographic and medical data for
patients and donors, segmented into key characteristics:

Donor features Immunologic compatibility, cause of death, comorbidities, congen-
ital abnormalities, demographic factors, infectious risk, renal injury/quality, and
social factors.

Patient features Allocation, comorbidities, demographic factors, immunologic
compatibility, infectious considerations, and social factors.

The follow tables show which transplant centers (TPCs) were selected for each region
of analysis. TPCs are identi ed by a unique facility code l(ISTING_CTR_CQDithe PTR
data.

Table 4.1: Region 1 Transplant Centers by Facility Code.

LISTING_CTR_CODE

24335
12958
651
13237
6727

Table 4.2: Region 2 Transplant Centers by Facility Code.

LISTING_CTR_CODE

13051

24552

23901
2573

Table 4.3: Region 3 Transplant Centers by Facility Code.

LISTING_CTR_CODE

2666
24800

38



4.2 Data Pre-Processing

The pre-processing stage is crucial to ensure the data is clean, consistent, and ready for
analysis. Decisions made in the pre-processing stage can certainly impact the downstream
analysis, so we provide a detailed description of the decisions made in data processing and
the rationale for these decisions to maintain transparency and ensure replicability. Major
steps include feature selection, missing value imputations, and new feature imputations.

4.2.1 Feature Types

Before discussing feature selection and imputation, this section will discuss the di erent
feature types extracted from the raw data. The features we extract fall into three general
categories: categorical, diagnoses, and numeric features. Each of these groups are described
in the following subsections.

Categorical

Categorical features are variables that represent discrete groups or labels rather than numeric
values. It is thought that organ transplant outcome may possible be correlated with race,
gender, transplant region, and other socioeconomic factors [22]. These features are typically
encoded as strings or integers, and must often be transformed using encoding scheme to be
used in machine learning models. Another use of categorical feature speci cally in organ
transplant context is the OPTN category codes. These categorical features are represented
using integer codes, where each code corresponds to a speci c category label de ned by the
OPTN. For instance, for the featureDonor Cause of Death the value 2800 maps to the
label Motor Vehicle Accident . This structure allows the data to retain human-readable
category meanings while being encoded e ciently for storage and analysis. The integer code
serves as a surrogate key, and the actual categorical meaning is de ned through a lookup
table or dictionary mapping. One disadvantage of these dictionary mappings is the signi cant
increase in the dimensionality of the feature space after one-hot encoding.

Diagnoses

Diagnoses features could show similar characteristics as categorical features, but these features
speci cally tell us more about diseases and indicators that correspond with kidney transplant
outcomes. These features are hypothesized to have a signi cant predictive power on if the
patient will accept or reject a speci ¢ donor kidney. Diagnoses features are relevant to both
donor and patient data. Generally, we categorize diagnoses features into two type: binary
indicator and clinician-informed ordinal scales. First, the binary indicator will describe 1

if the patient was given said diagnoses at some point, and O if the patient was never given
such diagnosis. For example, the featurlasulin is a binary indicator where the elds
are either Y or N Another example of a binary indicator islV dextrose which answers
whether there was dextrose in the 1.V. uids. These indicators o er simplicity, wide model
compatibility, and clear interpretability. However, the indicators do not reveal any frequency
of such diagnosis nor the severity of each diagnosis. Clinician-informed ordinal scales provide
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more detailed information about the diagnoses set by domain expertise. The scales related to
diseases are more human-interpretable, however, scales related to histocompatibility are less
interpretable by non-experts. For instancehistory of diabetes feature actually provides

a range of how many years the patient has been diabetic if Yes¥Yes, 0-5 Years ,
Yes, 6-10 years , and Yes, 10+ years . Another example of an ordinal scale is for
Function Status where the values range from 10 to 100 % with a text description for each
function level: 100% - Fully active, normal , 40% - Mostly in bed; participates

in quiet activities , etc. Histocompatibility scales are harder to interpret, where the
scales would have values such 84:01. In order to interpret allele or antigen data, further
medical expert knowledge is required.

Numerical

Numerical features, also referred to as quantitative features, are features that represent
measurable quantities and can take on a wide range of numerical values, such as age, blood
pressure, creatinine level, or waitlist time. Numeric features capture magnitude and variability,
as well as the distribution of the data.

4.2.2 Feature Imputation

In the context of machine learning, it is not uncommon for certain feature values to be
absent from a given data sample. Although substituting these missing values with the true
underlying data would be optimal, it is rarely feasible in practice. Consequently, imputation
technigues are employed to estimate and replace missing values using available information
[46]. In other cases, the variable subject to missingness is not a raw input feature but a
derived quantity computed based on a combination of other variables in the dataset.

O er Acceptance Imputation

There is a heavy data imbalance when comparing the number of second-stage accepts with
all other responses. Often, these true accepts make up less than 1% of all o er responses.
However, for every match run, there can only be a maximum of a batch size's worth of accepted
responses, so there are potentially other recipients which would have accepted the organ but
never got the opportunity. Provisional acceptances, while imperfect, give some signal about
whether or not a potential recipient later on the match run would accept. To capture this
signal, we impute every provisional acceptance as an accept. This is a major assumption
made for this study, however, we validated this assumption with experts in transplant surgery
eld. The experts supported that it is rare that a provisional acceptance will revert into a
reject due to underlying incompatibility; however, provisional acceptance does not equate to
guaranteed transplantation. This study focuses on understanding decision-making process in
pre-transplant setting (o er matching), so we treated provisional accepts equally.

Missing Data Imputation

In order to save on imputation time and feature space dimensionality, we chose to only
impute a small number of numerical variables, which are listed in the Table 4.4. We used
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subset-based mean imputatioas our main imputation strategy. Essentially, a missing value
given in a patient in the training data is lled with the mean of the values of all other
patients that have the same age range, race, and gender. Mean imputation using the global
mean assumes that missing values are missing completely at random and that the variable
of interest is homogeneous across the population. However, this assumption is rarely valid
in practice, especially for clinical or demographic variables like BMI, which are known to
vary systematically by age, sex, race, and other factors. By calculating the mean within
a relevant subpopulation de ned by shared characteristics such as age range, gender, and
race, we account for this heterogeneity and produce imputations that are more contextually
appropriate.

Table 4.4: Missing Data Imputed Features.

Feature Name

Height (cm)

Weight (kg)

Age

Age of Diabetes Diagnosis
Previous Insulin Use (years)
Body Mass Index (BMI)
Total Urine Output

KDPI and EPTS Imputation

EPTS and KDPI are two key metrics used to assess and match kidney donors and recipients.
EPTS is used to measure recipient's health once transplanted, and KDPI is used to measure
the donor's kidney health. Any missing value for KDPI or EPTS was imputed to maintain
the integrity of the transplant allocation process. Kidney Donor Risk Index (KDRI) was
calculated based on the following donor characteristics: age, ethnicity, height, weight, history
of hypertension, history of diabetes, cause of death, serum creatinine, Hepatitis C Virus
status, and Donation after Circulatory Death (DCD) status. KDRI for each donor was
converted to KDPI based on the annual scaling factor updated by OPTN. Raw EPTS was
calculated using the following recipient characteristics: age, history of diabetes, prior solid
organ transplant history, and years on dialysis. The raw EPTS was converted to EPTS
score by following the EPTS mapping table, which is updated annually on OPTN. Only a
marginally small amount of KDPI and EPTS rows were missing from 2016-2019 data, and
further validation on KDPI imputation will be addressed in the following section.

4.2.3 KDPI Validation

In order to validate that KDPI is a reliable measure to use for our analysis, we imputed KDPI
based on the calculation of the KDPI guide published by OPTN [16]. KDPI was manually
imputed to be compared with the actual KDPI on the 2016-2019 donor data from the three
selected US regions: Region 1, Region 2, and Region 3. In Figure 4.1 , imputed KDPI
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vs. actual KDPI was plotted by year across regions. The three distinct band groups were
detected in the unadjusted KDPI imputation in each year and in every region. In order to
address such discrepancy between imputed vs. actual KDPI by OPTN, a CART model was
trained to predict which one of the three bands the decision lies on. As a result, the group of
donors above they = x were determined to be living kidney donors, and the group of donors
below they = x were determined to be donors with Unknown hypertension history. Based on
the OPTN's guide to calculating KDPI, their most updated KDPI formula is only applicable

to deceased donors only. Living kidney donor pro le index (LKDPI) calculation di ers from
KDPI, which explains the discrepancy between living donors compared to deceased donors
[47]. Since this paper focuses on deceased kidney donor analysis, only deceased donor subset
data was used for all subsequent analyses. Second adjustment for KDPI imputation was
handling missing values for donor hypertension. KDPI guide by OPTN states that if History

of hypertension = unknown is selected, DonorN@& calculates the KDRI by assigning the
donor a likelihood of having hypertension that matches the rate observed in the reference
donor population [48]. Assuming a history of hypertension as No when it should be left
as Unknown can lead to discrepancies in the KDPI calculation. Figure 4.2 shows the
corrected KDPI imputation, which aligns well with the recorded KDPI. There is a drop in

R2 score from 2016 to 2019 (0.97 to 0.85), which could suggest that the KDPI calculation
guide released by OPTN in 2016 may not represent the most updated KDPI formula used by
OPOs.

(a) Region 1 (b) Region 2 (c) Region 3

Figure 4.1: Imputed vs. Actual KDPI by Match Year in Region 1,2, and 3 (2016 2019).
This gure compares imputed KDPI values against actual KDPI values in each regional
training data across four consecutive years (2016 2019). The top panel overlays all data
points in a combined view, with colors denoting match year. Each subplot below presents
year-speci ¢ scatter plots with ay = x reference line (dashed) and corresponding coe cient
of determination (R?). Across all years, the data reveal three distinct diagonal bands in the
scatter pots. CART model was trained to investigate which donor characteristics were being
grouped into top, middle, and bottom bands. The top band was revealed to be living donors
and the bottom band was revealed to be donors with unknown hypertension history.
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(a) Region 1 (b) Region 2 (c) Region 3

Figure 4.2: Corrected KDPI imputation across Region 1, 2, and 3 from 2016-2019. Each
plot shows the adjusted imputed KDPI values against true KDPI after accounting for living
donors and unknown hypertension history. All living donors were excluded from both the
training and testing dataset. If donors had unknown hypertension history, the annual default
hypertension coe cient was used released by the OPTN instead of assuming their coe cient
is 0. Improvements in linearity and cluster separation are evident, especially in donor strata
previously associated with systematic under- or over-estimation.

4.2.4 Derived Features For Organ Viability and Histocompability

The following new features were computed based on existing features to enhance the predictive
power of the models. By deriving new features, we can better encapsulate information about

the various donor and recipient characteristics. The following table summarizes the new

feature description and how the new feature was derived, and what type of feature it is.

Table 4.5: Derived Feature Descriptions and Types.

Feature Name Description Type

region_identical Indicates whether donor and candi- Indicator
date are co-located within the same

administrative region
brain_death_to _ _
cold_flush Records the time between the donor Numeric

being declared brain dead and the
rst cold ush of the harvested organ

cold_ischemia_time Records the time an organ has spentNumeric
in cold storage
warm_ischemia_time Records the time between when the Numeric

donor entered an agonal state and
the rst cold ush of the harvested
organ
time_on_dialysis Records the number of days since theNumeric
candidate rst started dialysis
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Feature Name Description Type
time_since_previous
kidney_transplant Records the time since a candidate Numeric
received their last organ transplant
where applicable

Feature Engineering for Human Leukocyte Antigen (HLA) Mismatch Level*

(*This section was contributed by my collaborator Madeleine Pollack, who is a graduate student at
the Operations Research Center, advised by Prof. Swati Gupta.)

Proper matching of donor HLA with patient antibodies is critical to preventing organ
rejection after transplantation [49]. This matching process is challenging, as there are nearly
40,000 distinct genes, alleles, and proteins classi ed as HLA [50]. Although some antigens
are obvious for incompatibility, other antigens exist in some gray area where a match is not
preferable but also not necessarily dangerous. While the OPTN STAR dataset does not
include all relevant antigen information, it contains many di erent loci for both patient and
donor. When these categorical features are one-hot encoded, this can expand the feature
space by over one thousand features. A critical assumption that we make in this analysis
is that it is not the speci ¢ antigen of the donor or patient that matters so much as the
quality of the match between donor and patient. The match data released by the OPTN
already only contains o ers that have the potential to be a match, excluding any pairs that
are strictly incompatible. Hence, we use the OPTN policy guidelines on equivalent antigens
[49] to compute the level of HLA mismatch between patient and donor in the match run on a
number between 0 (no mismatch) and 6 (both A, B, and DR loci are mismatched between
patient and donor) and input this as a feature in the dataset. Then, we can use this HLA
match feature in lieu of the antigen-speci c features to signi cantly reduce the size of the
dataset and remove possibly confounding categorical features. After this step, the size of the
feature space decreases from 3340 to 135.

4.2.5 Clinician-ldenti ed Feature Selection

Before we dive into feature selection, this section will go over the clinicians' input on the
OPTN data features, and how we use that information for our downstream feature selection.
To a medical expert such a transplant surgeon, certain indicators may be more important
than others in determining if a patient will accept the donor kidney o er. We worked closely
with transplant surgeons and research members from Masachussetts General Hospital (MGH)
and identi ed features that are clinically important to potential o er decision process. The
medical experts went through every available feature then manually ranked them from 1-4 (1
being the highest importance and 4 being acceptable to ignore). The total set of variables was
450 for raw donor data and 400 for raw candidate data. Since the feature space is extremely
large, manual feature selection by the doctors were incredibly helpful for our downstream
feature selection process. The doctors provided list of donor variables to include as well as list
of candidate variables to include. We consider all features with priority 1,2,3, and discard the
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rest that clinicians approved of ignoring. These clinician-identi ed features allowed models
to have fewer input weights- that is, be less complex- while still exhibiting similar levels of
performance, as will be discussed in the later chapters.

4.2.6 Backward Selection*

(*The implementation of backward selection was contributed by my collaborator, Thomas Daillak,
who is one of the graduate students advised by Prof. Swati Gupta.)

Backward selection is a feature selection method that starts o with all candidate variables
then iteratively test the deletion of each variable using a chosen model t criterion, then
deleting the variable whose loss gives the most statistically insigni cant deterioration of
the model t. This process is repeated until no further variables can be deleted without
signi cant loss of t. At a high level, we perform a standard backward selection, prioritizing
removing variables corresponding to lowest priority. We perform backward selection speci c
to each region, and the nal size of the set of features used for each region data is available
in Table 4.6.

Algorithm 1 Backward Feature Selection with Performance-Based Elimination

Require: DatasetD with feature setF and target variable Y
Ensure: Ranked feature list and cumulative model performance
1. Split D into training set D4, and validation setD g
De ne performance metricM (e.g., precision, AUC)
Train a baseline model using all featureb
Po M (MOdGKF); Dval)
Initialize dictionary ;
for each featuref 2 F do
FO Fnffg
Train model using F°
Pr M (MOdel(F%; Dval)
[f] Po P
: end for
- Sort F by [ f]in ascending order (least impactful rst)

R
N B O

Table 4.6: Feature Counts Before and After Backward Selection by Region.

Region Original Feature Size Downselected Feature Size

Region 1 710 160
Region 2 710 145
Region 3 710 120
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4.2.7 PTR Pre-processing

In pre-processing the PTR data, we rst remove rows of match run with missing or inconsistent
response dates. Inconsistent response dates include rows where the nal response date is
before the initial response date. For patients who were listed at multiple facilities, their
duplicate rows were removed. Rows of data occurring after the last acceptance was excluded,
since once there is an acceptance, a lot of TPCs default reject after knowing someone earlier
on the waitlist has already accepted the o er.

4.2.8 Donor Pre-processing

A

Insulin Variables: INSULIN and INSULIN_DEP_DON were dropped based on low
statistical signi cance in transplant outcomes.

Hypertension Duration: HYPERTENSION_DUR_DON was excluded, retaining
only HIST_HYPERTENSION_DON .

Mechanism and Circumstances of Death: DEATH_CIRCUM_DON andDEATH_MECH

_DON were preprocessed based on physician recommendations and analyzed for racial

disparities.

Disease Features: Variables related to donor diseases (e.g., HIV, HCV) were assessed
for relevance. A consolidated indicator was created for donors with conditions potentially
a ecting transplant success rates.

Pump Device Variables: LEFT_KI_PUMP_DEVICE andRIGHT_KI_PUMP_DEVICE
were dropped, as these were already accounted for KiL. PUMP and KIR_PUMP .

Biopsy and Fibrosis Data: Variables for biopsy and glomerul data, interstitial
brosis, and vascular changes were evaluated for missingness and clinical relevance.

HBAlc: This variable, specic to pancreas donors, was dropped due to extensive
missingness in patient records.

4.2.9 Patient Pre-processing

A

Multiple Organ Listings: Patients listed for multiple organs and their associated
columns were dropped to focus the analysis solely on kidney transplants.

KDPI_max Columns: Four columns related to KDPI_max were dropped as they
were often null and primarily relevant to speci ¢ patient subgroups, such as older or
terminally ill patients. These columns will be revisited as part of a secondary baseline
check.

Age: The variable AGE was dropped, retaining onlyINIT_AGE . Missing ages will be
imputed based on match-speci ¢ characteristics.

Insulin Use: PRE_AVG_INSULIN_USED _TRR was dropped as it a ected only
0.3% of diabetic patients. Statistical tests (e.g., p-value analysis) supported its removal.
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Obsolete Variables: COPD and MED_COND_TRR were removed, as they were no
longer recorded post-2015.

Highly Missing Variables: HBAlc_PA TCR was dropped as it was missing for
more than 99% of patients.

BMI Metrics:  Missing values for height and weight were imputed based on age,
race, and gender to compute BMI. Variance in BMI across demographic groups was
checked for both patients and donors. Rows with missing age, race, or gender if found
unimputable were dropped.

Immunological Variables:  Recipient-related immunological variables were excluded
to avoid redundancy.

Geographic Data: Columns such aCITIZEN_COUNTRY , PERM_STATE , and
PERM_STATE_TRR were dropped, as they were either irrelevant or processed into
more meaningful features.

Payment Categories: PRI_PAYMENT_TCR_KI  was reprocessed to consolidate
15 categories into six:NaN, Public, Private, Foreign, Self,and Other.

Pregnancy History: PREV_PREG was simpli ed into NaN, 0, or 1. The relevance
of this variable was cross-validated against CPRA scores.
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Chapter 5

Training and Testing Regimes

This chapter will cover main evaluation metrics used for the variety of models used in this
thesis, as well as training and testing data creation.

5.1 Dataset partitioning

Pre-processed data was rst partitioned into regional data based on the regional facility
codes. For each regional data, the data were partitioned into training (80%), test (20%). For
multimodal LLM training, the data were partitioned into training (70%), test (20%), and
validation sets (10%).

5.2 Evaluation Metrics

For model validation and evaluation, we primarily rely on three performance metrics: Area
Under the Receiver Operating Characteristic Curve (AUROC) and precision. This section
outlines the de nitions of these metrics and explains the rationale behind their selection.
We begin by providing a high-level overview of binary classi cation decision-making and
introduce the terminology commonly used to assess binary classi ers.

5.2.1 Binary Classi cation

A binary classi er is a predictive model that assigns each input to one of two possible
categories, typically denoted as class 0 and class 1. In this thesis, class 0 will be o er rejected
and class 1 will be o er accepted. Binary classi ers can take many forms (from logistic
regression to deep neural networks) with a goal of assigning each input into one of two classes:
class O or class 1. Most of the ML classi ers generate a continuous score for each input.
In our study, the input represents a donor-patient pair, and the score re ects an adjusted
probability that this donor-patient pair match o er will be accepted (class 1) or rejected
(class 0). We use the term adjusted probability because this probability is calibrated based
on the class distribution in the training data, speci cally the ratio between accepts (class
1) and rejects (class 0). These scores are referred tosadt decisionsbecause the model
outputs class probabilities rather than making a de nitive class assignment. Aard decision
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for our task would be directly assigning each o er to either class 0 or class 1. When making
real-world decision based on a classi er, hard decisions often must be used. In order to
translate the soft decisions to hard decisions, another metribreshold must be chosen. All

o ers above the threshold will be classi ed as 1 and all patients below as class 0. In this
study, the threshold probability for an accept was chosen as 0.5.

5.2.2 AUROC Metric

In binary classi cation, the AUROC (Area Under the Receiver Operating Characteristic
curve) is a widely used metric that measures a classi er's ability to distinguish between the
two classes typically labeled as 0 (negative) and 1 (positive). The AUROC curve plots
the True Positive Rate (TPR) against the False Positive Rate (FPR) at various decision
thresholds. The larger a model's sensitivity for a speci c false positive rate, the better the
model. However, while the AUROC provides insight into how a model's sensitivity varies
with its false positive rate, it does not reveal how sensitivity changes in relation to the speci c
decision threshold chosen.

5.2.3 Precision and Recall

Precision is the ratio of the number of true positives to the sum of the number of false
positives and true positives that is, it is the portion of patients that were correctly classi ed
out of all the o ers classi ed as positive. In this study, we only focus on precision accept,
since that is the minority class that we want to accurately predict. Recall is de ned as the
ratio of the number true positives to the sum of the number of true positives and number
false negatives as produced by the model.

True Positives (TP)

TP + False Positives (FP)
True Positives (TP)

TP + False Negatives (FN)

Precision=

Recall=

Region Total Number of O ers Total Number of Accepts Acceptance Rate (%)

Region 1 43,126 946 2.19
Region 2 394,640 6224 1.57
Region 3 169,342 3792 2.23

Table 5.1: Total Number of O ers vs. Acceptance rates by Region from 2016-2019.

Since kidney transplant match data is highly imbalanced, accuracy can be a misleading
and insu cient performance metric. In an imbalanced dataset where class 1 only represents
a small fraction of the entire data (Table 5.1), a classi er can achieve very high accuracy by
simply predicting class 0 most of the time. For example, in a dataset with 95% class 0 and
5% class 1, a model that predicts every instance as class 0 will be 95% accurate but it
fails completely to identify any true positives. Ideally, we want a model that can predict o er
accepts with high con dence, since allocating acceptable kidneys is very important.
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Chapter 6

XGBoost Classi ers

Of the unimodal models that we survey, the XGBoost classi er had the highest precision.
We open with a conceptual overview of an XGBoost model and move to the results obtained
with them on our dataset.

6.1 XGBoost Classi er Background

In a random forest model, multiple decision trees are built using randomized processes, and
the nal classi cation for a sample is determined by aggregating the predictions from all trees
through a majority vote. The randomization is intended to reduce the over tting and high
variability that single decision trees tend to produce. XGBoost models are based gradient
boosted decision treesvhere we again form an ensemble method composed of decision trees.
Unlike random forest, instead of forming multiple decision trees in parallel with each trained
on a randomly subsampled data, we construct each tree is series, using the results of previous
trees to guide the construction of the next tree [51].

Speci cally, in gradient tree boosting, each iteratiom involves constructing a new decision
tree t, that outputs predictions for all input sampless;. Let F, {(s;) represent the model's
prediction for samples; from the previous round, whereD F, 1(s;) 1. For the entire
set of sampless, the prediction vector from roundn 1 is denoted byF, i(s), and the
predictions made by the new tree at rounch are denoted byt,(s). We then weight the
contribution of t, to the model as a whole by solving the following optimization problem

min L (y; I:n 1(5) + ntn(s)) (61)

wherelL is loss function of choice. In XGBoost binary classi cation, this loss function is the
cross-entropy loss, which is de ned as

xn
L(y;Fn(s)) = ilnFa(s)+ (1 yi)In(@  Fa(si))] (6.2)

i=1

wherem is the total number of samples. By combining equation 6.1, we can takg(s) =
Fn 1(s)+ nath(s) and continue with as many rounds.
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6.2 Implementation

XGBoost implementation was done using the Python xgboost package (https://xgboost.
readthedocs.io/en/latest/install.html) in conjunction with sklearn [52].

6.2.1 Hyperparameters Used

For all XGBoost models, we used the hyperparameter arguments shown in Table 6.1. In
the latest XGBoost package, when you sednable_categorical=True , it tells the model to
natively handle categorical features without requiring manual encoding process. It learns
optimal category groupings at each node, and does not treat category values as ordered
numbers.

Table 6.1: Hyperparameter Setting for XGBoost classi er modeldN is the number of rejected
o ers and P for the number of accepted o ers. Settingscale_pos_weight = % balances the
class weights.

Hyperparameter Value(s) Used

objective binary:logistic
max_depth 10
scale_pos_weight s
eval_metric logloss

enable_categorical True

6.3 Results

This section will present the results and discussion for the XGBoost models implemented. All
experiments ran were based on 2016-2019 transplant data Itered with back selected features
as mentioned in 4.6. We will rst brie y discuss the justi cation for choosing these three
metropolitan areas for our case study.

6.3.1 Region 1 Demographics

According to the 2020 U.S. Census data, the total population of Region 1 was 744,970,
where 46.6% of the population were White, 17.7% were Black, 11.9% were Asian, 17.5% were
Hispanic, and 6.3% were Other.

Census data suggests that the city has majority of White population. When we look at the
distribution of Region 1 transplant o er data from 2016 to 2019, there are disproportionately
more White donors than patients in Region 1. Both White donors and White patients
are over-represented compared to their proportion in the census. Both Black and Asian
populations have proportionally more patients than donors. For other races, there is simply
not enough transplant o ers given out in Region 1 to make an observation.
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Figure 6.1: Racial Distribution across donors and patients in Region 1 from 2016-2019.

6.3.2 Region 2 Demographics

Region 2 is the most populated region out of Region 1, Region 2, and Region 3. Because it
is a larger city, we also have more dense transplant data in Region 2 compared to Region
1 being the sparsest. According to the 2020 U.S. Census data, out of the total population
of 4,998,543, 46.4% of the population were Hispanic, 29.3% were White, 11.7% were Asian,
8.4% were Black, and 4.3% were Other. Region 2 has a very high Hispanic population, thus
the majority of patients on the waitlist are Hispanic. However, the majority of donors are
still White despite Hispanics being the majority of the population. Previous studies have
shown that there exist racial disparities in perceptions regarding organ donation, where
compared with Whites, people of color are less willing to donate their organs [53]. There
exists a supply-demand gap within race where disproportionately more Hispanic patients
exist than donors, and disproportionately more White patients exist than donors. However,
organ transplant o ers are race-blind, so the race of the donor kidney or the race of the
patient should not be factored into the transplant decisions.

6.3.3 Region 3 Demographics

According to the 2020 U.S. Census data, the total population of Region 3 was 1,102,185,
where 44.9% of the population were Black, 37.5% were White, 8% were Hispanic, 4.8%
were Asian, and 4.8% were Other. Compared to Region 1, there is relatively large Black
population.

We highlight that Black donors are signi cantly under-represented relative to the propor-
tion of Black patients that are on the waitlist. White donors are over-represented, and there
are signi cantly more White donors than White patients proportionally. In Region 3, the
mayjority of patients on the transplant waitlist are Black. Similarly, there are more Asian
patients on the waitlist than donors, however, the gap is not as proportionally as large as
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Figure 6.2: Racial Distribution across donors and patients in Region 2 from 2016-2019.

Black and White population.

6.3.4 Regional Model

Regional XGBoost classi er was trained on each of the respective region data. The prediction
task is to determine whether a donor-patient pair will accept or reject given donor charac-
teristics, patient characteristics, and waitlist information. Table 6.2 shows the evaluation

Table 6.2: Baseline XGBoost Regional Model Performance Metrics on Test Data.

Region Accuracy Precision Accept Precision Reject Recall Accept Recall Reject

Region 1 0.9855 0.6653 0.9929 0.6822 0.9923
Region 2 0.9941 0.8546 0.9960 0.7519 0.9980
Region 3 0.9941 0.9340 0.9952 0.7911 0.9987

metrics on the test data for each region. Accuracy and precision reject of all three regional
models are very high, which re ect the fact that the training data across all regions have

very high number of rejects, but only a few number of accepts. We focus on evaluating the
model delity based on precision accept. The results indicate that Region 3 regional model
has the highest precision accept, followed by Region 2, then Region 1 last.

6.3.5 Augmented XGBoost Models

Subsequently, an augmented hospital-level model was developed by using the probabilities
from the regional model and tting an XGBoost model on the individual TPC's training data.
Using the baseline regional models, we deribase probability which is simply the predicted
probability of an o er being accepted based on the regional models. We augment tlhigse
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Figure 6.3: Racial Distribution across donors and patients in Region 3 from 2016-2019.

probability on every hospital-level data then train a new augmented XGBoost hospital model
for each transplant center in its respective regions. This approach integrates regional-level
data while incorporating center-speci ¢ characteristics, allowing for the adaptation of the
model to the unique decision-making processes at each hospital. The enhanced models enable
an analysis of how each transplant center's o er acceptance behavior deviates from regional
baselines.

Table 6.3: Baseline vs. Augmented Model Test Accuracy and Test Precision Accept by
Hospital Code in Region 1.

Facility Code Baseline Accuracy Baseline Precision Augmented Accuracy Augmented Precision

651 0.991 0.738 0.987 0.666
12958 0.978 0.603 0.972 0.512
13237 0.964 0.518 0.937 0.514
6727 0.971 0.631 0.962 0.5

24335 0.988 0.714 0.977 0.472

Table 6.4: Baseline vs. Augmented Model Precision Accept by Hospital Code in Region 2.

Facility Code Baseline Accuracy Baseline Precision Augmented Accuracy Augmented Precision

13051 0.994 0.878 0.990 0.858
24552 0.988 0.563 0.987 0.441
23901 0.994 0.846 0.993 0.928
2573 0.993 0.869 0.991 0.687

The results indicate that augmented XGBoost models perform worse than the regional
baseline XGBoost models. The base probability, derived from a broader regional model, may
not accurately re ect the nuances of individual TPC behavior, introducing noise or bias
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Table 6.5: Baseline vs. Augmented Model Precision Accept by Hospital Code in Region 3.

Facility Code Baseline Accuracy Baseline Precision Accept Augmented Accuracy Augmented Precision

2666 0.991 0.939 0.988 0.867
24800 0.995 0.942 0.993 0.785

rather than signal when used at the local level. While this approach aimed to better tailor
predictions to local practices, the augmented models exhibited a decline in test accuracy and
precision. The augmented models achieve almost perfect in-sample training accuracy and
precision across all centers. This pattern strongly suggests over tting of the training data,
failing to generalize to unseen cases. Moreover, the introduction of the base probability as a
feature may be informative at a regional level, but it can act as a shortcut feature, dominating
the model's learning process. If the base probability is even slightly misaligned with local
decision-making patterns, the model may overly rely on it, amplifying generalization error.

6.4 Discussion

Overall, XGBoost classi ers outperform performances of Classi cation and Regression Tree
(CART) model and random forest models. In particular, the test precision accept for Region

2 and Region 3 show high delity. Region 1 has the lowest precision accept, which could be
explained by the signi cantly smaller training dataset size (394,640 in Region 2 vs. 43,126 in
Region 1), so the decision-making process is noisier than regions with larger training samples.
However, the acceptance rates of a given o er across all 3 regions are extremely scarce ( 2%),
thus baseline regional model with precision of 0.66 is still a good model. Despite the high
model performance shown in XGBoost models, XGBoost models are moderately di cult to
interpret compared to CART models. Subsequent chapters will elaborate more on how to
improve XGBoost model interpretability using SHAP analysis.
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Chapter 7

Multimodal ML Framework

This chapter will cover the proposed methods, results, and discussion for multimodal ML
framework for predicting kidney transplant o er decision. As mentioned in Chapter 3.3, this
thesis expands on the TabText framework designed by Carballo et al. [41].

7.1 TabText Framework

The TabText framework is a multimodal approach to integrating heterogeneous tabular
data into machine learning pipelines by leveraging large language models (LLMs). This
method was discussed particularly bene cial in domains like healthcare, where data is often
fragmented across various tables.

In this thesis, these are the high level steps for creating an end-to-end TabText framework
in context of kidney transplant data. Detailed methodology for each step will be discussed.

1. Create match summary text for each donor-patient pair data based on serialization
strategy of choice.

2. Finetune pre-trained ClinicalBERT [38] based on training sample labels.
3. Extract text embeddings.

4. Augment tabular data with text embeddings.

5. Evaluate augmented input on XGBoost classi er.

Figure 7.1 summarizes our end-to-end Framework, motivated by Carballo's TabText
framework in 2022 [41]. The proposed TabText framework uni es multiple tabular data
sources by converting them into a cohesive natural language format that forms a single
descriptive paragraph for each patient. This text paragraph is now an input into a pre-trained
LLM to produce text embeddings.

7.1.1 Match Summary Construction

Leveraging LLMs for tabular data requires transforming tables into a natural language-like
format. This process is called serialization, where the table content translates into coherent
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Figure 7.1: End-to-end Overview of Multimodal Framework.

text while incorporating task-speci ¢ cues into the prompt. We create one match summary
per every row in each regional data. We consider three tabular sources for our summary
construction: donor table patient table PTR table. Every feature in the regional data is either
from donor, patient, or PTR data source guided by OPTN STAR File Data Dictionary [49].
We rst create a sentence for each column in each table. Next, for each table, we concatenate
the contextual details with column-speci ¢ sentences using colons (;) and commas (, ),
respectively. Then we merge the text summaries from all three tables into a single paragraph
using the period character (.). The exact text chosen to build each sentence may have a
larger impact on the nal embedding. Therefore, we try two di erent serialization strategies
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to construct sentences for each column attribute.

7.1.2 TabText Feature Selection

Before discussing the details of the serialization technique, we rst downselect a smaller
subset of features from the entire tabular data features. Converting the entire tabular
feature space into text for LLMs signi cantly increases the computational overhead. Many
open-source LLMs have maximum sequence limits of 512 tokens, which corresponds to about
400 words. If text input is longer than the maximum allowed token length, the input gets
truncated, potentially losing critical information. Selecting a curated subset of the most
predictive features can reduce sequence length, save computational cost while retaining the
most informative parts of the tabular data. We refer to the regional baseline XGBoost models
to obtain the top most predictive features from the XGBoost model to select which features
to include in the TabText. We rst include demographic information (age, race, gender,
blood type) then include the top most predictive features in the order of importance from
the XGBoost regional models. Selecting the most in uential features regionally helps the
model what to prioritize during classi cation, in an attempt to enhance the accuracy and

e ciency of the LLM in handling tabular data.

7.2 Text Serialization Methodology

For text serialization, we use a feature combination technique. We de ne a sentence template
for each feature depending on the type of feature. This template converts features and
their attributes into a natural language string where each column name is followed by its
corresponding attribute. Finally, we combine these sentences for the chosen subset of features
to create a nal match summary paragraph. The limitation of this approach is that, being
designed for this speci c task, it is not scalable to multiple datasets and hence it fails in using
this speci ¢ method as a black box tabular data processing tool. However, we show that the
better the sentences catered towards the speci c prediction task, the higher the added value
of the method.

7.2.1 Descriptiveness

We consider the use of descriptive language to construct text sentences from tabular data. A
non-descriptive sentence, for example, would involve a direct conversion of a column name
and its value such as transforming the column attribute with value X into the sentence
attribute: X. In contrast, a descriptive sentence aims to mimic how a human might naturally
express the same information, such as attribute is X.

For binary columns, we incorporate the use of a contextually appropriate verb associated
with the speci c attribute. For instance, if the attribute is linked to the verb to have, the
descriptive sentence would be constructed as has X or does not have X, depending on the
binary value.

When handling missing values, we explicitly state that the information is unavailable,
using phrases such as attribute is missing to maintain interpretability in the generated text.
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7.2.2 Use of Numerical Data

Transformer models often struggle to represent language with numerical data [54]. In order
to control for this, we consider the following options:

" Replace numerical values with text.
" Replace numerical values with text and keep the original numerical value.

For numerical value replacement, we look at the background distribution of the corresponding
column with respect to the training data. We replace a given cell valug as follows:

" If the value is less than the 10 percentile (p < p1o), it is labeled asvery low .

" If the value is between the 10 and 30" percentiles pi; p < ps3o), it is labeled as
low .

If the value is between the 30 and 70" percentiles 3 p  pro), it is labeled as
normal .

If the value is between the 70 and 90" percentiles ;0 <p  poo), it is labeled as
high .

If the value is greater than the 9& percentile (p > pgo), it is labeled asvery high .

The original TabText the mean and standard deviation approach to replace numbers.
However, this approach only works the best if the data is symmetrically distributed. For any
skewed data, many values will fall outside of the standard deviation range even if they are
not unusual values in practice. The percentile-based method is distribution-agnostic, so they
work well for skewed, multi-modal, or non-Gaussian data. For example, for a donor with
column KDPI of value 0.89, we consider two ways of text construction:

The donor's KDPI is very high.
The donor's KDPI is very high: 0.89.

7.2.3 Metadata

We investigate the added value ometadataas part of the text construction. Metadata is
essentiallydata about data. It gives context and structure of the actual dataset, making it
easier to understand. This corresponds to descriptions of the table content as well as the
prediction task of interest. In our framework, the task-speci ¢ prompt was Is this o er an
accept or a reject? Yes or No? Answer: .
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7.3 Training Methodology

For each serialization method considered, we generate text embeddings using the default
settings of the BioClinicalBERT model ([38]), which are then used as input features along
with the original full tabular features for an XGBoost classi er. Transformer-based model
such as BERT was chosen because of their ability to capture the context and meaning of a
sentence as a whole, rather than just the individual words. For this thesis, we consider up to
30 text features, along with back-selected tabular features by region (Table 4.6). Due to
computational resource limitations, we downsample Region 2 and Region 3 data to 78,928
rows and 76,203 rows, respectively, while maintaining the original accept to reject ratio (see
original sample size in Table 5.1). We use 70% for training, 10% for validation, and the
remaining 20% for testing. We use the same data and prediction tasks described in Chapter
5.

7.3.1 Fine-Tuning

Even though BioClinicalBERT model is already pre-trained on biomedical and clinical corpus,
ne-tuning is still necessary for most ML downstream tasks. Pre-training is a general-
purpose method, not task-speci c. For organ acceptance modeling, we need ne-tuning to
adapt the model to our speci c vocabulary distribution and label semantics. Fine-tuning
connects the learned language understanding to task-relevant supervision, such as organ
acceptance prediction. We ne-tune for 3 epochs and with default training arguments for
all hyperparameters. We o er end-to-end ne-tuning by adding a dense layer for binary
classi cation in the training phase. While ne-tuning the LLM for a text classi cation task
may reduce the interpretability of the framework, it enables the creation of text embeddings
that are signi cantly more meaningful in relation to the target variable.

7.3.2 Text embeddings

Text embeddings are numerical vector representations of text documents that capture their
semantic meaning in a form that ML models can process. Rather than relying on raw text,
which is not an acceptable input by most ML models, embeddings transform linguistic inputs
into dense, low-dimensional vectors that re ect relationships such as similarity, context, and
syntax. We use the ne-tuned BioClinicalBERT model to extract language embeddings of
size 768 for every donor-patient row in each regional dataset.

7.3.3 Implementation

Training and ne-tuning of BioClinicalBERT were conducted using a T4 GPU via Google
Colaboratory, a cloud-based Jupyter notebook environment provided by Google [55]. The
BioClinicalBERT model is an open-source model directly accessed from HuggingFace (https:
/lhuggingface.co/). We conducted all of our predictive experiments using the XGBoost
library with the same hyperparameters as discussed in Table 6.1.
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7.4 Experiments and Results

We conducted extensive experimentations of di erent version of the TabText pipeline as
outlined in Figure 7.1. Our objective is to test the framework using multiple language
construction methods, and examine di erent strategies for incorporating embeddings into the
prediction task. These strategies include:

~

Test downsampled datasets with ranging acceptance rates (baseline, 10%, 30%, 50%).
Test model performance on di erent number of text features included (n = 20, 30).

Test model performance on the inclusion of numerical values explicitly to the match
summary texts.

Apply Principal Component Analysis (PCA) to the embeddings to address potential
over tting issues.

We using the regional XGBoost models built in Chapter 6 as our baseline models to
predict the binary target (1 if o er is accepted and O if o er is rejected). We select precision
accept as our evaluation metric to compare the model performance to ensure that the few
predictions for acceptances are as correct as possible. We will discuss the results in the order
of attempted strategies as mentioned above in the following sections.

7.4.1 PCA Dimensionality Reduction

The ne-tuned text embedding space is large with the size 768, and in addition to the 150
tabular features, the input feature space increases signi cantly, which can be computationally
expensive to process in the XGBoost models. PCA helps by projecting these embeddings
onto a lower-dimensional space that retains the majority of the variance or informational
content while discarding redundant informative components. We search for the optimal
number of components by computing the explained variance ratio for each principal component.
We compute the minimal number of components required to retain 95% of the dataset's
variance.

7.4.2 Prediction using Varying Acceptance Rates

As a preliminary experiment, we tested the impact of class imbalance on predictive power in
TabText using a downsampled training set. The transplant o er data is inherently extremely
imbalanced with acceptance rates of merely 2%. We chose Region 3 as the test region,
since this region showed the highest predictive power in the baseline models. We created
downsampled data with 10%, 30%, and 50% acceptance rates to alleviate class imbalance.
Increasing the acceptance rates in training data across all three models worsen the out-of-
sample test precision. All three models perform about the same for the original acceptance
rate. Precision accept is retained the highest in the TabText model as the proportion of
accepts in the dataset increases. TabTextPCA model performed the worst, indicating reduced
dimensionality can also lose contextual and semantic information across the large vector
space.
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Figure 7.2: Comparison of model performance metric across class balance ratios. XGBoost
baseline, TabText (N = 30) and TabText PCA (N = 30) using numerical values were trained

for 4 di erent subsets of Region 3 training data: original accept ratio downsampled data,
10% acceptance downsampled data, 30% acceptance downsampled data, and 50% acceptance
downsampled data. TabText model with PCA applied to the embeddings performed the
poorest out of all the models. The performance is retained the highest in TabText model as
the proportion of accepts in the dataset increases.

7.4.3 Regional TabText Models

For each region, 4 di erent variants of TabText models were trained with varying number of
text features (N): TabText, TabTextPCA, TabTextNumbers, TabTextPCANumbers. The
numbers variants include the actual numerical values in the match summary on top of the
text conversion. In Region 3, the TabText variants surpass the baseline prediction, with the
TabText (N=30) achieving the highest precision accept, improving the precision by 2.3%
compared to the baseline. In Region 1, the TabText variants do not outperform the baseline
signi cantly. Applying PCA to Region 1 text embeddings lead to a decrease in precision
across the PCA variants. In Region 2, only TabText N = 30) marginally outperforms
the baseline precision. Similar to Region 1, applying PCA tends to reduce precision across
variants.

7.4.4 TabText Hyperparameter Tuning

To evaluate the e ect of ne-tuning duration on model performance, we conducted hyperpa-
rameter tuning by varying the number of training epochs. For this analysis, we selected the
TabText_Numbers variant (N = 30) in Region 3 the best-performing TabText model that
outperformed the baseline as the target for tuning. The number of epochs was chosen as
the key hyperparameter due to its direct in uence on representation re nement, particularly
in transformer-based models ne-tuned on task-speci ¢ data.

During the ne-tuning phase, the model was trained on labeled data across a range of

63



Figure 7.3: TabText variants model performances in Region 1. Test set precision is plotted
in the y-axis, and TabText variants are labeled on the x-axisN refers to number of text
features incorporated, and Numbers variants indicate LLMs trained with numerical features.
While models incorporating numerical features slightly outperformed the baseline, PCA-based
variants consistently underperformed. Precision gains from increased feature counts were
modest, suggesting diminishing returns beyond 20 text features in Region 1.

epoch values, while keeping other hyperparameters (e.g., learning rate, batch size, weight
decay) xed. We assessed performance at 3 and 6 epochs to examine the trade-o between
under tting and potential over tting. The baseline XGBoost regional model was used as a
reference to measure improvements achieved through extended ne-tuning.

7.5 Discussion

7.5.1 Enhanced Performance with Contextual Representation

The contextual representation framework can be viewed both as a low-code data preprocessing
tool and as a performance enhancer. We observed an improvement in test precision when
sentences were generated using a tailor-made strategy specic to deceased donor kidney
transplant data. However, a limitation of these curated match summaries is their low
generalizability, as it is challenging to extend them to other datasets with di erent column
attributes. Thus, there is a trade-o0 between exibility and performance.

We observed a maximum precision improvement of 3% in out-of-sample test performance
in Region 3, achieved through end-to-end ne-tuning. A key nding across all three regions
is that the integration of structured numerical features directly from the tabular data into
the TabText framework consistently improves precision compared to text-only variants. This
highlights the value of multimodal representations, even within the text pipeline, where
decision-making relies on both unstructured narratives and structured clinical metrics.
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Figure 7.4: TabText variants model performances in Region 2. Test set precision is plotted
in the y-axis, and TabText variants are labeled on the x-axisN refers to number of text
features incorporated, and Numbers variants indicate LLMs trained with numerical features.
TabText model performance was comparable to the baseline, with the best results achieved
by the TabText Numbers model with 30 features. Variants with PCA showed reduced
performance, and adding numerical features modestly improved precision, though bene ts
are marginal.

Figure 7.5: TabText variants model performances in Region 3. Test set precision is plotted in
the y-axis, and TabText variants are labeled on the x-axisN refers to number of text features
incorporated, and Numbers variants indicate LLMs trained with numerical features. All
TabText-based models outperformed the baseline XGBoost model, with the highest precision
achieved by the TabText model using 30 features (increase by 2.3%).
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Figure 7.6: Test Precision of the TabText model evaluated after ne-tuning for 3 and 6
epochs. Test Precision was evaluated using Region 3's TabTextNumbelks £ 30) Model.

The red dashed line indicates the baseline model precision (0.929), serving as a reference
point. Increasing the number of ne-tuning epochs resulted in improved model precision,
suggesting that extended training enhances representation alignment with the classi cation
task.

Region 1, which had the smallest training sample size, exhibited greater variability in
model performance across TabText variants. Notably, PCA-based TabText variants showed a
decline in precision, suggesting that in low-data regimes, preserving the full high-dimensional
embedding space is critical. The sparse data in Region 1 remains a challenge, as the model
struggles to make precise predictions. In contrast, Region 2, with the largest training
sample size, demonstrated performance that closely mirrored the baseline, suggesting a
potential saturation e ect where increasing data volume improves all models and narrows
the performance gap between traditional unimodal models and multimodal LLM-based
approaches.

Overall, these results suggest that the multimodal TabText framework enhances model
precision, particularly in Region 3. The ndings also caution against indiscriminate use
of embedding dimensionality reduction, as PCA did not improve precision. Especially in
class-imbalanced domains like organ o er modeling, dimensionality reduction techniques such
as PCA can degrade model performance.
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Chapter 8
Explainable Al

In this chapter, we explore machine learning interpretability tools to gain insights into the
factors in uencing kidney allocation decisions. Beyond evaluating model performance, our
goal is to understand the decision-making processes of both the unimodal baseline XGBoost
regional models and the multimodal TabText models.

8.1 XGBoost Model Interpretability

In this section, we discuss the methods used to enhance the interpretability of our XGBoost
regional model, ensuring that the model's predictions are both transparent for practical
decision-making.

8.1.1 Implementation

The SHAP library o ers methods for both local and global interpretability for ML models.

Speci cally, we use the TreeSHAP library available on https://github.com/shap/shap/tree/
f21a8a7873d58861df34407¢c222870009ch9578b/notebooks/tabular_examples/tree_based_models
for interpreting tree-based XGBoost regional models. All SHAP visualizations were drawn

from the training data to gain insight into how the model internally structures its decision
boundaries during tting. This helps identify most predictive features, nonlinear e ects, and
feature interactions that ultimately drive the model decision.

8.1.2 XGBoost SHAP Analysis Results

Understanding Feature Importance

We present SHAP beeswarm plots for each of the XGBoost regional model predicting whether
the organ will be accepted or rejected in that speci c region. SHAP beeswarm plot provides
rich information about how the most signi cant features in the dataset in uence the model's
prediction. Each data point is visualized as a dot positioned on its corresponding feature row.
The dot's horizontal placement re ects the SHAP value, illustrating how strongly that feature
in uenced the prediction for that instance. Densely clustered dots indicate regions of frequent
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SHAP values. Additionally, the dot color encodes the original feature value, providing further
context on how the feature's magnitude relates to its e ect on the model's output.

(a) Region 1 (b) Region 2 (c) Region 3

Figure 8.1. SHAP summary plot of feature contributions to transplant o er acceptance
prediction in each region. Each point represents a single prediction in the training data, with
the horizontal axis indicating the SHAP value (i.e., the impact of a given feature on the
model's output). Features are ranked by overall importance, measured by mean absolute
SHAP value. Color denotes the normalized feature value (red = high, blue = low).

Understanding Model Fidelity

SHAP values explain the direction and magnitude of individual feature contributions, however,
they do not visualize how con dent the model is in those regions of the feature space. To
address this issue, we visualized SHAP-error overlay plot to highlight prediction con dence
across various KDPI values. We plot the per-sample negative log loss, de ned as the following

NegativeLogLoss=  (yilog(p) + (1 vyi)log(l pi))
where:

"y is the true binary label for instancei (y; 2 f 0; 1g),
" pi is the predicted probability that y; = 1.

Points are color-coded by individual model error, with darker colors indicating more con dent,
accurate predictions and lighter colors indicating greater uncertainty. This approach taps
into the area of understanding model uncertainty and quantifying model uncertainty, which
is out of scope for this thesis. By combining SHAP attribution with per-sample log loss, we
can have a visual inspection of whether certain KDPI ranges consistently yield higher or
lower model uncertainty.
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Figure 8.2: SHAP model error overlay plot in Region 1. SHAP values for KDPI are plotted
against raw KDPI values to assess the feature impact on the model's predicted probability of
0 er acceptance. Each point represents a training sample, with color intensity re ecting the
per-sample prediction error. Per-sample prediction error is the log-scaled negative log loss.
More yellow hues indicate higher loss. The plot reveals that model has high variability in the
extreme KDPI buckets ( 0:8 or 0:2).
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