
MIT Open Access Articles

Diagrammatization and Abduction to Improve AI Interpretability 
With Domain-Aligned Explanations for Medical Diagnosis

The MIT Faculty has made this article openly available. Please share
how this access benefits you. Your story matters.

Citation: Brian Y. Lim, Joseph P. Cahaly, Chester Y. F. Sng, and Adam Chew. 2025. 
Diagrammatization and Abduction to Improve AI Interpretability With Domain-Aligned 
Explanations for Medical Diagnosis. In Proceedings of the 2025 CHI Conference on Human 
Factors in Computing Systems (CHI '25). Association for Computing Machinery, New York, NY, 
USA, Article 419, 1–25.

As Published: https://doi.org/10.1145/3706598.3714058

Publisher: ACM|CHI Conference on Human Factors in Computing Systems

Persistent URL: https://hdl.handle.net/1721.1/162841

Version: Final published version: final published article, as it appeared in a journal, conference 
proceedings, or other formally published context

Terms of use: Creative Commons Attribution

https://libraries.mit.edu/forms/dspace-oa-articles.html
https://hdl.handle.net/1721.1/162841
https://creativecommons.org/licenses/by/4.0/


Diagrammatization and Abduction to Improve AI Interpretability 
With Domain-Aligned Explanations for Medical Diagnosis 

Brian Y. Lim∗ 

Department of Computer Science 
National University of Singapore 

Singapore, Singapore 
brianlim@comp.nus.edu.sg 

Joseph P. Cahaly 
Massachusetts Institute of Technology 

Cambridge, Massachusetts, USA 
jcahaly@mit.edu 

Chester Y. F. Sng 
National University of Singapore 

Singapore, Singapore 
chestersng@u.nus.edu 

Adam Chew 
National University of Singapore 

Singapore, Singapore 
yschew@u.nus.edu 

Abstract 
Many visualizations have been developed for explainable AI (XAI), 
but they often require further reasoning by users to interpret. Inves-
tigating XAI for high-stakes medical diagnosis, we propose improv-
ing domain alignment with diagrammatic and abductive reasoning 
to reduce the interpretability gap. We developed DiagramNet to 
predict cardiac diagnoses from heart auscultation, select the best-
fitting hypothesis based on criteria evaluation, and explain with 
clinically-relevant murmur diagrams. The ante-hoc interpretable 
model leverages domain-relevant ontology, representation, and rea-
soning process to increase trust in expert users. In modeling studies, 
we found that DiagramNet not only provides faithful murmur shape 
explanations, but also has better performance than baseline models. 
We demonstrate the interpretability and trustworthiness of dia-
grammatic, abductive explanations in a qualitative user study with 
medical students, showing that clinically-relevant, diagrammatic 
explanations are preferred over technical saliency map explana-
tions. This work contributes insights into providing domain-aligned 
explanations for user-centric XAI in complex domains. 
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1 Introduction 
The need for AI accountability has spurred explainable AI (XAI) 
development [1, 4, 7, 38, 46]. However, current approaches tend 
to use elementary, off-the-shelf visualizations, such as bar or line 
charts and heat maps, that assume users know how to properly 
interpret the explanations in context of the instances and decisions, 
and evaluate their plausibility. Consequently, these are difficult to 
make sense of [58], too simplistic to provide effective feedback [114], 
and require significant subsequent effort to interpret [26]. 

We argue that XAI should be aligned to domain knowledge, 
representations, and reasoning [15] to be more accessible and in-
terpretable to users for complex domains. It is clear that expla-
nations need to be in terms of interpretable features [82, 152] or 
concepts [62, 64], but little has been done to ensure these terms 
are presented in domain-aligned representations that support es-
tablished structures and reasoning methods to verify explanations 
and decisions. One way to scaffold knowledge representations and 
reasoning explicitly is with diagrams, where users can perform 
diagrammatic reasoning or diagrammatization to interpret and 
evaluate explanations [45, 92, 111]. Diagrams are used in many 
domains to explain complex phenomena. In physics, free body dia-
grams can explain how objects move due to forces, and new forces 
can be added to diagrams to better fit a complex observation. In 
medicine, diagrams can be used to annotate physiological mech-
anisms of diseases on medical images, with different annotations 
indicating different diagnoses. Diagrams are distinct from visualiza-
tion since they are domain constrained [129], provide a systematic 
approach to read and manipulate them [111], and are propositional 
to support inference making [73], thus enhancing interpretation. 

Furthermore, when considering an explanation, we often judge 
its acceptability by comparing against multiple competing ones. 
Indeed, to make sense of observations, people employ abductive 
reasoning or abduction—inference to the best explanation—to gen-
erate hypotheses and note their effects, then evaluate them in con-
text [113]. Yet, XAI techniques mostly provide single explanations 
based the model’s deductive reasoning. Indubitably, contrastive 
explanations do provide explanations for why alternative outcomes 
were not chosen [84, 99], but these do not use domain-grounded 
hypotheses or evaluation criteria. Along with Hoffman et al. [41– 
43], Wang et al. [139], Medianovskyi et al. [98], and Miller [100], 
we argue that XAI should support abductive reasoning. 
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Figure 1: Reasoning processes between the user and AI. a) Current XAI: the user views an explanation based on deductive 
reasoning, and post-hoc has to make sense of it in context of the domain and evaluate its plausibility. This leaves an inter-
pretability gap. b) Domain-aligned XAI: the ante-hoc interpretable AI encodes domain ontology and conventions to provide 
explanations diagrammatically to convey domain concepts and relational structures, and abductively to convey how it evaluates 
multiple hypotheses. The user simply verifies the AI explanation and prediction. 

Finally, an additional requirement for XAI domain alignment 
is to align AI reasoning with human reasoning for ante-hoc in-
terpretability [96, 139, 149], rather than rely on post-hoc model-
agnostic explanations. This is critical for high-stakes decisions to 
verify the actual reasoning process of the "glass box" AI model, 
rather than a proxy explanation of a "black box" model which may 
surreptitiously be using another reasoning method [127]. Accord-
ingly, this transparency can support users to trust and delegate 
their decisions since both the user and AI share the same reasoning. 

We studied a medical AI application, cardiac diagnosis on heart 
auscultation, that requires i) annotative diagrammatization, ii) selec-
tive abduction, and iii) ante-hoc interpretability. Clinicians explain 
heart auscultation using murmur diagrams that encode representa-
tions of abnormal murmur sounds based on audio amplitude shapes 
and positions [54] (see Figs. 3, 6, 7, 8). When diagnosing, clinicians 
abductively infer the most likely explanatory diagnosis for the ob-
served symptoms [14, 108]. Since medicine is high-stakes, the AI 
model needs to be intrinsically interpretable to ensure that clini-
cians have a faithful understanding of its decisions from generated 
explanations [127]. Therefore, to support domain-aligned XAI, we 
propose DiagramNet, a modular ante-hoc interpretable model, to 
use diagrammatization to present explanations as diagrams to scaf-
fold diagrammatic reasoning, and abduction to help users to assess 
how the model judged among hypotheses and selected the best 
explanation. Our contributions are: 

1) Domain-aligned XAI design framework for ante-hoc inter-
pretability with diagrammatic and abductive reasoning. This 
can be implemented with various methods. 

2) DiagramNet model to formalize diagrammatic constraints 
and provide diagram-based, abductive explanations by enu-
merating, evaluating, and resolving hypotheses to infer to 
the best explanation as the prediction label. 

3) Diagrammatic explanations of cardiac diagnoses with clinically-
relevant murmur diagrams. We formalized murmur shapes 
to predict them as explanations in DiagramNet. 

4) Evaluations with a real-world heart auscultation dataset [146]. 
a) Demonstration study illustrating that diagrammatization 

can provide abductive explanations which follows domain 
conventions, and supplemental contrastive, counterfac-
tual, and example-based explanations. 

b) Modeling study showing that DiagramNet improves both 
prediction performance and explanation faithfulness com-
pared to baseline and alternative models, and 

c) Qualitative user study with medical domain experts finding 
that diagram-based explanations are more clinically sound, 
useful, and convincing than saliency map explanations. 

5) Discussion of the scope, generalization and contextualization 
of domain-aligned XAI. 

2 Diagrammatic and abductive reasoning 
Current XAI use elementary visualizations that require users to do 
extensive sensemaking [59]. Fig. 1 illustrates how domain-aligned 
explanations can close this interpretability gap. We describe the hu-
man reasoning processes of diagrammatic and abductive reasoning 
to introduce how supporting them can improve XAI interpretability. 

2.1 Diagrammatization for domain-alignment 
Philosopher Charles S. Peirce defined diagrams as an encompassing 
reasoning framework for visual, symbolic, and verbal representa-
tions comprising: an ontology that defines the entities and their 
relations, conventions that prescribe how to interpret diagrams 
and manipulate diagrams to evaluate alternative explanations [111]. 
As a literature review, we frame visual and verbal XAI methods 
in a diagrammatization design space to articulate their varying 
constraints that limit or facilitate reasoning in complex domains. 

2.1.1 Visualization. Most XAI techniques leverage visualization 
to augment human cognition and understanding [20]. While data 
visualization focuses on providing representations of data [103], 
visual diagrams are propositional to convey knowledge and rela-
tionships for inference making [73, 111]. We discuss various visual 
explanation representations with increasing domain constraints. 

a) Attribution explanations use elementary visualizations to de-
scribe relationships between variables. Techniques include: 
Bar charts to show feature attributions [68, 82, 120], distri-
bution point clouds [87], and violin plots [140]. Line graphs 
to show nonlinear relationships using partial dependence 
plots [67], modeled with generalized additive models [2, 21], 
etc. Saliency maps to show important regions as heatmaps 
on images [8, 128, 150] or highlights on text [141]. 
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Table 1: Diagrammatization design space with dimensions to compare verbal and visual representations of XAI. 

Level of states Homomorphism Expressivity Inherent constraints 
Visualization 

Attribution Continuous Low (by data type) Some bounds (variables, importance) None 
Concept-based Continuous Low (semantic) Bounded (latent variables) Taxonomical 
Model-based Continuous Low (associative) Bounded (variables, relations) Topological 
Schematic Continuous Medium (associative) Bounded (variables, relations) Topological 
Annotative* Continuous High (associative, physical) Bounded (variables, relations, values) Topological, geometrical 

Verbalization 
NL Generative Categorical Low (linguistic) Unbounded None 
Template-based Categorical Low (descriptive) Bounded (variables, relations) Taxonomical 
Symbolic Categorical Low (mathematical) Bounded (variables, relations) Logical 

b) Concept-based explanations are descriptive with semantically 
defined concept vectors [62, 64], or relatable cues [149]. Such 
explanations could be verbal or visual. Listing concepts by 
names and indicating their importance is mostly verbal since 
their relation to the prediction is implicit. Interactive editing 
to see generated counterfactual outcomes is diagrammatic 
since it allows experimentation [18, 56, 148]. 

c) Model-based explanations visualize the abstract data struc-
ture of the prediction or explanation model typically as graph 
networks or rule structures. Techniques include: Neural net-
work activations [55], canonical filters in CNNs [106], dis-
tilled networks [9, 47], node-link diagrams of probabilistic 
or causal relations [66, 109], and decision trees [84, 85, 145]. 
These explanations are typically used by model developers 
with knowledge of data structures and machine learning. 

d) Schematic explanations use abstract diagrams specific to each 
domain. Domain experts use them in education and practice, 
yet they are underutilized in XAI, perhaps, due to the focus 
on model debugging or simple application domains. These 
include free-body, optics ray, and circuit diagrams in physics, 
and signaling pathway, food web, and protein interaction 
network diagrams in biology. While they could be catego-
rized as model-based, schematic diagrams are specifically 
constrained toward domain ontology and conventions. In 
this work, we define these constraints with domain-specific 
parameters that elementary visualizations do not impose. 

e) Annotative explanations extend domain-specific schematic 
diagrams to explicitly fit instances. In mechanical engineer-
ing, this includes computational fluid dynamics and finite 
element analysis visualizations. In medicine, this includes 
annotating on images (X-ray, ultrasonogram, dermoscopy, 
etc.) or on time series signals (electrocardiograms, phonocar-
diograms, etc.). They can be used to simulate outcomes based 
on hypotheses, and be physically mapped and overlaid onto 
a base representation of the instance as user-verifiable anno-
tations. In this work, we focus on annotative explanations to 
overlay murmur diagrams on temporal phonocardiograms. 

2.1.2 Verbalization. Explanations can also be written (or spoken) 
verbally with logical syntax or natural language. 

a) Natural Language Generative (NLG) explanations emulate 
people through supervised learning of human rationaliza-
tions [31, 116, 124]. Ehsan et al. define rationalization as 
justifying a model’s decision “based on how a human would 

think”, but this does “not necessarily reveal the true decision 
making process” [33]. Instead, ante-hoc diagrammatization 
aligns the explanation to the AI’s true reasoning. 

b) Template-based explanations map symbolic expressions into 
text with fixed terms and sentence structures [3]. 

c) Symbolic explanations use mathematical notation to describe 
logical relationships [23]. Rules are popular forms [71, 76] 
and can complement counterfactual explanations [121, 138]. 

2.1.3 Diagrammatization design space. Adapting dimensions for 
graphic-linguistic distinction [129], we define a diagrammatization 
design space (Table 1) for specifying how XAI representations affect 
interpreting domain-specific explanations. 

A. Level of states describes whether the representions can be 
"analog" (categorical) or "digital" (continuous). Verbalizations 
are categorical, while visualizations can also be continuous. 

D. Homomorphism refers to how analogous the diagram is to the 
represented domain, conveying the alignment of relational 
structures [60] between the explanation and observation. Ver-
bal representations have low homomophism, needing users 
to translate text to symbols and structures. Attribution visu-
alizations may have formats irrelevant to the domain (e.g., 
spectrogram of heart sounds). Model-based and schematic 
visualizations associate abstract relations with low homo-
morphism. Annotative diagrams overlay on physical domain 
representations, so have high homomorphism. 

E. Expressivity refers to whether the representation constrains 
information expressiveness. Generative text verbalization is 
unbounded, since any text could be predicted. Attribution 
visualizations show values of variables independently. Other 
representations are bounded by the graphical, symbolic, or 
template formats. High expressivity is useful to show nu-
ances for experts, but is overwhelming to non-experts. 

F. Inherent constraints. Generative text can include any words, 
so have no inherent constraints, while template-based text 
is bounded to the template taxonomy. Concept-based visual-
izations are also constrained by the taxonomy of concepts. 
Model-based and schematic visualizations are constrained 
by topological structure (e.g., decision tree). Annotative dia-
grams are constrained topologically or geometrically. 

Thus, diagrammatization is the reasoning process to represent do-
main ontology of concepts in relational structures, and to apply 
domain conventions to interpret and manipulate them to evalu-
ate explanatory knowledge. Diagrams need to conform to these 
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Figure 2: Four steps of abductive reasoning demonstrated on a pedagogical scenario of inferring cats and dogs: I) observe the 
instance, II) hypothesize causes and retrieve associated rules that determine the consequent evidence (e.g., cat has vertical eye 
pupils and claws, dog has round pupils and nails), III) evaluate the evidence on the observation then deductively backchain on 
each rule to determine the plausibility of its hypothesis (e.g., Cheshire’s vertical pupils and claws imply it is a cat, but no round 
pupils or nails does not imply it is a dog), and IV) resolve the best explanation with highest plausibility, i.e., that Cheshire is a 
cat and Doge is a dog. Image credits: “Cat”, “Dog”, “Paw”, and “Paw” by Maxim Kulikov under the CC BY 3.0 license. 

constraints, which we support with domain-specific parametric 
functions (described later in Section 4.2). Note that more expres-
sive, less homomorphic, and less domain-constrained diagrams are 
prone to spurious explanations. Furthermore, some advanced visu-
alization methods are parametric (e.g., edge bundling [48, 50, 89], 
dimensionality reduction [97, 135]), but the parameters are for vi-
sual clarity rather than domain-based hypothesis reasoning. 

Although many visual and verbal explanations are Peircean dia-
grammatic, some are not and leave an interpretability gap. Diagram-
matic explanations need to be iconic to represent concepts, relational 
to associate the concepts, and inferential to support reasoning on 
the concepts along the relations. Explanations that only describe 
input feature values or prediction confidence merely provide declar-
ative facts. Without relating these facts to the model outcome, 
they do not explicitly support diagrammatic reasoning. Similarly, 
example-based explanations retrieve examples that are similar [63], 
contrastive [17], counterfactual [138] or adversarial [61, 143]. How-
ever, without explicitly relating how the differences or similarities 
affect the prediction, they are not diagrammatic; users have to make 
sense of the comparison with the current instance themselves. Nev-
ertheless, attributing the relations will make these explanations 
more diagrammatic. Scatter plot visualizations of multivariate re-
lationships [22] and clusters [5] are also not diagrammatic expla-
nations, since they do not relate why distance or grouping implies 
the prediction; though explicitly linking these would make them 
diagrammatic explanations. 

2.2 Abductive reasoning with hypotheses 
On observing an object or event, people engage in various reason-
ing processes. Peirce defined three types of inferential reasoning: 
induction, deduction, and abduction [110]. Inductive reasoning in-
fers or learns general rules from features of multiple objects and 
events. Deductive reasoning uses premises to infer labels or de-
cisions based on observed evidence; premises can be determined 
by logical proposition, probabilistic likelihood, learned rules, or 
cost-based criteria [74]. Although abductive reasoning is used less 
frequently, it is central to diagnostic or investigative thinking. 

Harman defined abduction as "inference to the best explanation" 
[39]; instead of inferring a label, this infers the underlying reason, 

which could be causal or non-causal [142]. Popper described abduc-
tion as hypothetico-deductive reasoning [113], which emphasizes 
that it involves forming and deductively testing hypotheses. Like 
[41, 42, 100, 139], we argue that XAI should support user abductive 
reasoning over multiple hypotheses to justify the AI model’s pre-
diction. We articulate the steps of the abduction reasoning process: 

I. Observe event, noting relevant cues for further reasoning. 
II. Hypothesize explanations as potential causes of the observa-

tion that will manifest in specific consequent evidence. 
III. Evaluate plausibility by fitting each hypothesis to the obser-

vation and evaluating its corresponding evidence. 
IV. Resolve explanation by selecting the simplest hypothesis from 

any that have satisfied evidence. 
Fig. 2 illustrates the multi-step reasoning process of how people 

use abduction to retrieve and test hypotheses to understand their 
observations. Fig. 4 describes the abduction process for a more com-
plex decision—cardiac diagnosis based on murmur diagrams. With 
diagrams, users can perform abductive reasoning by experimenting 
with a different diagram for each hypothesis and evaluating their 
fit to the observation [45]. 

3 Domain application: Clinical background 
We investigate using abductive explanations of AI predictions in 
medicine. Cardiovascular diseases cause an estimated 17.9 million 
worldwide deaths, accounting for 32% of deaths in 2019 [144]. We 
aim to develop an early diagnosis AI system for heart disease to 
augment clinicians with deficient auscultation skills [6]. When pre-
dictions impact people’s lives, it is critical to provide explanations 
for expert review. Here, we describe the background to clarify how 
our AI explanations are clinically-relevant for practicing clinicians. 

3.1 Heart auscultation 
Fig. 3 (Upper-left) shows a partial heart cycle with blood flowing 
from the left atrium, into the left ventricle through the mitral valve, 
and pumped out through the aortic valve. Valves prevent backward 
flow. Their closing produces a "lub-dub" sound: the 1st heart sound 
(termed S1) "lub" is from the mitral valve, and the 2nd heart sound 
(S2) "dub" is from the aortic valve. S1 and S2 demarcate the systolic 

https://thenounproject.com/icon/cat-1736115
https://thenounproject.com/icon/dog-1609923
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Figure 3: Upper-left: Anatomy and physiology of the heart to see how blood flows through the left atrium and ventricle 
via the aortic and mitral valves, which make lub-dub sounds on their closure. Lower-left: Aortic valve with normal or aor-
tic stenosis pathology showing calcification (in red) that leads to stiffness, resulting the a crescendo-decresendo murmur 
sound. See [80] for details on the physiological dynamics of other valvular diseases. Right: Example murmur diagrams 
showing typical murmurs for a) aortic stenosis (AS), b) mitral regurgitation (MR), c) mitral valve prolapse (MVP), d) mi-
tral stenosis (MS), and their more severe variants (e–h) with slightly different shapes. Black rectangles indicate normal 
"lub" (S1) and "dub" (S2) sounds. Red areas indicate abnormal murmur sounds. See Figs. 6–8 for diagrams on real PCGs. 
Image credits: heart drawing adapted from Diagram of the human heart by Ungebeten, and valve drawings adapted from 
Aortic valve pathology (CardioNetworks ECHOpedia). All images under the CC BY-SA 3.0 license. 

(between S1 and S2) and diastolic phases of the heart cycle. In heart 
auscultation, the clinician uses a stethoscope to listen for normal or 
abnormal sounds, and makes a first-line cardiac diagnosis [54, 80]. 
From this, the clinician can decide if follow-up tests are needed, 
e.g., echocardiogram, angiogram, but these are costly and invasive. 
Abnormal heart sounds—murmurs—may indicate heart disease. 
Clinicians make diagnoses by listening to changes in loudness. 
These are represented in murmur diagrams [54] (Fig. 3, Right). 

3.2 Diagrammatization with murmur diagrams 
With murmur diagrams, clinicians orientate themselves to the heart 
cycle by S1 and S2 locations, and note when any murmur occurs. 
They pay attention to the shape of the murmur (one of possible 
shape types) and the heart phase in which it occurred. Note that, 
in practice, clinicians mentally imagine these diagrams rather than 
explicitly draw them out. We characterize murmur diagrams in the 
diagrammatization design space in context of the medical domain: 

• Representation ontology. Key concepts are audio amplitude 
over time, normal "lub" (S1) and "dub" (S2) sounds, and abnor-
mal murmur sounds. Murmurs can be systolic or diastolic, 
have shape categories with specific slopes (crescendo, de-
crescendo, uniform) and may include "clicks". 

• Conventions for interpretation. Base: represent heart sounds 
with phonocardiograms (PCG) and draw amplitude. Annota-
tions: S1 and S2 positions are demarcated as tall rectangles, 
and murmur shapes are drawn with multi-part straight lines. 

• Categorical and continuous level of states. Each murmur shape 
must fit a categorical profile, but has continuous variation fit 
specific observations (e.g., slope steepness, time span length). 

• Bounded expressivity. Murmur diagrams show simplified am-
plitudes bounded to murmur shapes, but exclude other con-
cepts (e.g., pitch, stethoscope position, sound radiation). 

• High physical homomophism. Murmur shapes can be overlaid 
on PCGs to fit to the amplitude, leveraging clinical training 
and familiarity on both PCGs and murmur diagrams. 

• Geometrical inherent constraints. Murmur shapes are geo-
metrically constrained to be between S1-S2 or S2-S1, have 
positive, negative, or flat slopes, and be fitted to amplitude. 

Hence, murmur diagrams are expressive, constrained, and con-
ventional to convey explanations with murmur phase and shape 
from heart sounds for cardiac diagnosis. Later, we describe our 
technical approach for the AI to scaffold abductive reasoning by 
evaluating hypotheses and presenting diagrammatic explanations. 
By constraining to murmur diagram conventions and abductive 
diagnostic reasoning, we aim to increase clinician trust in the model. 

3.3 Abductive reasoning for cardiac diagnosis 
Clinical diagnosis involves abductive inference to the most likely 
disease cause (best explanation) based on symptoms (evidence) [14, 
108]. We introduce the domain-specific concepts of cardiac valvular 
diseases that is reasoned on, focusing on four prevalent diseases. 

1) Aortic Stenosis (AS): the aortic valve leaflets are calcified and 
stiff (Fig. 3, Lower-left), narrowing the valve opening (i.e., 
stenosis), causing a high-pitched noise that loudens as the 
valve opens and softens as it closes. This systolic crescendo-
descresendo murmur is visualized as a diamond shape (Fig. 
3a). In severe AS, the shape apex is later and lower, due to 
delayed valve closure and weaker heart (Fig. 3e). 

2) Mitral Regurgitation (MR): the mitral valve fails to fully close, 
allowing backward blood flow (i.e., regurgitation), heard as 
a constant, high-pitched murmur during the systolic heart 
phase. This is visualized as a uniform low-amplitude sound 
(Fig. 3b). Sometimes the valve opens mid-systole (Fig. 3f). 

3) Mitral Valve Prolapse (MVP): the tendons keeping the mitral 
valve closed fails, causing the valve to pop open (prolapse), 

https://commons.wikimedia.org/wiki/File:Diagram_of_the_human_heart_(valves_improved).svg
https://en.wikipedia.org/wiki/de:User:Ungebeten
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Figure 4: Abductive reasoning for cardiac diagnosis to I) observe an abnormal murmur, II) hypothesize possible diagnoses (N, AS, 
MR, MVP, MS) and retrieve corresponding rules that relate to evident symptoms of murmur heart phase and murmur shape, III) 
evaluate the coherence of all symptoms with respect to the observation and deduce via backward chaining on each hypothesis 
rule to determine the plausibility of each hypothesis, and IV) resolve to select the plausible explanation with simplest murmur 
shape function to infer the best fit to the observation (AS in this case). Although the murmur shapes for MVP and MS could 
fit the murmur equally well as that for AS, these two shapes are increasingly complex, and thus less preferred based on the 
principle of parsimony. False premises are indicated with a cross negation line, and less preferred premises with dashed lines. 

allowing blood to regurgitate. This opening is heard as a mid-
systolic "click", visualized as a vertical line (Fig. 3c). Often the 
regurgitation is audible as a uniform, high-pitched murmur, 
which is MVP with MR (Fig. 3g). 

4) Mitral Stenosis (MS): the mitral valve leaflets fuse (i.e., steno-
sis) due to rheumatic heart disease, reducing blood flow 
during the diastolic heart phase (Fig. 3d). After the S2 "dub", 
the valve snaps open with a "click" sound, enabling blood 
flow, followed by a decrescendo as flow reduces, then a con-
stant low-pitch "rumble", and a crescendo before the next S1. 
Severe MS has an earlier "click" during diastole and longer 
murmur decrescendo (Fig. 3h). 

With the aforementioned medical background and know-how 
to interpret murmur diagrams, the clinician can diagnose using 
abductive reasoning as shown in Fig. 4. On observing an abnormal 
murmur, the clinician hypothesizes plausible diseases, and evaluates 
based on their expected symptoms. The murmur heart phase was 
evaluated to be Systolic, thus ruling out N and MS. Furthermore, the 
murmur shape was evaluated to fit that of AS, MVP or MS, but the 
latter two are overly-complex. Being parsimonious, the clinician 
would choose the simplest explanation and diagnose AS. 

3.4 Related work on medical XAI 
Several works have pursued XAI in medicine due to its critical 
need [81]. Wang et al. showed how XAI can mitigate cognitive bi-
ases in medical diagnoses [139]. Cai et al. identified requirements for 
trust in medical AI, including to “compare and contrast AI schemas 
relative to known human decision-making schemas” [19]. SMILEY 
was designed to find similar pathology cases by region, example 
and concept-based explanations [18]. Lundberg et al. proposed tree-
based explanations to address “model mismatch – where the true 
relationships in data do not match the form of the model” [86]. Tjoa 
and Guan’s review of medical XAI identified several challenges, 
including the lack of interpretability, explanation unfaithfulness, 
and need for data science training in medical education [134]. In 
contrast, Vellido argued for the “need to integrate the medical experts 

in the design of data analysis interpretation strategies” [137]. Simi-
larly, we use diagrammatization and abduction to imbue medical 
expertise into XAI. Corti et al. found that clinicians desire explana-
tions that are multimodal, interactive and actionable [24]. We focus 
on another requirement: domain alignment for clinical relevance. 

Regarding our focus on AI for cardiac disease, much work has 
been on electrocardiogram (ECG) [131], and less on phonocardio-
grams (PCG). Yet, the few works on PCG focus on classifying normal 
or abnormal sounds [126], or segmenting time [29]. These lack clin-
ical usefulness, since they do not provide a differential diagnosis of 
multiple plausible diagnoses. Work on XAI for PCGs is even more 
sparse, focusing on saliency maps on spectrograms [27, 117, 118], 
which we show later are unconvincing to clinicians. 

4 Technical approach 
We developed an ante-hoc interpretable model for high-stakes car-
diac diagnosis from phonocardiograms (PCG). Aligning to clinical 
practice, the model performs diagrammatization for murmur di-
agrams and abduction for diagnostic reasoning. We describe our 
data preparation, diagram formalization, and proposed model. 

4.1 Heart auscultation data preparation 
4.1.1 Dataset. We trained models on the the dataset by Yaseen et 
al. [146] comprising 1000 audio recordings of heart cycles, each 
1.15–3.99s long, sampled at 8 kHz. There are 200 recordings of each 
diagnosis: N, AS, MR, MVP, and MS. 

4.1.2 Preprocessing. To classify auscultations starting at any time 
point, we created instances based on sliding windows with length 
1.0s (8000 samples) and stride 0.1s. The window length was chosen 
so that each instance contained only one heart cycle to simplify 
murmur predictions. In total, we had 14,672 instances, which was 
sufficiently large for deep learning achieving 86.0% for a base CNN, 
and 95.7% for our proposed model. We split the data into 50% train-
ing and test sets, and ensured all time windows for the same audio 
files were only in either set. We then extracted the time series audio 
amplitude 𝒂 = A(𝒙) to estimate murmur shapes later. 
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Table 2: Formalization of murmur shapes as piecewise linear functions F𝑦 (𝑡 |𝜽 ) of murmur amplitude (red shape) changes over 
time 𝑡 . [] represents the Iverson bracket, which is 1 if its internal expression is true and 0 otherwise. 

Diagnosis 𝑦 Murmur Diagram Heart Phase 𝜙 Shape Function F𝑦 (𝑡 |𝜽 ) Parameters 𝜽 

N 
S1 S2 S1 

n.a. 0 ∅ 

AS 
𝜏1 𝜏2 𝜏𝐿 

𝜋1 −𝜋2 

𝜋0 Systolic [𝜏1 ≤ 𝑡 < 𝜏𝐿 ] (𝜋0 + 𝜋1 (𝑡 − 𝜏1 ) 
+[𝜏2 ≤ 𝑡 ] (−(𝜋1 + 𝜋2 ) (𝑡 − 𝜏2 ) ) ) 

𝜏1, 𝜏𝐿, 
𝜋0, 𝜋1, 𝜋2 

MR 
𝜋0 

𝜏1 𝜏𝐿 

Systolic [𝜏1 ≤ 𝑡 < 𝜏𝐿 ]𝜋0 
𝜏1, 𝜏𝐿, 
𝜋0 

MVP 
𝜏1 𝜏𝐿 𝜏2𝜏3 

𝜋1 −𝜋1 
Systolic 

[𝜏1 ≤ 𝑡 < 𝜏𝐿 ] (𝜋0 + 𝜋1 (𝑡 − 𝜏1 ) 
+[𝜏2 ≤ 𝑡 ] (−2𝜋1 (𝑡 − 𝜏2 ) 
+[𝜏3 ≤ 𝑡 ] (𝜋1 (𝑡 − 𝜏3 ) ) ) ) 

𝜏1, 𝜏2, 𝜏3, 𝜏𝐿, 
𝜋0, 𝜋1 

MS 
𝜏1 𝜏𝐿 𝜏2𝜏3 𝜏4 

𝜋1 −𝜋1 𝜋2 Diastolic 

[𝜏1 ≤ 𝑡 < 𝜏𝐿 ] (𝜋0 + 𝜋1 (𝑡 − 𝜏1 ) 
+[𝜏2 ≤ 𝑡 ] (−2𝜋1 (𝑡 − 𝜏2 ) 
+[𝜏3 ≤ 𝑡 ] (𝜋1 (𝑡 − 𝜏3 ) 
+[𝜏4 ≤ 𝑡 ] (𝜋2 (𝑡 − 𝜏4 ) ) ) ) ) 

𝜏1, 𝜏2, 𝜏3, 𝜏4, 𝜏𝐿, 
𝜋0, 𝜋1, 𝜋2

4.1.3 Annotation. The dataset only had diagnosis labels, so we 
manually annotated the murmur start 𝜏1 and end 𝜏𝐿 , respectively. 
Using this segment, we fit a nonlinear function describing the cor-
rect murmur shape of each time series instance, described in Section 
4.2. The annotations were performed and verified in consultation 
with our cardiologist collaborators. Since it was prohibitively ex-
pensive to recruit clinicians as annotators, we trained ourselves 
(computer scientists) to understand the domain concepts of auscul-
tation and murmurs. Two annotators checked the annotations for 
consistency with each diagnosis as described in Section 3.3 using 
time series visualizations of all PCGs. 

4.2 Diagram ontology: Murmur shapes as 
piecewise linear functions 

To constrain murmur diagrams with the ontology of murmur shapes, 
we formulated murmur shapes as parametric functions F𝑦 (𝑡 |𝜽 ) 
over time 𝑡 with parameters 𝜽 = (𝝉 , 𝝅 ). We modeled crescendo, 
decrescendo, and uniform slopes as straight lines, and the full shape 
as a piecewise linear function. Other considered function families 
were problematic. Taylor series would include clinically irrelevant, 
spurious mathematical artifacts. Fourier series, which spectrograms 
actually represent, would capture frequency information in mur-
murs, but not the amplitude shapes. 

All candidate murmur shapes share the murmur segment start 
𝜏1 and end 𝜏𝐿 time parameters, but can have varying number of 
time 𝝉 and slope 𝝅 parameters depending on the complexity of 
the shape. Crescendos are modeled as lines with positive slope, 
decrescendos as lines with negative slope, and uniform with 0 slope. 
Table 2 illustrates the murmur shapes mathematically with relevant 
parameters 𝜽 , and their shape function F𝑦 (𝑡 |𝜽 ) equations: 

1) Normal (N) has no murmurs, so murmur segment start 𝜏1 
and end 𝜏𝐿 are undefined ∅, and F𝑁 (𝑡 |𝜽 ) = 0 by definition. 

2) Aortic stenosis (AS) has a crescendo-decrescendo murmur 
starting at 𝜋0 with positive slope 𝜋1 from 𝜏1 to 𝜏2 and nega-
tive slope −𝜋2 from 𝜏2 to 𝜏𝐿 . 

3) Mitral regurgitation (MR) has a uniform murmur between 𝜏1 
and 𝜏𝐿 at amplitude level 𝜋0. 

4) Mitral valve prolapse (MVP) murmurs start with a "click", 
modeled as a short spike with slopes 𝜋1 and −𝜋1 from 𝜏1 
through 𝜏2 to 𝜏3, then uniform murmur spanning 𝜏3 to 𝜏𝐿 
with 0 slope, which may have 0 amplitude if no MR. 

5) Mitral stenosis (MS) has similar shape to MVP, but this mur-
mur happens in the diastolic heart phase, not systolic, and 
ends with a positive slope 𝜋2 crescendo from 𝜏4 to 𝜏𝐿 . 

4.3 DiagramNet: Diagrammatic network with 
abductive explanations of murmur shapes 

We introduce DiagramNet, a deep neural network meta-architecture 
inspired by the multi-step abductive reasoning process to infer the 
best explanation as the prediction (see Fig. 5). Unlike standard neu-
ral networks that tend to learn spurious and unintelligible neural 
activation, DiagramNet aligns to the clinical diagnosis domain by 
constraining with structural priors [49] to implement the 4-step 
abduction process in 7 stages for perceptual and abductive predic-
tions, and combine them for an ensemble prediction. It supports 
high-stakes decisions through its ante-hoc interpretability. 

4.3.1 Audio displacement and amplitude inputs. Given the 1-sec 
(8000-sample) audio data as displacement 𝒙 , we extract the ampli-
tude 𝒂, concatenate them as a 2-channel 1D tensor (𝒙, 𝒂). Although 
the convolutional layers of the CNN could learn frequency informa-
tion from 𝒙 , explicitly computing 𝒂 makes it easier for the model 
to learn patterns from amplitude. 

4.3.2 Murmur segmentation. Next, we input (𝒙, 𝒂) into a U-Net [123] 
model 𝑀𝑚 to predict the 1 time region  of the murmur 𝒎̂ , defined 
as a mask vector. However, this suffers from over-segmentation 
by inferring multiple regions of murmurs in a single instance, al-
though there should only be one. As in [36, 96], we resolve this 
1We used U-Net, popular for image segmentation [65, 123], on time series by treating 
it as a 1D "image" to use convolutional filters on temporal motifs as spatial patterns. 
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Figure 5: Modular architecture of DiagramNet with 7 stages corresponding to the steps of abductive reasoning (I to IV) in 
Section 2.2, and the 8th stage for ensemble prediction to combine perceptual and abductive predictions. Black arrows indicate 
feedforward activations, the blue arrow indicates an iterative nonlinear optimization at inference time to estimate the final 
murmur shape parameters, and red downward arrows indicate which variables are trained with supervised labels. Variables are 
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with a smoothing loss using the truncated mean squared error: 
𝐿𝜇 = 1 

𝑇

𝑇
𝑡 max(𝜖𝑡 , 𝜖), where 𝜖𝑡 = (log 𝑚̂(𝑡 ) − log 𝑚̂(𝑡 − 1)) 2 is the 

squared of log differences and 𝜖 is the truncation hyperparameter. 
This may still result in >1 segments, so we choose the longest one. 

4.3.3 Hypothesis enumeration. Common to clinical diagnosis re-
quiring rapid decisions, we focus on selective abduction to enu-
merate hypothesis from a predetermined set [93]. We enumerate 
hypotheses 𝑦 (N, AS, MR, MVP, MS) for classification in Stages 4 and 

7, and retrieve corresponding murmur shape functions (𝑦 ) 
F (𝑠 𝑡 |𝜽 ) 

with yet-estimated parameters 𝜽 to be evaluated in Stage 6. Infer-
ring on multiple hypotheses is canonical of abductive reasoning 
and goes beyond simple neural network classifiers that only use 
one hypothesis, i.e., one model with trained parameters. 

4.3.4 Perceptual prediction. Using the embedding representation 
learned from murmur segmentation by feeding it into fully-connected 
layers 𝐹𝑦0 , we predict an initial diagnosis 𝒚̂0 based on perception. 
This would be more accurate than a base CNN, since it benefits 
from the added multi-task learning to predict 𝒎̂ too. 

4.3.5 Hypotheses fitting. Before evaluating each hypothesis, we 
need to fit its shape function to the time series observation. First, we 
extract the murmur amplitude by masking the amplitude 𝒂 within 
the murmur segment 𝒎̂ from 𝜏1 = 𝑚̂ 1 to 𝜏𝐿 = 𝑚̂ 𝐿 , i.e., 𝒂̆𝑚 = 𝒂 ◦ 𝒎̂ , 
where ◦ is the Hadamard element-wise multiplication. Next, We 
initialize the shape parameter values using heuristics based on 
typical characteristics 𝜽0 = Θ0 (𝒂̆𝑚 ) described as follows. 

1) Normal (N). No parameters, as no murmur expected. 
2) Aortic stenosis (AS). We estimate the apex of the crescendo-

decresendo to occur at the time 𝜏2 = argmax𝑡 (𝑎) of highest 
amplitude max(𝑎). 𝜋0 is just the amplitude at 𝜏1, 𝜋1 is the 
slope from the murmur start to apex, and 𝜋2 ≈ 𝜋1. 

3) Mitral regurgitation (MR). The shape is a flat line at the aver-
age amplitude of the murmur segment 𝑎𝑚 = 


𝜏1<𝑡 <𝜏𝐿 

𝑎(𝑡 ). 

4) Mitral valve prolapse (MVP). We estimate the apex at 𝜏2 simi-
larly as for AS, 𝜏3 to occur at twice the distance from 𝜏1 to 
𝜏2. 𝜋0 and 𝜋1 are calculated the same way as for AS. 

5) Mitral stenosis (MS). Estimating time parameters is poor us-
ing heuristics, so we use a data-driven approach by using the 
median of time differences from the training dataset. These 
are calculated for 𝜏2 and 𝜏4 relative to murmur start 𝜏1 and 
end 𝜏𝐿 . 𝜏3, 𝜋0 and 𝜋1 are calculated the same way as for MVP. 

Starting with initial parameter values ˘ 𝜽0, we optimize O the 
murmur shapes for all diagnoses 𝒔𝑚 = F𝑠 (𝑡 | ˘ 𝜽0) using the Limited-
memory Broyden-Fletcher-Goldfarb-Shanno (L-BFGS) algorithm 
[105] to minimize the shape fit mean square error (MSE), i.e., ˜ 𝜽 = 
argmin𝜽 ∥F𝑡 (𝑡 |𝜽 ) − 𝒂̆𝑚 ∥2 

2. Like activation maximization [104] and 
CLIP [115], but unlike standard supervised learning that optimizes 
model parameters at training, shape functions are optimized at 
inference per instance. See Table 3 for summary. 

4.3.6 Criteria evaluation. Now, we determine the evidence for each 
hypothesis. Similar to other abduction-based approaches, we eval-
uate each hypothesis with cost-based and probabilistic coherence 
criteria [74, 102] by calculating cost scores to assess how well its 
hypothesized evidence fits the observation. For heart auscultation, 
we use murmur shape goodness-of-fit as a cost-based criterion and 
murmur heart phase prediction likelihood as probabilistic criterion. 

We compute the murmur shape goodness-of-fit as the mean 
square error (MSE) distance between the murmur amplitude 𝒂̆𝑚 

and optimized murmur shape for each diagnosis 𝒔 (𝑦 ) 
𝑚 , i.e., ˘ 𝒅 = 

D( ̆𝒂𝑚, 𝒔𝑚 )  ∥ ̆𝒂𝑚 − 𝒔𝑚 ∥ 2 
2. We invert2 this distance metric to get 

the murmur shape criterion score of each hypothesis, i.e., 𝜸𝑑 = 𝒅◦−1 , 
where □ ◦−1 is the Hadamard inverse operation for elementwise 
inverse. Next, we heuristically determine3 the likelihood of murmur 

2We chose inverse (1/𝑑), which leads to better model performance than reverse (1 −𝑑).
3Another method to estimate the murmur heart phase is to segment the S1 and S2 
locations and determine whether the murmur is absent (∅), between S1-S2 (Systolic), 
or between S2-S1 (Diastolic) [119]. 
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Table 3: Heuristics to initialize murmur parameters for each plausible diagnosis 𝑦 based on predicted murmur segment start ˆ 𝑚1 
and end ˆ 𝑚𝐿 , and data statistics (for MS). 𝑎 is all amplitudes in the murmur, 𝑎𝑚 is the average amplitude, 𝑎(𝑡 ) is the amplitude at 
time 𝑡 , Δ𝜏12 = 𝜏2 − 𝜏1, Δ𝜏4𝐿 = 𝜏𝐿 − 𝜏4, and 𝜇0.5 (Δ𝜏 ) is the median of training instances for Δ𝜏 . Parameters undefined ∅ for 𝑦 = N. 

Initial Time Parameters Initial Slope Parameters 
𝑦 𝜏1 𝜏2 𝜏3 𝜏4 𝜏𝐿 𝜋0 𝜋1 𝜋2 

AS ˆ 𝑚1 argmax𝑡 (𝑎 ) ∅ ∅ ˆ 𝑚𝐿 𝑎 (𝜏1 ) 𝑎 (𝜏2 )−𝜋0 
Δ𝜏12 

𝜋1 

MR ˆ 𝑚1 ∅ ∅ ∅ ˆ 𝑚𝐿 𝑎𝑚 ∅ ∅ 

MVP ˆ 𝑚1 argmax𝑡 (𝑎 ) 𝜏1 + 2Δ𝜏12 ∅ ˆ 𝑚𝐿 𝑎 (𝜏1 ) 𝑎 (𝜏2 )−𝜋0 
Δ𝜏12 

∅ 

MS ˆ 𝑚1 𝜏1 + 𝜇0.5 (Δ𝜏12 ) 𝜏1 + 2Δ𝜏12 𝜏𝐿 − 𝜇0.5 (Δ𝜏4𝐿 ) ˆ 𝑚𝐿 𝑎 (𝜏1 ) 𝑎 (𝜏2 )−𝜋0 
Δ𝜏12 

𝑎 (𝜏𝐿 )−𝑎 (𝜏4 ) 
Δ𝜏4𝐿 

heart phase based on the perceptual prediction 𝒚̂0 by transformation 
𝝓̂ = M(𝒚̂0)  𝑀⊤ 

𝑦𝜙 𝒚̂0, where 𝑀𝑦𝜙 = (𝒆0, 𝒆1, 𝒆1, 𝒆1, 𝒆2)⊤ is a matrix 

to map diagnosis to heart phase, and 𝒆0, 𝒆1, 𝒆2 are standard basis 
vectors. We compute the murmur heart phase criterion score of each 
hypothesis by mapping diseases with the same phase to the same 
likelihood, i.e., 𝒚̂𝜙 = 𝑀⊤ 

𝑦𝜙 𝝓̂. 
We combine these criteria to determine the overall plausibility 

of each hypothesis over all evidence by conjoining the rules for 
murmur heart phase and shape, i.e., 𝜙 (𝑦 ) ∧ 𝑠 (𝑦 ) 

𝑚 ⊨ 𝑦𝑒 . We simulate 
this logical conjunction in the neural network as the multiplication 
of the two likelihood density vectors 𝒚̂𝜙 and 𝜸𝑑 with normalization, 

𝜙 ∧ 𝑠𝑚 ≡ E(𝝓̂, 𝒅)  𝝈 (𝒚̂𝜙 ◦ 𝜸𝑑 ) = 𝒚̆𝑒 , 

where ◦ is the Hadamard operator for element-wise multiplication, 
and 𝝈 is the softmax function to normalize the output to 0–1 like a 
probability. This likelihood conjunction avoids the contradiction of 
inconsistent murmur shape and heart phase. For example, if 𝑦Sys 

𝜙

is highest and 𝑑MVP is lowest, then 𝑦𝑒 would be inferred as MVP; 
alternatively, if 𝑦Dias 

𝜙
is lowest, then 𝑦𝑒 would not be inferred as 

MS, even if 𝑑MS is very low. 𝒚̆𝑒 computes the likelihood of each 
diagnosis only using heuristic criteria evaluation and not supervised 
learning. However, the best scoring item in 𝒚̆𝑒 may not be the "best" 
explanation since it may be overcomplicated. We resolve this with 
parsimonious selection in the next stage. 

4.3.7 Abductive prediction. When choosing among equally satisfy-
ing hypotheses, abductive reasoning would select the simplest [74]. 
For heart auscultation, we note that more expressive shape func-
tions can subsume simpler ones, i.e., 𝑠MR 

𝑚 ⊆ 𝑠AS 
𝑚 ⊆ 𝑠MVP 

𝑚 ⊆ 𝑠MS 
𝑚 , e.g.,

Fig. 7d shows MS overfitting for MVP. We enforce simplicity by 
regularizing hypotheses by their complexity. However, unlike regu-
larization in machine learning that tune weight hyperparameters 
based on validation datasets, we predict the regularization weight 
using supervised learning on each observation. The methods are 
not equivalent since the former is inductive inference on a dataset 
and the latter abductive inference on an instance. 

We define parameters ˆ 𝝀𝑟 for regularization penalties for all hy-
potheses, where a larger value represents a higher penalty for more 
complex murmur shapes, specifically, 1 ≤ 𝜆 MR 

𝑟 ≤ ˆ 𝜆AS 
𝑟 ≤ 𝜆MVP 

𝑟 ≤
𝜆MS 
𝑟 . We predict 𝝀̂𝑟 using a feedforward layer with the perceptual 
diagnosis 𝒚̂0 as input, so they depend on the observed murmur. On 
average, 𝜆MR 

𝑟 = 1.6, 𝜆AS 
𝑟 = 14.3, 𝜆MVP 

𝑟 = 𝜆MS 
𝑟 = 33.7. Notice how

𝜆MVP 
𝑟 = 𝜆MS 

𝑟 because they apply at different heart phases, obviating 
the need to distinguish between the shapes. Hence, we resolve a 
parsimonious abductive prediction by dividing the evaluated pre-
diction 𝒚̆𝑒 with the penalties and normalizing, i.e., 

𝒚̂𝑟 = R(𝒚̆𝑒 )  𝝈 
 
𝒚̆𝑒 ◦ 𝝀̂ ◦−1 

𝑟 

 
. 

While this involves supervised learning to minimize the categorical 
cross entropy loss 𝐿 (𝒚, 𝒚̂𝑟 ), it is only to estimate the monotonic 
regularization penalty for each instance, rather than fully training 
a black box classifier. 

4.3.8 Ensemble prediction. Conforming to the hypotheses eval-
uation, abductive prediction 𝒚̂𝑟 trades-off performance for inter-
pretability. To improve performance, we combine 𝒚̂𝑟 with percep-
tual prediction 𝒚̂0 in a weighted sum, 

𝒚̂ = W(𝒚̂𝑟 , 𝒚̆𝑒 )  ℓ1 
 
(1 − 𝝆̂ ⊤ 

𝑤 )𝒚̂0 + 𝝆̂ ⊤ 
𝑤 𝒚̂𝑟 

 
, 

where 𝝆̂𝑤 is a vector of weight fractions for each hypothesis pre-
dicted using a feedforward layer with the perceptual diagnosis 𝒚̂0 
as input, and ℓ1 is the L1 norm to min-max normalize across classes. 
On average, 𝝆̂𝑤 = (.78, .80, .79, .79, .79)⊤ , indicating that 79% of the 
prediction is due to abduction 𝒚̂𝑟 instead of perception 𝒚̂0. 

In summary, the multi-stage technical approach (Stages 1-7) 
follows the steps of selective abduction process: 

I. Observe event by audio displacement to interpret its ampli-
tude (Stage 1), and segment the murmur location (2). 

II. Hypothesize by enumerating diagnoses, retrieving correspond-
ing murmur shape functions (3), and perceiving an initial 
diagnosis from the hypotheses (4). 

III. Evaluate plausibility by fitting all murmur shapes to the 
observation (5), and deductively evaluating coherence crite-
ria murmur shape goodness-of-fit and murmur heart phase 
mapping (6). 

IV. Resolve explanation by penalizing complex murmur shapes 
to select the simplest hypothesis (7). 

The abductive prediction from Step IV (Stage 7) is then combined 
with the perceptual prediction from Step II (Stage 4) to make a 
final combined ensemble prediction (Stage 8). See example diagram 
explanations in Figs. 6, 7, 8. 

4.4 Related work on abductive AI interference 
There is a long history of abductive reasoning in AI, starting with 
Pople [112], followed by much work in the 1980s and 1990s (e.g., [53, 
101]). Works on intelligent tutoring using abductive reasoning to 
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align with human understanding (e.g., [37, 94, 95]) share similar 
objectives as our work. For medical diagnosis, abductive framing 
has been used to abstract features from time series data [132, 133]. 
While abduction has been studied in formal methods of machine 
reasoning for AI [13], its use in machine learning and deep neu-
ral networks (DNN) is limited. Causal networks model a graph of 
causal chains from causes to evidence [109] and can perform abduc-
tive inference by calculating the posterior probabilities of causes 
given the evidence. Knowledge-base reasoning, case base reasoning 
and predicate logic systems model deductive rules from causes to 
effects, and can perform abductive reasoning by backward chaining 
along the rules [57, 74], though predicate rules and premise propo-
sitions are manually specified [57]. Recent work has also sought 
to support probabilistic abductive explanations [51]. Since simpler 
explanations are more plausible, some methods enforce simplicity 
criteria [74, 102]. For phenomena with known physical equations, 
agent-based modeling can simulate the consequences of different 
hypotheses by iterating variable values within a pre-specified range 
in the hypothesis space, and select the best hypothesis that fits the 
evidence based on cost-based criteria [102]. While these formal 
methods support explainable AI by implementing abductive reason-
ing, they are less capable of predicting on unstructured data, such 
as images and audio, which is commonly modeled with DNNs. 

Recently, some DNNs have implemented abductive reasoning 
by adding abductive modules. Dai et al. appended a DNN with an 
abductive logic programming (ALP) component to finetune pre-
dictions with pseudo-labels [25]. The ALP component is solved 
separately, thus the model cannot be trained end-to-end. For video 
understanding, after manual annotation of event labels and causal 
relationships, DNNs have been trained to perform abductive rea-
soning with event sequence pairs from event graphs [28, 77, 78], 
thus learning causal networks incrementally in an end-to-end man-
ner. These methods reason over homogeneous categorical entities 
(events), while our approach handles heterogeneous concepts; our 
hypotheses are diagnosis labels and evidence include parametric 
time series shape functions, so they cannot be fully represented 
only as a causal graph. Although the predicted event causes are 
likely true, the generalized rules from causes to consequents are not 
transparent to users. Furthermore, without knowledge constraints, 
the general hypothesis rules learned are not transparent to users, 
and may be spurious and misaligned with domain experts. This 
is particularly dangerous for clinical applications. Finallly, though 
common in abductive reasoning systems, hand-coding the hypothe-
ses as in our approach limits its scalability. This could be mitigated 
by implementing neuro-symbolic AI methods that can more sim-
ply encode domain-specific or user-driven logical rules in neural 
networks [122]. 

5 Evaluations 
We evaluated DiagramNet in multiple stages: 1) a demonstration 
study showing the interpretability of domain-aligned explanations; 
2) a quantitative modeling study comparing DiagramNet against 
baseline CNN models and other reasonable approaches; and 3) a 
qualitative user study with medical students investigating the use-
fulness of domain-aligned explanations compared to more common, 
but overly-technical saliency map explanations. 

5.1 Demonstration study 
We demonstrate the usefulness of DiagramNet for abductive and 
supplemental explanations types [79, 81, 82]. 

a) Abductive explanations to select the best-fitting hypotheses 
for each prediction. Fig. 6 shows the best explanation for 
instances of each diagnosis type. Users can see the predicted 
murmur segment by the coverage of the red shape, and how 
the shape fits the amplitude time series optimally. 

b) Contrastive explanations [99] to describe the evidence for 
alternative model outcomes. Fig. 7 shows how alternative 
hypotheses for a case with MVP were not selected due to 
poor murmur shape fit or wrong heart phase. See Appendix 
Table 6 for shape parameters and fit MSE. 

c) Counterfactual explanations [18, 138, 149] to propose feature 
changes to predict another outcome. These can be derived 
from the contrastive explanations to show how the murmur 
amplitude could be slightly different to be predicted as due 
to another diagnosis. See Appendix Fig. 15 for examples. 

d) Example-based explanations to compare similar or counter-
factual examples [17]. Fig. 8 demonstrates several AS cases 
with different crescendo-decrescendo murmurs. 

5.2 Modeling study 
Since DiagramNet 𝑀 conforms to domain hypotheses, we expect it 
to have better prediction performance and explanation faithfulness 
than other non-knowledge-based models. We describe the models 
compared, evaluation metrics, and results of our modeling study. 

5.2.1 Comparison models. We compared DiagramNet against sim-
pler models with a subset of its modules (𝑀0, 𝑀𝑚 ) for an ablation 
study, and alternative models that predict cardiac diagnosis and 
murmur shapes. Architectures described in Appendix A.2.1. 

1) 𝑀0 (𝒙, 𝒂) = 𝒚̂0, base CNN model trained on displacement 𝒙 
and amplitude 𝒂 to predict diagnosis. 

2) 𝑀𝜈 (𝝂 ) = 𝒚̂0, base CNN model trained on spectrogram 𝒔 to 
predict diagnosis. This baseline is used in our user study. 

3) 𝑀𝜏 (𝒙, 𝒂) = (𝒚̂0, 𝝉 ), multi-task model to predict diagnosis, 
and murmur segment start and end times. This is trained 
with supervised learning from 𝑦 labels and 𝝉 = (𝜏1, 𝜏𝐿 ) an-
notations. This does not consider spatial information. 

4) 𝑀𝜃 (𝒙, 𝒂) = (𝒚̂0, 𝜽 ), multi-task model to predict diagnosis, 
and murmur parameters. This is trained with 𝑦 labels and 
𝜽 = (𝝉 , 𝝅 ) annotations. This neglects spatial information. 

5) 𝑀𝑚 (𝒙, 𝒂) = (𝒚̂0, ˆ 𝒎), encoder-decoder model to predict di-
agnosis, and murmur segment. Like 𝑀𝜏 , this identifies the 
murmur start and end times, but by using U-Net [123] to 
locate the murmur spatially with transpose-CNN layers. 

6) 𝑀𝑎𝑚 (𝒙, 𝒂) = (𝒚̂0, 𝒂𝑚 ), encoder-decoder model to predict di-
agnosis, and murmur amplitude. This model can "see" the 
murmur and attempt to reconstruct it. Unlike diagrammatic 
explanations that adhere to parametric constraints, the am-
plitude predictions here are unconstrained. 

7) 𝑀 (𝒙, 𝒂) = (𝒚̂0, 𝝓̂, 𝒔𝑚, 𝒚̆𝑒 , 𝒚̂𝑟 , 𝒚̂), DiagramNet to infer murmur 
heart phase 𝝓̂, murmur shapes for all hypotheses 𝒔𝑚 , and 
perceptual 𝒚̂0, evaluation-based 𝒚̆𝑒 , parsimoniously-resolved 
abductive 𝒚̂𝑟 , and final ˆ 𝒚 diagnoses. 
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Figure 6: Murmur diagrams of abductive explanations for phonocardiograms (PCGs) of different cardiac diagnosis predictions, 
showing the best-fitting murmur shapes and murmur heart phase (systolic in red or diastolic in dark red). We provide interactive 
demos to explore shape functions for: AS, MR, MVP, and MS. 
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Figure 7: Murmur diagrams of contrastive explanations for a PCG with MVP prediction, showing alternative hypothesized 
murmur shapes. Murmur shapes for AS and MR do not fit the murmur, but both MVP and MS shapes do, because the MS 
function overfits to MVP data. The MS murmur should be during the diastolic heart phase, not systolic, so this was not inferred. 
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Figure 8: Murmur diagrams of example-based explanations of similar AS cases to compare how a specific case looks similar to 
others with the same diagnosis. For example, (c) is missing the S2 sound, but is similar to (a) with a very weak S2 sound too. 
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5.2.2 Evaluation metrics. We compared the models using various 
measures of prediction performance (accuracy, sensitivity, speci-
ficity) and explanation faithfulness (murmur overlap, murmur pa-
rameters estimation errors). These were evaluated on a dataset of 
7,262 1-sec instances. For each instance, we calculated: 

• Prediction correctness (↑ better) aggregated as accuracy, and 
as sensitivity and specificity, commonly used in medicine. 

• Murmur segment Dice coefficient (↑ better) measures the over-
lap between predicted ˆ 𝒎 and actual 𝒎 murmur segments, 
i.e., 𝑠𝜏 = 2(𝒎 · ˆ 𝒎)/(|𝒎 |2 + | ˆ 𝒎 |2). For 𝑀𝜏 and 𝑀𝜃 that only 
predict parameters, we computed ˆ 𝒎 = [𝜏1 < 𝒕 < 𝜏𝐿 ]. 

• Murmur segment parameter MSE (↓ better) indicates how well 
the model predicted the start 𝜏1 and end 𝜏𝐿 time parameters 
of the murmur, i.e., 𝜀𝜏 = | |𝜏1 − 𝜏1 | | 22 + | |𝜏𝐿 − 𝜏𝐿 | | 22. 

• Murmur shape parameters MSE (↓ better) indicates how well 
the model predicted the murmur shape function parameters, 
i.e., 𝜀𝜃 = | |𝜽 − 𝜽𝑦 | | 22, where 𝜽 and 𝜽𝑦 are the actual and pre-
dicted parameters for the correct diagnosis , respectively. 𝑦

• Murmur shape fit MSE (↓ better) indicates how well the in-
ferred murmur shape 𝒔𝑚 (or reconstructed murmur ampli-
tude 𝒂𝑚 ) fits the ground truth murmur amplitude 𝒂𝑚 , i.e., 
𝜀𝑎 = | |𝒂𝑚 − 𝒔𝑚 | |2 

2 (or 𝜀𝑎 = | |𝒂𝑚 − 𝒂𝑚 | |22). 

5.2.3 Results. Fig. 9 shows the performance of all 7 models for four 
evaluation metrics. See Appendix Table 7 for numeric details. For 
base CNN models, predicting on the spectrogram (𝑀𝜈 ) improved 
performance only very slightly over predicting on amplitude (𝑀0), 
suggesting that CNNs can already model frequency information 
with its convolution filters. Multi-task models (𝑀𝜏 , 𝑀𝜃 ) sacrificed di-
agnosis prediction accuracy to predict murmur parameters, yet still 
had high errors, and very inaccurate segment predictions. Encoder-
decoder models (𝑀𝑚 , 𝑀𝑎𝑚 ) performed better by more accurately 
predicting diagnoses than base CNN models, could reasonably lo-
cate segment regions, and had moderately low shape parameter 
and fit estimation errors. This suggests that merely treating param-
eters as stochastic variables to predict is less reliable than explicitly 
modeling spatial and geometric information. 

DiagramNet was the best performing with highest accuracy for 
diagnosis prediction 𝒚̂, and lowest error for shape parameters ˜ 𝜽
and fit 𝒔𝑚 estimation. Interestingly, despite murmur shape predic-
tion 𝒔𝑚 being less expressive than murmur amplitude prediction 
𝒂𝑚 , since it predicts straight lines, its fit is still better (lower MSE). 
Due to training with backprop from ˆ 𝒎 and 𝒚̂, even its percep-
tual diagnosis 𝒚̂0 was better than that of other models. However, 
evaluation-based 𝒚̆𝑒 and parsimoniously-resolved abductive 𝒚̂𝑟 pre-
dictions were weaker. Adhering to the rule-like conjunction for 𝒚̆𝑒 
enforces evaluation to be based on backward chaining of hypothesis 
rules. This supports interpretable abductive reasoning to satisfy 
the coherence criterion, but this trades-off accuracy. In contrast, 
𝒚̂𝑟 significantly improved accuracy by penalizing overcomplicated 
murmur shapes. Furthermore, 𝒚̂𝑟 is interpretable, unlike 𝒚̂0, and 
achieves comparable performance. Combining the perceptual and 
abductive predictions as a weighted sum (∼79% based on 𝒚̂𝑟 ) pro-
vided a partially interpretable ensemble prediction ˆ 𝒚 with highest 
accuracy; this improved both its prediction performance and inter-
pretability [127]. Applications could report 𝒚̂𝑟 or ˆ 𝒚 depending on 
interpretability and performance requirements. 

Next, we examined the diagnostic performance for each cardiac 
disease. Fig. 10 shows the confusion matrices for the four prediction 
stages of DiagramNet, and Appendix Fig. 19 shows that for the base 
CNN model. Base CNN often confused different diseases, such as 
between MVP and MS due to their similar murmur shapes. When 
predicting on evidence evaluation with 𝒚̆𝑒 , DiagramNet did confuse 
between systolic murmurs (AS, MR, MVP), but could accurately 
distinguish between MVP and MS due to their different murmur 
heart phases 𝜙0. The confusion between systolic murmurs in 𝒚̆𝑒 
was due to the overfitting of more complex murmur shapes (e.g., 
MR overfit by AS and MVP, AS overfit by MVP), but this was 
mitigated with the hypothesis regularization in 𝒚̂𝑟 . The combined 
diagnosis prediction ˆ 𝒚 ameliorated weaknesses in the perceptual 
and abductive predictions to produce a very clean confusion matrix. 
Finally, Fig. 11 shows that DiagramNet has higher final sensitivity 
and specificity for all diagnoses compared to the base CNN. 

5.3 Qualitative user study 
We evaluated the usefulness of domain-aligned explanations with 
a qualitative user study. We recruited medical students as domain 
experts, due to their training on auscultation to diagnose heart 
murmurs. We did not conduct a summative evaluation due to limited 
recruitment. Our key research questions were: How do clinicians ... 

RQ1. Diagnose heart auscultation without AI? 
RQ2. Accept AI-based diagnosis without XAI? 
RQ3. Interpret AI-based diagnosis with XAI that is 

domain-aligned diagrammatic or saliency-based? 

5.3.1 Experiment conditions and apparatus. Participants used dif-
ferent user interfaces (UI) of our cardiac diagnosis system based 
on XAI condition. All UI were implemented on a black background 
to increase the visibility of the saliency maps. In addition to the 
non-explainable baseline, there were three explainable UI variants: 

0) Baseline to play the heart sound audio and view the phono-
cardiogram (PCG). After providing an initial diagnosis, the 
participant can click to reveal the AI’s predicted diagnosis. 

1) Murmur-diagram XAI explaining diagnosis prediction by 
overlaying a red murmur shape on the predicted murmur 
region (Fig. 12). This aligns with clinical training, so we 
expect it to be the most useful and trusted explanation type. 

2) Spectrogram-saliency XAI showing the PCG and spectrogram 
with a saliency map overlaid as a transparency mask (Fig. 13). 
We expect saliency maps to be less trusted due to non-use in 
clinical practice, spectrograms being overly-technical, and 
saliency maps being potentially spurious. 

3) Time-saliency XAI showing the PCG with a 1D saliency map 
overlaid along time (Fig. 14). This simpler saliency map does 
not require users to know of spectrograms. 

5.3.2 Experiment method and procedure. Several cases are pre-
sented to each participant, where we observed how he/she inter-
acted with the UI and described his/her thoughts using the think 
aloud protocol, and performed a structured interview. For simplic-
ity, we only included cases where the AI made correct diagnoses, 
and measured trust of the AI. We verified that participants had 
decent headphones to carefully hear the heart sounds. We obtained 
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Figure 9: Results from the modeling study comparing DiagramNet with baseline and alternative models. Model performance is 
measured with perceptual 𝒚̂0, rule-like evaluation-based 𝒚̆𝑒 , parsimoniously-resolved abductive 𝒚̂𝑟 , and ensemble ˆ 𝒚 diagnosis 
accuracy. Explanation faithfulness is measured by murmur segment ˆ 𝝉 Dice coefficient, murmur shape parameters ˆ 𝜽 , ˜ 𝜽 MSE, 
murmur shape 𝒔𝑚 fit MSE, and reconstructed murmur shape amplitude 𝒂𝑚 MSE. For blue metrics, higher is better; for red metrics, 
lower is better. DiagramNet has highest prediction and segmentation accuracy, and lowest estimation error for parameter 
values and shape fits (all good). In Appendix A.2.2, see Table 7 for numeric details, and Fig. 20 for expanded layout. 
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Figure 10: Confusion matrices of DiagramNet predictions at various steps based on: I) spatial (temporal) perception, III) rule-like 
evaluation of conjunctive evidence, IV) parsimonious abductive resolution, and I+IV) combined perceptual and abductive 
reasoning. See Fig. 19 in Appendix to compare against the baseline CNN model. 

Figure 11: Clinical performance of DiagramNet compared to the base CNN model for various diagnoses. The perceptual 𝒚̂0, 
abductive 𝒚̂𝑟 , and final ˆ 𝒚 predictions of DiagramNet are higher than that of the baseline model 𝒚̂0 for each diagnosis. The 
evaluation-based prediction 𝒚̆𝑒 has lower accuracy for some diagnoses, due to the lower dimensionality of deducing only with 
shape goodness-of-fit distances instead of CNN embeddings. Hypothesis regularization to penalize overcomplicated hypotheses 
helps to improve accuracy with the resolved abductive prediction 𝒚̂𝑟 . 
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Figure 12: User interface for the AI diagnosis system with Murmur-diagram XAI used in the user study. The user can play the 
heart sound at various volumes and speeds, and view the phonocardiogram (PCG). On clicking to view the explanation, the 
murmur diagram of the predicted diagnosis is overlaid on the PCG, showing the recognized murmur region and shape, as a 
shaded red area. In this case, the model fit a crescendo-decresendo shape in the murmur region to explain its prediction for AS. 

Figure 13: User interface with Spectrogram-saliency XAI used in the user study. One can view the PCG (top) and spectrogram 
(middle) of the heart sound. For the spectrogram, we used the Viridis color map, where yellow-green indicates higher amplitude 
for the frequency at the time shown, and dark purple indicates lower amplitude. After initial diagnosis, one can click to view 
the predicted diagnosis, and click to view the explanation. For this UI, the explanation is a saliency map showing the important 
regions in the spectrogram (bottom). More important regions are left colored, while less important ones are more transparent. 
In this case, the model predicts that the diagnosis is AS, because the low frequencies during S1 and S2 were most important, 
followed by sporadic time regions in the murmur and one region near the apex with higher frequencies. 

Figure 14: User interface with Time-saliency XAI used in the user study. On clicking to view the explanation, a 1D saliency map 
is shown to indicate important time regions for the prediction. Redder indicates more important. In this case, the model thinks 
that the start of S1, S2, and some sporadic regions in the murmur (perhaps, including the apex) were important for predicting 
aortic stenosis (AS). Strangely, the model also thinks that the end of the PCG is important. 
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ethics approval from our institution before commencing the study. 
For each participant, the procedure was: 

1) Introduction on the experiment, and given a primer on cardiac 
diagnoses for N, AS, MVP, MR, and MS. We confirm the 
participant is familiar with these diagnoses. 

2) Consent to participate and record their voice and interactions. 
3) Tutorial on the UI variants including how to interpret their 

explanations. Since spectrograms are rather technical, we 
took care to teach how to interpret them, check for under-
standing later during think aloud, and clarify as needed. 

4) Three UI sessions, each randomly assigned to an XAI type, 
for up to two patient case trials, where 
◦ Case is randomly chosen with a specific diagnosis (N, AS, 
MVP, MR, or MS). As clinicians also use patient informa-
tion (e.g., age, symptoms, medical history) when making 
diagnoses, we provide it on request. 

i) Initial diagnosis is elicited to learn their decision and ratio-
nale based on the PCG. Participants using Spectrogram-
saliency also see the spectrogram at this stage. 

ii) AI diagnosis is revealed, and the participant is asked whether 
he/she agreed or disagreed, and why. 

iii) XAI explanation is shown by condition. The participant 
interprets the explanation, describes helpful and unhelpful 
aspects, and provides suggestions for improvement. 

5) Ranking of XAI types by convincingness and explain why. 
6) Debrief and conclusion. We thank the participant for their 

time and feedback, and conclude with compensation. 

5.4 User study findings 
We recruited 7 medical students via snowball sampling. They were 
5 females, 2 males, ages 20-23, and in year 4 or 5 of their MBBS 
undergraduate degree. None had prior experience with XAI. It was 
difficult to recruit more due to their busy schedules. The study took 
30 minutes, and participation compensated with a $10 gift card. 

Participants completed 40 cases collectively. They were good at 
diagnosing independently (80% correct), mostly agreed with the 
AI (90% agreement) before seeing explanations (i.e., independent 
of XAI method). They trusted murmur diagram explanations more 
than saliency explanations (see Table 4). Note that the results are 
only formative and not conclusive due to the small sample size 
and high variance. Since participants were thinking aloud and dis-
cussing with the experimenter, it was not meaningful to evaluate 
task times. We thematically analyzed usage and utterances, and 
identified several key themes with regards to XAI usage. 

5.4.1 Diagrammatic explanations were most domain-aligned, helpful 
and trusted. After diagnosing multiple cases across all XAI types, 
all but one participant ranked Murmur-diagram XAI to be the 
most convincing. Commenting on an AS case, P2 mentioned that 
“when I see crescendo-decrescendo, I trust the AI diagnosis is correct, 
compared to if the [Time-saliency] interface shows straight line ... I 
can understand this without having to think ... When I see this [shape] 
outline given by the AI, then I realised that the [amplitude] waveform 
does depict crescendo-decrescendo better, but before I saw the red thing 
I would have looked at this and see that the volume is very level, I 
blocked out the fact that this is an up-slope/down-slope but I now 
clearly see its there.” P4 noticed the that “there is a linear murmur 

Table 4: User study diagnosis performance and trust from 
viewing various explanations. Correctness is measured pre-
XAI. Participants most trusted diagram explanations. 

Murmur Saliency 
Diagram Spectrogram Time 

Total trials 14 13 13 
Pre-AI correct 8 11 12 
Post-AI correct 11 11 13 

Post-XAI trust of AI 12 5 8 

[between S1 and S2], which makes it pansystolic” and agreed that the 
explanation “aligns with my understanding”. P6 remarked how the 
murmur shapes “aligns to what I learnt in school”. The exception 
was P3, who felt that “systolic murmurs are better differentiated by 
the spectrograms”, and that some shape-based explanations “did not 
really conform to usual shapes”, referring to an MS case where he 
“was expecting more of a rectangular [shape]” but saw a decrescendo-
uniform-crescendo shape instead. 

5.4.2 Unfamiliar and unconventional explanations were less inter-
pretable and trustworthy. Participants were unfamiliar with spec-
trograms initially, though many eventually understood them. P1 
“didn’t really look at the frequency much” and felt that “it kind of is 
different from what we will use in real life”. P5 “personally am not 
used to a spectrogram... so kind of... no I don’t think it makes me trust 
the AI because I don’t understand it myself”. Conversely, P7 “agreed 
with [the XAI], lower pitch meaning that it’s the sounds of regular 
valve closure, and murmur is higher pitch than regular S1 and S2”. 
She felt the “underlying theory of the spectrogram explanation makes 
sense to me, but [I’ve] never seen or learnt the spectrogram explana-
tion. However, quite intuitive after brief introduction”. Surprisingly, 
participants found the simpler Time-saliency XAI less unintuitive. 
Noting the salient regions, P5 thought “that [its decision] was fair, 
since the AI pays attention to the S1, S2, and the "click".” However, 
some participants struggled to interpret it; P7 felt that “this is more 
confusing to me, therefore I trust the AI less ... I didn’t understand 
what it was saying just by reading important time spans.” 

5.4.3 Benefits of rich technical XAI with relatable contextualization. 
Some participants wanted detailed explanations. P5 thought that 
“the spectrogram makes me trust the AI more [than Time-saliency]; it 
is really very intricate in differentiating between high or low pitch ... 
spectrogram can be quite unconventional but it has the most answer 
out of all, most details out of all 3 of them, but the extra details are 
useful.” P4 liked the experimenter-provided “verbal explanation of 
spectrograms, since the more information can be obtained to increase 
the user’s interpretation ability... if someone can give a clearer inter-
pretation, the frequency information will be more valuable than the 
time-span one.” Hence, explanations need to be relatable [149]. 

5.4.4 Need for supplementary information. Some participants used 
information beyond what the model processed. P2 remarked that, 
with a real patient, “I would be confirming [the diagnosis] based on 
the position of stethoscope, anti-apex, is the apex the loudest part I’m 
hearing this sound. That’s the first thing, time with pulse check if 
really pan-systolic, [since] other murmurs can be pan-diastolic.” On 
examining an MS case, P3 diagnosed it as either AS or MS and 
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wanted a differential diagnosis (with additional tests or observa-
tions) to eliminate which would be less likely. 

5.4.5 Limitations and future work. We did not collect diagnostic 
decisions post-XAI due to the potential confounder of participants 
just copying the AI prediction due to overtrust, i.e., automation 
bias [30]. Hence, it is unclear if participants may change their deci-
sions similarly with murmur diagrams or saliency maps regardless 
of trust. We had limited our user trials to test AI predictions that 
were correct to avoid participants speculating messily on spurious 
AI explanations. Had the AI made incorrect predictions, perhaps the 
domain-relevant explanations may make the error more obvious 
and harm user trust on the AI [83], compared to the less familiar 
explanations. Future work could study these confounders. 

Our user study evaluated domain-aligned explanations against 
popular saliency maps [27, 118]. While we compared segment-based 
(𝑀𝑚 ) vs. shape-based (𝑀) models in our modeling study (Section 
5.2), we did not compare their explanations in the user study. Fu-
ture work could more finely evaluate the interpretability gap of 
users making sense of murmur segments on their own. The weak-
nesses of saliency maps [12] make them a weak baseline, despite 
their popularity. Instead, concept-based explanations [62, 64, 149] 
(e.g., verbally explaining "crescendo-decrescendo murmur" for "AS") 
could be an interesting baseline. This would investigate the use-
fulness of diagrams with domain constraints on data, rather than 
just providing associated terms. Furthermore, we did not conduct a 
controlled study to specifically evaluate various aspects of domain-
aligned XAI: abductive/deductive, domain-specific/domain-free, 
annotative/schematic. Hence, future work could investigate these 
specific variables to determine which aspect is more essential for 
interpretable XAI. Finally, we had evaluated with clinical experts 
with domain knowledge to read murmur diagrams. Yet, the domain-
aligned explanations could be useful to train lay users to interpret 
and trust the AI. Future work can investigate this to help with the 
adoption of AI-based remote auscultation for patients [75]. 

6 Discussion 
We discuss the scope, generalization and contextualization of domain-
aligned XAI. 

6.1 Scope of domain-aligned XAI 
6.1.1 Supporting human cognition and user domain knowledge. De-
spite significant innovations, XAI techniques neglect user domain 
knowledge, leaving an interpretability gap. This goes beyond sup-
porting human-centric XAI at the cognitive level by tailoring expla-
nations to support specific reasoning processes [90, 96, 139], cog-
nitive load limitations [2, 11, 69], uncertainty aversion [140], pref-
erences [35, 70, 125], or relatability [149]. This goes beyond social 
factors [32, 79, 136], or fitting contextual situations [81]. Domain-
aligned XAI supports user reasoning along domain norms by explic-
itly encoding and representing domain ontology and conventions 
for interpretation and evaluation. While our implementation for 
auscultation-based cardiac diagnosis combined the requirements of 
diagrammatization, abduction and ante-hoc interpretability, other 
applications do not need to tightly couple them, e.g., if the domain 
is simple enough to not need complex diagrams, or users do not 
typically perform abductive reasoning. 

6.1.2 Domain-aligned XAI for high-stakes, complex domains. Devel-
oping concrete explanations for complex domains requires signifi-
cant effort in formulation and evaluation. It requires deep involve-
ment with domain experts to inform about the domain ontology 
and conventions, and hypothesis evaluation criteria (see Section 
6.2.1 for steps). We had studied one application—heart ausculta-
tion; future work can validate on other domains (see Section 6.2.4). 
However, we do not recommend all requirements for simple do-
mains, such as bird classification or music recommendation, since 
formalizing the domain ontology is too costly compared to making 
decision errors, diagrams are not typical in the domain, or users 
are not domain experts to require domain-specific explanations. 

6.1.3 Abductive explanations for confirmatory analysis. Providing 
abductive explanations assumes users want to generate and eval-
uate hypotheses, and requires hypotheses to be mathematically 
formulated with defined evaluation criteria. This is unsuitable for 
1) exploratory analysis without hypotheses, such as when data sci-
entists debug models by looking for spurious effects rather than 
explicitly hypothesizing bugs. Open-ended representations like 
feature attribution or saliency map would be more suitable here. 
It is also unsuitable for 2) unbounded representations like natural 
language explanations that acquire open-ended text from people 
without expectations on a finite set of explanations, so the number 
of hypotheses may be unbounded. However, categorizing text re-
sponses into a discrete taxonomy would simplify identifying key 
hypotheses, and this could be suitable for abductive explanations. 

6.1.4 Limitations of modeling and evaluating domain-aligned expla-
nations with domain experts. We had conducted a small qualitative 
study due to challenges in recruiting domain experts. This is a 
perennial challenge when recruiting busy professionals with rare 
expertise, and will intensify as we develop more useful, domain-
relevant explanations. Nevertheless, we identified strengths and 
some weaknesses in our approach; a larger, summative study would 
have limited value despite high cost. To model diagrammatic XAI, 
we formalized murmur shapes with amplitude, but omitted other 
concepts such as pitch, position, and radiation. Yet, our model per-
formance and convincingness are already superior. Incorporating 
these features is left to future work for a comprehensive solution. 

6.1.5 Risk of cognitive biases on AI over-reliance. The increased 
trust of using domain-aligned explanations could lead to over-
reliance in AI [59] due to various cognitive biases. Automation 
bias [88]: If the user trusts the model due to its human-like reasoning-
aligned, ante-hoc interpretable design, the user may neglect to in-
spect future decisions. Evaluative AI could mitigate this to show 
explanations only and not predictions to let the user form their 
opinions first [100]. Complexity bias [52]: Since diagrammatic ex-
planations may show more details than simple visualizations, users 
may consider them more credible even if the AI prediction is wrong. 
Confirmation bias [107]: The user could fixate on the evidences eval-
uated in the hypothesis-based explanations, neglect other latent 
concepts and agree with the AI explanation. Predetermined hy-
potheses can also hinder considering other diagnoses, but this also 
happens with classification models. Encouraging forward reasoning 
to start with observing the raw input rather than AI explanation or 
prediction can mitigate this [139]. Also, supporting users to verify 
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Table 5: Generalizing applications — a) ECG diagnosis, b) stock price prediction, c) skin cancer detection, d) bank loan approval — 
i) with various diagrams ii) of different data types, and iii) base representation to iv) extract the diagram representation, v) with 
various evidence, vi) to justify predictions. Image credits: ECG adapted from Atrial_flutter34 by James Heilman, MD under the 
CC BY-SA 3.0 license, stock price data from Gold Price (1968-2008) by Emilfaro, Melanoma from the National Cancer Institute. 

a) ECG cardiac diagnosis b) Stock price prediction c) Skin cancer detection d) Bank loan approval 

i. Diagram 1
9
6
8

1
9
7
2

1
9
7
6

1
9
8
0

1
9
8
4

1
9
8
8

1
9
9
2

1
9
9
6

2
0
0
0

2
0
0
4

2
0
0
8

 

age 

gender 

income 

education 

ii. Data type Time series (over msec) Time series (over years) Image Numeric vector 

iii. Base representation Electrocardiogram (ECG) Candlestick chart Photograph Feature attribution bars 
iv. Diagram line ECG trace signal Key prices over time Lesion outline Hypothetical attribution 

v. Explanatory evidence Sawtooth wave Descending triangle Asymmetrical outline × Sensitive features used 
vi. Prediction (cause) Atrial flutter Breakdown imminent Malignant tumor Has discrimination 

intermediate reasoning steps, such as identifying wrong segmenta-
tion, can help them to identify errors and limit over-reliance. 

6.2 Generalizing domain-aligned explanations 
6.2.1 Approach to prepare domain-aligned explanations. We de-
scribe the general approach for other applications: 

1) Diagram identification. Through user-centered design, iden-
tify domain expert stakeholder users [72], and perform inter-
views, contextual inquiry [10], or stage-based participatory 
design [34, 147] to understand practices of task reasoning and 
explanation. Elicit mental models of diagrams through dia-
gramming tasks or concept mapping [44], with diagramming 
tools [91]. Peruse relevant documentation, trade literature, 
or textbooks to deepen understanding of the diagrams. 

2) Diagrammatic representations. Characterize the diagram 
along the diagrammatization dimensions (Section 2.1) to 
inform how to parameterize diagrammatic explanations. 

3) Ontology. Identify interpretable concepts and model rela-
tions between them with heuristics to compute them (inter-
pretable), or trained models to infer them (black box). 

4) Conventions. Identify how each concept (e.g., murmur shape) 
is manifested in diagrams, so that they can be represented 
appropriately (e.g., see Section 6.2.3). Restricting the func-
tional form of the concepts limits spuriousness, and parame-
terizing them supports domain-bounded expressivity. 

5) Abductive reasoning. Identify alternative hypotheses and 
define rules relating to evidences. Identify evaluation cri-
teria to compare hypotheses by their fit to the observation. 

6) Ante-hoc interpretability. Implement model reasoning us-
ing a "glassbox" approach, e.g., rules, Bayesian network, or 
modular neural network. For lower-stakes decisions, model-
agnostic explanation could be implemented instead. 

6.2.2 Hypothesis formalization. We discuss how to formalize hy-
potheses for abductive explanations that relate evidence concepts 
to decisions. For domain-aligned XAI, these relationships should be 
constrained to match domain knowledge, and need to be explicitly 
defined and formalized. For decision tasks of symbolic reasoning 

(vs. perceptual pattern matching), this can be specified with pred-
icate logic [57] or graphical model [109], appended to a neural 
network [25, 78], encoded with neuro-symbolic methods [122], or 
designed as modules in a neural network like with DiagramNet. 

6.2.3 Diagrammatic concept formalization. In this work, we use 
parametric functions to model domain concepts (murmur shapes) as 
line diagrams. We performed iterative design to identify functions 
that align to domain ontology, what manipulations are permissible 
for the diagram, and what parameters could control those changes. 
Unlike standard machine learning that fits one model to a dataset, 
we fit one model per concept (murmur shape type). 

We have investigated diagram parameterization for murmur 
diagrams, which are 2D, visual, line-based, from a clear line signal 
(amplitude). We believe this can apply to other diagrams with low 
dimensions (2D, 3D), visual, clear extracted signals. If decisions 
depend on many variables, it would be hard to visually conceive 
the high dimensions for hypothesis-driven diagramming. Some 
applications require segmentation to extract lines (e.g., outline of 
skin lesion, facial wrinkles for action unit recognition), yet accuracy 
may be poor. This can lead to erroneous line fits on noisy signals. 

6.2.4 Generalizing DiagramNet to other applications with line dia-
grams. DiagramNet is generalizable through its modules. Steps I, 
III-IV of the selective abduction process can be performed automat-
ically, while Step II requires hand-coding of hypotheses. We discuss 
adapting DiagramNet to four other applications. 

Electrocardiograms (ECG) are another clinical diagram for cardiac 
diagnosis. Clinicians diagnose atrial flutter by inferring a "sawtooth" 
pattern (Table 5a). The base representation is the ECG signal 𝒙 , 
which we segment, then fit the sawtooth pattern as piecewise lines. 

Candlestick charts represent low, opening, closing, and high stock 
prices for each time period. Analysts find patterns like “broaden-
ing top”, “descending triangle”, and “rising wedge” to anticipate 
changes [16] (Table 5b). To explain an imminent breakdown, a “de-
scending triangle” annotation could be fit to a segment (𝜏1, 𝜏𝐿 ) with 
two lines (𝒙1, 𝒙2), which we fit as 10%-tile 𝑥1 (𝑡 ) = 𝑃 (𝑥low, 10), and 
hypotenuse 𝑥2 (𝑡 ) = −𝑤𝑡 + 𝑥0, where 𝑤 and 𝑥0 are parameters. 

Photographs of skin lesions with ABCDE criteria are an image-
diagram method to diagnose skin cancer. For Asymmetry (Table 5c): 

https://commons.wikimedia.org/wiki/File:Atrial_flutter34.svg
https://commons.wikimedia.org/wiki/User:Jmh649
https://creativecommons.org/licenses/by-sa/3.0/deed.en
https://commons.wikimedia.org/wiki/File:Gold_Price_(1968-2008).gif
https://commons.wikimedia.org/wiki/User:Emilfaro
https://visualsonline.cancer.gov/details.cfm?imageid=9186
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1) extract the lesion outline via edge detection [151], 2) reflect the 
outline across a bisecting axis, and 3) compute the non-overlapping 
area 𝑎. Hypothesis evaluation criterion 𝑎 > 𝛼 , where 𝛼 is a learned 
threshold, would indicate asymmetry for malignant diagnosis. 

Bank loan approval is a less technical application using demo-
graphic features. Consider a case of a denied older female applicant, 
explained via feature importance [8, 120] (Table 5d). To investi-
gate discrimination, the user can hypothesize a trend line of red 
× markers with higher importance for sensitive features age and 
gender, and an alternative hypothesis of not using sensitive features 
(grey • markers). Since the red trend fits better, discrimination is 
explained. This demonstrates a simpler diagrammatic explanation 
with user-driven hypotheses, post-hoc model-agnostic explanations, 
an off-the-shelf visualization, on less well-defined features. 

6.3 Relation to other XAI and AI approaches 
6.3.1 Comparing diagrams to visualization. Current XAI visualiza-
tions use simple charts and heatmaps that may not be customary in 
the target domain and require contextualization. With diagramma-
tization, we encourage XAI developers to consider how domain 
users explain with their own conventions to develop more relevant 
visualizations. Our annotative-schematic diagrammatic explana-
tions enable users to verify explanations against the instance under 
inference; visual explanations tend to be abstract or based on data-
structures, requiring the user to map between the visualization and 
real representations. Moreover, we showed that encoding domain 
constraints ante-hoc in the AI model improves model performance, 
but post-hoc visualization explanations do not change the original 
AI prediction, and hence cannot improve the AI performance. 

6.3.2 Comparing diagrammatization to verbal rationalization. In-
stead of explaining visually with diagrams, one can also do so 
verbally, e.g., explaining an AS diagnosis as because “the aortic 
valve leaflets are abnormally stiff due to calcification, causing the 
valve to have difficulty opening and closing, producing a crescendo-
decrescendo murmur sound”. Unlike annotative diagrams, this NLG 
text explanation is generic (not instance-specific), has lower ho-
momorphism (cannot be verified physically against observation), 
and has unbounded expressiveness without inherent constraints 
(higher risk of spuriousness). Improving its domain-alignment re-
quires modeling knowledge bases and causal networks to relate 
symptoms to diagnoses. As a rationalization [31], it also makes 
assumptions beyond PCG observation, since there was no direct 
evidence of the calcification at the aortic valve, which needs an 
additional echocardiogram to observe. Since we focused on XAI for 
clinicians who already know how to extrapolate from disease to 
murmur shape, we omitted providing the low-level, concept-based, 
rationalization explanation in this work. Nevertheless, future work 
can combine diagrams and knowledge-guided rationalization for 
multimodal explanations. 

6.3.3 Comparing diagrammatic abduction to maximum a poste-
riori (MAP) estimation. Our approach shares some similarity to 
MAP, with subtle differences. Hypothesis generation: both abduc-
tion and MAP use predetermined hypotheses or classes. Evaluation 
criteria: abduction uses criteria to evaluate evidence toward hy-
potheses which can be domain-specific or subjective, whereas MAP 

uses a well-defined probabilistic framework. Prior knowledge: MAP 
models prior beliefs as probability distributions, while abduction 
incorporates tacit knowledge relationally using rules or functions. 
Representation: our approach with murmur diagrams use homomor-
phic murmur shapes on PCGs, while MAP represents hypotheses 
abstractly. Although abductive reasoning is not necessarily proba-
bilistic [74], for future work, some stages in DiagramNet could be 
reimplemented using MAP to be theoretically grounded on proba-
bility and accommodate uncertainty estimation. 

6.3.4 Comparing domain-aligned explanations to feature engineer-
ing. To align with domain ontology, our method ante-hoc infers in-
terpretable features (murmur segments, shapes, and phases). While 
feature engineering can also derive domain-specific features, the 
features are simply input into black box models for the models to 
self-learn how to use the features. Yet, these features may be spuri-
ously leveraged, and how they are functionally used is uncontrolled. 
Our approach with DiagramNet imposes constraints to clarify the 
relational structure between concepts to ensure alignment with do-
main ontology of relations, and domain conventions of reasoning. 
Model training is also end-to-end, allowing co-training of multi-
ple tasks (murmur segmentation, shape optimization, diagnosis 
prediction), improving performance of all tasks. 

7 Conclusion 
We presented a framework for domain-aligned XAI with diagram-
matic and abductive reasoning in an ante-hoc interpretable model to 
reduce the interpretability gap. Focusing on cardiac diagnosis from 
heart sounds, we developed DiagramNet that formalized murmur 
diagrams as parametric functions and diagnostic reasoning with 
modular stages aligned with the 4-step selective abduction process. 
Demonstrations showed that it can provide abductive, contrastive, 
counterfactual, and example explanations. Modeling evaluations 
found that DiagramNet not only had more faithful explanations but 
also better performance than several baseline models. In a qualita-
tive user study, clinicians preferred domain-aligned, diagram-based 
explanations over saliency map explanations on spectrograms. This 
work gives insights into improving AI interpretability with domain-
aligned XAI to richly encode domain ontology and conventions 
into diagrammatic, abductive explanations. 
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A Appendix 

A.1 Demonstration study 
A.1.1 Contrastive explanation details. 

Table 6: Predicted parameter values (𝜏 ’s, 𝜋 ’s), murmur shape fits (MSE 𝑑 ), and labels (𝑦’s) for each diagnosis, for the example 
MVP instance in Fig. 7. Grey text indicate redundant parameters. ∅ indicates no parameter for that specific diagnosis. Bold 
numbers indicate evidence to predict towards the row’s diagnosis. 𝜏4 for the MS diagnosis is redundant, since 𝜏4 = 𝜏𝐿 ; this 
indicates that the MS shape overfits to the data, both MVP and MS have the same MSE, and the MVP shape is sufficient. Thus, 
the model predicts MVP as the sufficient hypothesis for this instance. 

Time Parameters (sec) Slope Parameters Shape MSE Predictions 
Diagnosis 𝜏1 𝜏2 𝜏3 𝜏4 𝜏𝐿 𝜋0 𝜋1 𝜋2 𝑑 (1e−4) 𝑦0 𝑦𝑟 𝑦 

N 0.36 ∅ ∅ ∅ 0.56 0 ∅ ∅ 75 0.0000 0.000 0.000 
AS 0.36 0.38 ∅ ∅ 0.56 −0.03 27.0 1.8 25 0.0000 0.000 0.000 
MR 0.36 ∅ ∅ ∅ 0.56 +0.13 ∅ ∅ 43 0.0000 0.000 0.000 

MVP 0.36 0.39 0.42 ∅ 0.56 +0.03 20.5 ∅ 3.3 0.9998 0.952 1.000 
MS 0.36 0.39 0.42 0.56 0.56 +0.03 20.5 0.9 3.3 0.0001 0.048 0.000 

A.1.2 Counterfactual explanations. 

𝒙 𝒂 ෬𝒔𝑚 shape prediction ෱𝑺𝑚 shape predictions for type 

AS MVP 

MR MS 

a) c) 

b) d) 

Time (sec) 
0.0 0.2 0.4 0.6 

Time (sec) 
0.0 0.2 0.4 0.6 

Figure 15: Counterfactual explanations for alternative diagnoses of an actual MVP case. This augments the contrastive 
explanation by showing which parts of the murmur amplitude should be higher or lower to match the target diagnosis. There 
are no counterfactual differences for MVP (the prediction), and MS (which overfits to MVP). 

A.2 Modeling study 
A.2.1 Comparison model architectures. We describe the models compared against our proposed DiagramNet model. 

Base prediction model. We treat each audio time series like a 1D image, since all instances are fixed-length and single-channel. We 
further concatenate displacement 𝒙 and amplitude 𝒂 into a 2-channel "image". To compare with our full proposed model, we trained a 
base convolutional neural network (CNN) [40] as model 𝑀0 on (𝒙, 𝒂) to predict diagnosis 𝒚̂0 (see Fig. 16). Although 𝑀0 can indicate the 
probability-like disease risk, this could be spurious, since it does not consider the murmur shapes of each diagnosis. Instead, a more reliable 
model should explicitly encode constraints that are domain relevant. 

𝒜𝒜 �𝑦𝑦0 𝒙𝒙 
𝒂𝒂 

Figure 16: Base CNN model that inputs the displacement 𝒙 and amplitude 𝒂 = A(𝒙) to predict cardiac diagnosis 𝒚̂0 = 𝑀0 (𝒙, 𝒂). 
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Alternative prediction model with spectrogram input and saliency map explanation. To compare our proposed method with current XAI, we 
implemented a spectrogram-based CNN classifier (Fig. 17). Spectrograms are popular to extract features from high-frequency time series 
data, and have been used to extract features from heart auscultation [27, 118]. They show how the frequency (pitch) of the signal (y-axis) 
changes over time (x-axis), by indicating the magnitude of specific frequency components at each pixel. We represented each spectrogram as 
a 3D tensor for (frequency, time, magnitude) with raw magnitude numeric values, rather than as a colored 2D image that would be biased 
by the color map used. To capture the temporal motifs of frequency patterns in spectrograms, we trained a CNN to learn convolutional 
filters that activate if specific spatial patterns are detected. Specifically, we used the mel spectrogram 𝝂 = V(𝒙), since it is more sensitive to 
variations in lower frequencies. 

Saliency maps are popular to explain which pixels were important for image-based predictions with CNNs [128, 130, 150]. For spectrograms, 
this indicates the frequencies at specific times that the model focused on. We implemented Grad-CAM [128] to generate saliency explanation 
𝒆𝜈 . Despite their popularity, saliency map explanations neglect the interpretability needs of domain experts. Specifically, clinicians are not 
trained on spectrograms, thus we hypothesize that this saliency map, spectrogram-saliency, is less appropriate than the murmur-shape 
diagrammatic explanation. Also, similar to [149], we provide simplified saliency map explanations to show importance by time, time-saliency 
𝒆𝑡 , by aggregating all saliency across frequencies Σ𝑓 . This is simpler and does not require the user to understand spectrograms or note 
frequencies. These explanations were used as baseline comparisons in our qualitative user study. 

Despite their use for AI heart auscultation [27, 118], we do not advocate explaining with saliency maps on spectrograms. Indeed, they are 
overly technical, non-relatable [149], less interpretable, and less trustworthy (as evidenced in our user study). Instead, clinical AI explanations 
need to be abductive and diagrammatic to be more trustworthy. 

𝝂 
𝒱 𝑀𝜈 ෝ𝒚𝜈 

ෝ𝜶𝜈 

𝒙 

∘ ො𝒆𝜈 

ො𝒆𝑡 Σ𝑓 

Figure 17: Alternative CNN model that inputs the mel specrogram 𝝂 = V(𝒙 ) of the audio to predict diagnosis 𝑦0 = 𝑀𝜈 (𝝂 ). It 
generates a saliency map explanation 𝜶̂𝜈 overlaid on 𝝂 as a Spectrogram-saliency explanation 𝒆𝜈 or aggregated by time as 
Time-saliency 𝒆𝑡 . 

Other comparison models. We examined various model architectures as soft classifiers to predict the murmur shapes. These were all 
evaluated to perform worse than our proposed DiagramNet method. 

a) 

b) 

c) 
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𝑀𝑚 𝒙, 𝒂 = (ෝ𝒚0, ෝ𝒎) 

Encoder-Decoder 
(Murmur Shape) 

𝑀𝑎𝑚 
𝒙, 𝒂 = (ෝ𝒚 0, ෝ𝒂 𝑚, ෡𝜽) 

𝑀 𝑚 

𝐹𝑦0 ෝ𝒚0 

𝒜 ∘ 𝑀 𝑎 

𝐹𝜃 ෡𝜽 

𝒙 
𝒂 ෝ𝒎 ෭𝒂𝑚 ෝ𝒂𝑚 

d) 

Figure 18: Architectures of various alternative models that take displacement 𝒙 and amplitude 𝒂 as inputs to predict diagnosis 
𝒚̂0, murmur time parameters 𝝉 , murmur shape parameters ˆ 𝜽 , murmur time segment ˆ 𝒎, and murmur amplitude 𝒂𝑚 . 
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A.2.2 Performance results. 

N 97.1% 0.0% 0.0% 2.9% 0.0% 

A
S 0.0% 89.7% 9.7% 0.7% 0.0% 

M
R 0.3% 4.6% 78.8% 14.0% 2.3% 

M
V

P

0.1% 10.6% 2.3% 82.1% 5.0% 

M
S

2.0% 0.0% 2.8% 13.9% 81.3% 
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Figure 19: Confusion matrices of the base CNN showing lower accuracy than predictions from DiagramNet (see Fig. 10). 
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Diagnosis ෝ𝒚0 (Acc) 

Figure 20: Same content as Fig. 9. Expanded layout of results from the modeling study comparing DiagramNet with baseline and 
alternative models. Model performance is measured with perceptual 𝒚̂0, rule-like evaluation-based 𝒚̆𝑒 , parsimoniously-resolved 
abductive 𝒚̂𝑟 , and ensemble ˆ 𝒚 diagnosis accuracy. Explanation faithfulness by murmur segment ˆ 𝝉 Dice coefficient, murmur 
shape parameters ˆ 𝜽 , ˜ 𝜽 MSE, murmur shape 𝒔𝑚 fit MSE, and reconstructed murmur shape amplitude 𝒂𝑚 MSE. For blue metrics, 
higher is better; for red metrics, lower is better. DiagramNet has highest prediction and segmentation accuracy, and lowest 
estimation error for parameter values and shape fits (all good). See Table 7 for numeric details. 
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Table 7: Numeric details of performance results shown in Fig. 9. Bold numbers indicates the best performance. 

Prediction Accuracy ↑ Explanation Faithfulness 

Model 𝒚̂0 𝒚̆𝑒 𝒚̂𝑟 ˆ 𝒚
Segment ˆ 𝝉
(Dice) ↑ 

Params ˆ 𝜽
(MSE) ↓ 

Shape 𝒂̂𝑚 , 𝒔̆𝑚 

(MSE) ↓ 

Base CNN 𝑀0 (𝒙, 𝒂) = 𝒚̂0 86.0% - - - - - -
Base CNN 𝑀𝜈 ( 𝝂 ) = 𝒚̂0 87.3% - - - - - -
Multi-task 𝑀𝜏 (𝒙, 𝒂) = (𝒚̂0, ˆ 𝝉 ) 83.2% - - - 0.000 0.030 -
Multi-task 𝑀𝜃 (𝒙, 𝒂) = (𝒚̂0, ˆ 𝜽 ) 74.3% - - - 0.000 0.067 0.0069 

Encoder-decoder 𝑀𝑚 (𝒙, 𝒂) = (𝒚̂0, ˆ 𝒎) 91.7% - - - 0.654 - -
Encoder-decoder 𝑀𝑎𝑚 (𝒙, 𝒂 ) = (𝒚̂0, 𝒂̂𝑚, ˆ 𝜽 ) 94.8% - - - 0.769 0.020 0.0062 

DiagramNet 𝑀 (𝒙, 𝒂 ) = (𝒚̂0, ˆ 𝝓, 𝒔̆𝑚, 𝒚̆𝑒 , 𝒚̂𝑟 , ˆ 𝒚 ) 95.1% 76.2% 92.6% 95.7% 0.835 0.006 0.0008 

A.3 User study 
A.3.1 Other explanation cases. 

Figure 21: User interface with Spectrogram-saliency XAI for the user study. Case of Normal diagnosis. Notice how the saliency 
map identifies low amplitudes of the low frequencies outside of S1 and S2, suggesting the lack of murmurs as the explanation 
for normal sound. 

Figure 22: User interface with Time-saliency XAI for the user study. Case of Normal diagnosis. Notice how the saliency map 
identifies the time regions outside of S1 and S2, suggesting the lack of murmurs as the explanation for normal sound. 
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