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ABSTRACT

Modern vision models excel at general purpose downstream tasks. It is unclear, how-
ever, how they may be used for personalized vision tasks, which are both fine-grained and
data-scarce. Recent works have successfully applied synthetic data to general-purpose rep-
resentation learning, while advances in Text-to-Image (T2I) diffusion models have enabled
the generation of personalized images from just a few real examples. Here, we explore a
potential connection between these ideas, and formalize the challenge of using personalized
synthetic data to learn personalized representations, which encode knowledge about an object
of interest and may be flexibly applied to any downstream task relating to the target object.
We introduce an evaluation suite for this challenge, including reformulations of two existing
datasets and a novel dataset explicitly constructed for this purpose, and propose a contrastive
learning approach that makes creative use of image generators. We show that our method
improves personalized representation learning for diverse downstream tasks, from recognition
to segmentation, and analyze characteristics of image generation approaches that are key to
this gain.
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Chapter 1

Introduction

Representation learning in computer vision seeks to learn general-purpose encodings for
concepts that can be exibly applied to various downstream vision tasks such as recognition
and semantic segmentation. In recent years, there has been a surge of interegiersonalized
vision where a user can easily develop customized models for objects of personal interest.
For instance, a model could be trained to detect a user's pet dog in personally collected
images [1 3], or be developed for visually-assistive technologies to identify a user's belongings.

Beyond customization, personalized systems o er the bene t of preserving user privacy.
Ideally, these models are trained locally without requiring users to share their data with a
centralized repository or access other users' data. However, the personalized setting presents
two critical challenges:

1. Data scarcity: Curated data collection is expensive and time-consuming. Ideally, a user
should provide only a few examples of their object to obtain a personalized model.

2. Fine-grained distinction: Personalized recognition often requires identifying a speci c
instance (e.g., an individual dog) rather than a broad category (e.g., dog).

While modern vision models have demonstrated success in general-purpose tasks, adapting
their representations to ne-grained, low-data settings remains challenging [2, 4 6]. To address
this, we contrastgeneral-purpose representationwith personalized representationspecialized
representations encoding instance-speci ¢ knowledge needed for various downstream person-
alized tasks. This thesis explores the following question:

Is it possible to learn a personalized representation from only a few real images
of a single instance?

Recent works have demonstrated that synthetic data, when intelligently paired with
contrastive objectives, can enable the learning of strorgeneral-purposevisual representa-
tions [7]. Other works have exploregersonalized generatior}8, 9], but without extending to
representation learning. Additionally, studies on personalized representation learning exist
but do not leverage generative models [1, 10].

This work uni es these perspectives, investigating whether personalized generation can
provide e ective synthetic data for training personalized representationsWe introduce a
contrastive learning pipeline that ne-tunes a general-purpose representation to a specic
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instance using only three real examples and a pretrained generator. We also explore what
makes for useful generative data augmentation for personalized representation learning
and how to best learn from that data. We evaluate our learned representations for four
downstream tasks: classi cation, retrieval, detection, and segmentation, and nd that
performance universally improves.

In summary, our contributions are the following:

A

Personalized representations trained with synthetic data, using only three real
examples of an instancesigni cantly outperform pretrained counterparts across
datasets, backbones, and downstream tasks.

We introduce new mechanisms for evaluating personalized representations, including

PODS Personal Object Discrimination Suite a new dataset of 100 personal
objects under speci ¢ distribution shifts, and reformulations of existing instance-level
datasets.

" Leveragingadditional resources can signi cantly improve personalized repre-

sentations. While pretrained T2l models are key to achieving the best performance,
comparable results can be obtained witlfiewer computational resources

Di erent generators introduce unique biases/limitations  that a ect representations.

14



Chapter 2
Related Works

Personalized visual generation. Early e orts to personalize generated images attempted
to edit speci c people or styles given user inputs with Generative Adversarial Networks
(GANS) [3, 11 14]. Recent e orts focus on Text-to-Image (T2l) di usion models, usually
learning a unique identi er for a target object given a few images. Textual Inversion [8]
freezes a pretrained generative model then learns a unique and personal text token for the
object, which can be conditioned on for generation. NeTIl [15] enhances expressivity and
editability by learning di erent token embeddings for each di usion timestep and U-Net
layer. DreamBooth [9] ne-tunes the entire T2l model to produce more accurate images
of the target concept. CustomDi usion [16] instead ne-tunes a subset of model weights,
and enables joint training over multiple concepts. Follow-up works to these have sought to
improve the e ciency and accuracy of personalized generations [17 21], e.g., netuning-free
personalization methods that reduce computational cost [22 25].

Personalized recognition and representations. Personalized vision involves tailoring
vision models to user-speci ¢ concepts and preferences. PerSAM [1] extends the Segment-
Anything Model [26] to segment user-speci ed objects with a few example images and
masks. Personalization has also been explored for image captioning [27 29], pose estimation
[30], and image retrieval via textual inversion: nding a mapping of images to text tokens

[2, 31 34]. Among the textual inversion works, PALAVRA [2] enables personalization for
both global and dense vision tasks but relies on large-scale captioned data for the inversion
process. In contrast, our approach requires only a few images, without annotations, from
the user. Recent concurrent works have also applied personalization to vision-language
models for tasks like VQA and object recognition [35, 36]. Unlike these prior methods, we
personalize general-purpose vision backbones using a self-supervised framework over generated
data, achieving strong performance across both image-level tasks (e.g., retrieval) and dense
prediction tasks (e.g., detection and segmentation) without the need for large-scale data.
Recent concurrent work has also proposed PDM, which applies intermediate features of T2l
models to personalized retrieval and segmentation [37].

Re-ldenti cation. Personalized recognition is closely related to re-identi cation, in which
a model is tasked with recognizing objects [38] or faces [39] of the same identity. Early works
in Re-ID explored metric learning on hand-crafted features [40 42]; later methods learned
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deep metrics with supervised/unsupervised signals [43 45]. Recent metric learning works
use large curated datasets to train on thousands of unique instances of a certain category
(typically humans [46, 47] or vehicles [48, 49]). While our work involves training features
with contrastive losses, we focus on personalizing pre-trained features for a single instance
with a few images.

Training on synthetic data. Training on synthetic data has been extensively investigated

to tackle issues like privacy preservation, data imbalance, and data scarcity [50 54]. Di usion
models [55, 56] have further unleashed such potential in zero-shot settings [57], few-shot
settings [57 59], out-of-distribution scenarios [60 62], and supervised classi cation [63, 64].
These works note the importance of the classi er-free guidance scale [7, 60] and prompt
selection [65], and propose post-processing ltering [57] when using o -the-shelf T2] models.
Alternatively, [66] and [67] ne-tune diusion models on ImageNet and show improved
classi cation performance when supplementing real with synthetic data. Similarly, [58, 68]
invert training images as conditions for generating new synthetic images. Other studies
address data-imbalance [69], domain shifts [70], scaling synthetic data [71], and applications
to various tasks, including segmentation [72], general-purpose representation learning [7, 73],
and CLIP training [74].
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Chapter 3
Methods

This work addresses two key questions: (1)
how to achieve personalized visual represen-
tation using generative models, and (2) what
factors are essential for producing highly ef-
fective training data.

We begin by formalizing the personalized
representation task in Section 3.1. Next, we
outline our data generation and representa-
tion learning methods in Sections 3.2 and 3.3,
respectively. Speci cally, we rst construct
a personalized generator using a few target
instance images (Section 3.2.1) and produce
synthetic personalized data (Section 3.2.2).
We then train a personalized representation
on the generated data using a contrastive ob-
jective (Section 3.3). Since training a learned
personalized generator can be computation-
ally expensive, we also explore alternative ap-_. ) . .
proaches that leverage additional annotationsF'gure 3.1: Personalized Representation

and data to enable more computationally e - Tra'tﬂ'ng_ Filpgllne. i Oul\r/l tkérele_l-_stage tr; mgng
cient learning (Section 3.2.3). An overview of Methoa. ) Generative Model Training 2) Syn-

our training method is illustrated in Figure thetlc Dgta Generation 3) Contrastive LORA
31 Fine-Tuning.

3.1 Formalizing the Personalized Representation Chal-

lenge.
We consider a setting where we have access to a small dataset of real imaDgs,depicting a
speci ¢ objectc, along with its broader generic categoryc, . We assume we are only provided

images ofc (which we also denote as amstance) for training our personalized representation.
To augment this limited data, we use a generative modeg, (x), to synthesize a novel dataset,
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Ds, containing additional images ofc. Our goal is to learn a personalized representation by
adapting a general-purpose vision encoddr,, using both real and synthetic data.

We evaluate the learned representation on both global and local downstream tasks. Note
that we evaluateinstance performance (e.g., one v. all classi cation, detection, etc). This
di ers from many previous works that focus on generating synthetic data for closed-detway
classi cation [57, 69].

3.2 Personalized Data Generation

3.2.1 Preparing the Synthetic Dataset

Preparing the Personalized Generator. We generate personalized datBs, from Dg
using Stable Di usion 1.5, a T2l model, as our generatay . We adaptg using DreamBooth
[9] to generate novel images af when conditioned on an identi er token.

A T2| diusion model g generates images given an initial noise latent N (0;1) and a
conditioning text embeddingy = , (y) where , is a text encoder, andy is a user-provided
prompt. Given a ground-truth imagex and the text embeddingcy, of the generic semantic
category c,,, DreamBooth ne-tunesg using the loss:

Exg;; otWijig ( X+ 3 9) XJJ%]
+w tojjg ( tXpr + o O;q;r) Xprjjg];

wherex,, is an image synthesized with the pre-trained generator conditioned @, t is
the timestep, and variables {, , and w; relate to the noise schedule and sampling quality.
The rst loss term is a reconstruction loss orx, and the second term is a prior preservation
loss onxp,. The two loss terms are weighted by . Following standard implementations, we
also ne-tune , with the same loss. For further details, refer to [9].

While there are several alternative methods for personalized generation [8, 15], we focus
on DreamBooth, which has been shown to maintain highest delity to ne details [15].

Generating Negatives. In addition to the personalized dataDs, the contrastive learning
objective requires both positive and negative examples. Whil@s provides positive examples
of ¢, we generate negative sampld3s by conditioning g on ¢, without additional training.

3.2.2 Controlling Generated Dataset Attributes

Prior work has observed that delity to the target subject and diversity of generated data
are both important factors [60]. T2] models o er several mechanisms of injecting diversity
into generated outputs, allowing us to explore the relationship between these attributes and
the quality of learned personalized representations.

Classi er-Free Guidance (CFG). A common way of injecting diversity for di usion
models is modifying the CFG [75] at inference, which controls how strongly the generation
adheres to the conditioning prompt. We experiment with CFQ f 4:0; 5:0; 7:5¢.
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LLM-generated captions. As seen in [57] and [76], o -the-shelf Large Language Models
such as T5 [77] can be leveraged to generate text-prompts for each object. Following prior
works, we generate image captions with GPT-4 [78], ensuring that they introduce rich context
descriptions in addition to describing the target object. For example, if the object is a shirt,
an LLM-generated prompt could be'a shirt on a coat hook" , or"a person wearing a
shirt at a street market” . Details in A.1.4.

3.2.3 Alternatives to DreamBooth

The user can choose to invest e ort in collecting additional data or annotations, providing
alternative training sources. This is particularly worth exploring given the high computational
cost of DreamBooth during both training and inference. These datasets enable us to examine
the trade-o between computation and representation quality (Section 5.2) and assess the
impact of di erent data sources (Section 5.4).

Real Data Baseline. A simple baseline is to contrastively ne-tune using only the available
real data Dr as positives, while still leveraging a large pool of negatives.

Comparisons Enabled by Extra Resources. With only a few real images, additional

e ort upfront to collect further labels and data may be bene cial. Users may annotate images,
download publicly available datasets, or capture more images of the target object. Below, we
describe possible approaches.

Segmentation Masks.  We consider collecting segmentation masks f@g, which
enables two types of synthetic data:

1. Cut-and-Paste : This is a cheap, low-cost generative model. This method samples
foregrounds containing the target object (extracted fronDgr) and places them on
generic backgrounds generated by a T2l model (details in A.1.4).

2. Masked DreamBooth : Masks also enable enhanced DreamBooth generation through
two mechanisms:

" Masked DreamBooth Training To prevent over tting to shared backgrounds, we
mask out background pixels during ne-tuning ofg , following [1]. This improves
diversity and prompt adherence.

" Filtering Generated Data Using a perceptual metric [79] and perSAM [1], we
predict masks for generated images and compare them to masked training images.
Samples below a similarity threshold are Itered out. Details in A.1.4.

Internet-Available Real Data. Users may incorporate open-source real datasets,
which can serve as sources mal negativesand real backgrounddor Cut-and-Paste. This
approach avoids the computational cost of image generation while enabling comparisons to
real-only methods.
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Extra Real Positives. Expanding Dr by collecting additional real target images
increases the available data for both Cut-and-Paste and DreamBooth generation.

3.3 Personalized Representation learning from synthetic
data.
Given (Dg, Ds) of instancec, we personalizd via ne-tuning. Critical to representation

learning is having both positive and negative examples. We obtain positives frdy and
negatives fromDs.

features as a concatenation of th€LStoken and average-pooled nal-layer patch-embeddings.
We then netune f using the infoNCE loss,

exp(sim(Xo; X+)=")
L inf = logP _ :
IMONCE N exp(sim(Xo; x;)=)

This loss pushes together the representations of real and synthetic images,adnd pushes
apart representations oft and other instances. This ensures that the learned representation
captures ne-grained distinctions between the target instance and similar objects from the
same category. We ne-tune via Low-Rank Adaptation (LoRA), which is more parameter-
e cient than full ne-tuning [80]. The InfoNCE loss was selected after experiments with
contrastive and non-contrastive losses (for more details see B.1.1), as it provided better
performance.
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Chapter 4

Experiments

4.1 Datasets

Evaluating our personalized representations necessitates instance-level datasets with multiple
tasks, across various real-world scenarios. To satisfy this criteria, we reformulate two existing
datasets DeepFashion2 [81] (focused on shirts) and DogFaceNet [82] (focused on dogs)

and introduce a new dataset, PODS (Personal Object Discrimination Suite). PODS
features common personal and household objects, enabling instance-level evaluation across
classi cation, retrieval, detection, and segmentation tasks.

To assess robustness and generalization, DF2 and Dogs provide in-the-wild test images,
and DF2 and PODS include test sets designed with distribution shifts. All datasets are split
such that for each object there are exactly 3 training images and at least 3 test images. We
summarize our datasets and procedures below; for additional details and sample images, refer
to Section A.1 of the Appendix.

DeepFashion2 (DF2). DeepFashion? is a large-scale fashion dataset with 873K commercial-
consumer clothing pairs for instance-level retrieval, detection, and segmentation. We utilize
the Consumer-to-Shop Clothes retrieval benchmark, which matches gallery images of clothing
items to in-the-wild consumer images, inherently introducing a train-test distribution shift.

Among the 13 available clothing categories, we focus shirts. From this category, we
select 169 shirts, ensuring that each has a su cient number of gallery images to support
instance-level evaluation.

DogFaceNet (Dogs). DogFaceNet is a dog identi cation dataset containing 8,600 images
of 209 individual dogs. The dataset is particularly challenging as it includes multiple unique
dogs from the same breed.

For our study, we select 80 dogs that have a su cient number of images, and we split
the dataset into training and test sets. Additionally, to support segmentation and detection
tasks, we manually annotate all images with object masks.

Our new dataset: PODS. PODS contains 100 unique objects across 5 every-day categories
(mugs, screwdrivers, shoes, bags, waterbottles). Each object is captured in four scenes with
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Figure 4.1: (left) Examples of instances from our new PODS dataset. We showcase
one example instance from each of the ve object categories, displaying images from both
the training and various test splits. We dim the surrounding scene, highlighting the instance
of interest. This masking technique is not applied to our dataset images or during training.
(right) We show example generated images from Dreambooth (LLM, cfg 5), which

we use as positives in our representation learning netuning.

varying conditions and vantage points. The train set contains 3 images of each object,
displayed in a canonical pose with full visibility of key identifying features such as logos. The
test set contains 80-100 images of each object, captured in four scenes: one in-distribution
(ID) and three out-of-distribution (OOD). We show examples of each type of scene in Figure
4.1. The ID scene is taken in the same conditions as the training images. OOD scenes include
one scene withpose variation one scene withdistractor objects and one scene withboth
variations. All OOD scenes are against di ering backgrounds from the ID scenes.

The dataset supports evaluation across 4 tasks: classi cation, retrieval, detection, seg-
mentation. Each test image is associated with the target instance label. From each test
scene, 3 randomly-selected images are additionally annotated with the bounding box and
segmentation mask of the displayed object. Masks are manually annotated using TORAS [83]
and SAM [84]; detection bounding boxes are extracted from the masks. We expect the PODS
dataset to be a meaningful benchmark for personalized representation and instance-level
detection research, and a valuable resource for the personalized generation community.

4.2 Training

We ne-tune a vision backbonef on sets of(x; X+ ; Xo; :::Xn ) Where the anchorx is drawn
from the 3 real positive images, the positive.. is drawn from the pool of synthetic positives,

data augmentations to all images: random rotations, horizontal ips, and resized crops. We
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