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ABSTRACT

A central goal in embodied artificial intelligence is to enable autonomous agents to
accomplish complex, long-horizon tasks in novel, partially observable environments. In
these scenarios, agents must effectively reason about uncertainty, generalize from limited
experiences, and proactively plan actions to acquire missing information. This thesis tackles
these core challenges by developing and evaluating novel methods specifically designed for
partially observable contexts. The first part of this thesis introduces an enhanced heuristic-
guided planning technique that increases search efficiency in sparse-reward domains with
significant uncertainty. Next, we investigate how symbolic reasoning can be integrated
into the decision-making framework, accelerating search through the use of temporal and
belief-space abstractions. Next, we propose a method for sequencing low-level reinforcement
learning skills alongside information gathering actions, enabling increased task complexity
and robustness in real-world tasks. Lastly, we show how large language models may be
leveraged for few-shot model learning, allowing agents to rapidly adapt and generalize to new
scenarios. The methods presented in this thesis advance the state-of-the-art in embodied
AI by enabling robots to better handle uncertainty and incomplete information, ultimately
paving the way for more capable, exploratory, and risk-aware autonomous systems.

Thesis supervisor: Leslie P. Kaelbling
Title: Professor of Electrical Engineering and Computer Science

Thesis supervisor: Tomás Lozano-Pérez
Title: Professor of Electrical Engineering and Computer Science

Thesis supervisor: Joshua B. Tenenbaum
Title: Professor of Brain and Cognitive Sciences

3



4



Acknowledgments

I would like to express my deepest gratitude to my advisors Leslie Kaelbling, Tomás Lozano-
Pérez, and Joshua Tenenbaum for their unwavering support, insightful guidance, and intellec-
tual mentorship throughout my journey.

I am immensely grateful to my collaborators Nishad Gothoskar, George Matheos, Michael
Noseworthy, Hao Tang, Eric Li, Siddarth Jain, Nic Carey, Hui Li, Kevin Ellis, and Vikash
Mansinghka for their invaluable contributions to the work presented in this thesis. I also
extend my thanks to Nishanth Kumar, Tom Silver, Xiaolin Fang, Sugandha Sharma, Zhutian
Yang, Caelan Garett, Seiji Shaw, Yilun Du, Linfeng Zhao, Sahit Chintalapudi, Aditya Agarwal,
Will Shen, Jose Muguira Iturralde, Jing Cao, and Thiago Veloso, and Willie McClinton for
our collaborative efforts on projects not covered in detail here. I feel privileged to have
worked alongside such brilliant minds who have become genuine friends.

Finally, my heartfelt appreciation goes to my life partner Jessica, my parents Marci
and Tom, my siblings Brenna and Miranda, and my aunt Kiki for their unconditional love,
steadfast support, and constant encouragement that sustained me throughout my life and
this academic pursuit.

5



6



Contents

List of Figures 11
List of Tables 15

1 Introduction 17

2 Background 21
2.1 Markov Decision Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.2 Partially Observable Markov Decision Process . . . . . . . . . . . . . . . . . 21
2.3 Offline and Point-based POMDP Solvers . . . . . . . . . . . . . . . . . . . . 22
2.4 Online POMDP Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.5 Continuous Spaces . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3 Task-Relevant Belief-space Heuristics for Partially Observable Planning 25
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
3.3 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3.3.1 Value Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.3.2 Belief Tree Policy Search . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.3.3 Belief-Dependent Rewards . . . . . . . . . . . . . . . . . . . . . . . . 28

3.4 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.4.1 Task-Relevant Uncertainty . . . . . . . . . . . . . . . . . . . . . . . . 29
3.4.2 STRUG Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.4.3 Hierarchical Progressive Widening . . . . . . . . . . . . . . . . . . . . 31

3.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.5.1 Robotics Task Details . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.5.2 Results & Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

3.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

4 Partially Observable Task and Motion Planning 37
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
4.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.2.1 Belief updates . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.2.2 Belief-State MDP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.2.3 Belief-State Controller MDP . . . . . . . . . . . . . . . . . . . . . . . 39

4.3 Planning with an abstract belief-state MDP . . . . . . . . . . . . . . . . . . 40
4.3.1 Belief state propositions . . . . . . . . . . . . . . . . . . . . . . . . . 40

7



4.3.2 The abstract belief-state MDP . . . . . . . . . . . . . . . . . . . . . . 40
4.3.3 Operators with uncertain e�ects . . . . . . . . . . . . . . . . . . . . . 41
4.3.4 Operator schemata . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4.4 Learning the Sparse Abstract MDP . . . . . . . . . . . . . . . . . . . . . . . 42
4.4.1 Solution-guided model learning . . . . . . . . . . . . . . . . . . . . . 43
4.4.2 Bayes optimistic model learning . . . . . . . . . . . . . . . . . . . . . 43
4.4.3 The TAMPURA model-learning algorithm . . . . . . . . . . . . . . . 44
4.4.4 Progressive widening . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
4.4.5 LearningUCondsfrom controller feedback. . . . . . . . . . . . . . . . 45

4.5 Simulated Experiments & Analysis . . . . . . . . . . . . . . . . . . . . . . . 46
4.5.1 Simulated Domains . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.5.2 Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.6 Real-world Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
4.6.1 Searching for Objects in Clutter . . . . . . . . . . . . . . . . . . . . . 48
4.6.2 Safety in Human-Robot Interaction . . . . . . . . . . . . . . . . . . . 48

4.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

5 Learning Robust Skills for Partially Observable Planning 55
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
5.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
5.3 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

5.3.1 Domain Randomization . . . . . . . . . . . . . . . . . . . . . . . . . 57
5.3.2 Normalizing Flows . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

5.4 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
5.5 Domain Randomization Experiments . . . . . . . . . . . . . . . . . . . . . . 61

5.5.1 Domains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
5.5.2 Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62
5.5.3 Coverage vs Range Experiments . . . . . . . . . . . . . . . . . . . . . 63
5.5.4 Coverage vs. Threshold Experiments . . . . . . . . . . . . . . . . . . 63
5.5.5 Real-world experiments . . . . . . . . . . . . . . . . . . . . . . . . . . 63

5.6 Application to Multi-step manipulation . . . . . . . . . . . . . . . . . . . . . 64
5.6.1 Belief-space planning background . . . . . . . . . . . . . . . . . . . . 64
5.6.2 Computing preconditions . . . . . . . . . . . . . . . . . . . . . . . . . 65
5.6.3 Updating beliefs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
5.6.4 A simple belief-space planner . . . . . . . . . . . . . . . . . . . . . . 67

5.7 Conclusion and discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

6 Model Learning through Probabilistic Program Induction 69
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
6.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

6.2.1 POMDP Model Learning . . . . . . . . . . . . . . . . . . . . . . . . . 70
6.2.2 Probabilistic Program Induction. . . . . . . . . . . . . . . . . . . . . 70
6.2.3 LLM Model Learning for Decision-Making. . . . . . . . . . . . . . . . 70

6.3 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
6.3.1 Probabilistic Programs . . . . . . . . . . . . . . . . . . . . . . . . . . 71

8



6.3.2 POMDP Solvers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
6.4 POMDP Coder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

6.4.1 Learning Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
6.4.2 Model Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
6.4.3 Belief-Space Planner . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

6.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
6.5.1 Simulated Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . 76
6.5.2 Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
6.5.3 Simulation Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
6.5.4 Real Robot Experiments . . . . . . . . . . . . . . . . . . . . . . . . . 78

6.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
6.7 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

7 Conclusion 83
7.1 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
7.2 Key Insights and Lessons Learned . . . . . . . . . . . . . . . . . . . . . . . . 84
7.3 Future Directions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
7.4 Concluding remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

References 87

9



10



List of Figures

3.1 Visualization of an articulated object robotic manipulation task (OpenDoor )
with snapshots of the robot looking at the articulated object (top left), opening
the cabinet door (top right), picking up the target object (bottom left), and
placing the object inside the cabinet (bottom right). . . . . . . . . . . . . . . 26

3.2 Visualization of sample trajectories from three POMDP solvers on the Light-
Dark2D Task. The agent starts with uncertainty in its position, and has
to navigate to the goal region (vertical green bar). The top wall reduces
uncertainty about the y position, and the right wall reduces uncertainty about
the x position. POMCPOW fails to take any information-gathering actions,
Entropy Regularized reduces all state uncertainty before going to the
goal. STRUG reduces only task-relevant uncertainty before reaching the goal. 29

3.3 A visualization of the perceptual model results used to construct the POMDP
problem. Top: Results of the MaskRCNN detection module for link mask
prediction. Bottom: The combined, thresholded, and �ltered Where2act
heatmap for the Pull controller . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.1 Top: Robot with wrist mounted camera looking for a banana. The robot plans
to take information gathering actions based on a posterior estimate of the
banana's pose shown in blue. Bottom: Robot with one wrist mounted camera
and one external camera plans to complete a long-horizon manipulation task
while avoiding a human in the workspace. . . . . . . . . . . . . . . . . . . . 50

4.2 This �gure illustrates �ve long-horizon planning tasks that TAMPURA is
capable of solving. Each of them contains a unique type of uncertainty
including uncertainty in (a) classsi�cation, (b) pose due to noisy sensors or (c)
partial observability, (d) physical properties such as friction or mass, and (e)
localization/mapping due to odometry errors . . . . . . . . . . . . . . . . . . 51

11



4.3 Uncertainty and Risk Aware Task and Motion Planning. (a) The robot's
continuous space of probabilistic beliefs about world state is partitioned into a
discrete abstract belief space, here with 9 states. TAMPURA considers a set of
operators, each containing a low-level robot controller, and a description of the
possible e�ects of executing the controller. Determinized planning computes
possible sequences of controllers to reach the goal. These plans do not factor
in uncertainty or risk and would be unsafe or ine�cient to execute in the real
world. (b) The determinized plans are executed in a mental simulation. The
distribution of e�ects is recorded, to learn an MDP on the space of abstract
belief states visited in these executions. By iterating between determinized
planning and plan simulation (Sec. 4.4.3), TAMPURA learns a sparse MDP
related to the original decision problem. (c) The robot calculates an uncertainty
and risk aware plan in the sparse MDP, and executes it. . . . . . . . . . . . . 51

4.4 Comparisons of model-learning strategies on a simpli�ed grid-world environ-
ment in which an agent must navigate from the blue cell to the green cell. Red
intensity corresponds top, the probability of transitioning to an irrecoverable
state. p for each cell is initially unknown, and must be estimated through
interaction with the environment. The optimal policy given knownp for this
sample environment is indicated with arrows. The scatter plots compare
the estimatedp̂ to true p at the end of model learning for several strategies
across 50 di�erent environments. The rightmost plot shows average normalized
reward as a function of the number of training trajectories for our method
as well as the MDP-guided method with a variety of values of epsilon. Our
method quickly reaches near optimal performance, surpassing the weighted
all-outcomes determinized solution under ground truth outcome probabilities. 53

4.5 TAMPURA moving cubes into a bowl without hitting a human in the workspace.
Top row: images of robot execution. Bottom row: the robot's belief about
object poses and the probabilistic occupancy grid describing the human in the
workspace. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

4.6 TAMPURA searching a workspace to �nd and pick up a cube, looking around
and moving objects to �nd it. Top: images of robot execution. Bottom: the
robot's belief about the location of the target object over time. Each blue
point in the robot's belief visualization is the centroid of a possible object
location in the posterior returned by Bayes3D. Since the object models are
known, the robot knows that the target object could be under the green cup
or yellow cups with low probability. Because the yellow cup is too large to be
grasped, the robot looks under the green cup after ruling out other possible
locations. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

5.1 An architecture diagram for our actor-critic RL training setup using a normal-
izing �ow to seed environment parameters across episodes. . . . . . . . . . . 58

12



5.2 An illustrative domain showing the learned sampling functions over the space
of unobserved parameters for the tested baselines. Compared to other learn-
ing methods, GoFlow correctly models the multimodality and inter-variable
dependencies of the underlying reward function. This toy domain, along with
other domains in our experiments, violates some of the assumptions made by
prior works, such as the feasibility of the center point of the range. . . . . . . 61

5.3 The coverage ratio over the target distribution across �ve random seeds for
each of the environments. The bands around each curve indicate the standard
error. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

5.4 Coverage vs range experiment results discussed in Section 5.5.3 . . . . . . . . 63
5.5 Coverage vs threshold experiment results discussed in Section 5.5.4 . . . . . 64
5.6 A visualization of the beliefs over the object pose under the initial image (�rst

three columns) and after closer inspection (last three columns) as generated
from the posterior of the model described in Section 5.6.3. The colormap
corresponds to the log probability of the posterior pose estimate. All plots are
centered around the most likely pose estimate under the image model. . . . 65

5.7 A multi-step manipulation plan using probabilistic pose estimation to estimate
and update beliefs over time. The three rows show the robot statest , the
observationot , and the robot beliefbt at each timestep. The red dotted line
in the belief indicates the marginal entropy thresholds for the x, y, and yaw
(rotation around z) dimensions as determined by the learned normalizing �ow.
A belief with entropy surpassing the threshold line indicates the policy will
likely fail. For full visualizations of the belief posteriors, �ow distributions,
and value maps, see Figure 5.6. . . . . . . . . . . . . . . . . . . . . . . . . . 66

5.8 A visual example of the precondition computation described in Section 5.6.2
for the gear assembly plan shown in Figure 5.7. The two rows show two
di�erent projections of the 3D sampling space (x position vs y position in
the top row and y position vs yaw rotation in the bottom row). We apply
a threshold � to the sampling distribution to remove low-probability regions
(column 1). Additionally, we �lter the value function by retaining only the
regions where the expected value exceeds a predetermined threshold� (column
2). The intersection of these two regions de�nes the belief-space precondition,
indicating where the policy is likely to succeed (column 3). Comparing the
precondition to the beliefs, we can see that the belief is not su�ciently contained
within the precondition at t = 0 (column 4), but passes the success threshold
� at after closer inspection att = 4 (column 5). . . . . . . . . . . . . . . . . 67

6.1 A visualization of the �nal belief state for each of the MiniGrid tasks. The
green square is the goal, the red triangle is the agent, and the blue squares are
places that the agent has not viewed. . . . . . . . . . . . . . . . . . . . . . . 76

6.2 Experimental results for the MiniGrid and Classical POMDP domains. We
show the expected discounted returns (
 = 0:98) of each method across �ve
learning seeds with ten episodes per seed. The error bars show standard error
across all episodes. We normalize the expected discounted returns by the
performance of Oracle. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

13



6.3 The two real-world experimental setups wherein a robot is searching for an
apple in a partially observable world. The blue cells represent the robot's belief
about where the apple could be in the world. In the uniform initial belief, the
robot thinks the apple could be anywhere it has not looked yet. The learned
initial belief found by POMDP Coder has a narrower initial belief leading to
more e�cient exploration. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

14



List of Tables

3.1 Experimental results on the tasks described in Section 3.5. The mean dis-
counted reward and standard error across 100 seeds. Rewards are between -10
and 10. Scores within 2 points of the highest-scoring algorithm are made bold. 32

4.1 Average and standard error of discounted return(
 = 0:98) for various model
learning and decision-making strategies on the tasks in Figure 4.2. Our
TAMPURA algorithm is in the top row. We bold all scores within a 75%
con�dence interval (N=20) of the top performing approach for each task. All
solvers required comparable CPU time of 20-200 seconds, depending on the
task. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

5.1 Real-world experimental results with the statistically signi�cant results bolded.64

6.1 Real-world experiment results on the small room domain in the top row of
Figure 6.3 and the large room domain in the bottom row of Figure 6.3. The
table shows the mean and standard deviation of expected discounted reward
(with 
 = 0:98) under the ground-truth reward model (1 if the agent is holding
the apple and 0 otherwise) along with the number of successes over ten runs
in parenthesis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

15



16



Chapter 1

Introduction

Partial observability remains a fundamental and enduring challenge in robotics. As robotic
systems continue to advance and integrate into increasingly complex environments, they
inevitably confront situations where complete information is unavailable. This limitation
is not merely a technical obstacle to overcome but an inherent characteristic of real-world
interaction. Much like humans operate with incomplete knowledge of their surroundings,
robots must function e�ectively despite uncertainty about the state of the world.

Uncertainty stemming from partial observability manifests in numerous forms throughout
many robotic applications. Object pose uncertainty arises when occlusion, sensor noise, and
perception inaccuracy prevent precise localization of environmental elements [1]. Action
outcome uncertainty emerges when robots attempt to manipulate objects with imprecisely
known physical properties, such as when grasping items with uncertain weight distribution,
material compliance, shape, or pose [2]. Robot state uncertainty occurs during localization
tasks, particularly in novel or dynamic environments where sensor data may be ambiguous or
contradictory [3]. When robots interact with humans, they face goal uncertainty, as human
intentions and preferences are often implicit or ambiguous [4]. Object category uncertainty
complicates perception tasks when robots must identify and interact with previously unseen
objects or object variations [5]. Finally, map or space uncertainty challenges robots when
exploring unfamiliar environments or searching for objects within partially mapped spaces
[6]. These varied manifestations of partial observability underscore its pervasive nature in
robotics and highlight the importance of developing robust methods to address it.

Planning under partial observability, however, introduces substantial computational
challenges. Partially Observable Markov Decision Processes (POMDPs) provide a formal
framework for such problems. Many prior works have used the POMDP formulation to solve
real-world problems such as intention-aware decision-making for autonomous vehicles [7],
collaborative control of smart assistive wheelchairs [8], robotic manipulation in cluttered
environments [9], and generalized object search [10]. However, POMDPs are generally
intractable to solve optimally due to the "curse of dimensionality" and the "curse of history."
Even in small discrete problems, the space of possible beliefs about the world is continuous
and signi�cantly higher-dimensional and more computationally challenging to reason over.
Traditional approaches to POMDP solving sometimes rely on exploration heuristics to guide
search or decompose the problem into exploration and exploitation phases. Still, these
approaches can be suboptimal when faced with signi�cant task uncertainty, particularly when
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not all uncertain aspects are relevant to the goal. In Chapter 3 of this thesis, I introduce a
novel heuristic that speci�cally targets task-relevant uncertainty, encouraging agents to gather
information that directly contributes to task completion rather than pursuing a comprehensive
environmental model.

Even with improved heuristics, the size of the search problem in partially observable
domains often remains prohibitive. State, action, and temporal abstraction o�er powerful tools
to make MDPs more tractable, and Task and Motion Planning (TAMP) uses these principles
for robotics applications by decomposing complex manipulation problems into discrete high-
level tasks and continuous low-level motions. The e�ectiveness of this approach has been
demonstrated for long-horizon manipulation in fully observable settings [11]. Extending these
ideas to partially observable domains has given rise to belief-space task and motion planning,
which reasons abstractly about probability distributions over states rather than individual
states [12, 13]. However, a signi�cant limitation of existing belief-space planners is their
reliance on deterministic assumptions, which can bias solutions and lead to suboptimal or
risk-insensitive behaviors. In Chapter 4 of this thesis, I present the �rst method for risk-aware
belief space task and motion planning, explicitly accounting for uncertainty when evaluating
candidate plans.

These online planning approaches either operate over low-level primitives or use hand-
coded temporally extended skills such as picking, placing, pushing, or pouring, but they
typically do not leverage recent advances in learning-based control. Contemporary machine
learning approaches have demonstrated impressive capabilities in solving complex contact-rich
manipulation problems, including tasks like tying shoelaces [14] or performing in-hand object
reorientation [15]. Despite these achievements, such learned controllers generally operate
over short horizons and exhibit limited generalization beyond their training distribution.
While some research has explored the integration of planning with learning-based skills, these
e�orts have not addressed partially observable contexts. Chapter 5 of this thesis introduces a
framework for incorporating reinforcement learning skills into a partially observable planner,
enabling both information gathering and complex contact-rich skill execution within a uni�ed
system.

Regardless of the method, POMDP solvers �rst require a model of the partially observable
world, which is a strong assumption and often demands signi�cant expert input to specify.
Ideally, robots would learn generalizable models from limited data, mirroring the remarkable
sample e�ciency humans demonstrate when building mental models of novel environments.
Cognitive science research suggests that humans achieve this e�ciency through structured
prior knowledge and powerful abstraction capabilities. Existing approaches to learning
POMDP models, while promising, typically require extensive data collection and struggle
with generalization. Recent advances in large language models o�er a potential solution
through their few-shot learning capabilities, which could enable much more sample-e�cient
world model acquisition. In Chapter 6 of this thesis, I introduce a method for few-shot
learning of POMDP models as compact probabilistic programs, which can then be solved
using established POMDP solvers.

This thesis presents a series of advances in partially observable planning for robotics,
addressing key limitations in existing approaches. By developing methods that focus on
task-relevant information gathering, incorporate risk awareness into belief-space task and
motion planning, integrate learning-based skills with partially observable planning, and
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enable few-shot learning of world models, this work contributes to a more comprehensive
framework for robotic decision-making under uncertainty. Together, these contributions
represent signi�cant steps toward robotic systems that can operate e�ectively in complex,
uncertain environments with minimal prior knowledge, a capability that will be essential as
robots move beyond controlled settings into the unpredictable domains of everyday human
life. The methods developed in this work demonstrate how combining insights from planning
and learning can yield more robust and adaptable approaches to the persistent challenges of
intelligent robotic decision-making in partially observable environments.
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Chapter 2

Background

2.1 Markov Decision Process

A Markov Decision Process (MDP) is a mathematical framework for modeling fully observable
decision-making. Formally, an in�nite-horizon MDP is de�ned as a tuplehS; A ; T ; R; 
 i ,
where S is the state space,A is the action space,T : S � A � S ! [0; 1] is the state
transition probability model, where P(st+1 j st ; at ) denotes the probability of transitioning to
state st+1 from state st after taking action at , R : S � A ! R is the reward model, where
R(st ; at ) denotes the expected immediate reward received after taking actionat in state st ,
and 
 2 [0; 1) is the discount factor, representing the importance of future rewards.

A policy � : S ! A de�nes a mapping from states to actions. The objective of an MDP
is to �nd an optimal policy � � that maximizes the expected cumulative discounted reward.

2.2 Partially Observable Markov Decision Process

A standard in�nite-horizon Partially Observable Markov Decision Process (POMDP) is
de�ned by the tuple hS; O; A ; T ; R; Z ; 
 i where S; O; A are the state, observation, and
action spaces respectively.T again de�nes the transition probabilities that govern state
transitions P(st+1 j st ; at ), R de�nes the reward modelR(st ; at ), Z de�nes the observation
model P(ot+1 j st+1 ; at ), and 
 is the discount factor.

In a POMDP, the agent cannot directly observe the true state of the environment. Instead,
it maintains a belief state, which is a probability distribution over all possible states. Formally,
a beliefb2 �( S) is a probability distribution over states, whereb(s) represents the probability
that the system is in states. When an agent has beliefbt , takes an actionat , and receives an
observationot+1 , it updates its belief using Bayes' rule. The belief update equation is:

bt+1 (st+1 ) = � � Z (ot+1 j st+1 ; at )
X

s2S

T (st+1 j st ; at ) � bt (s); (2.1)

where� is a normalizing constant ensuring that
P

s2S bt+1 (s) = 1 .
The objective of a POMDP is to �nd a policy � : �( S) ! A that maps beliefs to actions

such that it maximizes the expected cumulative discounted reward. This optimization is
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particularly challenging because the policy must account for both the immediate reward and
the value of information gained from observations, balancing exploitation with exploration to
reduce uncertainty about the environment state.

2.3 O�ine and Point-based POMDP Solvers

Solving POMDPs exactly is notoriously challenging due to the continuous nature of the belief
space and the curse of dimensionality. The computational complexity of �nding optimal
policies for �nite-horizon POMDPs has been shown to be PSPACE-complete [16], while
in�nite-horizon POMDPs are undecidable [17].

Exact methods for solving POMDPs include value iteration approaches that operate over
the belief space. Smallwood and Sondik [18] demonstrated that the optimal value function
for a �nite-horizon POMDP is piecewise-linear and convex, which led to a series of exact
algorithms such as the Witness algorithm [19] and Incremental Pruning [20]. However, these
exact methods become intractable for problems with more than a few states due to the
exponential growth in the number of linear segments needed to represent the value function.

Point-based value iteration methods (PBVI) [21] attempted to address this challenge
by performing backups at speci�c belief points rather than over the entire belief space.
Algorithms such as PBVI, Perseus [22], and HSVI [23] made signi�cant advances in solving
larger POMDPs but remain computationally intensive for many practical applications.

Policy-based approaches o�er an alternative by directly searching the space of controllers.
These include gradient ascent methods [24] and bounded policy iteration [25]. While these
methods can �nd locally optimal solutions, they often struggle with complex problems due
to the non-convexity of the policy space.

O�ine approximation methods like QMDP [26], FIB [27], and AMDP [28] make simplifying
assumptions about the underlying problem structure but can provide reasonable heuristics
for some domains. Nevertheless, they often perform poorly in scenarios where information
gathering is crucial.

The fundamental challenge across all these approaches stems from the �curse of history�
[21], where the number of possible action-observation histories grows exponentially with the
planning horizon, and the �curse of dimensionality,� where the belief space dimension grows
linearly with the state space size.

These computational challenges have motivated the development of online POMDP
solvers, which focus on �nding good actions for the current belief state rather than computing
a complete policy for all possible beliefs. Online methods o�er a promising direction for
addressing larger, more complex POMDP problems by trading o� global optimality for
computational e�ciency.

2.4 Online POMDP Methods

Online POMDP solvers fundamentally change the problem speci�cation from �nding a
complete policy to �nding a good action for the current situation. This reformulation
augments the standard POMDP tuple with an initial belief stateb0, shifting the objective
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from policy computation to action selection for this speci�c belief. Similarly, for fully
observable MDPs, the problem becomes �nding an action for a speci�c initial states0 rather
than computing a comprehensive state-to-action mapping.

Extending these ideas to partially observable settings, Silver and Veness introduced
POMCP (Partially Observable Monte Carlo Planning) [29], which applies Monte Carlo Tree
Search (MCTS) to POMDPs using particle-based belief approximations. POMCP represents
the belief state as a set of particles and builds a search tree where nodes correspond to
histories of actions and observations. By simulating trajectories from sampled particles and
retaining only those consistent with observations, POMCP avoids explicit belief updates and
circumvents the need to represent the full belief space. The algorithm interleaves planning
and execution, using each new observation to �lter particles and guide planning for the next
action.

DESPOT (Determinized Sparse Partially Observable Tree) [30] takes a di�erent approach
by using a �xed set of sampled scenarios to approximate the uncertainty in the POMDP.
Each scenario consists of an initial state and a sequence of random numbers used to resolve
stochastic outcomes during simulation. By conditioning evaluations on these scenarios,
DESPOT achieves consistent estimation of action values across di�erent parts of the search
tree. This allows the planner to focus computation on promising branches while maintaining
theoretical performance bounds and avoiding over�tting to speci�c rollouts.

While these online methods sacri�ce the global optimality guarantees of o�ine approaches,
they enable practical planning in high-dimensional and continuous domains. The key insight
across these algorithms is that computing a full policy is unnecessary when planning and
execution are interleaved. By focusing on the current belief and reasoning about only a
subset of likely futures, online solvers balance computational tractability with e�ective
decision-making.

2.5 Continuous Spaces

Within the context of online solvers, progressive widening addresses the challenge of handling
large or continuous action and observation spaces in Monte Carlo planning. The technique
modi�es standard MCTS by gradually increasing the branching factor of the search tree
based on the number of visits to each node.

Speci�cally, progressive widening allows the planner to consider up tok(n) = dCn� e
actions or observations at a node visitedn times, whereC is a constant and� 2 (0; 1) is a
tuning parameter [31]. As more simulations visit a node, the number of candidate actions or
observations increases, enabling a controlled tradeo� between exploration and exploitation.

For POMDPs with continuous observation spaces, algorithms such as POMCPOW (Par-
tially Observable Monte Carlo Planning with Observation Widening) [32] apply observation
progressive widening to manage the in�nite branching of the observation tree. Rather than
enumerating all possible observations, POMCPOW incrementally adds new sampled obser-
vations based on their likelihood and the number of times the associated action has been
selected.

Progressive widening transforms the theoretical challenge of in�nite branching factors
into a practical solution that allocates computation in proportion to the relevance of di�erent
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regions of the space. This makes it possible for online POMDP solvers to handle continuous
domains without discretization, while maintaining both e�ciency and �delity to the underlying
dynamics.
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Chapter 3

Task-Relevant Belief-space Heuristics for
Partially Observable Planning

3.1 Introduction

Partial observability presents a fundamental challenge for robots operating in the real
world. While the POMDP framework o�ers a principled approach to decision-making under
uncertainty, solving such problems remains computationally challenging, especially for long-
horizon tasks. This chapter addresses a key limitation of existing POMDP solvers: their
struggle to e�ectively plan in environments with signi�cant uncertainty. Online POMDP
solvers have an advantage over optimal solvers because they consider only sections of the
belief space reachable from the current state, which enables them to be applied to larger
state spaces. Online POMDP solvers such as POMCP [33] and DESPOT [34] that use a
particle-based representation of uncertainty have proven to be the more e�cient in large state
spaces and have even been applied to problems with continuous observations and actions [35].

Although these approaches are capable of working in large and continuous state spaces,
they struggle with long-horizon planning when information-gathering is necessary for reducing
model uncertainty. These issues can sometimes be overcome by augmenting the reward or
regularizing the value function to explicitly incentivize uncertainty reduction [36]. Other
approaches propose active learning, exclusively for uncertainty reduction, followed by maxi-
mum likelihood model-based planning [37], which works when all of the uncertainty about
the model is relevant to the task. However, for many real-world tasks, there is a signi�cant
amount of uncertainty about components of the state that are irrelevant to the task. For
example, in the task shown in Figure 3.1, if the robot tries to reduce all uncertainty, it will
waste time interacting with all of the drawers to learn each joint parameter, even when only
one drawer is necessary for task completion.

In this chapter, we propose Search with Task Relevant Uncertainty Guidance (STRUG),
a particle-based online POMDP solver capable of �nding long-horizon paths to the goal with
signi�cant task-relevant and task-irrelevant uncertainty. STRUG uses a domain-independent
strategy for identifying task-relevant information-gathering actions. At a high level, STRUG
relies on a fast heuristic-based forward search planner to �nd per-particle plans and then
uses these plans to identify subgoals that reduce model uncertainty.
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Our work presents two key contributions. First, we develop a novel metric for task-relevant
uncertainty and show usefulness in the context of an online belief tree policy search. Second,
we demonstrate the e�ectiveness of our approach by showing how robotic manipulation tasks
with complex kinematics can be modeled as a POMDP with information gathering actions
and solved using task-relevant uncertainty.

Figure 3.1: Visualization of an articulated object robotic manipulation task (OpenDoor )
with snapshots of the robot looking at the articulated object (top left), opening the cabinet
door (top right), picking up the target object (bottom left), and placing the object inside the
cabinet (bottom right).

3.2 Related Work

The topics of planning under uncertainty and estimating articulated models for robot manip-
ulation are widely studied.

Online POMDP solvers: Online POMDP solvers have been shown to be e�ective in
high-dimensional state spaces in comparison to other POMDP solvers [33, 34, 38]. Recent
extensions have shown that these approaches also work in continuous action and observation
spaces [35] with several applications to robotics [39, 40].
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Planning with uncertainty: One approach to planning with uncertainty is to model
the uncertainty on various state variables using parameterized continuous distributions and
de�ne how certain actions will a�ect various statistics on those distributions [41]. While
this approach works well with structured uncertainty and known action e�ects, it fails in
the presence of unstructured uncertainty. Another way of dealing with uncertainty is to
�rst reduce any model ambiguity through active learning and then plan in the resulting
model [42, 43]. Other approaches try to merge the model learning and planning steps using
entropy regularized objective functions or reward augmentation to encourage information-
gathering [36, 37]. Although active learning and entropy-regularized approaches to planning
with uncertainty can e�ectively reduce general uncertainty, they are overwhelmed when there
is signi�cant goal-irrelevant uncertainty.

Kinematic Model Learning: Many approaches from computer vision estimate articu-
lated object models from a sequence of observations [44, 45]. While these methods produce
impressive results, it is unclear where these image sequences would come from in autonomous
robotic systems. Other approaches have attempted to estimate kinematic models from single
images [46�49]. These approaches are more applicable but are error-prone due to partial
visibility and the ambiguity inherent in still images of dynamic objects. Some works have
experimented with model-free learning for interaction with articulated objects [50, 51], but
these approaches tend to be less e�cient in real-world interactions and can be potentially
dangerous in safety-critical situations. The most closely related works to ours model kinematic
uncertainty and take actions to reduce that uncertainty [42, 52, 53]. To our knowledge, we
are the �rst to attempt to reduce task-relevantuncertainty for estimating kinematic models
in the context of a task.

3.3 Background

3.3.1 Value Function

As noted in section 2.2, a solution to a POMDP is a policy� : B ! A that maps beliefs inB
to actions in A such that the expected discounted return of the initial belief is maximized.
The value function of an online POMDP tells you how good it is to follow a particular policy
when starting from a particular belief:

V� (b) = E�

"
1X

t=0


 tR(st ; � (bt ))

#

: (3.1)

A formal description for the objective of an online POMDP is then to �nd a policy� that
maximizesV� (b0).

3.3.2 Belief Tree Policy Search

One class of approaches attempts to maximizeV� (b0) by building a belief tree with b0 as
the root node. Nodes in this belief tree alternate between belief nodes and observation
nodes. Multiple actions can be taken from a belief node and multiple observations branch
from a single observation node due to the stochasticity of the model and uncertainty in the
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underlying state. At leaf nodes of the belief tree,V� (b) is estimated by simulating action
sequences using a random or heuristic-guided policy. At intermediate nodes of the belief
tree, V� (b) is estimated from its children by taking an argmax over possible actions and an
expectation over resulting observations. The value of an optimal policy� � at belief b is then
de�ned as follows

V� � (b) = max
a2A

�
Eb[R(s; a)] + 


X

o2O

P(o j b; a)V� � (bt+1 )
�

: (3.2)

Where bt+1 is the result of performing a belief update using actionat , observationot+1 ,
and prior belief bt . In settings with particle belief representations in which a belief is sets
of possible states, the belief update is simplybt+1 = f st+1 j st+1 ; ot = G(st ; at ); o = otg.
Sample-based POMDP solvers typically build this belief tree incrementally in an approach
similar to MCTS [33�35]. Given a belief tree, a policy tree can be extracted by selecting
the action that maximizes value at each belief node, leaving a tree that only branches on
observations.

3.3.3 Belief-Dependent Rewards

An important variant of this problem, and the one that we use in this chapter, formulates the
reward to be a function of the beliefR(s; a; b) where b is computed from a history of action,
observation pairs [54]. This formulation has been used to augment the reward to encourage
information-gathering actions that reduce entropy in the agent's belief [37, 55].

Active learning approaches directly optimize for reduction in belief state entropyE[log(b)].
Other task-directed POMDP solvers augment the reward function with the belief state
entropy to encourage actions that lead to low uncertainty along a trajectory [36, 37, 56]:

R̂ (s; a; b) = R(s; a) + � E[log(b)] ; (3.3)

where� is a hyperparameter that determines the exploration exploitation tradeo�. Our
approach formulates a new augmented belief-dependent reward function that includes a
measure of task-relevant uncertainty.

3.4 Method

This section describes our method for solving POMDPs with belief-dependent reward functions.
We call our approach STRUG forsearch with task-relevant uncertainty guidance. At a high
level, STRUG samples particles, or possible states, from the initial belief and uses an
uncertainty-free heuristic planner to �nd maximum-reward plans for each particle. The
particle-speci�c plans are then evaluated on the other particles sampled from the initial state
distribution yielding a probability of success for each particle's plan on each other particle.
We then run a search in belief space with an augmented reward function that incentivizes
actions leading to observations that separate particles with mutually incompatible plans. Our
key insight is that dissimilar states in the state space often share successful plans, especially
when there is a signi�cant degree of task-irrelevant uncertainty.
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3.4.1 Task-Relevant Uncertainty

We �rst de�ne task-relevant uncertainty (TRU) of a policy to be the expected variance in
value under trajectories sampled from the policy and transition model. We want to incentivize
our search to �nd a policy � with low task-relevant uncertainty (TRU) de�ned

TRU(b) = Es1 � b

h
Vars2 � b[V� �

s1
(s2)]

i
: (3.4)

This is notably di�erent from energy-based or distance-based objectives that express uncer-
tainty in state. A reasonable approach for estimating this objective during planning is to
sample a number of candidate action sequences with a random policy, evaluate the value for
each simulated action sequence, and �nd the sample variance.

However, random actions are unlikely to obtain any reward in sparse-reward environments,
resulting in a TRU estimate of zero even when TRU is high. A more accurate TRU estimate
in sparse environments requires a denser sampling in the support of the reward function. To
obtain this denser sampling, we can identify a set of action sequences with high likelihood of
reaching the goal for some particular particle using an uncertainty-free planner. Subsequent
sections describe how this metric is calculated and used in the context of an online sample-
based POMDP solver for both discrete and continuous action and observation spaces.

Figure 3.2: Visualization of sample trajectories from three POMDP solvers on the Light-
Dark2D Task. The agent starts with uncertainty in its position, and has to navigate to
the goal region (vertical green bar). The top wall reduces uncertainty about the y position,
and the right wall reduces uncertainty about the x position.POMCPOW fails to take any
information-gathering actions,Entropy Regularized reduces all state uncertainty before
going to the goal. STRUG reduces only task-relevant uncertainty before reaching the goal.

3.4.2 STRUG Algorithm

We start by sampling a set ofM particles X = f x0
0; :::; xp

0g from the initial belief state
b0. A determinized search is then performed to obtain a maximum-reward plan�ai =
((ai

0; x i
0); :::; (ai

T ; x i
T )) on each particlex i

0 2 X . We then estimate the expected value of each
plan on each sampled particlex j 2 X by executing plan�ai K times from statex j , inducing K
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state trajectory rollouts (x i;j
0 ; :::; xi;j

T )k . This results in anM � M plan compatibility matrix

Si;j
b =

1
K

KX

k=0

TX

t=0


 tR(x i;j
t ) : (3.5)

See Algorithm 1 for details. Element(i; j ) in matrix Sb indicates the expected value of
executing particle i's optimal plan in particle j. It follows that TRU is calculated from Sb in
the following way:

TRUSb(b) =
MX

j =0

b(x j
0)

MX

i =0

�
Si;j

b �
MX

j 0=0

b(x j 0

0 )Si;j 0

b

� 2
: (3.6)

In order to apply our TRU estimate to an online tree-based POMDP solver, we need a
way of calculating theincremental TRU, or the TRU gain from taking a certain action in a
certain belief state. Incremental TRU is de�ned recursively as a function of the current belief
state and action:

� TRU(b; a) = Eo2O

h
TRUSbt +1

(bt+1 ) � TRUSbt
(bt )

i
: (3.7)

Unfortunately, calculating TRU at every belief node in the belief tree is computationally
burdensome, with the primary bottleneck being per-particle planning time and quadratic plan
evaluation time. To resolve this, we make an approximation of� TRU that uses a cached
version of the plan compatibility matrix Sb0 instead of recomputing it at each belief node
during search. Approximate� TRU is de�ned as

� [TRU(b; a) = Eo2O

h
TRUSb0

(bt+1 ) � TRUSb0
(b)

i
: (3.8)

Intuitively, we want to take actions that result in information that would be useful at the
initial belief state. This approximation makes two important assumptions. First is that the
uncertainty in the problem can be represented by a possibly in�nite set of latent parameters
that do not change throughout the problem [37, 57]. The second is that the actions that
gather information pertaining to the unchanging hidden variables do not lead to irreversible
e�ects from which the goal cannot be achieved. For example, actions such as dropping a vase
on the �oor to see if it is made of glass would violate this assumption. The original reward
function is augmented with the exploration reward to yield the �nal belief-dependent reward:

R̂ (st ; at ; bt ) = R(st ; at ) + � � [TRU(bt ; at ) ; (3.9)

where� is a hyperparameter specifying the importance of gathering task-relevant informa-
tion. The full algorithm description including TRU augmentation can be seen in 2 In our
experiments, we err on the side of selecting large importance values (� = 10) because the
TRU term will approach zero after all task-relevant information is gathered.
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Algorithm 1 CompatibilityMatrix

Require: POMDP model p
1: P  SampleM particles b � b0

2: F  fg ; D  fg ; S  zeros(M; M )
3: for m 2 1 : M do
4: D  D [ Plan (P[m])
5: end for
6: for m 2 1 : M do
7: for di 2 1 : jD j do
8: for k 2 1 : K do
9: R  0

10: for a 2 reverse(D[di ]) do
11: s0; o; r  G(s; a)
12: R  
R + r
13: end for
14: S[m; di ]  S[m; di ] + R=K
15: end for
16: end for
17: end forreturn S

3.4.3 Hierarchical Progressive Widening

Sampling continuous actions during tree search is typically performed using Progressive
widening (PW), double progressive widening (DPW), or Voronoi progressive widening (VPW)
[35, 58, 59]. These all work by limiting the number of child nodes of a certain parent
node. For example, progressive widening limits the number of child action nodes tokN �

whereN is the number of samples reaching the parent node, andk; � are hyperparameters
of the search process. This strategy does not easily extend from �xed-dimensional purely
continuous action spaces to the hybrid discrete-continuous actions spaces that are typical
in robotic planning applications. Typical robotic planning applications de�ne a number
of controllers a 2 A , each with a unique set of continuous parameters� a [60]. A naive
extension of double progressive widening might use a �xed-size continuous search space with
dimensionality maxa2A j� aj, ignoring the extraneous continuous parameters for controllers
with fewer parameters. Unfortunately, this approach is highly ine�cient due to redundancy.
We propose a new Hierarchical Progressive Widening (HPW) strategy that splits action
selection into a sequence of decisions about discrete action parameters followed by a joint
selection of the continuous parameters with progressive widening constraints. HPW uses
the standard UCB criterion at each step of the action selection process, giving priority
to exploration of the continuous parameters of promising controllers without unnecessary
redundancy [61]:

UCB(s; a) = Q(s; a) + c

s
log N (s)
N (s; a)

: (3.10)
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Algorithm 2 STRUG

Require: POMDP model p, Initial belief distribution b0

1: procedure Solve (p; b0)
2: S  CompatibilityMatrix (p)
3: t  EmptyTree
4: for i 2 tree_samplesdo
5: Simulate (t; p; b0)
6: end for
7: return argmax

a
t:Q(b0; a)

8: end procedure
9: procedure Sim(t; p; b)

10: s  sample(b)
11: a  HPW (s; p:A; t:N )
12: b0; o; r  G(b; a)
13: s0  sample(b0)
14: if t:N (b) = 1 then
15: r  r + 
 Rollout (s0) + � � [TRU(b0; a)
16: else
17: r  r + 
 Sim(t; p; b0) + � � [TRU(b0; a)
18: end if
19: t:Q(s; a)  t:Q(s; a) + ( r � t:Q(s0; a))=t:N (s0; a)
20: return r
21: end procedure

Q(s; a) is the estimated value of an action in a particular state, N(s) is the state sample
count, N (s; a) is the state-action sample counts, andc is the exploration parameter. In our
experiments we setc to be the maximum reward. See Algorithm 3 for details.

Table 3.1: Experimental results on the tasks described in Section 3.5. The mean discounted
reward and standard error across 100 seeds. Rewards are between -10 and 10. Scores within
2 points of the highest-scoring algorithm are made bold.

Tiger ExtendedTiger LightDark 1D LightDark 2D Shelf Open Drawer Open Door

Random � 1:62� 0:98 � 0:21� 0:89 � 5:43� 0:65 � 3:13� 0:14 � 9:34� 0:20 � 9:47� 0:05 � 9:54� 0:04
POMCP (Disc) 5:67 � 0:75 � 0:02� 0:98 1:30� 0:98 � 0:57� 0:12 9:02 � 0:00 � 1:00� 0:33 � 1:50� 0:41

POMCPOW 6:49 � 0:66 � 0:37� 0:81 2:60� 0:97 � 1:20� 0:89 8:62 � 0:19 1:30� 0:71 0:20� 0:71
Entropy Regularized 6:25 � 0:31 3:95 � 0:34 0:12� 0:94 1:26� 0:41 3:91� 0:11 0:34� 1:18 � 0:15� 0:97

Active Learning 5:59 � 0:28 3:96 � 0:33 5:50 � 0:82 2:13 � 1:29 1:62� 0:92 1:49� 1:91 1:03� 0:84
STRUG 6:34 � 0:31 2:31 � 0:25 5:80 � 0:62 3:55 � 0:91 9:02 � 0:00 4:22 � 1:60 5:21 � 1:39

3.5 Experiments

Our baselines include planning methods that handle uncertainty and aim to trade o�
information-gathering with reward exploitation. Namely, we evaluatePOMCP [33] and its
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Algorithm 3 HPW

Require: State s, action schemasA, state-action countsN
1: a  []
2: for � 2 A:discretedo
3: a  a � argmax

ai 2 �
UCB(s; ai )

4: end for
5: ad  a
6: for � 2 A:continuousdo
7: if j� s[ad]j � kN (s; a)� then
8: � s[ad]  � s[ad] [ sample(�)
9: end if

10: a  a � argmax
ai 2 � s [ad ]

UCB(s; ai )

11: end forreturn a

Figure 3.3: A visualization of the perceptual model results used to construct the POMDP
problem. Top: Results of the MaskRCNN detection module for link mask prediction.Bottom:
The combined, thresholded, and �ltered Where2act heatmap for the Pull controller

continuous variant POMCPOW [35]. To apply POMCP to continuous problem domains, we
followed the procedure described in [35] to discretize the action and observation spaces. The
Entropy Regularized uses the augmented reward in Equation 3.9 to explicitly encourage
entropy reduction. Lastly, Active Learning separates the problem into two steps: an active
learning step that explicitly aims to minimize model entropy and an exploitation step that
uses MCTS to �nd an optimal plan under the most likely model.

We perform experiments on several temporally extended versions of toy POMDP problems
and on tasks involving robotic manipulation of articulated objects that relies on perception
with a neural network for object-detection to construct a distribution of possible model states.
We evaluate on the following tasks that all require some form of information-gathering in
addition to goal-directed actions to achieve good performance. For tasks involving robotic
manipulation, we use the Fetch robot [62] in the Issac gym simulation [63].

ˆ Tiger [64]: The agent stands in front of two doors. Opening one door reveals a tiger
(negative reward), and the other reveals treasure (positive reward). The waiting action
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