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ABSTRACT

In recent years, reinforcement learning has demonstrated its promise as a powerful tool
for developing innovative and advanced control systems for legged robots. The method’s
robustness, versatility, and generality have made it a prime candidate for future robotic
systems deployed in the real world. Through the development of more advanced machine
learning algorithms and more reliable and efficient physics simulators, reinforcement learning
continues to improve and enable new, dynamic, and agile capabilities. While the results
are often impressive and the tools relatively beginner-friendly, there remain impediments to
scalable and reliable progress. Poor reward function scaling, challenges balancing exploration
versus exploitation, and misalignment from the engineer’s intent are roadblocks to better
performance. To get beyond these limitations, new tools and frameworks are necessary. In
this work, I present novel methods to address these challenges and extend the capabilities of
reinforcement learning on robot hardware. Through the quantification of the distributional
sim-to-real gap, simulation model optimization for hardware matching, latent space motion
sequence planning, and latent style training, I demonstrate never-before-seen performance on
legged hardware.

Thesis supervisor: Sangbae Kim
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Chapter 1

Introduction

Legs are a highly e ective and commonplace method of locomotion in the natural world.
From insects to humans, they succeed in nature due to their versatility, robustness, and
adaptability in an unstructured world. While cars and trains require preconditions, such as
roads and rails, legs do not. So why have we yet to see arti cial machines capable of anything
near the abilities of biological legs? It is certainly not because of the lack of applications in a
modern world that we have built for our legs. The primary roadblock lies in the inability of
our control methods to reliably and consistently direct arti cial legged systems anywhere
near the skill of people and animals. In simulation, we see incredible feats of dynamic and
agile locomotion, but the challenge lies less in understanding our legged systems and more
in the noisy uncertainty of the rest of the world. Pushes, slips, perception errors, task
misunderstanding, and interface variety limit the deployment of e ective legged systems.
Although progress has been slow, recent advances are changing the landscape, and we are
quickly seeing legged systems approach viability.

Optimization techniques have long dominated the control of legged robots. Optimization is
a valuable and e ective tool for generating detailed trajectories that guide a robot's actuators
to satisfy a set of constraints, minimize a cost function, and achieve its overall task. Over
the years, researchers have developed numerous variations to address various aspects of
controlling legged systems. Some examples include Linear-Quadratic Regulators (LQR) for
robust feedback control, Model-Predictive Control (MPC) for real-time replanning, Contact-
Implicit methods to include contact sequencing in the solution, and Whole-Body Control
(WBC) to enforce physical guarantees during the system's operation. While these methods
have enabled state-of-the-art results, they still have limitations in real-time computation and
robustness to model inaccuracies and stochasticity.

Reinforcement Learning (RL) has emerged as a viable alternative recently. Instead of
optimizing the whole trajectory, RL leverages machine learning's statistical representation
power to learn mappings between observed states and immediate motor actions. The policy
is bound by physics through a simulator rather than a series of constraints, and it maximizes
the return of a reward function. The rewards frequently draw on many of the same features
of a minimizing cost function, such as minimal torque usage and maximal command tracking.
Targeted randomization and noise enable greater robustness because the e ects will be
included in the policy distribution.
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1.1 Challenges with Current Approaches

While RL can produce capable policies and has advantages over traditional optimization
approaches, particularly in handling stochasticity and uncertainty, the training process has
notable drawbacks in reward function design, policy exploration, and behavior alignment.
The reward function is the primary in uence on policy behavior. Unfortunately, because the
training process must run to completion to see the full e ects, creating and tuning rewards
is slow and tedious for the engineer. Additionally, in RL, the rewards are typically active
throughout all phases of training and must, therefore, be balanced across these stages. This
makes tuning even more challenging, as the reward needs to de ne not only the nal behavior
but also the intermediate behaviors required to reach the goal behavior. Lastly, rewards
are an imperfect re ection of the desired nal behavior. Creating rewards for a particular
behavior can be challenging, and often, what is optimal is not what the engineer intended.
This is further compounded when trying to create policies that encompass multiple behaviors.

In general, machine learning training rarely involves tuning the loss function with as much
attention as it does for RL with rewards. This is because datasets often drive training, unlike
in RL, where the data is synthetically generated by the simulator. When training with a
dataset, the gradients are based on error distances between the goal and the network’s action
result. This creates a dense optimization landscape, thereby reducing challenges related
to exploration. Alignment, however, remains a signi cant issue for training with data, but
the types of challenges are somewhat di erent. For language models, for example, training
the model to represent a desired values system in its responses may be di cult. While for
RL policies, locally optimal solutions may forgo the task altogether. For example, if we
want a policy to walk while following a velocity command and also minimize torque usage,
a locally optimal solution may be to stand still and not track the task at all. This issue
becomes exacerbated when the complexity of the reward function is scaled. The task, style,
and regularization of the behavior are often con icting, making it challenging to construct
rewards for more complex tasks and behaviors. Using data sources such as motion capture,
video, and o ine trajectory optimization enables a more general construction of the reward,
ensures a dense exploration landscape, and reduces issues with alignment because the task
and style are mutually contained in the data. The rst work of this thesis demonstrates the
promise of such imitation learning methods to improve and expand the RL training potential.

While data sources can mitigate some of the biggest challenges with RL, imitation learning
techniques are less robust to noise, inaccuracies, and disturbances. They also struggle to
handle the multimodality of motion and rely on deploying with trajectory libraries. Multiple
di erent motions can all solve the same task with very di erent styles. Ideally, we would
preserve the expressiveness of data sources, such as optimization and motion capture, to
provide planned solutions for a policy rather than following the same style each time when
solving a task. The third work in this thesis utilizes and combines the bene ts of both in
a general framework for developing stylized and robust policies. To achieve this, we retain
the basic RL training framework but replace many rewards with an unsupervised generative
pipeline to extract the desired solution from the data. This encoding becomes the new
language by which we train policies to solve tasks while rewarding more natural motions and
generalization to a broader range of functions with minimal new engineering.

A frequent challenge in robotics is transferring a control framework that works well in
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simulation to the desired hardware platform. While simulation is a powerful tool for iteration,
analysis, and batch data collection, it often does not match the physical nuances of hardware.
This problem, called sim-to-real transfer, is a signi cant roadblock for deploying control
frameworks onto hardware, and especially an issue with RL policies due to their reliance on
simulation for policy training. The second work of this thesis presents a data-driven method
for minimizing this sim-to-real transfer gap. In this work, we devise a distributional matching
metric to quantify the di erence between controller behavior in simulation and hardware.
This distributional metric is exible, does not require careful initialization, and is robust to
issues involving contact with the ground. We apply an optimization scheme to this metric
to calibrate our simulation to better match the performance of our hardware in a so-called
"real-to-sim" estimation procedure. With a proper understanding of our robots, we can better
create the controllers we envision.

Finally, we can train policies to consume the predicted latent code and determine the best
action for the robot to complete the goal task, thereby matching the style of the code. This
provides a compromise solution that incorporates the bene ts of training on-policy, where
targeted randomization, realistic noise, and accurate modeling result in robust performance,
as well as the bene ts of matching diverse o ine datasets for versatility and expressiveness.
We will train and deploy models using this method on hardware for di erent styles and data
sources to demonstrate the scalability and generalizability.

1.2 Major Sections and Contributions

This thesis is organized into three major sections. Each poses questions regarding the potential
of learned control for legged systems, presents the details of novel work addressing these
guestions, and concludes with my takeaways based on the work. In the rst work, we utilize
trajectory optimization data for supervised learning to accelerate warm-start predictions
and then expand that idea using model-predictive control as a data target for RL policies.
In the second work, we describe a data-driven method for automatically tuning simulation
parameters to reduce the sim-to-real gap, demonstrating this as a valuable step in deploying
performant policies and reaching new limits on our hardware. In the third work, we propose
new and generalizable training methods for RL policies to mitigate sim-to-real transfer
challenges, create controllers with diverse and expressive motion, and solve more complex
tasks with controllable style.

1.2.1 Promise and Pitfalls of RL for Legged Systems

What are the capabilities and limitations of reinforcement learning for legged systems? Under
what conditions does RL show the most promise? What are some of the most limiting
challenges? Can outside motion data mitigate some of these challenges?

| will describe training procedures for the learned control of quadrupeds and bipeds. |
will outline the methods, bene ts, and limitations of the approaches. This will provide a
context on the state of modern SL and RL methods for legged controls. | will detail the
e ects of di erent rewards, robot morphologies, observation spaces, and data targets to
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demonstrate RL's versatility and exibility. | will also demonstrate the limitations of poor
reward complexity scaling, the di culty in managing the tradeo between exploration and
exploitation, and the challenges associated with aligning policies with the engineer's intent.
| will also present results demonstrating how the inclusion of external motion data shows
promise in alleviating these issues, speci cally applying data from trajectory optimization and
model-predictive control sources. We will apply trajectory optimization and model-predictive
control data both for o ine SL training and online RL training.

1.2.2 The High Value of Quality Modeling

Can data-driven methods and distributional metrics estimate the sim-to-real gap? Can these
metrics optimize our simulated robot model and improve policy performance? How far can
we push our hardware using RL-trained policies?

| demonstrate that high-quality modeling employed in simulation signi cantly impacts the
quality of the nal hardware policy. While domain randomization may be used to expand the
data distribution, it compromises the policy behavior. Instead, better modeling and targeted
randomization can improve training and deployment performance. | detail our method for
collecting data on hardware, utilizing distributional measures to quantify the sim-to-real gap,
optimizing simulation parameters using the measured values, and deploying policies that
push the limits of our hardware platform.

1.2.3 Creating a Data-driven Locomotion Planner for RL

Can we extract the style of behaviors from data without direct imitation? Can this be done

in a general manner that works for many tasks and feature spaces? Can a generative model
network act in this representation space and predict future motion sequences? Can we use
this as a more scalable method for training RL policies for legged hardware?

Using unsupervised learning methods, | create a compressed representation of robot
motion trajectories where style characteristics are automatically clustered and organized.
This space enables an automatic method for analyzing similarities in rollouts and interpolating
between trajectory data. This exible framework works with any feature parameterization,
robot morphology, and data source type, including other policies, trajectory optimization,
and motion capture. The latent representational dataset's style method can then be used to
generate new motion sequences within the dataset's style. | then create a motion sequence
planner that creates new feasible motion trajectories. This generative model is conditioned
on the current state and predicts reasonable trajectories within the data distribution.

With the encoding procedure pre-trained, | train policies to execute desired styles without
tedious reward construction or tuning and without directly imitating a library of trajectories.
The latent planner acts as a style command to complement a user-speci ed task command.
The policies are rewarded for tracking the latent data style and the user-commanded task
and regularized by behavior-agnostic rewards. This procedure reduces the complexity of
reward tuning and simpli es the process of adding new behaviors. The dataset curation
0 oads the bulk of reward tuning e ort while producing more natural-looking behaviors in
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the policies. The probabilistic model of the motion generator enables multimodal behaviors
where the same state may result in di erent motions. The hardware results demonstrate that
the method can train policies for tasks and styles in a exible, general, and scalable way.
The method mitigates signi cant challenges with traditional RL while maintaining previous
performance bene ts.
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Chapter 2

Background

2.1 Simulation

Simulation plays a signi cant role in the development of modern robotic controllers. Highly
performant and agile behaviors require high-quality simulation for development with reason-
able expectations of success on hardware. The majority of the work in this thesis involved
two primary simulators: rst, the Biomimetic Robotics Lab's Robot-Software [1] and second,
Nvidia's line of Isaac Sim [2] simulators. Robot-Software was used for all experiments in-
volving the MIT Mini-Cheetah and the MIT Humanoid, serving both as a data collection
platform and a validation platform before deploying policies onto the hardware. IsaacGym [3]
was used for all RL training of Mini-Cheetah and the MIT Humanoid as well. Isaac Lab [4]
was used for all experiments involving Boston Dynamics' Spot, both as the training simulator
for RL and validation before deployment.

2.2 Reinforcement Learning

Reinforcement learning (RL) is the primary method we used to create our neural networks
capable of controlling our highly articulated, oating-base robots. The works of all three
major chapters use RL in some capacity, and for most, it is the dominant training procedure.

2.3 Sim-to-Real Transfer

Improvements in simulation and training frameworks have signi cantly simpli ed the devel-
opment and implementation of training and deployment policies. The success of a policy on
hardware largely depends on how accurate the simulated model of the robot is, so getting
those details right is important. Learned legged locomotion techniques today primarily utilize
at least one of three classes of sim-to-real mitigation. These include actuator modeling,
where pre-trained supervised networks simulate actuator characteristics using o ine data
during training; system identi cation, where the physical parameters of the robot are closely
estimated o ine or online for ne-tuning; and domain randomization, where training samples

a range of physical parameters to increase the training distribution of the policy. Most works
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utilize multiple of these to varying degrees and with di erent focuses for their contribution.

2.3.1 Actuator Models

Many foundational works in the current boom of research on legged systems originated
from Marco Hutter's lab at ETH Zurich. The rst work involving high-performance RL
deployment to hardware came in 2018, titled Learning Agile and Dynamic Motor Skills for
Legged Robots [5]. In this work, the focus was on the simulation and modeling necessary
to transfer a locomotion policy to the ANYmal hardware platform. To achieve this, they
required a fast and realistic simulator, randomization of physical features for which they lacked
full measurements, and an actuator model network to replicate the behavior of ANYmal's
series elastic actuators (SEA) The major RL training simulators broadly incorporate their
simulation techniques for speed and accuracy. The randomization techniques applied included
link masses and inertias, collision body shape and size, and the injection of hand-tuned noise
into some observations. The bulk of the work focused on the SEA model. For this, they
collected a dataset of joint states, including positions, velocities, and torques, using a simple
sine wave controller to make and break contact with the ground. They trained a supervised
learning model to predict torques from a history of positions and velocities. This model
consumes the action output of the network and converts it directly into torques. These details
enable their sim-to-real transfer and are utilized in their later works on ANYmal to bridge the
SEA model gap. Many works on ANYmal follow these same sim-to-real mitigation strategies
[6 8], including IsaacGym [3, 9], which has become a standard training framework for RL
locomotive policies.

2.3.2 System ldenti cation

Another frequent approach to mitigate sim-to-real transfer is system identi cation. If we
had better information about the physical system and could incorporate that information
into our modeling, we would have a narrower gap in transfer to hardware. An example of
this approach is the 2018 work Sim-to-Real: Learning Agile Locomotion For Quadruped
Robots [10]. In this work, they extensively measured the parameters of their robot by
rst disassembling all its parts, measuring the mass, center of mass location, and inertia
values, and incorporating these measurements into the robot model. They also create a
model-based actuator model incorporated into their simulation. They estimate the back EMF,
armature, and torque constant, as well as a piece-wise linear function for the torque-current
relationship. They compared their model against tests on the hardware servos to validate.
They additionally model and estimate the latency of their system from command to motor
action. ldeally, measuring and knowing the physical parameters of your robot gives the best
shot at sim-to-real transfer, but this is not always easy, feasible, or reliable. Other works
attempt to estimate similar hardware parameters and usually focus on actuator parameters,
such as torque limits, joint friction, and armature [11, 12].
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2.3.3 Domain Randomization

The by far most common approach is domain randomization, often in conjunction with other
strategies. Instead of directly nding the values of the hardware system and incorporating them
into the model of your robot in simulation, one can randomize the parameters during training
such that the distribution of the policy is as large as possible. If using reasonable ranges, it
is more likely that the actual parameter of the hardware is within the policy distribution,
and thus the policy has higher odds of hardware success. Common external randomizations
include ground-foot friction, terrain shape, pushes on the body, and observation noise [5, 9,
13]. Internal link randomizations include link mass, center of mass, inertia, and collision mesh
[14 16]. Internal actuator randomizations include sti ness and damping gains, torque limits,
torque weakening, latency, joint friction, and armature [13, 17, 18]. Domain randomization
is the most common method used for legged robot sim-to-real transfer and is employed in
nearly all works to varying degrees [6, 19 21].

2.3.4 Adaptation Modules

A highly cited example of combining domain randomization with system identi cation uses a
secondary adaptation module to estimate the physical parameters and inform the policy. The
work from 2021 is titted RMA: Rapid Motor Adaptation for Legged Robots [22], which trains
an online adaptation module to predict and update system parameter estimates for the policy.
The parameters estimated include friction, gains, payload, center of mass position, motor
strength, and terrain measurement resample frequency. The adaptation module is trained
concurrently with the policy and learns the domain randomization parameter mapping with
a student-teacher framework. During deployment, both networks are active as the adaptation
module updates its latent parameter estimate and passes it to the policy for execution. Later
works also incorporated this method to minimize the transfer gap [23 26].

2.3.5 Industry

Works from industry companies, including Unitree [27], EngineAl [28], Figure [29], and
Tencent [30], rely predominantly on high-quality simulation, usually via Nvidia Isaac or
Mujoco, and domain randomization to overcome the sim-to-real gap. Although not all
details are public about most industry work, the information available online, through
GitHub repositories and whitepapers, suggests that most applications employ heavy domain
randomization with high-frequency motor controllers in quasi-direct drive motor packages.
The companies also likely spend a fair amount of time on parameter calibration as they build
their hardware and provide much of this information in their datasheets.

2.3.6 Estimation Criteria

Physical property characterization has long been used to enhance robot models, and nu-
merous studies have described various approaches to minimizing the model-hardware gap
[31 35]. Collecting data from benchtop setups for dynamic feature characterization, such as

dynamometers and subsystem-level dynamic characterization, has long aided the development
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of robots. These methods all use some sort of criteria to evaluate matching and have pros
and cons. State matching is as simple as a criterion. Still, it is challenging to do well, as
undue error from out-of-phase cyclic motions compounds, and determining how to align the
evaluation starting time is not always clear. Simulation error can also contain compounding
drift. Furthermore, evaluating through contact is the most challenging aspect for legged
systems. Recent works in reinforcement learning for legged systems have drawn inspiration
from these studies, adapting to the variety of challenges and robot platforms, and pushing
the boundaries of the eld.

In our work, we cannot disassemble the robot, so the physical parameters of the components
we have are only from public datasheets. While the link positions, masses, and inertias seem
reliable and accurate, we lack information on several dynamic characteristics, such as joint
friction, armature, and torque limits. The Spot state estimation and motor controllers are
of exceptionally high quality, making for a great platform to deploy on; however, they do
not fully align with our public data simulation model. In our approach, we utilize domain
randomization and system identi cation to determine properties not speci ed in the datasheet
and build a simple actuator model through parameter estimation to improve the dynamics of
our simulated actuators.

2.4 Autoencoders

Autoencoders [36] are a practical and straightforward class of neural network architecture.
They are a type of unsupervised learning method trained to create latent space representations
of unlabeled data. Unlike supervised learning, data labels are not necessary to successfully
autoencode a dataset, and most applications utilize this feature. Autoencoders consist of two
components: 1) the encoder, which receives raw data inputs and produces a latent code; and
2) the decoder, which receives the latent code and reconstructs the raw data input.

Through these sections, | will build up from the most basic autoencoder to the ones
relevant for my work. Starting with autoencoder basics, exploring the usefulness of applying a
variational cost to create Variational Autoencoders (VAE) [37, 38], describing the quantization
process of Vector Quantized Variational Autoencoders (VQVAE) [39], and explaining the
one-hot categorization variant of Categorical Variational Autoencoders (CVAE). Lastly, |
will discuss co-training prior models for masked prediction, which is helpful for generative
modeling in the latent space. Ultimately, the goal is to create an architecture for real-time
motion planning in a deployable form for robot control.

2.4.1 Autoencoder Basics

The simplest autoencoder consists of two neural network structures, with one designated
as the encoder and another as the decoder. The encodérfeceives the input data,x,
transforms it into a latent space representationz, and then sends the latent representation
to the decoder,D, which converts it back into a prediction of the original data,®. The
notation for the encoder is described in Equation 2.1 and the decoder in Equation 2.2. The
loss function for training an encoder is the reconstruction error between the original data
and the reconstructed data output after processing by the encoder and decoder.
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Figure 2.1: Diagram of the simplest autoencoder architecture. Given an unlabeled dataset,
such as a dataset of motion trajectories, we pass a motion sequenggr of time rangeO : T

to the encoder network to convert it into an encoded latent representation. This z passes
next to the decoder network that attempts to reconstruct the motion trajectory and produces
md.1. The singular loss function for this autoencoder is the reconstruction loss. Here we use
mean-squared error loss to quantify the distance between the target.r and the predicted
I’n/(\):T-

z= E(x); (2.1)

2= D(2) (2.2)

For a given input data sequencen and a predicted data sequencé, we want to quantify
the error between the prediction and the data target. A commonly used loss function
in machine learning is the mean-squared error loss, as shown in Equation 2.3, which is
particularly suitable for dense signals and ampli es the error in the worst predictions. We
batch the loss ovem samples for training stability. This loss can drive the network training
towards better data sequence predictions, and we frequently use it for autoencoder training.

1 X
L== (m )3 (2.3)
n i=1
Co-training the encoder and decoder yields a network that can encode data into a code

space and reproduce data from that space. On its face, autoencoding may seem like a simple,
yet unhelpful procedure, projecting data into an unde ned space solely to recreate it later
(for example, an identity matrix operation); however, interesting and useful details emerge
from the de nition of that latent space. We can enforce constraints and properties on the
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latent space. The simplest form of a constraint is in data compression through a bottleneck.
As a simple example, if we have images of a given size N and de ne the latent space as of
size M < N, the identity matrix is no longer a valid approach to encoding. We can enforce
the requirement that the latent space is smaller than the data space, which requires the
autoencoder to compress the information from the data. This formulation of the autoencoder
is known as an undercomplete autoencoder [36]

To demonstrate a simple yet valuable example of robot motion trajectories, let's imagine
we have a dataset of robot motions. We have time-series data for the positions of the robot's
joints and base as it moves through a series of actions. We can take that snippet of data
for each joint and the base across a xed time range, feed it into the encoder, and ask the
decoder to reconstruct the original data. Doing this for multiple trajectories results in a
network architecture that can consume our motion trajectory data, convert it into a latent
representation, and reconstruct a close prediction of the data. Figure 2.1 visualizes the
process for such a training procedure.

While this alone is not an entirely helpful procedure for us, in the following few sections,
we'll talk about constraints we can impose upon the latent space that result in useful
representations for motion generation. Through clever losses, architectural decisions, and
other machinery, we can produce autoencoders that operate in discrete spaces, self-cluster
similar latents together, and generate new interpolated data not contained in the original
dataset. These characteristics provide the foundation for fast and high-quality motion
generation, which we will use in our real-time trajectory planner.

2.4.2 Variational Autoencoders

One of the most commonly used autoencoders is the probabilistic variational Bayes autoen-
coder [37, 38], better known as the Variational Autoencoder (VAE). This architecture builds
upon the basic autoencoder by introducing additional components after the encoder to impose
a new structure on the latent space representation. Here, we will brie y discuss these new
components, the parameterization trick that enables them, the latest loss function, and the
characteristics of this autoencoder variation that have made it so widely used.

At its most basic level, a VAE is essentially an encoder and decoder network. However,
instead of the encoder directly producing the latent code, it generates parameters for a
variational distribution model, from which sampled latents are then randomly drawn. The
most common model, and the one we used in all our works, is the multivariate Gaussian.
From here on, we will refer to the VAE in the context of the multivariate Gaussian variety.
These changes result in an autoencoder that is more stable, less prone to over tting, and
scales better to larger datasets.

In the multivariate Gaussian case, we modify our network architecture by producing a
mean and standard deviation instead of the latentz directly. These parameters are
used as inputs to the model. Drawing from a Gaussian distribution allows our model to be
probabilistic; however, this creates a new problem. For the purposes of backpropagation, we
cannot insert a non-deterministic component into the middle of our network architecture, as
it is not a di erentiable operation. To accommodate this, we can utilize a technique known
as the "reparameterization trick."

This trick allows random noise to enter our sampling process without breaking the
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Figure 2.2: Diagram of a multivariate Gaussian variational autoencoder (VAE) architecture.
Given an unlabeled dataset of motion sequencesg.t of time rangeO : T, the encoder network
converts it into an encoded latent representation af and z . These parameters are then
passed to a Gaussian sampler, which, with the "parameterization trick,” draws a random
sample from a multivariate distribution of meanz and standard deviationz to produce a
sampledz. This z passes to the decoder network that attempts to reconstruct the motion
trajectory and producesmg.r. The loss function for the VAE is the reconstruction loss
between the targetmyt and the predicted my.r, and the KL divergence of the Gaussian
parameters from the standard normal distribution.

propagation path. To do so, we create a new term drawn from a standard normal
distribution N (0;1). We can then create ourz latent drawn from a sample with a mean of
our encoder produced and standard deviation using Equation 2.4.

z= + (2.4)

Now we have a method for selecting parameters for the latent multivariate Gaussian and
drawing probabilistic samples to produce latent codes while preserving the gradient. The
decoder operates as before, but now consunmesirawn from this distribution and must
therefore account for the distributional e ects in its training.

X
L= 27 (m M2+ KL i N (1); 25)
i=1
To maintain stable training, we must add a loss to the parameters placed in the distribution.
The loss adds a new term for minimizing the variation from a Normal distribution when
selecting the parameters. This helps to regularize the latent space, and as the network trains,
it must balance the competing losses of reconstruction and regularization to maximize the
return. The most common loss for this is the Kullback Leibler (KL) divergence. The new
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total loss function for our VAE consuming a motion sequena@ can be found in Equation
2.5. A visual diagram of the VAE can be found in 2.2

2.4.3 Vector Quantized Variational Autoencoders

While VAEs are a powerful tool and have proven capable in representing large datasets in a
continuous probabilistic space, there remain issues other variations attempt to solve. One
such variant is the Vector Quantized Variational Autoencoder (VQVAE) [39]. The VQVAE

is a discretized version of the VAE, featuring a learned latent codebook rather than a static
prior, such as the multivariate Gaussian. These two di erences the discretized latents and a
learned prior codebook enable the VQVAE to mitigate some of the challenges associated
with the traditional VAE, most notably issues involving "posterior collapse.”

In a VAE, the prior distribution is a xed model chosen as part of the architecture.
For all our examples and experiments, we utilize the aforementioned multivariate Gaussian
distribution. While the encoder selects the parameters for the model from which the model
then draws its samples, the prior model is static. This can result in the issue known as
"posterior collapse,” where a su ciently powerful decoder can succeed while largely ignoring
the latent variable. This is especially problematic for generative modeling because if the
decoder is powerful enough to model reasonable data outputs and ignores the latents, we
do not have control over the decoder through the latent representation as intended. This
is a common challenge when working with VAEs, arising when we attempt to utilize the
generative power of autoencoders.

To implement this change and create a VQVAE, we rst need to modify the prior
distribution to be a discretized model. For the VQVAE, we use a categorical distribution to
draw samples, which are used as discrete indices for a latent embedding table. The latent
embedding table consists 0K codes of dimensionalityD for each latent codeg. This gives
a total latent embedding space o& 2 RX P. The encoder in the VQVAE produces a latent
Z. as in Equation 2.6.

Ze = E(x); (2.6)

This "encoded" z latent vector is then transformed into indices of the embedded latent
codebook. We do this by performing a nearest neighbor lookup for each latent code with
Z.. We then assemble all of the nearest neighbor latent codes from the embedding space
to construct zy, our newly quantized latent representation. This process occurs following
Equation 2.7. This process has the e ect of taking the raw latent codes produced by the
encoder network and "zipping" them to the nearest code within the latent codebook. This
has the e ect of quantizing the latent space, as we have converted the continuous encoded
value into a speci c index within the embedding space, and instead use those embedded
values for the code.

Zq = &; wherek = argmin, kze gk, (2.7)

With the quantizing operation in place, we can then pass the quantize, values to the
decoder network as before to predict the reconstruction of the original data. As before, we
include a reconstruction loss on the data but now must replace the regularization loss of the
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Figure 2.3: Diagram of a vector-quantized variational autoencoder (VQVAE) architecture.
Given an unlabeled dataset of motion sequences,r of time rangeO : T, the encoder
network converts it into an encoded latent representatioze. This latent is then quantized

by performing a k-nearest neighbors lookup on a learned latent embedding space, also called
the codebook. Thez. is then converted into the values of the nearest codes to create a
quantized z,. This z, is passed to the decoder network to reconstruct the motion trajectory
and producesmd.t. The loss function for the VQVAE is the reconstruction loss between the
target mo.r and the predictedmg.t, as well as two losses for the encoder produciag values
near to codes within the codebook and updating the codebook codes to be near the values
produced by the encoder. These losses are known as the quantization and commitment losses.

VAE with a new regularization loss. For the VQVAE, we now have a latent embedding space
that we want to update as well as the neural networks acting within that space. What we
would like is for the encoder to produce reasonable code predictions within the discretized
space, and for that discretized space to contain values that are valid for reconstructing the
data.

To do this, the VQVAE employs two regularizing losses on the behavior of the latent
representation. The rst new loss is the quantization loss. We want the encoder to predict
values close to the latent codes within the embedding space. This loss penalizes the encoder
for predicting latent codes that are far away from the embedding space. The second new loss
handles the commitment of the embedding space codebook. We would like the codebook
to contain good values for the encoder and decoder to work with. This loss penalizes the
codebook values for their distance from the encoder's latent vector values.

1 X

L —
n

(mi  m)%+ ksgze) eko+ kze sge)ks; (2.8)
i=1
These losses operate in opposing directions. The quantization loss draws the encoder
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Figure 2.4: Training of the Categorical Variational Autoencoder. The diagram illustrates an
encoder conditioned on the motion sequeneey.t, wWhich produces an encoded latent variable
that is then used as probabilities for the Gumbel-softmax operation to draw categorical
samples, resulting in a one-hot code sequence. This code-sequence is used as the tatent
condition the decoder for reconstruction predictiomg.t.

towards the latent code values, while the commitment loss draws the codebook values towards
the encoder's latent values. For this to work stably, though, we need the codebook updates to
be more gradual than the encoder's updates. We want the embedding space to update, but
not so quickly that it becomes unstable. This requires us to have two losses rather than one,
so a hyperparameter can control the relative in uence between the two. We create a factor

to scale the commitment loss relative to the quantization loss. This, in conjunction with
the usual reconstruction loss, produces the total loss for the VQVAE as shown in Equation
2.8. We use the stop-gradient operatosg to denote that the gradient of the value should
be removed in the computation. This allows us to separate the in uence of the loss on the
encoder updates from that of the latent codebook. A diagram of the VQAE process is shown
in Figure 2.3

2.4.4 Categorical Variational Autoencoders

Another variation of the VAE architecture for representing discrete categorical distributions
within the latent space is the Categorical Variational Autoencoder (CVAE) [40]. The CVAE

is a modi cation of the VAE's "reparameterization trick" and underlying distribution, which

is transformed into a categorical distribution that we draw samples from, rather than a
continuous one, such as the multivariate Gaussian. Instead, the CVAE draws its samples
from a Gumbel-Softmax distribution to select discrete categorical values, while preserving
the gradients through a stochastic operation.

For the categorical, we consider to be a variable with class probabilities 1; ;::5; «,
where our categorical sample is k-dimensional one-hot vector. The process relies on the
Gumbel-Max trick [41], which provides a way of drawing samples from these probabilities. To
do so, we follow Equation 2.9, whergy are i.i.d. samples drawn from Gumbel(0,1). We then
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use the softmax function to approximate argmax and create k-dimensional samples drawn
from the probabilities. The stochasticity of the sampling is controlled by a temperature value

, Where a value of O corresponds to a fully one-hot distribution andf corresponds to a
uniform distribution.

z = one_hot (argmax[g +1og i]); (2.9)

The samples drawn from this categorical then become our latent values This z is used
for decoding as usual. The diagram of this training process can be seen in Figure 2.4.

2.5 Autoencoder Generators

Creating latent space representations for arbitrary data sequences, while interesting, is
not helpful to our ultimate goal of generating situational motion trajectories. We have
successfully compressed and automatically clustered trajectories in both continuous and
discrete representations, allowing us to leverage these properties for motion generation. With
a nicely constructed latent space, we can now train neural networks to make predictions in
that space for motion plans within our data distribution.

There are many methods for acting within a latent space representation, and examples
exist in other modalities such as image [42 44] and video generation [45, 46]. Di usion [47],
ow-matching [48], autoregression [49], and probabilistic sampling [50] are all methods of
drawing samples out of a latent space. In this section, we discuss these methods in more depth.
While our work utilizes probabilistic sampling, all these options are viable for generating
latent motion.

2.5.1 Autoregressive Generators

One such approach for generating samples in the latent space to satisfy data conditions is to
use autoregression [39, 49, 51, 52]. These autoregressive models select latent space values as
their prediction, which, when decoded, should satisfy some trained objective. This is often
paired with VQVAE architectures because the code selection process is discrete and the codes
need to correspond with each other as a joint probability for a coherent latent code. The
downside of these methods is that autoregressive processes are slower to compute and often
utilize architectures like transformers, which may be slower at runtime than a single-pass
MLP.

2.5.2 Categorical Prior Generators

A second method of generating new trajectories in the latent space is to use a categorical prior
model [50]. These models operate in a manner similar to a CVAE, acting in a discretized
categorical space through the use of the Gumbel-Softmax operation. The latent selections
are probabilistic, enabling the model to represent multimodality. As the categorical prior
processes the latent code in one pass, the organization of the latent space is crucial to the
model's success. These categorical prior models need to be co-trained with the original VAE
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to stabilize the training and organize the latent space in a manner conducive to producing
in-distribution latent codes.

When co-training, we provide the whole motion sequencg,.r to the encoder, while the
prior receives some smaller or di erent input. For our use in predicting reasonable future
trajectories conditioned on the current state of the robot, we passg to the prior. In some
cases, we also provide a command to the prior, but in the simple case, this is not necessary.
The Gumbel-Softmax operation on the encoded, is converted into a quantized code sequence
Zs for both the encoder and prior.

To ensure the prior and encoder are mapping to the same values in the latent space, we
introduce a new matching loss. This loss encourages the two networks to produce the same
value outputs when conditioned on di erent inputs. The matching loss can be calculated in
di erent ways, but the most common and what we used was the standard Mean Squared
Error (MSE) loss. The loss function for training a CPCVAE can be seen in Equation 2.10.

1 X 1 Xes
L=— (mi mi)Z + — (ch;j ch;j;prior)z; (2-10)
n i=1 Nes j=1

An issue with this method of sampling is the non-zero probability of sampling out-of-
distribution samples during inference. As the probabilities are selected and drawn all in one
operation, if we are modeling a joint probability where each code selection is independent,
this is not an issue. However, the selection of codes is not independent, and so this method
does not model the conditional relationship between codes.

One method of mitigating out-of-distribution probabilistic selections is to draw multiple
samples simultaneously and use speci ¢ evaluation criteria to select the best option. For
motion trajectories, this can be done by incorporating the current state of the robot into
the motion sequence such thain, and My correspond to the current state. We can then
select the particular latent code from the prior for whichg most closely matches the current
state of the system, thereby improving the likelihood of selecting in-distribution samples and
providing better planning performance. A visual diagram of the co-training process can be
seen in Figure 2.5.

2.5.3 Autoregression, Di usion, and Flow-matching Generators

Other methods to mitigate the conditional probability issue include an autoregressive encoder
current or replacing the procedure with other probabilistic models, such as di usion or
ow-matching. These approaches can better model the distribution for latent code generation;
however, in this work, we do not apply any of these three methods. They are good choices
for future work to mitigate these issues and are known to help in latent generation using
models like the VQVAE.
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Figure 2.5: Co-training of a Categorical Variational Autoencoder with a Categorical Prior
sampling network. The regular encoder is conditioned on the full motion sequernog.t, while

the encoder prior is conditioned on somge, in our case consisting of the current state of the
robot and some user command. Together, the networks predict an encoded latent to create a
categorical distribution and draw code sequence samples from. These code sequences are then
decoded for a reconstructed prediction. The network loss refers to the reconstruction of the
original data and the degree to which the two encoders align in their code sequence samples.
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Chapter 3

Model-based Data Guided Learning

3.1 Introduction

Nature is often the engineer's greatest inspiration, demonstrating the ways in which we can
utilize the laws of the natural world to benet all of humanity. Be it wings to y through the

air, antibiotics to ght o infectious bacteria, or neural networks to perceive, interpret, and
act on information from the world. All have their roots in the way that life and evolution
have found solutions to many of the world's problems within the bounds of the physical
laws that restrict us all. Bio-inspired engineering has provided some of our most signi cant
technological advancements, and the natural world o ers a roadmap of what is yet possible.
One of these unsolved challenges is the promise of arti cial systems that can move and
interact with the world in the same way we do. With controls and machine learning research
rapidly expanding the ability of computers to operate in the physical and noisy world, robotic
systems that walk as we do are coming ever closer. The right combination and architecture
of statistical modeling and physics-based optimization have yet to be discovered, but they
provide a path for realizing legged robots for the world.

Legged robots have shown remarkable agile capabilities in academia [53 58] and in
industry [59 61]. Locomotion control for legged robots usually relies on model-based optimal
control approaches such as Whole Body Control (WBC) [62 64], Model Predictive Control
(MPC) [65 67], and Trajectory Optimization (TO) [68 71]. Recently, reinforcement learning
(RL) approaches for locomotion control have proven to be robust and reliable [22, 72 76]. To
date, no dominant approach among model-based, RL, or hybrid methods has emerged in the
eld of legged robots.

Model-based approaches have the advantage of interpretability. The models are typically
based on physics, which allow a skilled engineer to deduce where and why a controller succeeds
or fails. RL approaches are model-free and are thus more challenging to interpret, design,
and tune. However, since RL can be trained in a stochastic simulation model, it can also be
less sensitive to model inaccuracies and noise. The biggest advantage of RL over model-based
approaches is that the agent learns from its mistakes. During training, one can simulate
noisy observations that the agent adapts to and can randomize the physical parameters of
the robot and the environment. Because of this, RL is less sensitive to modeling and state
estimation inaccuracies than model-based approaches.
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In this work, we propose MIMOC, an RL locomotion controller. MIMOC combines
the best of both worlds by using model-based optimal control to guide the RL policy. We
train an RL policy that imitates (tracks) reference trajectories from model-based optimal
controllers [62, 67]. The reference trajectories are generated o ine with a range of input
commands. The RL policy imitates the references during training with simple, minimally
tuned rewards. To deploy the RL policy on the real robots, we train the policy on a range of
sensor noise, body masses, and disturbances.

3.2 Related Work

Several existing approaches combine model-based control and machine learning. Recent works
show that augmenting a model-based low-level controller with a learning-based high-level
controller can produce impressive hardware results [77, 78]. Other approaches use learning
to model the non-linear dynamics [79] or the cost function [80] of the model-based optimal
controller.

In RL for legged robots, the policy requires some sort of a inductive bias or prior knowledge.
One way to enforce this prior is to introduce a gait dependency in the policy. This is usually
referred to as Policy Modulating Trajectory Generators (PMTG) [53, 81], where the prior is
enforced via Central Pattern Generators (CPG), and the policy then modulates the parameters
of the CPG (like the stepping frequency) and sends residual positions as actions. The main
drawback of this approach is because of the explicit gait dependency; the gait is not an
emergent behavior but is rather transcribed by the CPG. Another way to use priors is via
reward shaping [72, 82, 83]. That way, the policy itself does not depend on a speci c gait,
and several gaits may emerge. However, the issue with reward shaping is that the rewards
are handcrafted, complicated, and require tedious tuning.

In addition to the aforementioned methods in RL, one common approach is to learn
locomotion by imitating motion from animals or animal-like characters [84 87]. That way,
the prior knowledge is encoded via reference motions that the RL policy is encouraged to
imitate (track). These reference motions are obtained either from animated motion data,
Motion Capture (MoCap) data, or from video clips of animals and humans. Once acquired,
the reference motions are then retargeted to t the morphology of the legged robot.

Despite showing remarkable capabilities for learning di erent skills on real legged robots,
RL via motion imitation poses several challenges. The most important challenge is in
acquiring data, especially MoCap data. It is especially hard to acquire animal MoCap data
versus human data [86]. Additionally, assuming we have su cient structured data, motion
retargeting raises another issue since the morphology of humans and animals are di erent
from humanoid and quadruped robots. Thus, the retargeted motion may not be kinematically
accurate. Finally, even if there is su cient data with accurate motion retargeting, there is no
guarantee this motion reference is dynamically feasible on a legged robot [84].
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Figure 3.1: The training dataset consists of input and output pairs generated by randomly
sampling the heuristic initialized trajectory optimization. Samples are then Itered through
the dynamics simulation to verify success.

3.3 Supervised Learning Accelerated Trajectory Opti-
mization

This rst work investigates the performance bene ts of warm-starting TO by collecting

trajectory output data and training a neural network via Supervised Learning (SL) to

reproduce high-quality trajectories given the input parameters of the TO. In this chapter, we
provide a summary of the work, its results, and the inspiration it o ers for data-driven deep
learning for legged robot locomaotion.

3.3.1 Dataset Collection
Collection Procedure

The data were collected by running a trajectory optimization to generate successful trajectory
samples, as shown in Figure 3.1. The optimization ran until the desired number of successful
jumps were completed. We de ned a successful jump as one that completes the task in
our simulation environment, i.e., executing the planned trajectory and landing in a safe
con guration in the speci ed landing zone.

We trained a neural network to map a low-dimensional set of input commands to
the high-dimensional robot trajectory. Data was collected by randomly sampling over the
space of input commands. The data is logged if the trajectory optimization converged to a
feasible solution and the solution then succeeds in the dynamic simulation. Unfortunately,
this biases our data towards input commands with a higher likelihood of success, which
typically correspond to less challenging trajectories. Thus, we sample over input commands
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and nd the nearest corresponding solution in our dataset, rather than randomly sampling
the dataset directly.

Trajectory Optimization Formulation

For our demonstrations, we utilized trajectory optimization to generate forward, lateral, and
rotational jumps [88]. The trajectory optimization is based on the concept of kino-dynamic
trajectory optimization [89] where the centroidal dynamics and joint-level kinematics of the
robot are simultaneously optimized to plan a motion that, assuming su cient actuation,
is both dynamically feasible and kinematically consistent. Such a formulation is highly
expressive of the robot's dynamics, allowing it to generate a wide range of motions. However,
this expressiveness comes at the cost of computational complexity. Optimizing the joint-
level kinematics, speci cally enforcing collision avoidance constraints with the environment,
introduces considerable nonlinearity into the problem, making the optimization prone to slow
solve times, local minima, and failure to converge to a feasible solution.

The optimization takes as its input command, , ve parameters that describe (1) the
distance of the robot to the obstacle it is jumping onto or over, (2) the yaw orientation of
the robot with respect to the obstacle, (3) the height of the obstacle, (4) the distance the
robot needs to jumps, and (5) the desired nal yaw orientation of the robot with respect to
the obstacle. Given , the goal of the trajectory optimization is to nd the trajectory of
admissible control inputsu () and corresponding state trajectoryx () over the time interval
to t t; that solves the following:

Z
u ()=arg mgr)l %7 (t;)Qs %(t;) + xT(DQx(t) + o' ()Rer(t) dt (3.1)

to

wherex(t) and t(t) are the deviations of the state and control from input-dependent reference
trajectoriesx (t; ) andu (t; ), and Q and R are their respective weighting matrices. The
state and control are related to one another according to the dynamics of the system
x=f(x(t);u(t); t).

In the case of this kino-dynamic optimization, the control inputs are the ground reaction
forces,f, 2 R" at the ground contacts (i.e. feet), the positions of the ground contacts
ps 2 R", and the joint-level velocities of the robot, g2 R", wheren, is the total number of
end-e ector degrees of freedom and is the total number of joints of the robot. The state of
the robot is given by its centroid position,p 2 R3, centroidal momentumh 2 RS, and its
joint-level positionsq 2 R".

In order to be considered admissible, the state and control must satisfy path constraints,

g(x();u(t); ) O (3.2)

such as kinematics limits, collision avoidance, friction cone, and control bounds as well as
endpoint constraints,
e(X(to);to; X(tr);te; )= 0; (3.3)

that dictate the starting position of the robot relative to the obstacle, as well as permissible
landing states of the robot.
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We convert the in nite-dimensional problem(3.1) into a nite-dimensional problem via
direct transcription. This involves discretizing the state and control trajectories intoN
timesteps and enforcing the dynamics and constraints at each of these timesteps. Thus, the
output dimension of the trajectory optimization is(9 + 2ne.+2n) N. We formulate in the
optimization problem in C++using the optimal control toolbox from CasADi [90] and solve
the resulting optimization using the commercial nonlinear solver KNITRO [91].

Selecting reference trajectories andu for the optimization (3.1) is critically important
for both improving the e ciency of the optimization and ensuring high-quality motion plans.

If we can select references( ) andu () such that they satisfy all of the input-dependent
path and endpoint constraints, this will signi cantly decrease the optimization solve time
since far less e ort will be required to resolve the challenging nonlinear constraints of the
problem. Typically, these reference trajectories are heuristically parameterized. In this
work, we demonstrate that the neural network output can not only be used as a warm
start for optimization but can also serve as a reference trajectory. The result is a "tracking
optimization" wherein the optimization essentially takes the neural network output and
attempts to modify it as minimally as possible, ensuring that all task constraints are satis ed.

3.3.2 Supervised Learning Details
Neural Net Architecture

We used a simple, fully connected neural network with two hidden layers of 256 nodes and
ReLU activation between each layer. The input and output dimensions of the network were
based on the input and output sizes of the trajectory optimization; however, the inputs were
generally less than 10, and the outputs were more than 1000. We used the mean squared
error (MSE) loss function and the Adam [92] optimizer. All neural network architectures
were developed and trained using Pytorch [93].

Neural Net Training and Testing

We trained the network on a random sampling of normalized trajectory optimization in-
put/output pairs. The network was trained to minimize the di erence between the network
output and the sample output, thereby learning a mapping between input and output pairs.
The networks converged quickly, in only a few seconds of training, and were successful in
producing high-quality output trajectories.

To test the network's outputs, we rst play back the trajectories without dynamics, as
shown in Figure 3.4. As shown, the neural network generates state trajectorgg@) that align
with the optimization outputs. However, to be most e ective, the trajectory must succeed in
the dynamics-based simulation. We demonstrate in Figure 3.2 that the direct neural network
output successfully performs a complex jumping trajectory, verifying the integrity of the
network outputs.

We tested the network output as an initial guess for the trajectory optimization to increase
the convergence rate and speed of the optimization, while also maintaining the mathematical
guarantees of the constraints (3.3). Additionally, we tested the network output as an initial
guess for a tracking optimization to enforce the constraints without the original cost function.
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Figure 3.2: A successful10 rotational jump performed on the Mini-Cheetah Vision simula-
tion. The planned motion was generated directly by a neural network that took 6.0ms to
evaluate.

3.3.3 Results

Table 3.1 contains speed and jump success rate data in the Robot-Software dynamics simula-
tion for four controller con gurations, three of which use neural network acceleration. The
network was trained on a heuristically initialized trajectory optimization. The optimization
itself is relatively slow, solving in an average of over 4 seconds, converging only 80.0% of
the time, and of those 80.0% only 36.8% of the trajectories are successful in satisfying the
jump success criteria. This controller would be insu cient for use on the robot due to its
low success rate and high computation time required to produce a successful trajectory. In
expectation, it takes nearly 14s of computation to generate a successful jump.

The neural network warm-start provided performance improvements in convergence rate,
jump success rate, and solve time. In expectation, the neural network initialized optimization
produces a successful trajectory more than 13 times faster than the heuristically initialized one.
This result was our original objective, and producing a successful trajectory in expectation of
1 second is much more viable to deploy on hardware.

However, we tested other controller con gurations to further improve the performance
of the optimization on the hardware. Next, we test a tracking optimization to enforce the
constraints of the original optimization without the cost function. We wanted to further trust
the neural network output while also ensuring that all constraints were satis ed. This result
was disappointing as the jump success rate further improved to 72.4%, but the average solve
time and convergence rate both declined. Even when training another network on the output
of this optimization, we found slight improvement.

Lastly, we tested the direct neural network output. The network produced trajectories in
an average of 5.48ms with a jump success rate of 79.2%, far outperforming the optimization
controllers. In expectation, the time to compute a successful jump is 6.92 ms, a speedup of
over 2000 times from the baseline. We expected the neural network to quickly and consistently
generate trajectories, but we did not expect a 2.15-fold increase in success rate over the
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Figure 3.3: Overview of the controller modes tested. The baseline uses a heuristic initial
guess of the commanded input for the trajectory optimization. Our controllers use the neural
network output as a warm-start to the trajectory optimization, or its output is commanded
directly.

Number of Number of
Average Total
. Std Dev Successful Successful
Solve Time A Attempts
Jumps Optimizations

Heuristic Initialized 4080.63 1067.28 184 500 625
Optimization
Neural Net Initialized 566.55 224.93 274 500 500
Optimization
Neural Net Initialized 1159.85 712.51 362 500 746
Tracking Optimization
Neural Net
Direct Output 5.48 3.04 396 500 500

Jump Optimization | Combined Expected Time Expected Time

Success Rate Success Rate Success Rate for Successful Jumpg Speedup Factor
Heuristic Initialized 36.8% 80.0% 29.4% 13879.69ms 1.00x
Optimization
Neural Net Initialized

AR 54.8% 100.0% 54.8% 1033.85ms 13.43x

Optimization
Neural Net Initialized 72.4% 67.0% 48.5% 2391.44ms 5.80x
Tracking Optimization
Neural Net 79.2% 100.0% 79.2% 6.92ms 2005.74x
Direct Output

Table 3.1: Results from four trajectory generation setups including three using neural network
output. All experiments were ran for 500 trajectories on a AMD Ryzen 3900x CPU with no

GPU acceleration for the evaluation of the neural network. Solve times include the sum of the
optimization time as well as the network evaluation time. Successful jumps were evaluated
using the same heuristic criteria used to create the training dataset described earlier 3.3.1.
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Figure 3.4: A visual comparison of a forward jump trajectory (top 2 rows) and a lateral jump
trajectory (bottom 2 rows) planned using heuristically initialized optimization (rows 1 and 3)
compared to neural network-initialized optimization (rows 2 and 4).
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baseline optimization.

3.3.4 Takeaways

These experiments demonstrated the ability of neural networks to quickly and e ectively
reproduce trajectories generated by optimization for a quadrupedal robot. While the networks
were successful in e ciently warm-starting our TOs as we had hoped, the direct network
performance far exceeded our expectations and showed great promise for future work. We
found that neural networks are very capable of mapping TO input/output pairs, but our
approach was limited to long-horizon jumps and did not include any closed-loop feedback
necessary for a reliable hardware controller. To expand on this work, we investigated the
potential of RL to produce results similar to those of our SL experiments. This inspired our
future work, which led to the development of MIMOC.

3.4 Motion Imitation from Model-Based Optimal Control
for Reinforcement Learning

3.4.1 Approach and Contribution

MIMOC is an RL locomotion controller that learns from model-based optimal control. Unlike
other motion imitation RL controllers that rely on MoCap or video clips, MIMOC relies on
the reference trajectories provided by model-based controllers. As a result, MIMOC does not
require motion retargeting, since the reference trajectories are robot-speci c. Additionally,
the model-based optimal controllers consider the full whole-body kinematics and dynamics of
the robot, which, unlike MoCap or video clips, makes the reference trajectories dynamically
feasible. Finally, the reference trajectories can be obtained from many TO-based planners
similar to [71, 88]. That way, we can provide MIMOC with di erent locomotion skills
including walking and jumping. This is a signi cant advantage over acquiring human or
animal data since the data acquired from MoCap on animals is highly unstructured [86].

Another advantage of learning from model-based controllers versus MoCap or video clips
Is that the former provides us with torque references? This is advantageous for dynamic
locomotion where controlling torques and Ground Reaction Forces (GRF) are essential [94].
To elaborate, the robot must balance itself by generating contact forces through torques,
which kinematic (position and velocity) references do not provide [94, 95]. For this reason,
torque references provide the robot with an idea of the forces it should generate when in
contact. Since our reference trajectories are dynamically feasible and provide MIMOC with
torque references, transferring the policy to the real platforms does not require extensive
domain adaptation or reward shaping and tuning.

MIMOC not only overcomes the challenges of RL via motion imitation but also some of
the challenges that arise from model-based controllers. For instance, model-based approaches
rely heavily on state estimation, which is known to have noise issues [96]. We train MIMOC
with sensor noise to make the policy less sensitive to noisy state estimation. We also train our
agent on a range of environments and robot physical parameters to make it more robust than
model-based controllers. Additionally, model-based optimal controllers may be hard to solve
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in real-time. MIMOC alleviates this issue by learning from these complicated model-based
controllers o ine and computing actions at a consistent frequency online.

Similar to MIMOC, other RL controllers imitate reference motions from model-based
controllers [97 99]. Babadi et al. [97] proposed imitating references from a Monte Carlo-based
planner and evaluated this approach on bipedal and quadrupedal animated characters. Li
et al. [98] relied on a Hybrid Zero Dynamics model-based planner to generate the motion
references and evaluated this approach on the Cassie bipedal robot. Brakel et al. [99] proposed
a centroidal dynamics model-based planner to generate motion references and tested this
approach on the ANYmal quadruped robot. MIMOC di ers from the aforementioned works
in several aspects.

First, the policies in [98, 99] require motion references (future and past motion frames) as
observations. Thus, these policies are restricted to only playing" the reference trajectory on
deployment and not generalizing beyond that. On the other hand, MIMOC uses the reference
trajectories only to reward the policy and to initialize each episode, not as observations. As
a result, MIMOC does not require a gait library or a reference generator when deployed.
Additionally, MIMOC shows that motion references are not needed as observations, which
reduces the size of the policy's network.

Second, the work in [99] was tested on a single robot in simulation, the work in [97] was
not tested on hardware, and the work in [98] was tested on a bipedal robot. In this work,
we test MIMOC on the MIT Humanoid [100] and the Mini-Cheetah [56] in two di erent
simulation environments: IsaacGym [3], and Robot-Software [1]. We also test MIMOC on
the Mini-Cheetah hardware.

Third, in this work, the reference trajectories from the model-based controllers were
generated via dynamic simulation (not direct optimization methods) to get highly accurate,
dynamically feasible references that we know work in our target simulation and on our robot
platform.

Finally, the work in [97 99] does not include torque reward tracking, which we demonstrate
as valuable in producing high-quality policies on the real robot.

3.4.2 Method

The goal of MIMOC is to learn agile locomotion by imitating reference trajectories generated
from model-based optimal control while following a given user command. Figure 3.5 shows an
overview of the RL framework used during training. The reference trajectories are used solely
to calculate rewards and initialize each agent at the start of an episode during training. The
policy takes the observed robot states and commands as input and outputs joint position set
points that are sent to the joint-level feedback controller. Unlike [84] and [99], respectively,
MIMOC is trained without motion retargeting, domain adaptation, or ne-tuning. Section
3.4.3 details the model-based optimal controllers used and the reference trajectory generation
component of MIMOC. Section 3.4.4 details the RL framework and how MIMOC is deployed
on the real robot.
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Figure 3.5: An overview of the RL framework used to train the locomotion control policy of
MIMOC.

3.4.3 Model-Based Optimal Control Reference Trajectories

The reference trajectories for the Mini-Cheetah and the MIT Humanoid are generated from the
model-based framework detailed in [62]. In this framework, multiple model-based controllers
are combined in a hierarchical fashion. In detail, the model-based controller in [62] includes
an MPC and a WBC running at di erent update rates. The MPC is Convex Model Predictive
Control (CMPC) [67], which solves a convex optimization problem to nd the optimal GRF
by considering the robot's centroidal dynamics. Given the optimal GRF from the CMPC, the
WBC solves for the optimal joint torques, positions, and velocities by considering the robot's
full dynamics. When collecting the reference trajectories, we simulate the controllers in the
Robot-Software simulation environment, given a range of scripted commands and using the
ground truth robot states. We use Robot-Software [1] because it accounts for the dynamic
e ects of the robot's motors to help ensure the reference trajectories are dynamically feasible.
An overview of the model-based framework is illustrated in Figure A.1.

To generate the reference trajectories, we collect the robotsate s 2 R3"*12* Ne  the
phase clock 2 R, and the commandsc 2 R3 at every time stept. The robot state is de ned
as
s=[q" d T X" X T T & T (3.4)
whereg2 R", g2 R", and 2 R" are the vectors of joint positions, velocities, and torques,
respectively, andn is the number of joints. The vectorsx 2 R% x 2 R®, 2 R®, and
I 2 R® are the body ( oating base) positions, linear velocities, orientation in Cardan angles
(roll-pitch-yaw), and angular velocities, respectively. The vectore 2 R"e, e 2 R" are the
end-e ector positions and velocities, respectively, and, is the number of end-e ector degrees
of freedom (number of end-e ectors multiplied by the number of degrees of freedom per
end-e ector). Finally, the commandsc=[cx; Cy; ¢ ]2 R® are the body forward velocity,
lateral velocity, and yaw rate, respectively. More information on the generated reference
trajectories can be found in the Appendix.

XT

3.4.4 RL Framework

MIMOC is formulated as an RL control problem [101]. The RL control policy (ajo) is the
stochastic mapping between observations and action a (distribution over actions given
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observations). At each time stef, given the robot's current observationo, the agent samples
an action a; from the policy (ajo;) and receives a reward; = r(s;; &) accordingly. When
the action is applied to the agent, the environment emits the next observation.; . The goal
of RL is to nd the optimal policy that maximizes the expected reward at each time step.
We formulate our RL problem as an Actor-Critic method and solve it using Proximal Policy
Optimization (PPO) [102].

Gym Environment

We used IsaacGym [3] with the Legged Gym implementation [72]. The policy is trained with
4096 simultaneous agents on at terrain. The simulation environment runs at 500 Hz, and
the action is computed every 5 time steps. Thus, the policy runs at 100 Hz.

Episode

At the beginning of an episode, the agents are initialized with a state that is randomly
sampled from the reference trajectory. Instead of running the episode until the end of the
trajectory, we run the episode for a length varying between 1-5s depending on the training
task.

Termination

Episodes are terminated and restarted under three conditions. First, if the length of the
episode exceeds the maximum episode length. Second, if the end of the reference trajectory
is reached. Third, if any robot link other than the feet collides with the ground (i.e., ground-
collision). Note that ground collisions are not explicitly penalized in the reward function.
This is because an episode termination due to collisions implicitly reduces the total amount
of accumulated rewards to discourage ground-collisions.

Rewards

The reward function is designed to guide the policy to track the reference trajectories during
training. To track a reference trajectory is to minimize the error (deviation) between a certain
robot state variable and it's corresponding desired referencges (i.e., minimize . ). To
minimize this error, we design the reward to maximize the squared exponential of this error
(i.e., maximizeexp( K ref k?)). Since the reference trajectories include the body, joint,
and end-e ector positions and velocities, and joint torques, we exploit all of these references
in the reward function. This reward function is inspired by [84, 85]. The accumulated reward
is calculated for the full length of the episode (policy update), and is computed as

e=Trq+trg+tr +rx+r+r +1 +re+rg (3.5)

where each term maximizes the squared exponential of the error of a certain robot state
variable . The terms in Equation 3.5 correspond to the robot joint positiorrg, velocity rg,
and torquesr , body positionry, linear velocity ry, orientation r , and angular velocityr, ,
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end-e ector positionsr and velocitiesre. Each term in the reward function is of the form of
the generic rewardr
Xd
r=w exp( K i ref ikz) (3.6)
i=1
which is a weighted squared exponential function of weight and width . The weightsw
are tuned according to the convergence rate of the policy, and the widths are computed as

2 2
- max( ") min( ref) 3.7)
The values ofw and  for every reward can be found in the Appendix.
Observations
The observationso, 2 R2"*1%6+3+2 gre de ned as
a=[g" o z' x' !'T ¢ cos() sin()]" (3.8)

wherez 2 R is the body height, andcoq ) and sin( ) are associated with the gait phase
clock . The commandsc 2 R? originate from the reference trajectories during training, but
they are user-set commands during deployment. The body's linear velocity is expressed in a
body- xed frame. Finally, these observations were not normalized or scaled.

Actions and Control Law

The actionsa; 2 R" (output of the policy) are de ned as joint position residuals from default
joint positions ¢p. The default joint positions ¢ correspond to the robot's default standing
con guration. This helps in hardware experiments because with no policy output the robot
is able to stand, and we can gradually introduce policy output to safely test new policies.
Thus, the desired torques 4 sent to the robots are computed as

a= kp(kaae + @ @) ket (3.9)
wherek, and ky are the proportional and derivative gains, respectively, anll, is the action
gain. The values of the gains used for Mini-Cheetah and MIT Humanoid can be found in the
Appendix.

Network Architecture

The actor and critic networks are de ned as Multi-Layer Perceptron (MLP) networks with
Exponential Linear Unit (ELU) activations and hidden dimensions oR56 256 256
Domain Randomization

For the sim-to-real transfer, we added noise to the observations, randomized the terrain
friction, robot mass, and added disturbance to the robot's body. The values of the added
noise and the range of parameters used for domain randomization are in the Appendix.
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Figure 3.6: MIMOC on Mini-Cheetah.

Policy Training

The policies are trained using PPO with the hyperparameters in Table A.5. The Mini-Cheetah
policy is trained with as few as 500 iterations in under 10 minutes of training. However, we
preferred training for 1500 iterations. The MIT Humanoid policy is trained with iterations
ranging from 1500 to 10000.

Real World Deployment

The policy is evaluated on-board the robot at 100 Hz. To compute the observations, we relied
on a contact-based state estimator similar to the state-estimator in [57]. The actions are sent
to a low-level joint controller that runs at 40 kHz. An overview of the locomotion control
framework used during deployment is illustrated in Figure A.2.

3.4.5 Results

We evaluate MIMOC on Mini-Cheetah (in simulation and experiment) and the MIT Humanoid

(in simulation), and we compare MIMOC with the CMPC [67] model-based controller. To test
our policies and compare them with the model-based controller, we used Robot-Software [1]
because it is a more realistic simulation environment that accounts for the dynamic e ects
of the robot's motors. That way, the simulation would be one step towards real-world
deployment, and we can evaluate how well the policy can be transferred to a di erent
simulator. Videos associated with the upcoming results can be found onlihe.

The Importance of Torque Tracking Rewards on the Real Robot

MIMOC's primary advantage over motion imitation from MoCap is that the model-based
reference trajectories include torque references. We hypothesize that imitating reference
torques is essential for learning because controlling torques and GRF are as crucial as
controlling positions and velocities, especially during dynamic locomotion. To verify this,
we compared the performance of two MIMOC policies: one trained with a torque tracking

Ihttps://www.youtube.com/watch?v=fSR_mGezC4w
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