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Abstract:

High-field magnetic resonance imaging (MRI) using a standard volume coil results in a spatially
varying flip angle across the body, which renders images difficult to clinically interpret. This arises
from the complex interactions of electromagnetic fields from current-carrying elements surround-
ing the imaging region. Parallel transmission (pTx) mitigates this issue by employing multiple
high-power, independently controlled transmit elements for more precise excitation control. How-
ever, since the wavelength of the applied radio waves is shortened in tissue, the effect becomes
highly dependent on the patient’s anatomy. As a result, optimization must be performed on a
patient-by-patient basis, and methods that attempt full control of these independent waveforms
are too computationally intensive to execute during the limited examination time. Additionally,
the high-field excitations create complex electric field distributions that require control and careful
monitoring to avoid excessive tissue power deposition (and ultimately heating), quantified as the
specific absorption rate (SAR).

To address these challenges, we introduce a method for optimizing patient-specific pulses using
a global waveform (Ritz) approach, enabling rapid, in-scanner optimization. While pTx effectively
addresses flip angle inhomogeneity, it remains costly and introduces challenges in SAR management.
We address the SAR management and cost problems of pTx by introducing and characterizing the
MP-pTx method, which leverages the multiphoton phenomenon to improve homogeneity using
a standard volume coil supplemented with low-frequency (kilohertz) parallel channels. MP-pTx
reduces costs and simplifies SAR management by shifting the parallel irradiation to low-cost, low-
SAR shim array channels. These channels supplement an off-resonant excitation from a conventional
birdcage coil with an oscillating, z-directed field that satisfies the resonance condition for spin state
transitions.
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Chapter 1.

Introduction and
Motivation

Magnetic resonance imaging (MRI) is a well-known tomographic imaging modality de-
veloped in the 1970s [1]{[6]. Known for its remarkable soft-tissue contrast, MRI has become
a cornerstone of clinical imaging, routinely used for anatomic, physiologic, and functional
evaluation. Since its inception, e orts have been made to increase the main magnetic eld
strength, denotedB, as the signal-to-noise ratio (SNR) of MRI increases approximately lin-
early with Bo [7){[9]. Higher SNR enables improved image resolution or faster acquisition,
and accentuates contrast mechanisms such &g-weighting and susceptibility e ects. At a
eld strength of 7 Tesla (T), increased SNR and contrast capabilities have enabled enhanced
diagnostic assessment in numerous disease states [10]{[17].

High- eld MRI (7 Tesla and above) o ers both clinical bene ts and technical challenges
that motivate this thesis. Below, we outline key clinical improvements observed with high-
eld MRI (7 T) relative to conventional eld strengths (1.5 T and 3 T), based on studies
directly comparing performance at these eld strengths.

" Multiple sclerosis : 7 T improves detection of cortical and subpial lesions [18]{[23] and
enhances visualization of microvascular features such as the \central vein sign" [24]{
[26], a potential biomarker.

Epilepsy : 7 T improves detection of epileptogenic lesions that may alter surgical
planning [27{[29].

Pituitary lesions : Increased sensitivity for ACTH-secreting adenomas compared to
1.5 and 3 T [30K[32].

Vascular abnormalities : Enhanced detection of small aneurysms [33], vessel wall
lesions [34], [35], cerebral cavernous malformations [36]{[38], microbleeds [39]{[41],
and microaneurysms in moyamoya disease [42]. Phase-contrast angiography at 7 T
also improves velocity estimation [43].

Oncology : Improved detection of tumor microvasculature and necrosis in gliomas [44],
[45].

Spectroscopy : Improved spectral resolution allows for more robust metabolite quan-

ti cation [46]{[48].

High- eld MRI has also shown promise in research applications, particularly in functional
MRI (fMRI) [49K[53].

10Only studies involving direct comparison to 1.5 T or 3 T imaging are included.
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Despite these advances, high- eld MRI presents several technical challenges. Chief among
these is inhomogeneity of the RF magnetic eld during excitation. At higher frequencies
(and hence shorter wavelengths), constructive and destructive interference patterns lead
to spatially varying excitation elds [3], [54], [55], which degrade image uniformity and
diagnostic quality.

Various approaches have been proposed to mitigate RF inhomogeneity, including both
hardware- and software-based solutions. Parallel transmission (pTx), which employs multiple
transmit coils, enables greater spatial control over excitation but also introduces complexity.
Regulatory concerns related to speci ¢ absorption rate (SAR) management increase with the
number of active channels [56]. The need for electromagnetic modeling, SAR supervision,
and hardware coordination complicates clinical adoption, particularly when optimization
times are long and real-time pulse design is infeasible.

This thesis addresses the problem of RF inhomogeneity through three primary contribu-
tions:

1. Accelerated pulse design via adjoint methods and parameterized bases : We
develop a computational framework to design subject-speci ¢ excitation pulses rapidly
while the patient is on the scanner. By applying the adjoint method to the Bloch
equation and using low-dimensional basis parameterizations (e.g., Chebyshev polyno-
mials, Fourier series), we enable fast optimization that respects safety and hardware
constraints.

2. Multiphoton parallel transmission (MP-pTx) . To eliminate the need for high-
frequency pTx arrays, we introduce a hybrid system combining a conventional single-
channel birdcage coil with a multichannel array of low-frequency shim transmitters.
By harnessing the multiphoton excitation phenomenon, we demonstrate that low-
frequency elds from the multichannel shim array can spatially modulate the exci-
tation pro le to compensate for inhomogeneities, while minimizing SAR and hardware
burden.

3. Design of a single universal B, coil: Finally, we propose a simpli ed alternative
to the multichannel MP-pTx array. We design a single low-frequency coil capable of
generating the spatialB, eld distributions necessary to correct ip angle inhomo-
geneities. This approach reduces system complexity and operational overhead, making
high- eld MRI more clinically viable.

Thesis Structure

In Chapter 2, we review the physical principles of MRI excitation and summarize con-
ventional pulse design approaches, including safety monitoring related to SAR constraints.

In Chapter 3, we introduce the adjoint method for subject-speci c pulse design and
demonstrate its application to non-selective and slice-selective excitations. We also explore
basis parameterizations for dimensionality reduction and improved computational e ciency.

In Chapter 4, we present the multiphoton parallel transmission (MP-pTx) method using
a multichannel low-frequency shim array. We characterize MP-pTx behavior under various
regimes using the small-tip angle approximation and extend the method to larger ip angles
using the adjoint method.

In Chapter 5, we lower barriers to hardware implementation of MP-pTx through presen-
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tation of a framework for designing a singl8&,-producing coll tailored for MP-pTx excitation.
We optimize coil winding patterns and evaluate excitation performance in simulation.

Finally, in Chapter 6, we summarize key ndings and discuss future research directions
to further advance development for high- eld MRI excitation.



Chapter 2:
MRI Background

This chapter presents the fundamentals of magnetic resonance imaging (MRI) with detail
on high- eld MRI in particular. The rst principles covered serve to establish a foundation
for future discussion of more complex phenomena, such as the multiphoton excitation. We
begin rst with MRI physics and excitation theory for MRI. We then speci cally review
problems in high- eld MRI. For more detailed descriptions of the fundamentals of MRI see
references [9], [57K[60]. The development of this chapter follows the development of [61].

2.1: MRI Physics

2.1.1: Nuclear Spin

MRI is a tomographic imaging modality that leverages the nuclear spin of hydrogen atoms
in the human body to generate images. When a magnetic eld is applied, atoms with an
odd atomic number or atomic mass possess intrinsic spin angular momentum. The hydrogen
atom, 'H, is particularly useful in MRI due to its presence in water, the most abundant
molecule in the body, and as a result, it is by far the most common molecule to be using for
image formation in MRI.

The angular momentum underlying the nuclear magnetic resonance phenomenon is gov-
erned by quantum mechanics. Intuitively, we can imagine a single hydrogen proton as
containing a \spin" angular momentum, which is non-zero given its odd number of protons.
We refer to the magnetic dipole moment for a single proton with the vector quantitym.
Angular spin (momentum), L, and the magnetic dipole moment are related to each other
according to:

m= L; (2.1)

. . . . — . d .
where is the gyromagnetic ratio (approximately =267:5 10° +< for protons in water).

While the angular momentum for a single proton is governed by quantum mechanics,
studying the phenomenon in bulk enables application of classical mechanics principles for
analysis. A typical MRI voxel contains a vast number of spins, and therefore, we leverage
the knowledge that large ensembles of quantum mechanical objects can be described using
classical approximations. The collective e ect of these spins is represented by the bulk
magnetization vector,M , which describes the net magnetization within a voxel.

17
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2.1.2: The Bg Field and Precession

We next inspect the behavior of the magnetic dipole momentn, in the presence of an
external magnetic eld, B. If B is a constant and uniform magnetic eld pointing along
the z-axis (commonly referred to asB,), then the magnetic dipole moment experiences a
rotation about the z-axis, which is described by the following equation [62]:

dm
=) —=m B: 2.2
) & (22)
The angular frequency of this rotation,! o = B o, is known as the Larmor frequency. The
angular velocity of the magnetic dipole moment becomes:

I = B 0 2
(2.3)
= 1o2:
Therefore, in the presence of a static magnetic eld, the nuclear magnetic moment experi-
ences a left-handed (clockwise) rotation about the direction of the static magnetic eld.

2.1.3: The Bloch Equation

At thermal equilibrium, determining the bulk magnetization, M, requires consideration of
the quantum mechanical description of energy states. Quantum mechanics allows only two
possible spin states: aligned with the external magnetic el®, (the low-energy state) or
anti-aligned with B (the high-energy state). While hydrogen nuclei tend to align their spins
with the external magnetic eld to minimize energy, thermal energy at room temperature
disrupts this alignment, keeping many spins in the higher-energy anti-parallel state. The net
equilibrium magnetization, M o, captures the excess of spins in the lower energy state. At
room temperature,M ¢ is only a small fraction of the bulk magnetizationM , since there is
only a slight excess of spins in the aligned state.

The thermal equilibrium state establishes that magnetization will naturally return to
alignment with the main magnetic eld B, after being disturbed, a process known as re-
laxation. The relaxation constant, T;, also referred to as the spin-lattice time constant or
longitudinal relaxation time, characterizes the time-scale of relaxation back in the direction
of the main eld, By. If the z-component ofM is manipulated to be less thanM o, then
T, describes the rate at which the magnetization'g-component recovers. Simultaneously,
the xy-component ofM typically starts at a maximum initially and then decays at a rate
described byT,.

We now write down the governing equation for bulk magnetization dynamics, known as
the Bloch equation:

dM My®+ My¢ (M, Mp)2

—= M B
dt T, Ty '

(2.4)

which shows howM evolves over time, with scalarsM,, My, and M, representing the
components along the coordinate axed, represents the equilibrium magnetization in the
presence of the static magnetic eldBo. Analogous to Equation 2.3 for magnetic dipoles,
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we know that the magnetization will precess at the Larmor frequency, de ned in angular
form as:

o, Bo: (2.5)

The Larmor frequency in terms of Hz is de ned:

fo, Z_BO : (2.6)

For time scales much shorter than the characteristic relaxation times, the Bloch equation
can be simpli ed by neglecting relaxation terms:

dM

dt
where the two relaxation components on the right-hand side of Equation 2.4 have been
ignored. This simpli ed form is used in the rotating-frame analysis in Section 2.2, where

we assume that the applied manipulations occur over time intervals short relative to the
relaxation times.

M B: (2.7)

2.2. Excitation Theory for MRI

From our previous discussion, we know that the magnetizatio , will precess at the Larmor
frequency,! o = B o, when subjected to an external magnetic eldB,. Instead of analyzing
the behavior ofM in the laboratory frame, we can instead simplify analysis by transforming
M in the rotating frame that spins at the same angular velocity.

In order to perform this analysis, we must transform into this rotating frame of reference.
From the theory of applied dynamics, we know that when we are transforming into a frame
that is strictly rotational relative to the inertial frame, we can employ the following equation
(Equation 3-13 in Ref. [63]) to get the dynamics of the vectow, in the rotating frame of
reference:

dv dv

- - ! .
gt ot +1 v (2.8)

inertial

This equation describes that the vector in the inertial frame can be expressed as the change in
the vector quantity in the new rotating frame plus the change of the rotating frame itself. We
apply this concept to MRI excitation theory by substituting in M for the vector of interest
and for assuming that the vectorM , is present in a constant static eld,B,, meaning that

the rotating frame is spinning with angular velocity of! = 1,2, It can be shown [57,
Chapter 6] that the new Bloch Equation in the rotating frame has the following form:

|
am =M B+ _— (2.9)
dt rot |_{Z_}
Be

which is similar to the original Bloch equation in the inertial frame. Moreover, we know that
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vectors can be expressed in any particular reference frame (pg. 459, Ref. [64]), so we can
express our Bloch equation in terms of vectors that are described in the rotating frame:

dd—l\f = M ot Be , where (2.10)

|
Be , Bt + —2: (2.11)

From Equation 2.11, we see an exactly analogous form of the Bloch equation that we will
use throughout this thesis.

2.2.1: Resonance Condition

From Equation 2.11, we can also identify the resonance condition for excitations in MR.
Speci cally, if we assume that we apply a magnetic eldB;, with some angular velocity,
I = 1, 2, then the Bloch equation in the rotating frame becomes:

|
Be = B 2%+ By X 29 (2.12)

where the primes (e.g.R% 9° and 29 denote the unit vectors in the rotating frame. IfB, were
to be applied at the Larmor frequency, i.e.! v, = ! o, then we can see that thedirected
term in B, would vanish, and we would only have the e ective eld in thex®direction. In

e ect, this would cause the magnetization to rotate about the axis of the applied magnetic
eld, according to the Bloch equation in the rotating frame (Equation 2.10).

This corresponds to the \on-resonance” condition for magnetic resonance and describes
why applying magnetic elds at the Larmor frequency will cause excitation of the protons
away from equilibrium. The angular speed at which the magnetization will rotate about the
axis de ned by the applied magnetic eld, a process known as nutation, is related to the
gyromagnetic ratio and to the strength of the applied eld:

.= B 1(t) . (213)

Moreover, the ip angle, which is the angle that the magnetization makes with the-axis,
is related to the integral of this angular speed (assuming that the initial magnetization is
oriented along thez-direction):

Z,

(t) = B.(t9dt°: (2.14)
0

2.2.2: Selective Excitation

From the preceding discussion, we know that we can generate excitation by applying a
magnetic eld at the correct frequency, corresponding to the resonance condition. We next
brie y discuss the conventional teaching on how to only excite protons at speci ¢ locations.
We typically achieve this through the application of linear gradients, which introduce a
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linear variation in the main magnetic eld strength as the distance from the center of the
scanner is varied. When a gradient is present, this means that the local Larmor frequency
will be di erent for protons located at di erent spatial positions. Therefore, we can excite
speci ¢ protons by applying magnetic elds with speci ¢ frequency content to ensure that
only protons at the corresponding locations are excited.

2.2.3: Small-Tip Approximation

This principle is formalized with the small-tip angle approximation by which we assume that
there will only be small deviations of the magnetization from its equilibrium position along
the z-axis [65]. We can expand the Bloch equations without relaxation in the rotating frame
into a linear system:

o G5 5 32 3
M—x 0 Bz,e By,e Ile

4MyS= 4 B,e 0 Bye 24M,5 ; (2.15)
M., Bye Bxe 0 M.,

where we have dropped the rotational frame specier. If we now assume thigt, Mg
meaning thatM, 0, then our linear system becomes:

2 3 2 32 3
Mx O Bz,e By,e MX

4Myd= 4 B,e 0 Bye 24M,O: (2.16)
M, 0 0 0 Mo

This system of equations can be rewritten as:

M, = Mx+ My (2.17)
Br = Bx;e + JB yye ; (2.18)
where complex representations of the magnetization and magnetic eld in theg/-plane are

represented with ther subscript. Using Equations 2.17 and 2.18, we can rewrite the Bloch
equation for the small-tip angle approximation (Equation 2.16) as:

dMm,
dt

In the presence of @-directed gradient, we can rewritéB,.. = G,z and a new corresponding
variable,! ,(z) = G ,z. Through the introduction of this new variable, we can analyze how
the frequency content of the applied pulse maps to the excitation space. We rewrite Equation
2.19 in terms of this new variable and solve the corresponding di erential equation using a

j B z.e I\/Ir +j B r(t)MO: (2-19)
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Laplace Transform [57, Appendix I, Chapter 6]:
My = j! (2)M; +£B ()Mo (2.20)
t

M (z;) = | M oe '@t B (t9d' - @GtO: (2.21)
0

This equation demonstrates a Fourier relationship betweeB,(t) and the magnetization
pro le along the z-axis. We generalize this relationship in the next section.

2.2.4. Excitation k-Space

In a generalization of the signal encoding framework for MRI acquisition, the excitation
k-space approach details how the Fourier analysis Bf (t) corresponding to a set of gradient
waveforms can predict the magnetization distribution in space [66]. If we retain the general
B, in Equation 2.19, the solution becomes [67]:
Z R
M (r;T)=jM o B,(t)ed « Bze ). (2.22)
0

If we designate a frequency-encoding variablk(t), commonly referred to as the excitation

k-space trajectory: 7
T
k(t), G (t9dt®; (2.23)
t
then Equation 2.22 can be rewritten as:
Z
M (r;T)=jM o B(t)e! "kOgt: (2.24)

0

The de nition of k(t) (and speci cally the gradient waveforms of the excitation pulse) de-
scribes a traversal through excitatiork-space that establishes a Fourier relationship between
the magnetization pro le and B, (t).

2.2.5: Rotation Matrix Approach

The magnetization dynamics described by the Bloch equations can be e ciently simulated by
applying a sequence of rotation matrices. Rather than explicitly integrating the di erential
equations or relying on the small-tip angle approximation, we update the magnetization
vector using

MO = RMOMM - n=1::::1:N; (2.25)
where each matrixR (" represents the rotation induced by the magnetic eld at time step
n. This rotation matrix is obtained by diagonalizing the linear system in Equation 2.15,
resulting in

RM=yMexp ™ ym™. (2.26)
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where ., is the time step duration. Here,V (W and (™ are obtained by diagonalizing the
matrix B™ 7, the transpose of the skew-symmetric matrix that encodes the cross product.
Speci cally, for any vectora 2 R3,

a BM= BM 7 4; (2.27)

ensuring that the rotation acts directly on the magnetization vector from the left.

Alternatively, and more intuitively, we can express the same rotation in terms of a rotation
axis and angle:

RM=cos ™ |+ 1 cos ™ u® u™” +sin ™ yO (2.28)

whereu(™ is the unit vector along the direction of the magnetic eld at that time point, and
) = kB Mk, (2.29)

is the rotation angle. By applying these rotations step-by-step, we can e ciently simulate
the magnetization trajectory over time and use this in an optimization procedure.

2.3: High-Field MRI

In Chapter 1, we motivated the use of high- eld MRI and described how attempts have been
made to increase the main eld strength (known a8,), as the signal-to-noise ratio (SNR)
of MRI increases approximately linearly with eld strength [7]{[°].

However, RF eld inhomogeneity poses a major problem for the adoption of high- eld
MRI. The frequency needed to excite protons for imaging increases linearly with the eld
strength. This will cause a corresponding decrease in the RF wavelength. Additionally, as
the electromagnetic wave propagates in media, the wavelength is further reduced by the
permittivity of the media. Specically, / 1= 7, where , is the relative permittivity. At
7 T, the corresponding frequency needed for excitation is 298 MHz, and with the relative
permittivity of the brain, the corresponding wavelength is on the order of 10-15 cm [8], [54],
[55]. Areas of constructive and destructive interference arise because the eld-generating
coils are positioned around the tissue of interest and the wavelength is of comparable size.

There are quite a few approaches to address the RF magnetic eld inhomogeneity problem
at high- eld strengths. Some methods to address RF inhomogeneity include pulse sequence
development [68], [69] and the use dielectric pads to shape the eld in areas with low RF
transmission e ciency, such as the cerebellum [70], [71]. The most common methods to
address this issue are RF pulse design, using multiple transmission coils, and a combination
of the two. For RF pulse design, a central tool is the \excitatiork-space" paradigm, which
leverages a Fourier relationship between the RF pulse and the desired spatial excitation
pattern in the small-tip angle regime [66]. Additional common RF pulse methods to miti-
gate RF inhomogeneity include explicit rotation or spinor-based methods [72]{[74], optimal
control-based optimizations [75]{[89], and adiabatic pulses [90[{[94].
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2.3.1: Parallel Transmission

An RF pulse design method can be implemented on a single volume transmission coil (most
commonly known as a birdcage coil) or on a set of parallel transmission coils in a process
known as pTx. The additional degrees-of-freedom a orded to the pulse designer by pTx
are due to the di erent spatial pro les of the coils situated around the tissue of interest. In

a process known as \RF shimming”, the relative magnitudes and phases of the excitation
coils can be optimized to achieve homogeneous excitations [95], [96]. When paired with an
excitation k-space approach, pTx methods allo-space to be undersampled by creating in-
dividual waveforms for the transmission coils, thereby shortening pulse length, by leveraging
the di erent spatial pro les of the coils [97{[106].

Despite the promise of pTx to create homogeneous excitations and shorten pulse lengths,
cost, power deposition concerns, and work ow complications limit the utility of pTx clin-
ically. For each additional RF transmission channel, an independent transmission chain
consisting of a digital-to-analog converter, RF power ampli er, power cabling, and power
monitoring equipment must be acquired. This chain typically costs in excess $$0k USD.
Perhaps more importantly, pTx methods complicate the prediction and control of power
deposition in the body, known as the speci ¢ absorption rate (SAR) (Section 2.3.3).

2.3.2: Universal Pulse Optimization

Universal pulse optimization [107] is another method by which pulse designers have at-
tempted to mitigate the e ect of eld inhomogeneity. Typically, a large database of eld
maps is acquired (including both RF and By), and the optimization procedure attempts to
minimize the average error or formulate a minimax problem across the database. The hope
is attempting to reduce the error across the database, pulses would be able to generalize to
new subjects who come into the scanner.

The FOCUS [108] method builds upon this idea and optimizes tailored pulses, specic
to the subject while the subject is in the scanner by using the universal pulse as a starting
point for a subject-speci ¢ optimization.

2.3.3: SAR, Power Deposition, and VOPs

Global SAR refers to the power deposition averaged over the body, whereas local SAR refers
to the power deposition averaged over a small contiguous mass of tissue in the body (usually
10 g) [56]. For pulses designed on pTx coils, the local SAR is constrained in addition to the
global SAR, which is a computationally intensive task that requires modeling of magnetic
and electric elds during the pulse and determining the local SAR values at every point
in the tissue. Pulse optimization requiresn vivo measurement of the magnetic elds and
local SAR calculation based on electric eld evaluations in a numerical body model. The
con dence in the local SAR predictions depends on how well the subject anatomy and
positioning matches the body model, and di erences between the subject and the numerical
body model necessitate conservative power restrictions to ensure subject safety. Despite the
added work ow burden of pTx, it is possible, in some instances, to reduce the global SAR
with pTx [109], [110].
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If instead of a birdcage coil, we wish to optimize pTx pulsethhen theQ" constants be-

come positive-de nite matricesQ 2 CNeois Neois | whereQmn = ¢ 75 Em(r)En(r) g\
form;n 2 f 1;:::; Neisg, Where ()7 denotes the conjugate transpose operation. The SAR

constraint (either global or for one local SAR calculation) would become:

1 X
SAR = N bCHons(tn)QIocal(r)bcoils(tn) ; (2.30)

n=1

where beoiis(tn) = Bxcoils + J By:coils 2 CNwis js the complex-valued vector containing the
voltage for each of the ports at a given time-point.

Virtual observation points (VOPSs) reduce the number of local SAR evaluation locations
needed to ensure subject safety by precomputing a small set of matrices to use in Equation
2.30 that are mathematically guaranteed to upper bound the power deposition in the subject

[111], [112].



Chapter 3.

The Adjoint Method for
MRI Pulse Design

Pulse design for MRI aims to optimize applied magnetic eld waveforms to generate
desired magnetization distributions across the eld of view (FOV). The magnetic eld can
arise from radiofrequency (RF) coils, the linear gradient system, and possibly a multichannel
shim array. Initial MRI pulse design methods assumed a homogeneous RF eld and centered
on establishing a relationship between the desired magnetization and the Fourier transform
of the RF pulse in the small-tip angle regime [65], which was extended to the \excitatida
space" framework [66], whereby the optimal complex-valued RF pulse in the small-tip angle
regime can be determined for a pre-speci ed gradient trajectory. Extensions to large-tip
angle designs were made possible by pulse design methods such as the SLR algorithm [113],
[114] and the application of optimal control methods to pulse design [75].

A key challenge in MRI pulse design is that as the main magnetic eld strengthB()
increases, the resultant RF eld distribution becomes inhomogeneous [2], [54], complicating
optimization. Instead of relying on a single RF transmission coil to mitigate RF inhomo-
geneities with an excitationk-space approach, which leads to lengthy RF pulses, parallel
transmission (pTx) methods attempt to optimize shortened RF pulses across multiple trans-
mission coils with di ering spatial pro les by \undersampling” excitation k-space [98]{[104],
[106], [107], [L15)[117]. When the gradient trajectories that de ne excitatiok-space are
speci ed a priori, the RF pulse design problem is convex in the small-tip angle regime; how-
ever, when both the gradients and RF waveforms need to be determined, the pulse design
problem becomes non-convex.

Optimal control methods attempt to formulate the pulse design process [75]{[S7], [89] in
terms of nding a set of \controls" to achieve desired behavior in the state vector. Current
state-of-the-art optimal control methods perform Bloch integration in the Larmor rotating
frame and use variational methods to determine conditions on the extremum of a stated
cost functional. The typical approach to solve the optimal control problem assumes the
control waveforms are piecewise-constant and then calculates a gradient direction to set the
cost function variation to zero [79){[87], [89], [118]. Using this procedure, the number of
free optimization variables increases linearly with the pulse length (assuming the control
waveforms have a xed discrete time period).

In addition to optimal control methods, the MRI pulse design community has begun
analytically calculating derivatives [73], [74] and Hessians [72], [119], [120] for pulse opti-
mization through the hard-pulse approximation. The hard-pulse approximation (sometimes

26
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called discrete-time Bloch simulation [73]) approximates the time dynamics of a continuous
waveform through the successive application of rotation matrices (either including, and

T, relaxation constants or not)! With these optimization approaches, the RF and gradient
waveform values during each discrete time period are optimized. However, the number of
free optimization variables also increases linearly with the pulse length (assuming a xed
discrete time period).

In this chapter, we introduce the adjoint method for MRI pulse design, which leverages
waveform parameterizations to reduce the number of optimization variables and potentially
improve optimization e ciency. The adjoint method for sensitivity analysis of time dynamic
systems [121] allows for the analytic calculation of a cost function gradient with respect to
a set of design parameters when the cost function depends on the evolution of some state
vector (in this chapter, the state vector captures the magnetization state). When the design
parameters are taken to be a piecewise-constant discretization of a control vector, the adjoint
method subsumes gradient-based methods for optimal control waveform updates. We make
speci ¢ comparisons between the adjoint method and optimal control theory in Appendix
B and 3.10. Below, we derive the adjoint method for use in MRI pulse optimization and
then apply the adjoint method to rapidly optimize parameterized waveforms. As opposed to
optimizing a piecewise-constant basis set for pulse waveforms, we explore alternative Cheby-
shev polynomial parameterizations to reduce optimization time. The idea of determining
coe cients of a basis function set for use in minimization problems is attributed to Walther
Ritz [122{[124]. We additionally explore optimizing piecewise-continuous polynomials and
Fourier series that characterize pulse waveforms. These formulations allow for the dimen-
sionality of the pulse design optimization problem to be drastically reduced, as compared to
the piecewise-continuous formulation. We demonstrate how the adjoint method allows for
seamless computation of the objective function gradient with respect to coe cients of the
polynomial basis function sets.

Using the adjoint method and parameterized waveforms, we demonstrate a reduction in
pulse optimization time to allow for subject-speci ¢ pulse optimization that respects system-
and safety-related constraints. Using the universal pulse framework [107], we rst design
pulses over a dataset of characteristic eldmaps at high eld strengths. Using this optimized
pulse as an initial guess, we optimize subject-speci ¢ pulses in a time frame to allow for
in-the-scanner pulse optimizations [108].

3.1: Adjoint Method for Di erential Equation

The derivations in this section largely follow Refs. [75], [121], which derive an adjoint
method for computing the cost function sensitivity with respect to parameters that a ect
the dynamical system.

LIn fact, for arbitrary waveform speci cation by the pulse sequence programmer, MRI vendors typically
de ne pulses in this manner (as discrete hard-pulses). The smallest discrete time period is usually set by
the raster times of the RF and/or gradient channels of the scanner.
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For the adjoint method, We assume that we have an ODE in implicit form:

FOsx;tp)=0 (3.1)
E(Xjizo:P)=0; (3.2)

whereF 2 RM is an ODE in implicit form, E 2 RM is the initial condition of the ODE in
implicit form, x(t; p) 2 RN is the \state" vector, x(t; p) = %P 2 RN js the time derivative
of the state vector, andp 2 RP is the parameter vector. We desire to calculate how the
design parameters a ect a cost function that depends on both the design parameters and
the state vector evolution and/or nal value. The cost function is of the form:
Z 1
J(p) = h(x(t=T;p);p) + g(x(t;p);p) dt; whereJ;h;g2 R: (3-3)
t=0
In order to optimize this cost function, we seek to determine the derivative of the cost
function with respect to the design parameters, |edJ =(r ,J)” 2R P2
We translate the optimization problem into its Lagranglan form to embed the constraints
directly into the objective using Lagrange multipliers, enabling a uni ed framework that
simpli es the analysis and di erentiation of constrained systems. This optimization problem
has the following Lagrangian formulation:

YA T
L(p) = h(x(T;p);p)+ g(x(t; p);p) dt
°Z ; (3.4)

+ “E (x(0);p) + i (t)” F (x(t);x(t; p); t; p) dt;

where (t) 2 RM is and 2 RM are Lagrange multipliers for the equality constrained
optimization. We note that the Lagrangian is equivalent to the original objective function
and that g—L = 3—3 For brevity moving forward, we drop the function arguments from the
variables of Equation 3.4, but at the conclusion of the derivation, we will rewrite everything
with explicit function arguments for clarity and to help with implementation.

If we di erentiate the Lagrangian in Equation 3.4 byp, then we arrive at the following

equation forg—; 2 R P:

. Z z
d _@h @h@j,, ' @ @&k . T .. @F Fa& FTa&
— . —+ —— (t)y —+ —=——"+—— dt
b @ e . @ @ 0 @ e a@
. &, @& @
@ j, @
(3.5)
where 3" 892 Rt P, Gho Rt N, G CUr Oo G & o RN Poand & Z &2 RY N,

In Equation 3.5, the di cult terms to compute willbe & and & for all time points, and thus,
we will attempt to choose our Lagrange multipliers to avoid having to explicitly calculate
these terms.

2We denote the derivative of a functionf : RN | RM with respectto x 2 RN as§- 2 RM N,
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We next use integration by parts to remove the implicit time derivative on%—. Speci -
cally:

Zb Zb
dv, du
] ] u—XdX— ;wa . v&dx (3.6)
T @@ T @F d@
= = ~——dt= = _—_~—d 3.7
) . (t) @_@t . (t) @—dt@’tz 3.7)
Lo @& T Td L@ @&
) —— — t)y" — —-dt: 3.8
ee . a V& o (38)
We can plug the result of Equation 3.8 into Equation 3.5 to derive the following expression:
d_ @h @h@ir, .C&'
dp (@i @xj; @ @@
! @& @ d @& @&, eh @ 3.9
+0 (t)@+@ Tt (t)@_ @+@+ (t)@dt (3.9)
., - @& @& @
@ @j, @
We can group similar terms to get the equivalent expression:
d._@h ~ @h, Ty’ ¢ &, & 0y @ @
dp @z @xj; @, @ @xj, @, @
! -@ ,@h d . @ @h & 3.10
_,_0 (t)@+@ m (t)@_ @+@+ (t)@dt (3.10)
, S@E
@

As mentioned before, (t) and are free variables and can be chosen to more easily compute
the derivative of J with respect to the design parameters. Speci cally, we rst set the nal
value of (t = T) by solving the following equation:

@ @h ~

= T) = _
a, 7 e

(3.11)

which ensures the factor muItipIying% equal to 0. We then use this boundary condition
to integrate (t) from t = T to O according to the following time-dynamical system:

d @° @ ., @h _
fa Ot Org =

T & & 0: (3.12)
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When we have the solution of (t = 0), then we compute by solving the equation:

@& - c

. = — 0) : 3.13
@i & . (0) (3.13)
Once we have computed (t) and , we can then calculateg—g by the following equation:
dl _ @h C3 & ‘@& _°7 en C5
T ==% (0 = : = + —+ (1) =— dt: 3.14
e ¥ a, @ @ ., o Ye 519

If we write out the functions in terms of their explicit arguments, we get the following
equation:

dJ h . N . ! .
%(p):%z(x‘“p)* O GUSK=OR) g (igip) o (xigi)
e @ g
o gm0 Qtaxitp) d:

(3.15)

The general outline of the adjoint method is to perform forward simulation of the state
vector x according to dynamics governed by and initial condition x(t = 0) and save the
intermediate states of the time integration. Next, the Lagrange multipliers are integrated
backwards in time according to terminal condition of Equation 3.11 and time dynamics of
Equation 3.12. The contribution to the integral in Equation 3.15 can be calculated once the
intermediate (t) are known.

3.1.1: Explicit ODE Form

Instead of the general implicit functions,F and E, mentioned above, we now specialize to
the case of an explicit ODE, where the residual and initial condition take the form:

FOsx;tp)=f(x;tp) x(t)=0 (3.16)
E(Xjizo:P)= x(t=0) Xj,(p)=0: (3.17)
From these equations, we determine:
F_0.@¢_ |.@F_0
@ @eaa "@ @ (3:18)
@& _ . @& _ @j
. l; — = 3.19
o, '@ @ (349
Using Equations 3.18 and 3.19, Equation 3.11 becomes:
h>
M= 20 x(Tpip (3.20)

@y
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and Equation 3.12 becomes:

) = % (x(tp)itip) (O+ gﬁ (x(tp);p) (3.21)
The equation for the sensitivity, based on Equation 3.22, becomes:
. Z
G i O )+ OT Sxwprp+ (07 G xEpitp) dt:

(3.22)

3.2: Adjoint Method for Di erence Equations

Following the example of Section 3.1.1, we now perform calculation of a cost function that
depends on the progression of a system governed by a di erence equation. We assume a
di erence equation system with initial condition as follows:

FM(xOD.xM:py=f M(xM-p) xOD  xO =q: n=0;:::;N 1 (3.23)
E(x%p)=x©@ xo(p)=0; (3.24)

where F(M 2 RM s a dierence equation in implicit form, f (W 2 RM s the governing
dynamical equation,x (M (p) is the \state vector" and the superscript denotes the thenth
time step, andp 2 RP denotes the parameter vector. Exactly as in the continuous case, we
desire to calculate how the design parameters a ect a cost function that depends on both
the design parameters and the state vector evolution and/or nal value. The cost function
is of the form:

X
J=hx™p)p)+  g"(xM(p);p); whered;h;g™ 2 R; (3.25)

n=0

and we denote thenth intermediate cost function asg™. We again introduce a discrete set
of Lagrange multipliers to arrive at the Lagrangian formulation, which includes the di erence
equation and initial condition:

X X1
L=h(xM;p)+  gWxM;p)+ “EX@;p)+ (M7 E M (x (4D - M-y - (3.26)

n=0 n=0

where ™M 2 RM and 2 RM are Lagrange multipliers for the equality constrained op-
timization. We then di erentiate the Lagrangian of Equation 3.26 byp to arrive at the
following equation for §- 2 R* P:
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d dh X dgm e Xt LdF™
— = — 4+ + T —+ (m==____
do ~dp __ dp do dp
_ @h+ @h dx™) . X @1 . @) dx™ N dx ©
@ @™ d o @ @M dp dp
! m> @O @Madx™  dx™D dx®
+ + +
o @ @™ dp dp dp
_ @h+ @h dx™) . X g’ N @g) dx™ dx ©
@ @™ d o @ @M dp dp

X 1 @m @M dxm X 1 > X

(3.27)

dXo

dp
(3.28)

dXo

dp
(3.29)

dx (M

+ (n)” +
o @ @™ dp dp

n=0
We can use summation by parts to get the following identity:

1 +
X m> OO ™ s dx
n=0 dp dp dp dp n=1

o X1
(0> 9X (n)

which we substitute back into Equation 3.29 to get:

do _ @h+ @h dx™) . X g’ . @g) dx™ N dx ©
b @ @V d . @ @& dp dp
. X 1 > @ ™ . @ ™ dx ™
=0 @ @® dp
1
~ 1> dxN) . O dx © N X (
dp dp
>%+@h+ @@‘)+Wl =9 (n)>@(n)
d @ @ ., @ @
@h , @) gy ™
@™ = @) dp
QY + >+ ©F @ + ©7 dx®
@O @O dp
. X 1 ") > @M N @y dx™M
@™ @™ dp

(n 1) > dX (n)
dp

n)

n=1

(n 1)>.|.

n=1

(n 1> dX(n) .
dp
(3.30)

dXo

(3.31)

(3.32)
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of" 1P h . @f" 1M dx(M.dxg. @) M p @M M M
Here, @3 60" 2 Rt P, @R OF° o RL M dCl o @1 5 RM PG 2 RM M and
| 2 RM M s the identity matrix. As (™ and are Lagrange multipliers, we choose their

values in a convenient manner to help determin%%. This includes avoiding the explicit

dx (M) . .
fjp . Speci cally, we set:

calculation of

>

wn_ @h @

Tt o (3.33)
(n ~ )
ORECIE g{(m Q g—?;) (3.34)
© ) 7
- . g 5 O g{% (3.35)

If the Lagrange multipliers follow Equations 3.33-3.35, then the Equation fog% becomes:

) X1 ) (n)
dd_d_ .dxo, @h @ @y , o™
dp dp d @ @ ., @ @

Again, the outline of the adjoint method is to perform forward simulation of the state vector

x (M according to the di erence equation and initial condition of Equations 3.23 and 3.24.
The Lagrange multipliers are integrated backward in time according to the terminal condition
of Equation 3.33 and dynamics of Equation 3.34. Once the Lagrange multipliers are known,
Equation 3.36 can be determined.

(3.36)

3.3: Adjoint Method for the Bloch Equation

The Bloch equation without relaxation in the Larmor rotating frame for the magnetization

vector, M 2 R3, at a speci ¢ spatial position, r, in the region-of-interest (ROI),r 2 R3,
is:
M(r;t) = ddﬂt 2 R? (3.37)
= M) B(rtp)= Bt Pl M (r:y), 3 (3.38)
0 B.(r;t;p)  By(rit;p) _ My(r;t)
= 4 B,(r;t;p) 0 Bx(r;t; p)  4My(r;t)d ; (3.39)
By(r;t;p)  Bx(r;t;p) 0 M.(r;t)

whereB 2 R?® is assumed to be the e ective magnetic eld in the rotating framep is the
design vector of parameters, andv] denotes the cross product matrix of/, i.e.,v. w =
[V] w.

The objective of pulse design is to determine the magnetic eld that produces a desirable
magnetization distribution across the ROI. To make the pulse design process tractable, we
discretize the ROI overN, voxels, and denote the magnetic eldB,, and magnetization,
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3.39, we see that the time dynamics of a given location,, depend only on the magnetic
eld and magnetization at that location.

In order to perform time integration of the ODE, we perform a hard-pulse approximation,
where constant magnetic elds are assumed for short time periods. If we break the pulse

we can exactly perform integration of the dynamic systerl,(t) = [By(t; p)]” M (t) from
t, to th+1 by matrix multiplication 3, i.e.:

M \(ln+1) — R\(,”)(p)l\/l \(/n) — f"(vn)(M \(/n);p) : (3.40)

where the superscript denotes the time index. It can be shovRI\(,”)(p) 2 R® 3 is a rotation
matrix of the form:

RM=cos ™ |+ 1 cos(M) uMu +sin( M) u™ (3.41)
wherel is a3 3 identity matrix, S”) = th kB\(,”)kz Is the angle of rotation where .,
is the duration of the nth time interval, and u{” = B{"=kB ™k, is the unit-norm axis of
rotation.

In pulse design, allM " vectors are typically concatenated across the ROI to form the
\state" vector,* m (M 2 R3Nv which means that the time dynamics of the state are governed
according to the recurrence relationm ("9 = XM (m (M p). We assess the performance of
a magnetic eld pulse, parameterized by by a cost function of the form of Equation 3.25;
however, to use the adjoint method of Section 3.2, we need a state evolution equation in
terms of a di erence equation betweem (" and m (. We achieve this by rewriting the
recurrence relation as:

m@*) MM = f(”)(m(”);p); n=0;:::N 1 (3.42)

Since, as mentioned previously, the time dynamics of a given voxel depend only on the
magnetic eld and magnetization of that voxel, we can determin ((nn)) and %&”) voxel-wise,

@y @y
an and g
The backward integration of the Lagrange multipliers, (", follows similarly to forward
. : L . gim .
integration of the magnetization state. Reallzmg@%v(n) = R\(,”)(p) and that for a rotation

matrix, R, R> = R 1, the time dynamic equation for the Lagrange multipliers becomes

i.e., by calculating

3We assume that the magnetic eld is constant fromt, to t,.;, and we denote the value that the
magnetic elds take during this period as B (tn;p) = B\(,”)(p).

“4For the rest of this chapter, we will use m to denote the state vector, because we are simulating the
dynamics of the magnetization governed by the Bloch equation.
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(Equation 3.34):

M - @™ W eF - (3.44)

B @n ™ @n ™ '

I N

= il | (n oy (3.45)

@n (" @n (™ '

F N

5 en- @0 o, OF (3.46)

@n (M @n (" '

This implies that for a given voxel,v:
) >

\(/n 1) — R\(/n) 1 \(/n)+ @4 (3.47)

@™

We next seek to determine the contribution o% (in e ect, %) to gg in Equation

3.36. Again, since the time dynamics of a given voxal, depend only on the magnetic eld
and previous magnetization in that voxel, we seek to derlv@W(M M, p), as the parameters

that comprise p a ect the applied magnetic eld at a given tlme This can be accomplished
via the chain rule:

@.”

M™:p)y= 1 cos(M) uM MO + uMM® +sinC My MM 7 (3.48)

(n)

'
@

mMMip) = ul® RPMP = o) MY (3.49)
\

(n)( M p) = I uMul™” (3.50)

(n) 1 B\(/n) \ \ .

2

(n)

@M=l (3.51)
@”;( ) p) = a” e  a@" e\ (3.52)
@(n) ’ @(n) @B(n) @\(/n) @B\(,n) ) )

3.4: Basis Function Selections

In this section, we describe the basis function sets used to parameterize the magnetic eld
waveforms for MRI pulse optimization. The basis choice plays a critical role in shaping the
structure and smoothness of the solution and determines how e ciently the optimization
space can be explored. For each basis, we also brie y describe how to project an arbitrary
smooth function onto the corresponding nite-dimensional subspace. For the discussion in
this section, we assume, without loss of generality, that we are attempting to represent a
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general functionf (t) as a linear combination of known basis functions:

X
f)= ¢ (t); (3.53)

wheref -(t)gis a chosen set of basis functions ara are the coe cients to be optimized.

For the pulse optimizations described in this chapter, the real and imaginary components
of the complex RF waveform are each parameterized using separate sets of basis functions.
This approach applies to all basis sets except the Fourier basis, where the complex-valued
structure of the RF waveform is naturally captured by the complex exponential functions.
For purely real waveforms, the signal is represented directly using the chosen basis.

3.4.1: Piecewise-Constant

The piecewise-constant basis is de ned by partitioning the time domaih 2 [0; T] into L
subintervals, each of duration t- = t,; t, where™ = 1;:::;L. For the experiments
performed in this chapter, we assume that the subintervals are of equal duration.

On each subinterval {:;t-.1), the function f (t) is constant. The corresponding basis
functionsf -(t)g., are indicator functions de ned as:

1; ift2[t;tw)
0: otherwise '

(t) = (3.54)

To project a smooth functionf (t) onto this basis, we approximate the average integral over
each interval using midpoint rule quadrature:

f(t)dt: (3.55)

3.4.2: Chebyshev Polynomial

The Chebyshev polynomial basis provides a global approximation using orthogonal polyno-
mials de ned on the interval [ 1;1]. We de ne x(t) = % 1 to rescale the domain [JT] to

[ 1;1]. The basis functions are given by -(t) = T- 1(x(t)), where T-(x) is the Chebyshev
polynomial of the rst kind, de ned by the recurrence relation:

To(x) =1 (3.56)
T1(x) = x (3.57)
Ta(X)=2xXT(x) T 1(X): (3.58)
The Chebyshev polynomials satisfy the orthogonality relation:
8
zZ, 20; if " 6m

T 4=~ G =m=o0 : (3.59)

11 x? >

=; If " =m60
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Projection of a smooth functionf (t) onto this basis is implemented via Clenshaw-Curtis
quadrature or with an iterative interpolation scheme [125{[127].

3.4.3: Piecewise-Continuous Polynomials

The piecewise-continuous polynomial basis is de ned by shape functions on subintervals of
the domain that enforce continuity between adjacent intervals. The time domain {0] is
partitioned into Q subintervals fg; tg+1), over each of which the waveform is locally approx-
imated using L basis functions 4:(t), de ned as Lagrange interpolating polynomials at
L Chebyshev nodes of the second kind. These local basis functions are constructed from
Chebyshev polynomials to improve numerical conditioning.

The global approximation is obtained by minimizing thel.? error across the domain, with
each subinterval weighted by the reciprocal of its duration to ensure balanced contributions:

R g Lign xR X ?
f(t) Coro qro(t) dt; (3.60)

min —
o=1 g tq qo=1 “0=1

fegr g

where tyq= tg1 tq denotes the length of subintervab.

Most basis functions are supported entirely within their respective subintervals. However,
special shape functions are de ned at the shared boundarigetween subintervals and have
nonzero support across both adjacent intervals. These shared basis functions are constructed
to be 1 at the boundary node and O at all interior Chebyshev nodes of the neighboring
intervals. This construction ensuresC® continuity across subinterval boundaries, which is
essential for maintaining waveform smoothness.

The projection coe cients cq: are not computed via local inner products but instead
arise from solving a global least-squares problem. Speci cally, we minimize the total squared
residual between the wavefornfi (t) and its approximation:

minkAc bk ; (3.61)
C

where c is the full vector of expansion coe cients, and the matrix A and vector b are
assembled by evaluating the basis functions and waveform samples at Chebyshev nodes
using Clenshaw-Curtis quadrature. The quadrature weights are scaled by the subinterval
lengths t,, ensuring that each interval contributes proportionally to the global residual.
Solving this system yields the coe cient vectorc that best approximatesf (t) in the globally
weighted L? norm.

3.4.4: Fourier Polynomials / Series

If f(t) is complex-valued and periodic on [0'], it can be expressed in terms of complex
exponentials:

X
f(t) = cd?2=T (3.62)

= L
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If f(t) is real-valued, the expansion uses a real Fourier basis:

X 2t X 2%
f(t)=ag+ acos — + bsin — (3.63)
. T . T
=1 =1
These basis functions are orthogonal under the standatd® inner product on [Q T]. Projec-
tion of a smooth function onto this basis can be e ciently performed using the Fast Fourier
Transform (FFT), which provides a numerically stable and computationally e cient means

of calculating the Fourier coe cients a-, b, or ¢, depending on the chosen representation.

3.5: Objective Functions with Derivatives

We next detail some example objective functions that can be used for the MRI pulse design
problem, and their respective gradients. These objective functions can be used for both
tailored and universal pulse design (Section 2.3.2). As an example, for universal pulse design,
we can instead average the total cost function across multiple subjects or take the maximum
value across all of the subjects. Using these forms for the universal pulse design will ensure
that a pulse performs well, on average, across a database of eld maps.

We will now detail speci ¢ forms of the objective functionsh(m (V) (p); p) and g™ (m (M (p); p).
We will rst evaluate speci ¢ forms of the terminal condition, h. We assume that we concate-
nate the x, y, and z components of three-dimensional magnetization vector at each point in
s (n) . ot (n) (n) (n Nrol

pace,My " (r) into three distinct vectors, myx’, my~, mz’ 2 R"r 'whereNgo, represents
the number %f voxels in the rggion-of-interest being used for optimization. Moreover, the

>
vector,m = m{™;m{”; m{" 2 R3Nro represents the concatenation of ak, y, and z

components from all voxels together.

For the least-squares transverse magnetization problem, the cost function is of the form:

2 2 1:2
hm®™ip)= m{Y Myeg "+ MY Myag (3.64)
2

@h . 1 >

&N)(m(N)’ P) = errs M Miarg (3.65)
@h o 1 (N) >

m™:p)= —— m m.y. : where 3.66

§/N) ( p) eI’I’LS y y;targ ( )

2 2 l=2
errs = kerryyk, ; (3.68)

and my..ag @and my.;5g are vectors of the target magnetization distribution in thex andy
directions, respectively. We can similarly form an axial least-squares magnetization problem,
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with a cost function and corresponding partial derivative of the form:

hm®™p)= MM Mg (3.69)
@h 1 >
——(m®™p) = N) m®™  m ztarg s (3.70)
z mz M z:targ )

wherem ;. is the z-directed target magnetization distribution.

For the magnitude least-squares problem, the cost function and gradients are of the form:

h(m (N)p): (rT1>(('\I))2 "'(m)(/N))Z . (mx;targ)2 "'(my;targ)2 = ) (3.71)
e M®p)= L ey (VP (i m (3.72)
@%C(m‘”)ph € M2 +(mMy?2 = m, . where (3.73)

errjyi = (MM)2 +(MM)?2 ™ (M) +(Myarg)? (3.74)
efMuLs = efMjxyj , (3.75)

For the weighted least-squares problem (where the weighting matrix is assumed to be
symmetric), the cost function and the gradient are of the form:

1=2
h(m™)p) = MM M targ ‘4 m§/N) M y:targ ’ (3.76)
W ;2
1=2
= (EIyy)” W (erryy) (3.77)
@h 1 >
X XY,
@h 1 >
@(m('\‘)p) il W miM myag (erryy) ° miM™ M yag : where
y Xy;
(3.79)
S 1=2
eMy.w = (erryy)” W (erryy) : (3.80)

For the weighted magnitude least-squares problem (again with a symmetric weighting
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matrix), the cost function and the gradient are:

2 1=2 2 1=2

h(m®™p)=" (m{M)? +(m{™) (Mxtarg)® + (M yitarg) (3.81)
. 1=2
= My W eIl (3.82)
@h _ 1 ) >
ﬁ(m Np) = m W (m %\/') Myyitarg)  (Mxy(N)) m ) (3.83)
@h 1 2 >
an, ™MD g W maeg)  mE T mi® o where
(3.84)
1=2
m{) = (M) +(md)? (3.85)
M xy:targ = (m x;targ)2 +(my;targ)2 o (3.86)
. 1=2
ElMxyjw = err jxyj W err jxyj : (3.87)

In terms of ip angles, we can formulate the optimization problem as:

h(m(N)p): sin ' mQY  FAug , (3.88)
1=2 1 >
@ﬂ (m(N)p)_ m err raxy 1NROI (m(N))2 m%\,l) m
X Xy h2
(3.89)
1=2 1 >
@n (m Mp) = PE——. ey Ing  (MG))? m{) m, ; where
y Xy Tv2
(3.90)
€My =sin " m{)  FA g ; (3.91)
or we can formulate the optimization problem as:
h(m®™p)= cos® mM™  FA 4y , (3.92)
@h 1=2 >
@(m(’“)p) = e ST Ing (My)? . where (3.93)
z 2N
erme; =cos * mM  FA g (3.94)

We next show a weighted ip angle formulation and corresponding gradients for the trans-
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verse magnetization formulation:

h(m™p)= sin* m{Y  FAug ” (3.95)
1=2
= (ermraxy)” W (errrxy) (3.96)
@h 1 2 1= 1 g
ax(m(mp) = m (W err gaxy) INgor m‘xD" m%\/l) (M)
(3.97)
@h 1 2 1=2 1 g
ay(m(mp) = m (W err gaxy) Ingor m%\/l) m%\/l) (my) ;
(3.98)
N 1=2

We can also formulate the cost function in terms of the longitudinal magnetization with the
corresponding gradient:

h(m®™p)= cos® mM™  FA g |, ., (3.100)
1=2
= (errpz) W (erre) (3.101)
@h 1 1=2 >
M(m(“‘)p)z " (Werremz) Iy (M2)° , where (3.102)
1=2
erpa.zw = (ermez)” W (errg:;) : (3.103)

We next evaluate a few examples of forms gf"). We can have integrated error terms during
the pulse, and the running@§’=@ terms would look like the nal cost terms (with the
same gradients), except now the running error is evaluated at a spacing of as opposed
to the nal cost, which is only evaluated whenn = N.

The @§)=@ term is only used in the \backpropagation" of ™ fromn= N 1ton =0.
We also need to be aware of a dependencegd? on p as this term directly contributes to
the @§)=@ term in the nal integration of dJ=dp. As an example, we can evaluate a \cost"
or penalty on the birdcage coil pulse power:

g (x;p) = 47+ O’ (3.104)
) >

@@_@;(m ™. p) = 24" (3.105)
) >

%@;(m<n>;p):2 > . (3.106)

As a more complex example, for the slice-selective studies below, the cost function again

consists solely of a terminal cost function. The terminal cost function employs the complex
ip angle formulation [128], where the in-plane phase speci es the phase of the complex ip

where
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angle for each point. Within the slice and at each uniquex(y) location, the target phase
becomes the mean phase across the slice at that uniquey() location (with care paid to
phase wrapping). Outside of the slice, the phase of the resultant and target magnetizations
are ignored (set to 0):

k# #targ k
oy = K Pk, 3.107
(X) k#targ k2 ( )
4 = COS L(Myz)exp(' );  within-slice (3.108)
v cos 1 (M) ; outside-slice .
@ _ cos 1 (M vizitarg) €XP(" targ); within-slice (3.109)
vitarg cos (M yztarg) | outside-slice .
1 X
o= . (3.110)
(y) ‘ZS(X:y)

where#;#wrq 2 CNv and S, denotes the set of locations are a speci ed;y) location
within a slice. For both cost functions, the derivative of the cost function with respect to
the state vector can be computed analytically.

3.6: Constraints with Derivatives

We next focus on some example constraints that can be used by the pulse designer when
designing an MRI pulse. The constraints typically help ensure safe operation of the clinical
scanner and also are frequently used to ensure that the scanning hardware respects hard-
ware limitations and/or behaves in a reliable and predictable manner. We typically employ
constraints with respect to our optimization variables, which from Section 3.4, we know will
be the coe cients of a set of basis functions. If the constraint can be explicitly enforced
using the set of basis functions, then this is preferentially used, but if the constraint must
be evaluated in the time domain, then we typically just evaluate the basis function at the
needed points in the time domain to calculate the constraint (and its respective derivative).
This is usually performed using matrix multiplication, and the derivative can e ciently be
calculated by the chain rule.

We start with a constraint on the RF power across (possibly multiple) RF channels. We
will derive the constraint and the derivative for the constraint for on example channel and
use this form across all channels that are employed. Assume that all of the RF voltage values
are put in their complex value form and concatenated by channel into separated columns,
i.e.: b= by + jby. We can calculate the pulse power for one given channel by the following
equation:

_ D
~ 2ZoN
where D is the duty cycle, Z, is the coil impedanceP, is the power constraint, andN is
the number of time steps. Using CR-calculus [129], we can determine that the gradient with
respect to the optimization variables (real and imaginary parts of the RF waveform values)

Ch, kbkZ Py ; (3.111)
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will be:
r - D Re (b) (3.112)
% = 7 N '
D
I b, Cp, = ZO—NIm(b) X (3.113)
As shown previously [130], both local and global SAR can be computed e ciently using
the following matrix expression:
D Nrr NrF
SAR = N B"B Q " (3.114)
k=1 "=1
D He >
= WTr B"B " Q (3.115)
= %Tr BB Q ; (3.116)

where Tr () represents the trace of a matrix, () represents elementwise complex conjugation,
B 2 CN N js the matrix of RF pulse values sampled at each time point, an@ 2 CNre Nrr

is a Hermitian SAR matrix that accounts for inter-coil coupling. As brie y mentioned in
Section 2.3.3, for global SAR, there is a single matri®Q, while local SAR is approximated
by a set ofNyops matrices derived from virtual observation points (VOPSs) that upper bound
the local SAR distribution [111], [112].

The gradient of SAR with respect to the real and imaginary components & can again
be derived using CR-calculus [129]. TreatinB and B as independent variables, we obtain:

[ Re)SAR = %Re BQ ) (3.117)

2D
" m(3)SAR = = Im(BQ ) ; (3.118)

where we used the identityQ” = Q for Hermitian matrices to express the gradient com-
pactly in terms of the complex conjugate ofQ. This gradient can be applied to all SAR
constraints. For the local SAR, where the SAR must be calculated across many virtual
observation points (Section 2.3.3), we can e ciently vectorize the operation.

We next consider a bandwidth constraint on an RF pulse de ned in the time domain. The
goal is to constrain the RF spectral magnitude that lies outside a desired frequency range.
To do so, we project the time-domain waveform into the frequency domain and compute the
sum of magnitudes of its out-of-band components. For a single RF coil, we de ne:

b=Fb; (3.119)

whereF is a submatrix of the discrete Fourier transform (DFT) matrix, consisting only of
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the rows corresponding to out-of-band frequencies. We then compute the constraint:

Cow = ¢ Fb (3.120)

which penalizes the total spectral magnitude outside the desired passband. This is a weighted
“1-norm constraint in the frequency domain.

The gradient with respect to the complex-valued waveform is given by CR-calculus:
1
Focew = (FH b Db , (3.121)
Splitting the gradient into real and imaginary components yields:

(F" Re® b ' (3.122)

I' Re(b)CBW

1
Mm(yCew = ¢ F" Im(b) b ; (3.123)

where ; is the frequency discretization and is dependent on the pulse length.

We can also impose constraints on the amplitude, slew rate, and acceleration of the
waveforms to re ect hardware limitations and safety considerations. In the case of RF
waveforms, these constraints are applied to both the real and imaginary components, as
bounding each component in isolation ensures that the total magnitude remains within an
acceptable limit. Speci cally, for the real () and imaginary (by) components of the RF
waveform, we impose the following pointwise amplitude constraints:

Y b ; N=1;:::;N (3.124)
B bnax; N=1;005N (3.125)

where b ax represents the maximum allowable amplitude per component.
To control the slew rate, we constrain the rst time derivative of the RF waveform. For

piecewise-constant and Fourier basis representations, this derivative is approximated using
a rst-order nite di erence operator, denoted D 2 RN D N

2 3

1 1 0 0

Eo 1 1 oz
D=g _

0 0 11

This matrix acts on a time-domain RF vectorb 2 RN to approximate nite di erences
between adjacent time samples. We scale the result by the timestep to convert to physical
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units:

Liobk (3.126)

t

ikaykl % (3.127)
t

where @, is the maximum allowable slew rate. These constraints can be imposed as linear
inequalities by enforcing the bound elementwise:

(n+1) (n)

b BT B; n=1:::N 1 (3.128)
t

(n+1) (n)

L Gb; n=1:::::N  1: (3.129)

Similarly, acceleration constraints are imposed by limiting the second derivative of the
waveform. We approximate this with a second-order nite di erence operatob , 2 RN 2 N:

2 3

1 2 1 0 0

§O 1 2 1 oz
D,=4g. A

0 0o 1 21

which yields a centered di erence approximation for the second derivative. Scaling by?,
the constraints become:

1
t
1
S KDobyki G (3.131)
t

where ¢, is the maximum allowable RF acceleration. These too are imposed via linear
inequality constraints on each entry:

(n+1) (n) (n 1)
b 28" + by
¢

(n+1) (n) , Wn 1
g ZQ’Z GQ; nh=2;::;N 1: (3.133)
t

GQ; nN=2;::;N 1 (3.132)

All constraints are cast as standard linear inequalities of the formx b and can be
e ciently implemented within constrained optimization frameworks. At the boundaries, we
assume the waveform is zero outside the pulse duration, which allows simple padding to
enforce the nite di erence stencil.

The same approach can be applied to general waveform constraints beyond RF pulses,
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such as gradient waveforms or shim channel controls. Lat 2 RN denote a generic real-
valued waveform sampled oveN time points|this could represent, for instance, a single
gradient axis (e.g.,Gx(t)) or the amplitude applied to a dynamic shim channel. To enforce
physical or safety-related limits, we impose amplitude, slew rate, and acceleration constraints
on u in the same fashion:

U Umax; n=1;::N (3.134)
1
=yt oy Smax ;. N=1;::;N 1 (3.135)
t
1
= y(+1) ouMm 4+ yin B Amax . N=2;::1:N 1; (3.136)
t

where Unax, Smax,» and amax represent the maximum amplitude, slew rate, and acceleration
allowed for the waveform, respectively. These constraints are likewise implemented as linear
inequalities using the same di erentiation matricedd and D,. In practice, each constraint

is expressed in the formAx b, wherex contains the discretized waveform values. This
formulation enables e cient incorporation of the constraints into standard convex or nonlin-
ear optimization solvers, allowing for robust control of waveform smoothness and hardware
feasibility during the design process.

3.7: Optimization Formulation

Now that we have speci ed the objective function, and the constraints, we can formulate
our optimization problem:

arg n?)in J(p)

subject to:  system constraints (3.137)
safety constraints:

The problem, as stated, is a non-convex optimization problem as the resultant magnetization
distribution is a non-convex function with respect to the design parameters. However, the
constraints are convex functions of the design parameters, as they are either a ne functions
or convex compositions of a ne functions. To solve the non-convex optimization problem,
we employ gradient-based optimization methods from an initial guess, which is obtained
through conventional pulse design techniques (detailed later). Gradients of the objective
(cost) function and all constraints are provided analytically to the solver.

To solve this optimization, we employ either an active-set solver or an interior point
solver. Both solvers rely on calculating the gradient to determine the search direction to
update the optimization variables. At each iteration of the optimization, active-set solvers
(see, e.g., Ref. [131]), Chapters 16 and 18) attempt to determine the subset of constraints
that are close to being violated (active) or are expected to be active at the solution. When
the active constraints are identi ed, they are treated like equality constraints. Active-set
methods are e ective when the solution lies on the boundary of the feasible set.

Interior-point methods (see, e.g., Ref. [131], Chapter 19), in contrast, incorporate inequal-
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ity constraints into the objective function by barrier terms, such as log( ¢(x)) (where
c(x) O represents a general inequality constraint), which become increasingly large as
variables approach the feasible set boundary. During the course of the optimization, the
weighting of the barrier terms will decrease to allow the optimization to take the form of a
general Newton update.

We now possess an optimization framework, an e cient approach for computing analytic
gradients, and a suite of solvers to identify solutions at optimality.

3.8: Experimental Design

We next describe experiments involving both non-selective and slice-selective pTx pulse
design. Our general approach follows a two-stage strategy. First, we design a universal
pulse oine [107]. Then, while the patient is in the scanner, we generate a tailored pulse in
real time, following the paradigm of methods like FOCUS [108]. In these experiments, we
compare optimizations that use globally parameterized waveform bases to those that use a
piecewise-constant basis. The objective is to evaluate how global waveform parameterizations
can accelerate convergence during tailored pulse optimization.

3.8.1: Fieldmaps

RF eldmaps and VOPs were acquired from an 8-Tx, 32-Rx coil (Nova Medical, Wilmington,
MA, USA) and are from the Siemens Terra.X adjustment dataset. The brain mask was
extracted using PRELUDE [132] with a weighting of both the By and B; maps. By
maps were shimmed with simulated second-order spherical harmonic shimming. 23 distinct
individuals comprised the eldmap dataset, with the same 13 subjects always comprising the
training dataset and the remaining 10 subjects comprising the test dataset. For non-selective
pulse optimization, eldmaps were interpolated to a 5 mm isotropic grid, corresponding to
107647 in the universal train databases. For the tailored pulse optimization, the average
number of points was 81580 50981 across 10 subjects Final ip angle maps were simulated
at 2 mm resolution. For slice-selective pulse optimization, eldmaps were interpolated to a
discretization of 10 mm in-plane and 0.25 mm through-plane samples within a region 150%
of the slice thickness on either side of the slice and then at 2 mm through-slice increments
beyond this region, corresponding to 180438 points in the universal train databases. For the
tailored pulse optimization, the average number of points was 13628 64923 across 10
subjects. Final ip angle maps were simulated at 1-mm resolution to ensure that we properly
evaluated through-slice behavior.

3.8.2: Non-Selective Excitations

Non-selective pulses with 10excitation, 90 excitation, and 180 inversion target ip an-

gles were designed. The arccosine least squares objective function was employed during
optimization (Equation 3.92), and the normalized root-mean-squared error (NRMSE) is re-
ported. For the 10, 90, and 180 pulses, the pulse lengths were 250s, 1 ms, and 2 ms
with duty cycles of 5%, 2.5%, and 2.5%, respectively. For each target ip angle, an initial
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universal pulse was designed on the training dataset and evaluated on the test dataset, us-
ing both the piecewise-constant and Chebyshev basis functions. Using the universal pulse
designed in each respective basis as an initial guess, a tailored pulse was then designed on
each individual in the test dataset.

Pulses were initially designed using the small-tip complex ip angle approximation [100],
[128] before using the rotation matrix formalism of Section 2.2.5. 1@nd 90 pulses were
initially designed using both the kT-points [103] and SPINS [104] frameworks. The 1KT-
point initialization assumed a structure of 3 kT-points with 50 s blip periods and 50 s RF
deposition periods. The 90kT-point initialization assumed a structure of 5 kT-points with
50 s blip periods and 160 s RF deposition periods. The kT-points pulse locations were
initially determined by the orthogonal matching pursuit algorithm [133], followed by a joint
optimization of the kT-point locations and RF magnitudes under a magnitude least squares
cost function with the constraints mentioned previously. SPINS pulses underwent an initial
optimization of the RF values assuming the SPINS parameters in the original publication
[104], followed by a joint optimization of SPINS parameters and RF values under a magnitude
least squares cost function with the constraints mentioned previously.

The 180 pulses underwent a di erent optimization procedure, whereby the target ip
angle was slowly increased from an initial starting point to the intended target. We initially
optimized a pulse of equivalent duration (2 ms) and morphology using the small-tip angle
approximation, but at a target ip angle of 90 . This initial pulse was then optimized using
the rotation matrix formalism of Section 2.2.5. From this initial pulse, the RF and related
power-related constraints were then scaled and iteratively optimized for progressively larger
target ip angles until the target ip angle and constraints re ect the original optimization
problem (e.g., a pattern of 100, 110; 120; 130; 140; 150; 160;170;175;180). Using
this \lifting" procedure, we slowly introduce the non-linear response of the ip angle pro le
to the RF values in a loose, heuristic approximation of a numerical continuation scheme
(similar in spirit to Ref. [134]). The 180 kT-point initialization assumed a structure of 9
kT-points with 70 s blip periods and 160 s RF deposition periods.

For the 10, 90, and 180 target pulses, we used Chebyshev polynomials up to the 20th
order for the real and imaginary aspects of the RF waveforms and up to the 15th order for
each of the gradient waveforms, corresponding to 384 total optimization variables for each
target ip angle. This is in contrast to the piecewise-constant basis set, which for 105 s
time resolution), 90 (10 s time resolution), and 180 (10 s time resolution) target pulses
requires 950, 1900, and 3800 total variables, respectively.

The constraints employed during the non-selective optimization process include:

~ Total RF Power: 100 W

" Max RF Power: 24 W

" Avg Local SAR: 20 W/kg

" Avg Global SAR: 3.2 W/kg

" RF max: 219.0 V

Gradient max: 6 mT/m
Gradient slew rate: 200 T/m/s
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3.8.3: Slice-Selective Excitations

Slice-selective pulses were designed with 18nd 90-degree ip angle targets for a slice
thickness of 5 mm. The slices were located at 0 cm and2 cm from isocenter. The com-
plex ip angle least squares objective function was employed during optimization (Equation
3.107). For evaluation of the pulses, in-plane NRMSE, through-plane NRMSE, in-slice rip-
ple, out-of-slice ripple, slice transition width, full-width half maximum, and phase change
across slice are reported. For the in-plane NRMSE, we calculated NRMSE at 1 mm isotropic
resolution and reported the ip angle error within the slice. For the through-plane NRMSE,
we calculated the NRMSE at 0.1 mm resolution in the through-plane dimension and 2 cm in
the in-plane dimension. The same dimensions were used for the evaluation of in-slice ripple,
out-of-slice ripple, slice transition width, full-width half maximum, and phase change across
slice.

Again, pulses were initially designed using the small-tip angle design method for spokes
[99], [LO1]. The initial spokes locations in thex{ y)-plane were selected using the orthogonal
matching pursuit algorithm [133], followed by a joint optimization of the spokes locations
and RF magnitudes under a magnitude least-squares cost function with the constraints men-
tioned previously. To account for varying RF frequencies necessary for alternating gradient
polarities, Equation 3.40 was expanded to include the possibility for xed changes of the
RF oscillator frequency during the pulse. The 10spokes initialization assumed a structure
of 1 spokes with a time-bandwidth product of 8, corresponding to a pulse duration of 1.7
ms and a duty cycle of 20%. The 90spokes initialization assumed a structure of 3 spokes
with a time-bandwidth product of 8 for the central spoke and 2 for the non-central spokes,
corresponding to a pulse duration of 3.5 ms and a duty cycle of 5%.

For the 10 target pulses, we used Chebyshev polynomials up to the 35th order for
the real and imaginary aspects of the RF waveforms and up to the 50th order for each of
the gradient waveforms (729 total variables). When using the Fourier basis, we used 13
harmonics on either side of DC for the RF waveforms, and we used up to a 50th order
Chebyshev polynomial for each gradient waveform (713 total variables). When using the
piecewise-polynomial basis, we used up to a 20th order polynomial for the RF and a 20th
order polynomial for the gradient waveforms during each subpulse (741 total variables). This
is in contrast to the piecewise-constant basis set, which for 1& resolution requires 3230
total variables.

For the 90 target pulses, we used Chebyshev polynomials up to the 50th order for the
real and imaginary aspects of the RF waveforms and up to the 50th order for each of the
gradient waveforms (969 total variables). When using the Fourier basis, we used 30 har-
monics on either side of DC for the RF waveforms, and we used used up to a 35th order
Chebyshev polynomial for each gradient waveform (1084 total variables). When using the
piecewise-polynomial basis, we used up to a 13th order polynomial for the RF and a 10th
order polynomial for the gradient waveforms during each subpulse (993 total variables). This
is in contrast to the piecewise-constant basis set, which for 2& resolution requires 3325
total variables.

The constraints employed during the slice-selective optimization process include:
~ Total RF Power: 100 W
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" Max RF Power: 24 W

" Avg Local SAR: 20 W/kg

" Avg Global SAR: 3.2 W/kg

" RF max: 219.0 V

Gradient max: 50 mT/m
Gradient slew rate: 200 T/m/s

After initial experiments using the piecewise-constant basis set, we discovered that an
additional constraint on the RF pulse bandwidth was necessary to prevent excessive deposi-
tion of energy in locations between the sampling scheme of our optimization. The results of
some pulses that were not constraint with additional bandwidth constraints are shown and
discussed.

3.8.4: Optimization Algorithms and Computational Resources

Pulse optimizations were performed through the MIT SuperCloud [135] using an Intel Xeon
Gold 6248 with 40 cores and 392 GB of RAM with an Nvidia Volta V100 with 32 GB of
RAM. Pulse optimization code was implemented in MATLAB 2023b (The MathWorks, Inc.,
Natick, MA, USA). Two algorithms were employed for optimization: MATLAB's active-set
algorithm and IPOPT's interior-point algorithm [136]. We next detail the baseline optimiza-
tion settings for these algorithms, but the settings were adjusted for each waveform basis to
ensure appropriate convergence behavior.

For non-selective optimizations, the baseline active-set settings are listed below.
" Maxlterations: 1000 (Tailored), 1500 (Universal)
" MaxOptTime: 60 seconds (Tailored), 12 hours (Universal)
" RelLineSrchBnd: 5 10 3

For non-selective optimizations, the baseline IPOPT settings are listed below.
" max.ter: 1000 (Tailored), 1000 (Universal)

max wall_time: 60 seconds (Tailored), 12 hours (Universal)

mu_strategy: "adaptive'

mu_min: 10 %

mu_max: 10 °

adaptive_mu_globalization: “kkt-error’

" tol: 10 ©

constr.viol_tol: 10 ©

" dualinf_tol: 10 ©

complLinf_tol: 10 ©

"~ bound_push: 104

" boundfrac: 10 4

bound_relax factor: 10 4

alphafor_y: “safer-min-dual-infeas'

alpha_min_frac: 10 ?

max_soc: 10
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recalcy: ‘yes'

recalcy_feastol: 10 ©

least squareinit _duals: “yes'
nip_scalingmethod: “gradient-based'
nlp_scalingmax_gradient: 100
nlp_scalingmin_value: 108
linear_solver: "'mumps'’

For slice-selective optimizations, the baseline active-set settings are listed below.
" Maxlterations: 1000 (Tailored), 2500 (Universal)
" MaxOptTime: 180 seconds (Tailored), 30 hours (Universal)
" RelLineSrchBnd: 25 10 4

For slice-selective optimizations, the baseline IPOPT settings are listed below.
" max.ter: 1000 (Tailored), 2500 (Universal)

max wall_time: 180 seconds (Tailored), 30 hours (Universal)

mu_strategy: "adaptive'

mu_min: 10

mu_max: 10 °

adaptive_mu_globalization: “kkt-error'

" tol: 10 ©

constr.viol_tol: 10 ©

" dual.inf_tol: 10 ©

complLinf_tol: 10 ©

"~ bound.push: 104

" boundfrac: 10 4

bound.relax factor: 10 4

alphafor_y: "safer-min-dual-infeas'

alphamin_frac: 5 10 3

max_soc: 10

recalcy: ‘yes'

recalcy_feastol: 10 ©

least squareinit _duals: ‘yes'

nlp_scalingmethod: "gradient-based'

nlp_scalingmax_gradient: 100

nlp_scalingmin_value: 108

linear_solver: "'mumps'

3.9: Results

We begin by presenting results for the non-selective excitations, both universal and tailored,
followed by results for the slice-selective excitations. Results are typically shown in three
forms.
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Non-Selective Pulse Design: Summary of Figures and Tables
Label \ Description
Universal Pulse Design

Fig. C.1 | Optimization trajectory for universal non-selective pulses initialized with a kT-point pulse
and optimized in the kT-point basis.

Fig. C.2 | Optimization trajectory for universal non-selective pulses initialized with a kT-point pulse
and optimized in the Chebyshev basis.

Fig. C.3 | Optimization trajectory for universal non-selective pulses initialized with a SPINS pulse and
optimized in the SPINS basis.

Fig. C.4 | Optimization trajectory for universal non-selective pulses initialized with a SPINS pulse and
optimized in the Chebyshev basis.

Tab. 3.2 | Table comparing train and test NRMSE and optimization times for universal non-selective
pulses initialized with a kT-point pulse.

Tab. 3.3 | Table comparing train and test NRMSE and optimization times for universal non-selective
pulses initialized with a SPINS pulse.

Tailored Pulse Design

Fig. C.5 | Optimization trajectory for tailored non-selective pulses initialized with a universal pulse
(from kT-point initialization) and optimized in the kT-point basis across individuals.

Fig. C.6 | Optimization trajectory for tailored non-selective pulses initialized with a universal pulse
(from KT-point initialization) and optimized in the Chebyshev basis across individuals.
Fig. C.7 | Optimization trajectory for tailored non-selective pulses initialized with a universal pulse
(from SPINS pulse initialization) and optimized in the SPINS basis across individuals.
Fig. C.8 | Optimization trajectory for tailored non-selective pulses initialized with a universal pulse
(from SPINS pulse initialization) and optimized in the Chebyshev basis across individuals.
Tab. 3.4 | Table comparing test NRMSE and optimization times for tailored non-selective pulses
initialized from a kT-point-based universal pulse.

Tab. 3.5 | Table comparing test NRMSE and optimization times for tailored non-selective pulses
initialized from a SPINS-based universal pulse.

Table 3.1: Summary of gures and tables related to non-selective RF pulse design. Universal
pulses were initialized using either a kT-point or SPINS pulse and optimized in various bases.
Tailored pulses used the resulting universal pulse as a starting point and were re-optimized
for each individual. Figures present optimization trajectories, while tables summarize per-
formance metrics including NRMSE and optimization time.

The rst form is a convergence plot (e.g., Figure 3.1), which compares the performance
of two di erent basis sets optimized using two di erent solvers. In all plots, red and pink
curves represent the performance of the piecewise-constant basis (possibly with an RF band-
width constraint), while blue and light blue curves represent an alternative basis set (e.g.,
Chebyshev polynomials, Fourier series, or piecewise-continuous polynomials). The vertical
axis indicates the value of the objective function, and the horizontal axis represents the cu-
mulative optimization time. For universal pulses, where a single optimization is performed,
results are shown as scatter plots. For tailored pulses, which are optimized individually across
subjects in a test database, convergence plots show the mean trajectory interpolated over
the database, with shaded regions indicating the standard error of the mean. All plots were
processed using a cumulative minimum operation to highlight the best achieved optimization
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Figure 3.1. Optimization convergence of universal non-selective 9@xcitation and 180
inversion pulse. The horizontal axis denotes the optimization time, and the vertical axis
represents the objective function value (Equation 3.92). With a kT-point, STA angle initial-
ization, universal non-selective pulses were optimized with both a piecewise-constant basis
set and with a Chebyshev basis set. Optimizations were performed with both an active-set
and interior-point solver.

results. Points with constraint violations exceeding 5% were excluded.

The second form is ip angle maps (e.g., Figure 3.107), which show the simulated ip
angle (in degrees) in both an axial and a central sagittal slice. The brain ROI is outlined in
black. Each brain corresponds to a di erent subject from either the training or test database.

For slice-selective pulses, results are also shown in a third form: the through-slice ip
angle and phase distribution (e.g., Figure 3.8). For each subject, the ip angle pro le and
the phase in the transverse planexy-plane) are plotted at several X;y) locations within
the brain ROI. These plots are used to evaluate the phase consistency across a given slice.
In-plane phase variations are less critical as long as the phase varies slowly within a voxel.
However, the through-plane phase pro le plays a key role in determining whether signal
dropout will occur in the resulting image due to destructive interference along the slice
direction.

3.9.1: Non-Selective Pulses

Table 3.1 shows a summary of the results for the non-selective optimizations, both universal
and tailored. Figures C.1-C.4 demonstrate the convergence of universal pulse optimizations
employing di erent basis sets and di erent small-tip angle initializations. Tables 3.2 and 3.3
detailed the quantitative results of the di erent universal pulses that were optimized with
the di erent basis sets.

For the sake of brevity, many of the convergence plots are deferred to Appendix C, but
we choose to highlight a few results in this section that are illustrative of the power of
using a Chebyshev basis for optimization, as compared to the piecewise-constant basis set.
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Figure 3.2: Flip angle maps for universal non-selective 9Cexcitation and 180 inversion
pulse. The simulated ip angle maps from the resulting optimized universal pulse. The brain
ROI is outlined in black and denotes the region over which the optimization was performed.
The top row shows the resulting ip angle distribution across the test database of the pulses
optimized with the piecewise-constant interior-point method, and the bottom rows shows
the resulting ip angle distribution of the pulses optimized with the Chebyshev active-set
method.

Speci cally, we choose to show the performance of 98xcitations and 180 inversions with
original pulses initialized by the kT-points method.

Figure 3.1 demonstrates the convergence of both a universal non-selective &itation
and a 180 inversion pulse. For the 90excitation, the Chebyshev active-set method achieved
a nal objective function value of 0.0591 in 450.5 seconds, whereas the piecewise-constant
interior-point method achieved a nal objective function value of 0.0591 in 395.0 seconds. For
the 180 inversion, the Chebyshev active-set method achieved a nal objective function value
of 0.0587 in 754.0 seconds, whereas the piecewise-constant interior-point method achieved a
nal objective function value of 0.0712 in 758.5 seconds. Figure 3.2 shows the corresponding
ip angle maps of the test database. For the Chebyshev active-set method, the train and test
ip angle NRMSEs were 581 0:95% and 587 0:95%, respectively, for the 90excitation
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Figure 3.3: Optimized waveforms for universal non-selective 9@xcitation and 180 inver-
sion pulses initialized by a kT-points pulse. For each panel, the top rows shows the magnitude
of the RF pulse, and the shades of green denote distinct RF channels. The second row de-
notes the phase of the RF pulse, and the shades of red denote distinct RF channels. The
last panel shows the optimized gradient waveforms. Waveforms are shown in the discretized
version that exempli es the rotation matrix hard pulse simulation approach. The top row
shows the resulting pulses optimized with the piecewise-constant interior-point method, and
the bottom rows shows the resulting pulses optimized with the Chebyshev active-set method.

and 717 1:.00% and 715 0:91%, respectively, for the 180inversion. Similarly, for
the piecewise-constant interior-point method, the train and test ip angle NRMSEs were
5:80 1:01% and 589 0:96%, respectively, for the 90 excitation and 7230 1:06% and
7:33  0:99%, respectively, for the 180inversion. Figure 3.3 shows the waveforms for the
90 and 180 universal non-selective pulses.

Figures C.6-C.8 demonstrate the convergence of tailored pulse optimizations employing
di erent basis sets and small-tip angle initializations following inital universal pulse opti-
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