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ABSTRACT

In 2021, DeepMind’s AlphaFold2 revolutionized single-chain protein structure prediction
achieving atomic accuracy, solving a longstanding challenge in biology. However, understand-
ing biomolecular interactions, a critical problem for advancing drug discovery and biological
research, remained unsolved. This thesis presents our research to redefine the machine learning
approach to this problem, modeling structures with a new generative paradigm and tailoring
the neural architectures and learning tasks to the specific challenges that arose. These ideas
combined with significant engineering efforts led us to develop a class of open-source models
from DiffDock to the recent Boltz-1. These have significantly pushed our ability to understand
biomolecular interactions, they have been widely adopted in industry and academia to help
with drug development and protein design and they have opened the door to new research
paradigms to push biological research further.
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Chapter 1

Introduction

In the spring of 2021, just as | was about to begin my Ph.D., DeepMind publicly released
AlphaFold2 a groundbreaking deep learning model capable of predicting protein structures
with atomic accuracy across a vast array of naturally occurring sequences. This achievement
signi cantly improved protein structure prediction, one of the most studied problems in
science, reshaping the landscape of biological research. Its signi cance was underscored by
the Nobel Prize awarded just three years later. While AlphaFold2 represented a watershed
moment for computational biology, it also highlighted a critical next frontier: the need to
understand and predict how biomolecules interact with one another in complex biological
systems.

1.1 The Problem and Its Importance

Understanding the structure of individual protein chains is important. However, complex
biological processes and therapeutic interventions depend not on individual proteins but on
precise interactions among multiple biomolecules, such as proteins, DNA, RNA, or small
chemical compounds. The ability to accurately model biomolecular interactions stands as one
of the most consequential challenges in modern science, with implications spanning multiple
disciplines and applications.

In pharmaceutical research, the ability to predict how drug candidates bind to target
proteins can dramatically improve and accelerate the drug discovery process. Traditional
approaches to target-based drug discovery often require years of experimental testing and
re nement and are typically only able to optimize the a nity of the molecule with the target.
Accurate computational models of protein-ligand interactions can enable the virtual screening
of millions of compounds and directly optimize the candidate's selectivity to the specic
target over similar proteins. This could not only reduce both the time and resources required
to obtain lead compounds but also signi cantly improve their e cacy. Modeling biomolecular
interactions also plays a crucial role in predicting potential toxicity of compounds. By
understanding how chemicals might interact with o -target proteins in the human body or in
other organisms, we can better predict adverse e ects and design safer compounds from the
outset.

Beyond drug discovery, precise modeling of biomolecular interactions enables rational
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protein design creating novel proteins with speci ¢ functions or enhancing existing ones.
Applications include creating novel biosensors, developing enzymes for industrial catalysis and
environmental sustainability, and engineering therapeutic proteins with improved properties.

At a more fundamental level, modeling biomolecular interactions provides insights into the
molecular basis of life itself. Cellular processes, from signal transduction to gene regulation,
depend on speci ¢ molecular recognition events. Accurate computational models can reveal
how mutations a ect these interactions, helping explain disease mechanisms and identify
potential therapeutic strategies.

Given these wide-ranging applications, it became clear as | embarked on my Ph.D. that
modeling biomolecular interactions was a critical problem that machine learning had the
opportunity to revolutionize. A central piece to this challenge is (blind) molecular docking,
the prediction of how small molecules bind to proteins. This task is particularly di cult due
to the diversity and lack of evolutionary signals available for small molecules, yet it plays a
critical role in drug discovery pipelines and related elds. Providing a satisfactory solution to
the molecular docking problem thus became the goal of my Ph.D.

1.2 The Generative Approach

Directly applying the techniques from AlphaFold2 to molecular docking was soon proved
largely ine ective. We hypothesized that the uncertainty inherent in the multimodal distribu-
tions of molecular interactions, coupled with the lack of evolutionary signal, demanded a shift
from AlphaFold2's regression-based paradigm to a generative modeling approach. However,
even on the simpler task of molecular conformer generation, the prediction of the structure
of a single small molecule, existing generative models were not providing clear improvements
over traditional methods. We decided to tackle that problem rst.

Although di usion models were gaining traction in the image generation eld, their rst
applications to model molecular structures resulted in models that were inaccurate and
computationally expensive. In our previous work on image generation, we demonstrated the
bene ts of speed and accuracy from reducing the space of generation. However, there are
no clear Euclidean subspaces where one can model conformer generation to a su cient level
of precision. On the contrary, torsion angles are a very e ective low-dimensional manifold
to model molecules exibility, but models trained on internal coordinates do not generalize
well to unseen molecules. To overcome these challenges, we developed the idea of Intrinsic
Di usion models that learn a distribution over low-dimensional internal degrees of freedom
(intrinsic space) while operating on generalizable Euclidean coordinates (extrinsic space).

This idea paved the way for us to develop rst Torsional Di usion (Chapter 3), the rst
deep learning model to outperform traditional methods for molecular conformer generation,
and later Di Dock (Chapter 4), the rst deep learning model to outperform many traditional
docking pipelines in blind docking on standard benchmarks that largely focused on well-
studied protein classes. Even now, more than two years after their release, Di Dock and
Torsional Di usion remain widely used models in academia and industry and a critical
component of many drug discovery pipelines.

Despite this fast initial progress, several fundamental challenges in molecular docking
persisted. First, the models still struggled when tasked to predict docking on completely
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unseen protein domains. By training on both real and synthetic data and leveraging con dence
models for supervision, we demonstrated substantial improvements in generalization without
altering the underlying model. Second, accurately predicting poses in many settings required
accounting for protein conformational changes. To address this, we developed a novel
unbalanced measure transport modeling framework that can trade o sample e ciency with
approximation accuracy. Third, while the geometric accuracy of generated poses was high,
many lacked physical plausibility. To resolve this, we introduced new potentials that served as
loss functions, signi cantly improving the physical properties of the predicted poses. Chapter
5 presents our work on the generalization challenge, while Chapter 6 describes the new
framework we used to tackle the protein exibility and physical plausibility challenges.

1.3 Scaling to Boltz-1 and Future Directions

Our research also highlighted the bene ts of scaling and unifying molecular structure prediction
tasks within a single model. These were further evidenced by the release of AlphaFold3, which
adopted a generative modeling paradigm to set a new state-of-the-art in molecular docking
and extend structural predictions to arbitrary biomolecular complexes. However, AlphaFold3
was not made publicly available, leaving most biologists unable to access state-of-the-art
predictions and the machine learning eld unable to build on top of it.

To bridge this gap, we undertook the task of replicating DeepMind's model. Through
experimentation, we also introduced several improvements to the original design, particularly
in the con dence model, and scaled training to a size similar to AlphaFold3. This e ort
resulted in Boltz-1 (Chapter 7), the rst fully open-source model to achieve a performance
comparable to AlphaFold3 across multiple benchmarks. By open-sourcing our code, data, and
ndings, Boltz-1 has been widely adopted by the structural biology community, in uencing
applications in drug development and protein design.

Building on these foundations, we explored techniques inspired by advancements in natural
language processing, such as inference-time modi cations and ne-tuning of large models.
For instance, we demonstrated how search and steering through inference-time potentials
could enhance important properties like physical plausibility and sample diversity (Chapter
8).

This thesis concludes by re ecting on signi cant advancements made over the past three
years in modeling biomolecular interactions, highlighting foundational ideas that continue
to underpin current state-of-the-art models and transitional approaches crucial for earlier
development phases. | emphasize the ongoing evolution toward achieving experimental-level
accuracy in diverse biochemical assays, beyond mere structural prediction, which | anticipate
to revolutionize computational biology and rede ne biological research work ows. These
advancements promise profound implications for scienti ¢ discovery, medical innovation, and
sustainable biotechnology.
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1.4 Summary of Contributions

Below is a general summary of the di erent chapters in this thesis and a high-level description
of their contributions. Each chapter includes at its end aAuthorship Notes section that
contains a description of the di erent contributions of the authors involved as well as the
context in which the work came to light.

Chapter 2 describes the scienti ¢ and historical context that this thesis comes into. In
particular, we highlight the signi cance of contributions like the Protein Data Bank and
AlphaFold2 to the eld, as well as the diversity in approaches that were adopted for structure
prediction tasks across di erent biomolecular complex types: single protein chains (protein
folding), single small-molecules (molecular conformer generation) and protein small-molecule
complexes (molecular docking).

Part Il is dedicated to the initial motivation to develop new generative models for
biomolecular structure prediction and the initial general framework we developed.

In Chapter 3 , we propose a new approach to molecular conformer generation by modeling
di usion on the hypertorus, acting only on torsion angles while xing other molecular degrees
of freedom. We introduce an extrinsic-to-intrinsic score model using SE(3)-equivariant
networks to predict torsional scores directly from 3D structures. Our method achieves state-
of-the-art results on GEOM-DRUGS, outperforming OMEGA and prior di usion models
with far fewer denoising steps. We also develop torsional Boltzmann generators the rst
di usion-based Boltzmann generators capable of generalizing across molecules and training
directly on energy functions.

In Chapter 4 , we reformulate molecular docking as a generative modeling task and
introduce Di Dock, a di usion model over ligand poses that captures translation, rotation, and
torsion degrees of freedom. We map the docking space to a structured manifold to e ciently
train our model and add a con dence scoring module to select high-quality predictions. Our
method achieves 38% top-1 accuracy with RMSD under 2A on the PDBBInd blind docking
benchmark outperforming both prior deep learning and search-based methods while being
often faster. We also show strong generalization to computationally predicted protein
structures, where prior methods failed.

Part 11l contains the follow-up work we did to overcome the di erent speci c challenges
that were still limiting the applicability of Di Dock.

In Chapter 5 , we introduce DockGen, a new benchmark designed to assess docking
model generalization across diverse protein domains. Using DockGen, we show that prior
ML methods, including Di Dock, struggled with unseen binding pockets and analyze how
scaling model and data size improve generalization. We also develop Di Dock-L through
scaling and synthetic training data, improving performance from 7.1% to 22.6%. To push
generalization further, we propose Con dence Bootstrapping, a self-training method that
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iteratively ne-tunes the di usion model using its own con dence scores. Applying this
technique to unseen protein families we demonstrate it is able to often boost the accuracy of
the underlying model.

In Chapter 6 , we address protein exibility in docking by introducing Unbalanced Flow
Matching, a new framework for learning e cient transport between unbound and bound
protein structures. We use this to develop FlexDock, a exible docking method that chains
manifold docking and relaxation ows to capture structural changes and generate realistic
poses. On the PDBBIind benchmark, FlexDock improves accurate protein prediction from
32% to 42% and passes PoseBusters checks in 73% of cases, compared to 30% for prior
methods.

Part IV describes a new class of biomolecular structure prediction models that thanks to
orders of magnitude of scaling of data and compute resources, enabled a simpli ed generative
modeling framework and unprecedented accuracy and applicability.

In Chapter 7 , we present Boltz-1, the rst fully open-source and commercially usable
model to match AlphaFold3's reported accuracy on biomolecular interactions. While adopting
the overall framework of AlphaFold3, we introduce several innovations, including improved
MSA pairing, pocket conditioning, architecture changes, and a redesigned con dence model.
Motivated by the limited accessibility of AlphaFold3, we release all components of Boltz-
1 including training code, inference pipelines, weights, datasets, and benchmarks under an
MIT license. Boltz-1 enables the community to explore, validate, and extend state-of-the-art
structure prediction methods freely and reliably.

Finally, Part V is dedicated to the growing research trend of inference-time steering
methods to improve and control large pretrained generative models.

In Chapter 8 , we introduce Particle Guidance, a general framework for improving the
diversity and representativeness of nite samples from di usion models. Unlike traditional
1.1.D. sampling, our approach uses a time-evolving potential to guide sample generation and
better approximate the underlying distribution. We propose both xed and learned potential
strategies and provide theoretical insights on the resulting joint distributions. Applied to
text-to-image and molecular conformer generation tasks, Particle Guidance improves sample
diversity and accuracy, reducing conformer prediction errors by up to 19% in precision and
8% in coverage. Our work opens the door to more e cient and informative sampling with
generative models.

In conclusion Chapter 9 ), | re ect on the rapid transformation the eld of biomolecular
modeling has undergone over the past three years. Looking forward, | argue that the
next frontier lies in building models that can predict functional biochemical outcomes with
experimental-level precision. Ultimately, | envision a new era of biology shaped by predictive,
in-silico experimentation, enabling faster discovery, deeper insight, and greater creativity in
molecular design.

21



22



Chapter 2

Background

2.1 Biomolecular Interactions

Molecular interactions are fundamental to all biological processes. Virtually every function in
a living cell is mediated by molecules recognizing and binding to one another, whether it is
an enzyme binding its substrate, a hormone binding its receptor, or two proteins assembling
into a larger complex. These interactions underlie cellular signaling pathways, metabolic
networks, and the structural organization of the cell [Petsko and Yates Ill, 2011]. A better
understanding of molecular interactions is therefore critical for deciphering biology at the
molecular level.

Molecular interactions are also the key to modern therapeutic design. Most drugs exert
their e ects by binding to speci ¢ biomolecular targets (such as proteins or nucleic acids)
and modulating their activity. Drug discovery often focuses on identifying compounds that

t a target site through a set of favorable non-covalent interactions (hydrogen bonds,
hydrophobic contacts, electrostatic attractions, etc.). In structure-based drug design, the goal
is to optimize these ligand target contacts to achieve high potency and selectivity [Bissantz
et al., 2010]. In other words, e ective therapeutics must form the right interactions with
the right targets. The ability to predict and design such interactions in silico can greatly
accelerate the development of new medications. For this reason, computational modeling
of biomolecular interactions the focus of this thesis has enormous importance in both
understanding biology and designing new therapeutics.

2.2 Structural Biology

Our understanding of molecular interactions has been revolutionized by structural biology,
the eld devoted to studying the three-dimensional structures of biological macromolecules.
Knowing the 3D structure of a protein or other biomolecule allows us to hypothesize how it
interacts with partners and performs its function. The eld began in the mid-20th century:
the double-helix structure of DNA was solved in 1953 [Watson and Crick, 1953], and by the
late 1950s the rst atomic-resolution protein structures (myoglobin and hemoglobin) had
been determined [Kendrew et al., 1958]. These early breakthroughs, achieved through X-ray
crystallography, marked the birth of structural biology as a discipline.
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Over the subsequent decades, structural biology expanded rapidly with improvements
in experimental techniques. X-ray crystallography became a workhorse method, enabling
the determination of increasingly more complex structures and at higher resolution. Nuclear
magnetic resonance (NMR) spectroscopy emerged in the 1980s as a complementary technique
capable of solving smaller proteins in solution. More recently, cryo-electron microscopy (cryo-
EM) has experienced a resolution revolution , allowing near-atomic structure determination
for large complexes that are di cult to crystallize. These advances in structure elucidation
have built a foundation for understanding how molecular interactions occur at an atomic
level.

A crucial development in the history of structural biology was the establishment of the
Protein Data Bank (PDB), the central repository for 3D biomolecular structures. The PDB
was founded in 1971 as the rst open-access digital data resource in biology [Bank, 1971],
initially archiving a mere seven protein crystal structures. Over the years, the PDB has
grown vastly. Today, it houses over 200,000 experimentally determined structures of proteins,
nucleic acids, and their complexes, contributed by scientists worldwide. Modern deep learning
approaches to predict biomolecular structures rely heavily on the wealth of experimental
structures in the PDB as a learning dataset.

In the following sections, | will introduce the history and importance of three fundamental
problems in our structural understanding of biomolecules: protein folding (Section 2.3), the
prediction of the 3D structure of a single amino acid chain, molecular conformer generation
(Section 2.4), the prediction of the di erent possible conformations that a small molecule can
take in 3D space, and molecular docking (Section 2.5), the prediction of how proteins and
small molecules bind to one another. Despite their close relations, these problems had before
been modelled with di erent and bespoke techniques, however, over the course of my PhD,
through the contributions of others in the eld and myself, they have largely been uni ed
under a single generative modeling framework.

2.3 Protein Folding

One of the most prominent problems in structural biology is protein folding understanding
how a protein's amino acid sequence dictates its three-dimensional structure. Proteins are
synthesized as linear chains of amino acids, but they spontaneously fold into specic 3D
conformations that enable their biological function. The folded structure is stabilized by a
myriad of intra-molecular interactions: hydrogen bonds, hydrophobic packing, salt bridges,
van der Waals contacts, and so on. Correct folding is critical, misfolded proteins often fail to
function properly and can form harmful aggregates. Alzheimer's disease is believed to be
caused by improperly folded proteins, such as beta-amyloid and tau, which aggregate into
toxic plaques and neuro brillary tangles, disrupting neuron function and causing brain cell
death Bloom [2014].

Protein folding has been a grand challenge in computational biology for decades [Dill
et al., 2008]. Christian An nsen famously hypothesized in the 1970s that all the information
needed to determine the native structure is encoded in the amino acid sequence itself [An nsen,
1973]. An nsen's experiments showed that a denatured enzyme could refold in vitro to regain
its correct structure and activity, implying that the native conformation represents the
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thermodynamically stable state for a given sequence (under physiological conditions). This
principle established that protein folding is, typically, only determined by the sequence and

the laws of physics, not requiring any guide beyond the proper solution conditions. It

inspired con dence that, at least in principle, one should be able to predict a protein's

structure from its sequence alone.

However, the complexity of protein folding makes the prediction task enormously challeng-
ing. A thought experiment by Cyrus Levinthal in 1968 highlighted the complexity: a protein
could theoretically adopt an astronomically large number of conformations, yet in reality,
proteins typically fold within milliseconds of their translation from the ribosome [Levinthal,
1968]. Levinthal calculated that brute-force enumeration of all possible conformations (on the
order of 10°% for a typical protein) would take longer than the age of the universe. This dis-
crepancy, known as Levinthal's paradox, suggests that proteins do not sample conformations
randomly; instead, the folding process must be biased toward e cient pathways. Modern
theories describe the folding process as navigating an energy landscape shaped like a funnel
wide at the unfolded end (many possibilities) and narrowing toward the native state (the
low-energy minimum).

Given the biological importance of protein folding, predicting protein structure from
sequence has long been a central goal in computational biology. Prior to the recent advent of
deep learning methods, researchers pursued two main strategies:

~ Physics-based simulations: Early approaches attempted to simulate the folding process
using molecular dynamics (MD) or Monte Carlo simulations with physics-based force
elds. In principle, if one could accurately model all atomic forces and run the simulation
long enough, the protein should settle into its lowest-energy structure. In practice, this
is extremely computationally demanding, and only relatively small proteins (or short
timescales) were accessible. Specialized supercomputers and distributed computing
projects (like D.E. Shaw's Anton or Folding@Home) pushed the boundaries by simulating
folding trajectories, but routine de novo folding via MD remains out of reach for most
proteins due to the vast timescales involved.

Knowledge-based modeling: Other methods leveraged the fact that many proteins share
similar structural motifs or folds. Comparative (homology) modeling uses a known
structure of a homologous protein as a template to model the structure of a new but
related sequence. This was successful when close homologs existed but could not predict
novel folds. Fragment assembly approaches like Rosetta [Rohl et al., 2004] used pieces
of known protein structures to systematically build a plausible structure for a new
sequence, searching for low-energy arrangements. These methods had notable successes
in folding small proteins and became state-of-the-art in the 2000s for ab initio structure
prediction in cases where templates were unavailable.

To catalyze progress and objectively assess methods, the community established the
Critical Assessment of Structure Prediction (CASP) experiment in 1994 [Defay and Cohen,
1995]. CASP is a biennial blind challenge where researchers attempt to predict the structures
of proteins that have been experimentally solved but not yet published. The predictions are
compared to the true structures once released, providing a rigorous evaluation of current
techniques. For many years, progress in CASP was incremental homology modeling usually

25



outperformed novel methods, and truly accurate ab initio prediction for proteins of moderate
size was largely elusive.

In the last few years, the protein folding eld has undergone a dramatic transformation
thanks to deep learning. The breakthrough came when DeepMind's AlphaFold system
achieved unprecedented accuracy in CASP competitions. AlphaFold's rst version [Senior
et al., 2020] (CASP13 in 2018 [Kryshtafovych et al., 2019]) introduced a novel approach of
predicting inter-residue distances with a deep neural network and then constructing structures,
outperforming other methods by a signi cant margin. In 2020, AlphaFold2 [Jumper et al.,
2021] was unveiled in CASP14 [Necci et al., 2021] and e ectively solved the protein folding
problem for many single-chain targets. It achieved a median Global Distance Test (GDT)
score of 92.4 (out of 100) across all test proteins, corresponding to 1.6 A root-mean-square
deviation (RMSD) on average essentially rivaling experimental accuracy for most domains.

AlphaFold2 uses an attention-based neural network that operates on the multiple sequence
alignment (MSA) of the protein residues and the pairwise interactions between these residues.
This combines two key insights. Firstly, it leverages the evolutionary signal from many related
sequences, enabled by the rise in sequencing data, to infer key relations between amino
acids that coevolve [Morcos et al., 2011]. Secondly, it has a very e ective inductive bias
and representational capacity by operating on the pairwise representation layer with axial
attention operations to re ne the initial signal from evolutions to build implicit probabilistic
3D structure representations.

The impact of AlphaFold2 has been profound: hundreds of thousands of protein structures
that were previously unknown have now been predicted and made available (e.g., the AlphaFold
Protein Structure Database [Varadi et al., 2022] provides models for essentially all human
proteins and many other organisms). Researchers can now obtain structural models for
proteins of interest within minutes, which greatly accelerates downstream studies of their
functions. This impact was recognized with a Nobel Prize just over three years later in
2024. However, challenges remain in modeling protein dynamics or alternate conformations,
disordered regions, and sequences with little or none evolutionary signal but the core
problem of single-chain structure prediction is largely considered solved for routine cases.

2.4 Molecular Conformer Generation

Small molecules are often exible and can adopt multiple di erent conformations. Molec-
ular conformer generation is the task of enumerating the likely three-dimensional shapes
(conformers) that a given molecule can take. A single molecule has an ensemble of di erent
conformers that interconvert with di erent probabilities depending on the environment's
conditions. For instance, a small molecule drug might have certain low-energy conformers
that t well into an enzyme's active site and other conformers that do not. To accurately
model interactions, one must consider the relevant conformations of the molecules involved.

Traditionally, conformer generation has relied on methods grounded in classical mechanics
and heuristic search. The goal is to sample conformational space in a way that nds low-energy
minima on the molecule's potential energy surface:

~ One common approach is distance geometry combined with energy minimization. In
this approach, random distance matrices consistent with the molecule's bond lengths
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and angles are generated (often using the Metropolis algorithm [Metropolis et al., 1953]),
then these random 3D coordinates are re ned. The popular open-source RDKit library
implements this strategy in its ETKDG (Enhanced Torsional Knowledge Distance
Geometry) method [Riniker and Landrum, 2015], which uses distance geometry to
propose structures and then applies knowledge-based torsion angle preferences and a
force eld re nement. This yields a set of diverse conformers that satisfy geometric
constraints and have reasonable strain.

Another approach is a systematic or stochastic search of dihedral angles. Here, the
molecule's rotatable bonds are varied (either systematically in increments or via random
perturbations) to explore di erent conformations. Methods may prune high-energy
structures on the y using simpli ed scoring. Incremental construction algorithms build

a molecule fragment by fragment, placing rotatable bonds in favorable orientations
using libraries of allowed torsions.

Knowledge-based rules and libraries of preferred substructure geometries can greatly
improve e ciency. For example, the commercial softwvare OMEGA [Hawkins et al.,
2010] from OpenEye uses a library of ring conformations and torsion rules to rapidly
construct energetically reasonable conformers, and is known for its speed and reliability
in generating bioactive-like conformations. Similarly, RDKit's ETKDG incorporates
experimental torsional angle distributions to bias the search toward likely conformations.
These methods can generate tens to hundreds of conformers per molecule and then
rank or lter them by energy or diversity.

Overall, traditional conformer generators strive to balance thoroughness and speed. They
often generate an initial pool of conformers (e.g. up to a few hundred) and then prune or
cluster them. Force eld minimization (using molecular mechanics force elds like MMFF
[Halgren, 1996] or UFF [Rappé et al., 1992]) is typically applied to relax structures and ensure
they correspond to local energy minima. The outcome is a set of low-energy conformers that,
ideally, covers all distinct shapes within a certain energy window of the global minimum.

2.5 Molecular Docking

Given a protein target (the receptor) and a small molecule (the ligand), molecular docking is
the computational technique that predicts how the ligand might bind to the target. Docking
can identify where on the target the compound is likely to bind (the binding pocket), how

it might orient in the binding pocket of a target (the binding pose) and which interactions
(hydrogen bonds, hydrophobic contacts, etc.) are formed. These poses can then be used to
predict binding free energy (e.g. through binding free-energy perturbation methods) and
they guide medicinal chemists in selecting and optimizing drug candidates.

Molecular docking as a computational discipline dates back to the 1980s, with early algo-
rithms like DOCK [Kuntz et al., 1982] and later AutoDock [Goodsell and Olson, 1990] laying
the groundwork. Over time, numerous docking programs have been developed (AutoDock
Vina [Trott and Olson, 2010], Glide [Halgren et al., 2004], GOLD [Verdonk et al., 2003], to
name a few), but they all share two fundamental components:
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~ Search algorithm: The program must explore the conformational and orientational space
of the ligand relative to the protein's binding site. This involves varying the ligand's
position, orientation (rotation), and internal conformation (typically its rotatable bond
angles). Early methods like DOCK used geometric shape complementarity matching
(tting ligand atoms into pocket regions). Others use stochastic approaches such as
genetic algorithms (as in AutoDock) or Monte Carlo sampling to generate candidate
poses. The ligand's exible degrees of freedom are typically sampled and sometimes
the protein side chains in the pocket are allowed limited exibility as well. The goal is
to produce a large number of plausible binding modes (poses) for the ligand in the site.

Scoring function: For each candidate pose, a scoring function evaluates how favorable
the interaction is. Classical scoring functions can be physics-based (summing van
der Waals, electrostatic, and hydrogen-bonding terms with a penalty for clashes) or
empirical (a weighted sum of terms calibrated to reproduce known binding a nities) or
knowledge-based (derived from statistical preferences observed in known complexes).
The docking program ranks the poses by score and predicts the top-ranked pose as the
likely binding mode.

Docking is often visualized as a two-step process: generate many poses, then score them.
In practice, the search and scoring steps may be interleaved (e.g., a genetic algorithm uses
the score as a tness function to evolve better binding poses over generations). The output is
typically the best-scoring pose(s) and its associated score(s).

Classical docking tools have enabled many success stories in drug discovery, including the
identi cation of novel inhibitors by virtual screening. They have also revealed limitations:
scoring functions can have false positives/negatives, and the rigid receptor assumption
(treating the protein as xed) can cause correct poses to be missed if the protein would have
to adjust to accommodate the ligand (induced t). To address this, protocols like induced- t
docking or ensemble docking (docking into multiple receptor conformations) are used, albeit
with increased computational cost and relatively limited success.

2.6 Diusion Models

At the start of my Ph.D., di usion models as a generative modeling technique were gaining
signi cant traction in the image generation eld thanks to works like Song et al. [2021b] that
had shown it was possible to bring them to an accuracy on par with the best GANs, that had
in previous dominated the benchmarks, and that had highlighted their controllability. Even
though, to the best of my knowledge, there had not yet been any applications of di usion
models in the biomolecular interaction modeling space we opted for this class of models
because of their iterative re nement framework that appeared well suited to model physical
interaction between atoms and their invariances. Thanks to the success we had with them in
the rst projects, we continued to build on top of the same framework for all the projects
within this thesis (with the addition of a ow modeling-based component in Chapter 6) and
many other works in the eld started adopting them.
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Consider the data distribution as the starting distribution pg(x) of a forward di usion
processdescribed by an Ito stochastic di erential equation (SDE):

dx = f(x;t) dt+ g(t) dw; t2 (0;T) (2.1)

wherew is the Wiener process andi(x;t); g(t) are chosen functions. With su ciently large
T, the distribution pr(x) the prior approaches a simple Gaussian. Sampling from the
prior and solving thereverse di usion

dx = f(x;;t)  g?(t)r «logp(x) dt+ g(t) av (2.2)

yields samples from the data distributionpg(x) [Anderson, 1982, Song et al., 2021b]. Di usion
generative models [Ho et al., 2020, Song et al., 2021b] learn the saogdogp;(x) of the
di used data with a neural network and generate data by approximately solving the reverse
di usion. The score of the di used data also de nes gorobability ow ODE a continuous
normalizing ow that deterministically transforms the prior into the data distribution [Song
et al., 2021b].

Di usion generative models have traditionally been used to model data on Euclidean
spaces; however, concurrently to when we started working on Torsional Di usion (Chapter
3), De Bortoli et al. [2022] showed that the theoretical framework holds with relatively few
modi cations for data distributions on compact Riemannian manifolds. The hypertorug™,
which we use to de ne torsional di usion, is a speci ¢ case of such a manifold and Torsional
Di usion was, to the best of our knowledge, the rst successful real-world application of
di usion models on Riemannian spaces.

Several methods [Salimans and Ho, 2022, Vahdat et al., 2021, Nichol and Dhariwal, 2021]
have been proposed to improve and accelerate di usion models in the domain of image
generation. Among these, the most relevant to this thesis is our work aubspace di usion
(Appendix A), in which the di usion is progressively restricted to linear subspaces. Through
this idea, Subspace Di usion allowed us to reduce the runtime of state-of-the-art image
generation models while marginally improving their accuracy. Subspace Di usion was an
important rst step for us to develop the idea of Torsional Di usion, where, e ectively, we
restrict Euclidean di usion to a nonlinear manifold given by xing the non-torsional degrees
of freedom.
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Chapter 3

Torsional Di usion for Molecular
Conformer Generation

3.1 Introduction

Many properties of a molecule are determined by the set of low-energy structures, called
conformers that it adopts in 3D space. Conformer generation is therefore a fundamental
problem in computational chemistry [Hawkins, 2017] and an area of increasing attention in
machine learning. Traditional approaches to conformer generation consist of metadynamics-
based methods, which are accurate but slow [Pracht et al., 2020]; and cheminformatics-based
methods, which are fast but less accurate [Hawkins et al., 2010, Riniker and Landrum, 2015].
Thus, there is growing interest in developing deep generative models to combine high accuracy
with fast sampling.

Di usion or score-based generative models [Ho et al., 2020, Song et al., 2021b] a promising
class of generative models have been applied to conformer generation under several di erent
formulations. These have so far considered di usion processesHuaclidean space, in which
Gaussian noise is injected independently into every data coordinate either pairwise distances
in a distance matrix [Shi et al., 2021, Luo et al., 2021] or atomic coordinates in 3D [Xu et al.,
2021d]. However, these models require a large number of denoising steps and have so far
failed to outperform the best cheminformatics methods.

We instead proposeorsional di usion, in which the di usion process over conformers acts
only on the torsion angles and leaves the other degrees of freedom xed. This is possible and
e ective because the exibility of a molecule, and thus the di culty of conformer generation,
lies largely in torsional degrees of freedom [Axelrod and Gomez-Bombarelli, 2022]; in particular,
bond lengths and angles can already be determined quickly and accurately by standard
cheminformatics methods. Leveraging this insight signi cantly reduces the dimensionality
of the sample space; drug-like molecufebave, on averagen = 44 atoms, corresponding to
a 3n-dimensional Euclidean space, but onlyn = 7:9 torsion angles of rotatable bonds.

Torsion angle coordinates de ne not a Euclidean space, but rather an-dimensional
torus T™ (Figure 3.1, left). However, the dimensionality and distribution over the torus vary
between molecules and even between di erent ways of de ning the torsional space for the

1As measured from the standard dataset GEOM-DRUGS [Axelrod and Gomez-Bombarelli, 2022]
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same molecule. To resolve these di culties, we develop axtrinsic-to-intrinsic score model
(Figure 3.1, right) that takes as input a 3D point cloud representation of the conformer in
Euclidean space (extrinsic coordinates), and predicts as output a score on a torsional space
speci ¢ to that molecule(intrinsic coordinates). To do so, we consider gorsional scorefor a
bond as a geometric property of a 3D point cloud, and useE(3)-equivariant networks to
predict them directly for each bond.

Unlike prior work, our model provides exact likelihoods of generated conformers, enabling
training with the ground-truth energy function rather than samples alone. This connects
with the literature on Boltzmann generatorggenerative models which aim to sample the
Boltzmann distribution of physical systems without expensive molecular dynamics or MCMC
simulations [Noé et al., 2019, Koéhler et al., 2021]. Thus, as a variation on the torsional
di usion framework, we developtorsional Boltzmann generatorsthat can approximately
sample the conditional Boltzmann distribution for unseen molecules. This starkly contrasts
with existing Boltzmann generators, which are speci c for the chemical system on which they
are trained.

Our main contributions are:

" We formulate conformer generation in terms of di usion modeling on the hypertorus
the rst demonstration of non-Euclidean di usion on complex datasets and develop
an extrinsic-to-intrinsic score model that satis es the required symmetriesSE(3)
invariance, torsion de nition invariance, and parity equivariance.

" We obtain state-of-the-art results on the GEOM-DRUGS dataset [Axelrod and Gomez-
Bombarelli, 2022] and are the rst method to consistently outperform the established
commercial software OMEGA [Hawkins, 2017]. We do so using two orders of magnitude
fewer denoising steps than GeoDi [Xu et al., 2021d], the best Euclidean di usion
approach.

~

We propose torsional Boltzmann generators the rst Boltzmann generator based on
di usion models rather than normalizing ows and the rst to be useful for a class of
molecules rather than a speci c system.

3.2 Background

Di usion generative models Consider the data distribution as the starting distribution
pPo(Xx) of aforward di usion process described by an Ito stochastic di erential equation (SDE):

dx = f(x;t) dt+ g(t) dw; t2 (0;T) (3.2)

wherew is the Wiener process and(x;t); g(t) are chosen functions. With su ciently large
T, the distribution pr(x) the prior approaches a simple Gaussian. Sampling from the
prior and solving thereverse di usion

dx = f(x¢;t)  g?()r  logp(x) dt+ g(t) av (3.2)
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Figure 3.1: Overview of torsional di usion. Left: Extrinsic and intrinsic views of torsional
di usion (only 2 dimensions/bonds shown).Right: In a step of reverse di usion A), the
current conformer is provided as a 3D structureR) to the score model, which predicts
intrinsic torsional updates (C). The nal layer of the score model is constructed to resemble
a torque computation around each bond[d). Y refers to the spherical harmonics an¥, the
learned atomic embeddings.

yields samples from the data distributionpy(x) [Anderson, 1982, Song et al., 2021b]. Di usion,

or score-based, generative models [Ho et al., 2020, Song et al., 2021b] learn the score
r « logp:(x) of the di used data with a neural network and generate data by approximately
solving the reverse di usion. The score of the di used data also de nes probability ow

ODE a continuous normalizing ow that deterministically transforms the prior into the

data distribution [Song et al., 2021b]. We leverage the insight that, in many cases, this ow
makes it possible to use di usion models in place of normalizing ows and highlight one such
case with the torsional Boltzmann generator.

Di usion generative models have traditionally been used to model data on Euclidean
spaces (such as images); however, De Bortoli et al. [2022] recently showed that the theoretical
framework holds with relatively few modi cations for data distributions on compact Rieman-
nian manifolds. The hypertorusT™, which we use to de ne torsional di usion, is a speci c
case of such a manifold.

Several methods [Salimans and Ho, 2022, Vahdat et al., 2021, Nichol and Dhariwal, 2021]
have been proposed to improve and accelerate di usion models in the domain of image
generation. Among these, the most relevant to this chapter subspace di usion[Jing et al.,
2022a], in which the di usion is progressively restricted to linear subspaces. Torsional di usion
can be viewed in a similar spirit, as it e ectively restricts Euclidean di usion to a nonlinear
manifold given by xing the non-torsional degrees of freedom.

Molecular conformer generation The conformers of a molecule are the set of its
energetically favorable 3D structures, corresponding to local minima of the potential energy
surface? The gold standards for conformer generation are metadynamics-based methods

2Conformers are typically considered up to an energy cuto above the global minimum.
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such as CREST [Pracht et al., 2020], which explore the potential energy surface while lling
in local minima [Hawkins, 2017]. However, these require an average of 90 core-hours per
drug-like molecule [Axelrod and Gomez-Bombarelli, 2022] and are not considered suitable for
high-throughput applications. Cheminformatics methods instead leverage approximations
from chemical heuristics, rules, and databases for signi cantly faster generation [Lagorce
et al., 2009, Cole et al., 2018, Miteva et al., 2010, Bolton et al., 2011, Li et al., 2007]; while
these can readily model highly constrained degrees of freedom, they fail to capture the full
energy landscape. The most well-regarded of such methods include the commercial software
OMEGA [Hawkins et al., 2010] and the open-source RDKit ETKDG [Landrum et al., 2013,
Riniker and Landrum, 2015].

A number of machine learning methods for conformer generation has been developed [Xu
et al., 2021b,c, Shi et al., 2021, Luo et al., 2021], the most recent and advanced of which are
GeoMol [Ganea et al., 2021] and GeoDi [Xu et al., 2021d]. GeoDi is a Euclidean di usion
model that treats conformers as point cloudg 2 R3® and learns anSE(3) equivariant score.

On the other hand, GeoMol employs a graph neural network that, in a single forward pass,
predicts neighboring atomic coordinates and torsion angles from a stochastic seed.

Boltzmann generators An important problem in physics and chemistry is that of gen-
erating independent samples from a Boltzmann distributiop(x) / e EC)ZT with known

but unnormalized density’> Generative models with exact likelihoods, such as normalizing
ows, can be trained to match such densities [Noé et al., 2019] and thus provide independent
samples from an approximation of the target distribution. SuctlBoltzmann generatorshave
shown high delity on small organic molecules [Kbhler et al., 2021] and utility on systems
as large as proteins [Noé et al.,, 2019]. However, a separate model has to be trained for
every molecule, as the normalizing ows operate on intrinsic coordinates whose de nitions
are speci c to that molecule. This limits the utility of existing Boltzmann generators for
molecular screening applications.

3.3 Torsional Di usion

Consider a molecule as a grap = (V; E) with atoms v 2 V and bondse 2 E,* and denote
the space of its possible conformers;. A conformer C 2 Cg can be speci ed in terms of its
intrinsic (or internal) coordinates: local structuresL consisting of bond lengths, bond angles,
and cycle conformations; and torsion angles consisting of dihedral angles around freely
rotatable bonds (precise de nitions in Appendix B.1). We consider a bonfteely rotatable if
severing the bond creates two connected components@feach of which has at least two
atoms?® Thus, torsion angles in cycles (or rings), which cannot be rotated independently, are
considered part of the local structurd_.

Conformer generationconsists of learning probability distributionspg(L; ). However,
the set of possible stable local structurek for a particular molecule is very constrained

3This is related to but distinct from conformer generation, as conformers are the local minima of the
Boltzmann distribution rather than independent samples.

4Chirality and other forms of sterecisomerism are discussed in Appendix B.6.3.

SNotably, this counts double bonds as rotatable. See Appendix B.6.3 for further discussion.
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and can be accurately predicted by fast cheminformatics methods, such as RDKit ETKDG
[Riniker and Landrum, 2015] (see Appendix B.6.1 for veri cation). Thus, we use RDKit to
provide approximate samples fronpg(L), and develop a di usion-based generative model to
learn distributions ps( j L) over torsion angles conditioned on a given graph and local
structure.

Our method is illustrated in Figure 3.1 and detailed as follows. Section 3.3.1 formulates
di usion modeling on the torus de ned by torsion angles. Section 3.3.2 describes the torsional
score framework, Section 3.3.3 the required symmetries, and Section 3.3.4 our score model
architecture. Section 3.3.5 discusses likelihoods, and Section 3.3.6 how likelihoods can be
used for energy-based training.

3.3.1 Diusion modelingon T™

Since each torsion angle coordinate lies [0;2 ), the m torsion angles of a conformer de ne
a hypertorus T™. To learn a generative model over this space, we apply the continuous
score-based framework of Song et al. [2021b], which holds with minor modi cations for
data distributions on compact Riemannian manifolds (such ag™) [De Bortoli et al., 2022].
Speci cally, for Riemannian manifoldM let x 2 M, let w be the Brownian motion on
the manifold, and let the drift f(x;t), scorer 4 logp;(x), and score model outputs(x;t) be
elements of the tangent spac&,M . Then equation 3.2 remains valid that is, discretizing
and solving the reverse SDE on the manifold asgeodesic random wallstarting with samples
from pr(x) approximately recovers the original data distributionpyg(x) [De Bortoli et al.,
2022].

For the forward di usion we use rescaled Brownian motion given bf/(x;t) = 0;g(t) =

% 2(t) where (t) is the noise scale. Speci cally, we use an exponential di usiorn(t) =
Lt t —asin Song and Ermon [2019], with i, =0:01 , max = ;t 2 (0;1). Due to the

min  max
compactness of the manifold, however, the prigr- (x) is no longer a Gaussian, but aniform
distribution over M.

Training the score model with denoising score matching requires a procedure to sample
from the perturbation kernel pjo(x°j x) of the forward di usion and compute its score. We
view the torus T™ = [0;2 )™ as the quotient spaceR™=2 Z™ with equivalence relations
(i m) (12+25:00 m)iis (1t m+2 ). Hence, the perturbation kernel for
rescaled Brownian motion onl™ is the wrapped normal distributionon R™; that is, for any

: 92 [0;2 )™, we have

X . 0 ..2
¢ 0; ] +2 djj
Pio( "] )/ exp 22

d2zm

(3.3)

where (t) is the noise scale of the perturbation kernghj,. We thus sample from the
perturbation kernel by sampling from the corresponding unwrapped isotropic normal and
taking elementwise mod 2 . The scores of the kernel are pre-computed using a numerical
approximation. During training, we sample timest at uniform and minimize the denoising
score matching loss
h [
Josm( )= Ec (DE, o ¢ pyoti o) 1iSC ) T logpyo( ] o)ii? (3.4)
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where the weight factors (t) =1=E . (jo) lIr logpgo( | 0)jj> are also precomputed. As
the tangent spacel T™ is just R™, all the operations in the loss computation are the familiar
ones.

For inference, we rst sample from a uniform prior over the torus. We then discretize
and solve the reverse di usion with a geodesic random walk; however, since the exponential
map on the torus (viewed as a quotient space) is jugxp ( )= + mod?2 , the geodesic
random walk is equivalent to the wrapping of the random walk oiR™.

3.3.2 Torsional score framework

While we have de ned the di usion process over intrinsic co-
ordinates, learning a score moded( ;t) directly over intrinsic
coordinates is potentially problematic for several reasons. First,
the dimensionality m of the torsional space depends on the
molecular graphG. Second, the mapping from torsional space
to physically distinct conformers depends o and local struc-
tures L, but it is unclear how to best provide these to a model
over T™. Third, there is no canonical choice of independent
intrinsic coordinates(L; ); in particular, the torsion angle at

a rotatable bond can be de ned as any of the dihedral angles
at that bond, depending on an arbitrary choice of reference
neighbors (Figure 3.2 and Appendix B.1). Thus, even with xed
G and L, the mapping from T™ to conformers is ill-de ned.
This posed a signi cant challenge to prior works using intrinsic
coordinates [Ganea et al., 2021].

To circumvent these diculties, we instead consider a
conformer C 2 Cg in terms of its extrinsic (or Cartesian)
coordinates that is, as a point cloud in 3D space, de ned
up to global roto-translation: G = R3'=SE(3). Then, we around a bond depends on a
construct the score modetg(C;t) as a function overCs rather choice of neighborsB: The
than T™. The outputs remain in the tangent space of ™, which change  caused by a rela-
is just R™. Such a score model is simply aBE(3)-invariant tive rotation is the same for
model over point clouds in 3D spacsg : R®" [0;T] 7! R™ con- all choices. C: The sign of
ditioned on G. Thus, we have reduced the problem of learning ;¢ unambiguous because
a score on the torus, conditioned on the molecular graph anil;iven the same neighbors,
local st_ructu_re, to the much more familiar problem of predicting does not depend on bond di-
SE(3)-invariant scalar quantities one for each bond from a
3D conformer.

It may appear that we still need to choose a de nition of each torsion angle so that
we can sample frompjo( j ) during training and solve the reverse SDE over during
inference. However, we leverage the following insight: givered local structures the action
on C of changing a single torsion angle by some ; can be applied without choosing a
de nition (Figure 3.2). Geometrically, this action is a (signed) relative rotation of the atoms
on opposite sides of the bond and can be applied directly to the atomic coordinates in 3D.
The geometric intuition can be stated as follows (proven in Appendix B.2 and discussed

Figure 3.2: A: The torsion

rection.
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further in Appendix B.6.2).

Proposition 1. Let (b;c) be a rotatable bond, leky,) be the positions of atoms on thh
side of the molecule, and leR( ;X ) 2 SE(3) be the rotation by Euler vector aboutxg, .
Then for C;C°2 Cg, if ; is any de nition of the torsion angle around bondh;c),

i(CH= (C)+ X?/(b.) = Xv(n)

o if 9x2C:;x°2cC® (3.5)
i(CH= j(C) 8j 86 XUy = R( PheiXe) Xv(e)
Wherer\h G~ (XCi Xh):ijCi thj-
To apply a torsion update = ( ;17 @) involving all bonds, we apply |

sequentially in any order. Then, since training and inference only make use of torsion updates

, we work solely in terms of 3D point clouds and updates applied to them. To draw local
structures L from RDKit, we draw full 3D conformersC 2 Cg and then randomize all torsion
angles to sample uniformly oveiT™. To solve the reverse SDE, we repeatedly predict torsion
updates directly from, and apply them directly to, the 3D point cloud. Therefore, since our
method never requires a choice of reference neighbors for anyit is manifestly invariant to
such a choice. These procedures are detailed in Appendix B.3.

3.3.3 Parity equivariance

The torsional score framework presented thus far requires &E(3)-invariant model. However,
an additional symmetry requirement arises from the fact that the underlying physical energy
is invariant, or extremely nearly so, underparity inversion [Quack, 2002]. Thus our learned
density should respecp(C) = p( C) where C=1f xjx 2 Cg. Interms of the conditional
distribution over torsion angles, we requirg( (C)jL(C))=p( ( C)jL( C)). Then,

Proposition 2. If p( (C)jL(C))=p( ( C)jL( C)), then for all di usion times t,

rologp( (C)jL(C)=r logp( ( C)jL( C)) (3.6)

Because the score model seeks to leag(C;t) = r logp/( (C)]jL(C)), we must have
sc(C;t) = sg( C;t). Thus, the score model must bévariant under SE(3) but equivariant
(change sign) under parity inversion of the input point cloud i.e. it must output a set of
pseudoscalarsn R™.

3.3.4 Score network architecture

Based on sections 3.3.2 and 3.3.3, the desiderata for the score model are:

Predict a pseudoscalar ; := @ogp=@ 2 R that is SE(3)-invariant and parity equivariant
for every rotatable bond in a 3D point cloud representation of a conformer.

While there exist several GNN architectures which ar8 E(3)-equivariant [Jing et al., 2021,
Satorras et al., 2021], theilSE(3)-invariant outputs are also parity invariant and, therefore,
cannot satisfy the desired symmetry. Instead, we leverage the ability of equivariant networks
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based on tensor products [Thomas et al., 2018, Geiger et al., 2020] to produce pseudoscalar
outputs.

Our architecture, detailed in Appendix B.4, consists of an embedding layer, a series of
atomic convolution layers, and a nal bond convolution layer. The rst two closely follow the
architecture of Tensor Field Networks [Thomas et al., 2018], and produce learned feature
vectors for each atom. The nal bond convolution layer constructs tensor product lters
spatially centered on every rotatable bond and aggregates messages from neighboring atom
features. We extract the pseudoscalar outputs of this lter to produce a single real-valued
pseudoscalar prediction ; for each rotatable bond.

Naively, the bond convolution layer could be constructed the same way as the atomic
convolution layers, i.e., with spherical harmonic lIters. However, to supply information about
the orientation of the bond about which the torsion occurs, we construct a lter from the
product of the spherical harmonics with a representation of the bond (Figure 3.1D). Because
the convolution conceptually resembles computing the torque, we call this nal layer the
pseudotorquédayer.

3.3.5 Likelihood
By using the probability ow ODE, we can compute the likelihood of any sample as follows
[Song et al., 2021b, De Bortoli et al., 2022]:

Z

' () r s t)dt (3.7)
0

logpo( o) =log pr( 7)

NI

In Song et al. [2021b], the divergence term is approximated via Hutchinson's method [Hutchin-
son, 1989], which gives an unbiased estimatelofpo( ). However, this gives diasedestimate
of po( ), which is unsuitable for our applications. Thus, we compute the divergence term di-
rectly, which is feasible here (unlike in Euclidean di usion) due to the reduced dimensionality
of the torsional space.

The above likelihood is intorsional spaceps( jL); 2 T™, but to enable compatibility
with the Boltzmann measuree EC)=T it is desirable to interconvert this with a likelihood
in Euclidean spacep(x j L);x 2 R3. A factor is necessary to convert between the volume
element in torsional space and in Euclidean space (full derivation in Appendix B.2):

Proposition 3. Let x 2 C( ;L) be a centerebl conformer in Euclidean space. Then,

. j L X
pe(x jL)= Mpj—_) where g = J® gl (3.8)

8 2" detg -
where the indices; are integers between 1 anth +3. For 1 m, J® is de ned as

(
X o 2 V(h);
) = g = ) £) =

W=t \ 30 with 3, s (o xg); C2v(e) OO

=1 X Xeij

6Additional formalism is needed for translations, but it is independent of the conformer and can be ignored.
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andfor 2fm+1;m+2;m+3gas

¥ =xe & I =xc ¢ I =x 2 (3.10)
where(h; G) is the freely rotatable bond for torsion anglg V(h) is the set of all nodes on
the same side of the bond ds, and %; ¢; 2 are the unit vectors in the respective directions.

3.3.6 Energy-based training

By computing likelihoods, we can train torsional di usion models to match the Boltzmann
distribution over torsion angles using the energy function. At a high level, we minimize
the usual score matching loss, but with simulated samples from the Boltzmann distribution
rather than data samples. The procedure therefore consists of two stages: resampling and
score matching, which are tightly coupled during training (Algorithm 1). In theresampling
stage, we use the model as an importance sampler for the Boltzmann distribution, where
Proposition 3 is used to compute the (unnormalized) torsional Boltzmann densig( j L).

In the score-matchingstage, the importance weights are used to approximate the denoising
score-matching loss with expectations taken ovex;( j L). As the model learns the score, it
improves as an importance sampler.

Algorithm 1: Energy-based training epoch
Input: Boltzmann density p, training pairs f (G;i; Li)gi, torsional di usion model q
for each (Gj;L;) do

Sample 1;::0 kG (L)

for k 1to K do

| W = e ( kjLi)=as( «jLi);

Approximate Jpsm for po/ pusingf(w;; i)g;

Minimize Jpsm;

This training procedure di ers substantially from that of existing Boltzmann generators,
which are trained as ows with a loss that directly depends on the model density. In contrast,
we train the model as a score-based model, buseit as a ow both during training and
inference to generate samples. The model density is needed only to reweight the samples
to approximate the target density. Since in principle the model used for resampling does
not need to be the same as the model being trainédye can use very few steps (a shallow
ow) during resampling to accelerate training, and then increase the number of steps (a
deeper ow) for better approximations during inference an option unavailable to existing
Boltzmann generators.

"For example, if the resampler were perfect, the procedure would reduce to normal denoising score
matching.
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3.4 Experiments

We evaluate torsional di usion by comparing the generated and ground-truth conformers in
terms of ensemble RMSD (Section 3.4.3) and properties (Section 3.4.4). Section 3.4.1 rst
discusses a preprocessing procedure required to train a conditional moglg] j L). Section
3.4.5 concludes with torsional Boltzmann generators. See Appendix B.8 for additional results,
including ablation experiments.

3.4.1 Conformer matching

In focusing onps( j L), we have assumed that we can sample local structures pg(L)
with RDKit. While this assumption is very good in terms of RMSD, the RDKit marginal
Ps(L) is only an approximation of the ground truthpg(L). Thus, if we train on the denoising
score-matching loss with ground truth conformers i.e., conditioned on ground truth local
structures there will be a distributional shift at test time, where only approximate local
structures from pg (L) are available. We found that this shift signi cantly hurts performance.

We thus introduce a preprocessing procedure callednformer matching In brief, for the
training split only, we substitute each ground truth conformerC with a synthetic conformer
¢ with local structures ' ps(L) and made as similar as possible t6. That is, we use
RDKit to generate [ and change torsion angle$ to minimize RMSD(C; €). Naively, we
could samplel.  ps(L) independently for each conformer, but this eliminates any possible
dependence betweeh and that could serve as training signal. Instead, we view the
distributional shift as a domain adaptation problem that can be solved by optimally aligning
pc(L) and ps(L). See Appendix B.5 for details.

3.4.2 Experimental setup

Dataset We evaluate on the GEOM dataset [Axelrod and Gomez-Bombarelli, 2022],
which provides gold-standard conformer ensembles generated with metadynamics in CREST
[Pracht et al., 2020]. We focus on GEOM-DRUGS the largest and most pharmaceutically
relevant part of the dataset consisting of 304k drug-like molecules (average 44 atoms).
To test the capacity to extrapolate to the largest molecules, we also collect from GEOM-
MoleculeNet all species with more than 100 atoms into a dataset we call GEOM-XL and
use it to evaluate models trained on DRUGS. Finally, we train and evaluate models on
GEOM-QMS9, a more established dataset but with signi cantly smaller molecules (average 11
atoms). Results for GEOM-XL and GEOM-QM9 are in Appendix B.8.

Evaluation We use the train/val/test splits from Ganea et al. [2021] and use the same
metrics to compare the generated and ground truth conformer ensembles: Average Minimum
RMSD (AMR) and Coverage. These metrics are reported both for Recall (R) which
measures how well the generated ensemble covers the ground-truth ensemble and Precision
(P) which measures the accuracy of the generated conformers. See Appendix B.7 for exact
de nitions and further details. Following the literature, we generate2K conformers for a
molecule withK ground truth conformers.
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Table 3.1: Quality of generated conformer ensembles for the GEOM-DRUGS test set in terms
of Coverage (%) and Average Minimum RMSD (A). We compute Coverage with a threshold
of =0:75A to better distinguish top methods. Note that this is di erent from most prior
works, which used =1:25A.

Recall Precision
Coverage" AMR # Coverage" AMR #
Method Mean Med Mean Med| Mean Med Mean Med
RDKit ETKDG 38.4 286 1.058 1.002 40.9 30.8 0.995 0.895
OMEGA 534 546 0.841 0.762 405 33.3 0.946 0.854
GeoMol 446 414 0.875 0.834 43.0 36.4 0.928 0.841
GeoDi 421 378 0.835 0.809 249 145 1.136 1.090
Torsional Diusion | 72.7 80.0 0.582 0.565 | 55.2 56.9 0.778 0.729

Baselines We compare with the strongest existing methods from Section 3.2. Among
cheminformatics methods, we evaluate RDKit ETKDG [Riniker and Landrum, 2015], the
most established open-source package, and OMEGA [Hawkins et al., 2010, Hawkins and
Nicholls, 2012], a commercial software in continuous development. Among machine learning
methods, we evaluate GeoMol [Ganea et al., 2021] and GeoDi [Xu et al., 2021d], which have
outperformed all previous models on the evaluation metrics. Note that GeoDi originally
used a small subset of the DRUGS dataset, so we retrained it using the splits from Ganea
et al. [2021].

3.4.3 Ensemble RMSD

Torsional di usion signi cantly outperforms all previous methods on GEOM-DRUGS (Table
3.1 and Figure 3.3), reducing by 30% the average minimum recall RMSD and by 16% the
precision RMSD relative to the previous state-of-the-art method. Torsional di usion is also
the rst ML method to consistently generate better ensembles than OMEGA. As OMEGA

is a well-established product used in industry, this represents an essential step towards
establishing the utility of conformer generation with machine learning.

Torsional di usion o ers speci ¢ advantages over both GeoDi and GeoMol, the most
advanced prior machine learning methods. GeoDi, a Euclidean di usion model, requires
5000 denoising steps to obtain the results shown, whereas our model thanks to the reduced
degrees of freedom requires only 20 steps. In fact, our model outperforms GeoDi with
as few as 5 denoising steps. As seen in Table 3.2, this translates to enormous runtime
improvements.

Compared to torsional di usion, GeoMol similarly makes use of intrinsic coordinates.
However, since GeoMol can only access the molecular graph, it is less suited for reasoning
about relationships that emerge only in a spatial embedding, especially between regions of
the molecule that are distant on the graph. Our extrinsic-to-intrinsic score framework which
gives direct access to spatial relationships addresses precisely this issue. The empirical
advantages are most evident for the large molecules in GEOM-XL, on which GeoMol fails
to improve consistently over RDKit (Appendix B.8). On the other hand, because GeoMol
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Figure 3.3: Mean coverage for recalldft) and precision ¢ight) when varying the threshold
value on GEOM-DRUGS.

requires only a single-forward pass, it retains the advantage of faster runtime compared to
di usion-based methods.

3.4.4 Ensemble properties

While RMSD gives ageometricway to evaluate ensemble quality, we also consider ticeemical
similarity between generated and ground truth ensembles. For a random 100-molecule subset
of DRUGS, we generatanin(2K; 32) conformers per molecule, relax the conformers with
GFN2-xTB [Bannwarth et al., 2019]® and compare the Boltzmann-weighted properties of the
generated and ground truth ensembles. Speci cally, the following properties are computed
with XTB [Bannwarth et al., 2019]: energyE, dipole moment , HOMO-LUMO gap , and

the minimum energyEi,. The median errors for torsional di usion and the baselines are
shown in Table 3.4. Our method produces the most chemically accurate ensembles, especially
in terms of energy. In particular, we signi cantly improve over GeoMol and GeoDi in nding

the lowest-energy conformers that are only (on median) 0.13 kcal/mol higher in energy than
the global minimum.

8Results without relaxation (which are less chemically meaningful) are in Appendix B.8.
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Table 3.2: Median AMR and runtime (core-secs perraple 3.3: Median absolute error of gen-
conformer) of machine learning methods, evaluatetyrated v.s. ground truth ensemble prop-

on CPU for comparison with RDKit. erties. E; Em, in kcal/mol, in de-
bye.
Method Steps AMR-R AMR-P Runtime
RDKit - 1.002 0.895 0.10 Method E E min
GeoMol - 0.834 0841 018 Rpkit 081 052 075 1.16

GeoDi 5000 0.809 1.090 305 OMEGA 068 066 0.68 0.69

_ 5 0685 0963 176 GeoMol 042 034 059 0.40
Torsional 0 9589 0791 282 GeoDi 031 035 0.89 0.39
Diusion 59 9565 0729 490  Tor.Di. 022 035 054 0.13
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Table 3.4: E ective sample size (out of 32) given by importance sampling weights over the
torsional Boltzmann density.

Temp. (K)
Method Steps 1000 500 300
Uniform 1.717 1.21 1.02
5 220 136 1.18
AIS 20 3.12 176 1.30

100 6.72 3.12 2.06

Torsional 5 728 3.60 3.04
BG 20 1142 6.42 4.68

3.4.5 Torsional Boltzmann generator

Finally, we evaluate how well a torsional Boltzmann generator trained with MMFF [Halgren,
1996] energies can sample the corresponding Boltzmann density over torsion angles. We train
and test on GEOM-DRUGS molecules with 3 7 rotatable bonds and use the local structures
of the rst ground-truth conformers. For the baselines, we implement annealed importance
samplers (AIS) [Neal, 2001] with Metropolis-Hastings steps over the torsional space and tune
the variance of the transition kernels.

Table 3.4 shows the quality of the samplers in terms of the ective sample size(ESS)
given by the weights of 32 samples for each test molecule, which measures thdivergence
(with = 2) between the model and Boltzmann distributions [Midgley et al., 2021]. Our
method signi cantly outperforms the AIS baseline, and improves with increased step size
despite being trained with only a 5-step resampler. Note that, since these evaluations are
done onunseenmolecules, they are beyond the capabilities of existing Boltzmann generators.

3.5 Conclusion

We presentedtorsional di usion, a method for generating molecular conformers based on
a di usion process restricted to the most exible degrees of freedom. Torsional di usion
is the rst machine learning model to signi cantly outperform standard cheminformatics
methods and is orders of magnitude faster than previous Euclidean di usion models. Using
the exact likelihoods provided by our model, we also train the rst system-agnostic Boltzmann
generator.

Torsional di usion's intrinsic di usion modeling framework has since been applied by
several other works even beyond molecular conformer generation. Examples are models for
protein structure generation [Wu et al., 2024] and it was the basis of Di Dock and many
other related works that | will present in the following chapters.
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3.6 Authorship Notes

When analyzing the predictions of EquiBind, a molecular docking model that had just been
developed by Stark et al. [2022], we noticed that molecules' poses were often non-physical
and clashed with the protein. Although adding additional losses and post-hoc adjustment
improved some of the poses, it seemed unlikely that regression-based approaches would be
able to perform satisfactorily in the molecular docking task. Generative models appeared to
be a promising alternative. At the same time, deep generative models had not had a clear
success over traditional approaches yet in the task of molecular conformer generation.

With Bowen Jing, we decided that molecular conformer generation was the right task
to rst tackle. We had just nished our work on Subspace Di usion Models A, where, in
the context of image generation, we highlighted that by reducing the dimensionality of the
space over which the di usion process is performed one can speed up the generative process
of a diusion model and make it more accurate. Inspired by this, we hypothesized that
reducing the di usion process for molecular conformer generation to torsion angles could be
very bene cial.

This chapter largely contains the content from the publication:

Torsional Di usion for Molecular Conformer Generation. Bowen Jing*, Gabriele
Corso*, Je rey Chang, Regina Barzilay, Tommi S Jaakkola. Conference on Neural
Information Processing Systems (NeurlPS 2022).

Bowen and | largely conceived the work, developed the methodology, tested the model and
wrote the manuscript. Bowen and Je rey proved the theorems. Regina and Tommi supervised
the work.
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Chapter 4

Di Dock: Diusion Steps, Twists, and
Turns for Molecular Docking

4.1 Introduction

The biological functions of proteins can be modulated by small molecule ligands (such as
drugs) binding to them. Thus, a crucial task in computational drug design isnolecular
dockingpredicting the position, orientation, and conformation of a ligand when bound to a
target protein from which the e ect of the ligand (if any) might be inferred. Traditional
approaches for docking [Trott and Olson, 2010, Halgren et al., 2004] rely on scoring-functions
that estimate the correctness of a proposed structure or pose, and an optimization algorithm
that searches for the global maximum of the scoring function. However, since the search
space is vast and the landscape of the scoring functions rugged, these methods tend to be
too slow and inaccurate, especially for high-throughput work ows.

Recent works [Stark et al., 2022, Lu et al., 2022] have developed deep learning models
to predict the binding pose in one shot, treating docking as a regression problem. While
these methods are much faster than traditional search-based methods, they have yet to
demonstrate signi cant improvements in accuracy. We argue that this may be because the
regression-based paradigm corresponds imperfectly with the objectives of molecular docking,
which is re ected in the fact that standard accuracy metrics resemble thigkelihood of the
data under the predictive model rather than a regression loss. We thus frame molecular
docking as agenerative modeling problergiven a ligand and target protein structure, we
learn a distribution over ligand poses.

To this end, we develoDiffDock , a di usion generative model (DGM) over the space of
ligand poses for molecular docking. We de ne a di usion process over the degrees of freedom
involved in docking: the position of the ligand relative to the protein (locating the binding
pocket), its orientation in the pocket, and the torsion angles describing its conformation.
DiffDock  samples poses by running the learned (reverse) di usion process, which iteratively
transforms an uninformed, noisy prior distribution over ligand poses into the learned model
distribution (Figure 4.1). Intuitively, this process can be viewed as the progressive re nement
of random poses via updates of their translations, rotations, and torsion angles.

While DGMs have been applied to other problems in molecular machine learning [Xu
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et al., 2021d, Jing et al., 2022b, Hoogeboom et al., 2022], existing approaches are ill-suited
for molecular docking, where the space of ligand poses is(am+ 6) -dimensional submanifold

M R, wheren and m are, respectively, the number of atoms and torsion angles. To
developDiffDock , we recognize that the docking degrees of freedom de Me as the space

of poses accessible via a set of allowkgand pose transformations We use this idea to map
elements inM to the product space of the groups corresponding to those transformations,
where a DGM can be developed and trained e ciently.

As applications of docking models often require only a xed number of predictions and
a con dence score over these, we train @n dence modelto provide con dence estimates
for the poses sampled from the DGM and to pick out the most likely sample. This two-step
process can be viewed as an intermediate approach between brute-force search and one-shot
prediction: we retain the ability to consider and compare multiple poses without incurring
the di culties of high-dimensional search.

Empirically, on the standard blind docking benchmark PDBBind DiffDock  achieves 38%
of top-1 predictions with ligand root mean square distance (RMSD) below 2A, nearly doubling
the performance of the previous state-of-the-art deep learning model (20%0)iffDock
signi cantly outperforms even state-of-the-art search-based methods (23%), while still being
3 to 12 times faster on GPU. Moreover, it provides an accurate con dence score of its
predictions, obtaining 83% RMSR 2A on its most con dent third of the previously unseen
complexes.

We further evaluate the methods on structures generated by ESMFold [Lin et al., 2023].
Our results con rm previous analyses [Wong et al., 2022] that showed that existing methods
are not capable of docking against these approximate apo-structures (RMSPA equal or
below 10%). Instead, without further training, DiffDock  places 22% of its top-1 predictions
within 2A opening the way for the revolution brought by accurate protein folding methods in
the modeling of protein-ligand interactions.

To summarize, the main contributions of this work are:

1. We frame the molecular docking task as a generative problem and highlight the issues
with previous deep learning approaches.

2. We formulate a novel di usion process over ligand poses corresponding to the degrees
of freedom involved in molecular docking.

3. We achieve a new state-of-the-art 38% top-1 prediction with RMSD2A on PDBBInd
blind docking benchmark, considerably surpassing the previous best search-based (23%)
and deep learning methods (20%).

4. Using ESMFold to generate approximate protein apo-structures, we show that our
method places its top-1 prediction with RMSX 2A on 28% of the complexes, nearly
tripling the accuracy of the most accurate baseline.

4.2 Background and Related Work

Molecular docking. The molecular docking task is usually divided between known-pocket
and blind docking. Known-pocket docking algorithms receive as input the position on the
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Figure 4.1: Overview ofDiffDock . Left: The model takes as input the separate ligand
and protein structures. Center: Randomly sampled initial poses are denoised via a reverse
di usion over translational, rotational, and torsional degrees of freedomRight:. The sampled
poses are ranked by the con dence model to produce a nal prediction and con dence score.

protein where the molecule will bind (thebinding pocke} and only have to nd the correct
orientation and conformation. Blind docking instead does not assume any prior knowledge
about the binding pocket; in this work, we will focus on this general setting. Docking methods
typically assume the knowledge of the protein holo-structure (bound), this assumption is
in many real-world applications unrealistic, therefore, we evaluate methods both with holo
and computationally generated apo-structures (unbound). Methods are normally evaluated
by the percentage of hits, or approximately correct predictions, commonly considered to be
those where the ligand RMSD error is below 2A [Alhossary et al., 2015, Hassan et al., 2017,
McNutt et al., 2021].

Search-based docking methods. Traditional docking methods [Trott and Olson, 2010,
Halgren et al., 2004, Thomsen and Christensen, 2006] consist of a parameterized physics-based
scoring function and a search algorithm. The scoring-function takes in 3D structures and
returns an estimate of the quality/likelihood of the given pose, while the search stochastically
modi es the ligand pose (position, orientation, and torsion angles) with the goal of nding

the scoring function's global optimum. Recently, machine learning has been applied to
parameterize the scoring-function [McNutt et al., 2021, Méndez-Lucio et al., 2021]. However,
these search-based methods remain computationally expensive to run, are often inaccurate
when faced with the vast search space characterizing blind docking [Stark et al., 2022], and
signi cantly su er when presented with apo-structures [Wong et al., 2022].

Machine learning for blind docking. Recently, EquiBind [Stark et al., 2022] has tried to
tackle the blind docking task by directly predicting pocket keypoints on both ligand and protein
and aligning them. TANKBInd [Lu et al., 2022] improved over this by independently predicting

a docking pose (in the form of an interatomic distance matrix) for each possible pocket and
then ranking them. Although these one-shot or few-shot regression-based prediction methods
are orders of magnitude faster, their performance has not yet reached that of traditional
search-based methods.
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Di usion generative models. Let the data distribution be the initial distribution pg(X)

of a continuous di usion process described bgx = f(x;t)dt + g(t) dw, wherew is the
Wiener process. Di usion generative models (DGMs)! model the score? r , logp(x) of
the di using data distribution in order to generate data via the reverse di usiondx =
[f(x;t) g(t)?r « logp(x)] + g(t) dw [Song et al., 2021b]. In this chapter, we always take
f(x;t) = 0. Several DGMs have been developed for molecular ML tasks, including molecule
generation [Hoogeboom et al., 2022], conformer generation [Xu et al., 2021d], and protein
design [Trippe et al., 2022]. However, these approaches learn distributions over the full
Euclidean spaceR®" with 3 coordinates per atom, making them ill-suited for molecular
docking where the degrees of freedom are much more restricted (see Appendix C.5.2).

4.3 Docking as Generative Modeling

Although EquiBind and other ML methods have provided strong runtime improvements by
avoiding an expensive search process, their performance has not reached that of search-based
methods. As our analysis below argues, this may be caused by the models' uncertainty and
the optimization of an objective that does not correspond to how molecular docking is used
and evaluated in practice.

Molecular docking objective. Molecular docking plays a critical role in drug discovery
because the prediction of the 3D structure of a bound protein-ligand complex enables further
computational and human expert analyses on the strength and properties of the binding
interaction. Therefore, a docked prediction is only useful if its deviation from the true
structure does not signi cantly a ect the output of such analyses. Concretely, a prediction is
considered acceptable when the distance between the structures (measured in terms of ligand
RMSD) is below some small tolerance on the order of the length scale of atomic interactions
(a few Angstrém). Consequently, the standard evaluation metric used in the eld has been
the percentage of predictions with a ligand RMSD (to the crystal ligand pose) below some
value .

However, the objective of maximizing the proportion of predictions with RMSD within
some tolerance is not di erentiable and cannot be used for training with stochastic gradient
descent. Instead, maximizing the expected proportion of predictions with RMSE
corresponds to maximizing the likelihood of the true structure under the model's output
distribution, in the limit as goes to 0. This observation motivates training a generative
model to minimize an upper bound on the negative log-likelihood of the observed structures
under the model's distribution. Thus, we view molecular docking as the problem of learning
a distribution over ligand poses conditioned on the protein structure and develop a di usion
generative model over this space (Section 4.4).

Con dence model.  With a trained di usion model, it is possible to sample an arbitrary
number of ligand poses from the posterior distribution according to the model. However,

1Also known as di usion probabilistic models (DPMs), denoising di usion probabilistic models (DDPMs),
di usion models, score-based models (SBMs), or score-based generative models (SGMs).
2Not to be confused with the scoring function of traditional docking methods.
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Figure 4.2: DiffDock top-1" refers to the sample with the highest con dence. DiffDock
samples"” to the other di usion model samplesLeft: Visual diagram of the advantage of
generative models over regression models. Given uncertainty in the correct pose (represented
by the orange distribution), regression models tend to predict the mean of the distribution,
which may lie in a region of low density.Center: when there is a global symmetry in the
protein (aleatoric uncertainty), EquiBind places the molecule in the center whil®iffDock

is able to sample all the true posesRight: even in the absence of strong aleatoric uncertainty,
the epistemic uncertainty causes EquiBind's prediction to have steric clashes and TANKBInd's
to have many self-intersections.

researchers are often interested in seeing only one or a small number of predicted poses and
an associated con dence measurdor downstream analysis. Thus, we train a con dence
model over the poses sampled by the di usion model and rank them based on its con dence
that they are within the error tolerance. The top-ranked ligand pose and the associated
con dence are then taken aDiffDock 's top-1 prediction and con dence score.

Problem with regression-based methods. The di culty with the development of
deep learning models for molecular docking lies in the aleatoric (which is the data inherent
uncertainty, e.g., the ligand might bind with multiple poses to the protein) and epistemic
uncertainty (which arises from the complexity of the task compared with the limited model
capacity and data available) on the pose. Therefore, given the available co-variate information
(only protein structure and ligand identity), any method will exhibit uncertainty about the
correct binding pose among many viable alternatives. Any regression-style method that
is forced to select a single con guration that minimizes the expected square error would
learn to predict the (weighted) mean of such alternatives. In contrast, a generative model
with the same co-variate information would instead aim to capture the distribution over
the alternatives, populating all/most of the signi cant modes even if similarly unable to
distinguish the correct target. This behavior, illustrated in Figure 4.2, causes the regression-
based models to produce signi cantly more physically implausible poses than our method.
In particular, we observe frequent steric clashes (e.g., 26% of EquiBind's predictions) and
self-intersections in EquiBind's and TANKBInd's predictions (Figures C.1 and C.9). We
found no intersections inDiffDock 's predictions. Visualizations and quantitative evidence

3For example, the pLDDT con dence score of AlphaFold2 [Jumper et al., 2021] has had a very signi cant
impact in many applications [Necci et al., 2021, Bennett et al., 2022].
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of these phenomena are in Appendix C.6.1.

4.4 Method

4.4.1 Overview

A ligand pose is an assignment of atomic positions IR?, so in principle, we can regard a pose
x as an element inR3", wheren is the number of atoms. However, this encompasses far more
degrees of freedom than are relevant in molecular docking. In particular, bond lengths, angles,
and small rings in the ligand are essentially rigid, such that the ligand exibility lies almost
entirely in the torsion angles at rotatable bonds (see Appendix C.5.2 for further discussion).
Traditional docking methods, as well as most ML ones, take as input a seed conformation
c 2 R® of the ligand in isolation and change only the relative position and the torsion
degrees of freedom in the nal bound conformatiofi.The space of ligand poses consistent
with c is, therefore, an(m + 6) -dimensional submanifoldM .  R3", wherem is the number
of rotatable bonds, and the six additional degrees of freedom come from rototranslations
relative to the xed protein. We follow this paradigm of taking as input a seed conformation
¢, and formulate molecular docking as learning a probability distributiorp.(x j y) over the
manifold M ., conditioned on a protein structurey.

DGMs on submanifolds have been formulated by De Bortoli et al. [2022] in terms of
projecting a di usion in ambient space onto the submanifold. However, the kernelx; j Xo)
of such a di usion is not available in closed form and must be sampled numerically with
a geodesic random walk, making training very ine cient. We instead de ne a one-to-one
mapping to another, nicer manifold where the di usion kernel can be sampled directly and
develop a DGM in that manifold. To start, we restate the discussion in the last paragraph as
follows:

Any ligand pose consistent with a seed conformation can be reached by a combination of
() ligand translations, (2) ligand rotations, and (3) changes to torsion angles.

This can be viewed as an informal de nition of the manifoldM .. Simultaneously, it suggests
that given a continuous family of ligand pose transformations corresponding to thne + 6
degrees of freedom, a distribution oM . can be lifted to a distribution on the product space
of the corresponding groups which is itself a manifold. We will then show how to sample
the di usion kernel on this product space and train a DGM over it.

4.4.2 Ligand Pose Transformations

We associate translations of ligand position with the 3D translation group (3), rigid rotations

of the ligand with the 3D rotation group SO(3), and changes in torsion angles at each rotatable
bond with a copy of the 2D rotation groupSO(2). More formally, we de ne operations of
each of these groups on a ligand pose2 R3'. The translation A, : T(3) R ! R

is de ned straightforwardly as Ay (r;X); = X; + r using the isomorphismT (3) = R3 where

4RDKit ETKDG is a popular method for predicting the seed conformation. Although the structures may
not be predicted perfectly, the errors lie largely in the torsion angles, which are resampled anyways.
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Xi 2 R3 is the position of theith atom. Similarly, the rotation Ar : SO(3) R 1 R3js
de ned by At (R;X)i = R(X; X)+ X wherex = % Xi, corresponding to rotations around
the (unweighted) center of mass of the ligand.

Many valid de nitions of a change in torsion angles are possible, as the torsion angle
around any bond(a;; h) can be updated by rotating thea; side, thelh side, or both. However,
we can specify changes of torsion angles to dsentangledfrom rotations or translations.
To this end, we de ne the operation of elements &dO(2)™ such that it causes a minimal
perturbation (in an RMSD sense) to the structure’

De nition.  Let By. . (x) 2 R®" be any valid torsion update by, around thekth rotatable
bond (ag; b). We de ne Ay : SO(2)™ R3 1 R3such that

Aiwr ( ;X) = RMSDAlign( x; (B. , Bm: ., )(X))
where =( 4;::: ) and

RMSDAlign(x;x% = argmin  RMSD(x; x") (4.1)
xY2f gx%g2SE(3)g

This means that we apply all them torsion updates in any order and then perform a
global RMSD alignment with the unmodi ed pose. The de nition is motivated by ensuring
that the in nitesimal e ect of a torsion is orthogonal to any rototranslation, i.e., it induces
no linear or angular momentum These properties can be stated more formally as follows
(proof in Appendix C.1):

Proposition 1. Let y(t) := Ay (t ;Xx) for some and Wtﬁpret =(t 1;:::t ). Then the
linear gnd angular momentum are zerogyjizo =0 and  ((x x) §VYijo =0 where
1

X:H iXi'

Now consider the product spadeP = T3 SO3) SO(2)" anddeneA:P R ! R
as
A((r;R; )ix) = Au (15 At (R Ator (X)) (4.2)

These de nitions collectively provide the sought-after product space corresponding to the
docking degrees of freedom. Indeed, for a seed ligand conformatipnve can formally de ne
the space of ligand poseM! . = fA(g;c) j g 2 Pg. This corresponds precisely to the intuitive
notion of the space of ligand poses that can be reached by rigid-body motion plus torsion
angle exibility.

4.4.3 Diusion on the Product Space

We now proceed to show how the product space can be used to learn a DGM over ligand
poses inM .. First, we need a theoretical result (proof in Appendix C.1):

Proposition 2. For a given seed conformatiorc, the mapA(;c): P!M . is a bijection.

5Since we do not de ne or use the composition of elements $0O(2)™, strictly speaking, it is a product
spacebut not a group and can be alternatively thought of as the torus T™ with an origin element.
6Since we never compose elements Bf we do not need to de ne a group structure.
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which means that the inverseA.! : M . ! P given by A(g;c) 7' g maps ligand poses
X 2 M . to points on the product spaceP. We are now ready to develop a di usion process
on P.

De Bortoli et al. [2022] established that the DGM framework transfers straightforwardly
to Riemannian manifolds with the score and score model as elements of the tangent space
and with the geodesic random walk as the reverse SDE solver. Further, the score model can
be trained in the standard manner with denoising score matching [Song and Ermon, 2019].
Thus, to implement a di usion model onP, it su ces to develop a method for sampling
from and computing the score of the di usion kernel orP. Furthermore, sinceP is a product
manifold, the forward di usion proceeds independently in each manifold [Rodola et al., 2019],
and the tangent space is a direct sumTyP= T,T3 TrSO(B) T SO@2)™=R®* R® R™
whereg = (r;R; ). Thus, it su ces to sample from the di usion kernel and regress against
its score in each group independently. D

In all three groups, we de ne the forward SDE aslx = d 2(t)=dtdw where 2= 2,

2.,or 2 for T(3), SO(3), and SO(2)™ respectively and wherew is the corresponding

Brownian motion. SinceT(3) = R3, the translational case is trivial and involves sampling
and computing the score of a standard Gaussian with variancé(t). The di usion kernel
on SO(3) is given by thelGSO(3) distribution [Nikolayev and Savyolov, 1970, Leach et al.,
2022], which can be sampled in the axis-angle parameterization by sampling a unit vector
r 2 so(3) uniformly” and random angle! 2 [0; ] according to

X - _
o1)= 1% (1) where (1) = (@ +1)exp( I(1+1) ZZZ)SIn(s(ianE!i_z?!)

1=0

(4.3)

Further, the score of the di usion kernel isr In p(R%j R) = ( di, logf (! )) 2 TroSO(3), where
R°= R(! MR is the result of applying Euler vector! " to R [Yim et al., 2023]. The score
computation and sampling can be accomplished e ciently by precomputing the truncated
in nite series and interpolating the CDF of p(! ), respectively. Finally, the SO(2)™ group is

di eomorphic to the torus T™, on which the di usion kernel is awrapped normal distribution
with variance ?2(t). This can be sampled directly, and the score can be precomputed as a
truncated in nite series [Jing et al., 2022b], as we presented as part of torsional di usion in
Chapter 3.

4.4.4 Training and Inference

Di usion model. Although we have de ned the di usion kernel and score matching
objectives onP, we nevertheless develop the training and inference procedures to operate
on ligand poses in 3D coordinates directly. Providing the full 3D structure, rather than
abstract elements of the product space, to the score model allows it to reason about physical
interactions usingSE(3) equivariant models, not be dependent on arbitrary de nitions of
torsion angles (see Chapter 3), and better generalize to unseen complexes. In Appendix C.2,
we present the training and inference procedures and discuss how we resolve their dependence

’s0(3) is the tangent space ofSO(3) at the identity and is the space of Euler (or rotation) vectors, which
are equivalent to the axis-angle parameterization.
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on the choice of seed conformation used to de ne the mapping betweeiM . and the product
space.

Con dence model. In order to collect training data for the con dence modeld(x;y), we

run the trained di usion model to obtain a set of candidate poses for every training example
and generate labels by testing whether or not each pose has RMSD below 2A. The con dence
model is then trained with cross-entropy loss to correctly predict the binary label for each
pose. During inference, the di usion model is run to generatd poses in parallel, which
are passed to the con dence model that ranks them based on its con dence that they have
RMSD below 2A.

4.45 Model Architecture

We construct the score mode$(x;y;t) and the con dence modeld(x;y) to take as input
the current ligand posex and protein structurey in 3D space. The output of the con dence
model is a single scalar that iISE(3)-invariant (with respect to joint rototranslations of x;y)
as ligand pose distributions are de ned relative to the protein structure, which can have
arbitrary location and orientation. On the other hand, the output of the score model must
be in the tangent spacel, T3 TrSOB) T SO(2)™. The spaceT, T3 = R3 corresponds
to translation vectors and TRSO(3) = R3 to rotation (Euler) vectors, both of which are
SE(3)-equivariant. Finally, T SO(2)™ corresponds to scores o8 E(3)-invariant quantities
(torsion angles). Thus, the score model must predict tw8 E(3)-equivariant vectors for the
ligand as a whole and arSE(3)-invariant scalar at each of them freely rotatable bonds.

The score model and con dence model have similar architectures based $E(3)-
equivariant convolutional networks over point clouds [Thomas et al., 2018, Geiger et al.,
2020]. However, the score model operates on a coarse-grained representation of the protein
with -carbon atoms, while the con dence model has access to the all-atom structure. This
multiscale setup yields improved performance and a signi cant speed-up w.r.t. doing the
whole process at the atomic scale. The architectural components are summarized below and
detailed in Appendix C.3.

Structures are represented as heterogeneous geometric graphs formed by ligand atoms,
protein residues, and (for the con dence model) protein atoms. Residue nodes receive as initial
features language model embeddings trained on protein sequences [Lin et al., 2023]. Nodes are
sparsely connected based on distance cuto s that depend on the types of nodes being linked
and on the di usion time. The ligand atom representations after the nal interaction layer
are then used to produce the di erent outputs. To produce the twdR® vectors representing
the translational and rotational scores, we convolve the node representations with a tensor
product lter placed at the center of mass. For the torsional score, we use a pseudotorque
convolution to obtain a scalar at each rotatable bond of the ligand analogously to Chapter 3,
with the distinction that, since the score model operates on coarse-grained representations,
the output is not a pseudoscalar (its parity is neither odd nor even). For the con dence model,
the single scalar output is produced by mean-pooling the ligand atoms' scalar representations
followed by a fully connected layer.
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Table 4.1: PDBBIind blind docking. All methods receive a small molecule and are
tasked to nd its binding location, orientation, and conformation. Shown is the percentage
of predictions with RMSD < 2A and the median RMSD (see Appendix C.4.3). The top
half contains methods that directly nd the pose; the bottom half those that use a pocket
prediction method. The last two lines show our method's performance. In parenthesis, we
specify the number of poses sampled from the generative model. * indicates that the method
runs exclusively on CPU, -" means not applicable; some cells are empty due to infrastructure
constraints. For TANKBInd, the runtimes for the top-1 and top-5 predictions are di erent.
No method received further training or tuning on ESMFold structures. Further evaluation
details are in Appendix C.4.4 and further metrics are reported in Appendix C.6.

Holo crystal proteins Apo ESMFold proteins
Top-1 RMSD Top-5 RMSD  Top-1 RMSD  Top-5 RMSD Average

Method %<2 Med. | %<2 Med. | %<2 Med. | %<2 Med. | Runtime (s)
GNINA 22.9 7.7 329 4.5 2.0 223 | 4.0 14.22 127
SMINA 18.7 7.1 29.3 4.6 3.4 154 6.9 10.0 126*
GLIDE 21.8 9.3 1405*
EquiBind 55 6.2 - - 1.7 7.1 - - 0.04
TANKBInd 20.4 4.0 24.5 3.4 10.4 54 14.7 4.3 0.7/2.5
P2Rank+SMINA 204 6.9 33.2 4.4 4.6 10.0 | 10.3 7.0 126*
P2Rank+GNINA 28.8 55 | 38.3 3.4 8.6 11.2 | 12.8 7.2 127
EquiBind+SMINA 23.2 6.5 38.6 3.4 4.3 8.3 11.7 58 126*
EquiBind+GNINA 28.8 4.9 39.1 3.1 10.2 8.8 18.6 5.6 127
DiffDock  (10) 350 3.6 | 407 265|217 50 |319 3.3 10
DiffDock (40) 38.2 3.3 447 2.40 20.3 5.1 31.3 3.3 40

4.5 EXxperiments

Experimental setup. We evaluate our method on the complexes from PDBBInd [Liu et al.,
2017], a large collection of protein-ligand structures collected from PDB [Berman et al., 2003],
which was used with time-based splits to benchmark many previous works [Stark et al., 2022,
Volkov et al., 2022, Lu et al., 2022]. We compariffDock  with state-of-the-art search-based
methods SMINA [Koes et al., 2013], QuickVina-W [Hassan et al., 2017], GLIDE [Halgren
et al., 2004], and GNINA [McNutt et al., 2021] as well as the older Autodock Vina [Trott
and Olson, 2010], and the recent deep learning methods EquiBind and TANKBInd presented
above. Extensive details about the experimental setup, data, baselines, and implementation
are in Appendix C.4.4 and all code is available at https://github.com/gcorso/Di Dock. The
repository also contains videos of the reverse di usion process (images of the same are in
Figure C.11).

As we are evaluating blind docking, the methods receive two inputs: the ligand with a
predicted seed conformation (e.g., from RDKit) and the crystal structure of the protein. Since
search-based methods work best when given a starting binding pocket to restrict the search
space, we also test the combination of using an ML-based method, such as P2Rank [Krivak
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and Hoksza, 2018] (also used by TANKBIind) or EquiBind to nd an initial binding pocket,
followed by a search-based method to predict the exact pose in the pocket. To evaluate
the generated poses, we compute the heavy-atom RMSD (permutation symmetry corrected)
between the predicted and the ground-truth ligand when the protein structures are aligned.
Since all methods except for EquiBind generate multiple ranked structures, we report the
metrics for the highest-ranked prediction as the top-1 prediction and top-5 refers to selecting
the most accurate pose out of the 5 highest ranked predictions; a useful metric when multiple
predictions are used for downstream tasks.

Apo-structure docking setup. In order to test the performance of the models against
computationally generated apo-structures, we run ESMFold [Lin et al., 2023] on the proteins
of the test-set of PDBBIind and align its predictions with the crystal holo-structure. In order
to align structure changing as little as possible to the conformation of the binding site, we
use in the alignment of the residues a weight exponential with the distance to the ligand.
More details on this alignment are provided in Appendix C.4.2. The docking methods are
then run against the generated structures and compared with the ligand pose inferred by the
alignment.

Docking accuracy. DiffDock  signi cantly outperforms all previous methods (Table 4.1).

In particular, DiffDock obtains an impressive 38.2% top-1 success rate (i.e., percentage
of predictions with RMSD < 2A8) when sampling 40 poses and 35.0% when sampling just
10. This performance vastly surpasses that of state-of-the-art commercial software such
as GLIDE (21.8%,p=2:7 10 7) and the previous state-of-the-art deep learning method
TANKBInd (20.4%, p=1:.0 10 !?). The use of ML-based pocket prediction in combination
with search-based docking methods improves over the baseline performances, but even the
best of these (EquiBind+GNINA) reaches a success rate of only 28.8%=0:0003. Unlike
regression methods like EquiBindDiffDock is able to provide multiple diverse predictions

of di erent likely poses, as highlighted in the top-5 performances.

Apo-structure docking accuracy. Previous work Wong et al. [2022], that highlighted
that existing docking methods are not suited to dock to (computational) apo-structures, are
validated by the results in Table 4.1 where previous methods obtain top-1 accuracies of only
10% or below. This is most likely due to their reliance on trying to nd key-lock matches,
which makes them in exible to imperfect protein structures. Even when built-in options
allowing side-chain exibility are activated, the results do not improve (see Appendix C.7).
Meanwhile, DiffDock is able to retain a larger proportion of its accuracy, placing the
top-ranked ligand below 2A away on 22% of the complexes. This ability to generalize to
imperfect structures, even without retraining, can be attributed to a combination of (1) the
robustness of the di usion model to small perturbations in the backbone atoms, and (2) the
fact that DiffDock does not use the exact position of side chains in the score model and is
therefore forced to implicitly model their exibility.

8Most commonly used evaluation metric [Alhossary et al., 2015, Hassan et al., 2017, McNutt et al., 2021]
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Figure 4.3: Left: DiffDock 's performance as a function of the number of samples from the

generative model. Perfect selection” refers to choosing the sample with the lowest RMSD.
Right: Selective accuracy: percentage of predictions with RMSD below 2A when only making
predictions for the portion of the dataset whereiffDock is most con dent.

Inference runtime. DiffDock  holds its superior accuracy while being (on GPU) 3 to

12 times faster than the best search-based method, GNINA (Table 4.1). This high speed
is critical for applications such as high throughput virtual screening for drug candidates

or reverse screening for protein targets, where one often searches over a vast number of
complexes. As a diusion modelDiffDock is inevitably slower than the one-shot deep
learning methodEquiBind , but as shown in Figure 4.3eft and Appendix C.6.3, it can be
signi cantly sped up without signi cant loss of accuracy.

Selective accuracy of con dence score. As the top-1 results showDiffDock 's con -
dence model is very accurate in ranking the sampled poses for a given complex and picking
the best one. We also investigate theelective accuracyof the con dence model across

di erent complexes by evaluating howDiffDock 's accuracy increases if it only makes
predictions when the con dence is above a certain threshold, known aslective prediction In
Figure 4.3+ight, we plot the success rate as we decrease the percentage of complexes for which
we make predictions, i.e., increase the con dence threshold. When only making predictions
for the top one-third of complexes in terms of model con dence, the success rate improves
from 38% to 83%. Additionally, there is a Spearman correlation of 0.68 betweBiffDock 's

con dence and the negative RMSD. Thus, the con dence score is a good indicator of the
quality of DiffDock 's top-ranked sampled pose and provides a highly valuable con dence
measure for downstream applications.

4.6 Conclusion

We presentedDiffDock , a diusion generative model tailored to the task of molecular
docking. This represents a paradigm shift from previous deep learning approaches, which
use regression-based frameworks, to a generative modeling approach that is better aligned
with the objective of molecular docking. To produce a fast and accurate generative model,
we designed a di usion process over the manifold describing the main degrees of freedom of
the task via ligand pose transformations spanning the manifold. EmpiricallypiffDock

60



outperforms the state-of-the-art by large margins on PDBBind, has fast inference times,
and provides con dence estimates with high selective accuracy. Moreover, unlike previous
methods, it retains a large proportion of its accuracy when run on computationally folded
protein structures.

Since its publication, DI Dock has been widely adopted by the academic and industry
community. Several published works have used Di Dock to understand the mechanisms of
action or biological functions of various compounds. In industry, a number of companies have
integrated Di Dock as a component of their small-molecule screening pipeline, either through
its open-source implementation or through the optimized implementation in the NVIDIA
BioNeMo platform.

Finally, in collaboration with a few talented Master students, we have applied Di Dock's
framework to protein-protein docking [Ketata et al., 2023] and pocket-based molecular docking
[Plainer et al., 2023] obtaining good results.

4.7 Authorship Notes

Given the e ectiveness of torsional di usion in the task of molecular conformer generation,
| turned my research focus to molecular docking and tried to apply the same insights.
Extending the framework of Intrinsic Di usion Models [Corso, 2023] we had conceived in
torsional di usion to the additional degrees of freedom of molecular docking was non-trivial
but turned out to be practically feasible (even though one has to make some theoretical
approximations).

For conformer generation, once we gured out the generative framework and architecture,
we did not have to do very signi cant engineering or scaling to outperform traditional methods
and existing models. Instead, for molecular docking, even the rst Di Dock model required
signi cantly higher engineering complexity. This trend has continued since with the amount
of engineering and compute scaling throughout the time of this thesis.

This chapter largely contains the content from the publication:

Di Dock: Di usion Steps, Twists, and Turns for Molecular Docking. Gabriele
Corso*, Hannes Stark*, Bowen Jing*, Regina Barzilay, Tommi Jaakkola. Inter-
national Conference on Learning Representations (ICLR 2023).

Bowen and | conceived the initial methodology and theoretical grounding. Hannes and | led
the engineering and experimentation e orts. Hannes, Bowen, and | wrote the manuscript.
Regina and Tommi supervised the work.

61



62



Part Il

Tackling Outstanding Challenges
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Chapter 5

Deep Con dent Steps to New Pockets:
Strategies for Docking Generalization

5.1 Introduction

The conventional use of molecular docking in the industry has led the eld to focus on nding
binding conformations when restricting the search to prede ned pockets and evaluating these
on a relatively limited set of protein families of commercial interest. However, solving the
general blind docking task (i.e. without pocket knowledge) would have profound biological
implications. For example, it would help us understand the mechanism of action of new
drugs to accelerate their development [Schottlender et al., 2022], predict adverse side-e ects
of drugs before clinical trials [Luo et al., 2018], and discover the function of the vast number
of enzymes and membrane proteins whose biology we do not yet know [Yi et al., 2015]. All
these tasks critically require the docking methods to generalize beyond the relatively small
class of well-studied proteins for which we have many available structures.

Existing docking benchmarks are largely built on collections of similar binding modes
and fail to rigorously assess the ability of docking methods to generalize across the proteome.
Gathering diverse data for protein-ligand interactions is challenging because binding pockets
tend to be evolutionarily well-conserved due to their critical biological functions. Therefore,
a large proportion of known interactions fall into a relatively small set of common binding
modes. Moreover, human biases in the collection of binding conformational data further
compromise the representativeness of existing benchmarks. To address these problems, we
proposeDockGen , a new benchmark that aims to test a method's ability to generalize
across protein domains. WithDockGen , we show that existing machine learning-based
docking methods poorly predict binding poses on unseen binding pockets.

With this new benchmark, we analyze the scaling laws d@iffDock  with respect to
the size of both its architecture and its training data. The results show that increasing
both data and model can give signi cant generalization improvements. Further, we devised
and integrated a synthetic data generation strategy based on extracting side chains as
ligands from real protein structures. Putting these together, our newiffDock-L  increases
the DockGen performance from 7.1% to 22.6%. However, with the current data and
computing resources available today, this trend alone might not be su cient to fully bridge
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