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ABSTRACT

Since the dawn of science, computation and physics have evolved alongside each other,
both driven by a shared quest to solve problems and calculate properties of the natural
world. Today, this symbiotic relationship is epitomized in quantum information science, which
proposes to use quantum mechanics to solve hard computational problems and develop new
paradigms of communication and cryptography. Yet often absent from these developments
is a clear, human-interpretable understanding, with many quantum protocols built from
inherently quantum concepts (e.g., entanglement, superposition) that defy our classical line
of thought and muddle the search for efficient quantum algorithms.

Here we show that this search need not be so opaque: simple mathematical tools,
namely polynomials and their fundamental theorems, in unison with concepts from classical
computing, provide a powerful framework for the design of quantum algorithms. We develop
this framework and use it to construct an assortment of quantum algorithms, including
methods for quantum simulation, parallel computing, randomized algorithms, and continuous-
variable quantum hardware.

In illuminating this framework, we find a striking bidirectional flow: just as classical
concepts inspire new quantum algorithms, so too can quantum mechanical insights bring
about novel methods of classical computing. In this reverse direction, we adopt inherently
quantum concepts, such as random compilation and bosonic symmetry, to develop new
classical methods, with applications in simulating quantum systems and designing robust
neural networks.

In aggregate, this thesis provides a compendium of algorithmic techniques for probing
quantum systems and solving hard problems, using both quantum and classical tools—an
“algorithmic cookbook”—predicated on deep connections between these two domains. The
recipes presented here aim to demystify black boxes of quantum information science, and
provide a valuable resource for future developments.

Thesis supervisor: Isaac L. Chuang
Title: Professor of Electrical Engineering and Computer Science,
and Physics
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Chapter 1

The Algorithmic Landscape of Quantum
and Classical Computation

On examination, however, it was found that the electric eye had been on
the alert, and had really seen something. The immense �binary� was
decomposed into the product of the two prime factors 529,510,939 and
2,903,110,321. The work of a quarter of a century had been done in less
than a quarter of a minute. It was as if some watcher of the heavens had
turned his instrument upon some star two million light-years distant, and
had determined not only that it was a binary, but should give the exact
weight of each of the component stars.

� Derrick Lehmer, Hunting Big Game in the Theory of Numbers(1932)

In the beginning, Man created algorithms�from ancient Babylonians computing square
roots, to Greek mathematicians counting prime numbers, to scholars in Baghdad's House
of Wisdom solving algebraic equations.1 Like seeds planted in the �elds of curiosity, these
systematic approaches to problem-solving sprouted, matured in the formalization of computer
science, and now bear the fruits of the digital age.

Yet another seed was sown in this garden of natural philosophy: physics, driven similarly
by an innate desire to understand the world. Over centuries, this crop �ourished, spawning
branches of celestial dynamics, electromagnetism, and relativity, before blooming into quantum
mechanics. Even a century after this initial �owering, we continue to harvest new insights
from its entangled branches.

Today, as stewards of this lush garden, we observe a striking phenomenon: as the trees
of computer science and physics have grown, they have become increasingly intertwined,
engaged in a symbiotic relationship where each �eld fuels innovation in the other. This
convergence has been mediated by many shared mathematical concepts: eigenvalue problems,
non-convex optimization, and discrete symmetries, to name a few.

At the heart of this symbiosis lies quantum information science, which seeks to harness
quantum mechanics to develop new paradigms of computation, communication, and cryptog-
raphy. The bulk of this �eld is based on the concept of a quantum computer: a scienti�c

1Notably, the scholar Al-Khwarizmi , from whom we derive the anglicization �algorithm�.
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instrument that uses quantum mechanics to process information, and remarkably can solve
computational problems much faster than its classical counterpart. It is here that we take up
our tools to examine this instrument, its applications, and the symbiotic relationships that
underlie it.

1.1 Outline

The focus of thesis is algorithms for quantum science. Here we will examine quantum
algorithms for solving hard problems on quantum computers. In addition, as fault-tolerant
quantum computers are still under development, we will also study classical algorithms for
simulating quantum systems, which similarly provide valuable insights. In developing these
directions, we face two key challenges, respectively:

1. The Challenge of Quantum Algorithm Design: Our human minds grow and
develop within a classical world, making it di�cult to naturally intuit and design
quantum algorithms.

2. The Challenge of Classical Simulation: Simulating quantum systems is (generally)
a classically-hard problem, necessitating specialized techniques and an understanding
of quantum mechanics to make (some of) these simulations feasible.

In working to resolve these problems, we �nd a beautiful interplay between quantum and
classical computation, mediated by conceptual bridges that allow insights to �ow between
the two �elds. A key focus of this thesis will be one such bridge, known asquantum signal
processing(QSP). QSP provides a framework for designing quantum algorithms by using
classical mathematical tools�speci�cally, polynomials and their fundamental theorems. By
connecting quantum computing to the well-developed �eld of polynomial theory, QSP enables
the swift and intuitive design of quantum algorithms for a variety of problems. This renders
QSP a classical-to-quantum bridge, as it facilitates the transfer of classical knowledge to
quantum computing, e�ectively turning the task of quantum algorithm development into a
classical problem.

Similar bridges exist in the reverse direction, where quantum concepts inspire new classical
methods. As an analogy that contrasts our world, one might imagine a parallel universe
inhabited by microscopic beings governed by the laws of quantum mechanics. To them,
quantum phenomena would be intuitive, yet classical mechanics and computation would
seem mysterious. With this antipodal world in mind, we also explorequantum-to-classical
bridgesfor adopting quantum concepts into classical algorithms, thus showcasing the utility
of quantum-inspired techniques in classical computation.

In this thesis, we explore both directions in two parts:

ˆ Part I: Classical-to-Quantum
We �rst pursue classical-to-quantum bridges, beginning with a review of background
material and an outline of this thesis, before introducing a key algorithmic primitive
known as Quantum Signal Processing (Chapter 1). We then use this primitive, in
unison with polynomial theory and classical intuition to unify a broad class of quan-
tum algorithms (Chapter 2). Building o� this uni�cation, we develop new quantum
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simulation algorithms using results in approximation theory (Chapter 3), parallelize
quantum algorithms by leveraging polynomial factorization (Chapter 4), and design fast
randomized quantum algorithms via functional analysis (Chapter 5). Along the way,
we adapt this technology to continuous-variable quantum hardware by using insights
from analog computation (Chapter 6).

ˆ Part II: Quantum-to-Classical
We then take up the quantum-to-classical direction, using concepts from quantum
mechanics to develop new classical algorithmic methods. We begin by establishing
a connection between quantum �eld states and functions of sets, which allows us to
pinpoint ground states of �eld theories using machine learning techniques (Chapter 7).
We thereafter adopt the concept of error correction, as is fundamental to quantum
computation, to design fault-tolerant neural-networks (Chapter 8), and lastly leverage
quantum randomized compiling to accelerate Monte Carlo simulations of quantum
systems (Chapter 9).

Through this dual perspective, we demonstrate the symbiosis of quantum and classical
computation, where insights from each domain drive progress in the other. Here we use this
principle to develop novel algorithms, and distill them down to simplequantum and classical
recipes for computation. Our hope is that this compendium, orcookbookso to speak, o�ers
clear and intuitive guidance for algorithm design and application, and serves as a useful
resource for those navigating the evolving landscape of quantum information.

1.2 Quantum Computation

While classical computing�information processing based on the manipulation of bits�
underlies modern technology, there exist new paradigms poised to upend it. In 1982, Richard
Feynman famously remarked that �Nature isn't classical, and if you want to make a simulation
of nature, you'd better make it quantum mechanical� [Fey82]. Here, he suggests that simulating
quantum mechanics is a computationally-hard problem on a classical computer, and that
instead a computer based on quantum mechanical principles, a quantum computer, could
more e�ciently perform these simulations. This idea is sensible: quantum systems inherently
evolve under the Schrodinger equation, and thus provide a natural platform for broader
quantum simulation. Extending this line of thought, quantum computers may also hold
potential to solve other problems more e�ciently than classical computers.

At its core, quantum computation is a framework for processing information based on
the principles of quantum mechanics [NC10]. Instead of applying logic gates to classical bits,
quantum computers manipulate qubits, which are two-level quantum systems represented as
linear combinations of two orthonormal basis states (e.g.,j i = c0 j0i + c1 j1i for basesj0i
and j1i , analogous to the states of a bit). Qubits are manipulated by quantum gates, which
are unitary operations that govern coherent quantum evolution. More generally, one can also
manipulate qubits by quantum channels, which describe the evolution of a system interacting
with an environment. By combining these transformations and interspersing them with
measurements, we can implement a remarkably rich and powerful class of transformations for
information processing tasks.
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1.2.1 Quantum Advantage in Quantum Algorithms

In more detail, sequences of quantum operations may be compiled together into composite
operations and assembled into quantum algorithms, which are step-by-step procedures for
solving computational problems on quantum devices. Historically, these algorithms have been
expressed in terms of low-level gate operations, which makes them independent of hardware
implementation but lacks a unifying high-level framework for their design.

A striking property of quantum algorithms is their improved e�ciency over their classical
counterparts. Indeed, for a class of problems, quantum computers provide a complexity-
theoretic speedup over the best corresponding classical algorithms. An illustrative example is
the problem of searching an unstructured database: given a set ofN items, one of which is
marked, �nd this marked item. A classical algorithm must sift through, on average,O(N )
items before locating the marked one. On the other hand, Grover's quantum search algorithm
can solve this problem inO(

p
N ) queries [Gro96], providing an asymptotic quadratic speedup

in complexity.
An even more dramatic and well-known speedup occurs in integer factorization. For an

integer of n bits, the fastest known classical algorithm computes its prime factorization in
time super-polynomial inn [LL93], whereas a quantum algorithm exists that can solve this
in time O(n3) [Sho94]. This distinction renders factoring a computationally-easy problem
for quantum computers, while it remains infeasible on classical devices. In other words, the
boundary between hard and easy problems shifts when we lift computation from classical to
quantum setting.

Beyond searching databases and factoring large integers, quantum computers have appli-
cations to further problems. We summarize a subset of these problems below, which will be
studied in more detail in this thesis:

ˆ Hamiltonian Simulation : Simulate time evolution e� iHt j i for an n qubit Hamilto-
nian H . Classically, the matrix H is a 2n � 2n matrix, and so the cost of performing
this matrix exponentiation attains a worst-case cost2O(n) . In the quantum case, the
computational cost depends on the assumed access model to the Hamiltonian, but
in general the optimal cost isO(kH kt + log(1=�)) for an error tolerance� [LC17a].
For kH k = poly(n), as is the case for local Hamiltonians, one attains an exponential
advantage.

ˆ Search: Given a set ofN items f x1; x2; :::; xN g, one of which is marked by an oracle
U that acts asUjx i i = ( � 1)� i;i � jx i i for the marked elementx i � , �nd this marked item.
Classical search algorithms take timeO(N ) to sift through the items before �nding
the marked one. In the quantum case, Grover's quantum search algorithm �nds the
marked element inO(

p
N ) queries toU, providing a quadratric speedup [Gro96].

ˆ Linear Systems : SolveAx = b (or more speci�cally, determine a property of the
solution x) for a matrix A of dimensionD and condition number� . Classically, linear
system solvers incur a costO(�N ). On the other hand, the corresponding quantum
algorithms can prepare a quantum state that encodes the solution vector with a cost
O(� log(1=�)) , for an error tolerance� [HHL09; Dal24].
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ˆ Phase Estimation: Given access to anm-qubit unitary oracle U and an eigenvector
jui i , such that Ujui i = e2�i' jui i , determine the phase' to n bits of precision. Classically,
this is hard as it requires performing linear algebra in an exponentially large Hilbert
space. Quantumly, however, with access to controlled-U2j

operations (which can be
realized in many cases of interest), this can be solved e�ciently inO(n2) time [Kit95;
KSV02].

ˆ Integer Factorization: Provided an n-bit integer N , �nd its prime factorization

N = pr 1
1 pr 2

2 :::pr 1
q ; (1.1)

for q prime factorspi with exponentsr i . The fastest classical algorithm to date is the
general number �eld sieve, whose complexity scales super-polynomially as2~O(n1=3 ) [LL93],
thus rendering factoring a computationally-hard problem. However, Shor's algorithm
for factoring on a quantum computer runs in justO(n3) time [Sho94; NC10], providing a
super-polynomial speedup over classical methods. As the hardness of factoring integers
is the backbone of the RSA cryptosystem, the most widely used scheme in public-key
cryptography, this result renders RSA encryption insecure to a quantum computer
running Shor's algorithm.

ˆ Entropy Estimation : Given an n-qubit density matrix � , estimate its entanglement
entropy S(� ) = � tr( � log� ). Classically, this requires a matrix calculation on a2n-
dimensional vector space, equating to a cost2O(n) for a dense matrix� . Corresponding
quantum algorithms can compute this in timeO(n�=� 2) [Wan+24; WZW23] for an
error tolerance� and condition number � (i.e., the inverse of the smallest non-zero
eigenvalue of� ). For states with modest condition number� = O(poly(n)), the quantum
algorithms achieve an exponential speedup over classical algorithms.

The goal of the quantum algorithmist is to expand this list, and provide clear and e�cient
prescriptions for solving problems that are computationally-hard on classical computers
but easy on quantum computers. Signi�cant progress has been made in recent years,
with breakthroughs in developing quantum Gibbs samplers [CKG23], learning properties of
quantum states [HKP20], and generating pseudo-random unitary transformations [SHH24].

1.2.2 The Challenge of Quantum Algorithm Design

A core challenge in developing new quantum algorithms is their inherent di�culty to grasp.
Our human intuition is shaped by classical experiences, making it tough to think and reason
in terms of quantum mechanical concepts, such as superposition and entanglement. As a
result, the design of quantum algorithms is hindered by our classically-accustomed human
intuition. This fact is re�ected in the disparate nature of existing quantum algorithms, such as
those listed above, which have traditionally been developed for seemingly-unrelated problems
and use distinct techniques in their constructions.

Additionally, quantum algorithms have historically been expressed in terms of low-level
operations, such as quantum gates and their basic composite operations. As a result, quantum
algorithms have lacked a universal, human-interpretable framework to aid in their design.
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Indeed, quantum algorithm design has often been more of an art than a science, hindering
the systematic exploration of quantum computational applications.

Remarkably, there has recently emerged such a unifying framework for this task: many
quantum algorithms have been shown to be uni�ed under a common framework known
as quantum signal processing(QSP). In essence, QSP enables one to perform polynomial
transformations of quantum operators, and thus perform high-dimensional linear algebra on
quantum computers. This ability turns out to be surprisingly general, and in fact underlies
nearly all quantum algorithms. As such, QSP will serve as a core element of this thesis, and
we will explore it in detail in Sec. 1.4. Before doing so, let us discuss the second pillar of this
thesis: classical simulation of quantum systems.

1.3 Classical Computation for Quantum Simulation

As emphasized above, simulating quantum systems on a classical computer is generally a
computationally-hard problem, owing itself to the exponentially-large Hilbert space occupied
by a quantum state. This is the case for various simulation problems of interest, which
primarily fall into the following three categories:

ˆ Time Evolution : Given a Hamiltonian H and an initial state j 0i , simulate the time
evolution under the Schrodinger equation

i
d
dt

j i = H j i : (1.2)

For a time-independent Hamiltonian, this task is equivalent to preparing the solution
state j (t)i = e� iHt j 0i .

Alternatively, for an open system described by a LindbladianL and initial state � 0, the
goal is to simulate the time-dynamicsd

dt � = L (� ).

ˆ Ground State Estimation : Given a Hamiltonian H , estimate its lowest energy
eigenstatejE0i and its associated energy eigenvalueE0.

ˆ Thermal State Estimation : Given a Hamiltonian H and an inverse temperature� ,
evaluate the thermal state and/or extract its properties:

� =
1
Z

e� �H ; Z = tr
�
e� �H

�
: (1.3)

1.3.1 Methods of Classical Simulation

Despite the general classical intractability of these problems for arbitrary quantum systems,
this has not prevented the intrepid algorithmist from trying. Over the past few decades,
substantial progress has been made in developing classical simulation methods, often tailored
to speci�c systems or models, and leveraging the structural properties of quantum systems
to improve their performance. These methods render some settings of quantum simulation
achievable on classical computers, but by no means does this make simulation e�cient for all
quantum systems.
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A brief summary of common classical simulation methods, particularly those relevant to
this thesis, is provided below:

ˆ Tensor Networks : As their name suggests, tensor networks are structured arrays
of tensors, whose contractions can be used to model complex vectors and matrices,
including quantum states [BC17; Orú14]. While representing an arbitrary quantum
state is intractable, only a certain class of quantum states are physically-relevant, and
remarkably tensor networks are able to capture a substantial portion of this class. The
utility of tensor networks stems from the fact that they are designed to exhibit properties
seen in physically-relevant quantum states, such as their entanglement structure, and
thus can model, for instance, ground states of local Hamiltonians.

As such, tensor networks o�er a manageable, e�cient description of a restricted, but
physically-relevant, class of quantum states, including time-evolved states, ground states,
and thermal states. Among the variants of tensor networks introduced, noteworthy in-
stances include matrix product states for 1D spin chains [Vid03], multiscale-entanglement
renormalization ansatz for highly-entangled systems in 1D [Vid08], projected-entangled
pair states for 2D lattices [VC04], and various constructions for thermal states [VGC04;
SW10; MS19].

ˆ Neural-Network Quantum States : Inspired by recent advances in machine learning,
variational ansatzes based on neural networks have emerged under the nameneural-
network quantum states(NQS). These states parameterize a wave function by neural
networks, which are optimized over to approximate a state of interest [CT17]. For
instance, one can minimize the energy of an NQS to estimate a ground state, and
similar optimization methods exist for estimating thermal states and performing time
evolution.

Various neural network architectures have been successfully integrated into NQS,
including restricted Boltzmann machines [CT17; Mel+19], feedforward neural net-
works [Cho+18], and recurrent neural networks [Hib+20a]. Consequently, NQS have
been successfully deployed in spin systems [CT17; Mel+19; Cho+18; SK18; Sha+20;
Hib+20a], open systems [YH19; Vic+19; NS19; HC19], quantum chemistry [HSN20;
Pfa+20], and continuous space systems [Pes+22; Wil+23].

ˆ Quantum Monte Carlo : Quantum Monte Carlo (QMC) algorithms equate quantum
mechanical quantities, such as a state or an observable, to stochastic processes that
can be evaluated classically [BS17]. Most often, a target state is represented as an
expectation value over states that are each simpler to represent classically than the
target state itself, and this expectation value is estimated as an empirical mean. For
instance, Path Integral Monte Carlo represents a thermal state as an average over
in�nitely many classical evolution paths [Cep95], and contributions from these paths
are sampled and aggregated together in an empirical mean.

Given the generality of this method, QMC has spawned many algorithms, such as
variational Monte Carlo for estimating ground states [BS17; CT17] and the Monte
Carlo wave function method for simulating open system dynamics [MCD93; Dal14].
Thanks to their �exibility and ease of implementation, QMC algorithms have inspired
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a wide range of applications across quantum science, from condensed matter physics to
quantum chemistry [BS17; Zha13; Rot12].

These classical methods allow one to simulate a limited class of quantum systems, despite
general quantum simulation being a computationally-hard problem. A common theme in
these methods is to use quantum intuition: embed the known properties and structures of
quantum systems into classical simulation algorithms, such that they can e�ciently simulate
some physically-relevant quantum states. For instance, tensor networks are designed to display
the area law of entanglement�that the entropy of a subsystem grows with the size of its
boundary�which is a structural property that is proven to also be exhibited in ground states
of local Hamiltonians [BC17; Orú14]. Similarly, while NQSs are predicated on the universal
approximation theory of neural networks [CT17], they have been more rigorously proven
capable of representing highly entangled states [DLD17; Gla+18; Lev+19] and reproducing
tensor network contractions with little overhead [Che+18; SSC22]. Likewise, QMC algorithms
are derived from exact expressions for quantum states, such as thermal states or open system
dynamics [BS17; MCD93], and therefore converge to the correct answer as the number of
samples grows (although the requisite number of samples can be impractically large in certain
systems, such as those plagued by the sign problem [Han+20]).

It is these quantum-inspired insights that form bridges from quantum systems to classical
computation, and make amenable the task of classical simulation. In this cookbook, we
will explore additional recipes to bake quantum intuition into classical algorithms, further
expanding the toolbox of quantum-to-classical bridges for simulation.

1.4 A Key Classical-to-Quantum Bridge: Quantum Signal
Processing

Before proceeding to the main contents of this thesis, we discuss a key quantum algorithmic
primitive that we alluded to earlier: quantum signal processing (QSP). In short, QSP enables
one to apply a nearly-arbitrary polynomial transformations to quantum operators. As a
result, a problem can be made amenable to quantum computation by reducing it to a problem
in polynomial approximation, which is a historically well-understood �eld. Indeed, as we
will discuss later, numerous problems of interest fall into this category, and can thus be
straightforwardly solved with QSP. Importantly, this can be done by leveraging classical
intuition and fundamental theorems about polynomials. QSP therefore provides a sturdy
bridge from classical intuition to quantum computation, and opens the door to intuitive,
interpretable quantum algorithms. Here we introduce and review this framework, and
subsequently present its algorithmic implications in the following chapter (Chapter 2).

In more detail, QSP generalizes the results of composite pulse sequences [LYC16; LC17a;
LC19], and is built on the idea of interleaving two kinds of single qubit rotations: asignal
rotation operator W, and a signal processingrotation operator S. These rotation operations
are about di�erent axes through the Bloch sphere, e.g. commonlyW is an x-rotation, while
S is a z-rotation. Moreover, the signal rotation always rotates through the same angle� ,
whereas the signal processing rotation rotates through a variable angle according to some
pre-determined sequence.
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For example, we conventionally let the signal rotation operator be

W(a) =
�

a i
p

1 � a2

i
p

1 � a2 a

�
; (1.4)

which is anx-rotation by angle � = � 2cos� 1 a. Similarly, let the signal processing rotation
operator be

S(� ) = ei�Z ; (1.5)

which is a z-rotation by angle � 2� . For a tuple of phases~� = ( � 0; � 1; :::� d) 2 Rd+1 , and
using these conventions2, the QSP operation sequenceU~� is de�ned as

U~� = ei� 0Z
dY

k=1

W(a)ei� k Z : (1.6)

What is interesting is how QSP can modify the incoming signal. Suppose~� = (0 ; 0), i.e.
there is no processing, such thatU~� = W(a) is just the unchanged signal. If we plot the
probability of a j0i qubit input staying unchanged under this operation, i.e.p = jh0jU~� j0ij 2,
as a function of� , we �nd a nice cosinusoid (the lower plot in Figure 1.1), because for this case
p = cos2

�
�
2

�
. Now if we do some signal processing, by letting~� = ( �= 2; � �; 2�; 0; � 2�; � ),

where� = 1
2 cos� 1 (� 1=4), then for the newU~� using these phases, we �nd the new probability

p = jh0jU~� j0ij 2 = 1
8 cos2

�
�
2

� �
3cos8

�
�
2

�
� 15cos6

�
�
2

�
+ 35 cos4

�
�
2

�
� 45cos2

�
�
2

�
+ 30

�
(the

upper dotted dashed line in Figure 1.1), which for small� is approximately 1 � 5
8

�
�
2

� 6
. This

has the nice property that the qubit remains un�ipped for a wide range of signal angles, but
then a sharp transition happens around� � 2�= 3. This increases sensitivity to speci�c values
of the signal!

Figure 1.1: The transition probabilities for j0i ! j 0i after the application of exp(i�X= 2)
(uniform dashed) and the QSP sequence for the BB1 protocol (dotted dashed). The latter
transition probability is seen to be near-one for a wider range of� .

Thus, sequences like this are widely employed in magnetic resonance imaging to increase
image contrast. This particular sequence is famous in the �eld of NMR, and is known as the

2The convention presented in Eq. (1.6) may be called the Wx convention. See Appendix 2.A for other
conventions.
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�BB1� pulse sequence [Wim94]. Many such �composite pulse� sequences are known [FM98;
VC05; WM16], with a wide range of variations, and in experimental quantum computation,
they serve to suppress speci�c kinds of errors and enhance sensitivity to speci�c kinds of
signals, across implementations ranging from quantum dots [Wan+12] and nitrogen vacancy
centers in diamonds [AHC13], to trapped ions [Mou+15; TMB10; IV11] and superconducting
qubits [Cho+13].

That QSP sequences can have such signal transformation properties is well known, because
in general the matrix elementP(a) = h0jU~� j0i becomes a polynomial ina, with the order of

the polynomial being at most the length of the sequence of QSP phases~� . Speci�cally, for
example, for~� = (0 ; 0), P(a) = a; for ~� = (0 ; 0; 0), P(a) = 2 a2 � 1; and for ~� = (0 ; 0; 0; 0),
P(a) = 4 a3 � 3a. These are the Chebyshev polynomials of the �rst kind,Td(a).

Perhaps the most remarkable property of the QSP sequence of Eq. (1.6), however, is the
reverse of this statement: it turns out that for a given polynomialP(a) (subject to some
reasonable constraints), there exists a set of QSP phase angles~� such that P(a) = h0jU~� j0i .
Speci�cally [LYC16]:

Theorem 1 (Quantum Signal Processing). The QSP sequenceU~� produces a matrix which
may be expressed as polynomial function ofa:

ei� 0Z
dY

k=1

W(a)ei� k Z =
�

P(a) iQ(a)
p

1 � a2

iQ � (a)
p

1 � a2 P � (a)

�
(1.7)

for a 2 [� 1; 1], and a ~� exists for any polynomialsP, Q in a such that:

(i) deg(P) � d, deg(Q) � d � 1,

(ii) P has parity d mod 2 and Q has parity (d � 1) mod 2,

(iii) jPj2 + (1 � a2)jQj2 = 1.

The forward part of this theorem is easily proven by induction, starting from thed = 0
case, for whichP = ei� 0 and Q = 0. The reverse direction of this theorem is more involved,
and can be proven in a number of ways, including an elegant interpretation involving Laurent
polynomial algebras [Haa19a; Cha+20].

Often however, we are interested not in the unitaries that can be constructed with QSP
but rather the achievable polynomial transformations of the input,Poly(a), in a subsystem.
If as above, we choosePoly(a) = h0jU~� j0i = P(a) we are limited to P for which there
exists a polynomialQ satisfying the conditions of Theorem 1. This can be quite a limiting
condition for some applications. For example, fora = � 1, W(� 1) is proportional to the
identity matrix and the entire sequence QSP sequence collapses to a singlez-rotation limiting
us to polynomialsPoly(a) such that jPoly(� 1)j = 1. This limitation can be overcome by
instead de�ning Poly(a) = h+ jU~� j+ i = Re(P(a)) + iRe(Q(a))

p
1 � a2. In this case, it can

be shown that we can accurately approximate any real polynomial with parityd mod 2 such
that deg(Poly) � d, and jPoly(a)j � 1 8 a 2 [� 1; 1]. This can be achieved by selecting an
appropriate P whose real part approximates the desired function and aQ with small real

26



component. With this convention, the set of achievable polynomials is su�ciently expressive
for all of the applications described in this tutorial. In general, the basis employed for the
desired polynomial may be called thesignal basis, and unless otherwise speci�ed, below we
take this basis to bej+ i ; j�i . Appendix 2.A elaborates on this, and discusses the di�erent
conventional statements of the QSP Theorem 1.

While Theorem 1 guarantees the existence of such a~� , it does not provide a method
for determining it. Fortunately, Remez-type exchange algorithms can e�ciently compute
a ~� that produces a good approximation to any feasible polynomialsP and Q [LYC16].
Further, more e�cient and numerically stable algorithms have also been found [Cha+20;
Haa19a; Aru+19], and novel optimization techniques are currently under development [Lin21].
Appendix 2.D gives explicit examples of~� for a wide family of polynomials used in realizing
quantum algorithms, and illustrates an open-source code package accompanying this tutorial
for generating QSP phase angle coe�cients.
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Part I: Quantum Algorithms
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Chapter 2

A Single Unifying Framework for
Quantum Algorithms

E pluribus unum � Out of many, one.

� Pierre Eugene du Simitiere, (1776)

As emphasized in Chapter 1, quantum algorithms often stem from di�erent backgrounds,
disparate both in the problems they address and in their underlying constructions. Conse-
quently, quantum algorithms appear murky and fragmented at �rst glance. However, in this
chapter, drawn from Ref. [Mar+21], we show that quantum algorithms share far more in
common than that which separates them. We illustrate how an algorithmic primitive known
as the quantum singular value transformation (QSVT) embodies a single unifying framework
that underlies nearly all known quantum algorithms. Paralleling the pioneering work on
QSVT [Gil+19], we demonstrate how this framework encompasses algorithms like amplitude
ampli�cation, quantum simulation, and solving linear systems. We also extend these results
to phase estimation, enabling one to achieve fast integer factoring with QSVT. Collectively,
these developments solidify QSVT as a universal approach to quantum algorithm design, and
a promising tool for the development of quantum computing applications.

2.1 Introduction

Algorithms solve problems by presenting a process or set of rules to be followed, utilizing a
basic set of building blocks provided. Computer science traditionally employs Boolean circuit
components as the basic blocks, from which standard arithmetic operations may be composed,
as Boolean functions. Quantum computation employs a di�erent set of basic blocks, typically
unitary operations on one or more two-state systems (qubits), to realize quantum circuits. A
fundamental challenge arises, however, when seeking to unite the world of quantum circuits
with that of Boolean functions: in general, Boolean functions need not be reversible, whereas
quantum circuits are manifestly unitary transforms, and must thus be invertible.

Early in the history of quantum computation, this barrier was transcended by seminal
work [Ben89] showing that all Boolean functions can be made reversible, with only a small
overhead in space and time. To�oli and Fredkin famously illustrated this idea by showing how
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the ideal Newtonian dynamics of �nite-radii spheres (billiard balls) can be used to simulate
reversible Boolean circuits, via their collisions [FT82]. Following this concept, simulation
of arbitrary Boolean functions can also be accomplished using quantum circuits, by �rst
embedding the desired function into a reversible Boolean circuit, then constructing a quantum
circuit realizing this invertible transform. Such an embedding is a core part of Shor's quantum
factoring algorithm [Sho94], for example, as used in the modular exponentiation of an input
number.

Intriguingly, however, the two other major �primordial� quantum algorithms, Grover's
quantum search algorithm [Gro96], and the Hamiltonian simulation algorithm [Fey82; Llo96a],
do not employ an embedding of a reversible Boolean function. In fact, a key part of the
quantum factoring algorithm is its use of the quantum Fourier transform, which has no direct
classical analogue, in the sense that it is not at all like a quantum embedding of a reversible
Boolean function for the Fourier transform. And yet, all three of these algorithms provide
solutions to problems with clear classical counterparts, and attain known speedups over the
comparable classical �Boolean function� approaches. So wherein lies the ability of quantum
algorithms to address and speed up the solution to a classically speci�ed problem?

As illustrated in this chapter, a key idea in uniting quantum and classical computation
is not to �rst make classical computation reversible. Instead, observe that the dynamical
behavior of asubsystemof a quantum system can benon-unitary, and thus can directly
realize irreversible, non-linear functions. An extreme case of this is projective measurement:
the billiard ball model can realize non-invertible gates simply by discarding balls, but this
would be ine�cient. More constructively, the recently developed framework ofquantum
signal processing(QSP) [LYC16; LC19] provides a systematic method to make a quantum
subsystem transform under nearly arbitrary polynomial functions of degreed, using O(d)
elementary unitary quantum operations. Crucially, the polynomial describes not the output
of the full quantum system, but only a very speci�c and clearly identi�ed subsystem. And
remarkably, the essential ideas behind QSP originate from the early days of practical control
of two-level quantum systems, with nuclear magnetic resonance [FM98; Lev86; Wim94].

With this framework, we present in this tutorial a pedagogical overview of the modern
approach to quantum search, factoring, and simulation, focusing on how all three of these
central quantum algorithms may be uni�ed as instances of the recently developedquantum
singular value transform (QSVT) algorithm[Gil+19]. The QSVT algorithm generalizes QSP
and e�ciently applies a polynomial transformation to the singular values of a linear operator
(governing a particular subsystem) embedded in a larger unitary operator. And more recently,
such a singular value transformation has been generalized to apply to an operator embedded
in a block of a Hamiltonian [Llo+21].

Singular values naturally arise in this context from the fact that the input and output spaces
of the embedded linear operator may be of di�erent sizes. The polynomial transformation
of the singular values is achieved by applying a speci�c sequence of SU(2) rotations to the
embedded subspace, where each rotation is parameterized by an angle� k 2 R. The QSVT
algorithm is parametric in that the polynomial transformation is completely characterized by
the choice of phase anglesf � kg. Moreover, given the desired polynomial transformation, the
QSP phase angles which generate it may be classically e�ciently and stably computed [LYC16;
Gil+19; Don+21].

This seemingly simple parameterization endows QSVT with immense �exibility and power.
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Using QSVT as a subroutine, we present quantum algorithms for the search problem and
phase estimation, and give simpli�ed arguments for optimal Hamiltonian simulation by QSVT
and matrix inversion by QSVT. We also present a QSVT-based algorithm forthe eigenvalue
threshold problem, wherein one wishes to know if a (normal) matrix has an eigenvalue above
some threshold, and use this to simplify the presentation of the use of QSVT for phase
estimation. Each algorithm is realized simply as an instance of QSVT with a natural oracle,
adaptively repeated and interspersed in a common pattern with simple quantum gates and
measurements.

This common pattern is particularly fascinating. At face value, the algorithms for the
search problem, factoring (aka phase estimation), and Hamiltonian simulation appear to share
no similar structures, owing their quantum speedups to di�erent sources, and yet they can all
be derived from a single algorithmic primitive, and interpolated between by a simple change
of parameters. In addition, these three central algorithms form the foundation for most
quantum algorithms currently known. For instance, the Harrow-Hassidim-Lloyd algorithm for
linear systems [HHL09] incorporates Hamiltonian simulation and phase estimation in order to
invert a Hermitian matrix, and similarly the quantum counting algorithm integrates quantum
search with phase estimation to count the number of marked elements in an unstructured
set [BHT98]. As shown in this tutorial, by simply adjusting the parameters of QSVT, one
can construct nearly all known quantum algorithms. It is in this sense that QSVT provides a
grand uni�cation of quantum algorithms.

While some of these applications have been covered in recent works on QSVT [Gil+19;
Ral21a], here we aim to present these constructions as pedagogically as possible, providing
detailed procedures and intuition for each, and including explicit examples to support abstract
ideas where appropriate. We also supply performance bounds and resource requirements for
each of the algorithms presented here, which we anticipate will be helpful. It is our hope that
this presentation will make QSVT and QSP more accessible, catalyzing future developments
in quantum algorithms.

Throughout this tutorial, we will assume familiarity with basic concepts in quantum
computing, such as unitary dynamics and measurement, as well as the conventional quantum
algorithms for search, phase estimation, and Hamiltonian simulation. For a comprehensive
review of these subjects, see [NC10; Pre98; KSV02]. Further, we aim to present this chapter
in a manner accessible to readers without prior knowledge of QSP and QSVT, but if more
information on these topics is needed, [Low17; LYC16; Gil19; Gil+19] may serve as helpful
references.

2.1.1 Road Map

Building on the survey of Chapter 1, we share the story of this grand uni�cation of quantum
algorithms by �rst surveying the development of QSVT in Section 2.2, beginning with a
generalization of quantum signal processing to quantum eigenvalue transforms and ultimately
the quantum singular value transformation. Thereafter, we detail a statement of grand
uni�cation for currently known quantum algorithms, presenting QSVT-based algorithms for
the search problem and the eigenvalue threshold problem in Secs. 2.3 and 2.4, respectively.
Further ful�lling the uni�cation promise, we introduce an algorithm for phase estimation by
QSVT in Section 2.5, and show how the quantum Fourier transform emerges from cascading
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QSVT sequences. We then highlight in Section 2.6 how QSVT can yield intuitive algorithms
for Hamiltonian simulation and matrix inversion. Lastly, in Section 2.7, we explore the
implications of these results and discuss areas of future research in the utility of QSVT.

2.2 From QSP to QSVT

With the QSP framework established in Chapter 1, we now extend it to applications in
matrix-valued functions� that is, the preparation of polynomial transformations of matrices.
This is accomplished through Quantum Eigenvalue Transformation (QET) and Quantum
Singular Value Transformation (QSVT).

2.2.1 An Application to Amplitude Ampli�cation and Search

Toward motivating QSVT from QSP, we introduce an illustrative example of how multi-
qubit problems may be simpli�ed by identifying qubit-like subsystems, to which the ideas
of QSP may be applied. The concept demonstrated in this subsection is essentially that of
qubitization [LC19], which forms a core tenet of QSVT.

Speci�cally, we discuss the problem of amplitude ampli�cation; a similar construction will
be discussed in Section 2.3 employing the major theorems of QSVT, but here we begin from
basic principles. It is hoped that the geometric intuition behind the argument which follows,
and the expediency of the fully-developed construction in Section 2.3, will complement each
other.

The utility of Theorem 1 is nicely demonstrated in solving the following problem. Suppose
you are given a unitaryU (which may act on some Hilbert space of large dimension; i.e.,
larger than just a qubit) and its inverse,Uy, as well as two operatorsA � and B � , each of
which rotates the phases of a speci�c, privileged state, namely:

A � = ei� jA 0 ihA 0 j (2.1)

B � = ei� jB 0 ihB 0 j : (2.2)

The challenge is to construct a circuitQ using U, Uy, A � , and B � such that

jhA0jQjB0ij �! 1 (2.3)

in the limit of a su�ciently large circuit, and assuming that the original matrix element
hA0jUjB0i of U is nonzero.

This problem is known asamplitude ampli�cation, and remarkably it can be solved without
knowing the speci�c initial value hA0jUjB0i , by using the oblivious �xed-point amplitude
ampli�cation quantum algorithm. We will show that such an algorithm arises only from
Theorem 1, even in the multiple-qubit setting, by recognizing that there are two concentric
Bloch spheres (qubit-like spaces) in this problem.

Speci�cally, one can recognize thatUjB0i is a quantum state which has a non-zero
component alongjA0i , and another component perpendicular tojA0i . So we de�ne

jA? i =
1
N

�
I � j A0ihA0j

�
UjB0i ; (2.4)
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whereN is the normalization factor needed to makejA? i a unit vector. Then

UjB0i = ajA0i +
p

1 � a2jA? i (2.5)

for a = hA0jUjB0i (we may assume thata is real because a possible phase may be absorbed
into jB0i )). Similarly, we may de�ne somejB? i such that

UjB? i = � ajA? i +
p

1 � a2jA0i : (2.6)

These ideas are illustrated in the diagram of Figure 2.1, using the familiar Bloch sphere.

Figure 2.1: An illustration of amplitude ampli�cation, where one desires to prepare the
state jA0i (here the north pole of some Bloch sphere) obliviously to this state, given only
jB0i , an operatorU whosehA0jUjB0i = a component is non-zero, and the ability to rotate
about the statesjB0i (blue) and jA0i (black) through chosen angles. The standard Grover
iterate can be recovered in this model if one desires, by producing a simple rotation by
� = 2 cos� 1

� p
1 � a2

�
= 2 sin� 1 a (red) toward jA0i .

Thus, on the two-dimensional Hilbert space spanned byfj A0i ; jA? ig , the action of U is
that of a 2� 2 unitary:

U = a
�

jA0ihB0j � j A? ihB? j
�

+
p

1 � a2
�

jA? ihB0j + jA0ihB? j
�

; (2.7)

which is convenient to represent in matrix form, as

U =
� jB 0 i j B ? i

jA 0 i a
p

1 � a2

jA ? i
p

1 � a2 � a

�
; (2.8)

where the labels on the matrix indicate that columns act onjB0i ; jB? i (from left to right),
and the rows act onjA0i ; jA? i (from top to bottom), such that U brings a state in theB
basis into a state in theA basis. These two bases are the two Bloch spheres (or qubit bases)
encoded in the problem. Moreover,U is a re�ection operation, which we may represent in
this qubit-like abstraction as R(a) = XR y(� ), with � = 2 cos� 1

� p
1 � a2

�
= 2 sin� 1 a.

This two-Bloch sphere picture provides the intuitive basis for the following theorem:
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Theorem 2 (Amplitude Ampli�cation) . Given unitary U, its inverse Uy, and operators
A � = ei� jA 0 ihA 0 j , B � = ei� jB 0 ihB 0 j ,

hA0jA � 0

2

4

d� 1
2Y

k=1

UB� 2k � 1 UyA � 2k

3

5 UjB0i = Poly( a) ; (2.9)

whered is odd, andPoly(a) is a polynomial in a = hA0jUjB0i of degree at mostd that obeys
the conditions onP from Theorem 1.

Why does this work? Note �rst that UjB0i lives in the A-qubit space, spanned byjA0i
and jA? i . This qubit then gets rotated around its �z� axis by A � . The Uy then rotates
this around the y axis (and also does a re�ection aroundZ , but we can disregard that for
this intuition). Uy also maps the state from theA-qubit space back into theB-qubit space,
spanned byjB0i and jB? i . Next, B � rotates the state around theB-qubit space'sz-axis.
Then the leftmost U does anothery-rotation (and re�ection), and maps the state back into the
A-qubit space. The sequence in the square brackets maps the state back and forth between
the two qubit bases, sandwichingy-axis rotations with z-axis rotations. This sandwich of
rotations is thus just doing quantum signal processing as in Sec. 1.4; we understand this
behavior well!

The formal proof of this theorem begins by noting that on the subspaces de�ned by the
two Bloch spheres de�ned above,U = Uy. Moreover, note that R(a), the 2 � 2 unitary
representation ofU (in the qubit bases relevant to our problem), is related to theW(a) of
Eq. (1.4) by

R(a) = � iei �
4 Z W(a)ei �

4 Z ; (2.10)

Substituting this into Eq. (2.9), and recognizing that A � and B � simply becomez-axis
rotations, we obtain

hA0j

 

ei� 0
0Z

"
dY

k=1

W(a)ei� 0
k Z

#!

UjB0i = Poly( a); (2.11)

wheref � 0
kg are linear combinations of the original phasesf � kg. By Theorem 1, the term in

parentheses is a matrix of related polynomials evaluated ata. The above matrix element
thus evaluates to a polynomialPoly(a) of degree at mostd (which can be seen by counting
the instances ofU and Uy in Eq. (2.9)), completing the proof of Theorem 2.

Theorem 2 takes on the meaning of performing �oblivious amplitude ampli�cation� when
the phasesf � kg are chosen such that the polynomial constructed approximates the sign
function for small values ofa. The technical aspects of generating the proper polynomials
are further discussed in Sec. 2.3 and Appendix 2.D.1.

Grover's celebrated quantum search algorithm [Gro96], which is similar in character to
the above, can easily be derived from the construction of amplitude ampli�cation. In the
search problem, some computational basis statejA0i is unknown, but an oracle is given that
implements

A � = ei� jA 0 ihA 0 j ; (2.12)
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and the goal is to create a quantum state close tojA0i using as few queries to the oracle
as possible. The search algorithm solves this problem by choosingU = H 
 n (Hadamards
on all the qubits in the search space), and starting withjB0i = j0i . Note that sincejA0i is
a computational basis state,hA0jUjB0i = 2 � n=2 = 1=

p
N becauseUjB0i = j 0i is an equal

superposition over allN basis states in the search space. This means that the amplitude
ampli�cation algorithm can be applied, with the speci�c case ofa = 1=

p
N being known,

meaning we choose all the� k = � for all k. This choice implies that

UB� Uy = ei�H 
 n j0ih0jH 
 n
= I � 2j 0ih 0j ; (2.13)

which can be recognized as Grover's �inversion about mean� iterate. This choice also
produces an oscillating polynomial that monotonically increases the matrix element up to
d � d �= (2 sin� 1 a)e steps [YLC14a]. This may be seen by noting that each application of the
signal rotation operator rotates through an angle2sin� 1 a, and the target state is at most
an angle� away, similar to the argument used to derive the query complexity of Grover's
algorithm in [NC10]. The amplitude ampli�cation algorithm thus gives Grover's quantum
search algorithm in this limit, and the number of oracle calls required isd � �= (2 sin� 1 a) =
�= (2 sin� 1(1=

p
N )) = O(

p
N ), the known performance of Grover's algorithm. Once more, a

similar result will be discussed in Section 2.3, where the �ow from qubitization to QSVT to
�xed point amplitude ampli�cation will be applied more generally.

2.2.2 Quantum Eigenvalue Transformation

Theorem 2 is known as amplitude ampli�cation because it accomplishes a polynomial transform
of one speci�c amplitude, namely the matrix element ofU at jA0ihB0j. However, this
polynomial transform can actually be performed overan entire vector space, not just a
one-dimensional matrix element. In particular, we now show that this technology can be used
to polynomially transform all the eigenvaluesof a Hamiltonian H that has been embedded
into a block of a unitary matrix U.

Speci�cally, suppose we have the unitary

U =
� 0 1

0 H �
1 � �

�
; (2.14)

whereH is someN � N (possibly very large) Hamiltonian operator, located in the upper left
block of U, labeled by an index qubit being in the statej0i (and it is said that H has thus
been �qubitized�). We have included the indices0 and 1 adjacent to the matrix representation
of U to schematically indicate howH is encoded inU. At the cost of some generality let us
make some assumptions for simplicity of exposition. In particular, assume the operator norm
kHk is su�ciently small that this block embedding can be achieved, i.e.kHk � 1 (if not,
then one can instead embed some rescaled version of the Hamiltonian,H=� , but for now
we will neglect this case for the sake of expository clarity). In particular, suppose that the
eigenvectors and eigenvalues ofH are given as

H =
X

�

� j� ih� j : (2.15)
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Then, specializing to a speci�c block encoding for clarity, the missing blocks ofU may be
completed as

U =
�

H
p

I � H 2
p

I � H 2 �H

�
; (2.16)

where p
I � H 2 =

X

�

p
1 � � 2j� ih� j ; (2.17)

and it can be seen by inspection thatUyU = I as required for the unitarity of U, as long
as the eigenvalues� are of reasonable scale. While a general block encoding need not take
this specialized form, this choice of encoding will be su�cient for our illustrative purposes.
Moreover, the treatment of general block encodings is presented in [Gil+19; LC19], wherein
it is shown that a general block encoding takes a form similar to Eq. (2.16) in a special basis
related to the eigenbasis ofH .

Our specialized choice of block encoding means thatU may be expressed as a sum of two
tensor products

U = Z 
 H + X 

p

I � H 2 ; (2.18)

and therefore acts as

Uj0ij � i = � j0ij � i +
p

1 � � 2j1ij � i (2.19)

Uj1ij � i = � � j1ij � i +
p

1 � � 2j0ij � i ; (2.20)

which indicates that U contains a Bloch sphere (i.e. a qubit basis) for each eigenspace1 of H
corresponding to a certain eigenvalue. In particular,U may be expressed as a sum overN
separate Bloch spheres:

U =
X

�

�
�

p
1 � � 2

p
1 � � 2 � �

�

 j � ih� j

=
X

�

hp
1 � � 2X + �Z

i

 j � ih� j

=:
X

�

R(� ) 
 j � ih� j =
M

�

R(� );

(2.21)

whereR(� ) is de�ned as the operator in square brackets in the penultimate line above, and
may be interpreted as a re�ection and rotation about the Bloch sphere'sy-axis, exactly
the same as we found for theR(a) operator that appeared in the amplitude ampli�cation
construction as per Eq. (2.8). We thus have a form forU which parallels that of the
amplitude ampli�cation scenario. However, unlike amplitude ampli�cation, we do not have
one-dimensional phase rotation operatorsA � and B � , because we haveN Bloch spheres, and
not just two!

Nevertheless, there are still distinct vector spaces in which the input and output ofH
exist: these are, respectively, the column space and row space of the matrixH , within U. In

1Note that even for degenerate eigenspaces the linearity of the QSP sequence ensures qubitization.
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the scenario of Eq. (2.14), these vector spaces are de�ned by the projector� := j0ih0j acting
on the auxiliary qubit. Generalizing the way amplitude ampli�cation employs the phase shift
A � of Eq. (2.1) acting on a single elementjA0ihA0j, we may now de�ne a projector controlled
phase shift operation� � :

� � := ei 2� � ; (2.22)

which imparts a phase ofei 2� to the entire subspacedetermined by the projector� . Note
that if we want to be more precise, we may instead de�ne this operation as

� � := ei� (2� � I ) (2.23)

which is a proper unitary transform and acts as az-rotation, like S(� ) from Eq. (1.5), but
these two de�nitions di�er only by a global phase which may be neglected. From a quantum
circuit standpoint, � � may be realized by employing two instances of projector controlled-not
gates (which we will refer to as� -controlled-not , or C� NOT for short) around a single qubit
z-rotation by angle � :

Figure 2.2: The circuit used to realize the projector controlled phase shift� � , also termed the
�phased iterate�, in analogy to the bareexp(i�Z ) operation used in QSP, used as the signal
processing rotation operator. We note that this circuit is valid for an arbitrary projector� ,
although it simpli�es to a single rotation for the simple projector� = j0ih0j that we've used
in this section.

The main relevant observation is that on the subspace of each of theN Bloch spheres of
Eq. (2.21), � � acts as az-axis rotation,

� � =
X

�

ei�Z 
 j � ih� j =
M

�

ei�Z (2.24)

with j� i as an eigenvector.
This picture of N separate Bloch spheres evolving underz- and y-rotations provides the

intuitive basis for the following theorem:

Theorem 3 (Eigenvalue transformation). Given a block encoding of HamiltonianH =P
� � j� ih� j in a unitary matrix U,

U =
� �

� H �
� �

�
; (2.25)
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with the location ofH determined by projector� , and given the ability to perform� -controlled
NOT operations to realize projector controlled phase shift operations� � , then, for evend,

U~� =

2

4
d=2Y

k=1

� � 2k � 1 Uy� � 2k U

3

5 =
� �

� Poly(H) �
� �

�
(2.26)

where
Poly(H) =

X

�

Poly(� )j� ih� j (2.27)

is a polynomial transform of the eigenvalues ofH . The polynomial is of degree at mostd,
and obeys the conditions onP from Theorem 1.

Similarly, for odd d,

U~� = � � 1 U

2

4
(d� 1)=2Y

k=1

� � 2k Uy� � 2k +1 U

3

5 =
� �

� Poly(H) �
� �

�
(2.28)

wherePoly(H) has an analogous interpretation.

Why does this work? For the same reason that Theorem 2 does! To see this, let us use
the speci�c encoding of Eq. (2.16) to rewrite Eq. (2.26) as an action onN separate Bloch
spheres (the oddd case in Eq. (2.28) being analogous):

U~� =
M

�

2

4
d=2Y

k=1

ei� 2k � 1Z R(� )ei� 2k Z R(� )

3

5 ; (2.29)

recognizing that we have chosen conventions forR(� ) in Eq. (2.21) such thatRy(� ) = R(� ).
This allows us to relabel the sum and the phases to put Eq. (2.29) into a standard form of
quantum signal processing (similar to how we obtained Eq. (2.11)):

U~� =
M

�

"

ei� 0
0Z

dY

k=1

W(� )ei� 0
k Z

#

: (2.30)

By Theorem 1, the term in brackets is a matrix of polynomials in� , verifying Theorem 3.
Finally, although we have specialized to the speci�c block encoding of Eq. (2.16), the proof
for more general block encodings is contained in [Gil+19; LC19].

One immediately apparent utility of this eigenvalue transformation theorem is its usefulness
in �ltering eigenvalues. For example, we saw previously in Section 1.4 that the BB1 sequence
of phases can be used to increase sensitivity to the signal. In this eigenvalue transformation
scenario, the signal is the eigenvalue� , and a sequence of QSP phases can be used to selectively
�lter a range of eigenvalues, e.g. those below a threshold of� � 2�= 3 in the case of BB1 (for
now this is an imprecise statement, but a similar question is a major concern of Section 2.4).
Measuring the projector� will show that the QSP sequence �ips the index qubit with higher
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probability if the Hamiltonian has an eigenvalue larger than this threshold, versus when all
the eigenvalues ofH are below the threshold. This result also assumes the ability to prepare
a state which has some overlap with the relevant eigenstates ofH , as input into U, but the
speci�c amplitudes of the overlap are not crucial, because amplitude ampli�cation can be
employed to boost the signal.

2.2.3 Quantum Singular Value Transformation

Theorem 3 is known as the eigenvalue transformation because it accomplishes a polynomial
transform of the eigenvalues of a matrix embedded within a larger unitary matrix. However,
in general the embedded matrix need not have a well de�ned set of eigenvalues; for example,
instead of being a square matrix, it could be rectangular. Remarkably, the same idea of
transforming the embedded matrix using quantum signal processing can still apply. Speci�cally,
we now show that QSP sequences can be used to polynomially transform all thesingular
valuesof a (possibly non-square) matrixA which has been encoded into a block of a unitary
matrix U.

Such a general matrixA can be decomposed as

A = W� � V y
� ; (2.31)

where W� and V� are unitary and � is diagonal and contains along its diagonal the set
of non-negative real numbersf � kg, known as the singular values ofA, of which there are
r = rank(A) nonzero values. All matrices have such asingular value decomposition(SVD).

As W� and V� are unitary, their columns form orthonormal bases, which we denote
by fj wk ig and fj vk ig , respectively. fj wk ig are the left singular vectors, which span the
left singular vector space, andfj vk ig are the right singular vectors, which span the right
singular vector space. Using this notation, we may conveniently rewrite the singular value
decomposition ofA in a form analogous to the eigenvalue decomposition:

A =
rX

k=1

� k jwk ihvk j : (2.32)

Now, suppose that we are given a unitary matrixU such that A is encoded in a block of
U, i.e.

U =
� �

~� A �
� �

�
; (2.33)

where ~� :=
P

k jwk ihwk j and � :=
P

k jvk ihvk j are projectors which locateA within U,
such that A = ~� U� . We have again included� and ~� indices adjacent to the matrix
representation ofU to schematically indicate howA is encoded inU: � selects the columns
and ~� the rows in whichA is encoded. Moreover, the projectors� and ~� also identify the
left and right singular vector spaces, respectively.

For pedagogical simplicity, let us assume for now thatA is a square matrix (this assumption
is dropped in the next section). Again specializing to a speci�c block encoding, we may
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complete the missing blocks of the unitaryU by writing

U =
� 0 1

0 A
p

I � A2

1
p

I � A2 � A

�
; (2.34)

where the0 and 1 are index qubit labels for the block matrices withinU, and where
p

I � A2

is formally de�ned in terms of the SVD ofA, as

p
I � A2 :=

X

k

q
1 � � 2

k jwk ihvk j : (2.35)

It can then be veri�ed straightforwardly that UyU = I , as long as the singular valuesf � kg
are less than or equal to1 (which may always be achieved by rescalingA to someA=� ).
Again, while a general block encoding need not take this specialized form, this choice will
be su�cient for our illustrative purposes. And moreover, the treatment of general block
encodings is presented in [Gil+19], wherein it is shown that a general block encoding takes a
form similar to Eq. (2.34) in special basis related to the left and right singular vectors ofA.

Just as with the analysis of the block-encoded HamiltonianH, there are multiple Bloch
spheres inU. Speci�cally, note that

Uj0ij vk i = � k j0ij wk i +
q

1 � � 2
k j1ij wk i (2.36)

Uj1ij vk i = � � k j1ij wk i +
q

1 � � 2
k j0ij wk i ; (2.37)

so that U may be expressed as a direct sum over a number of separate Bloch spheres equal
to the rank of A:

U =
X

k

�
� k

p
1 � � 2

kp
1 � � 2

k � � k

�

 j wk ihvk j

=
X

k

� q
1 � � 2

kX + � kZ
�


 j wk ihvk j

=:
X

k

R(� k) 
 j wk ihvk j ;

(2.38)

where we have de�nedR(� k) analogous toR(� ) in Eq. (2.21). We now have a form forU
which directly parallels that of the eigenvalue transform scenario, and for exactly the same
reasons, the following theorem holds:

Theorem 4 (Singular value transformation). Given a block encoding of a matrixA =P
k � k jwk ihvk j in a unitary matrix U,

U =
� �

~� A �
� �

�
; (2.39)
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with the location ofA determined by projectors� and ~� , and given the ability to perform� -
and ~� -controlled not operations to realize projector controlled phase shift operations� � and
~� � (de�ned as in Sec. 2.2.2), then, for oddd,

U~� = ~� � 1 U

2

4
(d� 1)=2Y

k=1

� � 2k Uy ~� � 2k +1 U

3

5 =
� �

~� Poly(SV) (A) �
� �

�
; (2.40)

wherePoly(SV) (A) is de�ned for an odd polynomial as

Poly(SV) (A) :=
X

k

Poly(� k)jwk ihvk j; (2.41)

which applies a polynomial transform to the singular values ofA. The polynomial is of degree
at most d and obeys the conditions ofP from Theorem 1.

Similarly, for d even,

U~� =

2

4
d=2Y

k=1

� � 2k � 1 Uy ~� � 2k U

3

5 =
� �

� Poly(SV) (A) �
� �

�
; (2.42)

wherePoly(SV) (A) is de�ned for an even polynomial as

Poly(SV) (A) :=
X

k

Poly(� k)jvk ihvk j: (2.43)

which is also a polynomial transform of the singular values ofA, but with the modi�cation
that the input and output spaces are both the right singular vector space, spanned byfj vk ig .
Analogously, the polynomial is of degree at mostd and obeys the conditions ofP from
Theorem 1.

The main di�erence between this theorem and the eigenvalue transform of Theorem 3
is that here, the Bloch sphere transformations ofU also switch between thefj vk ig and the
fj wk ig bases, similar to how the sequence in Theorem 2 (Eq. (2.9)) �ips between bases. Thus,
we should now carefully keep track of which vector space the system is in at each stage of
operation. In particular, in each of the terms in square brackets in Eqs. (2.42) and (2.40),
the U on the right moves the system from thefj vk ig basis into the fj wk ig basis, and~� �

then rotates the system around thez-axis of each left singular vector space's Bloch sphere.
Similarly, the Uy on the left then moves the system back from thefj wk ig basis into the
fj vk ig basis, and �nally ~� � rotates the system around thez-axis of each right singular vector
space's Bloch sphere. Therefore, the oddd sequence starts in the right singular vector space
and ends in the left singular vector space, such thatPoly(SV) (A) is accessed with� and ~� ,
whereas the evend sequence starts and ends in the right singular vector space, such that
Poly(SV) (A) is accessed with just� .

With this crucial modi�cation, Theorem 4 may be veri�ed by following the same logic
as that of Theorem 3, while the proof for general block encodings is presented in [Gil+19].
Theorem 4 is the essence of the quantum singular value transform (QSVT) algorithm, and
we elaborate in the next sections upon what can be accomplished with it.
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2.2.4 Block Encodings

A key idea behind the generalization of QSP from single-qubit dynamics, to multi-qubit
transforms is the use of a block-encoded operator, as we have just seen in the last two
subsections (and as is discussed in the following sections). While the embedding of one matrix
inside a larger one is well known in mathematics as adilation [HJ91], as used here, block
encoded operators are a quantum concept, and their construction comes with some caveats.
We elaborate on these constructions in this subsection.

The starting point for many applications of QSP and QSVT is the availability of the
desired signal as a linear operator, a matrixA, encoded as a block inside a larger unitary
matrix U, as described in Eq. (2.33). What is such a block encoded operator, physically?
Some limited intuition comes from the case whenA is a unitary matrix, in which caseU is
simply a controlled-A operator, as depicted in Figure 2.3.

Figure 2.3: A simple block encoding quantum circuit, showing how such a block encoding of a
unitary A is notated. Observe that the empty circle on the control qubit (top line) indicates
a j0i control, whereas a �lled-in circle would correspond to aj1i control.

Figure 2.4: Construction ofj1i -controlled-A (for A a single qubit operator) given access to
j� i a (+1) -eigenvector ofA, j� i the control qubit, and j i the target state. Note that A
may in general act on a large Hilbert space, in which case the controlled swap operator is
suitably generalized. The swaps can be madej0i -controlled to emulate Figure 2.3. We note
that this is a similar construction to the circuits employed in [Hug+20] for matrix element
measurement.

When A is a large operator, it can be challenging to envision how a controlled-A operation
may be physically realized. In particular, givenA, how to construct a controlled-A operation
is generally not possible without further information. For example, if a+1 eigenstatej� i of
A is provided, then a controlled-A quantum circuit can be constructed usingj� i together
with two controlled-SWAP gates; see Figure 2.4. However, in general, much more work has
to be done in achieving a block encoding, generally in ways speci�c to the relevant physical
system [Gil+19; Hug+20].
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Related to the issue of the block encoding is accessing the desired polynomial transform
of the encoded block. As described in Section 1.4, after performing a QSP/QSVT sequence, a
measurement may be done in the signal basis to determine if the desired polynomial transform
was realized. In particular, in many of the algorithms, we wish to apply the transformed
operator, Poly(SV) (A), to some statej i , which may be done using the block encoding,U~� .
However, this computation will only be successful if we apply toj i the correct block (the
one that encodesPoly(SV) (A)), so we must project the �nal state into being in this block
by performing a projective measurement with the projectors� and ~� , which are assumed
accessible. Consequently, the relevant projector for single-auxiliary-qubit QSVT is often
j+ ih+ j 
 � , which both (1) isolates the real part of the transforming polynomialP discussed
in Section 1.4, and (2) determines if we have applied the desired block of the overall unitary.
Since this projective measurement is a one time projection that is done at the end of the
algorithm, its cost is not large, and moreover, the probability of the projective measurement
yielding the desired state can be ampli�ed using amplitude ampli�cation or classical repetition.
Depending on the construction, this probability can also be either the desired output, or an
algorithmically useful output. For more about the signal basis and QSP conventions, see
Appendix 2.A.

2.3 Search by QSVT

Now that we have an overall perspective on the basic theorems of quantum signal processing
and quantum singular value transformations, let us return to explicitly constructing the three
�primordial� quantum algorithms using QSVT. Speci�cally, for each algorithm we indicate (a)
the signal rotation operator, and (b) the appropriate QSP polynomial. This is not just a
problem of reconstruction, but will in certain cases lead to slight improvements in algorithmic
performance. We begin with the search algorithm.

A ubiquitous problem that admits a quantum speedup is unstructured search, the goal
of which is to determine a single marked elementm 2 f 0; 1; � � � ; N � 1g =: [ N ] from an
unstructured database of sizeN . While the search problem can be solved inO(N ) time
classically, Grover's quantum algorithm requires onlyO(

p
N ) time, providing a provably

optimal quadratic speedup. However, Grover's algorithm in its traditionally stated form
su�ers various shortcomings, including divergence from the proper solution if its underlying
iterate is repeated too many times. Fortunately, by the parallels between this problem and
amplitude ampli�cation as discussed in Section 2.2.1, it is straightforward to recover an
improved version of unstructured search using QSVT.

In quantum search, one is given access to a unitary operationU whose application �ags
some marked element by a phase �ip, i.e.,

Ujj i = ( � 1)� jm jj i =

(
jj i j j i 6= jmi

�j j i j j i = jmi
; (2.44)

wherem 2 f 0; 1; � � � ; N � 1g is the (single) marked element.
As is conventional in quantum search, we will take our initial state to be the uniform
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superposition over allN states, which may be expressed as

j 0i =
1

p
N

NX

j

jj i =

r
N � 1

N
jm? i +

1
p

N
jmi ; (2.45)

and is easily prepared by applyingn Hadamards toj0i 
 n . With this choice of initialization,
our goal is to mapj 0i to the marked statejmi .

In this context, how might we solve the search problem with QSVT? The standard
method, which includes the construction of the Grover iterate, will not be necessary. Instead,
we rephrase the problem. In the most general setting, we are given access to some initial
state j 0i such that its projection onto the desired �nal statejmi is nonzero. Denoting this
projection by � , we may express this condition as

� V j 0i = ajmi ; (2.46)

for some known unitaryV and jaj > 0. In our case, as illustrated in Eq. (2.45), we can simply
take V as the identity, and a = 1=

p
N by our choice of initial state. In general for amplitude

ampli�cation problems, V need not be trivial, and is often viewed as a preparation oracle.
The search problem as framed above is precisely the statement of amplitude ampli�cation

as in Sec.2.2.1, as we desire a circuitU0 (which will depend onU) such that





 jmihmjU0j 0ih 0j � j mih 0j






 < �; (2.47)

for some small� > 0. For notational convenience we will refer toj 0ih 0j as � 0. Note that
this induces a block encoding of the scalara, that is

� V � 0 = � � 0 = ajmih 0j: (2.48)

We now have a problem goal stated in Eq. (2.47), and a block encoding of a single singular
value a = 1=

p
N stated in Eq. (2.48). What remains to solve unstructured search with QSVT

is a choice of QSVT polynomial, and an analysis of the minimum required QSVT sequence
length.

Fortunately, given that there is only one relevant singular value,a, and one relevant
left (and right) singular vector, the entire problem is reduced to mappinga as close to1 in
magnitude as possible, as under this condition the circuit will induce, with high probability,
the desired block-encoded mapjmih 0j. Luckily, there already exists a theorem which de�nes
the conditions under which such transformations are possible: the major theorem of QSVT!

The requirements to perform QSVT as desired include the application ofV , V y, C� NOT,
C� 0NOT, and e� i�Z gates. Note that here we have been allowed to chooseV = I , as all
Grover oracle information is encoded in the projector-controlled-NOTs. Moreover, these
projector-controlled operators are easy to construct,C� 0NOT because� 0 depends on a �xed,
known state. Similarly, C� NOT may be crafted by �rst creating a controlled-U, which is
easily achieved, and conjugating the control qubit by Hadamard gates, the result of which is
a C� NOT, where the control qubit now becomes the target of the projector-controlled-NOT.

Having now achieved a suitable block encoding and the necessary conditions for QSVT,
we need only choose an appropriate QSVT polynomial. As our goal is to mapa to a value
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close to1, a sensible choice for such a polynomial can be derived if we start with the simple
sign function �( x � c):

�( x � c) =

8
><

>:

� 1 x < c

0 x = c

1 x > c;

(2.49)

As discussed in [Low17; Gil+19], one can estimate the sign function with arbitrary precision by
�nding a polynomial approximation to erf(k[x � c]) for large enoughk. In particular, one can
e�ciently compute a degreeO

�
1
� log

�
1
�

��
odd polynomial P �

�; � (x � c), where� 2
�
0;

p
2=e�

�
,

such that

1. jP �
�; � (x � c)j � 1 for x 2 [� 1; 1].

2. j�( x � c) � P �
�; � (x � c)j � �

for x 2
�

� 1; 1
�
n

�
c � �

2 ; c+ �
2

�
.

That is, P �
�; � (x � c) is bounded in magnitude by1 and � -approximates the sign function

outside of the region
�
c � �

2 ; c+ �
2

�
. On the other hand, within the range

�
c � �

2 ; c+ �
2

�
,

where�( x � c) su�ers a discontinuity, P �
�; � (x � c) is not in general a good approximation to

the sign function. In this region,P �
�; � (x � c) is actually an � -approximation to erf

�
k[x � c]

�

wherek =
p

2
� log1=2 (2=[�� 2]) (see [Low17] for the explicit construction ofP �

�; � (x � c)). For
visual intuition, we illustrate this polynomial approximation below in Figure 2.5.

Figure 2.5: An illustration of �( x) (solid) and its polynomial approximation,P �
�; � (x) (dashed).

Note how P �
�; � (x) stays within � of the sign function outside of the region

�
�
2 ; �

2

�
, while

deviating from �( x) within this region. The shifted version of this function is constructed
much the same way.

Note that the polynomial P �
�; � (x) (i.e., with c = 0) has odd parity and is bounded in

magnitude by 1, and so it may be implemented via QSVT (i.e. it obeys the conditions on
Poly(a)= hmjU~� j 0i discussed in Section 1.4 and Appendix 2.A). We will use this scheme to
polynomially approximate the sign function, e.g.,� (SV)(V) � (P �

�; � )(SV)(V), and subsequently
apply it to the initial uniform superposition over N quantum states. Then, upon applying the
pre-determined QSVT sequence, this yieldsjmi in the register with probability p = jP �

�; � (a)j2.
We can now ask which values of� and � should we choose for our intended behavior?

Because we desire thata = 1=
p

N be mapped to a value greater than1 � � , we require that
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1=
p

N � � =2, or equivalently � = O(1=
p

N ). Next, note that upon applying (P �
�; � )(SV)(V)

to the uniform superposition, the amplitude of the desired state,jmi , is at least 1 � � . Thus,
upon measuring these qubits in the computational basis, the probability of the resultant state
being jmi is at least (1 � � )2 � 1 � 2� . Therefore, if we want this procedure to succeed with
probability at least 1 � � , we set� = �=2.

Under these choices, the polynomialP �
�; � (x) is of degreed = O

�
1
� log(1=�)

�
= O(

p
N log(1=� )),

such that the runtime of this algorithm is O(
p

N log(1=� )). Note that we again haveO(
p

N )
scaling and thus maintain the quadratic speedup for the search problem, while circumventing
Grover search's convergence issues. We summarize this algorithm for search by QSVT in
Algorithm 1.

Finally, we remark that this algorithm employs a simple block encoding (i.e. the identity)
of a = 1=

p
N with nontrivial singular vectors (i.e. j 0i and jmi ). In this setting, our

desired transformation would not have been possible had we used the quantum eigenvalue
transformation of Sec. 2.2.2, as the eigenvalues ofV are necessarily1 and the input and output
spaces identical. Hence, this instance illustrates the advantage of QSVT over the quantum
eigenvalue transformation, as QSVT can achieve polynomial transformations between di�erent
input and output spaces.

Algorithm 1: Unstructured Search by QSVT
Input: Access to a controlled version of the oracleU which bit-�ips an auxiliary

qubit when given an unknown target statejmi 2 fj j i ; j 2 [N ]g and acts
trivially otherwise, an error tolerance� , and a � � 2=

p
N .

Output: The �agged state jmi .

Runtime : O
� p

N log (1=� )
�

queries to controlled-U, equivalently C� NOT,

C� 0NOT, and e� i�Z gates and a single auxiliary qubit. Succeeds with
probability at least 1 � � .

Procedure :
1 Use QSVT to construct the operator(P �

�= 2;� )(SV)(V), whereV = I block encodes

a = 1=
p

N in its jmih 0j element.
2 Apply (P �

�= 2;� )(SV)(V) to the uniform superposition. With high probability, jmi
remains in the register and can be determined by measuring in the computational
basis.

2.4 The Eigenvalue Threshold Problem by QSVT

Beyond the determination of a desired state, as was the object in unstructured search covered
in Algorithm 1 in Section 2.3, a separate major intent of many quantum algorithms is
determining whether a certain property holds of a given quantum system. Through the lens
of QSVT, we show in this section that these two algorithmic goals are similar: here, rather
than wishing to prepare a special state (e.g., the marked state for unstructured search), we
now wish to encode some underlying unknown information about a quantum system simply
into a state which we can then measure.
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This linkage between search and property testing is made apparent by considering the
eigenvalue threshold problem. In the setup of this problem, we are given access to a Hamiltonian
H and would like to determine ifH has any eigenvalues� that are less than some chosen
threshold � th . Realistically, this must be determined to within some precision� � , so we are
guaranteed that either the Hamiltonian has at least one eigenvalue� � � th � � � or that all
of its eigenvalues obey� � � th + � � . The eigenvalue threshold problem seeks to distinguish
these cases.

To solve this problem, one is also provided a statej i that has reasonable overlap with
the low-energy subspace (spanned by the eigenvectors with eigenvalues� � � th � � � ) if it
exists. Mathematically, we represent this condition as

k� � � th � � � j i k � � = 
(1) ; (2.50)

where � � � th � � � is a projector onto the (possibly non-existent) low-eigenvalue subspace
mentioned above.

To solve this problem with QSVT, we will need to construct a block encoding of the
Hamiltonian H. However, such a block encoding can only be constructed ifkHk � 1, so we
instead must determine an� � kHk and construct a unitary block encoding ofH=� . In
general, doing so may be nontrivial because determining such an� requires prior knowledge
about H . We discuss this drawback in Sec. 2.7. Fortunately however, for a large class of
Hamiltonians, such as sparse Hamiltonians and linear combinations of unitaries, one can
determine a su�cient � and construct a block encoding ofH=� [LC19; Gil+19]. With this
rescaled block encoding, one can equivalently imagine that our goal is to determine ifH=�
has any eigenvalues less than� th =� to within a precision � � =� .

Moreover, as the eigenvalue threshold problem deals with eigenvalues, it is most straight-
forwardly approached with a quantum eigenvalue transform. However, in accordance with the
theme of this chapter, we may equivalently solve this problem with QSVT if the eigenvalues
of H are positive, such that the singular values are equal to the eigenvalues. If this is not the
case, we may instead use the block encoding ofH=� and the circuit in Figure 2.6 to construct
a block encoding of the positive de�nite matrix 1

2 (H=� + I ). Under this modi�cation, the
new goal would be to determine if12 (H=� + I ) has eigenvalues less than12 (� th =� + 1) to
within a precision � � =� , which may be achieved with QSVT. In the remainder of this section,
we will assume that this issue has been alleviated and specialize to the case of distinguishing
the threshold � th =� .

Figure 2.6: A simple circuit for block encoding1
2 (H=� + I ), the projectors for which are,

following QSVT conventions,j0ih0j 
 � and j0ih0j 
 ~� .

With those concerns out of the way, how might this problem be solved with QSVT?
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A fruitful approach, which we will follow, is to apply QSVT to the Hamiltonian with a
function that �lters out large eigenvalues. While one might suspect that we need a function
that locates eigenvalues below the threshold� th =� , such as the eigenstate �ltering function
of [LT20a], we can actually employ a much simpler construction. All we need is a function
that behaves markedly di�erent on eigenvalues greater than and less than� th =� , and such a
function may be constructed using the technology from Section 2.3.

A good choice for such a function is�( � th =� � x), which maps eigenvalues less than
� th =� to 1 and larger eigenvalues to� 1. One could imagine approximating this function by
P �

�; � (� th =� � x), but there is a catch: this polynomial does not have de�nite parity and thus
does not satisfy the constraints of Theorem 1. Instead, we need to consider a symmetrized
version with even parity, theeigenvalue threshold polynomial:

PET
�; � ;� th =� (x) :=

1
1 + �

4

�
� 1 +

�
4

+ P �
�
2 ;�

� � th
� � x

�
+ P �

�
2 ;�

� � th
� + x

� �
(2.51)

The factors of �
4 ensure thatPET

�; � ;� th =� (x) has the following desired properties, which are easily
seen via the triangle inequality:

1. jPET
�; � ;� th =� (x)j � 1 for x 2 [0; 1].

2. j�( � th =� � x) � PET
�; � ;� th =� (x)j � �

for x 2
�
0; 1

�
n

� � th
� � �

2 ; � th
� + �

2

�
.

So,PET
�; � ;� th =� (x) behaves asP �

�; � (� th =� � x) for x � 0 (the only relevant range for singular
values). In addition, PET

�; � ;� th =� (x) has de�nite parity and magnitude bounded by1, so it
may be implemented through QSVT (again, it obeys the conditions on Poly(a)= h+ jU~� j+ i
discussed in Section 1.4 and Appendix 2.A). Thus, this polynomial may be used to distinguish
between eigenvalues less than� th =� � � =2 and greater than� th =� + � =2, which naturally
indicates a precision� � =� = � =2.

To see how we may employ this technology, note that we may expressj i in the eigenbasis
as

j i =
X

�

c� j� i =
X

� � � th

c� j� i +
X

�>� th

c� j� i ; (2.52)

where
P

� � � th
jc� j2 � � 2 by the guarantee mentioned above. Next, consider using QSVT to

develop(PET
�; � )(SV)(H=� ) and apply it to j i controlled by an ancilla qubit in the statej+ i ,

as in the circuit of Figure 2.7. After applying a Hadamard to this ancilla qubit, the �nal
(unnormalized) state of the system is

1
2

 

j0i
X

�

c� (1 + PET
�; � (� )) j� i + j1i

X

�

c� (1 � PET
�; � (� )) j� i

!

: (2.53)

We can solve the eigenvalue threshold problem by measuring the ancilla qubit in the
computational basis. Observe that the probability of measuring the ancilla qubit inj0i is

p(0) =
1
2

P
jc� j2(1 + PET

�; � ;� th =� (� ))2

P
jc� j2(1 + ( PET

�; � ;� th =� (� ))2)
(2.54)
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Figure 2.7: The circuit which, upon measuring the auxiliary qubit, can be used to solve the
eigenvalue threshold problem with high probability as in Algorithm 2.

If all eigenvalues obey� > � th + � � , then � 1 � PET
�; � ;� th =� (� ) � � 1 + � , and so

p(0j � > � th + � � ) �
� 2

2(1 + ( � 1 + � )2)
�

1
2

� 2: (2.55)

This implies that it is unlikely to measure j0i if all eigenvalues obey� > � th + � � . On the
other hand, if there exists an eigenvalue that obeys� < � th � � � , then 1 � � � PET

�; � ;� th =� (� <
� th � � � ) � 1 and � 1 � PET

�; � ;� th =� (� > � th + � � ) � � 1 + � , which implies that

p(0j 9� < � th � � � ) �
� 2(2 � � )2

2(1 + 1)
� � 2(1 � � ): (2.56)

This indicates that, for reasonably sized� , we are more likely to measurej0i if there exists
an eigenvalue� < � th � � � .

With this construction, the eigenvalue threshold problem is reduced to distinguishing
between two Bernoulli distributions: one with mean� 1

2 � 2 and one with mean� � 2(1 � � ). To
ensure that these means are well separated, we desire� 2(1� � ) > 1

2 � 2. Since� �
p

2=e� � 0:48
by the construction of P �

�; � (x) in [Low17], this may be enforced by choosing an� < � (i.e.
� = O(� )); for instance,� = 1

4 � is a su�cient choice, which we will make use of in the following.
We may then distinguish between these distributions with high probability by performing
repeated measurements. This is quanti�ed by the following lemma:

Lemma 5. Suppose we have two Bernoulli distributionsX 0; X 1 which return elements in
f 0; 1g and have expected values0 � a < b � 1 respectively. Given a distributionX that is
either X 0 or X 1, we may determineX 's identity with con�dence greater than1 � � for � > 0
with O

�
b+ a

(b� a)2 log(1=� )
�

samples ofX .

Proof. To distinguish between these distributions, let us taken samplesX i , and guess that
X is the distribution whose mean is closest to the empirical mean of the samples. Suppose
that X = X 0 and thus has meana (the caseX = X 1 may be treated analogously). We're
interested in computing the probability of mistaking this distribution for X 1, namely

P(error) = P

 
nX

i =1

X i � n(a + b)=2

!

= P

 
nX

i =1

X i � n[a + ( b� a)=2]

!

: (2.57)
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To bound this error probability, we may invoke the well-known multiplicative Cherno� bound,
with mean � = E(

P n
i =1 X i ) = na and relative di�erence from the mean",

� + n(b� a)=2 = � (1 + ") =) " =
b� a

2a
: (2.58)

Employing the multiplicative Cherno� bound, we may ensure that the error probability be
less than some chosen� as

P

 
nX

i =1

X i � na(1 + ")

!

� e� " 2na=3 � �; (2.59)

which in turn requiresn � (3=a"2) log(1=� ), or equivalently,n � 12a
(b� a)2 log(1=� ) = O

�
a

(b� a)2 log(1=� )
�
.

Performing a similar calculation for the hypothesisX = X 1 yields n = O
�

b
(b� a)2 log(1=� )

�
.

Summing these results over equal priors overX 2 f X 0; X 1g provides the scalingn �
6(a+ b)
(b� a)2 log(1=� ) = O

�
a+ b

(b� a)2 log(1=� )
�
, as claimed in the lemma statement.

Applying this lemma to our scenario in the eigenvalue threshold problem, we have
1

b� a � 1
� 2 (1� � )� � 2=2 = O(1=� 2). For instance, with our choice� = �=4, we have 1

b� a < 3
2� 2 .

We then have a+ b
(b� a)2 = (b� a)+2 a

(b� a)2 = O(1=� 2 + � 2=� 4) = O(1=� 2). Therefore, if we repeat the

aforementioned measurement procedureO
�

1
� 2 log(1=� )

�
times, we can correctly distinguish

between the two distributions and solve the eigenvalue threshold problem with probability at
least 1 � � . As each repetition performs QSVT with a polynomial of degreeO

�
1
� log(1=�)

�
=

O
�

�
� �

log(1=� )
�

, this overall algorithm queries the HamiltonianO
�

�
� � � 2 log(1=� ) log(1=� )

�

times. For consistency, we note that this1=� 2 dependence is suboptimal, and can be improved
to 1=� using Lemma 7 of [LT20a]. We summarize the eigenvalue threshold problem by QSVT
in Algorithm 2. Here, we note that the upper limit on the index of the for loop comes from
the condition n � 6(a+ b)

(b� a)2 log(1=� ) according to Lemma 5, with the choice� = �=4.

2.5 Phase Estimation by QSVT

Another salient problem that admits a quantum advantage isphase estimation, which is as
follows: given access to a unitary oracleU and an eigenvectorjui such that Ujui = e2�i' jui ,
determine' . Here, we approach this problem by integrating a feedback procedure inspired by
Kitaev's algorithm [KSV02; Kit95] with the technology developed in solving the eigenvalue
threshold problem in Sec. 2.4. We �rst provide a sketch of the algorithm, and then address
a few caveats in its construction. Finally, we present a concrete formulation of QSVT-
based phase estimation, analyze its capabilities, and demonstrate how the quantum Fourier
transform naturally emerges from this construction.

2.5.1 Intuition

To motivate iterative phase estimation by QSVT, recall that Kitaev's algorithm for phase
estimation [KSV02; Kit95] may be reinterpreted as a semi-classical feedback process [PP00;
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Algorithm 2: The Eigenvalue Threshold Problem by QSVT
Input: Access to a Hamiltonian,H , and an � � kHk .
Output: Whether H has at least one eigenvalue� < � th � � � , or if all eigenvalues

obey � > � th + � � .
Runtime : O

�
�

� � � 2 log(1=� ) log(1=� )
�

uses of a unitary block encoding ofH=� and
its inverse, and C� NOT, C ~� NOT and single qubit phase gates.
Succeeds with probability at least1 � � .

Procedure :
1 Prepare a unitary block encoding ofH=� .
2 for i = 1 to d 315

32� 2 log(1=� )e do

3 Use QSVT to apply
�

PET
�
4 ;

2� �
� ;

� th
�

� (SV)

(H=� ) to j i , controlled by an ancilla qubit

in the state j+ i (see Fig. 2.7).
4 Apply a Hadamard to the ancilla qubit and measure it in the computational basis.

5 If the fraction of j0i 's measured is closer to� 2(1 � �=4) than to � 2

32, then there exists
an eigenvalue� � � th � � � with high probability. Otherwise, all eigenvalues obey
� � � th + � � with high probability.

Mon+16]. One may view this feedback process as incorporating a classical parameter
� 2 [0; 1], initialized at � = 0, such that through a series of controlled-U j calls and a single-
qubit measurements, each of which updates� , one obtains a value� � ' at the end of the
algorithm.

Our approach to phase estimation by QSVT is heavily inspired by this feedback procedure.
Just as in Kitaev's algorithm, we introduce a parameter� 2 [0; 1], initialized at 0, that is
updated throughout the algorithm and by the end of the procedure, the �nal value of� will
approximate ' . We sketch our algorithm in the following section.

Before proceeding, we note that a very similar QSVT-based phase estimation algorithm
was independently discovered in [Ral21a]. A primary goal of their work is maintaining
coherence, and accordingly their paper presents a thorough performance analysis of their
algorithm including the derivation of constant factors as well as precise use of the diamond
norm. Ref. [Ral21a] also extends their QSVT-based phase estimation algorithm to coherent
energy and amplitude estimation.

Sketch of the Algorithm

To understand our algorithm, let us use the binary fraction representation of' and assume
that ' is an m-bit number: ' = 0:' 1' 2:::' m for some �nite m (in this representation,
' =

P
j 2� j ' j ). We will show how to deal with them = 1 case later.

In the QSVT phase estimation algorithm,' is determined bit by bit through a series of
m iterations, beginning with the least signi�cant bit, ' m , and proceeding down to the most
signi�cant bit, ' 1. In each iteration, we construct a matrix whose singular values encode the
least signi�cant bits of ' as well as the current value of� . By applying QSVT to this matrix,
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conditioned on an ancilla qubit, and subsequently measuring the ancilla qubit, we determine
a single bit of ' and update � accordingly. If each iteration succeeds, then� = ' at the end
of the algorithm.

To see how this may be achieved, consider the matrixA j (� ) := 1
2(I + e� 2�i� U2j

), which
has a singular value

� j :=
�
� cos

�
� (2j ' � � )

� �
� ; (2.60)

with corresponding right singular vectorjvj i = jui and left singular vectorjwj i = ei� (2 j ' � � ) jui .
Becauseexp(�i 2j ' ) = exp(2�i 2j � 10:' 1:::' m ) = exp(�i 0:' j +1 :::' m ), � j may be re-expressed
as

� j =
�
� cos

�
� (0:' j +1 ' j +2 :::' m � � )

� �
� : (2.61)

This singular value is used to extract the bits of' as follows. Consider the �rst iteration
of the QSVT phase estimation algorithm, where we begin withj = m � 1 (and will decrement
j down to j = 0). Because� is initialized at 0, the singular value of interest is

� m� 1 =
�
� cos

�
� (0:' m )

� �
� =

(
1 ' m = 0

0 ' m = 1;
(2.62)

from which ' m may be evaluated as' m = 1
2

�
1 + �

�
1p
2

� � m� 1
��

. This expression provides
a pathway to extract ' m , akin to the procedure used in the eigenvalue threshold problem:
apply QSVT to Am� 1(� ) with the target function �

�
1p
2

� x
�

2, and employ the circuit in
Figure 2.8, the measurement result of which is' m . After measurement, we update� by setting
the �rst bit of � to � 1 = ' m (again using the binary fraction representation� = 0:� 1� 2:::),
such that � = 0:' m , which completes thej = m � 1 iteration.

We then move to the next iteration, wherein we decrementj = m � 1  m � 2, map
�  �=2 = 0:0' m , and construct A j (� ) = Am� 2(0:0' m ), which has singular value

� m� 2 =
�
� cos

�
� (0:' m� 1' m � 0:0' m )

� �
�

=
�
� cos

�
� (0:' m� 1)

� �
� :

(2.63)

Note that the updated value of� allowed for a convenient cancellation of' m . As this relation
is identical to Eq. (2.62), ' m� 1 may be determined by employing the QSVT procedure
mentioned above and again executing the circuit in Fig 2.8. Upon obtaining the measurement
result of this circuit, we set� 1 = ' m� 1.

It is clear that this procedure may be repeated to determine each bit of' , such that at
the end of thej = 0 iteration, one obtains� = ' , which solves the phase estimation problem.
Ultimately, this procedure succeeds because� encodes the least signi�cant bits of' , from
which the next bit of ' may be extracted by cleverly transforming the singular values of
A j (� ). Accordingly, this algorithm may be seen as a binary search through the bits of' , a
key idea that we return to in Section 2.5.4.

At this stage however, one may object to this algorithm sketch as it requiresm iterations,
and it could be the case thatm is unknown or prohibitively large. This is not an issue, as we

2The sign function is discontinuous and cannot be implemented exactly through QSVT. We will deal with
this caveat shortly, but for now we assume it can be implemented exactly.
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prove in Appendix 2.B.1 that if we start at j = n � 1 for some positive integern, then we
have (with a minor procedural modi�cation needed forn < m ):

Theorem 6. If n � m, and one can exactly implement the sign function through QSVT,
then at the end of this procedure,� = ' .

and

Theorem 7. If n < m (including the casem = 1 ), and one can exactly implement the sign
function through QSVT, then at the end of this procedure,j� � ' j � 2� n� 1.

As evidenced by these theorems, which are easily proven by induction, this procedure
necessarily outputs ann-bit approximation to ' and is the essence of the algorithm for phase
estimation by QSVT. However, in spite of the simple appearance of this algorithm, a few
issues must be addressed before presenting its concrete formulation.

Figure 2.8: The quantum circuit used to evaluate' j +1 at each iteration of the phase estimation
by QSVT procedure.

Caveats

Here we address a few caveats in the above algorithm sketch. First, as described thus far,
this procedure applies QSVT to the matrixA j (� ), which requires a unitary block encoding
of A j (� ). Fortunately, this encoding can be easily constructed as the circuit in Figure 2.9,
which we denote byWj (� ). A simple calculation of Figure 2.9 indicates thatWj (� ) has the
desired form:

Wj (� ) : =
1
2

�
I + e� 2�i� U2j

I � e� 2�i� U2j

I � e� 2�i� U2j
I + e� 2�i� U2j

�
=

�
A j (� ) �

� �

�
; (2.64)

with corresponding projection operators� = ~� = j0ih0j 
 I .

Another concern with the aforementioned procedure is that the sign function,�
�

1p
2

� x
�

,
may seem over-complicated and unnecessary, as the same results could be attained with a
simpler function, such as1 � x. However, the sign function is crucial when one desires merely
an n-bit approximation to ' , which is necessary whenm is unknown or prohibitively large,
as is often the case in practice. In this situation, the use of the sign function (the exact
sign function, rather than an approximation) will ultimately set � equal to the n-bit number
closest to' . For example, if 0:' m ' m+1 ::: = 0:011::: at the �rst iteration, then despite the
fact that ' m = 0, the use of the sign function will set� 1 = 1 because0:1 is the best 1-bit
approximation to 0:011:::.
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Figure 2.9: A quantum circuit that achieves a unitary block encoding ofA j (� ), which we
denote byWj (� ) and incorporate into Algorithm 3.

Lastly, the most signi�cant problem with this procedure as it currently stands is that the
sign function is not a polynomial and therefore cannot be implemented exactly in QSVT.
Instead, �

�
1p
2

� x
�

must be approximated by a polynomial, a good choice for which is
P �

�; �

�
1p
2

� x
�

from Sec. 2.3. However, as in Sec. 2.4, in order to ensure that the target
polynomial has de�nite parity, we must use a symmetrized polynomial, thephase estimation
polynomial:

PPE
�; � (x) :=

1
1 + �

4

�
� 1 +

�
4

+ P �
�
2 ;�

�
1p
2

� x
�

+ P �
�
2 ;�

�
1p
2

+ x
��

: (2.65)

Like the eigenvalue threshold polynomial,PPE
�; � (x) is even, is bounded in magnitude by1, and

behaves asP �
�; �

�
1p
2

� x
�

for x � 0, which is the only relevant range for singular values.
This approximation comes with the potential for error, as an iteration of this procedure

may now fail with a nonzero probability, where failure is de�ned as measuring an incorrect bit
of an approximation to ' (an approximation that su�ers error � 2� n� 1), which will result in
an inaccurate� such that j� � ' j � 2� n� 1. Therefore, we reformulate our goal probabilistically
as: obtain ann-bit approximation to ' with probability at least 1 � � .

The probability of failure is dictated by the values of� and � . In particular, for a nonzero
� , note that if � j 2

h
1p
2

� �
2 ; 1p

2
+ �

2

i
, wherePPE

�; � (x) is not a good approximation to the
sign function, then an error may occur. Fortunately, if� is made su�ciently small, this error
mode does not induce signi�cant errors:

Theorem 8. If we choose� such that

� < 2
�

cos
�

3�
16

�
�

1
p

2

�
� 0:25; (2.66)

then � j 2
h

1p
2

� �
2 ; 1p

2
+ �

2

i
is only possible at thej = n � 1 iteration, such that an error

due to � can only occur at thej th iteration. If an error is made at this iteration, then at the
end of the algorithm, thenj� � ' j < 1

2n , assuming no errors are made at later iterations.

This Theorem, proven in Appendix 2.B.2, indicates that the error caused by� is at most
2� n when we obey this bound, which we assume is obeyed in the following.

Next, a nonzero� can also induce errors. BecausePPE
�; � (x) � -approximates�

�
1p
2

� x
�

outside of
h

1p
2

� �
2 ; 1p

2
+ �

2

i
, the failure probability of the measurement in Figure 2.8 goes
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as O(� 2), and this type of error may occur at any iteration. To study this quantitatively,

consider iteration j < n � 1, such that � j =2
h

1p
2

� �
2 ; 1p

2
+ �

2

i
, and focus on the scenario

� j < 1p
2

� �
2 , in which casePPE

�; � (� j ) 2 [� 1; � 1 + � ], and � 1 = 0 is the ideal measurement
(the case in which� j > 1p

2
+ �

2 is analogous). By evaluating the circuit in Figure 2.8, with
PPE

�; � (� j ) in place of the sign function, we �nd that the �nal (unnormalized) state of the
ancilla qubit is

1
2

� �
1 � PPE

�; � (� j )
�

j0i +
�
1 + PPE

�; � (� j )
�

j1i
�

; (2.67)

such that the probability of failure (measuringj1i ) at this iteration is

pfail =

�
1 + PPE

�; � (� j )
� 2

2
�

1 +
�
PPE

�; � (� j )
� 2

� �
� 2

2
�
1 + ( � 1 + � )2

� �
1
2

� 2
(2.68)

for � � 1.
What � is su�cient for our purposes? As our procedure consists ofn iterations, we desire

that each iteration fails with probability no greater than �=n, such that the overall algorithm
succeeds with probability at least1 � � by the union bound. From the above inequality, this
can be enforced by the choice� �

p
2�=n. Therefore, with these conditions on� and � , this

algorithm sketch succeeds with probability� 1 � � at determining a � such that j� � ' j < 1
2n ,

as desired.

2.5.2 The Complete Algorithm

After supplying intuition and addressing potential issues, we now present the complete
algorithm for phase estimation by QSVT in Algorithm 3. We depict this algorithm's circuit
in Figure 2.10, which illustrates is resemblance to the inverse quantum Fourier transform,
a connection we elaborate on in Section 2.5.4. We further unpack the details of the phase
estimation by QSVT circuit in Figure 2.11; here, the operatorR` is de�ned as

R` :=
�
1 0
0 e2�i= 2`

�
; (2.69)

which is a z-rotation, up to a global phase.
Note that we have included the additional lines 9-10 in the algorithm to account for

the bit in the one's place of� (i.e. � 0), which is needed whenn < m such that � is an
approximation to ' . Typically, � 0 = 0, but � 0 = 1 is possible in the scenario that1:0 is a
good approximation to ' (for example, rounding0:11111to two binary decimals yields1:00).
As a result of this additional iteration, we must now require� �

p
2�=(n + 1) to ensure that

the algorithm succeeds with probability at least1 � � .
Also observe that Algorithm 3 consists ofO(n) iterations, each of which performs an

instance of QSVT with a degreeO
�

1
� log

�
1
�

��
= O

�
log

�
n
�

��
degree polynomial, so phase

estimation by QSVT queries the controlled-U j oracleO
�
n log

�
n
�

��
times. In addition, the

multiplicative factor 1=� is not particularly prohibitive because� = O(1) need only satisfy

� < 2
�

cos
�

3�
16

�
� 1p

2

�
� 0:25.
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Algorithm 3: Phase Estimation by QSVT
Input: An oracle that performs a controlled-U j operation, an eigenstatejui of U

with eigenvaluee2�i' , and n + 1 ancilla qubits (or 1 ancilla qubit that is
reused(n + 1) times). Also, an � �

p
2�=(n + 1) and a

� < 2
�

cos
�

3�
16

�
� 1p

2

�
� 0:25.

Output: A � such that j� � ' j � 1
2n .

Runtime : O
�
n log

�
n
�

��
queries to the controlled-U j oracle. Succeeds with with

probability � 1 � � .
Procedure :

1 Initialize � = 0.
2 Apply a Hadamard gate to each auxiliary qubit.
3 for j = n � 1 down to 0 do
4 �  �=2 (equivalently, � = 0:� 1� 2:::  0:0� 1� 2:::)
5 Construct a block encoding ofA j (� ) := 1

2(I + e� 2�i� U2j
) as per Figure 2.9.

6 Use QSVT to apply the operator(PPE
�; � )(SV)(A j (� )) to jui , controlled on an ancilla

qubit, where PPE
�; � (x) is de�ned in Eq. (2.65).

7 Apply a Hadamard gate to the ancilla qubit, and measure it in the computational
basis.

8 Set the �rst bit of � (i.e. � 1) equal to the result of this measurement.

9 With j = 0, repeat lines 5-8 of the above loop.
10 Set the �rst bit of � (i.e. � 0) equal to the result of the measurement.

Figure 2.10: An Abstract overview of the circuit performing phase estimation through QSVT
(Algorithm 3). The double lines indicate that measurement results are fed forward (via
the parameter� ) to all future controlled QSVT operations, where this adaptive process is
unpacked in Figure 2.11. In essence the circuit systematically computes the least signi�cant
bit of an unknown quantum phase, adaptively bit shifts this phase, and repeats. Note
the similarity of this operation to the inverse quantum Fourier transform, a connection we
elaborate on in Section 2.5.4.
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While this O(n logn) query complexity may appear to provide a speedup over conventional
phase estimation, whose gate count scales asO(n2), we note that phase estimation by QSVT
requiresO(n logn) queries to the controlled-U j oracle, whereas conventional phase estimation
requires only O(n) queries [NC10]. Nonetheless, we believe that this logarithmic factor
could be removed by integrating phase estimation by QSVT with a more sophisticated phase
estimation protocol, such as the inference procedures of [SHF14; WG16], which already attain
speedups over conventional phase estimation. Indeed, the QSVT-based phase estimation
algorithm of [Ral21a] requires onlyO(n) queries to the oracle, which is achieved by using a
procedure very similar to Algorithm 3, but varying the degree of the QSVT polynomial at
each iteration (schematically, by increasing� at each iteration).

Likewise, phase estimation by QSVT may be modi�ed to be more applicable to specialized
scenarios, such as if one is restricted in the polynomials that may be implemented through
QSVT, or if one has prior knowledge about' . For example, suppose that one cannot
implement � �

p
2�=(n + 1) with certainty, and so instead must choose� = O(1). To

alleviate this di�cult, one could repeat the measurement in line 7O(log
�

n
�

�
) times and set� 1

equal to the majority vote of the measurement results, which will yield an accurate value of�
with probability � 1 � � . Similarly, suppose that the constraint on� cannot be implemented.
Then, again using repeated measurements, if� n� 1 is very close to 1p

2
, the majority of the

measurement results may not re�ect the correct choice of� 1. But with high probability, the
measurement results will be ambiguous, signaling that� n� 1 is near 1p

2
. In this event, one

could move to an even higher iteration, say somej > n � 1, where is is likely that � j is not
near 1p

2
and ' j +1 is easily determined (and if� j is again near 1p

2
, one could again move to a

higher iteration j 0 > j ). With this bit correctly determined, one may proceed through the
rest of the iterations and attain a good estimate of' .

2.5.3 Applications to Factoring and Beyond

Here, we discuss how phase estimation by QSVT may be applied to the factoring problem
and used for robust phase estimation.

Factoring

Phase estimation by QSVT may be straightforwardly applied to the factoring problem.
Recall that in the factoring problem, the oracleU behaves asUjui = jxu(mod N )i for some
x < N and has eigenvaluese2�is=r , where r is the order of U (i.e. xr = 1( modN )) and
s 2 f 0; 1; :::; r � 1g [NC10]. The goal is to determine some eigenphases=r, from which r may
be determined by the continued fractions algorithm and a factor ofN may be extracted. In
addition, in the factoring problem, one does not have direct access to an eigenstatejusi , but
instead can prepare a uniform superposition of eigenstates1p

r

P
s jusi .

First, consider employing the phase estimation by QSVT algorithm, but replacingjui
with the superposition 1p

r

P
s jusi . With this modi�cation, the phase estimation algorithm

begins with the superposition state 1p
r

P
s jusi and converges to a single eigenstate at the

end of the algorithm. To see this, note that each measurement of an ancilla qubit will restrict
the state to be a superposition over eigenstates whose eigenvalues are consistent with the
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measurement results thus far (i.e. the eigenphases whose least signi�cant bits agree with
the measurement results). Because the eigenvalues are not degenerate, the state at the end
of the algorithm will be an eigenstate, sayjusi , whose eigenphase is� � s=r, to which the
continued fractions algorithm may be applied to determiner .

How accurate must the approximation� � s=r be? Note that if our estimate� obeys

�
�
�
s
r

� �
�
�
� �

1
2r 2

; (2.70)

then we can determine the fractions
r by applying the continued fractions algorithm to

� [NC10]. We can ensure that this condition is met by selectingn = 2 log2(N ) + 1 , such that�
� s

r � �
�
� � 2� n = 1

2N 2 � 1
2r 2 , as desired. Thus, subject to these conditions, phase estimation

by QSVT may be used to factorN in time O
�
n log

�
n
�

��
= O

�
logN log

� log N
�

��
.

Robust Phase Estimation

Phase estimation by QSVT comes in handy whenU cannot be implemented reliably. For
instance, suppose thatU2j

can only be implemented approximately, such that the error in
U2j

may be interpreted as an additive error in the quantity0:' j +1 ' j +2 :::' m of Eq. (2.61) (i.e.
the erroneous singular value is~� j = j cos(� (0:' j +1 ' j +2 ::: + " � � )) j, where" is the additive
error). If � is made su�ciently small, then these errors are not large enough to induce an
incorrect measurement result with high probability, and so these errors can be tolerated.

This robustness to error can be quanti�ed via the analysis in Appendix 2.B.2. Formally, if
we choose a small enough� such that 1

4 � 1
� arccos

�
1p
2

+ �
2

�
< 
 for some
 > 0, then we can

tolerate additive errors in0:' j +1 ' j +2 ::: of magnitude< 1
8 � 3


2 . In this sense, phase estimation
by QSVT provides protection against noise of this form, which is a nice improvement over
conventional phase estimation.

2.5.4 Emergent Quantum Fourier Transform

An integral component of Algorithm 3 is the cascading of multiple QSVT sequences, using the
results from one instance to control subsequent instances. In its simplest case, this cascading
structure reduces to the celebrated quantum Fourier transform (QFT), and generalizes the
QFT in more sophisticated constructions. We elaborate on this key connection in this
subsection.

To spot this connection, observe that circuit of Figure 2.10 resembles that of the (inverse)
quantum Fourier transform, which becomes especially apparent in the limit of a length-one
QSVT sequence. From a high level, this arises because Algorithm 3 may be viewed as a binary
search through each bit of' , where a bit of ' is determined at each iteration. Similarly,
the (inverse) quantum Fourier transform may be viewed as a binary search through the bits
de�ning an input state, where each qubit stores a bit of the input state at the end of the
computation. Denoting the input state by jxi = jx1x2:::xn i wherex = 0:x1x2:::xn , recall that
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the action of the inverse quantum Fourier transform is to map

1
2n=2

2n � 1X

k=0

e2�ixk jki =

1
2n=2

�
j0i + e2�i 0:xn j1i

�



�
j0i + e2�i 0:xn � 1xn j1i

�

 :::

�
j0i + e2�i 0:x1x2 :::x n j1i

�

7! j x1x2:::xn i = jxi :

(2.71)

Similar to Algorithm 3, this mapping is achieved by applying Hadamards and controlled
rotations to extract a bit of x from each qubit, leading to the correspondence seen here.

Let us explicitly show how the QFT naturally emerges from this construction. For the
sake of pedagogical clarity, we will switch to performing QSVT by projecting into thej0ih0j
block of the QSVT sequence, as in the(Wx ; Sz; h0j � j 0i )-QSP convention of Appendix 2.A,
which will make more apparent the connection to the QFT. This change is permissible because
the threshold function, an even extension of�

�
1p
2

� x
�

, can be well approximated by a
polynomial in the more restricted class of polynomials of this convention, as presented in
Appendix 2.D.7.

Under these conditions, let us make use of the block encoding of Eq. (2.64) (Figure 2.9),
where � = ~� = j0ih0j 
 I . Then, a single instance of the signal rotation operator (the
block encoding) followed by the signal processing rotation operator (the controlled phase
shift), which is iterated in QSVT, may be fully realized as in the circuit on the left side of
Figure 2.12. In this depiction, the top qubit is used to implement the projector controlled
phase shift as per Figure 2.2, and the middle qubit is the block encoding qubit used to access
the encoding ofA j (� ) as per Figure 2.9. Evaluating this circuit allows simpli�cation to the
right side of the �gure, where we are now able to ignore the top qubit in favor of just the
block encoding qubit, an identity that follows from the simple choice of projector. A block
encoding qubit can also double as one of the ancilla qubits used to read out a bit of' , as
shown below. Let us refer to this type of qubit as a phase readout qubit.

Figure 2.12: Simpli�cation of QSP phase control for the case when the block-encoded operator
has an accessible control qubit.

To make this identi�cation explicit and draw a parallel with the QFT, let us also assume
that ' is an m = 3 bit number. Then, employing a lengthd QSVT sequence, the resulting
phase estimation circuit may be schematically expressed as in Figure 2.13. Here, each phase
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readout qubit doubles as a block encoding qubit3, which is crucial to the emergence of the
QFT, and is indeed a valid restructuring. In particular, instead of measuring each phase
readout qubit, updating � , and then applying a controlled� -rotation at the next iteration,
as in Algorithm 3, here we directly apply rotations controlled by the phase readout qubit,
making intermediate QSP measurement steps unnecessary.

We implement this with the rotation operations R` de�ned in Eq. (2.69). Similar to
Figure 2.11, our construction employs controlledR` 's to implement the following behavior: if
a phase readout qubit isj0i , then it does not contribute to � and no phase shift is applied;
alternatively, if the phase readout qubit isj1i , then it contributes to � and the corresponding
phase shift is applied. Moreover, we arrange theR` 's in a pattern that implicitly performs
the �  �=2 operation after each iteration; speci�cally, if ancilla qubitk controls anR` at
one iteration, then at the next iteration ancilla qubit k controls anR`+1 . It may be easily
veri�ed that this procedure correctly encodesA j (� ) = 1

2(I + e� 2�i� U2j
) at each iteration and

is entirely equivalent to the formalism of Algorithm 3, thus justifying the recycling of phase
readout qubits as block encoding qubits.

Figure 2.13: Illustration of three-qubit quantum phase estimation using QSP.

Further, let the QSVT sequence length be simplyd = 1, giving the quantum circuit
depicted in Figure 2.14. This allows us to further simplify the circuit, without changing
any circuit elements, by observing that the controlled-U2j

operations commute with theR`

operations, which arez-rotations. Slide the �rst three Hadamard gates over to the far left,
and gather all the remaining gates on the control qubits on the far right, dropping the signal
rotation operations � , which are inconsequential at this level of simpli�cation.

This systematic simpli�cation results in the quantum circuit shown in Figure 2.15, where
the inverse QFT circuit emerges naturally as the set of gates following the controlled-U2j

gates. This is the standard quantum phase estimation circuit.
As this pattern persists to higher orders, we see that quantum phase estimation emerges

from cascaded QSVT (or QSP) employed to iteratively determine bits of the phase of
an eigenphase. The QSVT construction of this transform allows for a richer variety of
transformations, however, including a trade-o� between the accuracy of each iterative step
(by increasingd), the number of exponentiated powersU to employ, the number of qubits to
use in the transform, and more.

3Note that we do not include an additional (m + 1) th phase readout qubit for the bit in the ones place of
' because no approximation is needed if we know thatm = 3 .
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Figure 2.14: Illustration of three-qubit quantum phase estimation using QSP, in the simpli�ed
case whend = 1.

Figure 2.15: Illustration of three-qubit quantum phase estimation using QSP, in the simpli�ed
case whend = 1, with gates slid along wires to highlight the three-qubit inverse QFT circuit
which emerges (gates in dotted rectangular box).
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2.6 Function Evaluation Problems by QSVT

Another useful application of QSVT is to evaluate a function of a matrix, which we term
Function Evaluation Problems. Schematically, if f (x) is the function of interest, such that
we wish to evaluatef (A), then we could imagine solving this problem by employing QSVT
with a polynomial P(x) that approximates f (x). While these problems are generally more
approachable with a quantum eigenvalue transform, they are still straightforward to solve
with QSVT.

Here we summarize prominent function evaluation problems, most notably Hamiltonian
simulation and matrix inversion. Our discussion summarizes results from [Gil+19], wherein
the full details of these procedures can be found.

2.6.1 Hamiltonian Simulation by QSVT

A motivating goal of quantum computation is to simulate the time evolution of a state under
a Hamiltonian, a problem known as Hamiltonian simulation. That is, for a HamiltonianH
and some timet, we would like to approximate the time evolution operatore� i H t , which is
evidently a function evaluation problem with the functionf (x) = e� ixt .

In the setup of this problem, we assume access toH , of which we desire a unitary block
encoding such that we may solve this problem with QSVT. However, as we discussed in Sec.
2.4, such a unitary block encoding is only realizable ifkHk � 1. In general then, we instead
determine an� � kHk and construct a unitary block encoding ofH=� . Again, this requires
some prior knowledge aboutH , a drawback we elaborate on in Sec. 2.7, but fortunately such
a block encoding can be achieved for a large class of Hamiltonians [LC19; Gil+19].

With this rescaled block encoding, one can equivalently imagine that our goal is to
simulate the time evolution of a system under the rescaled HamiltonianH=� for a time t� .
This equivalence holds because the corresponding time evolution operators are identical:
e� i (H =� )( �t ) = e� i H t .

How might this problem be solved with QSVT? Naively, one may try to employ QSVT
with a polynomial approximation to e� ixt (here, we viewt as a parameter, not a variable).
However, because the exponential function does not have de�nite parity, this function does
not satisfy the constraints on Poly(a)= h+ jU~� j+ i discussed in Section 1.4 and Appendix 2.A).
To circumvent this issue, one can instead apply QSVT twice - once with an even polynomial
approximation to cos(xt ), and once with an odd polynomial approximation tosin(xt ), both
of which have de�nite parities. Then, using the circuit illustrated in Figure 2.16, one can sum
together the results of these two QSVT executions to obtaincos(SV)(H t)� i sin(SV)(H t) = e� i H t ,
as desired.

However, note that the above relation only holds if the eigenvalues ofH are positive,
such that the singular values are equal to the eigenvalues. As we discussed in 2.4, if this
is not the case, we may instead use the block encoding ofH

� and a circuit analogous to
Figure 2.9 to construct a block encoding of the positive de�nite matrix1

2

�
H
� + I

�
. Applying

the aforementioned QSVT procedure to this matrix for a time2�t produces a block encoding
of e� i H t up to a global phase. In the remainder of this section, we assume that this issue has
been alleviated.
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Figure 2.16: One quantum circuit that can be used to construct the time evolution operator
cos(H t) � i sin(H t) = e� i H t and apply it to j 0i , for use in Hamiltonian simulation as described
in Algorithm 4. Note that the correct evolution of the input state j 0i is achieved only
upon post-selection of the auxiliary qubit in thej0i state. One can achieve this with either
repetition or �xed-point amplitude ampli�cation, similar to projecting into the desired block
of the QSVT sequence operator as discussed at the end of Section 2.2.3.

Returning back to the QSVT scheme, we note that in [Gil+19], Gilyén et al. approximate
the functions cos(xt ) and sin(xt ) by polynomials using the Jacobi-Anger expansion:

cos(xt ) = J0(t) + 2
1X

k=1

(� 1)kJ2k(t)T2k(x) (2.72)

sin(xt ) = 2
1X

k=0

(� 1)kJ2k+1 (t)T2k+1 (x) (2.73)

whereJi (x) is a Bessel function of orderi , and Ti (x) is a Chebyshev polynomial of order
i . One can attain � -approximations to cos(xt ) and sin(xt ) by truncating these expressions
at a su�ciently large index k0. The necessary truncation indexk0 may be determined by a
function r (t; � ), which is de�ned implicitly as

� =
�

jtj
r (t; � )

� r (t;� )

s.t. r (t; � ) 2 (t; 1 ); (2.74)

and scales asymptotically as

r (t; � ) = �

 

jt j +
log(1=�)

log
�

e+ log(1=� )
jt j

�

!

: (2.75)

In particular, truncating Eqs. (2.72) and (2.73) atk0 =
�

1
2r

�
e
2 jt j; 5

4 �
� �

yields � -approximations
to cos(xt ) and sin(xt ), respectively, where0 < � < 1=e. BecauseTi (x) is a polynomial of
degreei with de�nite parity, these approximations are polynomials of degree2k0 and 2k0+ 1,
respectively, with the correct even/odd parity. Let us denote these polynomials byP cos

� (x; t)
and P sin

� (x; t).
Lastly, because cosine and sine are bounded in magnitude by1, these� -approximations only

obey jP cos
� (x; t)j; jP sin

� (x; t)j � 1 + � . However, we need the target polynomials to necessarily
be bounded in magnitude by1 in order to be implemented through QSVT. As in [LC17a],
we can �x this by rescaling the polynomials by a factor of 1

1+ � , at the expense of increasing
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the error of these approximations to2� . This can be seen with the triangle inequality as�
� 1

1+ � P
cos
� (x; t) � cos(xt )

�
� � 1

1+ � (jP cos
� (x; t) � cos(xt )j + j� cos(xt )j) � 1

1+ � (� + � ) � 2� , and
similarly for P sin

� (x; t).
To determine the complexity of this Hamiltonian simulation algorithm, �rst recall that

our e�ective goal is to simulate the rescaled HamiltonianH=� for time �t . In addition,
note that the truncations of the Jacobi-Anger expansion used in this procedure should be
�=4-approximate such that, when rescaled by 1

1+ �=4, they are �=2-approximations to cos(xt )
and sin(xt ). With this choice, the sum of these approximations, which is the approximation
to e� ixt , is � -approximate by the triangle inequality. Incorporating these conditions, we see
that this QSVT-based Hamiltonian simulation algorithm prepares an� -approximate block
encoding ofe� i H t and queriesU a total number of times

2k0+2k0+ 1 = 4 �

$
1
2

r
�

e
2

� jtj;
5
4

�
4

� %

+ 1 = �

 

� jt j +
log(1=�)

log
�

e+ log(1=� )
� jt j

�

!

: (2.76)

In comparing this query complexity with results quoted in the literature,� may be replaced
with kHk.

This complexity has state-of-the-art scaling int and � for Hamiltonian simulation: it is
linear in t, logarithmic in � , and additive in these two terms. As such, it provides a signi�cant
improvement over other algorithms [LC17a; LC19; Gil+19]. We summarize Hamiltonian
simulation by QSVT in Algorithm 4.

Algorithm 4: Hamiltonian Simulation by QSVT
Input: Access to a HamiltonianH, a desired timet, an error tolerance� , and an

� � kHk .
Output: A block encoded� -approximation of e� i H t .

Runtime : �
�

� jt j + log(1=� )

log(e+ log(1 =� )
� j t j )

�
queries to (the encoding of)H=� .

Procedure :
1 Prepare a unitary block encoding ofH=� .
2 Apply QSVT to this encoding twice, using the polynomials 1

1+ �=4P cos
�=4 (x; t) and

1
1+ �=4P sin

�=4(x; t), whereP cos
�=4 (x; t) and P sin

�=4(x; t) are obtained by truncating the series
in Eqs. (2.72) and (2.73), respectively, at indexk0 =

�
1
2r ( e

2 � jt j; 5
4

�
4)

�
.

3 With the results of the above QSVT executions, which approximatecos(SV)(H t) and
sin(SV)(H t), respectively, run the circuit in Figure 2.16.

2.6.2 Matrix Inversion by QSVT

Another straightforward, yet widely applicable function evaluation problem is that ofmatrix
inversion. That is, given access to a square matrixA, one wishes to construct an approximation
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to A � 1. Harrow, Hassidim, and Lloyd presented a quantum algorithm for this problem in the
case thatA is Hermitian [HHL09]. In their eponymous algorithm, they prepare the state
A � 1jbi , which provides a quantum solution to the linear systemAjxi = jbi .

Let's now look at this problem through the lens of QSVT. Suppose that we have an
N � N matrix A with singular value decompositionA = W� � V y

� , where � contains the
singular values along its diagonal. As per the setup of HHL algorithm, we also assume that
the singular values ofA obey � i 2 [ 1

� ; 1] for some �nite condition number � � 1 (if not, A
may be rescaled to obey this condition). As the singular values are nonzero, the inverse of
A exists and may be obtained asA � 1 = V� � � 1W y

� , where � � 1 contains the reciprocals of
the singular values along its diagonal. BecauseAy = V� � W y

� , this can be re-expressed as
A � 1 = f (SV)(Ay), wheref (x) = 1 =x, indicating that matrix inversion is a function evaluation
problem with f (x) = 1 =x.

Upon this realization, it is clear how to apply QSVT to matrix inversion: �nd an odd
polynomial P(x) that approximates f (x) = 1 =x over the range of singular values ofA, and
employ QSVT to construct P (SV)(Ay), which approximatesA � 1. Finding a good polynomial
P(x) is tricky because of the discontinuity in1=x, but it indeed can be done. In addition, this
procedure requires that one can construct a unitary block encoding ofA, which is feasible
becausekAk � 1 as per the assumption that� i � 1. Such a block encoding can indeed be
achieved for a variety of matrices relevant to physics [Gil+19; LC19] (but again, we discuss
some caveats of doing so in Sec. 2.7).

Moreover, because we require that the polynomialP(x) be bounded in magnitude by1
such that it can be implemented through QSVT, we cannot necessarily useP(x) � 1=x as
our target function since1=� i � 1 in general. To overcome this challenge, let us instead seek
a polynomial approximation to a function that behaves as1

2�
1
x over the range[� 1; 1]n [ � 1

� ; 1
� ],

which will invert each singular value and is bounded in magnitude by12 over this range (we
use the multiplicative factor 1

2� instead of 1
� to avoid the need to rescale by 1

1+ � when we
� -approximate this function, which was done in Section 2.6.1). This procedure will output
an approximation of 1

2� A � 1, and because� is a priori known, this multiplicative factor is
not prohibitive to calculations. However, due to this multiplicative factor, we now desire a
�

2� -approximation to 1
2� A � 1, from which we e�ectively attain an � -approximation to A � 1.

The appropriate polynomial for matrix inversion is thus an �
2� -approximation to 1

2�
1
x . In

Appendix 2.C, we demonstrate how to construct such a polynomial. While the construction is
a bit involved, in essence it is a product of a polynomial approximation to1x over a restricted
range (constructed as a sum of Chebyshev polynomials) and a polynomial approximation to
a rectangular function (constructed as a sum of the sign function approximations,P �

�; � (x)).
We term this polynomial the matrix inversion polynomial, denoted byPMI

�;� (x), and defer
its rigorous de�nition to in Appendix 2.C. In addition to being an �

2� -approximation to 1
2�

1
x ,

PMI
�;� (x) has odd parity and is bounded in magnitude by1 for x 2 [� 1; 1]. Hence, the matrix

inversion polynomial may be implemented through QSVT.
Moreover, we also show in Appendix 2.C thatPMI

�;� (x) has degree

d = O(� log(�=� )) : (2.77)

As QSVT requiresO(d) calls to the block encoding, we see that matrix inversion by QSVT
has complexityO(� log(�=� )). This is an improvement over the conventional HHL algorithm,
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which has runtimeO(� 2 log(N )=�). It is quite impressive that the QSVT algorithm provides
an large improvement in the scaling with�=� , although similar results have been achieved
with non-QSVT methods [CKS17]. In addition, the HHL algorithm uses a sparse Hamiltonian
simulation subroutine with target Hamiltonian A, resulting in the log(N ) term in its com-
plexity, whereas the QSVT algorithm does not use such a subroutine and thusN dependence
is absent from its complexity (however, constructing the necessary block encoding ofA may
scale withN ). We summarize matrix inversion by QSVT in Algorithm 5.

Moreover, like the HHL algorithm, matrix inversion by QSVT may be used to solve
the linear system of equationsAjxi = jbi , by applying the block encoding of 1

2� A � 1 to jbi ,
which yields an� -approximation to A � 1jbi upon rescaling by2� . As discussed at the end of
Section 2.2.3, this procedure requires that we project into the desired block of the QSVT
sequence operator, which may be performed with little overhead.

Lastly, we note that this result can be further extended. With some minor adjustments,
this QSVT-based algorithm can be adapted to prepare the pseudo-inverse of a rectangular
matrix, which is useful in various machine learning contexts [Gil+19].

Algorithm 5: Matrix Inversion by QSVT
Input: Access toA, an error tolerance� , and a condition number� � 1=(min i � i )
Output: A block encoded �

2� -approximation of �
2A � 1, which is e�ectively equivalent

to an � -approximation to A � 1.
Runtime : O

�
� log

�
�
�

��
queries to (a block encoding of)Ay.

Procedure :
1 Prepare a unitary block encoding ofAy.
2 Apply QSVT to this block encoding to compute(PMI

�;� )(SV)(Ay), where the polynomial
PMI

�;� (x) is de�ned in Eq. (2.120) of Appendix 2.C.

2.7 Discussion

In this chapter, we have presented how the quantum singular value transformation encapsulates
the three major quantum algorithms. Paralleling [Gil+19], we have constructed QSVT-based
algorithms for search, Hamiltonian simulation, and the quantum linear systems problem.
Toward this end we have also derived QSVT-based algorithms for the eigenvalue threshold
problem and phase estimation. Moreover, the utility of QSVT is not entirely enumerated
here � further applications of QSVT to the quantum OR lemma, quantum machine learning,
quantum walks, fractional query implementation, and Gibbs state preparation appear in the
literature [Gil+19].

It is insightful that QSVT encompasses such a broad spectrum of problems. E�ectively,
QSVT provides a series of dials (i.e., a well-de�ned parameterization) that can be turned
to transform from one algorithm to another. In addition, when there is su�cient structure
inherent to the problem of interest, the resulting algorithm often becomes more e�cient.
Consequently, QSVT provides one lens through which to analyze the source of quantum
advantage, and make concrete the somewhat vague tradeo� conjectured between problem
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structure and quantum algorithmic e�ciency (while maintaining a signi�cant gap between
optimal classical and quantum performance). In aggregate, these constructions suggest that
it is wise to continue to search for new quantum algorithms in the setting of QSVT.

There is ample room for future research in this area. Notably, various quantum algorithms
have not yet been constructed from QSVT-based subroutines, such as variational algorithms
like the variational quantum eigensolver [Per+14] or the quantum approximate optimization
algorithm [FGG14]. It would be fascinating to see if QSVT can encompass, or perhaps even
enhance, these hybrid quantum algorithms as well. This work also begets the question of how
else one might tweak the parameters of QSVT to create novel algorithms, or extend previously
known algorithms to novel noise settings. As QSVT is intuitive and �exible, there is likely
a large class of problems that are amenable to analysis by QSVT and admit a signi�cant
quantum advantage.

Moreover, note that there is a signi�cant caveat in the use of QSVT, arising from
the requirement of block encodings. In a typical implementation of QSVT on quantum
computer, we may imagine that the matrix to which we would like to apply a transform,
say A, is provided in a quantum random-access memory (�QRAM�), from which we may
straightforwardly construct a block encoding ofA=kAkF [Gil+19]. One could then apply
QSVT to this encoding with a runtime linear in kAkF , similar to how the runtimes of the
eigenvalue threshold algorithm and the Hamiltonian simulation algorithm of this chapter
are linear in � . However, assuming that one has a classical computer with sampling and
query access toA, as a classical analog of havingA loaded into QRAM, then one can
acquire access to a singular value transformation ofA by executing a classical (not quantum!)
algorithm [Chi+20]; this classical algorithm impressively has a runtime polynomial inkAkF .
This polynomial runtime suggests that QRAM-based QSVT cannot always achieve an
exponential speedup over classical algorithms, but can still attain a signi�cant polynomial
speedup. Although this challenge could be an Achilles' heel for application of QSVT to
general and unstructured problems, clearly QSVT is still of interest for speeding up solution
of problems with structure, as illustrated by quantum factoring. Also, while every QRAM
essentially provides a block-encoded matrix, there are ways to block-encode matrices which
do not require a QRAM; this is good, given the fact that QRAM implementations generally
face a number of practical challenges in their realization, e.g. requiring a number of ancillary
qubits which grows linearly with the number of items stored (see, e.g. [Han+21] and references
therein).

It is also interesting to note that while physics has developed signi�cant insight into the
role of eigenvalues, appreciation of singular values has lagged. For example, eigenvalues are
the bread and butter of quantum systems, as energies for eigenstates of the Hamiltonian,
and as stability points for stochastic systems. In contrast, singular values apparently play
few starring roles in physics. One of the few examples arises in the study of entanglement,
where the singular value decomposition is the underlying construct behind the Schmidt
decomposition of a bipartite quantum state.

Why are there so few prominent roles for singular values in physics? Maybe it is because
physics is drawn to closed, Hamiltonian systems (think: square matrices), whereas singular
value decompositions arise mostly in studies of subsystems (think: non-square matrices),
where the input and output dimensions may be di�erent. As discussed in the introduction,
such disparate dimensions also arises naturally in computation. And indeed, singular value
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decompositions play a prominent role in modern computation, especially in machine learning,
where it is the basis for principal component analysis, model reduction, collaborative �ltering,
and more. As quantum information and computer science continue to grow into a uni�ed
�eld, perhaps it is not surprising that singular value decompositions � and singular value
transformations � are emerging as a unifying bridge.

2.A QSP Conventions

A quantum signal processing construction may be entirely determined by four constituents:

1. The signal operatorW (sometimes also called the signal unitary)

2. The phase angles~� = ( � 0; � 1; : : : ; � d)

3. The signal processingoperator S(� ), constructing using� 2 ~�

4. The signal basisM , in which the desired polynomial is obtained

In its most basic form, QSP is performed by interleavingW with S(� ) operations followed
by a projective measurement in the basisM .

The signal operatorW is signal-dependent and constant throughout the sequence; the
signal processing operatorS is parameterized by a sequence of phases~� 2 Rd+1 , which are
chosen based on the desired output function. The exact form ofW and S, along with the
choice of measurement basisM , determine the family of achievable output functions. More
speci�cally, M may be not a basis for a complete vector space, but just the basis for a
subspace identifying a speci�c desired polynomial output function. For example, we may
specifyM = h+ j � j + i , when the measurement is to select thej+ i outcome, with the QSP
sequence starting o� with the control qubit in the j+ i state. Thus, we may refer to any
particular QSP construction as being a (W, S, M )-QSP convention.

In this section, we discuss common (W, S, M )-QSP conventions in the literature for
W, S, and M , and present relationships between the QSP phase angles~� . Speci�cally, we
elaborate on the �Wx�, re�ection, and �Wz� conventions.

2.A.1 Wx convention for QSP

One common convention is to choose the signal operatorW to be an x-rotation in the Bloch
sphere,

Wx (� ) := ei �
2 X =

�
a i

p
1 � a2

i
p

1 � a2 a

�
; (2.78)

where, compared with Equation 1.4, we introduce the additionalx subscript for clarity.
Under this convention, one also chooses the signal processing rotation to be az-rotation,
Sz(� ) = ei�Z . Theorem 1 describes the family of unitaries achievable in this convention.

Typically, we are not concerned with the achievable unitaries, but rather the achievable
functions that can be computed in a subsystem. If we choose to project out theh0j � j 0i
element, the output isPoly(a) = h0jU~� j0i = P(a). Here, the choice ofPoly is restricted not
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only by the conditions onP of Theorem 1, but also the additional constraints below which
ensure that a polynomialQ exists satisfying the conditions of Theorem 1.

Theorem 9 ((Wx ; Sz; h0j � j 0i )-QSP). A QSP phase sequence~� 2 Rd+1 exists

Poly(a) = h0jei� 0Z
dY

k=1

Wx (a)ei� k Z j0i (2.79)

for a 2 [� 1; 1], and for any polynomialPoly 2 C[a] if and only if the following conditions
hold:

(i) deg(Poly) � d

(ii) Poly has parity d mod 2

(iii) 8a 2 [� 1; 1], jPoly(a)j � 1

(iv) 8a 2 (�1 ; � 1] [ [1; 1 ), jPoly(a)j � 1

(v) if d is even, then8a 2 R, Poly(ia)Poly � (ia) � 1

The family of achievable polynomials in this case is signi�cantly limited since the projective
measurement is performed in the same basisM = fj 0i ; j1ig as the signal processing operations.
For example, this immediately limits us to polynomial functions such thatjPoly(� 1)j = 1.

Properties (iv ) and (v), are quite restrictive especially when approximating real functions.
In fact, none of polynomial approximations described in this work satisfy these last two
constraints. Allowing a small but non-zero imaginary part, it is possible to �nd QSP phases
in the (Wx ; Sz; h0j � j 0i ) convention approximating real functions that satisfyjf (� 1)j = 1; an
example of this is the phase estimation function plotted in Section 2.D.7.

Since we are often interested in constructing real polynomials, choosing a di�erent signal
basis ends up being much more useful. In particular, whenM = fj + i ; j�ig , then we may
employ this theorem for real polynomials:

Theorem 10 ((Wx ; Sz; h+ j � j + i )-QSP). A QSP phase sequence~� 2 Rd+1 exists such that

Poly(a) = h+ jei� 0Z
dY

k=1

Wx (a)ei� k Z j+ i (2.80)

for a 2 [� 1; 1], and for any real polynomialPoly 2 R[a] if and only if the following conditions
hold:

(i) deg(Poly) � d

(ii) Poly has parity d mod 2

(iii) 8a 2 [� 1; 1], jPoly(a)j � 1

This QSP convention is expressive enough for all of the polynomials considered in this
chapter and is used in [LYC16; Gil+19]. The proofs of Theorem 9 and Theorem 10 are given
in [Gil+19].
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2.A.2 Re�ection convention for QSP

Another common convention is to choose the signal operatorW to be a re�ection (as in
Eq. (2.8)).

R(a) :=
�

a
p

1 � a2
p

1 � a2 � a

�
: (2.81)

The re�ection operator is preferred in some cases as it has the added bene�t of being Hermitian,
which can simplify proof constructions, and in particular equations such as Eq. (2.30). Given
a phase sequence~� 2 Rd+1 , we can �nd a ~� 0 2 Rd+1 such that

ei� 0Z
dY

k=1

R(a)ei� k = ei� 0
0Z

dY

k=1

Wx (a)ei� 0
k : (2.82)

Using the relationship of Eq. (2.10), this can be accomplished by choosing� 0 = � 0
0 +(2 d� 1) �

4 ,
� d = � 0

d � �
4 , and � k = � 0

k � �
2 for k 2 1; : : : ; d � 1. Therefore, these two conventions are

equivalent regardless of the �nal measurement basis.

2.A.3 Wz convention for QSP

Theorem 10 can also be understood through its relationship to the convention used in [Cha+20].
Here the authors de�ne QSP with the signal operatorW being az-rotation,

Wz(� ) = ei �
2 Z =

�
w 0
0 w� 1

�
; (2.83)

wherew := ei�= 2, and the signal processing operator is anx-rotation, Sx (� ) = ei�X . Further-
more, in this convention, it is typical to choose the signal basis as beingM = fj 0i ; j1ig .

In our notation, this convention is written as (Wz; Sx ; h0j � j 0i )-QSP. This convention is
equivalent to (Wx ; Sz; h+ j � j + i )-QSP and is equally expressive which can easily be seen since

h+ jei� 0Z
dY

k=1

Wx (� )ei� k Z j+ i = h0jei� 0X
dY

k=1

Wz(� )ei� k X j0i (2.84)

The Laurent polynomial formulation of (Wz; Sx ; h0j � j 0i )-QSP of [Cha+20] can be related
to our formulation as follows

ei� 0X
dY

k=1

Wz(� )ei� k X =:
�

F (w) iG(w)
iG(w� 1) F (w� 1)

�
(2.85)

= Hei� 0Z
dY

k=1

Wx (� )ei� k Z H = H
�

P(a) iQ(a)
p

1 � a2

iQ � (a)
p

1 � a2 P � (a)

�
H (2.86)

for complex polynomialsP; Q 2 C[a] and real Laurent polynomialsF; G 2 R[w; w� 1] with
parity d mod 2.

Explicitly,

f 0 = Re[p0]; g0 = Im[ p0] (2.87)
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and for k > 0,

f k =
1
2

Re[pk + qk ]; f � k =
1
2

Re[pk � qk ] (2.88)

gk =
1
2

Im[pk � qk ]; g� k =
1
2

Im[pk + qk ] (2.89)

where the coe�cients for P and Q are given in the Chebyshev bases

P(a) �
dX

k=0

pkTk(a); Q(a) �
dX

k=0

qkUk� 1(a) (2.90)

and the coe�cients for the F and G are given in the standard basis

F (w) �
dX

k= � d

f kwk ; G(w) �
dX

k= � d

gkwk (2.91)

Requiring unitarity in Eq. (2.85) is equivalent to

F (w)F (w� 1) + G(w)G(w� 1) = 1 : (2.92)

A numerically stable method for computing phases for a givenF (w) in the (Wz; Sx ; h0j � j 0i )
convention is discussed further in [Cha+20] and can also be seen as a constructive proof of
Theorem 10.

2.B Proofs about Phase Estimation by QSVT

In this appendix, we prove the theorems used in the development of phase estimation by
QSVT in Section 2.5.

2.B.1 Theorems 6 and 7

Here, we prove the Theorems 6 and 7 from Section 2.5.1:

Theorem 6. If n � m, and one has the ability to implement the sign function exactly through
QSVT, then at the end of the algorithm sketch of Section 2.5.1,� = ' .

and

Theorem 7. If n < m (including the casem = 1 ), and one has the ability to implement the
sign function exactly through QSVT, then at the end of the algorithm sketch of Section 2.5.1
(with a minor modi�cation discussed below),j� � ' j � 2� n� 1.

The minor modi�cation needed forn < m is an additional j = 0 iteration used in the complete
phase estimation by QSVT algorithm.

In the setup of these proofs, we suppose that' is an m-bit number and use the notation
0:' [j :] := 0:' j ' j +1 :::' m to denote a contiguous string of binary digits (this string being in�nite
in the casem = 1 ). We also assume that we can implement the sign function exactly in
QSVT (which is unrealistic, but was addressed in Section 2.5.1). Hence, the procedure that
we discuss in these proofs is e�ectively Algorithm3 modulo the error analysis.
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n � m

If n � m, then append ' with m � n 0's after its mth binary decimal, such that ' =
0:' 1' 2:::' m00:::0. This e�ectively makes ' an n-bit number without changing its numerical
value. We now invoke the following lemma, which is proven by induction:

Lemma 11. If ' = 0:' 1' 2:::' n is an n-bit number, then at the end of the iterationj � 0,
� = 0:' j +1 ' j +2 :::' n = 0:' [j +1:] .

Proof. The proof proceeds by induction.
Base Case: The base case is thej = n � 1 iteration, at which � = 0. Using Eq. (2.61), we

see thatA j (� ) = An� 1(0) has singular value

� n� 1 =
�
� cos

�
� (0:' n � 0)

� �
� =

(
1 if ' n = 0

0 if ' n = 1;
(2.93)

and so�
�

1p
2

� � n� 1
�

= 1 � 2' n . Therefore, after we apply� (SV)
�

1p
2

� An� 1(0)
�

to jui ,

controlled on the ancilla qubit, the state of the ancilla qubit is 1p
2

�
j0i + (1 � 2' n )j1i

�
. The

�nal Hadamard gate brings the ancilla qubit to the state

(1 � ' n )j0i + ' n j1i =

(
j0i if ' n = 0

j1i if ' n = 1
; (2.94)

and therefore the measurement of the ancilla qubit will yield' n . The �nal step of the
iteration will set � 1 = ' n , such that � = 0:' n , as claimed.

General Case:Proceeding with induction, assume that this claim is true at the end of
iteration j + 1. That is, � = 0:' j +2 ' j +3 :::' n = 0:' [j +2:] at the end of iteration j + 1. Then,
at the start of iteration j , �  �=2 = 0:0' j +2 ' j +3 :::' n . Again using Eq. (2.61), we see that
A j (� ) has singular value

� j =
�
� cos

�
� (0:' j +1 ' j +2 :::' n � 0:0' j +2 ' j +3 :::' n )

� �
�

=
�
�
� cos

� �
2

' j +1

� �
�
� =

(
1 if ' j +1 = 0

0 if ' j +1 = 1
;

(2.95)

and so�
�

1p
2

� � j
�

= 1 � 2' j +1 . This is identical to the base case, and we ultimately �nd
that the measurement of the auxiliary qubit will yield ' j +1 , such that we set� 1 = ' j +1 . So
at the end of this iteration, we have� = 0:' j +1 ' j +2 :::' n = ' [j +1:] , as desired.

Considering thej = 0 iteration, we see that the �nal output of the algorithm is � =
0:' 1' 2:::' n = ' , which completes the proof of Theorem 6.

n < m

If n < m , this algorithm will produce an n-bit approximation to ' that su�ers error at most
1

2n +1 . To show this, we �rst prove the following lemma.
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Lemma 12. If ' is an m > n bit number (including the casem = 1 ), then at the end
of iteration j � 0, � = 0: ~' j +1 ~' j +2 ::: ~' n = 0: ~' [j +1:] , such that j~r j : ~' [j +1:] � 0:' [j +1:] j � 2j � n� 1,
where~r j : ~' [j +1:] is attained by rounding0:' [j +1:] to n� j binary decimals, and~r j is an additional
bit carried over by this rounding.

Proof. As before, the proof proceeds by induction, albeit longer than then � m proof,
but no more complicated. One minor di�erence is that we will still write expressions like
' = 0:' 1' 2:::' m to indicate the binary expansion of' , where it is to be understood that this
will really be an in�nite sequence in the casem = 1 .

Base Case:The base case is thej = n � 1 iteration, at which, � = 0. Using Eq. (2.61),
we see thatA j (� ) = An� 1(0) has singular value

� n� 1 =
�
� cos

�
� (0:' n ' n+1 :::' m � 0)

� �
� =

�
�
� cos

� �
2

�
' n +

1
2

' n+1 +
m� nX

i =2

1
2i

' n+ i
� � �

�
� : (2.96)

We are not concerned with this exact value, but instead with the quantity�
�

1p
2

� � n� 1
�
,

which is dictated by the values of' n and ' n+1 . In particular, the sum in Eq. (2.96) is
bounded above by1

2, so it cannot a�ect �
�

1p
2

� � n� 1
�

by itself. Let's look at each possible
value of ' n and ' n+1 .

First, if ' n+1 = 0 (regardless of the value of' n), then this scenario is similar to the
proof of Theorem 6, and we ultimately set� 1 = ' n . In addition, rounding 0:' n ' n+1 :::' m =
0:' n0' n+2 :::' m to n � j = 1 decimal places yields~rn� 1: ~' n = 0:' n , so indeed� = 0:' n = 0: ~' n .
We then have that

j~r j � 1: ~' j � 0:' [j +1:] j =
m� nX

i =2

1
2i +1

' n+ i �
1
4

= 2 j � n� 1; (2.97)

as desired.
On the other hand, if ' n+1 = 1 and ' n = 0, then �

�
1p
2

� � n� 1
�

= � 1, which results
in setting � 1 = 1. Likewise, rounding0:' n ' n+1 :::' m = 0:01' n+2 :::' m to n � j = 1 decimal
places yields~rn� 1: ~' n = 0:1, so indeed� = 0:1 = 0: ~' n . We then have that

j~r j : ~' j +1 � 0:' [j +1:] j =
�
�
�
1
2

�
1
4

�
m� nX

i =2

1
2i +1

' n+ i

�
�
� =

�
�
�
1
4

�
m� nX

i =2

1
2i +1

' n+ i

�
�
� �

1
4

= 2 j � n� 1; (2.98)

as desired.
Lastly, if ' n+1 = 1 and ' n = 1, then �

�
1p
2

� � n� 1
�

= 1, which results in setting� 1 = 0. In
addition, rounding 0:' n ' n+1 :::' m = 0:11' n+2 :::' m to n � j = 1 decimals yields~rn� 1: ~' n = 1:0,
so indeed� = 0:0 = 0: ~' n . We then have that

j~r j : ~' j +1 � 0:' [j +1:] j =
�
�
�1 �

1
2

�
1
4

�
m� nX

i =2

1
2i +1

' n+ i

�
�
�
�
�
�
1
4

�
m� nX

i =2

1
2i +1

' n+ i

�
�
� �

1
4

= 2 j � n� 1; (2.99)

as desired.
General Case:Proceeding now to the general case, assume that this claim is true at the

end of iteration j + 1 and all prior iterations. That is, � = 0: ~' j +2 ~' j +3 ::: ~' n at the end of
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iteration j + 1. Then, at the start of iteration j , �  �=2 = 0:0~' j +2 ~' j +3 ::: ~' n . Again using
Eq. (2.61), we see thatA j (� ) has singular value

� j =
�
� cos

�
� (0:' j +1 ' j +2 :::' m � � )

� �
� =

�
�
�
�
�
cos

 
�
2

�
' j +1 +

1
2

(' j +2 � ~' j +2 ) +
n� jX

i =3

1
2i � 1

(' j + i � ~' j + i ) +
m� jX

i = n� j +1

1
2i � 1

' n+ i

�
! �

�
�
�
�
:

(2.100)

As before, we are interested in�
�

1p
2

� � j
�
, which, as we will see below, is dictated by the

values of' j +1 ; ' j +2 , and ~' j +2 . Let's now look at the possible cases of these values.
First, if ~' j +2 = ' j +2 , then �

�
1p
2

� � j
�

is dictated entirely by ' j +1 , and so we ultimately
set � 1 = ' j +1 . In addition, the condition ~' j +2 = ' j +2 implies that no rounding occurred in
the j + 1 iteration, so ~r j +1 = 0, and ~r j : ~' [j +1:] = 0:' j +1 ' j +2 ~' j +3 ::: ~' n is the rounded value of
0:' [j +1:] . Therefore, we indeed have� = 0: ~' j +1 ~' j +2 ::: ~' n , and also

j~r j : ~' j +1 � 0:' j +1 j =
1
2

j~r j +1 : ~' j +2 � 0:' j +2 j �
1
2

2(j +1) � n� 1 = 2 j � n� 1; (2.101)

where we have used the inductive hypothesis.
On the other hand, consider~' j +2 = 1 and ' j +2 = 0. This condition implies that, at

the j + 1 iteration, 0:' [j +2:] = 0:0' j +3 :::' m was rounded to~r j +1 : ~' [j +2:] = 0:1~' j +3 ::: ~' n , which
requires that ' j +3 = 1 = ' j +4 = :::' n+1 and ~' j +3 = 0 = ~' j +4 = ::: = ~' n . Using these
values, we see that~r j : ~' [j +1:] = 0:' j +1 ~' j +2 ::: ~' n = 0:' j +1 100:::0 is the rounded value of' j . In
addition, inputting all of these values into�

�
1p
2

� � j
�
, we �nd that we will ultimately set

� 1 = ' j +1 . Therefore, we indeed have� = 0: ~' j +1 ~' j +2 ::: ~' n , and again

j~r j : ~' j +1 � 0:' j +1 j =
1
2

j~r j +1 : ~' j +2 � 0:' j +2 j �
1
2

2(j +1) � n� 1 = 2 j � n� 1; (2.102)

where we again used the inductive hypothesis.
Finally, consider ~' j +2 = 0 and ' j +2 = 1. This condition implies that, at the j + 1

iteration, 0:' [j +2:] = 0:1' j +3 :::' m was rounded to~r j +1 : ~' [j +2:] = 1:0~' j +3 ::: ~' n , which requires
that ' j +3 = 1 = ' j +4 = :::' n+1 and ~' j +3 = 0 = ~' j +4 = ::: ~' n . Thus, if ' j +1 = 0, then
~r j : ~' [j +1:] = 0:100::::0 is the rounded value of0:' [j +1:] = 0:011:::1' n+2 :::' m . Inputting these
values into �

�
1p
2

� � j
�
, we �nd that we will ultimately set � 1 = 1 = ~' j +1 = 1 � ' j +1 .

Therefore, we indeed have� = 0: ~' j +1 ~' j +2 ::: ~' n , and also
�
�~r j : ~' j +1 � 0:' j +1

�
� =

�
�0:100:::0 � 0:011:::1' n+2 :::' m

�
�

=
�
�
�
1
2

�
n� j +1X

i =2

1
2i

�
m� jX

i = n� j +2

1
2i

' j + i

�
�
� =

�
�
�

1
2n� j +1

�
m� jX

i = n� j +2

1
2i

' j + i

�
�
� � 2j � n� 1;

(2.103)

Similarly, if ' j +1 = 1, then ~r j : ~' [j +1:] = 1:00:::0 is the rounded value of0:' [j +1:] = 0:11:::1' n+2 :::' m .
Inputting these values into �

�
1p
2

� � j
�
, we will ultimately set � 1 = 0 = ~' j +1 = 1 � ' j +1 .

Therefore, we indeed have� = 0: ~' j +1 ~' j +2 ::: ~' n , and also
�
�~r j : ~' j +1 � 0:' j +1

�
� =

�
�1:00:::0 � 0:11:::1' n+2 :::' m

�
�

=
�
�
�1 �

n� j +1X

i =1

1
2i

�
m� jX

i = n� j +2

1
2i

' j + i

�
�
� =

�
�
�

1
2n� j +1

�
m� jX

i = n� j +2

1
2i

' j + i

�
�
� � 2j � n� 1;

(2.104)
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This proves the general case, and the entire proof is complete.

Furthermore, we must discuss the additionalj = 0 iteration, which is just like that of the
phase estimation by QSVT algorithm. The analysis of this iteration is identical to the case
above, just with the modi�cation that ' 0 = 0 because' < 1. Ultimately, we �nd that this
step usually will output � 0 = 0, such that � = 0: ~' [1:]. However, if ' 1 = 1 = ' 2 = ::: = ' n+1

and ~' 1 = 0 = ~' 2 = ::: = ~' n , then this step will output � 0 = 1, such that � = 1:00:::0.
This accounts for the possibility that 1:0 is the best approximation to' . For instance, the
best 2-decimal approximation to' = 0:1110101is � = 1:00. In either case,� still satis�es
j� � ' j � 2� n� 1, as Lemma 12 dictates atj = 0.

Finally, we mention one last caveat. It is possible that� j = 1p
2
, in which case the sign

function is 0, and we are equally likely to measure0 or 1. However, this is not a problem, as
the condition � j = 1p

2
implies that j0:' [j +1:] � 0:0~' [j +2:] j = 0:1 = 1

2 , such that both ' j +1 = 0
and ' j +1 = 1 are equally accurate approximations, and so the inequality in Theorem 7 is still
obeyed. This is analogous to conventional rounding, wherein one could round 0.5 to either
0 or 1 without changing the accuracy of the rounding. With these concerns alleviated, the
proof of Theorem 7 is complete.

2.B.2 Theorem 8

Here, we prove the Theorem 8 from Section 2.5.1:

Theorem 8. If we choose� such that

� < 2
�

cos
�

3�
16

�
�

1
p

2

�
� 0:25: (2.105)

then an error due to� can only occur at thej = n � 1 iteration. If an error is made at this
iteration, then at the end of the algorithm,j� � ' j < 1

2n , assuming no errors are made at
later iterations.

As discussed in Section 2.5.1, we assume that we perform QSVT with a function that
behaves asP �

�; �

�
1p
2

� x
�

(for x � 0), which approximates the sign function. Recall that this
approximation fails in the region[ 1p

2
� �

2 ; 1p
2

+ �
2 ], which we dub �the � -region�. We show

that the adverse e�ects of a �nite sized� -region can be mitigated by choosing a su�ciently
small � .

Throughout this section, we again use the notation0:' [j :] := 0:' j ' j +1 ::: to denote a string
of contiguous binary digits. We also use the de�nition of~r j from Section 2.B.1.

To demonstrate our claim, recall that � j = j cos
�
� (0:' [j +1:] � � )

�
j as per Eq. (2.61).

Whether or not � j is inside of the� -region is dictated by the value ofj0:' [j +1:] � � j. In
particular, in order for � j to be inside of the� -region, we requirej cos

�
� (0:' [j +1:] � � )

�
j 2h

1p
2

� �
2 ; 1p

2
+ �

2

i
, or equivalently,

� j0:' [j +1:] � � j 2
�
arccos

�
1

p
2

+
�
2

�
; arccos

�
1

p
2

�
�
2

��
[

�
arccos

�
�

1
p

2
+

�
2

�
; arccos

�
�

1
p

2
�

�
2

��
:

(2.106)
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We depict this condition graphically in Figure 2.17, which is a useful illustration for under-
standing the proof of this theorem.

Figure 2.17: A depiction of a �nite sized� -region and the resulting values of� . Shaded
regions indicate where the application of the QSVT sequence returns an indeterminate
measurement result (equivalently where the sign function is poorly approximated).

As we show below, if we choose� such that � j is within the � -region only if j0:' [j +1:] � � j 2
( 1

4 � 1
16; 1

4 + 1
16) [ ( 3

4 � 1
16; 3

4 + 1
16), then it is only possible for� j to be within the � -region

at iteration j = n � 1. In order to enforce this constraint on the� -region, we require that

�
�
�
1
�

arccos
�

1
p

2
�

�
2

�
�

1
4

�
�
� <

1
16

: (2.107)

As it turns out, the + condition is actually more stringent, so we have the following lemma:

Lemma 13. If we choose� such that
�

1
4

�
1
�

arccos
�

1
p

2
+

�
2

��
<

1
16

; (2.108)

then � j can only be inside of the� -region at iteration j = n � 1.

Proof. To prove this, we will begin by analyzing the possible values of� j . We assume that,
if � j is outside of the� -region, then we can correctly determine� 1 with high probability
using an appropriate value of� as in Section 2.5.1. In addition, note that our restriction on
� implies that, in order for � j to be inside of the� -region, we must havej0:' [j +1:] � � j 2
( 1

4 � 1
16; 1

4 + 1
16) [ ( 3

4 � 1
16; 3

4 + 1
16)

First, let j = n � 1 and suppose that we can correctly determine� 1 (either � j is outside
of the � -region, or � j is inside of the� -region and we get lucky). Next, proceed to iteration
j = n � 2. If ~rn� 1 = 0 at the previous iteration, then Lemma 12 implies that,

j0:' [n� 1:] � � j = j0:' [n� 1:] � 0:~rn� 1 ~' n:j

2
�
0:' n� 1 �

1
2

2n� 1� n� 1; 0:' n� 1 +
1
2

2n� 1� n� 1

� �
0:' n� 1 �

1
8

; 0:' n� 1 +
1
8

�
:

(2.109)

For either possible value of' n� 1, the restriction on � implies that the corresponding value of
� n� 2 is not within the � -region, and so we can correctly determine� 1 with high probability
at this iteration.

77



On the other hand, if ~rn� 1 = 1, then 0:' [n:] > 0:11 and � = 0. At iteration j = n � 2, we
have

j0:' [n� 1:] � � j = 0:' [n� 1:] > 0:' n� 111: (2.110)

Again, because0:011 = 1
4 + 1

8 > 1
4 + 1

16, the corresponding value of� n� 2 is not within the
� -region for either possible value of' n� 1, and so we can correctly determine� 1 with high
probability at this iteration.

By inductively following this logic to further iterations, we see that, if we can correctly
determine � 1 at iteration j = n � 1, then the subsequent values of� j will not be in the
� -region, and the corresponding values of� 1 can be correctly determined with high probability.

Next, again let j = n � 1 and now suppose that� j is inside of the� -region, such that we
choose an incorrect value for� 1. First, consider the case in which1

4 < 0:' [n:] < 1
4 + 1

16, and
we make an error by setting� 1 = 0. Then at iteration j = n � 2,

j0:' [n� 1:] � � j = 0:' n� 1' [n:] (2.111)

This is bounded below by0:' n� 1 + 1
8 and above by0:' n� 1 + 1

8 + 1
32, so� n� 2 does not fall within

the � -region. Hence, despite our initial error, the correct value for� 1 may be determined
with high probability at the next iteration. As per the result of the previous paragraphs, this
indicates that, with high probability, � j will not be inside the � -region at later iterations.

Next, consider the case in which14 � 1
16 < 0:' [n:] < 1

4, and we make an error by setting
� 1 = 1. Then at iteration j = n � 2,

0:' [n� 1:] � 0:01 = 0:' n� 1' [n:] � 0:01: (2.112)

This is bounded below by0:' n� 1 � 1
8 � 1

32 and above by0:' n� 1 � 1
8 , so again� n� 2 does not

fall within the � -region.
Finally, we note that the cases in which3

4 < 0:' [n:] < 3
4 + 1

16 and 3
4 � 1

16 < 0:' [n:] < 3
4 are

analogous to the two cases illustrated above, and we ultimately �nd that� n� 2 is not within
the � -region.

This theorem tells us that, if � is made su�ciently small, then we are only plagued by the
� -region at iteration j = n � 1. At all other iterations, � j will not be within the � -region,
and we can correctly determine� 1 with high probability. Thus, if at iteration j = n � 1, � n� 1

is within the � -region and we do make an error, then our approximation of0:' [n:] is incorrect
by some amount< 1

4 + 1
16 < 1

2, so the overall error in our estimate of' will be < 1
2n (with

high probability).
Lastly, if we rearrange the inequality in Lemma 13, then we see that the necessary

restriction on � must be

� < 2
�

cos
�

3�
16

�
�

1
p

2

�
� 0:25: (2.113)

So if we satisfy this constraint, then we can we can guarantee that the algorithm will succeed
with high probability and su�er error < 1

2n . This proves Theorem 8.

As a corollary, suppose more generally that we choose� such that
�

1
4 � 1

� arccos
�

1p
2

+ �
2

��
<


 for some
 > 0. In order for � j to be inside of the� -region under this constraint, we must
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have j0:' [j +1:] � � j 2 ( 1
4 � 
; 1

4 + 
 ) [ ( 3
4 � 
; 3

4 + 
 ). Then, suppose that� n� 1 is inside the
� -region such that 1

4 < 0:' [n:] < 1
4 + 
 , and we make an error by setting� 1 = 0. Then at

iteration j = n � 2,
j0:' [n� 1:] � � j = 0:' n� 1' [n:]; (2.114)

which is bounded below by0:' n� 1 + 1
8 and above by0:' [n� 1:] + 1

8 + 

2 . Hence this quantity is

necessarily a distance14 � 
 � ( 1
8 + 


2 ) = 1
8 � 3


2 from the � -region, and this distance increases
at later iterations. Identical bounds hold for the other cases that� n� 1 is in the � -region. In
this sense, the quantity0:' [j +1:] can su�er an additive error of magnitude< 1

8 � 3

2 , and the

phase estimation algorithm will still output a � such that j' � � j < 1
2n with high probability,

as claimed in Section 2.5.3.

2.C Construction of the Matrix Inversion Polynomial

As we described in Sec. 2.6.2, in order to invert a matrix with QSVT, we desire an�2� -
approximation to 1

2�
1
x , where� is the condition number of the matrix to be inverted. Gilyén

et al. design such a polynomial by �rst noting that the function

g�;� (x) =
1 � (1 � x2)b

x
(2.115)

provides a good approximation to1
x over the rangex 2 [� 1; 1] n [ � 1

� ; 1
� ] for large b. In

particular, for 0 < � < 1
2, g�;� (x) � -approximates 1

x over the rangex 2 [� 1; 1] n [ � 1
� ; 1

� ] for
b(�; � ) = d� 2 log(�=� )e [Gil+19; CKS17].

Next, although g�;� (x) is not a polynomial, it can be� -approximated over the range
x 2 [� 1; 1] by the polynomial

P1=x
2�;� (x) = 4

DX

j =0

(� 1)j

"

2� 2b
bX

i = j +1

�
2b

b+ i

� #

T2j +1 (x); (2.116)

whereTi (x) is the Chebyshev polynomial of orderi and D(�; � ) =
l p

b(�; � ) log(4b(�; � )=�)
m

=

O(� log(�=� )) is the degree of this polynomial [Gil+19]. In addition, by the triangle inequality,
P1=x

2�;� (x) is a 2� -approximation to 1
x for x 2 [� 1; 1]n[ � 1

� ; 1
� ], hence the subscript2� . To provide

intuition, we illustrate this polynomial in Figure 2.18.
At this stage, we may suspect that our candidate polynomial is1

2� P1=x
�
2 ;2� (x), which � -

approximates 1
2�

1
x for x 2 [� 1; 1] n [ � 1

2� ; 1
2� ]. In addition, for � < 1=2, this polynomial is

necessarily bounded in magnitude by1 for x 2 [� 1; 1] n [ � 1
� ; 1

� ], which is easily seen via
the triangle inequality. Unfortunately however, this candidate polynomial is not necessarily
bounded forx 2 [ � 1

2� ; 1
2� ]. In particular, the approximation of Eq. (2.116) obeys [CKS17;

Gil+19]
max

x2 [� 1;1]
jP1=x

�;� (x)j � 4D(�; � ) = O(� log(�=� )) ; (2.117)

so our candidate polynomial is only bounded in magnitude by12� 4D( �
2 ; 2� ) = O(log(�=� )),

which is not necessarily1.
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Therefore, to enforce that the magnitude of the candidate polynomial be bounded, we
may multiply it by an even function that is close to 1 for x 2 [� 1; 1] n [ � 1

� ; 1
� ], and close

to 0 for x 2 [ � 1
2� ; 1

2� ], letting the range x 2 [ � 1
� ; � 1

2� ] [ [ 1
2� ; 1

� ] be a transition region between
these two values. Such a rectangular function may be polynomially approximated by a linear
combination of the step function approximations of Section 2.3:

P rect
�;� (x) :=

1
1 + �

2

�
1 +

1
2

�
P �

�; 1
4�

�
x � 3

4�

�
+ P �

�; 1
4�

�
� x � 3

4�

� � �
; (2.118)

which is easily seen to obey

P rect
�;� (x) 2 [1 � �; 1] 8x 2 [� 1; 1] n

h� 1
�

;
1
�

i
;

P rect
�;� (x) 2 [0; � ] 8x 2

h� 1
2�

;
1

2�

i (2.119)

and has even degreeO(� log(1=�)). In the in-between regionx 2 [ � 1
� ; � 1

2� ] [ [ 1
2� ; 1

� ], P rect
�;� (x)

transitions between values close to 0 and close to 1, remaining bounded in magnitude by1
throughout. We illustrate the behavior of this polynomial in Fig 2.18.

Therefore, our target polynomial is thematrix inversion polynomial:

PMI
�;� (x) :=

1
2�

P1=x
1
2 �; 2�

(x)P rect
� 0;� (x) (2.120)

where� 0 = min
�

2�
5� ; �

2D (�=4;2� )

�
= O

�
�
�

�
. We illustrate this polynomial in Fig 2.18. In de�ning

� 0, the term 2�
5� ensures that this polynomial is an �

2� -approximation to 1
2�

1
x over the range of

possible singular values, and the term �
2D (�=4;2� ) ensures thatPMI

�;� (x) is bounded in magnitude
by 1 for x 2 [ � 1

� ; 1
� ]. Indeed, over the rangex 2 [� 1; 1]n[ � 1

� ; 1
� ], PMI
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=
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(2.121)

where we have used the (loose) bound�=� < 1
2 . Likewise,PMI

�;� (x) is bounded above by1 for
x 2 [ � 1

2� ; 1
2� ]:

�
�PMI

�;� (x)
�
� �

1
2�

4D (�=4; 2� ) � 0 � 1: (2.122)

Similarly, for the in-between regionx 2 [ � 1
� ; � 1

2� ] [ [ 1
2� ; 1

� ], both components ofPMI
�;� (x) are

bounded in magnitude by1, so jPMI
�;� (x)j � 1.

Finally, it is easy to compute the degree ofPMI
�;� (x), which is the sum of the degrees of

P1=x
1
2 �; 2�

(x) and P rect
� 0;� (x):

d = O
�
� log(�=� ) + � log(1=�0)

�
= O (� log(�=� )) : (2.123)
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Figure 2.18: A sketch of (a)P1=x
1
2 �; 2�

(x), (b) P rect
� 0;� (x), and (c) PMI

�;� (x) for � = 2:5. The resulting

polynomial, PMI
�;� (x), is a degree77 approximation to the inverse function.

2.D QSP Phase Angle Sequence Examples

Presented in this appendix are some explicit polynomials and corresponding QSP phase
angles, for functions which are useful in quantum signal processing applications. These
are not necessarily the optimal polynomials, nor the best QSP phase angles, but they are
pedagogically clear starting points. Unless otherwise speci�ed, all QSP phases are given in
the (Wx ; Sz; h+ j � j + i )-QSP convention. All the code for generating these phase angles is
available in the pyqsp open source repository on GitHub4.

2.D.1 Oblivious amplitude ampli�cation

For �xed point search or oblivious amplitude ampli�cation, it is desired to make a polynomial
which mapsa as close as possible to1, for a wide range of small values ofa, starting as close
to a = 0 as possible.

One sequence of phases which accomplishes this optimally, with error1 � � 2, is given for
k = 0; 1; : : : ; d � 1 by

� 2k = � d� k� 1 (2.124)

� 2k+1 = � k+1 (2.125)

4https://github.com/ichuang/pyqsp
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where

� k = � cot� 1

� p
1 � 
 2 tan

2� (k + 1)
L

�
(2.126)

and L = 2d + 1 and 
 � 1 = T1=L (1=� ) = cosh� 1(1=� )=cosh(1=L) [YLC14a].
For example, ford = 10 and � = 0:5, the QSP phase angles are:

pyqsp --plot-positive-only --plot-probability
--plot-tight-y --plot-npts=400
--seqargs=10,0.5 --plot fpsearch

[-1.58023603 -1.55147987 -1.6009483 -1.52812171
-1.62884337 -1.49242141 -1.67885248 -1.41255145
-1.8386054 -0.87463828 -0.87463828 -1.8386054
-1.41255145 -1.67885248 -1.49242141 -1.62884337
-1.52812171 -1.6009483 -1.55147987 -1.58023603]

The corresponding response function is shown in Figure 2.19.

Figure 2.19: Transition probability using the polynomial for oblivious ampli�cation ford = 10
and � = 0:5.

2.D.2 Sign function

The sign function �( a) has a number of applications for quantum signal processing. As
discussed in Section 2.3, a robust polynomial approximation of it can be obtained using the
error function

�( a) � erf(ka) ; (2.127)

wherek is a (large) scaling factor.
For example, the QSP phase angles obtained using and = 19 order approximation with

k = 10 are
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pyqsp --plot-real-only --plot-npts=400
--seqargs=19,10 --plot poly_sign

[0.01558127 -0.01805798 0.05705643 -0.01661832
0.16163773 0.09379074 -2.62342885 0.49168481
0.92403822 -0.09696846 -0.09696846 0.92403822
0.49168481 -2.62342885 0.09379074 0.16163773

-0.01661832 0.05705643 -0.01805798 1.5863776]

The corresponding response function is shown in Figure 2.20. Fora > 0, this sign function
approximation may be employed as a step function, e.g. for oblivious amplitude ampli�cation.

Figure 2.20: Response function for the polynomial approximation to the sign function with
d = 19 and k = 10.

2.D.3 Matrix inversion using 1=a

The 1=a function is useful for computing Moore-Penrose pseudoinverses of matrices using the
quantum singular value transform. As discussed in Section 2.6.2, Chebyshev polynomials
may be employed to approximate this function [CKS17].

For example, with � = 3 and � = 0:3, a set of QSP phase angles for this polynomial is:

pyqsp --plot-real-only --plot-npts=400
--seqargs=3,0.3 --plot invert

[-0.27237279 -1.8808697 2.19755533 -0.860515
0.84659086 0.62794236 -0.69688032 -0.62874403
0.7406656 0.44483992 -0.60489363 -0.60489363
0.44483992 0.7406656 -0.62874403 -0.69688032
0.62794236 0.84659086 -0.860515 -0.94403733
1.26072295 1.29842354]

The corresponding response function is shown in Figure 2.21.
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Figure 2.21: Response function for the polynomial approximation to the inverse function
with � = 3 and � = 0:3.

2.D.4 Cosine and sine functions for Hamiltonian simulation

For Hamiltonian simulation, we seek an approximation toe� iat . As discussed in section 2.6.1,
this can be accomplished using the Jacobi-Anger approximations ofcos(at) and sin(at) of
Eqs. (2.72) and (2.73). The approximation is chosen to su�cient degree so as to bound the
error to � > 0 in the region a 2 [� 1; 1].

For example, with t = 5 and � = 0:1, a set of QSP phase angles for the approximation to
cos(at) are

pyqsp --plot-real-only --plot-npts=400
--seqargs=10,0.1 --plot hamsim

[-1.70932079 -0.05312746 2.12066859 -0.83307065
-0.50074601 0.40728859 0.32838472 0.9142489
-2.81320793 0.40728859 -0.50074601 2.30852201
-1.02092406 -0.05312746 3.00306819]

The corresponding response function is shown in Figure 2.22.
Similarly, the QSP phases for the approximation tosin(at) are:

[-1.63276817 0.20550406 -0.84198335 0.39732059
-0.26820613 2.41324245 0.04662674 -2.02847501
1.11311765 0.04662674 -0.72835021 -0.26820613
0.39732059 -0.84198335 0.20550406 -0.06197184]

The corresponding response function is shown in Figure 2.23.

2.D.5 Threshold function

Distinguishing eigenvalues and singular values may be performed using a step function,
which we will take to bestep(a � 1=2) for illustrative purposes. This may be polynomially
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Figure 2.22: Response function for the polynomial approximation to the cosine function with
t = 5 and � = 0:1.

Figure 2.23: Response function for the polynomial approximation to the sine function with
t = 5 and � = 0:1.
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approximated using a Taylor series expansion of

step(a� 1=2) �
1
2

�
erf

�
k(a + 1=2)

�
� erf

�
k(a � 1=2)

� �
; (2.128)

which becomes a good approximation for largek.
For example, with k = 10 and using a degreed = 18 Taylor series, a set of QSP phase

angles for this polynomial is:

pyqsp --plot-real-only --plot-npts=400
--seqargs=18,10 --plot poly_thresh

[0.73930816 -0.69010006 -0.63972139 -0.47754554
0.81797049 0.09205065 -0.87660105 0.13460844
0.23892207 1.32216648 -2.90267058 0.13460844
2.2649916 0.09205065 -2.32362216 2.66404712

-0.63972139 -0.69010006 2.31010449]

The corresponding response function is shown in Figure 2.24.

Figure 2.24: Response function for the polynomial approximation to the threshold function
with k = 10 and d = 18.

Note that this is an even function ofa, but it may be used just in the regiona � 0, e.g.
to distinguish singular values that are above or below1=2. It can be made as sharp as desired
by increasingk and the degree of the polynomial.

2.D.6 Linear amplitude ampli�cation

Linear amplitude ampli�cation is a subroutine useful for a number of quantum algorithms
including simulation. The goal is to multiply inputs by a constant1=2� for � 2 (0; 1=2]. As
is usual for QSP, the absolute value of the output must bounded by1 and therefore we seek
a polynomial approximation that performs the linear ampli�cation only for small inputs. We
can obtain a suitable approximation by truncating the Taylor expansion of

linear_ ampli�cation(a ; �) �
a

2�
�

1
2

�
erf

�
k(a + 2�)

�
� erf

�
k(a � 2�)

� �
; (2.129)
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wherek is chosen to obtain the desired accuracy within the region[� � ; �] . This approximation
is described in further detail in [Low17].

For example, with � = 0 :25 and using a degreed = 19 Taylor series, a set of QSP phase
angles for this polynomial is:

pyqsp --plot-real-only --plot-npts=400
--seqargs=19,0.25 --plot poly_linear_amp

[0.07658557 -0.01961714 -0.10257913 0.08269406
0.16291683 0.43552219 -2.62323892 2.61402960
0.02001814 -2.21710253 0.92449012 0.02001814

-0.52756304 0.51835372 0.43552219 0.16291683
0.08269406 -0.10257913 -0.0196171 -1.49421074]

The corresponding response function is shown in Figure 2.25.

Figure 2.25: Response function for the linear ampli�cation polynomial with� = 0 :25 and
d = 19.

2.D.7 Phase estimation polynomial

Similar to the threshold function is the phase estimation polynomial of Eq. (2.65) used in
Section 2.5.

For example, with � = 10 and using a degreed = 18 Taylor series, a set of QSP phase
angles for this polynomial in the(Wx ; Sz; h+ j � j + i )-QSP convention is:

pyqsp --plot-real-only --plot-npts=400
--seqargs=18,10 --plot poly_phase

[-2.69295576 0.92644177 -2.47601161 -2.95790072
-3.07710363 2.40352005 2.38432687 -3.0712802
-2.54668308 -0.87407521 0.59490957 -3.0712802
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-0.75726578 2.40352005 -3.07710363 -2.95790072
-2.47601161 0.92644177 2.01943322]

The corresponding response function is shown in Figure 2.26.

Figure 2.26: Response function for the real phase estimation polynomial with� = 10 and
d = 18 in the (Wx ; Sz; h+ j � j + i )-QSP convention..

A set of QSP phases for this polynomial can also be given in the(Wx ; Sz; h0j � j 0i )-QSP
convention; use of this convention clari�es the reduction to the quantum Fourier transform
presented in Section 2.5.4.

pyqsp --polydeg 16 --measurement="z"
--func="-1+np.sign(1/np.sqrt(2)-x)+
np.sign(1/np.sqrt(2)+x)" --plot polyfunc

[0.6744825 2.4248297 2.7351234 2.7316442
0.0127715 3.915519 2.3178308 -0.00533221
2.3088486 2.36385 2.3181891 1.585311
2.411246 0.4094785 -0.40136954 0.7154387
1.8687413]

The corresponding response function is shown in Figure 2.27. Note that we are no longer
using the real polynomial approximation of Eq. (2.65) since it does not satisfy the conditions
of Theorem 9; because of this, there is a small non-zero imaginary response. The QSP phase
angles for this example are generated using an optimization algorithm.

2.D.8 Eigenstate �ltering

As in the eigenvalue threshold problem of Section 2.4, supposeH is a Hermitian matrix with
an eigenvalue� which is known to be separated from other eigenvalues by a gap� � > 0, and
the problem is to create, using QSP, a projection operator onto the eigenspace corresponding
to � . Lin and Tong [LT20a] show that the degreed = 2k polynomial

f k(x; � � ) = Tk

�
� 1 + 2

x2 � � 2
�

1 � � 2
�

�
=Tk

�
� 1 + 2

� � 2
�

1 � � 2
�

�
; (2.130)
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Figure 2.27: Response function for a degree18 polynomial approximation to the phase
estimation function in the (Wx ; Sz; h0j � j 0i ) convention.

known as the �eigenstate �ltering function,� is an optimal polynomial for �ltering out the
unwanted information from all other eigenstates.

For example, with � = 0:3 and using a degreed = 30 Taylor series, a set of QSP phase
angles for this polynomial is:

pyqsp --plot-positive-only --plot-real-only
--plot-tight-y --seqargs 30,0.3 --plot efilter

[-2.22655153 2.26982696 -0.76378956 0.07418111
0.25458387 0.5916072 0.30309002 0.10101557

-0.12943648 -1.00141425 0.60368299 -2.2897962
-0.04337353 0.28364185 2.28161478 -0.61804648
-0.85997787 0.28364185 -0.04337353 0.85179646
0.60368299 -1.00141425 -0.12943648 0.10101557
0.30309002 0.5916072 0.25458387 0.07418111

-0.76378956 -0.87176569 2.48583745]

which produces this response function fora > 0: The corresponding response function is
shown in Figure 2.28.
This is a better threshold function than the one presented in section 2.D.5, and the threshold
can be located where desired by changing� � .

2.D.9 Gibbs distribution

Given H =
P

� � j� ih� j, its corresponding Gibbs distribution state� (� ) = 1
Z e� � H is the

density matrix

� (� ) =
1
Z

X

�

e� �� j� ih� j : (2.131)

An approximation to e� �a is useful for obtaining� using QSP. To ensure that the function
has de�nite parity, we choose a polynomial approximation toe� � jaj .
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Figure 2.28: Response function for the polynomial approximation to the eigenstate �ltering
function with � = 0:3 and d = 30.

For example, with � = 3:5 and using a degreed = 20 Taylor series, a set of QSP phase
angles for this polynomial is:

pyqsp --plot-positive-only --plot-real-only
--plot-tight-y --seqargs=20,3.5 --plot gibbs

[-0.0311925 0.15173154 -0.42846816 0.59591
-0.41539264 -0.16200557 0.12112529 -0.09068282
-0.92154011 -0.88213549 1.0199175 -0.88213549
2.22005254 -0.09068282 0.12112529 -0.16200557

-0.41539264 0.59591 -0.42846816 -2.98986111
1.53960383]

The corresponding response function is shown in Figure 2.29.

2.D.10 ReLU

The �recti�ed linear unit� activation function, ReLU(x) := max(0; x), is popular in machine
learning, and QSP is a natural framework to employ for realizing such nonlinear activation
functions for quantum machine learning. A common di�erentiable approximation of the
ReLU function is the softplus function, which is made into an even function in this version:

f (a) =
ln

�
1 + e�( jaj� � )

�

�
(2.132)

where� parameterizes the steepness, and� the o�set of the threshold from 0.
For example, with � = 0:6 and � = 15 and using a degree20 Taylor series, a set of QSP

phase angles for this polynomial is:

pyqsp --plot-real-only --plot-tight-y
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Figure 2.29: Response function for the polynomial approximation to the Gibbs distribution
for a > 0 with � = 3:5 using a degreed = 20 polynomial. The response is scaled to maximize
Poly(a). Note that the approximation deviates from the target neara = 0 as the symmetrized
version of the Gibbs distribution is non-analytic about that point.

--seqargs=20,0.6,15 --plot relu

[0.5830891 -0.50867554 0.45797704 -1.83149903
0.20084092 -0.11936587 0.97960177 0.53415547

-0.9957325 -0.9362886 1.24987957 -0.9362886
-0.9957325 0.53415547 0.97960177 -0.11936587
0.20084092 1.31009363 -2.68361561 2.63291712

-0.98770723]

The corresponding response function is shown in Figure 2.30.

Figure 2.30: Response function for the polynomial approximation to the ReLU function with
� = 0:6 and � = 15 .
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Chapter 3

E�cient and Coherent Quantum
Simulation Algorithms

Before there were computers, there were algorithms. But now that there
are computers, there are even more algorithms.

� Thomas Cormen, Charles Leiserson, Ronald Rivest, Cli�ord Stein,
Introduction to Algorithms (2009)

Simulating the time dynamics of a quantum system is a fundamental problem for which
quantum computers excel over classical approaches. Quantum systems often require the
corresponding simulation algorithm to be successfully concatenated with itself over di�erent
time intervals to reproduce the overall coherent quantum dynamics. In this chapter, drawn
from Ref. [Mar+23], we characterize such simulation algorithms by the property of beingfully-
coherent: the algorithm must succeed with arbitrarily high success probability1� � , while only
requiring a single copy of the initial state. We subsequently develop fully-coherent simulation
algorithms based on quantum signal processing (QSP) and achieve a query complexity
that scales linearly in time t, ln(1=� ), and ln(1=�) for error tolerance� . Furthermore, we
numerically analyze these algorithms by applying them to the simulation of the spin dynamics
of the Heisenberg model and the correlated electronic dynamics of an H2 molecule.

3.1 Introduction

Quantum computation owes its inception to the fundamental problem of Hamiltonian simula-
tion [Fey82], wherein one aims to simulate the time evolution of a quantum system under a
Hamiltonian H for a time t. Such a time evolution underpins nearly all dynamical processes as
microscopic phenomena are governed by quantum mechanics. E�cient algorithms for Hamil-
tonian simulation are thus crucial for theoretical modeling of the physical world, including
analyzing reaction mechanisms of complex chemical and biological systems [Rei+17; McA+20;
Lam+13; Cao+20], probing non-equilibrium ultrafast dynamics [KI09; MGC20; You+18],
understanding phases of strongly correlated condensed matter systems [KJ06; HQ18], and
simulating quantum �eld theories [Pre18; de +21].
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Classical algorithms for simulating the time evolution of quantum systems have existed
long before the inception of quantum computation. One major thrust of development
comes from the need to model correlated electronic dynamics to high accuracy, where
exciting developments have happened over the past few decades [Li+20]. Besides the exact
diagonalization (ED) method which scales exponentially with the system size, algorithms
based on mean-�eld theories [MB64; Jor75; RG84] as well as their multi-con�guration variants
[MMC90; Zan+04; FKJ13] are among the most computationally e�cient methods, yet not
applicable to strongly-correlated electronic dynamics. More accurate classical methods for
electronic dynamics include the time-dependent variants of high-level correlated electronic
structure theories [Gre+10; RGS06; SE19; HK11; WC18; WC19; SM19; CM02; WF04;
Dal+04]. Many of these methods involve a truncation of the Hilbert space and have high-
order polynomial scaling with the system size. In addition, real-time stochastic methods
based on quantum Monte Carlo sampling [Fou+01; MM87; DCF87; Sch10; Coh+15; MZ18;
CR21] achieve a balance between computational cost and accuracy, yet their applicability is
limited to short-time dynamics or small systems due to the notorious real-time phase problem
on the sampling trajectories. In general, the phase problem cannot be resolved without
truncating the sampling space and adding bias to the simulation results. A combination of
the computationally e�cient mean-�eld theories and more accurate high-level theories can be
achieved in the embedding framework [FTZ06; KC18] by treating the most important parts
of the system using correlated methods and the rest by mean-�eld theories.

These advancements in classical algorithms development for correlated electronic dynamics
lean on the physical nature of classical computation. Namely, it isnecessaryto use an
exponential amount of classical resources to represent the full dynamics of the entire Hilbert
space of an interacting many-electron system, unless approximations are used.Quantum
algorithms, on the other hand, hold the promise to overcome the di�culties encountered
by classical algorithms by employing coherent superpositions and entanglement in quantum
hardware [Cao+19; Kiv+17; Kas+08]. While previous e�orts leveraging quantum resources
mostly focus on electronic structure problems [Lee+22; Cao+19], in the present chapter we
instead are primarily interested in quantum dynamics, or equivalently Hamiltonian simulation.

Among a variety of e�orts to subdue Hamiltonian simulation, prominent quantum al-
gorithms include Trotterization and product formulas [Llo96b; Suz91; Ber+06; Chi+21;
SHC21; Tra+21], Taylor series truncation [Ber+15; NB17; ZY21], and quantum walks [Chi09;
BCK15; BC12; ZWY21]. In recent years however, Hamiltonian simulation algorithms have
�ourished with the advent of an algorithmic primitive known as quantum signal processing
(QSP) [LYC16; LC19], with QSP-based simulation algorithms touting a nearly optimal
query complexity with respect to the simulation timet and error � . From a high level, QSP
provides a systematic method to apply a nearly arbitrary polynomial transformation to a
quantum subsystem. Exploiting such �exibility, QSP-based simulation develops a polynomial
transformation of the Hamiltonian that approximates the time evolution operator.

From an algorithmic viewpoint, a common theme among these Hamiltonian simulation
algorithms, and quantum algorithms in general, is cascading together elementary subroutines
to construct more powerful algorithms. Whereas from an application point of view, the
underlying electronic Hamiltonians that governs the dynamics are often time-dependent due
to nuclei motion or interaction with external �elds [Wei+12; RLN16; Cal+14; RB15]. One
common technique to deal with a time-dependent Hamiltonian is to Trotterize [CKH21;
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LW18; Chi+21] it into many time-independent pieces and then individually simulate each
piece before coherently cascading them together. However, this cascading procedure is only
viable if each time evolution subroutine succeeds with probability near unity, which indicates
the importance of maintainingcoherence, that is, retaining the correct wave function with
arbitrarily high probability.

This is precisely the problem we study in this chapter. We focus onfully-coherent
Hamiltonian simulation, the goal of which is to accurately time evolve a state for a timet
to within error � with arbitrarily high success probability 1 � � , provided only a single copy
of the initial state. We also center our attention one�cient simulation algorithms, whose
query complexities are polynomials int, ln(1=�), and ln(1=� ). Rigorous de�nitions for these
terms are provided later in the text.

Simulation Algorithm Query Complexity

QSP-LCU + Conventional AA (Sec. 3.2) �
�

ln
�

1
�

� �
� jt j + ln(1 =� )

ln( e+ln(1 =� )=� jt j)

� �

QSP-LCU + Robust Oblivious AA (Sec. 3.2) �
�

� jt j + ln(1 =� )
ln( e+ln(1 =� )=� jt j)

�

Coherent One-Shot Simulation (Sec. 3.3) �
�

� jt j + ln
�

1
�

�
+ ln

�
1
�

� �

Table 3.1: Query complexities of the three e�cient fully-coherent Hamiltonian simulation
algorithms discussed in this chapter. These include conventional QSP (denoted �QSP-LCU�
in reference to the linear combination of unitaries (LCU) circuit used in its construction)
augmented with ampli�cation (AA); in particular, QSP-LCU + Conventional AA and QSP-
LCU + Robust Oblivious AA, both described in Sec. 3.2. We also include our Coherent
One-Shot Simulation algorithm of Sec. 3.3. In these expressions,t is the simulation time, �
is an upper bound on the normkHk, � is the error in the approximation ofe� i H t , and � is
the probability of failure.

More concretely, we analyze three e�cient fully-coherent Hamiltonian simulation algo-
rithms, all of which are rooted in QSP. The �rst algorithm augments QSP-based simulation
with conventional amplitude ampli�cation to boost its success probability, which is the
suggested remedy for the issue of post-selection in QSP algorithms [Gil+19]. This appends a
multiplicative factor of ln(1=� ) to the query complexity. The second algorithm integrates QSP-
based simulation with the robust oblivious amplitude ampli�cation protocol of Ref. [BCK15],
which contributes only an additive factor ofln(1=� ).

In contrast, the third algorithm we present introduces a novel QSP technique: it �rst
compresses the spectrum of the Hamiltonian with an a�ne transformation, and subsequently
applies QSP to it with a polynomial that approximates the time evolution operator only over
the range of the compressed spectrum. By incorporating such apre-transformation before
applying QSP, this algorithm circumvents the need for amplitude ampli�cation and also attains
a query complexity additive inln(1=� ) instead of multiplicative: �

�
kHkj tj + ln(1=�)+ ln(1=� )

�
.

We further demonstrate that the probability of failure is dictated by the error of the complex
exponential approximation, such that� = �( � ), which may be easily tuned by the choice of
QSP polynomial. We dub this algorithm �Coherent One-Shot Hamiltonian Simulation�. In
Table 3.1, we summarize the query complexities of the fully-coherent simulation algorithms
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discussed in this chapter.
For completeness, we note that these algorithms can be seen as alternatives to the single-

ancilla QSP algorithm of Ref. [LC19], which is a modi�ed version of QSP that can also
achieve fully-coherent simulation. However, whereas single-ancilla QSP is predicated on a set
of constraints, which as we discuss later can inhibit its robustness to noise, here we use new
techniques such as the pre-transformation to achieve fully-coherent simulation. In addition,
our algorithms are constructed through recent generalizations of QSP known as the quantum
eigenvalue transformation and the quantum singular value transformation, which extend the
framework of qubitization used in single-ancilla QSP and enable a more intuitive algorithmic
development. We hence focus on the aforementioned three algorithms, and brie�y touch base
with single-ancilla QSP later.

The rest of the paper is organized as follows. In Sec. 3.2, we summarize conventional
QSP-based Hamiltonian simulation as initially laid out in Ref. [Gil+19], and then integrate
this algorithm with amplitude ampli�cation (both conventional, and robust oblivious) to
make it fully-coherent. In Sec. 3.3, we develop coherent one-shot Hamiltonian simulation, and
then compare numerically the complexities of these algorithms as a function of simulation
error and simulation time in Sec. 3.4. We thereafter use these algorithms in Sec. 3.5 to
simulate the Heisenberg model with both time-independent and time-dependent external
onsite �elds, as well as electronic migration dynamics in a hydrogen molecule. Finally, Sec. 3.6
concludes this chapter and discusses future research directions. In aggregate, we hope that
this chapter serves as an introduction to QSP-based quantum algorithms for the electronic
dynamics community and spurs a cross-pollination between the two �elds.

3.2 Conventional QSP-Based Hamiltonian Simulation

In order to establish the foundations of this chapter, we �rst review the conventional QSP-
based Hamiltonian simulation algorithm based on a linear combination of untiaries (LCU)
circuit. Paralleling the original presentation in Ref. [Gil+19], we describe the procedure
of this algorithm in Sec. 3.2.1, followed by a query complexity analysis in Sec. 3.2.2. For
notational simplicity, we shall refer this approach as the �QSP-LCU� method. In Sec. 3.2.3,
we discuss two methods for constructing fully coherent versions of the QSP-LCU method via
amplitude ampli�cation, the �rst using conventional amplitude ampli�cation and the second
employing the robust oblivious amplitude ampli�cation protocol of Ref. [Ber+15].

This section, as well as the rest of this chapter, will assume familiarity with the basics
of QSP, the quantum eigenvalue transformation (QET), and the quantum singular value
transformation (QSVT). For a brief review of these fundamental concepts, see Chapter 1.

3.2.1 Procedure

In the setup of this problem, we assume access to the HamiltonianH, of which we desire
a unitary block encoding such that we may solve this problem with QSP techniques, in
particular the quantum eigenvalue transformation (QET). However, such a unitary block
encoding is only realizable ifkHk � 1. In general then, we instead determine an� � kHk
and construct a unitary block encoding ofH=� . This requires some prior knowledge aboutH ,
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but fortunately such a block encoding can be achieved for a large class of Hamiltonians [LC19;
Gil+19]. For simplicity, we will also assume thatH=� is encoded in thej0ih0j matrix element
of the unitary, but the following results may be easily adapted to other encodings as well.

With this rescaled block encoding, one can equivalently imagine that our goal is to
simulate the time evolution of a system under the rescaled HamiltonianH=� for an e�ective
time � = t� . This equivalence holds because the corresponding time evolution operators are
identical: e� i (H =� )( �t ) = e� i H t .

Hamiltonian simulation may then be straightforwardly achieved with QET. Naively, one
may try to employ QET with a polynomial approximation to the function e� ix� (here, we
view � as a parameter representing e�ective time, not a variable), but because the complex
exponential does not have de�nite parity, this function does not satisfy the constraints on
P(x) discussed in Chapter 1, thus rendering this approach infeasible. Following [Gil+19;
Mar+21], one can circumvent this issue by instead applying QET twice � once with an even
polynomial approximation to cos(x� ), and once with an odd polynomial approximation to
� i sin(x� ), both of which have de�nite parities. In addition, although these functions do not
obey jP(� 1)j = 1, they may still be implemented by looking at thej+ ih+ j component of the
QET sequence, as discussed in Chapter 1. Then, using the linear combination of unitaries
(LCU) circuit illustrated in Fig. 3.1, one can sum together the results of these two QET
executions to obtaincos(H t) � i sin(H t) = e� i H t , as desired. We refer to this algorithm as
conventional QSP-LCU Hamiltonian simulation.

Figure 3.1: A quantum circuit, known as a linear combination of unitaries (LCU) circuit, that
can apply the time evolution operatorcos(H t) � i sin(H t) = e� i H t to j 0i in conventional

QSP-based Hamiltonian simulation. Here,U
~� (1)

cos(H t) and U
~� (2)

� i sin(H t) are unitaries that block
encodecos(H t) and � i sin(H t), respectively, in their j+ ih+ j matrix elements (hence the
Hadamards applied to the QSP qubit, which we have denoted by (QSP)), and may be
constructed as QET sequences using phases~� (1) and ~� (2) , respectively, and a QSP qubit. The
correct evolution of the input state is achieved only upon post-selection of both the LCU qubit
(denoted (LCU)) and the QSP qubit in the j0i state. This occurs with a probability close to
1
4 , hence requiring amplitude ampli�cation or repetition to increase the success probability.

How likely is this method to succeed and produce the correct time evolved state? As
indicated in Fig. 3.1, this procedure only succeeds when the LCU qubit (used to achieve
the linear combination of unitaries) and the QSP qubit (used to achieve the block encoding)
are both measured in the statej0i , so we are interested in the probability of accessing
the j00ih00j matrix element. Supposing that our choice of QET polynomial allows us to
construct an � -approximation to e� i H t , we �nd that the j00ih00j matrix element of the entire
unitary transformation illustrated in Fig. 3.1 is an �=2-approximation to 1

2e� i H t , which we
denote by 1

2(e� i H t � � ). Accordingly, the probability of success isp =



 1

2(e� i H t � � )



 2

, i.e.
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(1� � )2

4 � p � (1+ � )2

4 , which is close to1
4 and must be corrected to achieve arbitrarily high

success probability.

3.2.2 Query Complexity

Let us now look at the problem of constructing an appropriate QSP polynomial, from which
the query complexity may be extracted asO(d) whered is the degree of the polynomial. We
note that in Ref. [Gil+19], Gilyén et al. approximate the functionscos(x� ) and sin(x� ) by
polynomials using the Jacobi-Anger expansion:

cos(x� ) = J0(� ) + 2
1X

k=1

(� 1)kJ2k(� )T2k(x) (3.1)

sin(x� ) = 2
1X

k=0

(� 1)kJ2k+1 (� )T2k+1 (x); (3.2)

whereJi (x) andTi (x) are the Bessel function and Chebyshev polynomial of orderi , respectively.
One can attain � -approximations to cos(x� ) and sin(x� ) by truncating these in�nite series
at a su�ciently large index K . The necessary truncation indexK may be determined by a
function r (�; � ), which is de�ned implicitly as

� =
�

j� j
r (�; � )

� r (�;� )

s.t. r (�; � ) 2 (j� j; 1 ): (3.3)

r (�; � ) may be solved for asr (�; � ) = j� jeW (ln(1 =� )=j� j) , whereW(x) is the Lambert-W function,
and is proven to scale as

r (�; � ) = �

 

j� j +
ln(1=�)

ln
�
e+ ln(1 =�)=j� j

�

!

: (3.4)

Returning to the series, it is proven that truncating Eqs. (3.1) and (3.2) atK (�; � ) :=�
1
2r

�
e
2 j� j; 5

4 �
� �

yields � -approximations to cos(x� ) and sin(x� ), respectively, where0 <
� < 1=e [Gil+19]. BecauseTi (x) is a polynomial of degreei with de�nite parity, these
approximations are polynomials of degree2K and 2K + 1, respectively, with the correct even
and odd parity. Let us denote these polynomials byP cos

� (x; � ) and P sin
� (x; � ).

Moreover, because cosine and sine are bounded in magnitude by1, these� -approximations
only obey jP cos

� (x; � )j; jP sin
� (x; � )j � 1 + � . However, a QSP polynomial must be bounded in

magnitude by 1, which we may force by rescaling these polynomials by a factor of11+ � , at
the expense of increasing the error of these approximations to2� . This can be seen with the
triangle inequality as

�
� 1

1+ � P
cos
� (x; � ) � cos(x� )

�
� � 1

1+ �

�
jP cos

� (x; � ) � cos(x� )j + j� cos(x� )j
�

� 1
1+ � (� + � ) � 2�;

(3.5)
and similarly for P sin

� (x; � ).
As we desire an� -approximation to the complex exponential, we should use truncations

of the Jacobi-Anger expansion that are�=4-approximate such that, when rescaled by 1
1+ �=4,
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they are �=2-approximations to cos(x� ) and sin(x� ). With this choice, the sum of these
approximations, which is the approximation toe� ix� , is � -approximate by the triangle
inequality. Therefore, recalling that our e�ective goal is to simulate the rescaled Hamiltonian
H=� for an e�ective time � = �t , the polynomials of interest are 1

1+ �=4P cos
�=4 (x; �t ) and

1
1+ �=4P sin

�=4(x; �t ).
Incorporating these conditions, we see that conventional QSP-LCU Hamiltonian simulation

queriesH a total number of times

2K
�

�t;
�
4

�
+ 2K

�
�t;

�
4

�
+ 1 = 4 �

$
1
2

r
�

e
2

� jtj;
5
4

�
4

� %

+ 1 =: N LCU
H (� ; t; � ); (3.6)

where we have de�nedN LCU
H (� ; t; � ) to denote the su�cient number of queries toH . Evidently,

N LCU
H (� ; t; � ) scales asymptotically as

N LCU
H (� ; t; � ) = �

�
� jt j +

ln(1=�)
ln(e+ ln(1 =�)=(� jt j))

�
: (3.7)

In comparing this query complexity with results quoted in the literature,� may be replaced
with kHk.

3.2.3 The Quest for Fully-Coherent Simulation

As we emphasized at lengths in the introduction, we desire our simulation algorithm to be
e�cient and fully coherent. Precisely, we de�nee�cient simulation algorithms as those whose
query complexities are polynomial int, ln(1=�), and ln(1=� ):

De�nition 1 (E�cient Hamiltonian Simulation) . An E�cient Hamiltonian Simulation
algorithm is an algorithm that queries the Hamiltonian a total number of times
O

�
poly

�
kHkj tj; ln(1=�); ln(1=� )

� �
.

Furthermore, fully-coherent algorithms perform accurate simulation while requiring only
a single copy of the initial state:

De�nition 2 (Fully-Coherent Hamiltonian Simulation). A Fully-Coherent Hamiltonian
Simulation algorithm is an algorithm that, provided a single copy of an initial statej 0i ,
prepares a time evolved statej i such that




 j i� e� i H t j 0i




 � � for a generic time-independent

Hamiltonian H, with success probability at least1 � � , and for arbitrarily small � and � .

This de�nition of fully-coherent simulation disallows the use of repetition to boost the
success probability, which necessarily requires multiple copies of the initial state, and moreover
is unsuitable for concatenation into larger algorithms. In addition, this de�nition applies to
generic time-independent Hamiltonians, as we have placed no restrictions on its properties
(sparsity, locality, etc.). The algorithms we present will of course assume access to the
Hamiltonian H in some format (i.e., through a block encoding), but it is otherwise left
unrestricted. Lastly, we note that in the context of Hamiltonian simulation, we will often use
�fully-coherent� and �coherent� interchangeably.
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Let us now aim to make QSP-LCU Hamiltonian Simulation fully-coherent as per De�ni-
tion 2 by augmentation with amplitude ampli�cation. While such an amplitude ampli�cation
procedure is implicitly performed in QSP-based algorithms [Gil+19], its formal analysis
is often omitted, thus disregarding the coherence of the algorithm. We �rst discuss how
full-coherence may be achieved with conventional QSP-based amplitude ampli�cation at
the expense of a multiplicative factor of�( ln(1=� )) appended to the query complexity, and
subsequently how robust oblivious amplitude ampli�cation may alternatively be employed to
contribute only an additive term of �(ln(1 =� )) .

3.2.4 Achieving Full Coherence with Conventional Amplitude Am-
pli�cation

In this section, we discuss how to transform the incoherent simulation algorithm of the
previous section into a fully-coherent algorithm by integration with amplitude ampli�cation.
We �rst describe the necessary amplitude ampli�cation procedure in Sec. 3.2.4, and then
present a query complexity analysis in Sec. 3.2.4. We will refer to the algorithm presented in
this section as the �QSP-LCU + Amplitude Ampli�cation� method, or �QSP-LCU+AA� for
short.

Procedure Recall that the output of conventional QSP-LCU Hamiltonian simulation is an
�=2-approximation to 1

2e� i H t , which we will denote byA. A has amplitude 1� �
2 � k Ak � 1+ �

2 ,
which we would like to increase to a value at least

p
1 � � , such that the probability of failure

(i.e. accessing the wrong block) is� � .
We will aim to achieve this ampli�cation with a QSP-based procedure, noting that the

QSP-LCU circuit of Fig. 3.1 is a unitary block encoding ofA with projector � = j00ih00j.
Our desired ampli�cation is nontrivial to achieve using QET because the eigenvalues ofA
are necessarily complex, making it di�cult to �nd a polynomial that will amplify just their
magnitudes; for instance, the uniform spectral ampli�cation polynomial of Ref. [LC17b]
applies only to real-valued inputs and will not su�ce here. Such amplitude ampli�cation
necessitates the use of QSVT, a statement that we make rigorous with the following lemma:

Lemma 14 (Eigenvalue Magnitude Transformation). Given a unitary block-encoding of
A =

P
k � k j� k ih� k j, where the eigenvalues� k = r kei� k may be complex, one can polynomially

transform the magnitudesr k while retaining the phasesei� k , by applying QSVT to the encoding
with an odd degree polynomialP(x). The output of this protocol is an encoding of a matrix
~A =

P
k P(r k)ei� k j� k ih� k j, whose eigenvalues have the same phases as those ofA, but

magnitudes transformed byP(x).

Proof. First observe that A has singular value decompositionA =
P

k � k jwk ihvk j, where
� k = r k and jwk ihvk j = ei� k j� k ih� k j. This expression makes it evident that the magnitudes
of the eigenvalues are encoded in the singular values� k , while the phases are stored in the
singular vector product jwk ihvk j.

Therefore, to transform the magnitudes, one may apply to the encoding ofA a singular
value transformation with the desired polynomial. However, to ensure that the phasesei� k

are preserved by this transformation, we must employ QSVT with an odd degree polynomial,
such that the output will be

P
k P(� k)jwk ihvk j =

P
k P(r k)ei� k j� k ih� k j = ~A (see Chapter 1),
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which transforms the magnitudes but retains the phases. On the other hand, an even degree
polynomial would output

P
k P(� k)jvk ihvk j =

P
k P(r k)j� k ih� k j, which does not retain the

phases.

We may apply this lemma to our advantage. First note that ifH has eigenvalue decom-
position H =

P
k Ek jEk ihEk j, then A has singular value decompositionA =

P
k � k jwk ihvk j

where 1� �
2 � � k � 1+ �

2 , and



 jwk ihvk j � e� iE k t jEk ihEk j




 � � (this last inequality comes from

the worst case scenario when� k = 1=2 and all of the errors are due to incorrect phases in
jwk ihvk j). As we would like to amplify kAk to a value at least

p
1 � � , it will su�ce to choose

a polynomial P(x) that maps inputs � 1� �
2 to a value at least1 � �=2 �

p
1 � � , which will

guarantee a probability of failure� � . Drawing inspiration from Refs. [Gil+19; Mar+21], we
may selectP(x) to be a polynomial approximation to a sign function.

We denote the sign function by sign(x), and it obeys

sign(x) =

8
><

>:

� 1 x < 0

0 x = 0

1 x > 0:

(3.8)

In Appendix 3.A, we illustrate a construction of a polynomial approximation tosign(x) that
is accurate away from the discontinuity atx = 0. This polynomial, which we denote by
P sign

�; � (x), obeys
�
�P sign

�; � (x) � sign(x)
�
� � � for x 2 [� 1; 1]n[� � =2; � =2]: (3.9)

That is, for x a distance at least� =2 away from the discontinuity at x = 0, P sign
�; � (x) provides

an � -approximation to the sign function. We prove in Appendix 3.A thatP sign
�; � (x) can be

constructed as a polynomial of odd degreed = 
 (�; �) , where
 (�; �) is a function explicitly
de�ned in Eq. (3.55) that scales as�

�
1
� ln

�
1
�

��
. As this degree is necessarily odd, Lemma 14

applies.
Therefore, to perform our sought-after amplitude ampli�cation, it will su�ce to choose

the QSVT polynomial to be
P(x) = P sign

�= 2;(1� � )(x); (3.10)

which will indeed map inputsx > 1� �
2 to values � 1 � �=2 �

p
1 � � , as desired. Applying

this to A, we see that the output will be an� -approximation to e� i H t that is accessed with
probability at least 1 � � . We depict in Fig. 3.2 the quantum circuit that implements this
fully-coherent simulation via amplitude ampli�cation, highlighting how it applies QSVT to
the unitary resulting from conventional QSP-LCU Hamiltonian simulation.

Query Complexity As this procedure applies QSVT toA, which is already constructed
as an eigenvalue transformation, we �nd that the number of queries toH is a product of the
degrees of the two polynomials used in these transformations:

N AA
H (�; � ; t; � ) = 
 (�=2; 1 � � )N LCU

H (� ; t; � ): (3.11)

(the superscript �AA� standing for amplitude ampli�cation). Using the asymptotic behavior
of 
 (�=2; 1 � � ) and N LCU

H (� ; t; � ), we �nd that N AA
H (�; � ; t; � ) scales as

N AA
H (�; � ; t; � ) = �

�
ln

�
1
�

� �
� jt j +

ln(1=�)
ln(e+ ln(1 =�)=(� jt j))

��
: (3.12)
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Figure 3.2: A quantum circuit depicting the QSP-LCU+AA fully-coherent simulation algo-
rithm. Here, our projectors are� = j00ih00j = ~� , and the corresponding projector-controlled
phase shift is� � k where the phase� k is applied to the subspacej00i h00j. The gates within
brackets are repeated(d � 1)=2 times for k = ( d � 1)=2; (d � 1)=2 � 1; :::; 1 with phases~�
to construct the appropriate QSVT sequence for amplitude ampli�cation. This procedure
succeeds if the two ancilla qubits (previously dubbed the LCU and QSP qubits) are measured
in state j00i , which occurs with high probability � 1 � � after appropriate amplitude ampli�-
cation. We also note that the unitaryULCU

e� i H t is de�ned by the circuit in the inset, which is
identical to the circuit from Fig. 3.1 used in QSP-LCU simulation.

Figure 3.3: A quantum circuit depicting the QSP-LCU+ROAA protcol, whereR = I � 2P
(for projector P = j00ih00j 
 I ) is an ancilla operator as in Eq.(3.14). Like the circuit of
Fig. 3.2, this procedure succeeds if the LCU and QSP qubits are measured in statej00i ,
which occurs with high probability � 1 � � after robust oblivious amplitude ampli�cation.
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