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Abstract
The Rashomon set of equally-good models promises less discrim-
inatory algorithms, reduced outcome homogenization, and fairer
decisions through model ensembles or reconciliation. However,
we argue from the perspective ofallocation multiplicitythat these
promises may remain unful�lled. When there are more quali�ed
candidates than resources available, many di�erent allocations of
scarce resources can achieve the same utility. This space of equal-
utility allocations may not be faithfully re�ected by the Rashomon
set, as we show in a case study of healthcare allocations. We at-
tribute these unful�lled promises to several factors: limitations
in empirical methods for sampling from the Rashomon set, the
standard practice of deterministically selecting individuals with
the lowest risk, and structural biases that cause all equally-good
models to view some quali�ed individuals as inherently risky.
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1 Introduction
Many decision-making settings involve allocating a �xed number
of resources or opportunities among individuals. A company might
have hundreds of job applicants but only ten job openings to �ll; a
healthcare program may be able to enroll only a 100 patients out of
thousands. In these cases, there are often more quali�ed candidates
than resources or goods available. This createsallocation multiplic-
ity : the existence of many equal-utility selections of individuals.
For example, there are over 3.2 million possible ways to choose 10
quali�ed people from 25 quali�ed applicants. The number of possi-
ble equal-utility allocations increases even more if we assume that
decision-makers will make mistakes and choose some unquali�ed
individuals.

Decision-makers often rely on AI models to determine alloca-
tions based onindividual risk. The standard practice is to select
individuals with the lowest risk or highest likelihood of being qual-
i�ed based on measurable features and available training data. But
as several works have pointed out [9, 35, 46], individuals may re-
ceive di�erent risk scores from models with similar training perfor-
mance, a phenomenon known asmodel multiplicity. The full space
of models with near-equal performance is known as theRashomon
set[11, 20], and a growing literature seeks to �nd as many models
from this set as possible [40, 45]. Using the Rashomon set to in-
form decision-making may have several bene�ts. One is the chance
to �nd less discriminatory algorithms[6, 23] that improve group
fairness without sacri�cing accuracy. Another is its potential to
reduceoutcome homogenization[10, 44], or the systemic rejection
of individuals in multi-shot contexts, if decision-makers adopt dif-
ferent models within the set [15, 27, 28]. A third is the opportunity
to use the Rashomon set toensemble[7, 13] or reconcile[18, 39]
con�icting predictions.

In this work, we argue that the Rashomon set primarily achieves
these aims to the extent that it supports allocation multiplicity. Fig-
ure 1 shows that model multiplicity results in di�erent individual-
level predictions, which lead to di�erentequal-utility allocations.
However, the Rashomon set of models will not yield the full space of
equal-utility allocations for several reasons. First, it is infeasible to
enumerate all possible models in the Rashomon set for unbounded
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Figure 1: Suppose that 10 individuals with di�erent quali�cations compete for 5 scarce resources. 2 models from the Rashomon
set yield di�erent predictions or risk scores, leading to 2 di�erent equal-utility allocations in which 4 out of 5 selected
individuals are quali�ed. In this setting, there are 60 such equal-utility allocations based on

�6
4
�

�
�4
1
�
.

Figure 2: The Rashomon set of all equally-good models is not enumerable, but empirical methods can sample from it. This
sample of Rashomon models will lead to recovered allocations that may not faithfully represent the full space of equal-utility
allocations due to (1) train-test data di�erences, (2) deterministic selection of the lowest risk individuals, and (3) structural
biases that cause all near-optimal models to view some quali�ed individuals as inherently risky.

hypothesis classes, so we must rely on empirical methods to sam-
ple from it [32, 42]. This sample of Rashomon models is typically
characterized by similar training or validation performance [35, 45],
which di�ers from deployment utility in a resource-constrained
setting. Second, decision-makers usually allocate resources by deter-
ministically selecting individuals with the lowest risk, overlooking
stochastic mappings between predictions and decisions [27]. Third,
structural biases in the measurable features and available training
data may cause all models in the Rashomon set to consider some
quali�ed individuals as inherently risky. As Figure 2 illustrates,
these reasons may lead to recovered allocations from a sample of
Rashomon models that are highly unrepresentative of the full space
of equal-utility allocations.

The concept of allocation multiplicity enables us to evaluate
how well the Rashomon set ful�lls its promises of less discrimi-
natory algorithms, reduced outcome homogenization, and fairer
decisions through model ensembles or reconciliation. Through a
case study of healthcare allocations, we explore various methods
for sampling from the Rashomon set and compare their recovered
allocations to the full space of equal-utility allocations. Our results

demonstrate that: (1) many less discriminatory allocations are not
found, (2) outcome homogenization persists in recovered alloca-
tions, and (3) ensemble models are unrepresentative of the full
space of equal-utility allocations. These �ndings underscore that
recovering diverse equal-utility allocations is essential to ful�lling
the promises of the Rashomon set.

2 Model Multiplicity and the Rashomon Set
A growing literature discusses the phenomenon ofmodel multi-
plicity: the existence of many equally-good models that di�er in
their individual-level predictions or other properties [9, 35, 46].
Equally-good modelsare models with similar performance for a
chosen metric (e.g. accuracy or loss) on a �xed dataset [21, 45].
Model multiplicity can arise due toprocedural multiplicity, which
refers to di�erent choices along the model-building pipeline [8, 9].
This includes decisions about the problem formulation, feature
selection, training data, and model class [36, 45]. However, even
when these choices are �xed, model multiplicity can still arise due
to uncertainty or noise in the data as well as randomness in the
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model training process. For example, the data may have been gen-
erated through noisy or nondeterministic processes, such as human
decision-making [40, 41]. The data may contain insu�cient infor-
mation for a model to learn generalizable domain knowledge, a
problem known asunderspeci�cation[16]. Additionally, random-
ness in the model training process, such as weight initialization
and random seeds, further contribute to model multiplicity [22].

TheRashomon set1 consists of all models with near-optimal per-
formance [11, 20, 40]. While this set generally includes all �good�
models, the set can also be de�ned for a speci�c hypothesis class,
evaluation dataset, and loss function [25, 42, 45]. This allows for
analyses of its size through metrics like the Rashomon ratio [42]
and Rashomon capacity [25]. Several empirical methods exist to
iterate over the Rashomon set for simple hypothesis classes or
sample from it for more complex model types. For example, the
Rashomon set is enumerable for decision-trees with a low regular-
ized risk value [47], sparse generalized additive models [48], and
sparse scoring systems [33]. Complex hypothesis classes like neural
networks have methods to explicitly search for Rashomon models,
such as adversarial weight perturbation [25] and dropout-based ex-
ploration [26]. Other approaches may implicitly produce Rashomon
models, such as training on bootstrap datasets [13] or changing
random seeds [22].

2.1 Promises of the Rashomon Set
Previous works discuss several potential bene�ts of model multiplic-
ity and the Rashomon set [9, 40]. Below, we highlight the bene�ts
that are most relevant2 to our discussion of allocation multiplic-
ity. We refer to these potential bene�ts as the �promises� of the
Rashomon set, as they motivate research on the Rashomon set but
may not be ful�lled in practice.

Less Discriminatory Algorithms . Model multiplicity implies
that for a given model and a fairness metric, there may exist �less
discriminatory algorithms� (LDAs) that are equally-accurate [6, 9]
but less discriminatory according to the fairness metric. Several
works have shown empirically that LDAs exist for �xed popula-
tions [3, 14, 23], but the chosen LDA may be more discriminatory
in unseen deployment settings [5, 31]. The goal of searching for
LDAs is usually to �nd a model that improves on group fairness
metrics like statistical parity or disparities in error rates without
compromising accuracy. This motivates using the Rashomon set
to �nd LDAs [ 9, 40]. In domains such as credit, employment, and
housing, decision-makers may have a duty to search for LDAs based
on U.S. anti-discrimination laws [6]. Under thedisparate impact
doctrine, defendants can justify using a model with discriminatory
e�ects by claiming the model serves a �business necessity,� which
often relates to its performance. But even with this justi�cation,
defendants may still face liability if the plainti�s can show there ex-
ists a �less discriminatory alternative� that serves the same purpose.
In some cases, the courts have placed the burden on defendants to
conduct a �reasonable search� for LDAs [6, 31].

1Leo Breiman[11] named the Rashomon set after the movie �Rashomon,� directed by
Akira Kurosawa, in which four di�erent perspectives on a murder fail to converge on
a single truth.
2Other potential bene�ts of the Rashomon set include the existence of �simple-yet-
accurate� models for interpretability and generalizability [9, 40, 42].

Reduced Outcome Homogenization . Prior works have argued
that model multiplicity could help mitigate homogenization across
multiple decision-makers [15, 27, 28]. Outcome homogenizationoc-
curs when the same individuals are subject to consistent errors
or negative outcomes [10, 44]. This represents a grave moral con-
cern because of the possibility that individuals aresystemically ex-
cludedfrom important opportunities [15,28]. Outcome homogeniza-
tion often arises fromalgorithmic monoculture, which occurs when
decision-makers rely on identical or highly similar models [10, 30].
For example, job applicants may receive correlated hiring decisions
across companies using similar resume-screening tools. Since the
Rashomon set o�ers several equally-good models, it could reduce
homogenization if decision-makers choose models that lead to suf-
�ciently di�erent outcomes for individuals [15, 27, 28]. To this
end, Creel and Hellman[15] suggest that decision-makers should
randomly choose a model from the Rashomon set. Jain et al. [27]
propose another approach to randomization that uses equally-good
models to �rst quantify variance in predictions and then randomizes
decisions for individuals with high variance.

Fairer Decisions With Ensembles or Reconciliation . Several
works use the Rashomon set to ensemble or reconcile predictions [7,
13, 18, 29, 34, 39]. A common perspective in these works is that
choosing and using a single model from the Rashomon set is �ar-
bitrary� 3 or unfair to individuals that could have received a more
positive prediction under another Rashomon model. To address
these concerns, one approach is to ensemble predictions across the
Rashomon set of models [7, 13, 29, 34]. Cooper et al. [13] propose
ensembles that abstain from making predictions for individuals
with high inconsistencies. Another approach is to reconcile predic-
tions [18, 39] through a process similar to multi-calibration [24].
Reconciliation considers two models that disagree on individual
predictions and uses the disagreement region to iteratively produce
a model with better empirical risk minimization.

2.2 Related Work
We build on several related works that evaluate the Rashomon set in
deployment settings [27, 31, 32, 43, 45]. Our work di�ers in that we
focus onresource-constrained allocations. Li et al. [32] distinguish
between the theoretical Rashomon set and thesampled Rashomon
set from empirical methods in practice. In the context of LDAs,
Laufer et al. [31] highlight how near-optimal models that are less
discriminatory for �xed populations may not be less discriminatory
for unseen populations. They also characterize the di�culty of
�nding the least discriminatory algorithm. Jain et al. [27] study a
similar setting of scarce resource allocations, but focus on the need
for randomization in this setting and do not explicitly evaluate
models from the Rashomon set. Most similar to our work is that of
Watson-Daniels et al. [45], who explore model multiplicity under
resource constraints. They de�ne the concept oftop-: ambiguity,
which refers to whether any model from the Rashomon set would
place an individual among the top: predicted values. We extend
their results beyond linear models and consider top-: ambiguity in
3We disagree with this de�nition of arbitrariness and follow the de�nition by Creel and
Hellman[15], which considers a model to be arbitrary if it doesn't serve the purposes
of the decision-maker. By this de�nition, a model from the Rashomon set cannot be
arbitrary. However, we agree that using a single model may be unfair for other reasons
such as its repeated use at scale [15] or its violation of individual claims [27].
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the context of all possible equal-utility allocations. This space of
possible decisions is similar to what Simson et al. [43]callmultiverse
analysis, although their focus is on procedural multiplicity and not
a resource-constrained setting.

3 De�ning Allocation Multiplicity
In this section, we de�ne the concept ofallocation multiplicityand
distinguish it from both model multiplicity and the Rashomon set.
We also de�ne and quantify the set of all possibleequal-utility
allocations.

3.1 Preliminaries and Problem Formulation
Consider a setting in which there are= individuals and: resources
or opportunities to allocate among them. For example, a company
might only have: job openings or a healthcare program might only
be able to enroll: patients. An allocation involves the assignment
of outcomes>8 2 f0•1g to each individual8. Importantly, there is
scarcity in that not all individuals can receive positive outcomes
with : � =.

Definition 1. An allocation o = ¹>1•>2• ” ” ” •>=º involves the
assignment of outcomes>8 2 f 0•1gto each individual8such that only
: out of= individuals receive positive outcomes, under aselection
rate :

= . The space of all allocations is:

O:•= =

(

o 2 f0•1g= j
=Õ

8=1

>8 = :

)

wherejO:•= j =
�
=
:

�

Individuals may have varying quali�cations>�
8 for the resources

or opportunities being allocated. We simplify to the case where
each individual is quali�ed (>�

8 = 1) or unquali�ed (>�
8 = 0). For

example, a patient may be quali�ed for enrollment in a healthcare
program if they have a chronic illness. In many settings, the number
of quali�ed individuals=0 is greater than the number of available
resources or opportunities: .

Definition 2. Thequali�cation rate =0

= is the number of qual-
i�ed individuals=0 out of the total number of candidate individuals
=.

Decision-makers do not know whether individuals are quali�ed at
the time of allocation. For many decision-makers, the objective4

is to maximize the number of quali�ed individuals selected in an
allocation, which we denote using: 0.

Definition 3. Theutility or precision of an allocation is:
0

: =
1
:

Í =
8=1>�

8 � >8, which is simply the number of selected quali�ed indi-
viduals: 0 out of the total number of selected individuals: .

Risk-averse decision-makers aim to maximize utility by selecting
individuals with the highest probability of being quali�ed. While
the true probability?8 = P¹>�

8 = 1º is unknowable5, the conditional
probability ?¹G8º = P¹>�

8 = 1j G8º can be estimated using data. The
validity of taking?¹G8º to be an estimate of?8depends on the choice

4When: is �xed, our formulation of utility is equivalent to other formulations [23, 31]
that assign a bene�t for selecting quali�ed individuals and a penalty for selecting
unquali�ed individuals. However, we do not consider the possibility of varying bene�ts
across quali�ed individuals.
5Individual probabilities misrepresent quali�cations because the events in question
are typically realized only once [17, 19, 39].

of features and how well quali�cations can be predicted from them.
Setting these speci�cations aside, machine learning models6 can
estimate?¹G8º based on featuresG8 from a given domainX.

Definition 4. A model p̂ : X ! » 0•1¼maps an individual's
featuresG8 2 X to a prediction̂?¹G8º, which estimates the conditional
probability?¹G8º = P¹>�

8 = 1j G8º.

In data-driven allocations, outcomes>8 are assigned based on pre-
dictions?̂¹G8º. Standard practice in machine learning is to determin-
istically assign>8 = 1to individuals with the top: predictions. How-
ever, there are various other ways to map predictions to outcomes.
For example, a human-in-the-loop could determine outcomes for
high uncertainty predictions [13], or a weighted lottery based on
predictions could determine the outcomes [27].

Definition 5. A mapping M = f¹ ?̂¹G1º•>1º•¹?̂¹G2º•>2º• ” ” ”
¹?̂¹G=º•>=ºgcharacterizes the relationship between a modelp̂ and
allocationo. In atop : mapping , >8 = 1 if and only if ?̂¹G8º is in
the: highest predictions.

3.2 From Model Multiplicity to Allocation
Multiplicity

Model multiplicity refers to the existence of multiple models with
similar performance but di�erent properties, including producing
di�erent predictions for certain individuals (a subtype of model mul-
tiplicity called �predictive multiplicity�) [ 9, 35, 46]. Performance is
measured on a training or validation datasetD train = f¹ G8•>�

8ºg=train
8=1

because the target variable>�
8 (in our case, quali�cation) is not

known at the time of allocation. Following de�nitions of model
multiplicity in prior work [ 35, 45], we consider a baseline model
p̂0 that is the solution to an empirical risk minimization problem
of the formminp̂2H ! ¹p̂; D train º, over a hypothesis classH with
loss function! ¹� ; Dº . For example,H could be the set of neural
networks represented by a speci�c architecture and! ¹� ; Dº could
be the cross-entropy loss. In this context, then� Rashomon set
encompasses all models that achieve near-optimal loss.

Definition 6. For a baseline modelp̂0 and loss tolerancen ¡ 0,
then-Rashomon set of modelsis:

Rn¹p̂0º := f p̂ 2 H : ! ¹p̂; D train º � ! ¹p̂0; D train º ¸ ng

andmodel multiplicity exists if jRn¹p̂0º j ¡ 1. Ann-Rashomon
model is a model̂p 2 Rn¹p̂0º.

Building on the concept of model multiplicity, we de�neallocation
multiplicity as the existence of multiple allocations with near-equal
deployment utility. Recall that an allocationo is the assignment
of outcomes to individuals (De�nition 1) and that its utility de-
pends on: 0: the number of selected individuals who are quali�ed
(De�nition 3). Let o0 denote an allocation based on a mappingM 0
from the baseline model's predictionŝp0. In this context, the set of
� -equal-utility allocations encompasses all allocations that achieve
near-equal utility.

6Our focus is on non-causal predictions of individual risk or utility because many
decision-makers allocate resources in this way [4]. However, allocation multiplicity
may still arise in a causal setting, if many individuals have similar treatment e�ects.
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Definition 7. For a baseline allocationo0 and utility tolerance
� � 0, theset of � -equal-utility allocations is:

R� ¹o0º :=
�
oX 2 O:•= j : 0

X � : 0
0 � �

	

andallocation multiplicity exists if jR� ¹o0º j ¡ 1. A � -equal-
utility allocation is an allocationo 2 R� ¹o0º. When� = 0,R0¹o0º
is a set ofequal-utility allocations .

An n-Rashomon model does not guarantee a� -equal-utility al-
location for several reasons. First,n measures deviation from the
optimal training or validation loss, while� measures deviation from
a speci�c deployment utility. These metrics are not directly compa-
rable given that the loss is not evaluated in a resource-constrained
setting [27, 45]. Generalization error adds further uncertainty, as
training or validation performance might di�er from deployment
utility. Moreover, predictions can be mapped to outcomes in various
ways, such as through stochastic procedures or with a human-in-
the-loop. Thus, even a model outside then-Rashomon set could yield
a � -equal-utility allocation. For example, a human decision-maker
might have domain knowledge for high-uncertainty predictions,
helping them decide on a high-utility allocation when using a sub-
optimal model. Even for the top: mapping, a model could make
predictions with high loss (e.g. predictions clustered around 0.5),
yet maintain an ordering that yields high utility.

3.3 Quantifying Allocation Multiplicity
The number of equal-utility allocations is often exponentially high.
We can calculate how many equal-utility allocations are possible
based on the number of total individuals=, quali�ed individuals
=0, resources: , and quali�ed individuals selected: 0 under the
baseline allocationo0. An allocation will have the same utility aso0
if it selects exactly: 0 quali�ed individuals and: � : 0 unquali�ed
individuals. This represents a combinatorial problem, as there are
=0 quali�ed individuals to choose: 0 from, and= � =0 unquali�ed
individuals to choose: � : 0 from.

Proposition 3.1. For a setting in which there are= individuals,
: resources,=0 quali�ed individuals, and: 0 quali�ed individuals
selected by a baseline allocationo0, thenumber of � -equal-utility
allocations is:

jR� ¹o0º j =
: 0Õ

: 0
X = : 0� �

�
=0

: 0
X

�
�

�
= � =0

: � : 0
X

�

Table 1 computes the number of equal-utility allocations for a base-
line allocation with varying utility : 0•: , quali�cation rate =0•=,
and selection rate: •=. Even when there are only 100 individuals,
the number of equal-utility allocations is exponentially high. For
example, there are2 � 1019 equal-utility allocations with utility
0.85, quali�cation rate 0.50, and selection rate 0.25. This represents
the number of ways to select 25 people from 100 people, where 50
people are quali�ed and 21 quali�ed people are selected. Intuitively,
the number of equal-utility allocations is maximized when both: (1)
the number of quali�ed people selected is around half the number
of quali�ed people in the population, and (2) the number of un-
quali�ed people selected is around half the number of unquali�ed
people in the population. This follows from the fact that binomial
coe�cients of the form

�=
:
�

are maximized when: � =
2 .

4 Why Does Allocation Multiplicity Matter?
Now that we have seen how many equal-utility allocations are possi-
ble, we discuss why allocation multiplicity matters. First, risk-averse
decision-makers might assume that all or most utility-maximizing
allocations can only be produced by top: mappings from near-
optimal models. Allocation multiplicity highlights the existence of
�riskier� allocations that could have been chosen without sacri�cing
utility. Second, decision-makers who prioritize normative ideals
other than utility may value allocation multiplicity for reasons
aligned with their principles. Third, those who view the Rashomon
set positively for its potential bene�ts may �nd that the space of
all equal-utility allocations is what actually delivers those bene�ts.

4.1 From the Perspective of Normative Ideals
From the Perspective of Risk-Aversion . Risk-averse decision-
makers will usually choose the allocation with the highestexpected
utility based on a model's predictions. From the perspective of the
information they have at the time, this might be the most utility-
maximizing step they can take. But model multiplicity means that
even holding �xed a problem formulation and a training dataset,
there are many models that minimize risk to an equivalent extent,
thereby delivering equivalent expected utility allocations for the
risk averse. However,realizedutility, not expected utility, is what
ultimately matters to most decision-makers. While it may be di�-
cult to recover all allocations with the same realized utility based
on currently available information, the knowledge that additional
allocations exist should spur decision-makers to collect the infor-
mation needed to recover more and sample better from the space of
equal-utility allocations. Using a validation dataset to compare the
highest-expected-utility allocations with all allocations yielding the
same realized utility provides an evaluation framework that may
uncover shortcomings of the current training data and inherent
limitations of allocating solely on expected risk minimization.

From the Perspective of Claims . Allocation multiplicity has a
positive role in ensuring that the use of machine learning models
to make decisions lives up to our normative commitments. For
example, some decision-makers are morally committed to ful�ll-
ing the claims[12] that individuals have to goods or outcomes for
reasons of fairness. According to the claims view, an individual has
a claim to an organ if sheneedsit more than others; a claim to a
job if shemeritsit; or a claim to a good if she was promised it and
thereforedeservesit. Claims should be satis�ed in proportion to
their strength [12]. For example, if claims are based on quali�ca-
tion, then all equally quali�ed individuals should have an equal
chance of being selected. Comparing recovered allocations from
the Rashomon set to the space of all equal-utility allocations shows
that we over-respect the claims of those who appear less risky and
under-respect the claims of those who appear riskier. Although we
may not always have the information needed to satisfy claims in
proportion to their strength, the claims framework suggests that we
should (1) seek out additional information that would allow us to
better respect all claims, and (2) be prepared to give �compensatory�
goods to those whose claims we failed to respect.

From the Perspective of the Worst-O� . Prioritarianism holds
that when allocating resources, we should prioritize improvements
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Number of Equal-Utility Allocations j R0¹o0º j

: 0•: = 0•=
= = 100 = = 1000

: •= = 0”10 : •= = 0”25 : •= = 0”50 : •= = 0”10 : •= = 0”25 : •= = 0”50

0.85 0.50 7 � 1011 2 � 1019 3 � 1017 9 � 10125 6 � 10203 9 � 10180

0.95 0.50 1 � 1011 1 � 1017 4 � 108 4 � 10115 1 � 10174 1 � 1084

0.85 0.75 5 � 1012 3 � 1022 2 � 1027 3 � 10137 4 � 10237 3 � 10286

0.95 0.75 3 � 1012 4 � 1021 7 � 1023 2 � 10132 8 � 10222 6 � 10246

Table 1: jR0¹o0º j for a baseline allocation >0 with varying utility : 0•: , quali�cation rate =0•=, and selection rate : •=.

(a) Less Discriminatory Algorithms (b) Outcome Homogenization

Figure 3: Evaluating Promises of the Rashomon Set from the Perspective of Allocation Multiplicity: (a) the least discriminatory
equal-utility allocation may not be recovered; (b) outcome homogenization may persist in recovered allocations.

to the well-being of the worst-o� [2]. Within the space of equal-
utility allocations, some allocations will give more resources to
those who su�er the most. Thus, the prioritarian may want to
choose an equal-utility allocation that prioritizes the worst-o�,
similar to the perspective of choosing the �least discriminatory� al-
gorithm among a set of equally-good models [6]. However, the shift
in perspective from model multiplicity to allocation multiplicity
suggests that many of the �multiple� models have allocations that
are concentrated on the least-risky individuals. These individuals
are likely to be the best-o�, not the worst-o�. Prioritarianism would
suggest going beyond the Rashomon set to �nd the equal-utility
allocations that choose the seemingly-risky people who would be
most bene�ted by receiving positive outcomes.

4.2 From the Perspective of the Rashomon Set
Prior works suggest that the Rashomon set promises bene�ts such
as less discriminatory algorithms, reduced outcome homogeniza-
tion, and fairer decisions through ensembles or reconciliation. In
this section, we argue that the space of equal-utility allocations
is what actually promises these bene�ts. The extent to which the
Rashomon set ful�lls these promises depends on how e�ectively it
recovers diverse equal-utility allocations.

Less Discriminatory Algorithms . For a given fairness metric,
there exists aleast discriminatoryallocation within the space of all
equal-utility allocations. For example, decision-makers may acci-
dentally under-select individuals who are racial minorities because
they are perceived as riskier by predictive models. However, exclud-
ing these individuals is not necessary: provided there are at least
: 0 quali�ed individuals within the minority population, an equal-
utility allocation exists that consists entirely of minority individuals.
But since most of these allocations are di�cult for predictive models
to �nd, this may cause all �less discriminatory algorithms� (LDAs) in
the Rashomon set to result in allocations that deviate signi�cantly
from the �least discriminatory� equal-utility allocation, as Figure 3a
illustrates. Moreover, train-test data di�erences may further con-
tribute to this issue: prior research has shown that LDAs derived
from training or validation data can become more discriminatory
when deployed in unseen deployment settings [5, 31].

Reduced Outcome Homogenization . In the space of all equal-
utility allocations,everyindividual has a non-zero probability of
being selected when allocations do not achieve perfect utility. This
means that thesystemic rejection ratecould theoretically be re-
duced to zero without sacri�cing utility, provided there are enough
decision-makers. However, as illustrated in Figure 3b, allocations
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derived from the Rashomon set may exclude some quali�ed individ-
uals entirely, leaving them with zero chance of selection. This under-
scores that predictive multiplicity, as captured by the Rashomon set,
does not fully deliver on its promise of reducing homogenization.
Viewing the problem through the lens of allocation multiplicity
makes this limitation clear and highlights how considering the
space of equal-utility allocations can provide better insights into
pathways for reducing outcome homogenization.

Fairer Decisions With Ensembles or Reconciliation . Ensem-
bling or reconciling predictions across models in the Rashomon set
is often proposed as a way to achieve fairer decisions. However,
these methods are limited when viewed through the lens of alloca-
tion multiplicity. While they resolve inconsistent predictions across
models, the aggregated predictions may not capture the diversity of
equal-utility allocations that the Rashomon set implicitly supports.
Ensembling or reconciling predictions is necessarily based on the
starting set of Rashomon predictions, but allocations yielded by
the Rashomon set (via a top-: mapping) may not form an even
representation of the set of equal-utility allocations. For example,
the average characteristics of individuals chosen across the space
of equal-utility allocations may di�er greatly from the average
characteristics of individuals chosen in allocations recovered by
the Rashomon set. This limitation underscores the need to con-
sider the space of equal-utility allocations directly, at it provides a
more comprehensive view of fairness by encompassing all diverse
outcomes.

5 Case Study: Healthcare Allocations
We turn to a case study of healthcare allocations in order to an-
alyze allocation multiplicity in a real-world setting. Speci�cally,
we evaluate how well the Rashomon set ful�lls its promises from
the perspective of allocation multiplicity. Our results show that: (1)
many less discriminatory allocations are not found, (2) outcome
homogenization persists in recovered allocations, and (3) the allo-
cation from an ensemble model is unrepresentative of the full space
of equal-utility allocations.

5.1 Data and Methods
We use a healthcare dataset7 released by Obermeyer et al. [38] that
was used to select patients for a �high-risk care management� pro-
gram at a hospital. The hospital aimed to identify high-risk patients
in a given year based on information about the patient's health and
healthcare costs in the previous year. Speci�cally, the dataset con-
tains features8 for demographics (age, race, sex), chronic illnesses
that a patient had in the previous year, and costs claimed by the
patients' insurer in the previous year. These costs are broken down
for various healthcare services, such as primary care, emergency
room visits, and pharmacy expenses.

7Obermeyer et al. [38] compiles data for all primary care patients at a large academic
hospital. Due to the sensitivity of this data, the study authors released a semi-synthetic
version that is designed to closely mirror the original dataset. This data is available at:
https://gitlab.com/labsysmed/dissecting-bias.
8In our experiments, we use the same subset of features as Watson-Daniels et al. [46]
(see Appendix Table 4). In particular, we do not use race as a feature.

Using this data, we run various simulations9 of a scenario in
which a hospital is allocating enrollment in a healthcare program
among its patients. In order to determine who is quali�ed for the
program [38,45], the hospital could predict which patients will have
the highest future healthcare costs or the most chronic illnesses.
However, Obermeyer et al. [38] demonstrate that using predicted
healthcare costs to select patients can result in racial bias. We
therefore consider an individual to be quali�ed if theywill have@
or more chronic illnesses in the upcoming year. To test di�erent
quali�cation rates, we vary@to represent having at least 1, 2, or 3
chronic illnesses, which corresponds to 55%, 32%, and 19% of the
population, respectively. Not all quali�ed patients can be selected
because, as in the real-world,10 healthcare programs are resource-
constrained [38,45]. To simulate this, we consider di�erent selection
rates of 10%, 25%, and 50%. For each combination of quali�cation
and selection rates, we run 250 simulations11 with di�erent test
sets of= = 1000patients as allocation candidates.

In each simulation, we consider the Rashomon set of models
that predict whether individuals are quali�ed. Since this set is non-
enumerable, we evaluate various empirical methods for sampling
from the Rashomon set. We choose these methods because they
represent di�erent points along the ML pipeline that may lead to
model multiplicity [8, 9].

� Di�erent Feature Subsets : We follow the procedure in
Liu et al. [33] to explore di�erent sparse scoring systems
(FasterRisk). These are linear models with integer coe�cients
and a restricted number of features.

� Bootstrapped Training Data : We follow the procedure in
Cooper et al. [13] to train di�erent neural networks based
on bootstrapped sub-samples of the training data.

� Shu�led Data Order : We follow the procedure in Ganesh
et al. [22] to shu�e the data order between neural network
training epochs, and take the predictions at each epoch to be
a di�erent �model.� This is an e�cient way to approximate
prediction variance from di�erent weight initializations [22].

� Weight Perturbation : We follow the procedure in Hsu and
Calmon[25] to adversarially perturb neural network weights.
Perturbed models are obtained by �ne-tuning to increase
the predicted score for di�erent validation data points until
the validation loss exceedsn.

For each method, we consider the best-performing model in terms of
cross-entropy loss on a validation dataset. We de�ne theempirical
sample of Rashomon modelsto be all models with a validation
loss within n = 0”01 of the best-performing model for a given
method12. We assume therecovered allocationsfrom this sample

9The code for our experiments is available at: https://github.com/mqwangwa/
allocation_multiplicity.
10In the real-world hospital studied by Obermeyer et al. [38], patients with risk scores
in the top 3% were automatically enrolled in the program, while those in the top 45%
were �agged for their doctors, who could enroll them based on program availability.
11We use 10 di�erent partitions of a 60-20-20 train-validation-test split. For each
partition, we run 25 simulations where a di�erent set of= = 1000patients are drawn
from the test set to be candidates for our hypothetical allocation. Results with standard
deviation over these 250 iterations are reported in the Appendix.
12The theoretical Rashomon set can vary across methods, as it is de�ned based on
the best-performing model for that method. We choose this approach because the
Rashomon set is often de�ned for a speci�c hypothesis class [35, 45]. However, in our
simulations, all the methods yield models with an average validation loss around 0.01
of each other, as Table 2 shows.
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Di�erent Bootstrapped Shu�ed Weight Decision-Boundary
Feature Subsets Training Data Data Order Perturbation Randomization

=0

=
:
= = 0”25 :

= = 0”50 :
= = 0”25 :

= = 0”50 :
= = 0”25 :

= = 0”50 :
= = 0”25 :

= = 0”50 :
= = 0”25 :

= = 0”50

Number of
Rashomon Models

0.32 1674 1674 997 997 959 959 999 999 1 1
0.55 1386 1386 1000 1000 835 835 1000 1000 1 1

Validation
Loss

0.32 0.279 0.279 0.284 0.284 0.284 0.284 0.290 0.290 0.281 0.281
0.55 0.327 0.327 0.328 0.328 0.330 0.330 0.335 0.335 0.325 0.325

Number of
Recovered Allocations

0.32 502 373 997 997 75 62 54 68 1000 1000
0.55 734 460 1000 1000 184 74 26 31 1000 1000

Allocation
Utility (: 0•: )

0.32 0.873 0.602 0.877 0.604 0.877 0.605 0.877 0.604 0.869 0.599
0.55 0.950 0.902 0.953 0.904 0.952 0.905 0.952 0.905 0.952 0.885

Table 2: Performance Metrics For Di�erent Methods of Sampling From the Rashomon Set. All methods produce many models
with near-equal performance, but some methods yield more unique allocations (based on a top : mapping) than others.

are determined using a top: mapping, where individuals with
the highest: predictions are selected. For each method, Table 2
shows the number of models found in the Rashomon set and the
corresponding number of recovered allocations. Note that many
models (unique sets of predictions) map to the same allocation based
on the top: mapping. Table 2 also shows the averageutility of
recovered allocations, which is the proportion of selected patients
with @or more chronic illnesses. This average utility serves as the
basis for de�ning our reference of allequal-utility allocations .

For comparison, we also evaluate stochastically generated allo-
cations using a single model's predictions anddecision-boundary
randomization . We follow the procedure in Jain et al. [27] to gen-
erate allocations using a partial weighted lottery13: the �rst 0”75:
resources are deterministically given to patients with the highest
predictions and then the remaining0”25: resources are randomized
over patients with the next0”50: -highest predictions. While these
allocations are not recovered from a Rashomon set of models, they
represent another way to �nd (close to) equal-utility allocations.
Notably, the mean and variance of deployment utility are similar
for recovered allocations from the Rashomon set and those from
decision-boundary randomization (Appendix Table 8).

5.2 Evaluating Promises of the Rashomon Set
For each Rashomon set sampling method, we compare its alloca-
tions to the full set of equal-utility allocations, revealing that the
recovered allocations fall short of what the full space of equal-utility
allocations o�ers.

The least discriminatory allocation from the Rashomon set
is far from the least discriminatory allocation with equal-
utility that could be achieved. In real-world healthcare alloca-
tions, Obermeyer et al. [38] highlight the fact that selected Black
patients are considerably sicker than selected White patients in
terms of how many active chronic illnesses they have. This indi-
cates discrimination based on the threshold test, which evaluates

13In the Appendix, we try other parameters for decision-boundary randomization as
well as another method to randomize allocations (see Table 8). Generally, randomized
methods achieve better results in ful�lling the promises of the Rashomon set while
still attaining comparable utility.

if the ratio of active chronic illnessesbetween selected Black and
White patients is greater than 1. In addition to its unfairness, this
allocation is concerning from a prioritarian point of view: there are
many Black patients who were not selected who are sicker than
the White patients who were selected. Across recovered allocations
from the Rashomon set, we consider the least discriminatory alloca-
tion to have the smallest ratio based on the threshold test. Figure 4a
shows that the smallest ratio recovered by all 4 methods is around
1.2, indicating that this �least discriminatory allocation� is still dis-
criminatory. In contrast, the space of all equal-utility allocations
contains many allocations with threshold test ratios at or less than
1. We speci�cally compare to an ideal equal-utility allocation that
�rst selects: 0 quali�ed patients in descending order by number of
chronic illnesses, then selects: � : 0unquali�ed patients in the same
fashion, alternating between Black and White patients when there
are ties. As Figure 4a shows, this results in a least14 discriminatory
equal-utility allocation with a threshold test ratio around 0.9.

Even if decision-makers use di�erent models in the Rashomon
set, outcome homogenization remains high and some quali-
fied individuals are still systemically rejected. We compare
the pairwise consistency of individual outcomes between recovered
allocations from the Rashomon set and all equal-utility allocations.
Pairwise consistencyrepresents the probability an individual would
receive the same outcome under two random allocations from the
set under consideration [13]. As Table 3 shows, the pairwise consis-
tency is around 95% for recovered allocations from the Rashomon
set. This is much higher than the pairwise consistency across all
equal-utility allocations, which is around 75%. If decision-makers
exclusively choose models from the Rashomon set, the high pair-
wise consistency implies that many individuals may be systemically
rejected, even if they are quali�ed. Figure 4b analyzes how many
quali�ed individuals receive multiple outcomes across recovered
allocations from the Rashomon set. Depending on the method, be-
tween 10% to 30% of quali�ed individuals are never selected in any
recovered allocation.
14We consider this the �least discriminatory� equal-utility allocation because it adheres
to the normative goal of selecting patients based on how sick they are. Technically, an
equal-utility allocation with a lower ratio could be obtained by adversarially choosing
the least-ill Black patients and the most-ill White patients.
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(a) The �least discriminatory� allocation is not found, according to the threshold test and reference equal-
utility allocation that selects patients in descending order by number of chronic illnesses.

(b) Outcome homogenization persists in recovered allocations
from the Rashomon set: between 10% to 30% of quali�ed individ-
uals are rejected by all Rashomon models.

(c) The age of selected patients is skewed older on average in
recovered allocation from the Rashomon set, indicating how
ensembling predictions may lead to unrepresentative allocations.

Figure 4: Comparing Recovered Allocations From the Rashomon Set to All Equal-Utility Allocations ( :
= = 0”25, =0

= = 0”32)

: •= =0•=
All Equal-Utility Di�erent Bootstrapped Shu�ed Weight Decision-Boundary

Allocations Feature Subsets Training Data Data Order Perturbation Randomization

Least
Discriminatory

Allocation y

0.25 0.32 0.86 1.12 1.12 1.19 1.18 1.11
0.25 0.55 0.92 1.10 1.12 1.18 1.20 1.14
0.50 0.32 1.21 1.26 1.25 1.31 1.28 1.23
0.50 0.55 0.90 1.25 1.24 1.30 1.29 1.23

Outcome
Homogenizationz

0.25 0.32 0.80 0.95 0.97 0.99 0.99 0.94
0.25 0.55 0.71 0.92 0.95 0.98 0.99 0.94
0.50 0.32 0.69 0.95 0.96 0.99 0.98 0.89
0.50 0.55 0.76 0.94 0.96 0.99 0.99 0.89

Age
Homogenization¢

0.25 0.32 2.49 2.35 2.33 2.36 2.36 2.38
0.25 0.55 2.56 2.20 2.21 2.31 2.33 2.23
0.50 0.32 2.52 2.51 2.48 2.47 2.47 2.52
0.50 0.55 2.55 2.49 2.46 2.45 2.45 2.50

y The least discriminatory allocation is measured by the lowest found ratio of active chronic illnesses between selected Black and White patients.
z Outcome homogenization is measured by pairwise consistency: the probability of an individual receiving the same outcome in 2 random allocations.
¢ Age homogenization is measured by Shannon entropy over the distribution of selected patients across age brackets (" entropy =# homogenization).

Table 3: Evaluating recovered allocations from the Rashomon set. Avg over 10 train-test splits x 25 samples of = = 1000patients.
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The ensemble allocation from the Rashomon set is unrepre-
sentative of all equal-utility allocations. Consider the scenario
where a fairness-oriented decision-maker uses the Rashomon set to
average predictions and then selects patients with the top: highest
predictions from this ensemble. We show that the selected individ-
uals under this allocation have di�erent features from the selected
individuals under a randomly-drawn equal-utility allocation. We
focus on a speci�c feature � the age of selected patients � because
of its potential to be homogenized in healthcare allocations. A stark
example is the UK's liver transplant matching algorithm, which
systematically denied transplants to younger patients regardless
of medical urgency [37]. Figure 4c shows a similar result for the
ensemble allocation from the Rashomon set: the age of selected
patients is skewed older. While older patients are expected to be
sicker and more quali�ed, Figure 4c also shows the age distribution
of selected patients under a randomly-drawn equal-utility alloca-
tion, which chooses signi�cantly more younger patients. Table 3
measures this phenomenon usingShannon entropyover the dis-
tribution of selected patients across age brackets. The recovered
allocations from the Rashomon set have a lower entropy, indicating
more homogenization in the age of selected patients.

6 Discussion
Our results show that conventional methods of using the Rashomon
set do not ful�ll its promises in resource-constrained allocations.
Since we have established that model multiplicity is useful primarily
insofar as it yields allocation multiplicity, how can we �nd more
equal-utility allocations? We discuss three approaches below as
avenues for future research.

Improving Sampling from the Rashomon Set . Allocation mul-
tiplicity should be an evaluation target for empirical methods that
aim to �nd Rashomon models, especially given that a growing area
of work involves developing and improving such methods [9, 40].
As Table 2 shows, all the methods that we explore �nd many di�er-
ent models in the Rashomon set. However, some methods perform
better than others in terms of how many unique allocations they
recover under a top: mapping. We �nd that using di�erent sub-
sets of features and training data recovers more unique allocations
than shu�ing data order or perturbing model weights. But given
that the former methods involve re-training di�erent models from
scratch, there are computational limitations to their use in prac-
tice. Even when many unique allocations are recovered, we further
show that they fall short of what the full-space of equal-utility
allocations promises. We hope the perspective of allocation multi-
plicity inspires future work to develop methods of �ndingdiverse
equally-good models that deliver on these promises.

Mitigating Structural Biases and Underspecification . Address-
ing structural biases and underspeci�cation in how risk scores are
generated may lead to equal-utility allocations that status-quo mod-
els fail to re�ect. Even if we sample extensively from the Rashomon
set, the features used to model risk may lack the richness needed to
distinguish between high-risk and low-risk individuals, particularly
within certain subgroups. For example, in healthcare allocation,
models trained on datasets that under-represent minority popu-
lations may fail to account for systemic barriers, such as limited

Figure 5: Among equally-sick patients, Black patients have
systematically lower predictions than White patients across
all equally-good models.

access to preventive care or higher exposure to environmental
risks [38]. As a result, these individuals are often misclassi�ed as
high-risk, even when they might bene�t greatly from treatment (c.f.
Figure 5). This de�ciency is compounded by incomplete or biased
training data that limits the ability of models to learn meaningful
patterns for marginalized groups. Consequently, most models in
the Rashomon set may converge on overly simplistic or biased risk
estimates, systematically excluding certain quali�ed individuals
and narrowing the recovered allocation space.

Non-Deterministic Mappings Between Predictions and De-
cisions. Our case study focused on the limitations of allocations
recovered by deterministically selecting individuals with the lowest
risk. However, there are many stochastic procedures to map pre-
dictions to decisions [27]. Decision-makers could use a weighted
lottery based on predicted risk scores, or randomize decisions for
individuals near the top: threshold. Table 3 shows that decision-
boundary randomization outperforms all of the Rashomon set meth-
ods for each of the fairness metrics. In general, stochastic mappings
may better explore the space of allocations than trying to �nd more
models in the Rashomon set, which may not yield diverse allo-
cations under the deterministic paradigm. While randomization
involves trade-o�s withexpectedutility, there may be little or no
trade-o� with realizedutility, especially given the exponential num-
ber of equal-utility allocations that exist. In our case study, Table 2
shows that this trade-o� is only around 1% for decision-boundary
randomization, despite yielding much larger fairness bene�ts. We
hope that the knowledge of allocation multiplicity inspires a par-
adigm shift in how decision-makers interpret and act on model
predictions, emphasizing �exibility and equity over rigid risk-based
thresholds.
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Appendix
The Appendix includes the following supplementary tables and
�gures.

Table 4. Selected features from the Obermeyer et al. [38] dataset
used to train models in all experiments. We use the same subset of
features as Watson-Daniels et al. [45]. In particular, we do not use
race as a feature.

Table 5. Performance metrics for di�erent methods of sampling
from the Rashomon set. Expanded version of Table 2, with addi-
tional results for: •= = 0”10and=0•= = 0”19, as well as standard
deviation results over experiment runs.

� The di�erent feature subsets method has a slightly lower
allocation utility compared to other methods, despite having
a the lowest validation loss on average.

� All methods have an average validation loss and deployment
utility within 0.01 of each other, for all selection rates and
quali�cation rates.

Table 6. Evaluating recovered allocations from the Rashomon set.
Expanded version of Table 3, with additional results for: •= =
0”10and=0•= = 0”19, as well as standard deviation results over
experiment runs.

� Generally, the promises of the Rashomon Set are least ful-
�lled when scarcity is highest. In particular, the yielded ben-
e�ts from the Rashomon Set are farthest from the potential
bene�ts under all equal-utility allocations for the quali�ca-
tion rate of=0•= = 0”55.

� For some selection rates and quali�cation rates, the threshold
test ratio from the di�erent feature subsets method is lower
than the ratio reported for all equal-utility allocations. This
is because the all equal-utility allocations ratio is computed
based on the normative ideal of selecting patients based on
how sick they are (in descending order by number of chronic
illnesses). Technically, there exist equal-utility allocations
with a lower ratio if the least-ill Black patients and most-ill
White patients are selected, which the models found by the
di�erent feature subsets method may re�ect.

Table 7. Additional metrics for outcome homogenization over re-
covered allocations from the Rashomon set. The table reports the
proportion of quali�ed individuals that 1) are rejected in all re-
covered allocations, 2) receive multiple outcomes across recovered
allocations, and 3) are accepted in all recovered allocations.

� The di�erent feature subsets and bootstrapped training data
methods have the lowest rates of systemic rejection and high-
est rates of quali�ed individuals receiving multiple outcomes
across the Rashomon Set.

� When there is scarcity (: •= Ÿ =0•=), the systemic rejection
rate is high for all methods.

Table 8. Evaluating how stochastic mappings between predictions
and decisions compare to top: allocations from the Rashomon set.

� Decision-boundary randomization refers to the partial B.F.
lottery method from Jain et al. [27]. Speci�cally, ~: resources
are randomly allocated over~=people. First,: � ~: resources are

deterministically given to individuals with the highest pre-
dictions. Then, an iterative weighted selection is conducted
for the remaining~: resources over the next~= highest predic-
tions. We try two parameter choices: (~: = 0”25:• ~= = 0”50: )
and (~: = 0”50:• ~= = 1”0: ).

� Sigmoid-Logit randomization refers to a weighted lottery
where the weights are determined using a sigmoid-logit
transformation of predicted scores. The sigmoid-logit func-
tion [1] is de�ned as

5¹G; `• Eº =
�
1 ¸

�
G� ¹1 � ` º
` � ¹1 � Gº

� � E� � 1

Figure 6 illustrates the function for di�erent values of̀ and
E. We take` = 1 � : •= and try two di�erent values forE:
E= 2 andE= 5. In a weighted lottery where the weights are
based on predicted risk scores, the sigmoid-lottery function
up-weights the probability that individuals in the top: are
selected and down-weights the probability that individuals in
the bottom=� : are selected. Figure 6 plots the sigmoid-logit
function for di�erent values ofE.

Figure 6: Sigmoid-logit function for varying ` and E(Figure
from Antweiler [1])
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Table 4: Healthcare Data Dictionary (Obermeyer et al. [38])

Feature Description

dem_female Indicator for female gender
dem_age_band_18-24_tm1 Indicator for patient age between 18-24
dem_age_band_25-34_tm1 Indicator for patient age between 25-34
dem_age_band_35-44_tm1 Indicator for patient age between 35-44
dem_age_band_45-54_tm1 Indicator for patient age between 45-54
dem_age_band_55-64_tm1 Indicator for patient age between 55-64
dem_age_band_65-74_tm1 Indicator for patient age between 65-74
dem_age_band_75+_tm1 Indicator for patient age 75+
hypertension_elixhauser_tm1 Indicator for hypertension
cost_dialysis_tm1 Total costs for dialysis, rounded to nearest 10
cost_emergency_tm1 Total costs for emergency, rounded to nearest 10
cost_home_health_tm1 Total costs for home health, rounded to nearest 10
cost_ip_medical_tm1 Total costs for inpatient medical, rounded to nearest 10
cost_ip_surgical_tm1 Total costs for inpatient surgical, rounded to nearest 10
cost_laboratory_tm1 Total costs for laboratory, rounded to nearest 10
cost_op_primary_care_tm1 Total costs for outpatient primary care, rounded to nearest 10
cost_op_specialists_tm1 Total costs for outpatient specialists, rounded to nearest 10
cost_op_surgery_tm1 Total costs for outpatient surgery, rounded to nearest 10
cost_other_tm1 Total other costs, rounded to nearest 100
cost_pharmacy_tm1 Total costs for pharmacy, rounded to nearest 10
cost_physical_therapy_tm1 Total costs for physical therapy, rounded to nearest 10
cost_radiology_tm1 Total costs for radiology, rounded to nearest 10
gagne_sum_tm1 Total number of active illnesses

Table 5: Performance Metrics For Di�erent Methods of Sampling From the Rashomon Set (c.f. Table 2)

Metric (Mean� SD) : •= =0•=
Di�erent Bootstrapped Shu�ed Weight

Feature Subsets Training Data Data Order Perturbation

Number of
Rashomon Models

- 0.19 1717� 3 995� 8 1000� 0 997� 5
- 0.32 1674� 3 997� 4 959� 25 999� 2
- 0.55 1386� 3 1000� 0 835� 62 1000� 0

Validation Loss
- 0.19 0.218� 0.006 0.223� 0.006 0.222� 0.006 0.227� 0.006
- 0.32 0.279� 0.006 0.284� 0.006 0.284� 0.006 0.290� 0.006
- 0.55 0.327� 0.006 0.328� 0.007 0.329� 0.006 0.335� 0.006

Number of
Recovered Allocations

0.10 0.19 570� 82 994� 8 55� 33 32� 19
0.10 0.32 652� 80 997� 4 108� 54 18� 12
0.10 0.55 691� 52 1000� 0 99� 32 11� 6
0.25 0.19 392� 61 994� 8 49� 24 89� 18
0.25 0.32 502� 81 997� 4 75� 46 54� 21
0.25 0.55 734� 53 1000� 0 184� 50 26� 11
0.50 0.19 331� 63 995� 8 75� 36 84� 17
0.50 0.32 373� 68 997� 4 62� 41 68� 11
0.50 0.55 460� 69 1000� 0 74� 44 31� 12

Allocation Utility
(: 0•: )

0.10 0.19 0.840� 0.031 0.851� 0.032 0.852� 0.034 0.852� 0.034
0.10 0.32 0.924� 0.022 0.930� 0.024 0.931� 0.025 0.931� 0.026
0.10 0.55 0.973� 0.011 0.975� 0.013 0.975� 0.015 0.974� 0.016
0.25 0.19 0.656� 0.039 0.658� 0.039 0.659� 0.039 0.659� 0.039
0.25 0.32 0.873� 0.020 0.877� 0.020 0.877� 0.021 0.877� 0.021
0.25 0.55 0.950� 0.011 0.953� 0.012 0.952� 0.013 0.952� 0.013
0.50 0.19 0.366� 0.023 0.367� 0.023 0.367� 0.023 0.367� 0.023
0.50 0.32 0.602� 0.026 0.604� 0.026 0.605� 0.026 0.604� 0.026
0.50 0.55 0.902� 0.013 0.904� 0.013 0.905� 0.013 0.905� 0.013
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Table 6: Evaluating Recovered Allocations From the Rashomon Set (c.f. Table 3)

Metric (Mean� SD) : •= =0•=
All Equal-Utility Di�erent Bootstrapped Shu�ed Weight

Allocations Feature Subsets Training Data Data Order Perturbation

Least
Discriminatory

Allocation y

0.10 0.19 0.90� 0.08 0.97� 0.14 1.00� 0.12 1.09� 0.12 1.10� 0.13
0.10 0.32 0.95� 0.09 0.92� 0.14 0.99� 0.13 1.08� 0.12 1.11� 0.13
0.10 0.55 1.00� 0.09 0.90� 0.14 0.99� 0.15 1.09� 0.13 1.13� 0.13
0.25 0.19 1.06� 0.09 1.12� 0.13 1.14� 0.12 1.19� 0.13 1.16� 0.12
0.25 0.32 0.86� 0.08 1.12� 0.13 1.12� 0.12 1.19� 0.13 1.18� 0.12
0.25 0.55 0.92� 0.08 1.10� 0.14 1.12� 0.13 1.18� 0.13 1.20� 0.13
0.50 0.19 1.20� 0.12 1.25� 0.14 1.25� 0.13 1.30� 0.14 1.28� 0.14
0.50 0.32 1.21� 0.12 1.26� 0.14 1.25� 0.13 1.31� 0.14 1.28� 0.14
0.50 0.55 0.90� 0.10 1.25� 0.14 1.24� 0.13 1.30� 0.14 1.29� 0.14

Outcome
Homogenizationz

0.10 0.19 0.88� 0.01 0.96� 0.00 0.98� 0.00 0.99� 0.00 0.99� 0.00
0.10 0.32 0.85� 0.00 0.95� 0.00 0.97� 0.00 0.99� 0.00 1.00� 0.00
0.10 0.55 0.83� 0.00 0.94� 0.00 0.96� 0.00 0.99� 0.00 1.00� 0.00
0.25 0.19 0.81� 0.01 0.96� 0.01 0.97� 0.00 0.99� 0.00 0.98� 0.00
0.25 0.32 0.80� 0.01 0.95� 0.00 0.97� 0.00 0.99� 0.00 0.99� 0.00
0.25 0.55 0.71� 0.01 0.92� 0.01 0.95� 0.00 0.98� 0.00 0.99� 0.00
0.50 0.19 0.60� 0.01 0.94� 0.01 0.95� 0.01 0.99� 0.00 0.97� 0.00
0.50 0.32 0.69� 0.01 0.95� 0.01 0.96� 0.01 0.99� 0.00 0.98� 0.00
0.50 0.55 0.76� 0.02 0.94� 0.01 0.96� 0.01 0.99� 0.00 0.99� 0.00

Age
Homogenization¢

0.10 0.19 2.46� 0.05 2.19� 0.10 2.27� 0.08 2.30� 0.09 2.30� 0.09
0.10 0.32 2.49� 0.04 2.04� 0.10 2.09� 0.09 2.24� 0.10 2.28� 0.10
0.10 0.55 2.56� 0.03 1.82� 0.11 1.84� 0.11 2.24� 0.09 2.28� 0.10
0.25 0.19 2.50� 0.04 2.43� 0.05 2.42� 0.05 2.39� 0.05 2.40� 0.05
0.25 0.32 2.49� 0.04 2.35� 0.06 2.33� 0.05 2.36� 0.05 2.36� 0.05
0.25 0.55 2.56� 0.03 2.20� 0.05 2.21� 0.06 2.31� 0.05 2.33� 0.06
0.50 0.19 2.55� 0.03 2.53� 0.03 2.48� 0.03 2.46� 0.04 2.47� 0.04
0.50 0.32 2.52� 0.03 2.51� 0.03 2.48� 0.03 2.47� 0.04 2.47� 0.04
0.50 0.55 2.55� 0.03 2.49� 0.03 2.46� 0.04 2.45� 0.04 2.45� 0.04

y The least discriminatory allocation shows the lowest ratio of active chronic illnesses between selected Black & White patients.
z Outcome homogenization shows the probability of an individual receiving the same outcome under 2 random allocations.
¢ Age homogenization shows the Shannon entropy of age brackets across selected patients (" entropy =# homogenization).
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Table 7: Outcome Homogenization Across the Rashomon Set (c.f. Figure 4b)

Proportion of Quali�ed Individuals
: •= =0•=

Di�erent Bootstrapped Shu�ed Weight
(Mean� SD) Feature Subsets Training Data Data Order Perturbation

Rejected by all
Rashomon Models

0.10 0.19 0.182� 0.028 0.323� 0.034 0.509� 0.028 0.499� 0.035
0.10 0.32 0.313� 0.025 0.451� 0.028 0.645� 0.027 0.683� 0.024
0.10 0.55 0.462� 0.031 0.592� 0.022 0.775� 0.014 0.811� 0.007
0.25 0.19 0.050� 0.017 0.077� 0.018 0.119� 0.021 0.098� 0.020
0.25 0.32 0.103� 0.019 0.163� 0.021 0.285� 0.026 0.265� 0.029
0.25 0.55 0.217� 0.028 0.311� 0.020 0.506� 0.017 0.541� 0.015
0.50 0.19 0.010� 0.009 0.014� 0.009 0.025� 0.012 0.020� 0.011
0.50 0.32 0.018� 0.008 0.032� 0.010 0.046� 0.012 0.038� 0.011
0.50 0.55 0.044� 0.015 0.081� 0.011 0.154� 0.019 0.142� 0.023

Multiple Outcomes
From Rashomon Models

0.10 0.19 0.797� 0.038 0.521� 0.040 0.085� 0.031 0.081� 0.032
0.10 0.32 0.678� 0.026 0.489� 0.031 0.117� 0.035 0.041� 0.023
0.10 0.55 0.535� 0.032 0.376� 0.024 0.085� 0.023 0.018� 0.008
0.25 0.19 0.683� 0.194 0.133� 0.025 0.015� 0.009 0.053� 0.018
0.25 0.32 0.797� 0.064 0.408� 0.041 0.054� 0.018 0.083� 0.024
0.25 0.55 0.731� 0.056 0.497� 0.024 0.115� 0.020 0.040� 0.014
0.50 0.19 0.477� 0.144 0.057� 0.017 0.005� 0.005 0.015� 0.009
0.50 0.32 0.488� 0.140 0.075� 0.015 0.006� 0.005 0.023� 0.008
0.50 0.55 0.660� 0.079 0.307� 0.035 0.032� 0.011 0.048� 0.020

Accepted by all
Rashomon Models

0.10 0.19 0.021� 0.022 0.157� 0.038 0.406� 0.038 0.419� 0.031
0.10 0.32 0.010� 0.007 0.061� 0.018 0.239� 0.023 0.277� 0.015
0.10 0.55 0.003� 0.003 0.031� 0.008 0.140� 0.012 0.171� 0.006
0.25 0.19 0.267� 0.189 0.790� 0.028 0.866� 0.022 0.849� 0.024
0.25 0.32 0.101� 0.053 0.429� 0.044 0.661� 0.033 0.651� 0.028
0.25 0.55 0.052� 0.033 0.192� 0.016 0.379� 0.015 0.419� 0.013
0.50 0.19 0.512� 0.140 0.929� 0.018 0.971� 0.013 0.966� 0.014
0.50 0.32 0.494� 0.136 0.894� 0.017 0.948� 0.013 0.939� 0.013
0.50 0.55 0.296� 0.067 0.613� 0.033 0.815� 0.019 0.810� 0.017
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Table 8: Evaluating Stochastic Mappings Between Predictions & Decisions

Metric (Mean� SD) : •= =0•=
All Equal-Utility Avg. Recovered Decision-Boundary Sigmoid-Logit

Allocations Rashomon Set (0.25: , 0.50: ) (0.50: , 1.0: ) (E=2) (E=5)

Allocation
Utility ((: 0•: )

0.10 0.19 - 0.849� 0.033 0.850� 0.031 0.839� 0.030 0.832� 0.028 0.851� 0.032
0.10 0.32 - 0.929� 0.024 0.929� 0.026 0.924� 0.023 0.893� 0.019 0.917� 0.022
0.10 0.55 - 0.974� 0.014 0.976� 0.013 0.974� 0.012 0.926� 0.011 0.940� 0.012
0.25 0.19 - 0.658� 0.039 0.649� 0.034 0.623� 0.031 0.653� 0.038 0.658� 0.039
0.25 0.32 - 0.876� 0.021 0.869� 0.020 0.834� 0.021 0.851� 0.019 0.866� 0.019
0.25 0.55 - 0.952� 0.012 0.952� 0.012 0.943� 0.011 0.898� 0.012 0.898� 0.013
0.50 0.19 - 0.367� 0.023 0.365� 0.023 0.363� 0.023 0.364� 0.023 0.367� 0.023
0.50 0.32 - 0.604� 0.026 0.599� 0.025 0.593� 0.025 0.601� 0.025 0.603� 0.026
0.50 0.55 - 0.904� 0.013 0.885� 0.013 0.850� 0.013 0.868� 0.013 0.888� 0.013

Least
Discriminatory

Allocation y

0.10 0.19 0.90� 0.08 1.04� 0.13 1.04� 0.12 1.00� 0.13 0.94� 0.12 1.02� 0.12
0.10 0.32 0.95� 0.09 1.03� 0.13 1.07� 0.13 1.02� 0.14 0.78� 0.12 0.87� 0.12
0.10 0.55 1.00� 0.09 1.03� 0.14 1.09� 0.16 1.02� 0.16 0.61� 0.12 0.66� 0.11
0.25 0.19 1.06� 0.09 1.15� 0.12 1.10� 0.11 1.08� 0.11 1.09� 0.11 1.13� 0.12
0.25 0.32 0.86� 0.08 1.15� 0.12 1.11� 0.11 1.09� 0.12 1.02� 0.11 1.04� 0.11
0.25 0.55 0.92� 0.08 1.15� 0.13 1.14� 0.13 1.11� 0.13 0.87� 0.11 0.87� 0.12
0.50 0.19 1.20� 0.12 1.27� 0.14 1.24� 0.13 1.23� 0.13 1.22� 0.13 1.25� 0.14
0.50 0.32 1.21� 0.12 1.27� 0.14 1.23� 0.13 1.22� 0.13 1.23� 0.13 1.25� 0.13
0.50 0.55 0.90� 0.10 1.27� 0.14 1.23� 0.13 1.23� 0.14 1.13� 0.13 1.14� 0.13

Outcome
Homogenizationz

0.10 0.19 0.88� 0.01 0.98� 0.00 0.97� 0.00 0.95� 0.00 0.94� 0.01 0.97� 0.00
0.10 0.32 0.85� 0.00 0.98� 0.00 0.97� 0.00 0.95� 0.00 0.89� 0.00 0.93� 0.01
0.10 0.55 0.83� 0.00 0.97� 0.00 0.97� 0.00 0.95� 0.00 0.85� 0.00 0.86� 0.00
0.25 0.19 0.81� 0.01 0.98� 0.00 0.94� 0.00 0.90� 0.00 0.94� 0.01 0.97� 0.00
0.25 0.32 0.80� 0.01 0.98� 0.00 0.94� 0.00 0.88� 0.00 0.89� 0.01 0.93� 0.02
0.25 0.55 0.71� 0.01 0.96� 0.00 0.94� 0.00 0.88� 0.00 0.73� 0.01 0.73� 0.01
0.50 0.19 0.60� 0.01 0.96� 0.01 0.89� 0.00 0.84� 0.01 0.85� 0.01 0.95� 0.01
0.50 0.32 0.69� 0.01 0.97� 0.01 0.89� 0.00 0.84� 0.01 0.90� 0.01 0.95� 0.01
0.50 0.55 0.76� 0.02 0.97� 0.01 0.89� 0.00 0.81� 0.01 0.84� 0.02 0.89� 0.02

Age
Homogenization¢

0.10 0.19 2.46� 0.05 2.26� 0.09 2.28� 0.09 2.30� 0.08 2.32� 0.07 2.27� 0.09
0.10 0.32 2.49� 0.04 2.16� 0.10 2.10� 0.11 2.14� 0.09 2.27� 0.06 2.17� 0.08
0.10 0.55 2.56� 0.03 2.04� 0.10 1.83� 0.13 1.92� 0.10 2.36� 0.03 2.27� 0.05
0.25 0.19 2.50� 0.04 2.41� 0.05 2.43� 0.05 2.44� 0.04 2.44� 0.05 2.43� 0.05
0.25 0.32 2.49� 0.04 2.35� 0.05 2.38� 0.05 2.43� 0.04 2.42� 0.04 2.37� 0.05
0.25 0.55 2.56� 0.03 2.26� 0.06 2.23� 0.06 2.27� 0.05 2.50� 0.03 2.49� 0.03
0.50 0.19 2.55� 0.03 2.48� 0.04 2.51� 0.03 2.51� 0.04 2.53� 0.03 2.48� 0.04
0.50 0.32 2.52� 0.03 2.48� 0.04 2.52� 0.03 2.52� 0.03 2.52� 0.03 2.50� 0.04
0.50 0.55 2.55� 0.03 2.46� 0.04 2.50� 0.03 2.52� 0.03 2.56� 0.03 2.56� 0.03

y The least discriminatory allocation shows the lowest ratio of active chronic illnesses between selected Black & White patients.
z Outcome homogenization shows the probability of an individual receiving the same outcome under 2 random allocations.
¢ Age homogenization shows the Shannon entropy of age brackets across selected patients (" entropy =# homogenization).
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