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MASTER IN CITY PLANNING 
and 

MASTER OF SCIENCE IN ELECTRICAL ENGINEERING AND COMPUTER SCIENCE 
 

ABSTRACT 
 

Urban planners face significant challenges in syste matically and quantitatively evaluating 
past planning practices, stemming, among other reas ons, from the scarcity of accessible 
structured data. The period from a planÕs initiatio n to implementation can span generations; 
recorded data from the planning processes are often  deemed obsolete for addressing 
present concerns by the time of post-occupancy eval uation. This research examines whether 
generative AI can help bridge this gap and under wh at conditions - highlighting both 
challenges and opportunities - by introducing a sys tem that responsively transforms 
qualitative zoning data into structured, queryable formats to support the quantitative analysis 
of planning practices.  

A database of ~150 approved semi-structured urban p lans under Tel Aviv municipalityÕs 
local jurisdiction supports this project's case stu dy. The system relies on proprietary LLMs 
(ChatGPT, Claude), streamlining a natural language query input through 3 agentic tasks: (1) 
RAG (Retrieval Augmented Generation) based querying , generating free-text answers from 
all plans, (2) structuring the answers to a valid J SON, and (3) visualizing structured data. Key 
findings indicate an 85.45% precision of the system , as evaluated through an end-to-end 
assessment of 11 representative queries, each valid ated against 40 manually labeled plans. 
The tool provides actionable insights, enabling que ries such as trends in sheltered bicycle 
parking approvals or the status of affordable housi ng planning over the past decade. 

This research underlines the significance of flexib ly structuring non- and semi-structured 
data for urban science. It addresses the growing ga p between static legacy data collection 
and real-time policymaking, democratizing access to  planning information and fostering 
informed decision-making practices. Integrating cut ting-edge AI-driven tools contributes to 
the current discourse on AI applications for city m anagement and planning by providing a 
replicable model for more cities and planning datas ets to build upon and improve. 

Thesis supervisor: Sarah E. Williams 
Title:  Associate Professor of Information Technologies an d Urban Planning 

 

1 Code and Dataset: https://github.com/Kup135/RAG-Pl anning 
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Those who cannot remember the past  

are condemned to repeat it 

 George Santayana   

     

In George SantayanaÕs canonic ÒThe Life of ReasonÓ, he makes the claim true to life and 

planning: humans have to learn from past mistakes a nd successes to do better and to 

progress. In planning, we strive to improve and mak e cities more sustainable, equitable, 

affordable, inclusive, happier, and healthier. Yet,  could we be hindering our progress by 

overlooking the lessons of the past? 

Planning initiatives and land-use masterplans often  have to justify their high costs by 

attesting to their added value. Evaluating past pra ctices can increase the willingness to invest 

further in planning and build more trust in policym akers and institutions, leading to 

substantial improvement (Laurian et al., 2010).  

 Planning and urban design often lack discussion of  systematic evaluation methods, 

particularly in performance and data-based evaluati on. This is partially due to the complexity 

of the questions: How do we measure the plan's perf ormance? What is considered a success, 

and how do we define failure? However, this is also  due to disincentives stemming from 

economic and political reasons, as well as professi onal culture and technical challenges 

(Waldner, 2011). Assessing a plan's impact (the qua lity of its outcome) requires first 

understanding and evaluating the planning system it self and then juxtaposing it with other 

influences (Carmona, 2007). 

 For this work, I will focus on addressing some of the technical obstacles in the first step of 

evaluating the impact of planning: assessing past planning practices . A lack of structured, 
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legible data readily available for analysis by plan ners, policymakers, and advocacy groups 

forms the first barrier in a series of data collect ion and accessibility issues that must be 

addressed to improve our planning evaluation mechan isms. If we want to learn from our 

mistakes, we first have to be able to see and analy ze them clearly and measurably.  

 Data are essential for city planning, management, and resource allocation; only with 

structured data can we effectively inform policy, g etting as close as possible to objectively 

reflecting environmental, social, and economic need s and considerations. In the introduction 

to the book Urban Informatics, Michael Batty and co lleagues address the urgency of refining 

urban science tools and research to address the cha llenges in cities amid the rapid global 

urbanization process (Shi et al., 2021).  

 Systematically collected data, however, have limit ations. They are biased by the 

collectors, who may record certain properties over others or interpret attributes through their 

own prejudice (DÕignazio & Klein, 2020). Currently,  open structured data also have limited 

accessibility. Often, open data platforms allow nar row, predefined query options. Or, if raw 

data are available, they require data literacy and proficiency that most people donÕt possess, 

which might result in misleading interpretations of  them (Williams, 2020). Lastly, current 

structured and semi-structured data are inflexible in our ability to query them beyond the 

limitations of their collection and initial formatt ing. Information cannot be used as a data 

point if it hasnÕt been recorded in a predefined ce ll.  

 This speaks volumes for the importance of planning  evaluation, as the timeframe 

between plan initiation and evaluation can span gen erations, meaning the data recorded or 

structured at the beginning of the process may diff er from the data relevant at the time of 

assessment. The needs of city dwellers change over time, along with societal and cultural 

shifts,#and so do the dominant planning paradigms. What was  considered state-of-the-art in 

the 1950s is often outdated today or even frowned u pon; sprawled suburbs, for example, 

were planned as cleaner, healthier environments, bu t today, we know they come with a high 

toll of traffic burden on residents and their envir onmental footprint . The data collected and 

recorded for planning purposes change accordingly ( who would have thought of 

documenting commute times for city residents in the  50s?). 
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 Recent developments in LLM and multimodal generati ve AI models introduce the 

prospect of structuring unstructured data into quer yable databases. Over the past two years, 

with the release of proprietary models like ChatGPT , many researchers have explored the 

structuring of non-structured data across multiple fields. QuaLLM, for example, is an LLM-

based framework for analyzing and extracting quanti tative insights from text data on online 

forums, which was applied to the Reddit ridesharing  community (Rao et al., 2024). Other 

instances include analyzing governmental and corpor ate financial reports using off-the-shelf 

models (Li et al., 2023) or fine-tuning an open-sou rce LLM for extracting clinical information 

attributes (Wiest et al., 2023).  

 The current study, however, remains static in its approach towards data structuring and 

analysis. The advancement of LLMs presents an oppor tunity to further develop and fine-tune 

LLM models and their applications into flexible and responsive data mining, structuring, 

and visualization tools for readily available non-s tructured and semi-structured data.  

 Rendering readily available data usable for struct uring, restructuring, and flexibly 

querying is crucial in informing planners and allow ing the planning discipline to learn 

systematically and analytically from past successes and failures. Planning documents with 

semi-structured data can significantly benefit from  this new technological development, 

which can enhance the capability to effectively que ry information from them.  

 Utilizing Tel AvivÕs extensive collection of digitized zoning documents, I developed a 

Retrieval-Augmented Generation (RAG) system that ex tracts information from semi-

structured textual planning documents and transform s it into structured, queryable data. 

While the system focuses on text-based zoning guide s, it lays the groundwork for 

incorporating visual and GIS data. I also leveraged  the capabilities of generative models to 

automatically generate basic visualization code fro m structured responses, enabling dynamic 

interaction with planning data through a frontend i nterface. This approach demonstrates a 

scalable pathway toward making decades of urban pla nning knowledge more accessible for 

retrospective evaluationÑwithout manually processin g hundreds of documents. 

 Questions like ] Is there an increase/decrease in approvals for tree  fellings over the last 

decade?Ó or ÒHow many small dwelling units are currently under planning processes in the 



!

! **!

municipality?Ó are two instances of questions that currently cannot be answered without 

manually scrolling through hundreds of zoning docum ents.  

 Innovative tools for exhausting available data in planning are especially important today, 

considering the winter data era we might be enterin g.  Rising concerns about AIÕs predatory 

data extraction and protection of usersÕ privacy, alongside a lack of regulations that lag 

behind technological advancements, predict a transi tional period of deficit in readily 

available structured data for city planning and oth er fields. In an era of uncertainty regarding 

future data collection, it is essential for both th e urban science academic field and practicing 

planners to make the most out of the data already c ollected.  

 

 

 !  
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Literature Review 

Data-Driven Planning Evaluation  

 

(The Case for) Evidence-Based Planning Evaluation 

At the heart of this thesis lies the assumption tha t not all urban plans are created equal. 

Some are better than others; more suitable, more li veable, more successful. This is crucial for 

a critical iterative design process, which relies o n the preference of one alternative over an 

endless array of urban planning and design possibil ities.  

The criteria for differentiating between success an d failure are indeed subjective (Oliveira 

& Pinho, 2008), changing across geographies and per iods (E. Alexander, 2009; Carmona & 

Sieh, 2008). Similarly, biases also stem from the d efinitions of the questions, indicators, and 

data sources (Carmona, 2007; DÕignazio & Klein, 2020). It is improbable that planning could 

ever become a perfectly rationalized decision-makin g process (Carmona & Sieh, 2008). 

And yet, this research asserts that the pursuit of rationality and objectivity in evaluation is 

one worth having.  Through quantitative metrics and  indicators, closely validated by 

qualitative insights, it is essential to develop ev idence-based reviews of city plans, at the cost 

of their inherent subjectivity. It is essential bec ause the accountability and credibility of the 

profession rely on it; to learn from experience and  justify our decisions (E. R. Alexander & 

Faludi, 1989), and to sound the alarm in cases wher e implementation drifts away from intent.  

Most of all, evaluating past planning is simply the  right thing to do, considering the 

countless lives that planning decisions impact. We should have more tools to support 

planning decisions, anchor them in past successful implementations, and ensure a level of 

trust between planners and the public (Waldner, 201 1).  
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Current Methods and Metrics 

Generally, most methods approach evaluation through  a three-step framework: pre-

planning, process, and post-planning. Alexander and  Faludi established a foundation for this 

by specifying the policy-plan/program-implementatio n-process (PPIP) model, which defines 

criteria for good planning: conformity, rational pr ocess, optimality ex ante and ex post, and 

utilization (E. R. Alexander & Faludi, 1989). These earlier strategies are more inclined towards 

benchmarking one plan against another, as Carmona a nd Sieh later demonstrate in a 

subsequent analytical review of planning performanc e measurements by municipalities 

across the UK (Carmona & Sieh, 2005).   

Parallel trends have prevailed later, evaluating pl anning as an assessment of whether the 

planning product (zoning ordinance, policy, or stra tegic plan) has effectively addressed the 

need or vision for which it was initiated (E. Alexa nder, 2009; Talen, 1996; Waldner, 2011). 

Talen, one of the earliest to address post-planning  evaluations, defines a conformance 

approach , in which the entire life cycle of a plan is evalu ated (Talen, 1997). In a teleological 

sense, this discipline addresses planning as define d by its purpose rather than the cause for 

its practice.  

Planning is an applied research discipline. Therefo re, when narrowing the evaluation to a 

single aspect in a plan (such as health, sustainabi lity, or transportation), we can find more 

quantitative metrics that draw on the methodologies  of adjacent research fields. For 

example, utilising health data to research the impa ct of planning initiatives on mental and 

physical health (MacDonald et al., 2010; South et a l., 2018), air pollution indicators to assess 

transportation development and policiesÕ impact on air quality (Bel & Holst, 2018; Green et 

al., 2020), or real estate market data to explore t he impact of zoning policies on housing 

prices and supply rates (Freemark, 2020; R. Wang et  al., 2025).  

Salazar and Talen present a prominent case study, u tilizing NLP tools to examine the 

impact of form-based codes (FBCs) on walkability, c ommute length, and density as they are 

implemented, considering the physical properties of  the built environment. Thus, they rely 
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entirely on data within the discipline to estimate the implementation of urban design 

strategies (Salazar-Miranda & Talen, 2025). 

Other forms of evaluation rely heavily on modeling and forecasting, which are often 

referred to as ÒDigital TwinsÓ. Most research involving Digital Twins for cities aims to support 

and augment planning decision-making by rendering t he extrapolated outcomes of planning 

decisions, allowing users to iterate on them. For e xample, Òserious gamesÓ facilitating the 

negotiation of new developments in public participa tion processes (Nourian et al., 2023; 

Olszewski et al., 2019), platforms for assessing th e implications of urban interventions on 

thermal conditions and other sustainability indicat ors (Cardenas-Leon et al., 2024), and other 

ambitious endeavors to simulate cities on their ent ire set of complexities, social, economic, 

demographic etc, such as the research led by the Ci ty Science lab in MIT (Alonso et al., 2018; 

Zhang et al., 2018).  

Digital Twins, although valid for augmenting decisi on-making, are often lacking in their 

focus on explainability and the analysis of past pl anning impacts. Using machine learning 

tools to identify patterns and extrapolate them int o the future, they are focused on predicting 

changes resulting from interventions rather than ex plaining how planning decisions have 

influenced existing outcomes. This is partially due  to the lack of transparency in many 

machine learning models and partially because the p rimary focus is on facilitating 

negotiations, rather than learning from implemented  plans. 

 

Urban Data Potential, Barriers, and Challenges 

Urban Data Types and Their Triangulation 

Urban planning evaluation draws on both structured  and unstructured  data sources. 

Structured data refers to information organized in predefined formats that are machine-

readable and easily quantitatively analyzable. Comm on examples include geospatial datasets 

(e.g., GIS shapefiles), tabular statistics (CSV files or SQL databases containing census 

indicators, housing prices, etc.), and standardized  data interchange formats such as JSON or 
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GeoJSON for spatial attributes. These data enable p lanners to quantify trends and outcomes, 

run statistical analyses, and, in some cases, apply machine learning tools to predict future 

extrapolations of trends. Structured data are mostl y comprised of readily available metrics 

from city management (e.g., 311 calls, locations of  facilities), or adjacent fields (e.g., 

demographics from US surveys, housing rates from re al estate data).  

At the core of planning practices and their primary  products are unstructured data, 

including Comprehensive Plans, Strategic Plans, Zon ing Ordinances, urban design 

guidelines, and others. These, along with meeting n otes and reports from the process, are 

the sole testimony to the plannersÕ decision-making  process. If planners made any difference 

through a policy or plan, it would stem from these non-structured planning products, 

instigating change in the city.  

While the planning product is qualitative text, its  outcomes are measurable by 

quantitative indicators for the quality of life in the city: air quality, tree census data, water 

quality, eviction rates, population density, 311 co mplaints, and even SAT scores are some 

examples from the databases available on the NYC Op en Data Portal (NYC Open Data Portal, 

2012). 

This is why it is crucial to learn how to better ha rvest the data imprinted in the non-

structured core domain documents. We need to triang ulate them with the existing structured 

data to tie together plans and their impact on actu al, tangible indicators measured in the city.   

Data Literacy & Accessibility 

Leading the effort to make urban data more accessib le, New York City has created over 

1,300 databases available to the public for downloa d on its designated NYC Open Data 

online platform. However, these data and other simi lar open databases are primarily 

available through APIs or in formats that require s ome data literacy and proficiency to parse 

and analyze, making them, de facto, less accessible  to most people. Without specialized skills 

in GIS, statistics, or coding, stakeholders may str uggle to extract meaningful insights from 

complex datasets (Okamoto, 2016; Williams, 2020).   
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Similarly, sometimes parsed and machine-readable da ta are not available for the 

professional planners, even when they exist elsewhe re in another national, local, or municipal 

agency. For example, the ability of Tel Aviv planne rs to extract structured data from semi-

structured planning documents is nearly as limited as that of the general public. Although 

private-sector planners submit these plans through an online system with some mandatory, 

standardized fields, local authorities only receive  the final PDF outputs and do not have 

access to the underlying structured data entered in  the form. Thus, there are very few people 

who get access to the raw collected data from the p lanning process, and they are not the 

ones who need it regularly to make strategic planni ng decisions in the areas under their 

jurisdiction.  

Lack of standardization is another caveat when deal ing with planning data, as each city 

and planner has slightly different variations of sp ecific definitions, and sometimes even the 

format of the data (such as different GIS datums). Even in Israeli planning documents, which 

are all constrained to a unified format, there are variations in definitions across years, for 

example, for what is considered Òaffordable housing Ó.  

The rigid format of many public data systems means current data are only as flexible as 

their original structure. Information that was neve r recorded in a structured field cannot be 

used as a Òdata pointÓ later on. This inflexibility is problematic in retrospective evaluations Ð 

planners might wish to examine an outcome that earl y data collectors did not anticipate, only 

to find the relevant variable was not systematicall y captured. 

Data Objectivity (or Lack Thereof) 

Urban data are not neutral reflections of reality b ut are shaped by what institutions 

choose to collect, how they collect it, and who is excluded in the process. As Chakraborty et 

al. show, informal settlements and undocumented com munities are frequently omitted from 

official datasets, rendering their needs invisible to urban decision-makers (Chakraborty et al., 

2015). When data are collected, they often prioriti ze what is easy to measure, such as land 

values, street conditions, and traffic counts, whil e neglecting lived experiences, cultural 

dynamics, and other less tangible metrics (Schindle r & Dionisio, 2024). 
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This project aims to address part of this challenge  by utilizing generative AI to restructure 

unstructured planning documents (such as zoning ame ndments, guidelines, and regulatory 

texts) into readily queryable formats. Instead of p roducing new data, it unlocks meaning from 

the existing archive, enabling retrospective evalua tion that includes policy intent. By allowing 

natural language querying and the extraction of dat a that werenÕt necessarily recorded in the 

original process, it supports the democratization o f analyzing past planning practices. Thus, 

making the analysis more responsive, reflective, an d inclusive. This aligns with the principles 

of data justice, empowering communities to extract and analyze their own data from formal 

planning documents (Heeks & Shekhar, 2019). 

 

Gen. AI Applications for Planning Evaluation  

Considering the novelty of readily accessible gener ative AI tools, there is little research 

focused on their utilization for evaluating plannin g practices. 

In some cases, LLMs are utilized to grade plans and  benchmark them against one 

another, following a common standard evaluation pro tocol. Fu et al. ask ChatGPT in a zero-

shot prompting to evaluate the quality of 10 climat e change plans based on protocols and 

compare the results to those described in prior res earch, using human coders (Fu et al., 

2024). Their conclusion states that, although gener ally aligned with human evaluation, 

ChatGPT is still far from achieving the necessary validity and proficiency to replace human 

plan assessment altogether. 

Closer to the objectives of this research, a projec t by Mott MacDonald examines the 

automated assessment of urban initiativesÕ compliance with ISO 37101 (International 

Standard for Sustainable Development) using GPT-3.5 -Turbo. As part of their findings, the 

agglomeration of specific sustainability objectives  across multiple initiatives reveals the cityÕs 

local priorities. For example, analyzing ParisÕ participatory budget documentation revealed 

that citizens prioritize Social Cohesion and Well-B eing above Governance or Innovation 

(Jonveaux, 2024).   
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A study by Bartik et al. uses LLM to answer a battery of yes/no and numeric questions 

about the content of zoning ordinances in the US. T he authors created a new dataset of 

regulatory stringency across U.S. cities. The LLM achieved high accuracy ( ! ~96% on 

validation questions) and even predicted numeric st andards (such as minimum lot sizes) with 

a correlation of ~0.87 to the actual values. Crucia lly, they linked these LLM-derived measures 

to housing market outcomes, finding that stricter z oning (as parsed by the AI) is associated 

with higher housing costs and lower construction ra tes. This showcases an LLM helping to 

evaluate policy impacts  by parsing complex regulations at scale (Bartik et  al., 2025).  

 

Generative AI LLMs Applications and Evaluation Meth ods 

Generative AI has rapidly advanced since the introd uction of multimodal large language 

models (MLLMs) such as Gemini, Chat-GPT, or Claude. These large models integrate text, 

images, and other data types to enhance and diversi fy their reasoning and creation 

capabilities. They have been adapted to fields rang ing from law to education, healthcare, and 

more (Bommasani et al., 2022). Multimodal models of fer added value for domains that 

require the fusion of multiple modalities, such as planning. Integrating information from 

distinct modalities can significantly enhance task performance (Lin et al., 2024; J. Wang et al., 

2024).  

LLM evaluation generally refers to accuracy, ethics , fairness, and generalizability, each of 

which can be measured using various metrics (Hu & Z hou, 2024). Accuracy, or content-centric 

generation benchmarks, such as hallucination mitiga tion (generated responses contain false 

or incoherent information) or trustworthiness (the credibility of the content), are key 

components in adapting an MLLM for real-life applic ations. However, evaluating generated 

content from MLLMs remains a critical challenge (J.  Wang et al., 2024). That is due to the 

subjective nature of some tasks, the intricacies of  human language rendering traditional 

machine learning metrics insufficient, and the abun dance and rapidly changing landscape of 

agreed-upon benchmarks with no clear standard. Huma n and automated evaluations are 
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used interdependently to balance evaluation quality  with availability, price, and repeatability 

(Abeysinghe & Circi, 2024).  

For this research, I focus on three applications of  MLLMs and their implementation in 

learning from past planning practices: (1) Retrieva l Augmented Generation (RAG) for 

extracting text data, (2) structuring non-structure d data, and (3) semi-formal coding, 

transitioning text to a code snippet that produces data visualizations.  

Retrieval Augmented Generation (RAG) 

 Pre-trained large language models (LLMs, such as G PT-2 or BERT) have demonstrated 

great promise in acquiring substantial knowledge fr om data. Yet, they fall somewhat short 

when trying to expand their memory, provide provena nce and explainability to their 

predictions, and sometimes even output Òhallucinati onsÓ (Lewis et al., 2021). This is especially 

true when considering applications for specialized domains, such as planning. 

 Retrieval Augmented Generation (RAG) systems are d esigned to assist existing 

generative AI in producing high-quality outputs. Th ey hone LLMsÕ inherent reasoning and 

language generation while enriching them with an ex ternal body of knowledge, which can be 

domain-specific or even particular to a company or an agency. A typical RAG system is a two-

stream encoder (Fan et al., 2024). It comprises fou r main steps to answer a query: (1) 

Indexing, (2) Querying, (3) Retrieval, and (4) Gene ration.  

 Indexing is chunking the external data to the MLLM  into smaller pieces, transforming 

them into text embeddings using an embedding model (such as BERT or VoyageAI), and 

then storing them in a vectorized dataset. Querying  presents the system with a question, 

embedding it using the same method (Kamath et al., 2024). Retrieval  compares the semantic 

similarities between the embedded query and the vec torized dataset, extracting relevant 

chunks of information from the external database to  answer the query. That relevant 

information is considered the context for the query  and is then fed into the LLM as part of the 

prompt, augmenting  the query with its context. Generation refers to the output of the LLM Ð 

the generated answer to the augmented query (Fan et  al., 2024).  
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 Evaluating the performance of RAG systems presents  unique challenges due to their 

layered, hybrid architecture and reliance on divers e, often domain-specific data sources. 

Each step in the system (indexing/embedding, retrie val, generation) can be assessed 

independently for various metrics, and then the sys tem as a whole for its end-to-end 

performance. The standard quantifiable metrics for the retrieval stage are relevance, 

accuracy, and precision of the retrieved context co mpared to the query. For the answer 

generation phase, evaluation metrics include the re levance of the answer to the retrieved 

context and the overall coherence of the generated response (the answer). Lastly, end-to-end 

evaluation metrics compare the query with the gener ated answer and the ground truth (Yu et 

al., 2024). 

 Due to the specific nature of some RAG tasks and t he vast differences between external 

data referenced in RAG systems (ranging from random  web pages to a series of legal 

documents from a single firm), relying solely on hu man-based evaluation of the systemÕs 

performance is challenging. For this purpose, autom ated complementary evaluation 

methods have been developed, such as the RAGAs libr ary(Es et al., 2023)for utilizing 

proprietary LLMs (ChatGPT in particular), to assist  in labeling and evaluating the retrieval and 

generation of a RAG system based on minimal to no h uman-based ground truth labeling 

(depending on the metric).  

Multilingual and low-resource languages LLMs  

The Hebrew planning documents used as a case study for this research introduce 

additional challenges to generative AI applications :  

¥! Right-to-left indentation and alphabet encoding  challenge basic data preprocessing 

¥! A low-resource language  for AI applications: lowered performance due to a lack of 

training attributes, such as supervised data or ava ilable native speakers for human 

evaluation (Magueresse et al., 2020). 

¥! A Morphologically Rich Language  (MRL), like other Semitic languages such as 

Arabic. Compared to Latin languages, they use fewer  words and a wider variety of 

combinations between them to convey a message. 
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The literature broadly refers to two types of model s catering to Natural Language 

Processing (NLP) Hebrew applications: those trained  on large Hebrew datasets and those 

trained to perform better translations by learning from multilingual datasets. Primarily, this 

involves some integration between the two to bridge  the foundation model trained on 

English data with the new Hebrew data presented. Al though there have been attempts to 

train Hebrew-specialized LLMs (such as HeBERT and AlephBERT), it currently seems like the 

proprietary multilingual ones are still performing better (Chriqui & Yahav, 2022; Cohen et al., 

2024; Seker et al., 2021; S. Shmidman et al., 2024) 

 

Structuring Non-Structured Data 

LLMs have been increasingly used to structure free text into queryable formats (such as 

spreadsheets) in various fields, including sports ( Merilehto, 2024), agriculture (Peng et al., 

2023), accounting (Li et al., 2023), medicine (Wies t et al., 2023), ecology (Castro et al., 2024), 

and industry (Tinnes et al., 2024).  

An inherent challenge for structuring data from fre e text, regardless of AI, is the 

complexity introduced by human language subjectivit y and ambiguity. Two human data 

labelers can have different classifications for the  same text snippet (Jiang & Nachum, 2020). 

Other LLM-specific challenges involve format consis tency, especially for small LLMs (Wiest et 

al., 2023), and avoiding reasoning mistakes caused by imposing a structure on the LLM 

output (Tam et al., 2024). 

The methodologies for structuring free-text data us ing LLM usually involve some 

combination of the following: 

1.! Prompt Engineering:  

a.! Format-Restricting Instructions: explicitly prompt to structure the text, 

specifying the desired format (Tam et al., 2024) 

b.! Provide an example of the data format in the prompt  (Wiest et al., 2023) 
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c.! Split the prompt into two parts: the system remains constant and provides 

general rules, and the user consists of the query or query-speciÞc context 

(Wiest et al., 2023). 

d.! Include instructions on interpreting different head ers or edge cases in the 

prompt (Castro et al., 2024; Merilehto, 2024). 

e.! Ask not to write any additional text beyond the ins tructions (Rao et al., 2024) 

2.! Base Model and Libraries: Compare generated outputs from the LLM against base  

data models to verify that the responseÕs structure matches the model and implement 

error-handling mechanisms in case it doesnÕt. The Instructor is a Python library that 

uses Pydantic as its base model. Other tools to enh ance text structuring using LLM 

include Llama CCP (for Llama models), Marvin, BAML,  TypeChat (Microsoft), and the 

LangChain framework (Strong, 2024). 

3.! Constrained JSON Decoding: Function properties, baked into the API in propriet ary 

LLMs, constrain the generated output to a speciÞc f ormat (Tam et al., 2024) 

4.! Calling the API in Stages:  Breaking the process by iterating over the answers  and 

sending them to the next task with a corresponding prompt instead of feeding the 

LLM one long sequence of assignments (Rao et al., 2 024). Always referred to as 

Agentic Workßow.  

 

Semi-Formal Coding for Data Visualization 

Extensive research explores the use of large langua ge models (LLMs) to generate code 

snippets from natural language prompts for data vis ualization implementations. Chen et al. 

demonstrated that ChatGPT performed well in a Harva rd data visualization class (Z. Chen et 

al., 2023), excelling in data cleanup and explorati on, interacting with data, and presenting 

insights.  

MatPlotAgent, introduced in March 2024, is a model- agnostic framework for LLM-based 

data visualization. It includes three modules: (1) Query Understanding, (2) Code Generation, 
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and (3) Visual Feedback. The last two include itera tive processes to enhance the accuracy of 

the generated visualizations (Yang et al., 2024).  

 When benchmarking the leading LLM-based AI assista nts for data visualization tasks, 

Nascimento et al. found that Claude outperformed Ch atGPT. However, GPT performed 

better overall for code generation when solving cod ing problems, especially at high difficulty 

levels (Nascimento et al., 2024). VisEval is a similar benchmark, identifying GPT-4 as the 

leading LLM for generated code in data visualizatio ns, compared to CodeLlama-7B, Gemini-

Pro, and GPT-3.5 (N. Chen et al., 2025). 

 

Methods 

Application Architecture: An Agentic Workßow  

The system is organized into a modular, multi-agent  workflow, in which each stage of the 

process acts as a distinct agent handling a discret e task: querying, structuring, and 

visualization. This separation is intended to break  down the interaction with the LLM into 

small stages, rather than feeding it a complete seq uence at once. The reasons for applying an 

agentic workflow are (1) it helps to avoid mistakes  caused by imposing a structured format on 

the generation phase (Strong, 2024; Tam et al., 202 4), (2) it allows using different LLMs for 

different stages, optimizing their performance for the different tasks.  

Each stage was implemented in Python notebooks. The  first agent performs Retrieval-

Augmented Generation (RAG), pulling relevant text c hunks from a local vector store and 

generating free-text answers using Claude 3.5. The second agent passes these responses to 

GPT-4o, which structures them into a consistent JSO N format, constrained by type and 

schema. A third agent, again powered by a language model, interprets user-defined 

visualization prompts (e.g., Òscatterplot by yearÓ) and generates corresponding Python code 

snippets with the Plotly library. These modular age nts operate sequentially but 
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independently, allowing each to be tested, debugged , or rerun without repeating the entire 

pipeline Ñ an important feature for minimizing late ncy and API costs. 

This architecture also enables low-overhead experim entation. Iterations on the 

visualization stage, for instance, require only the  structured JSON, not a full re-query of the 

document corpus. Similarly, the answer-generation a gent can be swapped or improved 

independently of the structuring logic. This modula rity was essential in tuning prompt 

strategies across different stages of the pipeline.  

Interface Considerations (Future Work) 

While the current implementation runs locally via J upyter notebooks, early experiments 

with Marimo suggested potential for lightweight fro ntend development. Other approaches, 

including Flask-driven and Svelte+JS-built interfac es, were considered for future work, 

particularly to support interactive prompt editing,  visualization styling, and provenance 

tracing from the graph to the source chunk.  

A minimal legend of graph types (e.g., histograms, pie charts, scatterplots), as well as 

exemplary queries for beginner users, could further  assist users in crafting effective prompts 

for visualization. 

 

!  
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Data Description and Preprocessing 

Planning documents greatly vary from one jurisdicti on to another, especially across 

countries or states. Their legal status also differ s considerably, ranging from a legally binding 

requirement to a strong recommendation that is enfo rceable by local authorities to a level of 

background information left to decision-makersÕ dis cretion to consider (or not). 

In Israel, master plans typically encompass two leg ally binding planning documents: 

instructions (text, similar to zoning guides) and l and use maps (visual representations). 

Instructions detail the planÕs general information (such as authorizing jurisdiction, level of 

detailing, location, initiators, contributors, etc) , the planÕs objectives, allowed land uses and 

the conditions under which they are permitted, perm itted built density and conditions, 

conditions to its implementation, its relation to p receding authorized plans, the parcels to 

which it is applicable and so on. Land use maps dis play the lots included in the plan, the 

parcels on which they are located, the authorized l and use for each, and other symbols 

indicating trees for conservation/felling, building s for destruction/preservation, permitted 

building borders within lots, and so on.  

The National Planning Administration has an open on line data portal that documents 

all urban plans and their status. The portal also i ncludes attached planning instructions and 

land use maps for each plan, as well as other appen dices, digital GIS files, and sometimes 

relevant transcripts and letters from meetings and correspondence concerning the plan.  

#

Digital Planning Documents in Israel 

 Since 2006, the Israel Planning Administration has  mandated the use of a unified 

digital format for all legally binding planning doc uments, following a provided template to 

structure the different sections in the instruction s document and color-code land uses and 

symbols for land use maps .  

The full uniformity and digitization of the format were achieved with the adoption of a 

verification process by a designated web platform, where planners and architects submit 

their master plans' legally binding documents (plan  guides and land-use maps) through a 
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form-based interface and a series of CAD (Computer- Aided Design) files. The data are then 

integrated via scripts into two legally binding PDF  documents that describe the master plan 

directives: its instructions ( !"#$"% ) and land-use maps ( %&#'( ). Examples of the outputs are 

demonstrated in  FIGURE 1 and 2, respectively. The transition to digital planning documents 

output from the designated system ( %)*"+,-.'+ ) was completed in Tel Aviv by 2013 

(conversation with Idan Haus, Head of Data Planning  Systems, Tel Aviv City, 2024).  

 

 

Figure 1 Example of a planÕs instructions document, output from the uniform format digital system. Fre e text inputs 

detail the structured sections. 
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Figure 2 Example of planÕs land-use map, outputted from the uniform format system, comprised of  (left  to right): 

map of planned permitted land uses for lots and poi nt-based interventions (such as trees for felling/c onservation),  

legend, context maps, and general information. 

 

Although the plans are confined to a unified format , much data remain unstructured, 

semi-structured, or unavailable for parsing. This i s especially true of data from the land use 

maps and most form-based instructionsÕ fields, which take free text as input. Moreover, the 

current querying mechanism on the National Planning  Authority website limits data 

download to one document at a time and is somewhat rigid and basic in its querying 

capabilities, offering few non-exhaustive filtering  options. 

Therefore, a partnership with Tel Aviv City has bee n quintessential in collecting the 

database for this research. The research relies on a database of 144 master plans under the 

jurisdiction of Tel Aviv municipalityÕs local plann ing authority, which the cityÕs planning 

department has kindly collected and contributed.  
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Data Preprocessing 

Filtering  

To define the scope of the database for the researc h, together with Tel Aviv City planning 

representatives, we defined the filtering for the c urrent collection of masterplansÕ documents 

as follows: 

1.! Approved Starting Jan. 1st, 2013: To limit the scope to plans outputted from the 

national uniformed format system, making their quer ying more manageable and 

allowing for more conditional rules for assisted re trievals (more under Methodology). 

2.! Including a Serial System Number ( !"#$%!&'() ): For reasons similar to the ones 

mentioned above, ensure that they comply with the f ormat and are validated by the 

digital system. 

3.! Under Local Jurisdiction of Tel Aviv: Given that the work is being coordinated with 

Tel Aviv City as the local partner, we focused on t heir jurisdiction to have a better 

framework for evaluating the system's performance. Moreover, rooting the research in 

a speciÞc context helps brainstorm valuable applica tions based on practical, on-the-

ground experience and the challenges of planners wo rking with and producing the 

data.   

4.! Approved: Planning documents are published early in the proce ss to allow the public 

to object to them. We decided to include only appro ved plans in this research to avoid 

ßuctuations in changes made to plans still in the o bjecting or approval stages.  

5.! Excluding Transfer of Development Rights (TDR) Plan s: In some cases, plans 

include TDR details, whether as a density bonus inc entive or an arrangement for 

historic textures preservation arrangements (or bot h). These plans were excluded at 

this stage due to the outlying qualities of their d ocumentation (for example, they have 

multiple land-use maps showing distinct locations t hat can be very remote from one 

another, describing from and to where the rights ar e transferred).  
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Querying and Evaluation 

Extracting Text, cleaning & Chunking 

The first step in querying the text using RAG is to  extract solely the text from each zoning 

guideÕs PDF, removing watermarks, headers, and footers, which results in a clean text string. 

Then, each guide is divided into chunks according t o predefined uniform headers across 

all documents. To avoid chunking the document in ra ndom places where the header is 

repeated as part of the text, additional conditions  were applied to identify headers correctly 

based on new rows and their proximity to their corr esponding serial number. For an index of 

the headers, see APPENDIX 1.  

Lastly, the chunks are further divided into smaller  units to accommodate the models' 

limitations for embedding and generating answers (t he proprietary LLMs and the embedding 

model). Each chunk is labeled with metadata, includ ing the planÕs details (year, plan number, 

source file, header name) from which it is cited an d a unique identifier. See FIGURE 3 for an 

outline of the text cleaning and chunking process.

 

Figure 3: formatting the original PDF zoning docume nts into a format Þtting for embedding models 
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Embedding 

The chunked text is then embedded and indexed in a vectorized database that contains 

all the data from the zoning instructions documents . The system will later reference these 

data when sending a query for a proprietary LLM to answer.  

Three primary considerations for choosing an embedd ing model for this research were 

(1) support of reasoning in Hebrew and (2) good vis ual question-answering capabilities (for 

later research on interpreting data from the zoning  maps). Claude (Anthropic) was the 

leading choice for the proprietary LLM (as discusse d under METHODS Ð ANSWER GENERATION). 

Anthropic Cookbook recommends VoyageAI as a leading  embedding model for RAG 

applications, which is also supported by high-perfo rmance documentation in the literature 

(Cecere et al., 2024; Komalo, 2024). AlephBERT, on the other hand, is the most popular 

Hebrew specialized model on Hugging Face, cited ext ensively in research (Gurin Schleifer et 

al., 2023; Seker et al., 2021, 2022; A. Shmidman et  al., 2023). AlepBERT is an open-source 

model, while VoyageAI models are sold through an AP I on a use basis.  

To supplement the missing semantic connections in t he embedding model, such as 

linking Òdwelling unitsÓ to ÒhousingÓ or Òapartments,Ó the retrieval algorithm is Þrst 

augmented with a professional terminology dictionar y that outlines the semantic Þelds for 

certain planning terms. The retrieval function Þrst  searches for matches to any terms close in 

meaning from the jargon dictionary. Each chunk is r anked for an Exact Match Score, deÞned 

as the proportion of query terms that appear in the  retrieved text chunk: 

 

Where term_count is the number of matched query ter ms in the text chunk, and 

len(query_terms) is the total number of expanded qu ery terms. 

The next step looks for cosine similarities based o n the vectorized data and query. It 

implements a custom ranking function inspired by hy brid retrieval models to combine the 

two metrics into a unified score per chunk (See FIGURE 4). 
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Figure 4: Chunking, embedding, and ranking chunks f or context to answer the query based on exact match es and 

cosine similarity score 

 

Precision and accuracy are two metrics for evaluati ng the retrieval stage. Precision is 

defined as the proportion of retrieved chunks that are actually relevant to answer the query. It 

answers the question: "Of the chunks we retrieved, how many were correct?Ó 

 

Recall measures the completeness of our retrieval s ystem. It answers the question: "Of all the 

correct chunks that exist, how many did we manage t o retrieve?" (Komalo, 2024). 

 

 

Although having too much context risks some of it b eing irrelevant, in this case, it will be 

less harmful to the overall performance than not ha ving the full context; recall is prioritized 

over precision by aiming for at least three relevan t chunks per retrieval run and setting a low 

bar for matching cosine similarities.  

To choose an embedder, an estimation was performed based on a subset of 40 plans 

and two queries. The findings are further detailed in the  FINDINGS section.  
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Answer Generation 

As mentioned in the literature review, there are fe w Hebrew-specialized LLM models. 

Moreover, proprietary LLMs trained on multilingual data that rely on translation 

methodologies perform better than open-source model s specially trained on Hebrew data  

(S. Shmidman et al., 2024).   

Of the leading pre-trained MLLMs, Claude from Anthr opics showed the most promise for 

Hebrew reasoning in preliminary proof-of-concept te sts performed on online available 

models. Gemini from Google showed insufficient Hebr ew reasoning capabilities with literal 

translations, while Llama 3.0 (using the Ollama pla tform) showed none, responding that it 

Òdoesn't understandÓ any Hebrew prompt.  

The query is fed into Claude 3.5-Sonnet through an API and context to answer it - citing 

the k top-rated chunks (see FIGURE 5).   

 

Figure 5: Answer Generation process, feeding query and context to an LLM through API 

Answer generation is evaluated for Faithfulness and  Relevance based on the RAGAS 

framework, which utilizes the ChatGPT API (in this case, GPT-4o) for Automated Evaluation of 

RAG (Es et al., 2023). Faithfulness refers to the extent to which the answer is grounded in the 

given context, and Relevance refers to the extent t o which the generated answer relates to 

the asked query. Both metrics are designed to hone the reasoning capabilities of an LLM to 

substitute for a human-based ground truth in evalua ting the performance of generated 

answers; therefore, their reliability is limited. 
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Evaluation 

Evaluation of RAG systems is conducted separately f or the retrieval and answer 

generation stages, as detailed above, and then as a n end-to-end evaluation, comparing the 

generated answer to a ground truth. The most reliab le method is to do it manually. However, 

other methods rely on LLMs to compare the ground tr uth with the generated answer (such as 

the Correctness metric from the RAGAS framework).  

For this research, the end-to-end evaluation was pe rformed manually over a subset of 40 

plans for 11 queries. The queries were phrased in c ollaboration with Tel Aviv city data 

management professionals, aimed at extracting criti cal data for practical planning practices 

focused on housing. Technically, they are also desi gned to encompass a wide range of 

complexity and structured output data types: 

ID Question Data Type 
Calculation 
Needed 

Coherence - 
appears for 
sure? 
Always in the 
same place? 

Repetition 
(can find 
the answer 
in more 
than one 
chunk) 

Requires 
crossing 
information 
from multiple 
chunks 

Simple 

Q1 WhatÕs the planÕs 
area? 

Float No 
calculation 

Full coherence Yes No 

Q2 Does the plan 
include detailed 
instructions?2 

Boolean No 
calculation 

Full coherence No No 

Q3 What type of 
reparceling does 
the plan instruct? 
(without ownersÕ 
consent, with 

Categorical No 
calculation 

Full coherence Yes No 

 

2 Israeli planning documents include a Þeld that cat egorize them as a detailed plan, the distinction is  
mostly relevant for issuing permits Ð which can onl y be based on detailed plans 
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ID Question Data Type 
Calculation 
Needed 

Coherence - 
appears for 
sure? 
Always in the 
same place? 

Repetition 
(can find 
the answer 
in more 
than one 
chunk) 

Requires 
crossing 
information 
from multiple 
chunks 

ownersÕ consent, 
no reparceling) 

Medium Level 

Q4 Are there bycicle 
parking planned? 

Boolean No 
calculation 

No coherence, 
might not 
appear, 
variying 
sections 

Yes No 

Q5 How many 
dwelling units are 
planned in the 
plan? 

Integer Varies: No 
calculation/ 
simple 
arithmetics/ 
multiple 
values 
conditioned 
by design 
alternatives 

Semi 
coherent, 
mostly 
appears as a 
total sum and 
in defined 
sections 

Yes No 

Q6 How many small 
dwelling units are 
in the plan? 

Integer  Varies: No 
calculation/ 
simple 
arithmetics 

No coherence, 
might not 
appear, 
variying 
sections 

Yes Sometimes 

Difficult 

Q7 How many 
affordable units are 
in the plan? 

Integer 
 

Varies: No 
calculation/ 
simple 
arithmetics/ 
multiple 
values 
conditioned 
by design 
alternatives 

No coherence; 
might not 
appear, 
variying 
sections, 
multiple 
terminologies 

Yes Sometimes 
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ID Question Data Type 
Calculation 
Needed 

Coherence - 
appears for 
sure? 
Always in the 
same place? 

Repetition 
(can find 
the answer 
in more 
than one 
chunk) 

Requires 
crossing 
information 
from multiple 
chunks 

Q8  WhatÕs the 
maximum area in 
sqm for a small 
dwelling unit in the 
plan?  

Float No 
Calculation 

No coherence; 
might not 
appear, 
variying 
sections 

Mostly No No 

Q9 WhatÕs the 
maximum area (in 
sqm) for a dwelling 
unit in the plan? 

Float No 
Calculation  

No coherence, 
rarely found 

No No 

Q10 WhatÕs the average 
area (in sqm) for a 
dwelling unit in the 
plan? 

Float No 
Calculation/ 
Simple 
artihmetics/ 
Extract fields 
from table 

Coherent, can 
always be 
calculated 
from the 
building rights 
table 

Mostly No Sometimes 

Q11 WhatÕs the average 
density of dwelling 
units in the plan? 
How many 
dwelling units per 
dunam?3 

Float Mostly 
requires 
calculation 

Coherent, can 
always be 
calculated 
from the 
building rights 
table and the 
planÕs area 
field 

Mostly No Mostly Yes 

 

Table 1: Validation queries for evaluating the syst em, framed in collaboration with Tel Aviv data team  

 

3 Dunam is an area measurement unit equal to 1,000 s qm, or ~0.25 acres, a relic from the times of the 
Ottoman empire rule in the area 
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Structuring  

 ChatGPT-4o was chosen to structure the generated a nswers from the querying stage and 

prepare the collected data for responsive visualiza tion 0 The 8iterature benchmarked it as the 

leading tool for structuring text reliably (Liu et al., 2024) compared to Llama and other 

leading AI models. Moreover, it has an inherent con strained JSON decoding option for 

generated responses, enhancing its performance and making base models like Pydantic 

obsolete (Simmering, 2024). 

 The answers to a userÕs query are recorded as a dictionary. Each plan is assigned one 

generated free text answer (the one generated in th e previous  QUERYING AND EVALUATION 

phase using the Claude API). HereÕs an example of the non-structured format of generated 

answers showing a couple of sample plan IDs and ans wera key-value pairs (switching 

between English and Hebrew is at the source):  

"507-0444091" : "Based on the context provided, the area of the pla n ( !"# 

$%&'(% ) is 3.777 dunams ( )*'+ ). \n\n This information appears twice in the given 

text: \n\n 1. At the beginning: \" !"# $%&'(% 3.777 )*'+ \"\n 2. In the table of 

quantitative data: \" 3.777 !"# $%&'(% ,)*'+ \"\n\n Both instances consistently 

state that the plan area is 3.777 dunams." , 

     "507-0595439" : " -. /( $0()- $0*/(- ,%#(.% $1"-, !"# $%&'(% $*2 27.221 )*'+ ." , 
 

The non-structured answers dictionary is then fed i nto ChatGPT-4o, following a fixed 

prompt urging it to propose a structured JSON forma t for the query. A preliminary test 

comparing the API performance when activating the i nherent constrained JSON decoding 

flag to its performance without it showed a prefere nce for the former, with cleaner results 

ensuring compatibility.  

The prompt for GPT-4o includes the query, generated  free-text Claude answers, and 

general instructions for the valid format of respon ses (numerical values as floats, boolean 

values as True/False, and text as categorical data). It also includes a direct request not to 

generate content beyond what is explicitly asked, s o that the output will be valid for 

quantitative analysis. The fixed user prompt is wra pped in a system prompt, ÒYou are an 

expert in structuring data for quantitative analysi s. Ó See FIGURE 6: STRUCTURING THE 

GENERATED FREE-TEXT ANSWERS INTO STRUCTURED JSON DATA: 
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Figure 6: Structuring the generated free-text answe rs into structured JSON data  

To evaluate the performance of the structuring stag e, the structured answers were 

compared end-to-end with the manually labeled groun d truth answers for 11 queries over a 

subset of 40 plans.  

The structured answers per plan are then appended w ith the metadata for each plan. 

 

Visualization 

Following the structuring stage, in which the query Õs data are transformed into a unified 

JSON format, the next step in the pipeline is to vi sualize the responses in a flexible, human-

readable format. This step enables planners and res earchers to identify patterns, outliers, and 

trends in planning data, ultimately supporting retr ospective evaluation and policy feedback. 

Model Selection and Prompt Design  

For this stage, I implemented a framework using Cla ude, which demonstrated superior 

performance to ChatGPT in data visualization code g eneration tasks (Nascimento et al., 

2024). Moreover, Claude handled Hebrew content more  reliably than other proprietary 

models (SEE ANSWER GENERATION). 



!

! #(!

The JSON from the previous step was joined with the  plansÕ metadata, which contained 

their location 4 and final version year. After the joint, the data were saved as a dataframe 

under the generic name ÔdfÕ for the LLM to maintain consistency within its code generation 

and reduce the complexity level of the task. 

Each visualization was created using a three-part p rompt: a natural language visualization 

query (such as Òshow a bar chart ofÉÓ), the current ÔdfÕ query dataset preview, and a static 

natural-language task request. The dataset preview was formatted as a brief printout of the 

structured data, allowing the model to infer the co rrect variable names and value types. See 

the original prompt used under  APPENDIX 2: PROMPTS USED IN THE API CALLS.  

 

Figure 7: From structured JSON to a visualization 

 In the last step, the generated code snippet from the LLM was extracted from the text in 

which it was wrapped in the raw response and ran lo cally. See FIGURE 7: FROM STRUCTURED 

JSON TO A VISUALIZATION for an overall summary. 

 

Outlier Handling and User Iterative Querying 

 Initial experiments attempted to remove outliers u sing quartile-based filtering directly in 

 

4 The location data for each plan is derived from it s zoning instructions document, using the same RAG 
system for querying and structuring from previous s tages. It is a point location, somewhat limited in its 
reliability since plans are deÞned by polygons rath er than point location data. However, it served as a 
proof-of-concept for other types of spatial data in  general. 
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the visualization prompt. However, this resulted in  inconsistent behavior, especially for non-

numerical queries. Additionally, in some queries, t he outliers were notable, and their 

exclusion from the set could have been misleading.  

 Therefore, outlier handling is delegated to the us er interface layer, allowing users to 

refine their queries iteratively (e.g., Òexclude va lues over 5000 sqmÓ) and re-request a new 

visualization. This maintained the model's flexibil ity and reduced hallucinations caused by 

overly restrictive prompts. 

As a rule, the visualization prompt stage was kept separate from earlier stages (querying, 

structuring) to reduce API costs and support modula r iterations. This modularity also enables 

real-time feedback loops in the frontend user inter face. 

 

Geo-Visualization Compatibility 

Some of the visualization queries could have been e nhanced with spatial visualization of 

plans (e.g., mapping their coordinates). To facilit ate this, the metadata attached to each plan 

included its centroid in IsraelÕs ITM grid system. These coordinates were programmatically 

converted to WGS-84, the standard used by most Pyth on visualization libraries, such as Plotly 

and Folium. This transformation allowed seamless in tegration with geospatial mapping tools 

without invoking the LLM. 

Moreover, the LLM was instructed in the static prom pt to avoid using Mapbox ot any 

other libraries that require an API key, to lower t he complexity of the task and allow flexibility 

in implementation.  

 

Interactive Capabilities and Design Constraints #

To accommodate a variety of user preferences, visua lizations were designed to be 

interactive, allowing for zooming, hovering, and fi ltering actions.  

To support visual coherence and reinforce storytell ing in future user interfaces, the 

prompt was designed with a consistent aesthetic sty le across all outputs. This included a 

black background with white text and a rotating pal ette of bright neon colors to highlight 

categories or temporal patterns. By standardizing l ayout and styling, the system facilitates 
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downstream integration with a cohesive UX layer and  narrative-driven exploration of 

planning data. 

 

Findings 

Validity and Accuracy 

Text Querying (Zoning Instructions Ð "#$%#& ) 

The evaluation of the RAG system was performed on a  subset of 40 plans for two queries, 

all of which were manually labeled for: 

¥! Relevant Context Chunks:  the chunks in each plan containing an answer for t he 

query - ground truth for the retrieval stage 

¥! Correct Answer:  the correct answer to the query Ð ground truth for  the end-to-

end evaluation  

Each stage of the system (retrieval and generation)  is evaluated separately, followed by 

an end-to-end evaluation of the overall performance  of the text querying.  

 

Retrieval 

A comparison of the retrieval performance for the H ebrew zoning plans text showed that 

VoyageAI embedding models performed significantly b etter than AlephBERT embedding. 

The retrieval is estimated for precision and accura cy: 

 AlephBERT 

Base 

VoyageAI 

Voyage-3-lite  

VoyageAI 

Voyage-3-large  

Cosine Similarity Threshold  0.2 0.2 0.2 

Top-k Retrieved Chunks 10 10 10 

Q1: What is the 

area of the plan? 

Precision 0.07 0.10 0.10 

Recall 0.70 1.00 1.00 
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Q5: How many 

dwelling units are 

in the plan? 

Precision 0.24 0.26 0.26 

Recall 0.88 0.95 0.95 

Table 2: Embedding models benchmarking 

The recall is prioritized over precision, aiming fo r a fuller context and a more accurate 

answer, rather than prioritizing the systemÕs efficiency. Therefore, VoyageAI was chosen as 

the system embedding model. 

 

Answer Generation 

The RAGAS evaluation for the generated answersÕ Faithfulness and Relevance showed 

the following results: 

 Faithfulness Relevance 

 Mean Median Std Mean Median Std 

Q1 0.74 0.7 0.192 0.77 0.732 0.07 

Q5 0.57 0.75 0.418 0.389 0.71 0.374 

Q5 only 

housing 

plans  

0.815 0.857 0.216 0.555 0.733 0.327 

Table 3: RAGAS evaluation for free-text generated a nswers in the RAG process 

Q5 performed far worse due to some of the plans not  having any data to answer the 

query, meaning those were plans that did not includ e any reference to housing or dwelling 

units and, therefore, didnÕt have any context chunks to help answer the query.  

Statistical boxplots and the distribution of the tw o queries are illustrated in  FIGURE 8: BOXPLOTS 

AND DISTRIBUTIONS OF THE FAITHFULNESS AND RELEVANCE SCORES FOR THE TWO QUERIES. The 

distribution is skewed due to missing data for Q5.  



!

! $"!

 

 

Figure 8: Boxplots and distributions of the faithfu lness and relevance scores for the two queries 

In a sample of a manual evaluation of the generated  answers compared to the ground 

truth, the system showed an overall 90% Correctness  for the answers generation stage, with 

most answers matching the ground truth: 

 Overall Correct Answers 

- Precision 

Q1  1.00 

Q5  0.80 
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Total 0.90 

Table 4: Free-text generated answers precision rate s 

For cases the RAG system failed to answer correctly , some emerging patterns are: 

,! The answer necessitated more than basic arithmetic calculations (such as summarizing 

multiple Þelds from a table) 

,! The preceding retrieval stage failed to supply the correct context 

,! Hallucinated answers: Claude returned a number that  didnÕt exist in the original 

document, switching it for the correct number (rare  instances) 

,! Inconsistency in rounding of integer values (up /do wn) 

,! Failure to generalize for some concepts, such as Òvery small unitsÓ not being counted 

as Òsmall unitsÓ 

There were some cases in which the system exceeded expectations, being able to: 

,! Conduct basic arithmetic calculations through reaso ning, for example:  

o! ÒBased on the provided context from the urban plann ing document (plan 
number: 507-0222174), the total number of housing u nits planned in this 
project is:  
200 housing units 
This can be calculated by adding up the number of h ousing units speciÞed 
for each plot: 
Plot 101: 130 housing units  
Plot 102: 70 housing units  
Total: 130 + 70 = 200 housing unitsÓ 
 

,! Identify cases in which the answer to the question requires referring other sources 

o! Òthe number of housing units is likely governed by the original plan 
( %2/1602 ) which is not detailed in this context.Ó 

,! Read a table format  

,! Conclude by elimination, for example: 

o! Generated Answer: ÒBased on the information provide d in the urban 
planning document (plan number: 507-0908509), there  are no residential 
units planned in this project. The table in the con text shows details for 
a plot designated for employment/commercial use, an d does not include any 
allocation for residential units. The number of housing units column is 
empty, indicating that no housing units are planned  as part of this 
development .Ó 
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Structuring  

A subset of 40 manually labeled plans showed the fo llowing results for an end-to-end 

evaluation of the generated structured answers: 

 Precision  (Correct 

Answers out of total 

answers generated)  

API call 

time 

Q1: What is the area of the plan? 1.00 56s 

Q2: Does the plan include detailed 

instructions?5 

1.00 46.8s 

Q3: What type of reparceling does the plan 

instruct? (without ownersÕ consent, with 

ownersÕ consent, no reparceling) #

1.00 2m 50.2s 

Q4: Are there bicycle parking planned? 0.925 2m 33.9s 

Q5: How many dwelling units are in the plan? 0.925 6 (37/40 True) 58s 

Q6: How many small dwelling units are in the 

plan? 

0.85 48.7s 

Q7: How many affordable units are in the 

plan? 

0.925 49.5s 

Q8: WhatÕs the maximum area in sqm for a 

small dwelling unit in the plan? 

0.9 37.0s 

Q9: WhatÕs the maximum area (in sqm) for a 

dwelling unit in the plan? 

0.35 01:08.4m 

 

5 Israeli planning documents include a Þeld that cat egorize them as a detailed plan, the distinction is  
mostly relevant for issuing permits Ð which can onl y be based on detailed plans 
6 The discrepancy between the structured correct ans wers and the previous free-text generated 
answers, is caused by some structured answers being  correct although the free text showed 
hallucinated incorrect answers. The double hallucin ation (once when generating free-text answer from 
the context with Claude, then generating the struct ured answer from that free-text with GPT-4o) ended 
up stating the right answer in the structured forma t. 
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Q10: WhatÕs the average area (in sqm) for a 

dwelling unit in the plan? 

0.65 48.7s 

Q11: WhatÕs the average density of dwelling 

units in the plan? How many dwelling units per 

dunam?7 

0.875 1:54.4m 

Table 5: End-to-end manual evaluation of structured  answers 

Overall end-to-end average precision  85.45%. 

 

The cases where the structuring failed included:  

¥! Vague Answers in Source: Vague terminology, or long answers that were too 

complicated to structure as an int/bool/one-word ca tegorical data, were structured as 

Ò0Ó/False. For example, to the question of how many affordable units are in the plan, 

the answer Òto be determined according to the areaÕs policyÓ was structured as Ò0Ó.  

¥! Wrong Context: The model would sometimes provide a structured answ er, deriving a 

wrong number that was incorrectly indicated as a di fferent metric. For example, stating 

the average size of apartments, rather than the max imum area allowed per apt.  

¥! Hallucination:  Although the prompt attempted to prevent it by exp licitly asking not to 

fabricate data, some structured answers were halluc inated to contradict the free-text 

true context. For example, the correct free-text an swer, ÒÉSo in total, the plan 

allows for up to 121 housing units.Ó  was structured as Ò145Ó.  

Similarly, some correct answers were overlooked, su ch as the generated answer 

ÒIf we assume the maximum of 350 units, this would mean at least 70 small 

housing units (20% of 350).\n\nHowever, the exact n umber is not deÞnitively 

statedÉÓ , which was recorded as Ò0Ó for the structured answer.  

The most signiÞcant number of hallucinated answers was registered for the 

question ÒWhatÕs the maximum area (in sqm) for a dwelling unit in the plan?Ó, for which 

 

7 Dunam is a measurement unit equal to 1,000 sqm, a relic from the times of the Ottoman empire rule 
in the area 
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most plans had no answer. Rather than admitting a l ack of information, like the free-

text generated answer did, the structured answer re corded a hallucinated number 

(mostly within a reasonable range of 100-300 sqm).  

¥! Structure: The JSON structure remained consistent throughout, demonstrating a valid 

format. Some prompt engineering was necessary to Þn e-tune the consistency of keys 

across the set of plans and limit the structured re sponses to one best-Þt answer for 

each plan. 

Also, in some cases, a response wrapper was added b y the LLM (naming the set 

Òresults: []Ó for example). Additional Þne-tuning was necessary to detect and unwrap 

JSON responses that have a single top-level wrapper . That was done both in the 

prompt and locally using simple data tools. 

¥! Consistency:  Ensuring the consistency of value formats over mul tiple runs would 

require further work or applying hard-coded rules f or speciÞc queries. For example, 

Q2 structured answers were represented differently in each run: 

Òcontains_detailed_plan_instructionsÓ  vs. Òdetailed_plan_instructionsÓ .  The 

difference stemmed from the proprietary LLM (GPT-4o ) properties of generating each 

response anew. It also limited the parsing of some questions, which exceeded the 

maximum token limit set by OpenAI, causing changes in terminology between calls.  

To bypass this limitation, three approaches were im plemented: (1) the keys were 

limited in the prompt to Òplan_idÓ and ÒanswerÓ, (2) the unique possible values for 

categorical data querying were appended to the quer y prompt (for example in Q3), 

(3) unique values from previous responses were reco rded and appended to the 

prompt of the following calls as a reference. 

It is possible that in the future, proprietary LLMs /trained personal offline models will 

enable a log of all interactions, allowing them to draw better from previous assignments and 

ensure consistency of keys between runs.  

 



!

! $'!

Visualization 

In the following pages, there is a summary of the f indings and evaluation of the 

visualization step for each of the datasets structu red from previous stages that achieved over 

85% accuracy rates in the end-to-end evaluation: 

 

Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

Q1: What is the area of 

the plan? 

ÔShow me a boxplot of the area 
values across the entire set of 
plans over the course of the 
years.Õ  

5.4s ,! Redundant legend 

& coloring of years 

 

 ÔShow me a histogram of the 
area values across the entire 
set of plansÕ 

4.1s Wrong color theme in 

one of the runs 
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

 

Q2: Does the plan 

include detailed 

instructions? 

ÔShow me a piechart of the 
count of each type of value in 
the dataset: including detailed 
instructions, noninclusive of 
detailed instructionsÕ 

3.6s Some unclarity of 

header and legend, 

green counterintuitive 

color to ÒfalseÓ 

 

 ÔCreate a stacked bar chart 

that shows the count of plans 

including/not-including 

detailed instructions, grouped 

by yearÕ 

4.3s Colors are too 

saturated, same 

unclarity (stemming 
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

from previous stages 

in the pipeline) 

 

Q3: What type of 

reparceling does the 

plan instruct? (without 

ownersÕ consent, with 

ownersÕ consent, no 

reparceling) #

ÔCreate a pie chart that shows 

the count of plans that include 

reparcelation without ownersÕ 

consent, with ownersÕ consent, 

or that do not include any 

reparcelationÕ  

4.0s  
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

 

 ÔCreate a bar chart that shows 

the count of all plans which 

include reparcelation (without 

ownersÕ consent, or with 

ownersÕ consent), over the 

yearsÕ  

4.8s - saturated colors 

 

Q4: Are there bycicle 

parking planned? 

'Create a bar chart that shows 

the count of all plans which 

include bycicle parking or not, 

over the years' 

5.3s Colors are wrong, 

code gen. syntax error 
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

of assigning them to 

str instead of boolean 

 

Q5: How many dwelling 

units are in the plan? 

ÔCreate a scatterplot that shws 

the amount of dwelling units in 

each plan, over the yearsÕ 

58s Code gen. syntax 

errors failing to 

produce the trendline 

when asked 
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

 Create a bubble chart that 

shows the average number of 

dwelling units in for each 

year.  

7.3s - Y bar doesnÕt start 

from 0 

- legend doesnÕt state 

all values  

 

Q6: How many small 

dwelling units are in the 

plan? 

Create a bubble chart that 

shows the average number of 

dwelling units in for each 

year. 

4.8s Misleading and 

redundant color 

legend  
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

 

Q7: How many 

affordable units are in 

the plan? 

'Create a bubble chart that 

shows the average number of 

affordable dwelling units in 

the plans over the years, color 

the bubbles according to the 

average number of affordable 

dwelling units.'  

4.7s  

 

 Show a grouped bar chart 

showing the total number of 

affordable units, small units, 

and total dwelling units per 

year  

4.6s  



!

! %$!

Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

 

Q8: WhatÕs the maximum 

area in sqm for a small 

dwelling unit in the plan? 

'Show a histogram of the 

maximal area allowed for a 

small dwelling unit (in sqm) as 

documented for each plan, 

ignore values smaller than 40, 

bin for every unique value.' 
 

 

4.1s  

 

Q9: WhatÕs the maximum 

area (in sqm) for a 

dwelling unit in the plan? 

,! Omitted for low accuracy evaluation in previous ste ps   - 
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Original Question from 

Gen. & Structuring  

Visualization Prompt   API 

call 

time 

Fails 

Q10: WhatÕs the average 

area (in sqm) for a 

dwelling unit in the plan? 

,! Omitted for low accuracy evaluation in previous ste ps   - 

Q11: WhatÕs the average 

density of dwelling units 

in the plan? How many 

dwelling units per 

dunam?8 

Show a boxplot of the density 

values for the plans by year. 

ignore 0 values 
 

4.1s - redundant coloring 

of years, repeating 

colors for distinct 

values in the legend 

 

Table 6: Visualization phase Þndings 

!  

 

8 Dunam is a measurement unit equal to 1,000 sqm, a relic from the times of the Ottoman empire rule 
in the area 
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Failure Patterns & Solutions Strategies:  

,! Skipped data analysis  stages (like grouping), causing the visualization part of the 

script to fail 

Solution Strategy: 

Prompt explicitly for the required stages: ÒFirst , organize the data from 'df' in a 

way that will enable answering the query described in the task, make use of the 

preview of the dataset above. Then, create a **clean and interactive** 

visualization that allows zooming, hovering, and pa nning."  

,! Code-generation syntax errors , causing both styling and programmatic errors, for  

example:  

o! Font and color deÞnition overriding the requested d ark scheme (ÒUse 

`template='plotly_dark'`Ó ), creating white font on white background. 

o! Syntax mistakes when constrained to a speciÞc libra ry or styling directions; 

directed to use the matplotlib  library and ÒUse a black background and bright 

pastel colors for the plot, white grid lines and wh ite text.Ó  The model 

generated syntax errors trying to deÞne the color o f grid lines using an invalid 

property (Ògrid_colorÓ).  

Solution Strategy: 

o! Stating the required deÞnitions, without limiting t o speciÞc libraries or their 

properties, improved performance substantially.  

o! Stating explicit precautionary strategies such as: ÔMake sure to include the 

necessary imports at the top of your code, and only  use known syntax and 

functions.Õ 

o! Append the prompt with a reference code snippet for  the prompted diagram 

type, based on a sample dictionary of prompted diag rams and their code 

snippets.  

,! Nonsensical Visualization  that doesnÕt answer the query. For example, when the 

general prompt included ÒPlease write Python code using the plotly.express 

library to create a **clean and interactive** visua lization..Ó , it produced the 

following visualization:  
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Solution Strategy: 

Tying well the components of the task and the datas et preview (inserted variables into 

the final prompt), with the general directions in t he static prompt. For example:  

ÒPlease write Python code using matplotlib (or seab orn if appropriate) to 

answer the task with a suitably beautiful interacti ve visualization answering 

the described query.Ó 

Produced:  

 
 

!! DeÞning ÔdfÕ data instead of using available local ÔdfÕ as a variable deÞned outside 

the scope of the code, subsequently presenting a vi sualization for 4 rows of data.  

Solution Strategy:  

Tweaking the prompt language to make sure there are  no misunderstandings 

regarding the scope of the task. For example, the l anguage ÒAssume the full dataset 
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is already loaded into a pandas DataFrame called `d f`. Do not deÞne/load 'df' 

in your code. Just focus on the visualization partÓ . Had to be changed to be 

more explicit : ÒAssume the full dataset is already loaded into a  pandas 

DataFrame variable named `df` outside of the scope of your task at hand. Do not 

deÞne/load 'df' in your code. Just focus on the vis ualization part.Ó 

,! Unclear headers and legend , as they relate to the data. For example, when the  

Boolean field suggested True/False, it might be unc lear whether the True refers to 

one of the conditions described in the header (for example, the plan containing 

detailed instructions) or the other. The legend of Boolean data should usually 

describe the underlying meaning of the data rather than simply stating ÒTrue/FalseÓ.  

Solution Strategy: 

Enhancing the prompt to uniquely derive the meaning  for the legend, in the case of 

visualizing Boolean fields, from the header of the Boolean data column.  

,! Nonsensical design decisions . For example, coloring the bubbles according to th e 

years from a color ramp was misleading, as it obscu red the values represented by the 

size of the bubble, and redundant because the years  were clearly indicated on the X 

axis. 

Solution Strategy: 

Constraining the general prompt with human-like int uition guidance (trying to spell 

out the design principles, such as ÒdonÕt use color for the values that are already 

represented on the x axis in cases ofÉÓ), is both v ery API costly (in both time and 

money), and might cause coding error (as discussed earlier). Therefore, for now, the 

strategy would be to allow users to fine-tune those  aspects of the visualization using 

their prompt engineering tweaks in the user interfa ce.  

Dividing the user journey into two parts (retrievin g and structuring, and then 

visualizing) can save on the API call overhead costs and waiting time.  

,! Poor mapping capabilities result in the LLM conflating direction for spatial join with a 

simple ÔmergeÕ command. It also relies heavily on API keys, requiring libraries such as 

Mapbox, which makes it cumbersome to generate flexi ble snippets. 
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Solution Strategy: 

Current state-of-the-art solutions explore using LL M-driven natural language querying 

on GIS interfaces (such as ArcMap). Those can be more promising avenues, limiting 

the LLM within the scope of a mapping software inte rface rather than producing code 

snippets from scratch. 

Another strategy implemented here was to output the  location metadata from the task 

sent to the AI agent, to a local merge with the gen erated structured data, as metadata 

for each plan. This allowed for fine-tuning to addr ess low barriers, such as datum 

inconsistencies between local data and the most pre valent protocol used in geo 

analytics libraries as the default.   

 

Low-Resource Language 

Although the query and the original text were in He brew, most generated answers were 

in English. Another noteworthy phenomenon is that i n one of the queries, Claude resorted to 

Russian in multiple instances. 

All of which didnÕt affect performance.  

 

!  
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Discussion: Potentials and Challenges in Application 

Urban Insights from Tel Aviv 

The exemplary queries, as ideated with Tel AvivÕs Senior Urban Planning Officer and 

Knowledge Systems Manager (Idan Haus), led to some interesting planning insights 

demonstrating the potential of the tool for evaluat ing planning practices. City officials can use 

these to enhance a more informed decision-making pr ocess and monitor policy changes. 

Furthermore, advocacy groups can utilize them to ho ld city planners accountable, raise 

awareness, and instigate change.  

 

Planners Workshops  

Background and Methodology 

To assess the validity of the results and the poten tial impact of the system, a series of 

interviews was conducted with professional planners  on the final data visualizations resulting 

from the exemplary queries. Six planners were inter viewed overall, four of whom were 

employed by the city of Tel Aviv at the time of the  interview, in planning positions or adjacent 

fields (such as GIS analytics or data management). All interviewees testified to high 

proficiency in data applications for planning (aver age 4.67 out of 5).  

The interviews were designed as a ÒTest Yourself: Urban Planning Trends in Tel AvivÓ, 

where the interviewer led the planner through a ser ies of 5 questions on a Google form. In 

each question, the interviewed planner was presente d with three possible diagrams 

depicting the answer to a query, and had to select the one that was true. For an example 

question, see FIGURE 9: A question presented to planners as part of the e valuation interviews  

on the following page. For the full original form, see the QUESTIONS chapter under the 

APPENDICES. 

For each question, a reflective conversation follow ed, encouraging planners to examine 

how the data confirmed or challenged their initial assumptions. Then, the planners were 



!

! &*!

asked to evaluate on a scale of 1 to 5, how importa nt the indicator represented in the 

question was for strategic city planning decision-m aking in general. 

Lastly, the interview concluded with an open discus sion, during which the planners were 

asked to share feedback, comments, and overall insi ghts.  

 

 

Figure 9: A question presented to planners as part of the evaluation interviews 



!

! &"!

General Findings 

Overall, most planners performed quite poorly, achi eving a median score of 4/10 (each 

question was worth 2 points) in correctly identifyi ng the true data trends represented in the 

example queries. A caveat to these performance metr ics is that this dataset does not include 

all plans approved within the cityÕs borders, but rather solely those a uthorized under the cityÕs 

planning jurisdiction . In other words, some county-level authorized plan s are excluded from 

the dataset, even though they are implemented withi n the cityÕs borders and affect the 

development and quality of life in the city. In one  or two instances, the interviewees 

specifically mentioned this reason as a cause for t heir confusion.  

Yet, in most cases, the data still revealed insight s that were new even to seasoned 

professionals, those who work within the city and a re expected to be most familiar with its 

planning trends. This disconnect highlights the imp ortance of systematically structured data 

in revealing patterns that often go unnoticed, even  by those most deeply involved in the 

planning process. As one planner noted after choosi ng the wrong graph:  

ÒI didnÕt imagine the differences would be as dramatic as they appear on this map.Ó  

These moments of surpriseÑrepeated across a third o f the responses9Ñhighlight how 

structured, visualized data can challenge long-held  assumptions and spark new awareness, 

ultimately reinforcing the importance of using empi rical tools to monitor and reflect on 

planning trajectories. 

The reflective conversation itself also proved high ly beneficial in illuminating planning 

insights, as they were reflected in the data visual izations. These insights, along with the 

 

9 Out of 30 prompted reßections across 6 interviews (5 questions each), 9 included explicit expressions  
of surprise or expectation mismatch (e.g., ÒI didnÕt imagineÉ,Ó ÒI was sure it would beÉ,Ó ÒThatÕs more 
than I thoughtÓ), suggesting a disruption of prior assumptions. That is excluding comments about 
confusing the data with a more exauhstive which wou ld have included county level jurisdiction plans. 
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statistical summaries of the importance interviewee s attributed to each indicator, are 

presented in the following chapter.  

The workshops with city officials underscored the v alue of grounding quantitative 

findings in lived professional experience. Drawing on their qualitative expertise enabled a 

deeper interpretation of the data, revealing how pl anning and policy intentions were, or were 

not, effectively translated into real-world outcome s.#

 

Policy Change Monitoring 

The systemÕs outputs showed, first and foremost, a clear potential as a quantitative 

systematic tool for evaluating and understanding tr ends in policy initiation, implementation, 

and adoption. Here are a few instances exploring su ch insights:  

 

Lot-by-Lot Planning 

One of the clearest trends emerging from the struct ured data is the persistent 

dominance of lot-level planning, despite declared m unicipal goals to consolidate 

development under broader, area-based master plans and leave the detailed lot-level design 

to the permit authorization process. As seen in FIGURE 10:  HISTOGRAM OF PLANSÕ AREA VALUES 

2013-2015 , most approved plans from 2013 to 2025 are under f ive dunams10 in area, 

effectively at the parcel scale.  

The insight sparked immediate recognition among mun icipal staff. In a conversation with 

the cityÕs data team, one official expressed surprise at the pattern, noting: ÒWe were 

supposed to transition from approving planning on a  lot-by-lot basis into more encompassing 

master plans.Ó, while another planner assumed the trend correctly, yet was surprise by the 

extent of the phenomenon: ÒI expected many small plans, but not by such a dramatic margin. 

The scale of the gap surprised me.Ó Overall, 5 out of 6 of the interviewees answered t he 

question correctly.  

 

10 Equivelant to 5,000 square meters or 1.2 Acres 
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This suggests a gap between policy intent and imple mentation that may have otherwise 

gone unnoticed or been minimized in the absence of a system capable of aggregating and 

visualizing planning data at scale. 

 

 

Figure 10: Histogram of PlansÕ area values 2013-2015 

The persistence of small-scale plans not only refle cts bureaucratic inertia but also hints at 

deeper institutional or political dynamics, such as  developer-driven rezoning or bottlenecks 

in coordinating larger-scale planning. As one of th e planners suggested : ÒI was disappointed 

to see this wasnÕt reflected in the dataÑit signals a planning failure.Ó 

Planners assigned this indicator an average score o f 3.3 out of 5 (with 5 being critical and 

1 being completely negligible) in terms of its impo rtance in strategic planning. 

 

Bicycle Parking for New Housing Developments 

A second insight emerged around the inclusion of bi cycle parking in newly approved 

housing plans. As shown in FIGURE 11: Count of approved plans including bicycle parking , 

2014-2025, the share of plans requiring bicycle par king rose sharply after 2016, with a 

noticeable turning point around 2020. This trend ap pears to mirror multiple overlapping 

efforts: first, the 2016 parking cap policy, which discouraged private vehicle infrastructure in 
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transit-rich areas in parallel with accelerated dev elopment of quality cycling lanes 11, and 

second, the 2020 municipal awareness campaign promo ting active and public 

transportation. In the most recent plans, the city is witnessing a shift in planning priorities that 

is becoming increasingly diffuse. 

Notably, even without explicit regulation, the shar e of plans including bicycle parking 

grew steadily after 2020, with the initiative comin g from private-sector developments rather 

than being mandated by the city. This suggests that  the normative expectations around 

sustainable mobility had shifted, with developers v oluntarily incorporating facilities like 

sheltered bike parking.  

This is also corroborated by one of the respondents , who works in the private market and 

is a city dweller, saying: ÒI know the municipality is making major efforts around bicycle 

parkingÑthey even install bike racks for free in shared courtyards for those who request it.Ó 

 
Figure 11: Count of approved plans including bicycl e parking, 2014-2025 !

 

11 As described in conversation with Tel Aviv city pl anners: colored, sheltered, lit.  



!

! &&!

This kind of insight, connecting regulatory change,  civic campaigns, and behavioral 

shifts, would be challenging to track without syste matically structured data. Here, the AI-

based system provided a way to monitor adoption tra jectories, helping professional policy 

makers distinguish between compliance and initiativ e, and surface evolving planning norms 

over time. As one of the planners working for the c ity testified: ÒItÕs much better than I 

expected :) Honestly, IÕm not very familiar with the policy or its impact, so itÕs encouraging to 

see it has had such a dramatic effect.Ó  

Overall, four out of six interviewees answered the question correctly.  

Planners assigned this indicator an average score o f 3.3 out of 5 (with 5 being critical and 

1 being completely negligible) in terms of its impo rtance in strategic planning. Some 

acknowledged that it might be important for other t eams, like the transportation planners, 

and admitted itÕs a subjective grading.  

 

Advocacy  

The system enables non-experts to access and analyze planning data through simple 

natural language queries. This lowers the barrier f or citizens and advocacy groups to monitor 

trends and hold planners accountable. By making pla nning data more transparent and 

usable, it supports more equitable and informed civ ic participation. 

It also helps address biases embedded in how planni ng data were originally recorded 

and curated by national authorities. By enabling re sponsive parsing, the system allows 

citizens to iteratively restructure and re-visualiz e the data, giving them greater agency and 

power over how information is framed and understood . 

Overall, the system offers a powerful entry point f or community organizations, planners, 

and policy advocates. With clear, longitudinal data  in hand, they can pressure decision-

makers, challenge claims of progress, and propose m ore targeted strategies. The system 

thus enables not only retrospective evaluation but also future-facing intervention, bridging 

the gap between planning documentation and lived re alities. 
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Affordable Housing Supply 

Beyond monitoring policy shifts, the systemÕs outpu ts also highlight its potential as an 

advocacy tool, surfacing quantitative evidence that  can support claims regarding housing 

equity. One insight pertains to the gap between tot al housing approvals and the supply of 

affordable housing. Despite increased national poli cy attention and municipal programs 

aimed at boosting affordability, the number of affo rdable units approved remains 

consistently low in comparison to total new housing  approvals.  

The chart (See FIGURE 12: Approved dwelling units per year, 2014-2025) illu strates a 

sharp acceleration in total dwelling unit approvals  in recent years; however, the growth in 

affordable housing lags behind. In some years, the disparity widened, raising questions 

about the effectiveness of existing incentives or i nclusionary zoning policies. 

#
Figure 12: Approved dwelling units per year, 2014-2 025 

The increase evident from 2019 onwards may have res ulted from an amendment to the 

national building and planning law, which defined m echanisms for local planning authorities 
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to require affordable housing as part of their plan ning documents. Before the amendment, 

affordable housing was negotiated for each lot with  the developer initiating the plan. Most of 

the time, affordable units were contingent upon gra nting the developer additional building 

rights, effectively competing with other public ben efits, such as public building allocations. # #

Here's a quote from an experienced planner shedding  light on the differences in 

approval of affordable as opposed to small units, a s a policy mechanism to fight rising 

dwelling costs: 

ÒAffordable housing is increasing at a faster rate than small units, because thereÕs no 

clear policy around small units. Data is being coll ected, but the definition isnÕt 

consistentÑsometimes even an 80 sqm apartment is labeled Ôsmall,Õ which isnÕt really 

accurate. Affordable housing is more clearly under municipal responsibility, so itÕs 

being actively promotedÑand that shows up in the da ta.Ó  

Although planners assigned this indicator an averag e high score of 4 out of 5, only 

one respondent correctly identified the trend . This supports the hypothesis that important 

trends might go unnoticed due to the lack of access ible, systematically structured data.  

 

Spatial Advocacy  

!"#$%&'%()*+,-$.&/)

The spatial distribution of approved dwelling units  highlights a clear pattern of expansion 

toward the cityÕs periphery. Neighborhoods in south ern Jaffa, particularly Yaffo Daled, lead 

the urban renewal trend, while the city center rema ins relatively stagnant in housing growth. 

This visualization helps surface geographic imbalan ces in planning priorities and resource 

allocation patterns that are often invisible in tab ular datasets.  
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Figure 13: Total approved dwelling units, normalize d by area 

Planners have testified that this indicator is the most important in the set for 

strategic planning, rating it 4.5 out of 5.  It resonated with the hypothesis that making 

structured data available and accessible is crucial  to allow informed planning, as although 

they voted it the most important, only two out of t he six correctly identified the trend.  

Some were also biased by their expertise in one are a of the city, thinking it was the area 

with the most development, as they saw so many new plans approved in it. For example, in 

this quote:  ÒIÕm less familiar with the eastern and southern parts of the city, but seeing this 

makes sense. I work in the city center, where there are many residential plans [edit: so I 
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assumed the map would show a concentration there] , but they tend to be mixed-use projects 

Ñhousing and employmentÑso itÕs not the same as places like Sde Dov or HaArgazim, which 

are primarily residential.Ó 

One participant involved in citywide demographic pl anning pointed out that the 

indicator may be misleading. In their view, what ma tters for strategic planning is not the total 

number of approved units, but the net increase in h ousingÑhow many new units are actually 

added within the plan area (not double-counting the  ones that would be torn down and 

rebuilt in urban renewal projects). 

 

Summary 

These insights, made visible for the first time thr ough responsive querying, structuring, 

and visualization of legacy planning documents, exe mplify the potential of generative AI 

tools to serve as accountability instruments, suppo rting both internal governance and 

external advocacy. 

The manual equivalent of querying the system, searc hing a set of 144 documents for one 

of these questions, would have taken several full w orking days. In some cases, it can take over 

a week. The promise of the system lies in streamlin ing natural language querying, reducing 

the time required for each new query to a few minut es, making accessible not only new data 

but also new questions that were previously too cos tly to ask, let alone answer.  

As one of the planners reflected: ÒÉyou built a modelÑone that can be used as a tool 

across various topics. Each department, whether them atic or geographic, could ask its own 

question through the language model. In the past, w e tried using a basic notebook with a 

language model, but it struggled with questions tha t required conceptual understanding. 

What we need is a shared information base that conn ects to an LLM, so that senior officials 

could ask things like: ÔHow many housing units are expected to be added in District 5?Õ or 

ÔHow much land is allocated for each use, and what remains unassigned?Õ Today, getting 

answers to these questions often requires manual GI S analysis that can take weeks .Ó 
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Implementation Challenges 

While showing promise, deploying RAG and LLM-based systems in real-world 

operational contexts presents several challenges re lated to data reliability and provenance, 

process efficiency and scalability, as well as publ ic and civic trust. 

 

Data Reliability and Provenance 

Ò. . . the thing that always worries me about generative AI is that it's doing 

something really complicated and making the complex ity invisible and 

presenting a simple answerÓ Boston City Official in workshop 

!"#$$#%&'()*(%$+,(-.-/0(

When considering real-world civic implementation, L LM-based systems are prone to 

increased scrutiny. Inaccurate or incomplete result s might be mistaken for facts and erode 

public trust, misleading city officials and residen ts alike (Williams et al., 2024).  

 

Precision, Recall, and Accuracy Thresholds 

One design choice in this system was to prioritize recall over precision in the retrieval 

stage of the RAG querying. By retrieving additional  text chunks, I ensured that minimum 

relevant zoning clauses were missed, even if it mea nt including some irrelevant text chunks. 

This approach ensured completeness of context for a nswering queries (e.g., capturing all 

provisions related to the query across plans).  

Precision, on the other hand, was prioritized in th e end-to-end evaluation. Precision 

refers to the proportion of all answers that are co rrect out of the total number of answers.  

Determining the level of accuracy, precision, or re call required for the RAG+LLM system 

to yield actionable planning insights is at the hea rt of the implementation challenge. The 

dilemma lies in choosing how high these proportions need to be  for planners to trust the 

results.  
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Notably, there is no universal consensus on what constitutes ÒsufficientÓ precision in LLM 

applications; the evaluation criteria themselves ar e under debate within the research 

community (Abeysinghe & Circi, 2024).  

Urban planning decisions often carry significant st akes; for example, misidentifying a 

need for public allocation of educational instituti ons can severely hurt the local 

neighborhood population. The acceptable thresholds,  therefore, depend on plannersÕ risk 

tolerance and the use case: exploratory trend analy sis might tolerate a modest error rate, 

whereas decisions on specific projects demand near- perfect accuracy (Sarmah et al., 2024).  

Therefore, further work is needed within the planni ng and policy-making community to 

define acceptable standards for LLM accuracy for ci vic uses. It should involve a wide range of 

stakeholders (from professionals, politicians, and private companies, to community 

advocated and residents), discussing metrics that a re bound to change from one area of 

expertise to another Ð and hopefully forming a cons ensus regarding some guiding principles 

for what is acceptable and what is desired, or even  achievable, when considering AI 

technology for decision making. Those will also be subjected to iterative changes as 

proprietary models become more accurate and trustwo rthy over time. 

This work sets a precedent for involving planners i n evaluating LLM performance, 

contributing empirical and qualitative insight into  how urban professionals interpret 

structured outputs and what types and levels of err or they consider acceptable in 

neighborhood-scale population analysis. 

 

Provenance 

Provenance is defined as the ability to trace model  outputs back to source data; it is 

crucial for building trust in a planning context. Z oning documents are legal instruments, so 

any AI-generated insight must be verifiable against  the original text or maps. A core promise 

of RAG systems is improved traceability of answers:  by retrieving the relevant passages from 

the corpus, the LLMÕs response can be relatively easily traced back to the source by citing the 

appropriate context and indicating where it was fou nd (specifically, the input file).  
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Future deployed systems should incorporate a built- in method for retrieving the source 

of information cited in the structured answer, or t raced back from the point of data on a 

visualized graph. This is crucial for allowing user s to gain trust in the systemÕs outputs, 

especially in initial adoption stages.  

Moreover, provenance has been mentioned in conversa tions over the demoÕs output 

with Tel Aviv city officials, as an indispensable f eature for estimating the outputs and 

reflecting on planning practices patterns within th em. Tracing back a data point helped them 

anchor the charted data in their qualitative experi ence, measuring it against examples they 

were more familiar with and gaining intuition about  the rest of the presented data. 

 

Standartization 

The inherent system flexibility for structuring the  same data differently by different 

stakeholders also embeds a challenge in standardiza tion that might hinder comparative 

insights stemming from it. Zoning documents do not follow a uniform schema; terms, 

classifications, and even measurement units can var y widely by jurisdiction. This poses an 

inherent challenge when comparing data indicators a cross plans, let alone when the data are 

structured by different people and for various obje ctives.  

For instance, what one cityÕs ordinance calls Òmultifamily housingÓ might be termed ÒR-3 

residentialÓ or Òhigh-density residentialÓ elsewhere; floor area limits might be specified in  

square meters in one plan and described qualitative ly (e.g., Òmedium riseÓ) in another. Such 

heterogeneity complicates cross-city analysis becau se the model may not recognize two 

provisions that are phrased differently as equivale nt concepts.  

An example from our case study is the extraction of  affordable housing details: the query 

ÒHow many affordable units are in the plan?Ó had to contend with multiple terminologies in 

Hebrew plans for what constitutes affordable housin g. Without a controlled vocabulary or 

translation layer, the LLM could miss relevant cont ent or fail to group relevant fields together. 

This issue aligns with observations in planning lit erature that data inconsistencies across 

municipalities hinder systematic evaluation (Bartik  et al., 2025).  
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The broader point is that technical success in one city doesnÕt guarantee transferability: 

inter-city and intra-agency differences in zoning l anguage are an implementation hurdle, 

necessitating additional layers of normalization or  context-specific training. 

Even multiple queries by different people of the sa me dataset may yield different results 

and observations, depending on how they structure t he data and define indicators. One such 

key issue that comes to mind is how to treat missin g data. For example, if a plan does not 

mention dwelling units, can we safely assume that h ousing is not included in the plan? Or 

could this reflect inconsistent documentation pract ices? The absence of evidence is not 

always evidence of absence. This and other nuances of querying by multiple stakeholders 

render the systemÕs users free to structure the data as they see fit on one hand, and yet make 

them somewhat vulnerable to data handling assumptio ns that might mislead them, without 

careful protocols of standardization. 

 

Ground Truth and Evaluation Protocols 

Finally, labeling practices for ground truth of sys tem evaluation require further attention, 

or even an agreed-upon glossary of terms and defini tions. Manual remains the most reliable 

form of both labeling for ground truth and end-to-e nd assessment, but it is time-consuming. 

In this specific case, it also requires proficiency  and professionalism in the niche domain of 

zoning ordinances.  

An array of questions to be addressed lies ahead of  operational implementation, such as: 

-! How many labelled answers qualify for a robust enou gh dataset of ground truth 

answers? 

-! Which queries should be labeled to evaluate the sys tem's accuracy?  

-! Who is qualified to label data for ground truth col lection? 

-! Who is licensed to evaluate the data retrieved and visualized by the system end-to-

end? 

-! Should there be protocols for querying, and who sho uld be responsible for them? 



!

! '%!

-! Who would be liable in case of misleading insights or system failures? Due to the 

proprietary LLM, or due to a loose querying impleme ntation that produced poor 

results? 

-! How to make the system robust to user failures of v ague querying or misleading 

guidance? 

As systems like this scale, strategic questions around validation, revision, and stakeholder 

alignment will become increasingly critical. Cities  that fail to establish structured protocols for 

continuous oversight risk being left behindÑforced into reactive communication and crisis 

management instead of leading proactive, data-infor med planning. 

 

Process EfÞciency and Scalability 

At the current rate, a single question queried acro ss 144 planning documents can take 

several minutes. ItÕs not too long when considering  the manual equivalent; however, when 

scaling the dataset to the whole country or larger datasets, such as building permits, for 

example, this can become tenfold and evolve into a real barrier to conveniently using the 

system. Especially when considering the iterative n ature of querying for the data and the 

visualizations.  

To mitigate these challenges, enhancements can be e xplored to boost efficiency. For 

example, caching previously retrieved answers and g enerated visualizations could eliminate 

redundant computation for frequently asked question s.  

Query batching and vector-based filtering could red uce the number of chunks passed to 

the model, especially when specific queries target known fields.  

For visualization steps, fine-tuned local models co uld be used to reduce latency.  

Finally, asynchronous user interface design, where loading states or staged responses 

guide user expectations, can improve perceived perf ormance even when back-end 

operations take several seconds to complete. 
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Conclusions 

This thesis presents Urban Data Memory, a novel app lication of generative AI that parses 

and visualizes legacy zoning documents to support u rban planning evaluation and decision-

making. This work addresses a fundamental barrier i n planning practice: the lack of 

structured, readily accessible data on past plannin g decisions.  

Urban plans and zoning archives are often locked in  unstructured PDFs, making 

systematic analysis laborious to nearly impossible.  By leveraging large language models 

(LLMs) in a Python notebook modular agentic pipelin e, this approach transforms a decade of 

static planning documents into a queryable ÒmemoryÓ of urban development, enabling 

planners and researchers to examine historical deci sions with unprecedented flexibility and 

efficiency. 

 

Key Contributions !

The system integrates retrieval-augmented generation (RAG)  with structured data 

extraction and responsive visualization. An input o f natural-language query is augmented 

with relevant text chunks retrieved from the approp riate planning documents (for each of the 

plans in a corpus of ~150 Tel Aviv masterplans) via  a vector cosine similarity check and a 

planning terminology glossary word-search enhanceme nt; an LLM (e.g, Claude) then 

generates an answer from this context, which is sub sequently parsed into a structured JSON 

format (using OpenAI), and visualized with an semif ormal coding agent (Claude Haiku).  

This three-stage pipeline (querying '  structuring '  visualization) proved effective at 

unlocking information from semi-structured zoning p lans. It bridges the gap between static 

legacy data collection and real-time policymaking b y turning archival texts into live, 

queryable data. The result is an interactive tool t hat not only answers questions about past 

plans but also presents the answers visually for im mediate reflection and insight. 
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Outcomes and Evaluation 

An end-to-end evaluation demonstrated the viability  of LLM-powered quantitative 

evaluation of past planning policies. The system ac hieved approximately 85.45% precision in 

answering a diverse set of 11 representative querie s when compared against ground-truth 

data from 40 plans. Most answers aligned with manua l readings of the documents, a 

promising level of accuracy for an automated approa ch. Crucially, the tool 

provides actionable insights : it can, for example, reveal trends in sheltered b icycle parking 

approvals or report on the status of affordable hou sing plans over the past decade.  

Such questions could not be answered previously wit hout a laborious manual review of 

dozens or hundreds of files. The time savings are s ubstantial; what would have taken city staff 

days of archive searching for each question can now  be done in minutes. By streamlining 

querying and analysis, the system effectively lower s the bar for asking new questions, 

encouraging a more inquisitive and evidence-driven planning culture.  

Planners, decision-makers, and researchers can leve rage generative AI to explore 

historical policy trends or implementation outcomes  that were previously too time-

consuming to look into. This capability to quickly ÒrememberÓ and analyze the past is a 

significant step toward more reflective and data-in formed urban planning practice. 

 

SigniÞcance for Urban Planning Practice 

The findings of this research highlight how generat ive AI can aid urban planning in 

learning  from its own history . Planning scholars have long noted a dearth of sys tematic 

evaluation of past plans, due in part to data that is unstructured or buried in archives. This 

project begins to fill this gap by flexibly structu ring legacy planning data into a form that 

todayÕs planners can query and interpret. In doing so, it enables a mode of evidence-based 

retrospection that was previously inaccessible. Pla nners and analysts can quantitatively 

examine patterns in past zoning decisions, from par king requirements to affordable housing 

provisions, and assess their trajectory over time.  
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This contributes to a more accountable and reflecti ve practice, where policies can be 

adjusted in light of past performance. Indeed, the research demonstrates that even in a low-

resource language  context (Hebrew planning documents), state-of-the- art LLMs can be 

harnessed to extract meaningful data, suggesting th at the approach is robust and 

transferable. By turning non-digitized or non-tabul ar information into a structured database, 

we effectively created a mirror for the cityÕs planning history. This responsive archive allows 

city officials to identify what has been tried, whi ch policies have proliferated or waned, and 

where there may be disconnects between plan intenti ons and outcomes.  

 

Governance, Accountability, and Data Justice 

Broad implications for urban governance and the dem ocratization of information lie in 

making the content of zoning documents queryable on  demand. Generative AI tools can 

serve as accountability instruments, supporting bot h internal governance and external civic 

oversight.  

For governmental agencies, the system provides a me ans to monitor and evaluate policy 

implementation over time, for example, by tracking whether recent plans align with stated 

goals on sustainability or housing. Trends that wer e once invisible in stacks of paperwork are 

brought to light, informing data-driven adjustments  to policy.  

For the public and advocacy groups, opening up thes e data levels the informational 

playing field, lowering the entry bar for deriving quantitative insights from planning data. 

Citizens, community organizers, and journalists can  ask pointed questions about planning 

decisions and get answers without needing specializ ed expertise or weeks of research. It 

empowers communities to extract and analyze data fr om formal planning documents 

independently, on their own terms, allowing them a share in the data sovereignty through the 

restructuring process.  

This aligns with principles of data justice and tra nsparency, aiming to include more 

voices in evaluating how cities are shaped. When pe ople can easily access planning 
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information, it fosters greater trust and engagemen t in design processes, as well as 

warranted criticism where due, thereby strengthenin g civic participation. 

At the same time, a critically aware perspective is  essential when integrating AI into 

urban governance. While the results of this project  are encouraging, no AI system is infallible. 

Tools like Urban Data Memory must be deployed with careful attention to reliability, bias, and 

transparency. There is a risk that complex AI proce sses can make their outputs appear as 

simple Òfacts,Ó potentially obscuring uncertainties or errors.  

To mitigate this, it is essential to incorporate pr ovenance features and validation 

workflows. Every answer or chart produced by the sy stem should be traceable back to its 

source in the original documents. In the prototype,  we addressed this by having the LLM cite 

the plan ID; however, future implementations should  strengthen this link (for instance, by 

allowing users to click on a data point and view th e originating document passage).  

Such measures are crucial for maintaining public tr ust, as planners and citizens will 

rightfully question the findings generated by AI. P roviding an easy way to verify information 

can help ensure the tool augments human decision-ma king rather than misleading it. In 

essence, the success of this approach in practice w ill depend not only on technical accuracy 

but also on governance frameworks; protocols for ov ersight, clarity on who is responsible for 

the AIÕs outputs, and training for users to interpr et results cautiously.  
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Future Research 

Looking ahead, this research opens several avenues for future work to broaden the systemÕs 

impact and generalize its approach. Key expansion d irections include: 

 

More Data Types 

Extend the pipeline to handle a broader range of da ta, including scanned 

documents (utilizing OCR to parse older or non-digi tal records), GIS layers and spatial 

data (enabling the analysis of maps and geographic information alongside text), and raster 

images such as schematic drawings or historic land- use maps. Supporting these formats 

would bring the system closer to a complete picture  of planning information, moving closer 

to a holistic urban data platform. 

 

Diverse Use Cases  

Explore applications for parsing other urban govern ance and civic datasets. For instance, 

the methodology could be applied to 311 service req uest logs or city complaint databases, 

enabling pattern analysis in citizen reports. 

 Another example is processing participatory planni ng inputs or community meeting 

transcripts to summarize trends in public feedback.  Broadening the use cases to domains 

such as infrastructure maintenance, public engageme nt, or environmental monitoring would 

demonstrate the approach's versatility and help var ious city agencies automate the parsing of 

free-form text data for informed decision-making.  

In essence, the system can evolve from a zoning-foc used tool to a general urban data 

query assistant, assisting various facets of city management. 



!

! (*!

 

Cross-Dataset Triangulation 

The next logical step in taking this research furth er is to triangulate the structured zoning 

data with planning outcome indicators, such as resi dentsÕ satisfaction surveys, real estate 

market trajectories, pollution rates, or transporta tion data. By linking the policiesÕ  intentions 

and coherence,  as shown in the plansÕ data (extracted by the syst em), with the 

concrete outcomes , researchers can come closer to quantitatively eva luating the planning 

impacts.  

For example, we could draw lines between planned ap proved affordable housing 

provisions in plans, and subsequent changes in loca l housing prices or construction rates. An 

approach already hinted at by recent work that used  LLMs to derive zoning strictness 

measures and correlate them with housing market out comes (Bartik et al., 2025).  

Similarly, linking data on parking requirements to traffic or emissions outcomes, or open 

space requirements to health indicators, would prov ide an empirical feedback loop for 

planning policies. This across-datasets analysis wo uld require gathering and aligning 

disparate data sources, but it could transform the system into a tool for not just querying 

plans in isolation, but for testing hypotheses abou t planning decisions and urban outcomes 

in tandem. 

 

Enhanced Provenance and Transparency 

Future iterations should build upon the importance of explainability by incorporating 

more robust provenance features. This means every a nswer or visualization the system 

produces should be accompanied by clear citations o r references to the source documents 

(e.g. plan name, section, or even a direct excerpt) .  

Improving the user interface to highlight these sou rces, such as interactive charts where 

clicking a bar reveals the underlying text, will ma ke the tool more trustworthy and useful, 

especially in professional or public scrutiny conte xts, as extensively discussed under the 

CONCLUSIONS chapter. 
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Inclusive User Experience  

As the tool evolves, it should be accessible to a b road range of users at different levels of 

data expertise. This can be achieved through user-c entered design refinements, such as 

intuitive query interfaces (possibly in multiple la nguages), guided and exemplary query 

suggestions, and explanatory output that is easy to  understand, enhancing the graphs with 

clear interpretations. Training modules and help fe atures could also help non-experts 

confidently explore planning data with the system.  

By lowering technical barriers, the platform can em power grassroots groups and the 

general public, not just planners or data analysts.  In turn, this inclusivity reinforces the 

systemÕs civic value, as a broad spectrum of stakeholders can engage with and learn from 

urban planning information, thereby fostering great er public participation and oversight.  

 

Transferability to Other Jurisdictions 

Ultimately, further research is necessary to evalua te the systemÕs adaptability in diverse 

geographic and governmental contexts. Every city or  country has its own planning 

terminology, regulations, and document formats; thu s, deploying Urban Data Memory in 

another country, or even at a national scale in Isr ael, will pose new challenges.  

Applying a similar system in a different jurisdicti on would help highlight the challenges 

inherent to the framework, regardless of the nature  of the planning documentsÕ 

idiosyncrasies. Apart from the initial adaptations for language and a professional terminology 

glossary, other issues may arise from the format of  the data and the questions that prompt 

planning in the discussed jurisdiction.  

Applying similar systems in other jurisdictions wou ld also help advance a more data-

driven culture in citiesÕ planning, where any city can readily tap into the accumulated 

planning knowledge, learning both from its own past  and from other citiesÕ policy and 

planning initiatives to inform a smarter, more just  urban future. 
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Each of these future directions builds on the found ation laid by this thesis, pushing the 

boundaries of how AI and urban data can intersect. The common thread is expanding the 

utility and reach of AI-driven planning evaluation,  whether by incorporating richer data, 

supporting new use cases, ensuring trustworthy oper ation, or reaching a broader audience 

and geographic locations.  

As city planners and civic technologists continue t o experiment with large language 

models and other AI tools, the hope is that Urban Data Memory  serves as a stepping stone Ña 

demonstration that, with thoughtful design, we can transform our sprawling archives of plans 

into living, actionable intelligence. By doing so, we take a significant step toward more 

reflective governance and inclusive data-driven pla nning, ensuring that the lessons of the 

past genuinely inform the cities of the future. 

!  
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Appendices 

 

Appendix 1: Headers of Origianl Documents for Chunk ing 

HereÕs a list of the headers by which zoning guides were chunked for RAG querying: 
No. Hebrew Header English Translation 

 (as shows on the original zoning guides)      

1. !"#$"%$&"$$'%#()*"(  PlanÕs classification and identification 

1.1 +,%#()*"(%$-&./%#()*"(  PlanÕs Name and Number 
1.2 +01%#()*"(  Area 
1.4 &"$$'%#()*"(  Classification 

1.5 -2$,%#()*"(  Location 

1.5.1 *($*",%)33"",  General Details 

1.5.2 !"#$%&'($) & Location Description 

1.5.3 /+$"$(%-2$-"$(%4()*"(%$#(""1&$( & Local authorities in the plan  

1.5.4 )($4$(%+4#5%13#%#()*"( & Addresses where the plan is valid 

1.5.5 '$+",%$132$(%4()*"( & Parcels and lots in the plan 

1.5.6 '$+",%"+*", & Old lots 

1.5.7 -'/+",%6%(7"%+01%-()*"$(%2$8-$(%
+37%*/+-$%)132$( &

Lots from previous plans that werenÕt listed 
as parcels 

1.5.8 -/14"%()*$5%'$43",%4()*"( & Planning areas bordering the plan 

1.6 "1&%4"5%#()*"(%34"5%()*"$(%-7$+/$(%
2$8-$( &

Relation between this plan and previously 
approved plans 

1.7 -&-)"%#()*"( & PlanÕs documents and appendices 

1.8 493"%9*""5 & Stakeholders 

1.8.1 -'"+%#()*"( & Petitioner 

1.8.2 "!, & Initiator 

1.8.4 9$/:%#()*"(%$493"%-2;$9 %PlanÕs head editor and consulting experts 

1.9 #'8/$(%4()*"( % Definitions 

2. -0/(%#()*"( % Objective of the plan 

2.2 9"2/"%#$/7$(%#()*"( %Key provisions 

3. 043(%"9$8"%2/29%$(7"%+01%4()*"( %Land uses table and lots in the plan 

3.2 043(%+01", % Areas table for the different land uses 

4. "9$8"%2/29%$+"-$+", %Land uses and allowed uses 

5. 043(%!)$"$(%$#$/7$(%4*"# %Building rights and building directives table 

6. #$/7$(%*$&.$( %Additional instructions 

7. 4";$9 %Implementation 
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Appendix 2: Prompts Used in the API Calls 

Answer Generation 

This prompt was used in calls to Claude-3.5-Sonnet in the first step of the system, 
constructing a free-text generated set of answers t o the natural language query, looping over 
the entire set of documents: 
prompt  = f """  
            You are an expert in analyzing urban pl anning documents.  
            Below is relevant context extracted fro m a planning document (plan number: 
{ plan_number } ).  
             
            **Context:**  
            { context_text }  
 
            **Question:**  
            { query }  
 
            Please provide a concise and structured  answer based on the context above.  
            """  
 

Structuring 

This prompt was sent to GPT-4o to structure the set  of free-text generated answers from the 
RAG process: 

  reference_prompt  = ""  
        if  query_reference : 
            reference_prompt  = f " \n The following reference categories have been 
identified from previous responses: \n { query_reference } \n "  
            reference_prompt  += "GPT should first rely on these categories before 
creating new ones. \n "  
 
        prompt  = f """  
        Given the following query and its text-base d answers, suggest a JSON structure 
with key-value pairs.  
        For each key-value pair in the free-text an swers, generate two key-value 
pairs: one in which the key is "plan id" and the va lue is the plan unique identifier,  
        and one pair where the key is "answer", and  the value is the generated 
strucutred answer.  
        Choose a structured answer that best repres ents the input text answer as a 
concise datapoint and that best answers the query.  
        Retain the original format of the answers b y keeping one answer per plan. Each 
unique key represents a plan.  
        For the strucutred answers formats, conside r the following:  
        - organize the answers quantitatively into datapoints.  
        - Ensure that numerical values are represen ted as float or int,  
        - ensure boolean values are set as true/fal se  
        Make sure the keys are consistent across al l plans.  
        In case of multiple correct answers, choose  the max value. If unavailable, 
record null or 0.  
        You can assume that if the answer to the qu ery mentions there was no data to 
answer the question than the quantitative  
        datapoint would be 0. DO NOT MAKE UP DATA Y OU HAVEN'T FOUND IN THE INPUT 
ANSWERS. 
         
        For reference, here's a good implementation  for the query " "#$%&'$#()*+($,-.*/ ?"  
        these were the free text answers:  
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            "507-0444091": "Based on the context pr ovided, the area of the plan ( %&'$
#()*+( ) is 3.777 dunams ( -.*/ ). \n\n This information appears twice in the given 

text: \n\n 1. At the beginning: \" %&'$#()*+($01222$-.*/ \"\n 2. In the table of quantitative 
data: \" 3.777 %&'$#()*+($,-.*/ \"\n\n Both instances consistently state that the plan are a is 
3.777 dunams.",  
            "507-0595439": " 34$5+$#"+-3$#".5+3$,('+4($#6&37$%&'$#()*+($#.8$92199:$-.*/ ."  
        Here are them structured as key-value pairs  dictionary with float values:  
        '''  
            {{  
                "plan_id": "507-0444091",  
                "answer": 3.777  
            }} ,  
            {{  
                "plan_id": "507-0595439",  
                "answer": 27.221  
            }}  
        '''  
        { reference_prompt }  
 
        Query: { query }  
 
        Answers:  
        { json . dumps( answers , ensure_ascii =False , indent =2) }  
 
        The JSON structure should focus on organizi ng information in a way that allows  
        quantitative analysis. Keep a flat format. Provide only the JSON structure, 
without explanations.  
        """  

 

Visualization 

This prompt was sent to Claude-Haiku-3 to generate code snippets for data visualization: 

   prompt  = f """You are a Python data analysis and visualization  specialist.  

 

    Here is a preview of the dataset:  

    { preview }  

 

    Task: { user_query }  

 

    Please write Python code using plotly.express l ibrary, or matplotlib (or seaborn 

if appropriate) to answer the task with a  

    corresponding beautiful interactive visualizati on - answering the described query.  

    Assume the full dataset is already loaded into a pandas DataFrame variable named 

`df` outside of the scope of your task at hand.  

    Do not define/load 'df' in your code. Just focu s on the visualization part.  

    Make sure the code runs without error and shows  the plot.  

 

    For Histograms, use as many bins as possible.  

 

    Use a black background and bright neon colors f or the plot (prefer one of these: 

#FF4382/#05F3FF/#1CFF59/#FFFD10/#FF9200) with some transperancy, and white text.  
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    First, organize the data from 'df' in a way tha t will enable answering the query 

described in the task,  

    make use of the preview of the dataset above. T hen, create a **clean and 

interactive** visualization that allows zooming,  

    hovering, and panning.  

 

    Make sure to include the necessary imports at t he top of your code, and only use 

known syntax and functions. Do not include any  

    libraries that require API keys.  

    """  
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Appendix 3: Test-yourself questionnaire 

Questions
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