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Abstract
This thesis explore dynamics in source coding and channel coding.
We begin by introducing the idea of distortion side information, which does not directly depend on the source but instead affects the distortion measure. Such distortion
side information is not only useful at the encoder but under certain conditions knowing it
at the encoder is optimal and knowing it at the decoder is useless. Thus distortion side
information is a natural complement to Wyner-Ziv side information and may be useful in
exploiting properties of the human perceptual system as well as in sensor or control applications. In addition to developing the theoretical limits of source coding with distortion side
information, we also construct practical quantizers based on lattices and codes on graphs.
Our use of codes on graphs is also of independent interest since it highlights some issues in
translating the success of turbo and LDPC codes into the realm of source coding.
Finally, to explore the dynamics of side information correlated with the source, we
consider fixed lag side information at the decoder. We focus on the special case of perfect
side information with unit lag corresponding to source coding with feedforward (the dual
of channel coding with feedback). Using duality, we develop a linear complexity algorithm
which exploits the feedforward information to achieve the rate-distortion bound.
The second part of the thesis focuses on channel dynamics in communication by introducing a new system model to study delay in streaming applications. We first consider an
adversarial channel model where at any time the channel may suffer a burst of degraded
performance (e.g., due to signal fading, interference, or congestion) and prove a coding
theorem for the minimum decoding delay required to recover from such a burst. Our coding theorem illustrates the relationship between the structure of a code, the dynamics of
the channel, and the resulting decoding delay. We also consider more general channel dynamics. Specifically, we prove a coding theorem establishing that, for certain collections of
channel ensembles, delay-universal codes exist that simultaneously achieve the best delay
for any channel in the collection. Practical constructions with low encoding and decoding
complexity are described for both cases.
Finally, we also consider architectures consisting of both source and channel coding
which deal with channel dynamics by spreading information over space, frequency, multiple
antennas, or alternate transmission paths in a network to avoid coding delays. Specifically,
we explore whether the inherent diversity in such parallel channels should be exploited at
the application layer via multiple description source coding, at the physical layer via parallel channel coding, or through some combination of joint source-channel coding. For on-off
channel models application layer diversity architectures achieve better performance while
for channels with a continuous range of reception quality (e.g., additive Gaussian noise
channels with Rayleigh fading), the reverse is true. Joint source-channel coding achieves
the best of both by performing as well as application layer diversity for on-off channels and
as well as physical layer diversity for continuous channels.

Supervisor: Gregory W. Wornell
Title: Professor of Electrical Engineering and Computer Science
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Chapter 1

Introduction
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Communication channels, data sources, and distortion measures that vary during compression or communication of the data stream are the focus of this thesis. Specifically,
our goal is to understand how such model dynamics affect the fundamental limits of communication and compression and to understand how to design efficient systems. The key
differences between static and dynamic scenarios are knowledge and delay: learning the
system state and averaging over a long enough period essentially makes these two scenarios
equivalent. Thus our main questions can be summarized as “What are the effects of distributed, imperfect, or missing knowledge of state information?” and “What are the effects
of delay constraints?”. After outlining our approach to these questions in the rest of this
chapter, we explore the former mostly in the context of source coding in Part I and the
latter mostly in the context of channel coding in Part II.

 1.1 Distributed Information in Source Coding
 1.1.1 Distortion Side Information
In the classical source coding problem, an encoder is given a source signal, s, and must
represent it using R bits per sample. Performance is measured by a distortion function,
d(s, ŝ), which describes the cost of quantizing a source sample with the value s to ŝ. In
many applications, however, the appropriate distortion function depends on a notion of
quality which varies dynamically and no static distortion model is appropriate.
For example, a sensor may obtain measurements of a signal along with some estimate of
the quality of such measurements. This may occur if the sensor can calibrate its accuracy
to changing conditions (e.g., the amount of light, background noise, or other interference
present), if the sensor averages data for a variety of measurements (e.g., combining results
from a number of sub-sensors) or if some external signal indicates important events (e.g.,
an accelerometer indicating movement). Clearly the distortion or cost for coding a sample
should depend on the dynamically changing reliability.
Perceptual coding is another example of a scenario with dynamically varying notion of
distortion. Specifically, certain components of an audio or video signal may be more or less
sensitive to distortion due to masking effects or context [85]. For example errors in audio
samples following a loud sound, or errors in pixels spatially or temporally near bright spots
or motion are perceptually less relevant. Similarly, accurately preserving certain edges or
textures in an image or human voices in audio may be more important than preserving
background patterns/sounds.
In order to model the dynamics of the distortion measure, we introduce the idea of
distortion side information. Specifically, we model the source coding problem as mapping
a source, s, to a quantized representation, ŝ, with performance measured by a distortion
function that explicitly depends on some distortion side information q. For example, one
possible distortion function is d(s, ŝ; q) = q · (s − ŝ)2 where the error between the source and
its reconstruction are weighted by the distortion side information.
Intuitively, the encoder should tailor its description of the source to the distortion side
information. If q is known at both the encoder and the decoder, this is a simple matter.
But in many scenarios, full knowledge of the distortion side information may be unavailable.
Hence we explore fundamental limits and practical coding schemes when q is known only
at the encoder, only at the decoder, both, or neither.
We show that such distortion side information is not only useful at the encoder, but
that under certain conditions knowing it at the encoder is as good as knowing it everywhere
20

and knowing it at the decoder is useless. Thus distortion side information is a natural
complement to the signal side information studied by Wyner and Ziv [189] which depends
on the source but does not affect the distortion measure. Furthermore, when both types of
side information are present, we show that knowing the distortion side information only at
the encoder and knowing the signal side information only at the decoder is asymptotically
as good as complete knowledge of all side information. Finally, we characterize the penalty
for not providing a given type of side information at the right place and show it can be
arbitrarily large.

 1.1.2 Fixed Lag Signal Side Information
Most current analysis of the value of side information considers non-causal signal side information. But in many real-time applications such as control or sensor networks, signal
side information is often available causally with a fixed lag. For example, consider a remote
sensor that sends its observations to a controller as illustrated in Fig. 1-1 (reproduced from
Chapter 5). The sensor may be a satellite or aircraft reporting the upcoming temperature,
wind speed, or other weather data to a vehicle. The sensor observations must be encoded
via lossy compression to conserve power or bandwidth. In contrast to the standard lossy
compression scenario, however, the controller directly observes the original, uncompressed
data after some delay. The goal of the sensor is to provide the controller with information
about upcoming events before they occur. Thus at first it might not seem that observing
PSfrag replacements
the true, uncompressed data after they occur would be useful.

Source s [i]

Sensor

Compressed data m
Delay

Controller

ŝ [i]

s [i − ∆]

Figure 1-1. A sensor compresses and sends the source sequence s [1], s [2], . . ., to a controller which
reconstructs the quantized sequence ŝ [1], ŝ [2], . . ., in order to take some control action. After a delay or lag
of ∆, the controller observes the original, uncompressed data directly.

In Chapter 5 we study how these delayed observations of the source data can be used.
Our main result is that such information can be quite valuable. Specifically, we focus on the
special case of perfect side information with unit lag corresponding to source coding with
feedforward (the dual of channel coding with feedback) introduced by Pradhan [144]. We
use this duality to develop a linear complexity algorithm which achieves the rate-distortion
bound for any memoryless finite alphabet source and distortion measure.

 1.2 Delay Constraints
Delay is of fundamental importance in many systems. In control, delay directly affects
stability. For interactive applications such as Voice over IP (VoIP), video-conferencing,
and distance learning, delays become noticeable and disturbing once they exceed a few
hundred milliseconds. Even for non-interactive tasks such as Video-on-Demand and other
streaming media applications, latency is a key issue. Some of the existing work on delay and
latency includes the design and analysis of protocols aimed at minimizing delay or latency
21

due to congestion in wired networks such as the Internet [116, 15, 61, 113, 8, 26, 88, 22, 39,
182, 90]. Essentially, such research studies how to efficiently allocate resources and control
queues to minimize congestion when possible and fairly distribute such congestion when it is
unavoidable. Even with the best protocols, algorithms, and architectures, the decentralized
nature of communication networks implies that aggressive use of shared resources will result
in some amount of dropped or delayed packets just as increased utilization of a queue will
result in longer service times.
Other work considers delay in various forms through the study of error correction codes
and diversity schemes to provide robustness to time-varying channel fluctuations such as
signal fading, shadowing, mobility, congestion, and interference [141, 35, 23, 93, 204, 97, 135,
28,7,6,5,32]. Traditional methods of providing reliable communication usually rely on powerful error correcting codes, interleaving, or other forms of diversity to achieve robustness.
While such traditional methods are highly suited to minimizing the resources required to
deliver long, non-causal messages (e.g., file transfers), they are not necessarily suitable for
minimizing delay in streaming applications.
In contrast to previous work, this thesis focuses on how to encode information streams to
allow fast recovery from dynamic channel fluctuations. Thus the key difference from protocol
design is in the use of coding.1 The key difference between previous coding approaches and
this work is the focus on the delay required to continuously decode a message stream as
opposed to the delay required to decode one message block. To illustrate the new paradigm,
consider the difference in transmitting a file versus broadcasting a lecture in real-time. One
portion of a file may be useless without the rest. Hence, in sending a file, delay is naturally
measured as the time between when transmission starts and ends. Performance for file
transfers can thus be measured as a function of the total transmission time e.g., as studied
in the analysis of error exponents.
By contrast, a lecture is intended to be viewed or heard sequentially. Hence, delay is
naturally measured as the lag between when the lecturer speaks and the listener hears.
The minimum, maximum, or average lag is thus a more appropriate measure than the
total transmission time. This thesis addresses these issues by examining fundamental limits
and developing practical techniques for data compression, error correction, and network
management when delay is a limited, finite resource. A brief discussion of several facets of
the general system design problem follow.

 1.2.1 Streaming Codes For Bursty Channels
In many scenarios, communication suffers from occasional bursts of reduced quality. In the
Internet, bursts of packet losses can occur when router queues overflow, while in wireless
applications interference from a nearby transmitter or attenuation due to movement (e.g.,
fading or shadowing) can both hamper reception. How should a system be designed to allow
quick recovery from bursts without incurring too much overhead during periods of nominal
operation?
One common approach to dealing with bursts is to use interleaving. However, their is
a trade-off in choosing long interleavers to spread data symbols out beyond the burst and
choosing short interleavers to limit delay. Furthermore certain coding structures may be
better matched to a particular interleaver than others [99]. Finally, there is no reason to
believe that simply interleaving existing coding schemes is optimal.
1
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Of course, both protocol design and coding are important and ideally should be considered together.

Hence, before evaluating the performance of existing systems, it is useful to characterize
the fundamental performance limits in the presence of bursts. Using tools from previous
work on bursty channels [62] [69], we derive an upper bound on the communication rate as
a function of the burstiness and delay. For example, consider a system which must correct
any burst of B erased packets with a decoding delay of T. We show that such a system must
have rate at most
T
R≤
(1.1)
T+B
in the sense that a fraction 1 − R of each packet must carry redundant information (e.g.,
parity check bits).
Alternatively, consider a system where occasionally a burst of packets suffers a higher
error rate (e.g., due to fading or interference). Specifically, imagine that nominally packets
are received without error, but occasionally a burst of B packets are received where each bit
in the packet may be flipped with probability p. If any such burst can be corrected with
delay T, then our bounds indicate that the system must have rate at most
R≤

T
B · [1 − Hb (p)]
+
T+B
T+B

where Hb (p) is the binary entropy function.
Generally, a system which must correct any burst of B degraded packets with a decoding
delay of T must have rate at most
R≤

T · I(x; y |θG ) B · I(x; y |θB )
+
T+B
T+B

(1.2)

where I(x; y |θG ) and I(x; y |θB ) specify the mutual information for nominal and degraded
packets respectively. Optimal codes which achieve this trade-off can be designed by combining a special kind of incremental coding with a matched interleaver and incremental
decoding.
While our general construction for arbitrary channel models is based on a random coding argument (and hence too complex to implement directly), it suggests efficient practical
implementations. Specifically, our random coding construction illustrates a direct connection between the structure of good codes and the dynamics of the channel. This connection
suggests that instead of designing codes to optimize minimum distance, product distance,
or similar static measures of performance, code design must explicitly take into account
the channel dynamics to achieve low decoding delays. For example, the code structure in
Fig. 1-2 [119] achieves the minimum delay required to correct bursts of a given length and
illustrates the connection between channel dynamics and code design. These issues are
discussed in more detail in Chapter 7 and practical code constructions are considered in
Chapter 8.

 1.2.2 Delay Universal Streaming Codes
While bursts of packet losses, interference, fading, etc., are common channel impairments
they comprise only a small class of all possible channel degradations. In some applications, a
system may need to be robust to a variety of channel conditions. For example, in a broadcast
or multicast system, different users may receive the same signal over different channel
conditions and the best possible decoding lag may be different for each user depending
on the received channel quality. Even for a single user, the best possible lag may vary
23
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z −λ

z −λ
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z −(2s+1)λ

..
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..
...
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x(m−1)s+1
[i]

z −λ

..

systematic
output
(2s + ms,
s + ms)
systematic
RS Code
parity
output
ms+s
xms+1
[i]

Figure 1-2. An encoding structure designed to correct bursts of λs consecutive lost packets with delay
λ(ms + 1) with a rate (ms + 1)/(ms + 1 + s) code where λ, m, and s can take any non-negative integer values
chosen by the system designer. The ith message, s [i], is divided into ms + 1 equal size pieces (denoted s 0 [i],
s1 [i], . . ., sms [i]), interleaved, encoded with a systematic Reed-Solomon code and collected into ms + 1 + s
pieces to produce the coded packet x [i]. Bold lines/symbols indicate vectors. Note that the code parameters,
m, s, and λ, are directly connected to the decoding delay and correctable burst length.

throughout the transmission as the channel varies. Although, traditional codes may be
applied to such scenarios, they may be far from optimal. Hence a channel code which is
good for a large class of degradations (e.g., as opposed to being optimal only for bursts)
may be desirable.
Our goal is to compute the best possible delays or lags and design systems which achieve
them. Essentially, we wish to study transmission of a single message which can be received
over a collection of channel ensembles denoted by {Θi } and defined in detail in Section 9.2 of
Chapter 9. The decoding delay will of course depend upon the particular channel conditions
encountered. But, codes which minimize delay for Θ may be poor for Θ 0 . Therefore,
achieving good overall performance depends on designing codes which perform well for each
Θ ∈ {Θi }.
For example, in a multicast scenario, user i may receive the signal over channel ensemble
Θi . Similarly, even with only a single receiver, there may be some uncertainty about the
channel or the channel may act differently at different times and each Θ i may correspond
to one such possible channel. Ideally, we would like a system which achieves the minimum
possible decoding delay for each possible channel condition.
Robust communication over different types of channels has been studied with the traditional broadcast channel model [43], the compound channel model [101, 187, 25] and more
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recently the static broadcast model [163,164] and digital fountain codes [31,32,33,114]. Essentially, these models all consider scenarios with different messages, mutual information, or
optimal channel input distributions for the different receivers. In contrast, we are interested
in channels with different dynamics.
For example, as illustrated by the two erasure channel output sequences in Fig. 1-3 (reproduced from Chapter 9), two channels may be able to support the same information rate,
but have different dynamics. Specifically, even though the channel outputs in Fig. 1-3(a)
and Fig. 1-3(b) have the same number of erasures, these erasures are clumped together
in the former and spread out in the latter. Intuitively, these different kinds of channel
dynamics may result in different delays or require different coding structures.


(a) Erasure pattern with erasures occurring in clumps.


(b) Erasure pattern with erasures occurring far apart.

Figure 1-3. Channels with same number of erasures but different dynamics.

To illustrate the shortcomings of using traditional block codes, consider a packet loss
channel which behaves in one of two possible modes. In the first mode corresponding to
Fig. 1-3(b) and denoted Θ1 , no more than 1 packet is lost within a given window of time.
In the second mode corresponding to Fig. 1-3(a) and denoted Θ2 , up to 3 packets may be
lost in the time window of interest.
With a traditional block code, the transmitter could encode each group of 9 source
packets, s [0], s [1], . . ., s [8] into 12 coded packets, x [0], . . ., x [11] using a systematic (12, 9)
Reed-Solomon (RS) code (or any other equivalent Maximum Distance Separable code).
With this approach, any pattern of 3 (or less) packet losses occurring for channel Θ 2 can
be corrected. But, on channel Θ1 , if only x [0] is lost, the soonest it can be recovered is
when 9 more coded packets are received. Evidently the system may incur a decoding delay
of 9 packets just to correct a single packet loss.
To decrease the delay, instead of using a (12, 9) code, each block of 3 source packets
could be encoded into 4 coded packets using a (4, 3) RS code. Since one redundant packet
is generated for every three source packets, this approach requires the same redundancy as
the (12, 9) code. With the (4, 3) code, however, if the channel is in mode Θ 1 and only x [0]
is lost, it can be recovered after the remaining 3 packets in the block are received. Thus the
(4, 3) system incurs a delay of only 3 to correct one lost packet. While this delay is much
smaller than with the (12, 9) code, if more than one packet in a block is lost on channel Θ 2 ,
then decoding is impossible with the (4, 3) code.
Both practical block codes as well as traditional information theoretic arguments are
not designed for real-time systems. Thus we see that minimizing delay for minor losses
from Θ1 and maximizing robustness for major losses from Θ2 are conflicting objectives. Is
this trade-off fundamental to the nature of the problem, or is it an artifact of choosing a
poor code structure? We show that in many cases of practical interest, there exist better
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code structures which are universally optimal for all channel conditions. Specifically, for
the packet loss example, there exist codes with both the low decoding delay of the (4, 3)
code and the robustness of the (12, 9) code. Chapter 9 presents a more detailed discussion
of these issues.

 1.2.3 Low Delay Application and Physical Layer Diversity Architectures
Sections 1.2.1 and 1.2.2 focus on coding information over multiple blocks or packets. The
goal is to spread information over time so that if some blocks suffer significant channel
impairments, the corresponding components of the message stream can be quickly recovered
from later blocks. Furthermore, the techniques outlined in Sections 1.2.1 and Section 1.2.2
focus on the properties of the communication channel and are essentially independent of
the source.
While Shannon showed that separate source and channel coding are asymptotically optimal when delays are ignored, separation no longer holds in the presence of delay constraints.
Hence, as a complement to the previous multi-block coding approaches, we also consider
coding approaches for a single-block which simultaneously consider properties of both the
source and channel. Essentially, the single-block systems we consider spread the source
information over space in order to achieve diversity. Of course, the single-block schemes
considering both source coding and channel coding could be combined with the multi-block
coding ideas, but we leave this extension for future work.
Diversity techniques for coding over space often arise as appealing means for improving
performance of multimedia communication over certain types of channels with independent
parallel components (e.g., multiple antennas, frequency bands, time slots, or transmission
paths). As illustrated in Fig. 1-4 (a) (reproduced from Chapter 10), diversity can be obtained by channel coding across parallel components at the physical layer, a technique we
call channel coding diversity. Alternatively as illustrated in Fig. 1-4 (b), the physical layer
can present an interface to the parallel components as separate, independent links thus allowing the application layer to implement diversity in the form of multiple description source
coding, a technique we call source coding diversity. We compare these two approaches in
terms of average end-to-end distortion as a function of channel signal-to-noise ratio (SNR).
For on-off channel models, source coding diversity achieves better performance. For
channels with a continuous range of reception quality, we show the reverse is true. Specifically, we introduce a new figure of merit called the distortion exponent which measures
how fast the average distortion decays with SNR. For continuous models such as additive
white Gaussian noise channels with multiplicative Rayleigh fading, our analysis shows that
optimal channel coding diversity at the physical layer is more efficient than source coding
diversity at the application layer. In particular, we quantify the performance gap between
optimal channel coding diversity at the physical layer and other system architectures by
computing the distortion exponent in a variety of scenarios.
Finally, we partially address joint source-channel diversity by examining source diversity with joint decoding, an approach in which the channel decoders essentially take into
account correlation between the multiple descriptions. We show that by using joint decoding, source coding diversity achieves the same distortion exponent as systems with optimal
channel coding diversity. Combined with the advantages of source-coding diversity for on-off
channels, this result quantifies the performance advantage of joint source-channel decoding
over exploiting diversity either at only the application layer or at only the physical layer.
Details are discussed in Chapter 10.
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ŝ

x1
Channel x
2
Coder

Parallel
Channel

y1
y2

ŝ1
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Figure 1-4. Diagrams for (a) channel coding diversity and (b) source coding diversity.

 1.3 Outline of the Thesis
We consider distributed source coding issues in Part I and delay constraints in Part II. The
main notation used throughout the thesis is summarized in Appendix A, but most chapters
describe the essential notation to allow separate reading of each chapter.
Chapter 2 introduces the idea of distortion side information and derives fundamental
performance limits using information-theoretic tools. In Chapter 3 we develop practical
quantizers based on lattice codes to efficiently use distortion side information. Developing
low complexity source codes which approach fundamental limits is generally difficult. Hence,
motivated by the recent success of error correcting codes based on graphical models, we
consider iterative quantization using codes on graphs in Chapter 4. The resulting codes can
be used as a key component of the quantizers in Chapter 3. Finally, Chapter 5 considers
the source coding with fixed lag side information problem discussed in Section 1.1.2.
In Chapter 6 we outline the system model we use for analyzing delay in streaming applications and discuss its relationship to previous work. Next, in Chapter 7, we develop the
theory of low delay burst correction outlined in Section 1.2.1. Chapter 8 considers practical
constructions of such codes. Chapter 9 explores low delay codes for more general channels as
discussed in Section 1.2.2. In Chapter 10, we compare physical-layer and application-layer
approaches to obtain diversity to a joint-source channel coding approach as discussed in
Section 1.2.3. Finally, we close with some concluding remarks in Chapter 11. Most proofs
are provided in the appendices.
The two parts of the thesis are largely independent and can be read separately. Within
the parts, Chapter 3 depends somewhat upon Chapter 2 but a survey of the first few
sections of Chapter 2 should be sufficient to read Chapter 3. sufficient in reading the latter.
Both Chapter 4 and Chapter 5 can be read independently of other chapters. Chapter 7,
Chapter 8 and Chapter 9 are somewhat related and a survey of the first part of Chapter 7
will be useful in reading the other two. Chapter 10 can be read independently.
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 2.1 Introduction
In many large systems such as sensor networks, communication networks, and biological
systems different parts of the system may each have limited or imperfect information but
must somehow cooperate. Key issues in such scenarios include the penalty incurred due
to the lack of shared information, possible approaches for combining information from different sources, and the more general question of how different kinds of information can be
partitioned based on the role of each system component.
One example of this scenario is when an observer records a signal s to be conveyed
to a receiver who also has some additional signal side information w which is correlated
with s. As demonstrated by various researchers, in many cases the observer and receiver
can obtain the full benefit of the signal side information even if it is known only by the
receiver [44, 50, 190].
In this chapter we consider a different scenario where instead the observer has some
distortion side information q which describes what components of the data are more sensitive
to distortion than others, but the receiver may not have access to q. Specifically, let us
model the differing importance of different signal components by measuring the distortion
between the ith source sample, s [i], and its quantized value, ŝ [i], by a distortion function
which depends on the side information q [i]: d(s [i] , ŝ [i] ; q [i]).
In principle, one could treat the source-side information pair (q, s) as an “effective
composite source”, and apply conventional techniques to quantize it. Such an approach,
however, ignores the different effect q and s have on the distortion. And as often happens
in lossy compression, a good understanding of the distortion measure may lead to better
designs.
Sensor observations are on class of signals where the idea of distortion side information
may be useful. For example, a sensor may have side information corresponding to reliability
estimates for measured data (which may or may not be available at the receiver). This may
occur if the sensor can calibrate its accuracy to changing conditions (e.g., the amount of
light, background noise, or other interference present), if the sensor averages data for a
variety of measurements (e.g., combining results from a number of sub-sensors) or if some
external signal indicates important events (e.g., an accelerometer indicating movement).
Alternatively, certain components of the signal may be more or less sensitive to distortion
due to masking effects or context [85]. For example errors in audio samples following a
loud sound, or errors in pixels spatially or temporally near bright spots are perceptually
less relevant. Similarly, accurately preserving certain edges or textures in an image or
human voices in audio may be more important than preserving background patterns/sounds.
Masking, sensitivity to context, etc., is usually a complicated function of the entire signal.
Yet often there is no need to explicitly convey information about this function to the encoder.
Hence, from the point of view of quantizing a given sample, it is reasonable to model such
effects as side information.
Clearly in performing data compression with distortion side information, the encoder
should weight matching the more important data more than matching the less important
data. The importance of exploiting the different sensitivities of the human perceptual
system are widely recognized by engineers involved in the construction and evaluation of
practical compression algorithms when distortion side information is available at both observer and receiver. In contrast, the value and use of distortion side information known
only at either the encoder or decoder but not both has received relatively little attention in
the information theory and quantizer design community. The rate-distortion function with
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decoder-only side information, relative to side information dependent distortion measures
(as an extension of the Wyner-Ziv setting [190]), is given in [50]. A high resolution approximation for this rate-distortion function for locally quadratic weighted distortion measures
is given in [110].
We are not aware of an information-theoretic treatment of encoder-only side information with such distortion measures. In fact, the mistaken notion that encoder only side
information is never useful is common folklore. This may be due to a misunderstanding of
Berger’s result that side information which does not affect the distortion measure is never
useful when known only at the encoder [19].
In this chapter, we begin by studying the rate-distortion trade-off when side information
about the distortion sensitivity is available. We show that such distortion side information
can provide an arbitrarily large advantage (relative to no side information) even when the
distortion side information is known only at the encoder. Furthermore, we show that just
as knowledge of signal side information is often only required at the decoder, knowledge
of distortion side information is often only required at the encoder. Finally, we show that
these results continue to hold even when both distortion side information q and signal side
information w are considered. Specifically, we demonstrate that a system where only the
encoder knows q and only the decoder knows w is asymptotically as good as a system with
all side information known everywhere. We also derive the penalty for deviating from this
side information configuration (e.g., providing q to the decoder instead of the encoder).
We first illustrate how distortion side information can be used even when known only
by the observer with some examples in Section 2.2. Next, in Section 2.3, we precisely
define a problem model and state the relevant rate-distortion trade-offs. In Section 2.4 we
discuss specific scenarios where encoder only distortion side information is just as good as
full distortion side information. In Section 2.5, we study more general source and distortion
models in the limit of high-resolution. Specifically, we show that in high-resolution, knowing
distortion side information at the encoder and signal side information at the decoder is both
necessary and sufficient to achieve the performance of a fully informed system. To illustrate
how quickly the high-resolution regime is approached we focus on the special case of scaled
quadratic distortions in Section 2.6. Finally, we close with a discussion in Section 2.7
followed by some concluding remarks in Section 2.8. Throughout the chapter, most proofs
and lengthy derivations are deferred to the appendix.

 2.2 Examples
 2.2.1 Discrete Uniform Source
Consider the case where the source, s [i], corresponds to n samples each uniformly and independently drawn from the finite alphabet S with cardinality |S| ≥ n. Let q [i] correspond
to n binary variables indicating which source samples are relevant. Specifically, let the
distortion measure be of the form d(s, ŝ; q) = 0 if and only if either q = 0 or s = ŝ. Finally,
let the sequence q [i] be statistically independent of the source with q [i] drawn uniformly
from the n choose k subsets with exactly k ones.
If the side information were unavailable or ignored, then losslessly communicating the
source would require exactly n · log |S| bits. A better (though still sub-optimal) approach
when encoder side information is available would be for the encoder to first tell the decoder
which samples are relevant and then send only those samples. This would require n ·
Hb (k/n) + k · log |S| bits where Hb (·) denotes the binary entropy function. Note that if the
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side information were also known at the decoder, then the overhead required in telling the
decoder which samples are relevant could be avoided and the total rate required would only
be k · log |S|. We will show that this overhead can in fact be avoided even without decoder
side information.
Pretend that the source samples s [0], s [1], . . ., s [n − 1], are a codeword of an (n, k)
Reed-Solomon (RS) code (or more generally any MDS1 code) with q [i] = 0 indicating an
erasure at sample i. Use the RS decoding algorithm to “correct” the erasures and determine
the k corresponding information symbols which are sent to the receiver. To reconstruct the
signal, the receiver encodes the k information symbols using the encoder for the (n, k) RS
code to produce the reconstruction ŝ [0], ŝ [1], . . ., ŝ [n − 1]. Only symbols with q [i] = 0
could have changed, hence ŝ [i] = s [i] whenever q [i] = 1 and the relevant samples are
losslessly communicated using only k · log |S| bits.
As illustrated in Fig. 2-1, RS decoding can be viewed as curve-fitting and RS encoding
can be viewed as interpolation. Hence this source coding approach can be viewed as fitting
a curve of degree k − 1 to the points of s [i] where q [i] = 1. The resulting curve can be
specified using just k elements. It perfectly reproduces s [i] where q [i] = 1 and interpolates
the remaining points.

Figure 2-1. Losslessly encoding a source with n = 7 points where only k = 5 points are relevant (i.e., the
unshaded ones), can be done by fitting a fourth degree curve to the relevant points. The resulting curve will
require k elements (yielding a compression ratio of k/n) and will exactly reproduce the desired points.

 2.2.2 Gaussian Source
A similar approach can be used to quantize a zero mean, unit variance, complex Gaussian source relative to quadratic distortion using the Discrete Fourier Transform (DFT).
Specifically, to encode the source samples s [0], s [1], . . ., s [n − 1], pretend that they are
samples of a complex, periodic, Gaussian, sequence with period n, which is band-limited in
the sense that only its first k DFT coefficients are non-zero. Using periodic, band-limited,
interpolation we can use only the k samples for which q [i] = 1 to find the corresponding k
DFT coefficients, S [0], S [1], . . ., S [k − 1].
The relationship between the k relevant source samples and the k interpolated DFT
coefficients has a number of special properties. In particular this k × k transformation
is unitary. Hence, the DFT coefficients are Gaussian with unit variance and zero mean.
Thus, the k DFT coefficients can be quantized with average distortion D per coefficient
and k · R(D) bits where R(D) represents the rate-distortion trade-off for the quantizer. To
reconstruct the signal, the decoder simply transforms the quantized DFT coefficients back
to the time domain. Since the DFT coefficients and the relevant source samples are related
1

The desired MDS code always exists since we assumed |S| ≥ n. For |S| < n, near MDS codes exist
which give asymptotically similar performance with an overhead that goes to zero as n → ∞.
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by a unitary transformation, the average error per coefficient for these source samples is
exactly D.
Note if the side information were unavailable or ignored, then at least n · R(D) bits
would be required. If the side information were losslessly sent to the decoder, then n ·
Hb (k/n) + k · R(D) would be required. Finally, even if the decoder had knowledge of the
side information, at least k · R(D) bits would be needed. Hence, the DFT scheme achieves
the same performance as when the side information is available at both the encoder and
decoder, and is strictly better than ignoring the side information or losslessly communicating
it.

 2.3 Problem Model
Vectors and sequences are denoted in bold (e.g., x) with the ith element denoted as x [i].
Random variables are denoted using the sans serif font (e.g., x) while random vectors and
sequences are denoted with bold sans serif (e.g., x). We denote mutual information, entropy,
and expectation as I(x; y ), H(x), E[x]. Calligraphic letters denote sets (e.g., s ∈ S).
We are primarily interested in two kinds of side information which we call “signal side
information” and “distortion side information”. The former (denoted w) corresponds to
information which is statistically related to the source but does not directly affect the distortion measure and the latter (denoted q) corresponds to information which is not directly
related to the source but does directly affect the distortion measure. This decomposition
proves useful since it allows us to isolate two important insights in source coding with side
information. First, as Wyner and Ziv discovered [190], knowing w only at the decoder is
often sufficient. Second, as our examples in Section 2.2 illustrate, knowing q only at the
encoder is often sufficient. Furthermore, the relationship between the side information and
the distortion measure and the relationship between the side information and the source
often arise from physically different effects and so such a decomposition is warranted from a
practical standpoint. Of course, such a decomposition is not always possible and we explore
some issues for general side information, z, which affects both the source and distortion
measure in Sections 2.5.3 and 2.7.3.
In any case, we define the source coding with side information problem as the tuple
(S, Ŝ, Q, W, ps (s), pw |s (w|s), pq|w (q|w), d(·, ·; ·)).

(2.1)

Specifically, a source sequence s consists of the n samples s [1], s [2], . . ., s [n] drawn from the
alphabet S. The signal side information w and the distortion side information q likewise
consist of n samples drawn from the alphabets W and Q respectively. These random
variables are generated according to the distribution
ps,q,w (s, q, w) =

n
Y
i=1

ps (s [i]) · pw |s (w [i] |s [i]) · pq|w (q [i] |w [i]).

(2.2)

Fig. 2-2 illustrates the sixteen possible scenarios where q and w may each be available
at the encoder, decoder, both, or neither depending on whether the four switches are open
or closed. A rate R encoder, f (·), maps a source as well as possible side information to
an index i ∈ {1, 2, . . . , 2nR }. The corresponding decoder, g(·), maps the resulting index
as well as possible decoder side information to a reconstruction of the source. Distortion
for a source s which is quantized and reconstructed to the sequence ŝ taking values in the
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Figure 2-2. Possible scenarios for source coding with distortion dependent and signal dependent side
information q and w. The labels a, b, c, and d are 0/1 if the corresponding switch is open/closed and the
side information is unavailable/available to the encoder f (·) or decoder g(·).

alphabet Ŝ is measured via
n

1X
d(s, ŝ; q) =
d(s [i] , ŝ [i] ; q [i]).
n

(2.3)

i=1

As usual, the rate-distortion function is the minimum rate such that there exists a system
where the distortion is less than D with probability approaching 1 as n → ∞. We denote
the sixteen possible rate-distortion functions by describing where the side-information is
available. For example, R[Q-NONE-W-NONE](D) denotes the rate-distortion function without
side information and R[Q-NONE-W-DEC ](D) denotes the Wyner-Ziv rate-distortion function
where w is available at the decoder [190]. Similarly, when all information is available
at both encoder and decoder R[Q-BOTH-W-BOTH](D) describes Csiszár and Körner’s [50]
generalization of Gray’s conditional rate-distortion function R[Q-NONE-W-BOTH](D) [77] to
the case where the side information can affect the distortion measure. As suggested to us
by Berger [18], all the rate-distortion functions may be derived by considering q as part of
s or w (i.e., by considering the “super-source” s0 = (s, q) or the “super-side-information”
w0 = (w, q)) and applying well-known results for source coding, source coding with side
information, the conditional rate-distortion theorem, etc.

 2.4 Finite Resolution Quantization
To obtain more precise results regarding the use of distortion side information at the encoder
at finite rates and distortions, we generalize the examples discussed in the introduction by
focusing on the case where the signal side information, w, is null. With this simplification,
the relevant rate-distortion functions are easy to obtain.
Proposition 1. The rate-distortion functions when w is null are
R[Q-NONE-W-NULL](D) =
R[Q-DEC-W-NULL](D) =
R[Q-ENC-W-NULL](D) =
R[Q-BOTH-W-NULL](D) =
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inf

pŝ|s (ŝ|s):E[d(s,ŝ;q)]≤D

I(s; ŝ)

(2.4a)
I(s; u) − I(u; q)

(2.4b)

inf

I(s, q; ŝ) = I(s; ŝ|q) + I(ŝ; q)

(2.4c)

inf

I(s; ŝ|q).

(2.4d)

inf

pu|s (u|s),v(·,·):E[d(s,v(u,q);q)]≤D
pŝ|s,q (ŝ|s,q):E[d(s,ŝ;q)]≤D
pŝ|s,q (ŝ|s,q):E[d(s,ŝ;q)]≤D

The rate-distortion functions in (2.4a), (2.4b), and (2.4d) follow from standard results
(e.g., [19,44,50,77,190]). To obtain (2.4c) we can apply the classical rate-distortion theorem
to the “super source” s0 = (s, q) as suggested by Berger [18].
Comparing these rate-distortion functions immediately yields the following result regarding the rate-loss for lack of distortion side information at the decoder.
Proposition 2. Knowing q only at the encoder is as good as knowing it at both encoder
and decoder if and only if I(ŝ; q) = 0 for the optimizing q in (2.4c) and (2.4d).
The intuition for this result is illustrated in Fig. 2-3. Specifically, pŝ|q (ŝ|q) represents the
distribution of the codebook. Thus if a different codebook is required for different values of
q, then the penalty for knowing q only at the encoder is exactly the information which the
encoder must send to the decoder to allow the decoder to determine the proper codebook.
The only way that knowing q at the encoder can be just as good as knowing it at both is
if there exists a fixed codebook which is universally optimal regardless of q.
U

























!





!









PSfrag replacements







#













W

XY

VW

X

V

O

S

Q

"#



NO

RS

PQ

"



N

R

P







Y

TU

T



I

M

K

HI

LM

JK

H

L

J

G

E

FG

DE

B

F

D

=

A

?

<=

@A

>?

<

@

>

7

;

9



C

BC







67

:;

89







6

:

8

[

_

]

Z[

^_

\]

Z

^

\

a

e

c

`a

de

bc

`

d

b

g

k

i

fg

jk

hi

f

j

h

'

+

-

/

%

1

3

5

)

m

q

o

&'

*+

,-

./

$%

01

23

45

()

lm

pq

no

&

*

,

.

$

0

2

4

(

l

p

n

s

w

u

rs

vw

tu

r

v

t

PSfrag replacements

Figure 2-3. An example of two different quantizer codebooks for different values of the distortion side
information, q. If q indicates the horizontal error (respectively, vertical error) is more important, then
the encoder can use the codebook on the left (resp., right) to increase horizontal accuracy (resp., vertical
accuracy). The penalty for knowing q only at the encoder is the amount of bits required to communicate
which codebook was used.

One of the main insights of this chapter is that if a variable partition is allowed, such
universally good fixed codebooks exist as illustrated in Fig. 2-4. Specifically pŝ|q (ŝ|q) represents the distribution of the codebook while pŝ|s,q (ŝ|s, q) represents the quantizer partition
mapping source and side information to a codeword. Thus even if the side information affects the distortion and pŝ|s,q (ŝ|s, q) depends on q, it may be that pŝ|q (ŝ|q) is independent of
q. In such cases (characterized by the condition I(ŝ; q) = 0), there exists a fixed codebook
with a variable partition which is simultaneously optimal for all values of the distortion
side information q. Specifically, in such a system the reconstruction ŝ(i) corresponding to
a particular index i is fixed regardless of q, but the partition mapping s to the codebook
index i depends on q. In various scenarios, this type of fixed codebook variable partition
approach can be implemented via a lattice [195].
The quantization error will depend on the source distribution and size of the quantization
cells. Thus if the quantization cells of a fixed codebook variable partition system like Fig. 2-4
are the same as the corresponding variable codebook system in Fig. 2-3, the performance
will be the same. Intuitively, the main difference between these two figures (as well as
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Figure 2-4. An example of a quantizer with a variable partition and fixed codebook. If the encoder knows
the horizontal error (respectively, vertical error) is more important, it can use the partition on the left
(resp., right) to increase horizontal accuracy (resp., vertical accuracy). The decoder only needs to know the
quantization point not the partition.

general fixed codebook/variable partition schemes versus variable codebook schemes) is in
the jagged tiling of Fig. 2-4 versus the regular tiling of Fig. 2-3. In Sections 2.4.1 and
Section 2.4.3, we consider various scenarios where the uniformity in the source or distortion
measure makes these two tilings equivalent and thus the condition I(ŝ; q) = 0 is satisfied for
all distortions. Similarly, in Section 2.5 we show that if we ignore “edge effects” and focus
on the high-resolution regime, then the difference in these tilings becomes negligible. Thus
in the high-resolution regime we show that a wide range of source and distortion models
admit variable partition, fixed codebook quantizers as in Fig. 2-4 and achieve I(ŝ; q) = 0.
Finally, we note that Proposition 2 suggests that distortion side information, q, complements signal side information, w, in the sense that q is useful at the encoder while w
is useful at the decoder. In fact in Section 2.5.2 we strengthen this complementary relationship by showing that w is often useless at the encoder while q is often useless at the
decoder.

 2.4.1 Uniform Sources with Group Difference Distortions
Let the source, s, be uniformly distributed over a group, S, with the binary relation, ⊕.
For convenience, we use the symbol a b to denote a ⊕ b−1 (where b−1 denotes the additive
inverse of b in the group). We define a group difference distortion measure as any distortion
measure where
d(s, ŝ; q) = ρ(ŝ s; q)
(2.5)
for some function ρ(·; ·). As we will show, the symmetry in this scenario insures that the
optimal codebook distribution is uniform. This allows an encoder to design a fixed codebook
and vary the quantization partition based on q to achieve the same performance as a system
where both encoder and decoder know q.
Theorem 1. Let the source be uniformly distributed over a group with a difference distortion
measure and let the distortion side information be independent of the source. Then it suffices
to choose the test-channel distribution, pŝ|s,q (ŝ|s, q) such that pŝ|q (ŝ|q) is uniform (and hence
independent of q) implying that there is no rate-loss as stated in Proposition 2.
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For either finite or continuous groups we provide the following simple proof using either
entropies or differential entropies to give some intuition for why the result holds. For more
general “mixed groups” with both discrete and continuous components, entropy is not well
defined and a more complicated argument based on symmetry and convexity is provided in
Appendix B.1.
Proof of Theorem 1: For a finite group, choosing z ∗ to maximize H(z|q) subject to the
constraint E[ρ(z; q)] ≤ D yields the following lower bound on R[Q-ENC-W-NULL](D):
I(ŝ; s, q) = H(s) + H(q) − H(s, q|ŝ)

= log |S| + H(q) − H(q|ŝ) − H(ŝ − s|s, q)
≥ log |S| − H(ŝ − s|q)
∗

≥ log |S| − H(z |q)

(2.6)
(2.7)
(2.8)
(2.9)

where (2.8) follows since conditioning reduces entropy. Choosing the test-channel distribution ŝ = z ∗ + s achieves this bound with equality and must therefore be optimal.
Furthermore, since ŝ and q are statistically independent for this test-channel distribution, I(ŝ; q) = 0 and thus comparing (2.4c) and to (2.4d) shows R[Q-ENC-W-NULL](D) =
R[Q-BOTH-W-NULL](D) for finite groups. The same argument holds for continuous groups
with entropy replaced by differential entropy and |S| replaced by the Lebesgue measure of
S.

 2.4.2 Examples
Next we outline some cases involving a uniform source and a group difference distortion
measure.
Phase Quantization

One important class of problems where the source is uniformly distributed over a group and
distortion is measured via a group difference distortion measure is the phase quantization
problem. In applications such as Magnetic Resonance Imaging, Synthetic Aperture Radar,
Ultrasonic Microscopy, etc., physical phenomena are inferred from the phase shifts they
induce in a probe signal [107,67,52]. Alternatively, when magnitude and phase information
must both be recorded, there are sometimes advantages to treating these separately, [138,
84, 171]. Finally, it may sometimes be desirable to only record phase information about a
signal when unique reconstruction from the phase is possible and the signal magnitude is
noisy or otherwise problematic [83].
Hamming Distortion

Another example of a uniform source with a group difference distortion measure is any
problem with a uniform source and Hamming distance distortion. For the case of a binary
source we first derive the various rate-distortion trade-offs for a general Hamming distortion
measure depending on q. Next we adapt this general result to the special cases of quantizing noisy observations and quantizing with a weighted distortion measure. The former
demonstrates that the naive encoding method where the encoder losslessly communicates
the side information to the decoder and then uses optimal encoding, can require arbitrarily
higher rate than the optimal rate-distortion trade-off. The second example demonstrates
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that ignoring the side information can result in arbitrarily higher distortion than the optimal
encoding method.
General Formula For Hamming Distortion Depending on q

Consider a symmetric binary
source, s, with side information, q, taking values in {1, 2, . . . , N } with distribution p q (q).
Let distortion be measured according to
d(s, ŝ; q) = αq + βq · dH (s, ŝ)

(2.10)

where {α1 , α2 , . . . , αN } and {β1 , β2 , . . . , βN } are sets of non-negative weights. In Appendix B.2 we derive the various rate-distortion functions for D ≥ E[αq ] to obtain


D − E[αq ]
(2.11a)
R[Q-NONE-W-NULL](D) = R[Q-DEC-W-NULL](D) = 1 − Hb
E[βq ]
 −λβi 
N
X
2
pq (i) · Hb
R[Q-ENC-W-NULL](D) = R[Q-BOTH-W-NULL](D) = 1 −
(2.11b)
1 + 2−λβi
i=1

where λ is chosen to satisfy the distortion constraint
N
X
i=1



2−λβi
pq (i) αi + βi ·
1 + 2−λβi



= D.

(2.12)

To provide a more concrete illustration of the effect of side information
at the encoder, consider the special case where s is a noisy observation of an underlying
source received through a binary symmetric channel (BSC) with cross over probability
specified by the side information. Specifically, let the cross over probability of the BSC be
Noisy Observations

q =

q −1
2(N − 1)

which is always at most 1/2.
A distortion of 1 is incurred if a cross over occurs due to either the noise in the observation or the noise in the quantization (but not both):
d(s, ŝ; q) = q · [1 − dH (s, ŝ)] + (1 − q ) · dH (s, ŝ)
= q + (1 − 2q ) · dH (s, ŝ)


q −1
q −1
· dH (s, ŝ).
+ 1−
=
2(N − 1)
N −1

(2.13)

This corresponds to a distortion measure in the form of (2.10) with αq = (q − 1)/[2(N − 1)]
and βq = 1 − (q − 1)/(N − 1). Hence, the rate-distortion formulas from (2.11) apply. The
optimal encoding strategy is to encode the noisy observation directly as discussed in [186]
although with different amounts of quantization depending on the side information.
In the left plot of Fig. 2-5, we illustrate the rate-distortion function for this problem
with and without side information at the encoder in the case where q ∈ {1, 2} (i.e., N = 2)
and the observation is either noise-less or completely noisy. In the right plot of Fig. 2-5, we
illustrate the rate-distortion functions in the limit where N → ∞ and the noise is uniformly
distributed between 0 and 1/2. Note that in the latter case, if the side information were
encoded losslessly then log N extra bits of overhead would be required beyond the amount
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when optimal encoding is used. Hence, communicating the side information losslessly can
require an arbitrarily large rate even though optimal use of the encoder side information
reduces the quantization rate.

Figure 2-5. Rate-Distortion curves for noisy observations of a binary source. The solid curve represents
the minimum possible Hamming distortion when side information specifying the cross-over probability of
the observation noise is available at the encoder (or both at the encoder and decoder). The dashed curve
represents the minimum distortion when side information is not available (or ignored) at the encoder. For
the plot on the left the cross over probability for the observation noise is equally likely to be 0 or 1/2, while
for the plot on the right it is uniformly distributed over the interval [0, 1/2].

In the previous example, certain source samples were more important
because they were observed with less noise. In this section we consider a model where certain
samples of a source are inherently more important than others (e.g., edges in a binary
image, other perceptually important features, or sensor readings in high activity areas).
Specifically, we consider a distortion measure of the form (2.10) where βk = exp(γk/N ),
αk = 0, and the side information is uniformly distributed over {0, 1, . . . , N − 1}.
The left plot in Fig. 2-6 illustrates the rate-distortion curves for the case when N = 2,
while the right plot corresponds to the case where N → ∞. The former model corresponds
to two types of samples: important samples where a distortion of exp(γ/2) is incurred if
quantized incorrectly and normal samples where a distortion of 1 is incurred if quantized
incorrectly. If no side information is available (or if side information is ignored), the encoder
must treat these samples equally. If side information at the encoder is used optimally, then
more bits are spent quantizing the important samples. The latter model illustrates the case
when there is a continuum of importance for the samples.
In the limit as γ → ∞ and N = 2, the system not using side information, suffers
increasingly more distortion. This is most evident for rates greater than 1/2. In this rate
region, the system with side information losslessly encodes the important samples and the
distortion is bounded by 0.5 while the system without side information has a distortion
which scales with exp(γ/2). Thus the extra distortion required when q is not available to
the encoder can be arbitrarily large.
Weighted Distortion
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Figure 2-6. Rate-Distortion curves for a binary source with weighted Hamming distortion. The distortion
for quantizing each source sample is measured via Hamming distortion times the weight exp(5 · q). The solid
curve represents the minimum possible Hamming distortion when side information specifying the weight is
available at the encoder (or both at the encoder and decoder). The dashed curve represents the minimum
distortion when no side information is available at the encoder. In the left plot, q is uniformly distributed
over the pair {0, 1} while in the right plot q is uniformly distributed over the interval [0, 1].

 2.4.3 Erasure Distortions
Another scenario where the condition I(ŝ; q) = 0 is satisfied is for “erasure distortions”
where q is binary and the distortion measure is of the form
d(s, ŝ; q) = ρ(s, ŝ) · q

(2.14)

for some function ρ(·, ·).
Theorem 2. For a distortion measure of the form in (2.14), there exists an optimizing
distribution for ŝ in (2.4c) with I(ŝ; q) = 0 and hence the rate-distortion function when q
is known at only the encoder is the same when q is known at both encoder and decoder.
Proof. Let ŝ ∗ be a distribution which optimizes (2.4d). Choose the new random variable
ŝ ∗∗ to be the same as ŝ ∗ when q = 0 and when q = 1, let ŝ ∗∗ be independent of s with the
same marginal distribution as when q = 0:
(
pŝ ∗ |s,q (ŝ|s, q), q = 0
pŝ ∗∗ |s,q (ŝ|s, q) =
(2.15)
pŝ ∗ |q (ŝ|q = 0), q = 1.
Both ŝ ∗ and ŝ ∗∗ have the same expected distortion since they only differ when q = 0.
Furthermore, by the data processing inequality
I(ŝ ∗∗; s|q) ≤ I(ŝ ∗ ; s|q)

(2.16)

so ŝ ∗∗ also optimizes (2.4d). Finally, since I(ŝ ∗∗ ; q) = 0, Proposition 2 is satisfied and we
obtain the desired result.
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As shown in the examples of Section 2.2, erasure distortions may admit particularly
simple quantizers to optimally use encoder side information.

 2.5 Asymptotically High-Resolution Quantization
In Proposition 2 of Section 2.4 we saw that when w is null, knowing q only at the encoder
is as good as full knowledge of q when the codebook is independent of the distortion side
information (i.e., when I(ŝ; q) = 0). In the high-resolution regime, 2 ŝ begins to closely
approximate s. Thus when s and q are independent we may intuitively expect that as
ŝ → s we have I(ŝ; q) → I(s; q) = 0. In this section, we rigorously justify this intuition
and also considers some variations. For example, we consider the case when the signal side
information, w, which is statistically dependent on the source is present and we also consider
the case where the source and distortion side information are not statistically independent.
We begin by introducing some technical conditions, then state our main results, and close
with an example.

 2.5.1 Technical Conditions
Our results require a “continuity of entropy” property which essentially states that
z → 0 ⇒ h(s + z|q, w ) → h(s|q, w ).

(2.17)

The desired continuity follows from [109] provided the source, distortion measure, and side
information satisfy some technical conditions. These conditions are not particularly hard
to satisfy; for example, any vector source, side information, and distortion measure, where
∃δ > 0, −∞ < E[||s||δ |w = w] < ∞ ∀w

−∞ < h(s|w = w) < ∞, ∀w

d(s, ŝ; q) = α(q)+β(q) · ||s − ŝ||

(2.18a)
(2.18b)
γ(q)

(2.18c)

satisfy the desired technical conditions provided α(·), β(·), and γ(·) are non-negative functions. For more general scenarios we introduce the following definition to summarize the
requirements from [109].
Definition 1. We define a source s, side information pair (q, w ), and difference distortion
measure d(s, ŝ; q) = ρ(s − ŝ; q) as admissible if the following conditions are satisfied:
1. the equations
Z
a(D, q) exp[−s(D, q)ρ(s; q)]ds = 1
Z
a(D, q) ρ(s; q) exp[−s(D, q)ρ(s; q)]ds = D

(2.19a)
(2.19b)

have a unique pair of solutions (a(D, q), s(D, q)) for all D > Dmin which are continuous functions of their arguments
2

Usually, the high-resolution limit is defined as when D → 0, but it is sometimes useful to consider
distortion measures with a constant penalty. Hence we assume it is possible to define a minimum distortion,
Dmin , which can be approached arbitrarily closely as the rate increases and we define the high-resolution
limit as D → Dmin .
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2. −∞ < h(s|w = w) < ∞, for all w
3. For each value of q, there exists an auxiliary distortion measure δ(·; q) where the
equations
Z
aδ (D, q) exp[−sδ (D, q)δ(s; q)]ds = 1
(2.20a)
Z
aδ (D, q) δ(s; q) exp[−sδ (D, q)δ(s; q)]ds = D
(2.20b)
have a unique pair of solutions (aδ (D, q), sδ (D, q)) for all D > Dmin which are continuous functions of their arguments
4. The distribution zq which maximize h(zq |q) subject to the constraint E[ρ(zq ; q)] ≤ D
has the property that
lim

D→Dmin

lim

D→Dmin

zq →0 in distribution ∀q

(2.21a)

E[δ(s + zq , q)|q = q] = E[δ(s, q)|q = q] ∀q.

(2.21b)

 2.5.2 Equivalence Theorems
Our main results for continuous sources consist of various theorems describing when different
types of side information knowledge are equivalent (e.g., knowing q at the encoder is as good
as knowing it at both when q and w are independent). The theorems stated below are proved
in Appendix B.3 and summarized in Fig. 2-7. Essentially, we show that the sixteen possible
information configurations can be reduced to the four shown in Fig. 2-7. Specifically, to
determine the performance of a given side information configuration one can essentially ask
two questions: “Does the encoder have q?” and “Does the decoder have w ?”. A negative
answer to either question incurs some penalty relative to the case with all side information
known everywhere. In contrast, a positive answer to both questions incurs asymptotically
no rate-loss relative to complete side information.
Decoder missing w
Encoder
Missing
q

R[Q-DEC-W-ENC ]
m Th. 5 (S+I)

R[Q-NONE-W-ENC]

Encoder
has q

R[Q-ENC-W-ENC]
m Th. 6 (H+I)

R[Q-BOTH-W-ENC]

Th. 4 (I)

⇐⇒

Th. 4 (I)

⇐⇒

Th. 4

⇐⇒

Th. 4

⇐⇒

R[Q-DEC-W-NONE ]
m Th. 5 (S+I)

R[Q-NONE-W-NONE]
R[Q-ENC-W-NONE]
m Th. 6 (H+I)

R[Q-BOTH-W-NONE]

Decoder has w
R[Q-DEC-W-BOTH]
m Th. 6 (H+S+I)
R[Q-DEC-W-DEC ]

R[Q-ENC-W-DEC ]
m Th. 6 (H)

R[Q-BOTH-W-DEC]

Th. 5 (S)

⇐⇒

Th. 5 (S)

⇐⇒

Th. 6 (H)

⇐⇒

Th. 6 (H)

⇐⇒

R[Q-NONE-W-BOTH]
m Th. 6 (H+S+I)
R[Q-NONE-W-DEC]

R[Q-ENC-W-BOTH]
m Th. 6 (H)

R[Q-BOTH-W-BOTH]

Figure 2-7. Summary of main results for continuous sources. Arrows indicate which theorems demonstrate
equality between various rate-distortion functions and list the assumptions required (H = high-resolution, I
= q and w independent, S = scaled difference distortion).

We begin by generalizing previous results about no rate-loss for the Wyner-Ziv problem
in the high-resolution limit [193] [110] to show there is no rate-loss when q is known at the
encoder and w is known at the decoder. This results suggests that there is a natural division
of side information between the encoder and decoder (at least asymptotically). Specifically,
distortion side information should be sent to the encoder and signal side information should
be sent to the decoder.
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Theorem 3. For any admissible source, side information, and difference distortion measure
satisfying Definition 1, q and w can be divided between the encoder and decoder with no
asymptotic penalty, i.e.,
lim

D→Dmin

R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D) = 0.

(2.22)

The next two theorems generalize Berger’s result that signal side information is useless
when known only at the encoder [19] to show when w and q are useless at the encoder
and decoder respectively. These results suggest that deviating from the natural division of
Theorem 3 and providing side information in the wrong place makes that side information
useless (at least in terms of the rate-distortion function).
Theorem 4. Let q and w be independent3 and consider a difference distortion measure of
the form d(s − ŝ; q). Then w provides no benefit when known only at the encoder, i.e.,
R[Q-*-W-ENC](D) = R[Q-*-W-NONE](D)

(2.23)

where the wildcard “*” may be replaced with an element from {ENC, DEC , BOTH, NONE} (both
*’s must be replaced with the same element).
Theorem 5. Let q and w be independent4 and consider a scaled distortion measure of the
form d(s, ŝ; q) = d0 (q)d1 (s, ŝ). Then q provides no benefit when known only at the decoder,
i.e.,
R[Q-DEC-W-*](D) = R[Q-NONE-W-*](D)
(2.24)
where the wildcard “*” may be replaced with an element from {ENC, DEC , BOTH, NONE} (both
*’s must be replaced with the same element).
Using the previous results, we can generalize Theorem 3 to show that regardless of where
w (respectively q) is known, knowing q (w) only at the encoder (decoder) is sufficient in the
high-resolution limit. This result essentially suggests that even if the ideal of providing q
to the encoder and w to the decoder suggested by Theorem 3 is impossible, it is still useful
to follow this ideal as much as possible.
Theorem 6. Let q and w be independent.5 For any source and scaled6 difference distortion
measure d(s, ŝ; q) = d0 (q) · d1 (s − ŝ) satisfying the conditions in Definition 1, q (respectively,
w) is asymptotically only required at the encoder (respectively, at the decoder), i.e.,
lim R[Q-ENC-W-*](D) − R[Q-BOTH-W-*](D) = 0

(2.25a)

lim R[Q-*-W-DEC](D) − R[Q-*-W-BOTH](D) = 0

(2.25b)

D→Dmin
D→Dmin

where the wildcard “*” may be replaced with an element from {ENC, DEC , BOTH, NONE} (both
*’s must be replaced with the same element).
3

Independence is only required when ∗ ∈ {DEC, NONE}; if ∗ ∈ {ENC, BOTH}, the theorem holds without
this condition.
4
Independence is only required when ∗ ∈ {ENC, NONE}; if ∗ ∈ {DEC , BOTH}, the theorem holds without
this condition.
5
Independence is only required when ∗ ∈ {ENC, NONE} in (2.25a) or when ∗ ∈ {DEC , NONE} in (2.25b).
For ∗ ∈ {DEC , BOTH} in (2.25a) or ∗ ∈ {ENC, BOTH} in (2.25b) the theorem holds without this condition.
6
The scaled form of the distortion measure is only required when ∗ ∈ {DEC , NONE} in (2.25b). When ∗ ∈
{ENC, BOTH}, the theorem only requires a difference distortion measure of the form d(s, ŝ; q) = d 0 (s − ŝ; q).
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 2.5.3 Penalty Theorems
We can compute the asymptotic penalty for not knowing the signal side information w at
the decoder.
Theorem 7. Let q and w be independent. For any source and scaled difference distortion
measure d(s, ŝ; q) = d0 (q) · d1 (s − ŝ) satisfying the conditions in Definition 1, the penalty
for not knowing w at the decoder is
lim

D→Dmin

R[Q-*-W-{ENC-OR-NONE}](D) − R[Q-*-W-{DEC-OR-BOTH} ](D) = I(s; w )

(2.26)

where the wildcard “*” may be replaced with an element from {ENC, DEC , BOTH, NONE} (all
*’s must be replaced with the same element).
Theorem 7 also gives us insight about distortion side information which is not independent of the source. Specifically, imagine that the side information z affects the distortion
via d(s, ŝ; z) = d0 (z) · d1 (s − ŝ) and furthermore, z is correlated with the source. What is
the penalty for knowing z only at the encoder? To answer this question, we can decompose
z into our framework by setting q = z and w = z. This pair of q and w trivially satisfies
the conditions of Theorem 7. Therefore, by substituting z into Theorem 7, we see that
the asymptotic penalty for knowing general side information only at the encoder is exactly
the degree to which the source and distortion side information are related as measured by
mutual information:
Corollary 1. For any source and scaled difference distortion measure d(s, ŝ; z) = d 0 (z) ·
d1 (s − ŝ) satisfying the conditions in Definition 1, the penalty for knowing general side
information, z, only at the encoder is
lim

D→Dmin

R[Z-ENC](D) − R[Z-BOTH](D) = I(s; z).

(2.27)

Finally, we can compute the asymptotic penalty for not knowing the distortion side
information q at the encoder.
Theorem 8. Let q and w be independent. For any source taking values in the k-dimensional
real vector space and a scaled norm-based distortion measure d(s, ŝ; q) = q·||s−ŝ|| r satisfying
the conditions in Definition 1, the penalty for not knowing q at the encoder is


k
E[q]
lim R[Q-{DEC-OR-NONE}-W-*](D) − R[Q-{ENC-OR-BOTH}-W-*](D) = E ln
(2.28)
D→Dmin
r
q
where the wildcard “*” may be replaced with an element from {ENC, DEC , BOTH, NONE} (both
*’s must be replaced with the same element).
A similar result which essentially compares the asymptotic difference between
R[Q-DEC-W-DEC ](D) and R[Q-BOTH-W-BOTH](D)
for non-independent q and w with squared norm distortion is derived in [110]. Thus, as
with Corollary 1 and [110], Theorem 8 can be interpreted as saying that the asymptotic
penalty for knowing general side information only at the decoder can be quantified by the
degree to which the distortion and the side information are related as measured by (2.28).
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According to Jensen’s inequality, this rate gap is always greater than or equal to zero
with equality if and only if q is a constant with probability 1. Furthermore, the rate gap
is scale invariant in the sense that it does not change when q is multiplied by any positive
constant.
In Table 2.1, we evaluate the high-resolution rate penalty for a number of possible distributions for the side-information. Note that for all of these side information distributions
(except the uniform and exponential distributions), the rate penalty can be made arbitrarily
large by choosing the appropriate shape parameter to place more probability near q = 0
or q = ∞. In the former case (LogNormal, Gamma, or Pathological q), the large rate-loss
occurs because when q ≈ 0, the informed encoder can transmit almost zero rate while the
uninformed encoder must transmit a large rate to achieve high resolution. In the latter case
(Pareto or Cauchy q), the large rate-loss is caused by the heavy tails of the distribution
for q. Specifically, even though q is big only very rarely, it is the rare samples of large q
which dominate the moments. Thus an informed encoder can describe the source extremely
accurately during the rare occasions when q is large, while an uninformed encoder must
always spend a large rate to obtain a low average distortion.
Table 2.1. Asymptotic rate-penalty in nats. Euler’s constant is denoted by γ.

The rate penalties below are for not knowing distortion side information q at the encoder
when distortion is measured via d(s, ŝ; q) = q(s − ŝ)2 . (Multiply penalties in nats by
1/ ln 2 ≈ 1.44 to convert to bits).
Distribution Name Density for q

Rate Gap in nats

Exponential

τ exp(−qτ )

− 21 ln γ ≈ 0.2748

Uniform

1q∈[0,1]

1
2 (1 −

Lognormal

q

√1

2πQ2

h

exp −

ab

(ln q−M )2
2Q2

i

Pareto

, q ≥ b > 0, a > 1
q a+1

Gamma

b(bq)a−1 exp(−bq)
Γ(a)

Pathological

(1 − )δ(q − ) + δ(q − 1/)

Positive Cauchy

2/π
,q
1+q 2

≥0

Q2
4

ln 2) ≈ 0.1534

h

i
a
ln a−1
− 1/a

d
1
2 ln a − dx [ln Γ(x)]x=a ≈
1
2

1
2

ln(1 +  − 2 ) −

1−2
2

1
2a

ln  ≈

1
2

ln 1

∞

Finally, note that all but one of these distributions would require infinite rate to losslessly
communicate the side information. This suggests that the gains in using distortion side
information are not obtained by exactly describing the side information to the receiver.

 2.6 Finite Rate Bounds For Quadratic Distortions
So far we have shown that in the high-resolution limit, knowing q at the encoder is sufficient.
Our main analytical tool was the additive test-channel distribution ŝ = s + z q where the
additive noise in the test channel depends on the distortion side information. Evidently,
additive test-channels of this type are asymptotically optimal. To investigate the rate-loss
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at finite resolutions we develop two results for scaled quadratic distortion measures. We
also briefly mention how these results can be generalized to other distortion measures.

 2.6.1 A Medium Resolution Bound
Theorem 9. Consider a scaled quadratic distortion measure of the form d(s, ŝ; q) = q · (s −
ŝ)2 with q ≥ qmin > 0. Then the maximum rate-gap at distortion D is bounded by


J(s|w )
D
R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D) ≤
· min 1,
(2.29)
2
qmin
where J(s|w ) is the Fisher Information in estimating a non-random parameter τ from τ + s
conditioned on knowing w . Specifically,
(Z
2 )

Z
δ
∆
log ps|w (s|w) ds dw.
(2.30)
ps|w (s|w)
J(s|w ) = pw (w)
δs
Similar bounds can be developed with other distortion measures provided that D/q min
is replaced with a quantity proportional to the variance of the quantization error. See the
remark after the proof of Theorem 9 in the appendix for details.
One may wonder why Fisher Information appears in the above rate-loss bound. After
all, Fisher Information is most commonly used to lower bound the error in estimating a
parameter via its use in the Cramer-Rao bound. What does Fisher Information have to do
with source coding?
To answer this question, recall that our bounds are all developed by using an additive
test-channel distribution of the form ŝ = s + z. Thus, a clever source decoder could treat
each source sample s [i] as a parameter to be “estimated” from the quantized representation
ŝ [i]. If an efficient estimator exists, this procedure could potentially reduce the distortion by
the reciprocal of the Fisher Information. But if the distortion can be reduced in this manner
without affecting the rate, then the additive test-channel distribution must be sub-optimal
and a rate gap must exist.
So the bound in Theorem 9 essentially measures the rate gap by measuring how much
our additive test-channel distribution could be improved if an efficient estimator existed for
s given ŝ. This bound will tend to be good when an efficient estimator does exist and poor
otherwise. For example, if s is Gaussian with unit-variance conditioned on w , then the
Fisher Information term in (2.29) evaluates to one and the worst-case rate-loss is at most
half a bit at maximum distortion. This corresponds to the half-bit bound on the rate-loss
for the pure Wyner-Ziv problem derived in [193]. But if s is discontinuous (e.g., if s is
uniform), then no efficient estimator exists and the bound in (2.29) is poor.
As an aside, we note that the proof of Theorem 9 does not require any regularity
conditions. Hence, if the Fisher Information of the source is finite, it can be immediately
applied without the need to check whether the source is admissible according to Definition 1.

 2.6.2 A Low Resolution Bound
While the Fisher Information bound from (2.29) can be used at low resolutions, it can be
quite poor if the source is not smooth. Therefore, we derive the following bound on the
rate-loss which is independent of the distortion level and hence most useful at low resolution.
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Theorem 10. Consider a scaled quadratic distortion measure of the form d(s, ŝ; q) = q ·
(s − ŝ)2 and denote the minimum/maximum conditional variance of the source by
2
σmin
= min Var [s|w = w]

(2.31a)

2
= max Var [s|w = w] .
σmax

(2.31b)

w

w

Then the gap in Theorem 3 is at most the conditional relative entropy of the source from a
Gaussian distribution plus a term depending on the range of the conditional variance:


2
1
σmax
R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D) ≤ D(s|w ||N (Var [s])) + log 1 + 2
2
σmin
(2.32)
where N (t) represents a Gaussian random variable with mean zero and variance t.
Similar bounds can be developed for other distortion measures as discussed after the
proof of Theorem 10 in the appendix.
Consider the familiar Wyner-Ziv scenario where the signal side information is a noisy
observation of the source. Specifically, let w = s + v where v is independent of s. In this
case, the conditional variance is constant and (2.32) becomes
D(s|w ||N (Var [s])) +

1
log 2
2

(2.33)

and the rate-loss is at most half a bit plus the deviation from Gaussianity of the source.
If s is Gaussian when conditioned on w = w, then the rate-loss is again seen to be
at most half a bit as in [193]. In contrast to [193] which is independent of the source,
however, both our bounds in (2.29) and (2.32) depend on the source distribution. Hence,
we conjecture that our bounds are loose. In particular, for a discrete source, the worst
case rate loss is at most H(s|w ), but this is not captured by our results since both bounds
become infinity. Techniques from [60, 104, 193] may yield tighter bounds.

 2.6.3 A Finite Rate Gaussian Example
To gain some idea of when the asymptotic results take effect, we consider a finite rate
Gaussian example. Specifically, let the source consist of a sequence of Gaussian random
variables with mean zero and variance 1 and consider distortion side information with
Pr[q = 1] = 0.6, Pr[q = 10] = 0.4, and distortion measure d(s, ŝ; q) = q · (s − ŝ) 2 .
The case without side information is equivalent to quantizing a Gaussian random variable with distortion measure 4.6(s − ŝ)2 and thus the rate-distortion function is
(
0,
D ≥ 4.6
(2.34)
R[Q-NONE-W-NONE](D) = 1 4.6
2 ln D , D ≤ 4.6.
To determine R[Q-BOTH-W-NONE](D) we must set up a constrained optimization as we did
for the binary-Hamming scenario in Appendix B.2. This optimization results in a “waterpouring” bit allocation which uses more bits to quantize the source when q = 10 than when
q = 1. Specifically, the optimal test-channel is a Gaussian distribution where both the
mean and the variance depend on q and thus ŝ has a Gaussian mixture distribution. Going
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through the details of the constrained optimization yields


0,
4
R[Q-BOTH-W-NONE](D) = 0.4
2 ln (D−.6) ,

 0.4 10 0.6
1
2 ln D + 2 ln D ,

4.6 ≤ D
D ∗ ≤ D ≤ 4.6
D≤

(2.35)

D∗

for some appropriate threshold D ∗ . Evaluating (2.28) for this case indicates that the rategap between (2.34) and (2.35) goes to 0.5 · (ln 4.6 − 0.4 ln 10) ≈ 0.3 nats ≈ 0.43 bits.
Computing R[Q-ENC-W-NONE](D) analytically seems difficult. Thus, when distortion
side information is only available at the encoder we obtain a numerical upper bound on
the rate by using the same codebook distribution as when q is known at both encoder and
decoder. This yields a rate penalty of I(ŝ; q).7 We can obtain a simple analytic bound
from Theorem 9. Specifically, evaluating (2.29) yields that the rate penalty is at most
(1/2) · min[1, D].
In Fig. 2-8 we evaluate these rate-distortion trade-offs. We see that at zero rate, all
three rate-distortion functions have the same distortion since no bits are available for quantization. Furthermore, we see that the Fisher Information bound is loose at zero rate. As
the rate increases, the system with full distortion side-information does best because it uses
the few available bits to represent only the important source samples with q = 10. The decoder reconstructs these source samples from the compressed data and reconstructs the less
important samples to zero (the mean of s). In this regime, the system with distortion side
information at the encoder also more accurately quantizes the important source samples.
But since the decoder does not know q, it does not know which samples of ŝ to reconstruct
to zero. Thus the system with q available at the encoder performs worse than the one with
q at both encoder and decoder but better than the system without side information. As
the rate increases further, both systems with distortion side information quantize source
samples with both q = 1 and q = 10. Thus the codebook distribution for ŝ goes from
a Gaussian mixture to become more and more Gaussian and the rate-loss for the system
with only encoder side information goes to zero. Finally, we note that even at the modest
distortion of −5 dB, the asymptotic effects promised by our theorems have already taken
effect.

 2.7 Discussion
In this chapter, we introduced the notion of distortion side information which does not
directly depend on the source but instead affects the distortion measure. Furthermore, we
showed that if general side information can be decomposed into such a distortion dependent
component and a signal dependent component then under certain conditions the former is
required only at the encoder and the latter is required only at the decoder. In this section,
we discuss some implications and applications of these ideas.

 2.7.1 Applications to Sensors and Sensor Networks
There is a growing interest in sensor networks where multiple nodes with potentially correlated observations cooperate to sense the environment. A variety of researchers have already
7

Actually, since the rate distortion function is convex, we take the lower convex envelope of the curve
resulting from the optimal test-channel distribution.
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Figure 2-8. Rate-distortion curves for quantizing a Gaussian source s with distortion q(s − ŝ) 2 where the
side information q is 1 with probability 0.6 or 10 with probability 0.4. From bottom to top on the right
the curves correspond to the rate required when both encoder and decoder know q, a numerically computed
upper bound to the rate when only the encoder knows q, the rate when neither encoder nor decoder know
q, and the Fisher Information upper bound from Theorem 9 for when only the encoder knows q.
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demonstrated the advantages of distributed source coding in efficiently using signal side information in such networks [149, 146, 136, 175, 21]. We believe, however, that the possible
applications of distributed coding with distortion side information are equally compelling.
First, many sensors naturally receive distortion side information in addition to the observed signal. For example, sensors which perform simple filtering or averaging of the
incoming signal can use the variance as an indicator of reliability. Similarly, sensors can
observe the background level of light, sound, etc., to obtain an estimate of the noise-floor in
the absence of a signal of interest. Since the level of this noise-floor may change over time,
such background noise readings can be used as an estimate of signal reliability.
Second, many sensors must be periodically re-calibrated either by manual intervention,
with automatic self-calibration routines, or by communicating with other sensors. The
length of time since the last calibration or an estimate of the calibration accuracy are thus
natural measures of reliability for the observations. For example, many systems are designed
to record data at a roughly constant average amplitude. This is often accomplished by using
automatic gain control (AGC) to compensate for attenuation due to distance, weather,
or obstacles. Since thermal noise in the sensor front-end is usually independent of such
attenuations, the AGC level can be used as a simple indicator of the signal-to-noise ratio
of an observed signal.
In more sophisticated systems, intermediate nodes or fusion centers may collect data
and perform various levels of processing. These fusion centers can often form preliminary
estimates of the value of different components of the data. These estimates can the be used
as distortion side information in deciding the accuracy used to further communicate or store
the processed data.
In all these cases, our results suggest that trying to communicate distortion side information along with the signal is often not the right way to design a system. Instead,
compression schemes should be designed such that the decoder is in some sense invariant
to the side information. Of course, the encoder must still be able to more accurately represent the important or reliable data. As illustrated by the examples in Section 2.2, various
transforms may play a role in achieving this goal.

 2.7.2 Richer Distortion Models and Perceptual Coding
Notion of distortion side information may be particularly useful in the design of perceptual
coders. Specifically, it is well-known that mean-square error is at best a poor representative
of how humans experience distortion. Hence perceptual coding systems use features of
the human visual system (HVS) or human auditory system (HAS) to achieve low subjective
distortion even when the mean-square distortion is quite large. Unfortunately, creating such
a perceptual coder often requires the designer to be an expert both in human physiology,
as well as quantizer design. This difficulty may be one of the reasons why information
theory has sometimes had less impact on compression standards than on communication
standards.
Using the abstraction of distortion side information to represent such perceptual effects,
however, may help overcome this barrier. For example, physiological experts could focus on
producing a distortion model which incorporates perceptual effects by determining a value
qi which scales the quadratic distortion between the ith source sample and its reconstruction. Quantization experts could focus on designing compression systems operating with
distortion side information. Then various perceptual models could be quickly and easily
combined with quantizer designs to find the best combination. This modular design would
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allow a good quantization system to be used in a variety of application domains simply by
changing the model for the distortion side information. Similarly, it would allow a finely
tuned perceptual model to be used in many types of quantizer designs.
The theoretical justification for using distortion side information to design modular
quantizers is Theorem 3. This theorem can be interpreted as saying that even if the perceptual model which produces the distortion weighting qi is a complicated function of the
source, the decoder does not need to know how the perceptual model works. Instead, it is
sufficient for the decoder simply to know the statistics of q provided that q is available to
the encoder.
Finally, it may be somewhat premature to advocate a particular design for perceptual
coders based on primarily on rate-distortion results. At a minimum, however, we point out
that if a perceptual distortion side information model can be constructed it can at least be
used to find a bound on the minimum possible bit rate at a given distortion. Having such
a performance benchmark to strive for can be a powerful force in inspiring system designer
to search for new innovations.

 2.7.3 Decomposing Side Information Into q and w
Our problem model of Section 2.3 requires that the side information can be decomposed
into distortion side information and signal side information. In many scenarios, this may
be a natural view of the compression task. In problems where this is not the case, however,
we briefly discuss how general side information may be decomposed into the pair (q, w)
required by our theorems.
First, notice that the formulation in (2.1) is completely general in the sense that any
side information z taking values in the set Z can be trivially decomposed into (q, w ) by
setting (q, w ) = (z, z) with (Q, W) = (Z, Z). Of course, this makes most of our results
uninteresting. One systematic procedure for potentially improving this decomposition is
as follows. First, replace each pair of values (q0 , q1 ) where d(·, ·; q0 ) = d(·, ·; q1 ) with a
new value q 0 and adjust Q accordingly. Next, replace each pair of values (w 0 , w1 ) where
ps|w (·|w0 ) = ps|w (·|w1 ) and pq|w (·|w0 ) = pq|w (·|w1 ) with a new value w 0 and adjust W
accordingly. If the resulting Q and W are smaller than Z, then our results become nontrivial.
As with the problem of determining a minimal sufficient statistics, there are many
potential decompositions and different notions of good decompositions may be appropriate
in different applications. For example, minimizing the cardinality of Q, W, or both, might
be useful in simplifying quantizer design or related tasks. Alternatively, minimizing I(q; w ),
H(q), H(w ), or similar information measures may be useful if q/w must be communicated
to the encoder/decoder by a third party.
Essentially, all that a side information decomposition, requires for our results to hold are
two Markov conditions. First, we need the Markov condition q ↔ w ↔ s. Second, if we view
the distortion as a random variable d(s,ŝ) which can depend on the side information, we
need the Markov condition d(s,ŝ) ↔ q, s,ŝ ↔ w. In some scenarios, natural decompositions
exist which satisfies these conditions, but finding a general procedure to obtain the best such
decomposition is a topic for future work.
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 2.8 Concluding Remarks
Our analysis indicates that side information which affects the distortion measure can provide significant benefits in source coding. Perhaps, our most surprising result is that in a
number of cases, (e.g., sources uniformly distributed over a group, or in the high-resolution
limit) side information at the encoder is just as good as side information known at both
encoder and decoder. Furthermore, this “separation theorem” can be composed with the
previously known result that having signal side information at the decoder is often as good
as having it both encoder and decoder (e.g., in the high-resolution limit). Our main results
regarding when knowing a given type of side information at one place is as good as knowing
it at another place are summarized in Fig. 2-7. Also, we computed the rate-loss for lacking
a particular type of side information in a specific place. These penalty theorems show that
lacking the proper side information can produce arbitrarily large degradations in performance. Taken together, we believe these results suggest that distortion side information is
a useful source coding paradigm.

 2.8.1 Possibilities For Future Work
Many practical, theoretical, and modeling issues remain to be explored in the study of
distortion side information.
Probably the most pressing modeling issue is the investigation and development of useful
distortion side information measures. A standard model (or class of models) for distortion
side information in various applications would be invaluable in addressing semantic aspects
of distortion ignored by cruder measures such as squared or absolute error. Developing
such models may be a lengthy, expensive, and even controversial task. Similar difficulties
are encountered in developing channel models for many wired and wireless communication
applications, yet the value of such models makes them an active area of research.
Besides modeling questions, an interesting practical issue is the construction of low complexity quantizers which can approach the theoretical advantages of distortion side information in real systems. Some possibilities include investigating low dimensional quantizers via
Lloyd-Max algorithms, lattice quantizers or companding. High dimensional constructions
based on sophisticated codes may also prove useful if low complexity encoding and decoding
algorithms can be constructed.
On the theoretical side, some interesting questions include the benefits of distortion side
information in scalable or distributed source coding problems, the theory of distortion side
information for non-difference distortion measures, and multiple description coding with
distortion side information.
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Chapter 3

Low Complexity Quantizers For
Distortion Side Information
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 3.1 Introduction
Most classical work on lossy data compression and source coding focuses on encoding a
source into a compressed representation such that compressed version is “close” to the original as measured by some distortion function. Choosing an accurate distortion measure
is critical. Unfortunately, however, sophisticated distortion measures are often difficult to
work with in analysis and design. Thus one common model is to measure the distortion between a length n source sequence, s [ n1 ], and its quantized reconstruction, ŝ [ n1 ], by averaging
a single-letter distortion measure, i.e.
n

1X
d(s [ ] , ŝ [ ]) =
d(s [i] , ŝ [i]).
n
n
1

n
1

(3.1)

i=1

Single-letter distortion measures have led to a number of theoretical insights and practical advances, but they seem to miss a key feature of many problems. For example, consider
a sensor application with the observations s [ n1 ]. Furthermore, imagine that each observation
is made with a different reliability or signal-to-noise ratio (SNR). When s [ n1 ] is quantized
to ŝ [ n1 ], our intuition suggests that the high reliability or high SNR observations should be
treated differently than the low reliability or low SNR ones. As another example, consider
the encoding of speech, audio, or video. It is well-known that due to perceptual effects, certain components of such signal may be more or less sensitive to distortion due to masking
effects or context [85]. For example errors in audio samples following a loud sound, or errors
in pixels spatially or temporally near bright spots are perceptually less relevant. Similarly,
accurately preserving certain edges or textures in an image or human voices in audio may
be more important than preserving background patterns/sounds.
To model some of these effects in, we introduced the idea of distortion side information
in Chapter 2. Specifically, we considered quantizing a source s [ n1 ] into ŝ [ n1 ] subject to a
distortion measure which depends on the side information q [ n1 ] via
n

d(s [ n1 ] , ŝ [ n1 ] ; q [ n1 ]) =

1X
d(s [i] , ŝ [i] ; q [i]).
n

(3.2)

i=1

Intuitively, the distortion side information q [i] represents information such as the SNR of
the ith source sample, the perceptual distortion masking, or other effects which make some
components of a signal more or less important. Some possibilities for how the distortion side
information might weight or otherwise modify the distortion measure on a sample-by-sample
basis include single-letter distortion measures such as d(s [i] , ŝ [i] ; q [i]) = q [i] · (s [i] −ŝ [i]) 2
or d(s [i] , ŝ [i] ; q [i]) = |s [i] − ŝ [i] |q[i] .
By allowing this richer class of distortion measures, we can more accurately represent
the goals of a lossy compression system. Presumably, such accuracy should lead to better
performance. For example, in a fully informed system where q [ n1 ] is known to both encoder
and decoder, this distortion side information could be used to allocate more bits to sensitive
samples indicated by q [i]. This intelligent bit allocation should outperform an uniformed
system where all source samples are treated the same.
But what happens for a partially informed system where only the encoder knows q [ n1 ]?
For example, in a sensor scenario it might be reasonable to model the encoder as having
access to the SNR for each observation, but the receiver or decoder might not have such
knowledge. Therefore, at first it might seem like the added benefit for a sophisticated
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distortion model would be outweighed by the need for the encoder to convey q [ n1 ] to the
decoder. In Chapter 2, we show that this is often not the case. Specifically, we show that
in many cases of interest it is possible for the partially informed system where only the
encoder knows q [ n1 ] to obtain the same performance as the fully informed system where
both encoder and decoder know q [ n1 ]. Thus, in many cases we can gain the full benefit
of sophisticated distortion side information models without the need to explicitly transmit
q [ n1 ] from the encoder to the decoder.
While the results in Chapter 2 use random coding arguments, in this chapter we propose a constructive, practically implementable method to use distortion side information.
Specifically, we describe lattice based lossy compression systems to exploit distortion side
information known only at the encoder. We show that the proposed systems gain the
full benefit of the distortion side information while requiring complexity which grows only
linearly with the block length, n.
We focus on lattice based systems followed by entropy coding for a number of reasons.
From a practical perspective, lattices have many advantages for source coding (see, e.g.,
[78, 58, 117, 112, 41, 40, 130, 86, 197]). Indeed, an integer lattice followed by entropy coding
is one of the most commonly used lossy compression systems. Furthermore, many results
exists on constructing, encoding/decoding, analyzing, and using lattices such as [198,64,63,
165,153,2,200,168,111,177,131]. Finally, lattices are a useful tool in analyzing the different
types of gains possible in lossy compression. For example, [112] identifies the space-filling
gain, shape gain, and memory gain as separate possible gains to pursue. Similarly, for
high-rate quantizers, [58] identifies the granular gain and boundary as gains which can be
achieved separately via lattices.
Essentially, we continue along these lines by introducing a type of transform across
nested lattices and showing that this transform obtains the full benefit of the distortion side
information. Thus the distortion side information gain is separate from both the boundary
gain achieved by entropy coding and the granular gain achieved by selecting an appropriate
sequence of nested lattices.
The rest of this chapter is organized as follows. We begin with some simple examples
in Section 3.2 which convey the key insights of this chapter. These examples show how
to design partially informed systems where only the encoder knows the distortion side
information. Furthermore, these examples demonstrate that partially informed systems can
achieve the same performance as fully informed systems where both encoder and decoder
know the distortion side information. Next, we briefly establish some notation in Section 3.3.
Section 3.4 presents our constructions for how lattice based quantizers which efficiently
exploit distortion side information. While Section 3.4 focuses on the quantizer structure
and codebook format, Section 3.5 we describes a sub-optimal but provably efficient encoding
algorithm. Specifically, in Section 3.5.1 we describe the rule for mapping source and side
information into the format specified in Section 3.4. Then in Section 3.5.3, we show that the
proposed rule can be implemented with linear complexity. After introducing a statistical
model for the source and side information in Section 3.5.4, we derive the rate-distortion
performance for our proposed encoding rule in Section 3.5.6 and show that it matches the
rate-distortion performance of the fully informed system in Section 3.5.5. We close with
some concluding remarks in Section 3.6.
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 3.2 Two Simple Examples
We illustrate some different ways distortion side information can be efficiently used even
when known only at the encoder.

 3.2.1 Discrete Uniform Source
Consider the case where the source, s [i], corresponds to n samples each uniformly and independently drawn from the finite alphabet S with cardinality |S| ≥ n. Let q [i] correspond
to n binary variables indicating which source samples are relevant. Specifically, let the
distortion measure be of the form d(s, ŝ; q) = 0 if and only if either q = 0 or s = ŝ. Finally,
let the sequence q [i] be statistically independent of the source with q [i] drawn uniformly
from the n choose k subsets with exactly k ones.
If the side information were unavailable or ignored, then losslessly communicating the
source would require exactly n · log |S| bits. A better (though still sub-optimal) approach
when encoder-only side information is available would be for the encoder to first tell the
decoder which samples are relevant and then send only those samples. This would require
n · Hb (k/n) + k · log |S| bits where Hb (·) denotes the binary entropy function. Note that
when the side information is known at both encoder and the decoder, then the overhead
required in telling the decoder which samples are relevant could be avoided and the total
rate required is exactly k · log |S|. We will show that this overhead can in fact be avoided
even without decoder side information.
Pretend that the source samples s [0], s [1], . . ., s [n − 1], are a codeword of an (n, k)
Reed-Solomon (RS) code (or more generally any MDS1 code) with q [i] = 0 indicating an
erasure at sample i. Use the RS decoding algorithm to “correct” the erasures and determine
the k corresponding information symbols which are sent to the receiver. To reconstruct the
signal, the receiver encodes the k information symbols using the encoder for the (n, k) RS
code to produce the reconstruction ŝ [0], ŝ [1], . . ., ŝ [n − 1]. Only symbols with q [i] = 0
could have changed, hence ŝ [i] = s [i] whenever q [i] = 1 and the relevant samples are
losslessly communicated using only k · log |S| bits.
As illustrated in Fig. 3-1, RS decoding can be viewed as curve-fitting and RS encoding
can be viewed as interpolation. Hence this source coding approach can be viewed as fitting
a curve of degree k − 1 to the points of s [i] where q [i] = 1. The resulting curve can be
specified using just k elements. It perfectly reproduces s [i] where q [i] = 1 and interpolates
the remaining points.

Figure 3-1. Losslessly encoding a source with n = 7 points where only k = 5 points are relevant (i.e., the
unshaded ones), can be done by fitting a fourth degree curve to the relevant points. The resulting curve will
require k elements (yielding a compression ratio of k/n) and will exactly reproduce the desired points.

1

The desired MDS code always exists since we assumed |S| ≥ n. For |S| < n, near MDS codes exist
which give asymptotically similar performance with an overhead that goes to zero as n → ∞.
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 3.2.2 Weighted Quadratic Distortion
The previous example in Section 3.2.1 can be generalized to Gaussian sources with quadratic
distortion. Specifically, provided that d(·, ·; q) = 0 whenever q = 0 and is otherwise independent of q, then the technique in Section 3.2.1 can be generalized by replacing MDS codes
with Fourier Transforms [124]. This requires a very special form for the distortion measure
and may be of limited interest. In the rest of this section, we consider another example
which illustrates how distortion side information may be used for a much wider range of
distortion measures.
Consider quantizing a pair of source samples (s [1] , s [2]) subject to the distortion constraint d(s, ŝ; q) = q · (s − ŝ)2 . Furthermore, imagine that the distortion side information is
such that one source sample is sixteen times more important than the other. Specifically, let
(q [1] , q [2]) = (1, 16) or (q [1] , q [2]) = (16, 1). In the following we consider how to design
high-resolution quantizers when q is known at both encoder and decoder as well as when q
is known only at the encoder.

Encoder & Decoder Know q

For the moment, let us restrict attention to simple uniform scalar quantizers followed by
entropy coding. If both encoder and decoder know the distortion side information, then the
optimal strategy is straightforward: use a quantizer step-size of ∆ for the more important
source sample and a step-size of 4∆ for the less important sample.
Fig. 3-2 illustrates this idea for quantizing two source samples, s [1] and s [2]. If the first
source sample is more important (i.e., q [1] = 16 and q [2] = 1), then a denser quantizer
is used for the first source sample and a coarser quantizer is used for the second source
sample. If the second source sample is more important, the situation is reversed.
It is well-known that in the limit of small distortions, the average squared error for a
step-size ∆ uniform scalar quantizer is simply the variance of random variable uniformly
distributed over the interval (0, ∆). Thus the expected distortion is approximately 16·∆ 2 /12
for the more important sample and (4∆)2 /12 = 16 · ∆2 /12 (i.e., the same) for the less
important sample.
Provided that the source has a probability density function, it is straightforward to show
that total number of bits required by the two quantizers is approximately
h(s) − log ∆ + h(s) − log 4∆

(3.3)

h(s) − log 2∆

(3.4)

for a total average bit rate of
bits per sample.
Essentially, using a fine-grained quantizer for the more important sample and a coarsegrained quantizer for the less important sample is like using a variable codebook and partition as illustrated in Fig. 3-3. Specifically, the codebook and partition in Fig. 3-3(a)
correspond to the quantizer in Fig. 3-2(a) while the codebook and partition in Fig. 3-3(b)
correspond to Fig. 3-2(b). In each case, the codebook and partition are designed to minimize the error in quantizing the more important sample. Note that, Fig. 3-3 illustrates that
the decoder must know the distortion side information to know which point set to use in
mapping a quantization index to a reconstruction of the source.
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s [2]

ŝ [2]

ŝ [1]
ŝ [1]
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s [1]

(a)

s [1]
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Figure 3-2. Two possible quantizers to use if both the encoder and decoder know the distortion side
information. When the first source sample, s [1], is more important as in (a), then a finer quantizer is used
for it and a coarser quantizer is used for s [2]. In (b), the second source sample, s [2] is more important and
thus the situation is reversed.

Only Encoder Knows q

How can we achieve similar performance when only the encoder knows the distortion side
information? Ideally we wish to spend two extra bits on each sample where q [i] = 16
since these samples require more accurate description than samples with q [i] = 1. A naive
approach in achieving this goal would be for the encoder to first use 1 bit per sample to
tell the decoder whether or not a sample is important. Once this is accomplished then
the structures in Figures 3-2 and 3-3 can be used. Of course, explicitly sending an extra
bit to indicate whether a sample is important or not incurs an overhead which is not
required when both encoder and decoder know q. This overhead makes the naive approach
undesirable. Hence, we describe a system which can allocate two more bits of description
to each important sample without requiring any overhead.
Our approach is to use a pair of shifted quantizers. We again use an example with two
source samples. The encoder quantizes both source samples with a pair of quantizers of stepsize 4∆. The corresponding reconstructions are shifted by an offset of λ ∈ {0, ∆, 2∆, 3∆}.
The same offset is used for both quantizers. Thus the total number of bits required are
the same as the fully informed system. Specifically, approximately h(s) − log 4∆ bits are
required to quantize each source sample to a grid of step-size 4∆ plus an additional two
bits to specify the shift λ ∈ {0, ∆, 2∆, 3∆}. Thus the total average bit rate is the same as
(3.4). The shift is chosen to minimize the error for the more important sample (i.e., the
one for which q [i] = 16). Using shifted quantizers in this manner has the effect of devoting
58

U

Y

W

TU

XY

VW

T

X

V













!

#



O

S

Q













!

"#



NO

RS

PQ













"



N

R

P

I

M

HI

LM

H

L

C

G

↑
s

















K

BC

FG

B

F

s →
JK

J

E

DE

D

=

A

?

<=

@A

>?

<

@

>









7

;

9









67

:;

89







6

:

8

[

_

]

Z[

^_

\]

Z

^

\

a

e

c

`a

de

bc

`

d

b

g

k

i

fg

jk

hi

f

j

h

'

+

-

/

%

1

3

5

)

m

q

o

&'

*+

,-

./

$%

01

23

45

()

lm

pq

no

&

*

,

.

$

0

2

4

(

l

p

n

s

w

u

rs

vw

tu

r

v

t

PSfrag replacements

PSfrag replacements

↑

→
(a)

(b)

Figure 3-3. Variable codebook and partition view of the quantizers in Fig. 3-2 obtained by grouping the
two samples into a vector s = (s [1] , s [2]). If the distortion side information indicates s [1] is more important
then the codebook and partition in (a) are used, while if the second sample is more important then (b) is
used.

the extra two bits of information to describing the important sample without the need for
the overhead required to describe which sample is important.
Fig. 3-4 illustrates this idea. In Fig. 3-4(a), a quantizer of step-size 4∆ is used for both
samples. By using an additional 2 bits to specify a shift of λ = 3∆ for the first sample,
however, we are effectively able to use 2 more bits for the important sample and achieve
both the same average rate and distortion as the fully informed system in Fig. 3-2(a).
Alternatively, if the second source sample is important as in Fig. 3-4(b), the shift is chosen
to minimize the error in quantizing s [2] and we are again able to use 2 more bits for the
important sample to achieve the same average rate and distortion as the fully informed
system in Fig. 3-2(b).
Essentially, the idea of using a pair of quantizers with a single shift applied to both is
like using a single, fixed set of codewords with a variable partition as illustrated in Fig. 3-5.
Specifically, the partition in Fig. 3-5(a) corresponds to the quantizer in Fig. 3-4(a) while the
partition in Fig. 3-5(b) corresponds to the quantizer in Fig. 3-4(b). In each case, the location
of the points (i.e., the codebook) is fixed while it is only the partition that changes. The
partition depends on the distortion side information in the sense that the encoder finds the
“nearest” quantization point where “nearest” depends on the distortion side information.
Once the encoder has chosen the best quantization point and described it to the decoder,
the decoder can produce a quantized reconstruction of the source without knowing the
distortion side information.
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ŝ [2]
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Figure 3-4. Two possible quantizers to use if only the encoder knows the distortion side information. The
structure in (a) is used if the first sample is more important and (b) is used if the second sample is more
important. In either case, each source sample is quantized to a grid of size 4∆ represented by the wide tick
marks. Next, both reconstructions are shifted by an offset, λ ∈ {0, ∆, 2∆, 3∆}, where ∆ corresponds to the
fine spacing between narrow tick marks. When the first source sample, s [1], is more important as in (a),
s [1] is quantized to the bottom wide tick mark and an offset of λ = 3∆ is selected. The error of the resulting
reconstruction, ŝ [1] + λ, essentially corresponds to the fine grid size, ∆. Conversely, the less important
sample is quantized to the second wide tick mark from the top so that the resulting error is proportional to
the coarse grid size, 4∆. The situation is reversed in (b) where the second source sample is more important
and thus a shift of λ = ∆ is selected to minimize the error in quantizing s [2].

 3.3 Notation
Vectors are denoted in bold (e.g., x). The ith element of a sequence is denoted as x [i]
if it is scalar or x [i] if it is a vector. Similarly, a subsequence of elements ranging from i
to j is denoted as x [ ji ] for sequences of vectors or x [ ji ] for sequences of scalars. Random
variables are denoted using the sans serif font (e.g., x) while random vectors are denoted
with bold sans serif (e.g., x). We denote mutual information, entropy, and expectation
as I(x; y ), H(x), E[x]. Calligraphic letters denote sets (e.g., s ∈ S) with | · | denoting
the cardinality of its argument. Finally, for any length n sequence q [ n1 ], we denote the
number of occurrences of the symbol i as #[q [ n1 ] ∼ i]. In the Information Theory literature,
#[q [ n1 ] ∼ i] is sometimes refereed to as the type of q [ n1 ].

 3.4 Lattice Quantizer Structures
In this section we describe how to generalize the construction in Section 3.2 to a wide
variety of source and distortion measures. Specifically, our main goal is to construct efficient
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Figure 3-5. A fixed codebook/variable partition view of the quantizers in Fig. 3-4 obtained by grouping
the two source samples into a vector s = (s [1] , s [2]). If the distortion side information indicates s [1] is more
important then the partition in (a) is used, while if the second sample is more important then partition (b)
is used. In either case, the source is mapped to the codeword which minimizes the average error weighted
by the distortion side information. Note that while in Fig. 3-3 both the partition and codebook change as a
function of the distortion side information, here only the partition depends on the side information and the
location of the points (i.e., the codebook) is fixed.

quantizers when the distortion side information is known only at the encoder. In measuring
efficiency, we will compare a partially informed system where only the encoder knows the
distortion side information to a fully informed system where both encoder and decoder
know the distortion side information. An efficient partially informed system is one which
either exactly or asymptotically achieves the same performance as the corresponding fully
informed system.
We consider a quantizer or lossy compression system to consist of an encoder and decoder
which work as follows. The encoder is presented with a length n source sequence s [ n1 ] and
a length n distortion side information sequence q [ n1 ]. The encoder produces an index which
is stored or transmitted to a decoder. In a fully informed system, the decoder receives both
the encoder output as well as q [ n1 ]. In a partially informed system the decoder receives
the index but does not know q [ n1 ]. In either case, the error for the reconstruction ŝ n1 is
computed by averaging the single-letter distortion measure, d(·, ·; ·), to obtain
n

d(s [ n1 ] , ŝ [ n1 ] ; q [ n1 ]) =

1X
d(s [i] , ŝ [i] ; q [i]).
n

(3.5)

i=1

The key insight in developing the example in Section 3.2.2 is the implicit use of a coset decomposition. Specifically, we used the fact that the integer lattice, Z = {. . . , −2, −1, 0, 1, 2, . . .},
can be decomposed into four shifts of the sub-lattice of integers which are multiples of four,
4Z = {. . . , −8, −4, 0, 4, 8, . . .}. Both the fully informed system in Section 3.2.2 and the par61

tially informed system in Section 3.2.2 were constructed by essentially using the Z lattice to
quantize the more important sample and using the 4Z lattice to quantize the less important
sample. Hence, to develop quantizers which can efficiently use encoder side information for
a variety of sources and distortion measures, we develop quantizers based on lattices. We
begin by briefly reviewing some lattice terminology. Further details on lattices can be found
in [63, 41].

 3.4.1 A Brief Review of Lattices and Cosets
A real, r-dimensional lattice, Λ ⊂ Rr , is a regular array of points in space which forms
a group under vector addition.2 The nesting idea used in Section 3.2.2 can be captured
by sub-lattices. Specifically, a sub-lattice Λ0 ⊂ Λ is any subgroup of Λ with respect to
vector addition. We refer to a sequence of sub-lattices Λ(1) ⊂ Λ(2) ⊂ . . . ⊂ Λ(L) of
the base lattice Λ(L) as a nested lattice. Throughout the chapter, the reader may find it
useful to keep in mind integer nested lattices as a concrete embodiment of a nested lattice.
Specifically, let Λ(j) be integer multiples of 2L−j . Thus Λ(L) is simply the integers Z =
{. . . , −2, −1, 0, 1, 2, . . .}, Λ(L − 1) consists of even integers 2Z = {. . . , −4, −2, 0, 2, 4, . . .},
Λ(L − 2) consists of multiples of four, 4Z, and so on.
For a pair of lattices Λ0 ⊂ Λ, we denote the partition of Λ into equivalence classes
modulo Λ0 as Λ/Λ0 . By taking one element from each equivalence class we obtain a system
of coset representatives denoted by [Λ/Λ0 ]. By using a coset decomposition for the partition
we can uniquely specify a point λ in the base lattice Λ by the sum λ0 + c where λ0 is an
element of the sub-lattice Λ0 and c is the coset representative in [Λ/Λ0 ]. For the example
where Λ(L) = Z and Λ(L − 1) = 2Z, we can choose [Λ(L)/Λ(L − 1)] = {0, 1}. This allows
us to represent any integer z ∈ Z as z = e + c where e is an even integer and c ∈ {0, 1}.
We can continue this idea further. Instead of the representation
Λ(L) = Λ(L − 1) + [Λ(L)/Λ(L − 1)]

(3.6a)

where any element in Λ(L) is described by an element of Λ(L−1) and a coset representative
in [Λ(L)/Λ(L − 1)], we can use the further decomposition
Λ(L − 1) = Λ(L − 2) + [Λ(L − 1)/Λ(L − 2)].

(3.6b)

Combining (3.6a) and (3.6b) yields the representation
Λ(L) = Λ(L − 2) + [Λ(L − 1)/Λ(L − 2)] + [Λ(L)/Λ(L − 1)].

(3.6c)

For example, setting Λ(L) = ∆Z, with Λ(L − 1) = 2∆Z and Λ(L − 2) = 4∆Z yields the
decomposition used in Section 3.2.2. Specifically, to describe an element of a grid of stepsize ∆, we can instead describe an element of a grid of step-size 4∆ plus an element from
{0, ∆} plus an element from {0, 2∆}. Taken to its conclusion this notation allows us to use
the partition chain
Λ(L)/Λ(L − 1)/ . . . /Λ(1)
(3.7)
to represent any element of Λ(L) with an element of Λ(1) combined with the L − 1 coset
representatives from each partition.
2

For simplicity we focus on lattices, but most of our constructions and analysis only require the group
property and some notion of uniformity such as [65]. Thus, our ideas can be easily extended to other spaces
such as quantizing phases or angles.
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 3.4.2 The Fully Informed System
First we consider a fully informed system for quantizing the source sequence s [ n1 ] where
each source sample, s [i], is an r-dimensional vector. The fully informed system is designed
to treat L different kinds of samples (e.g., if q takes exactly L different values) and consists
of a sequence of r-dimensional nested lattices
Λ(1) ⊂ Λ(2) ⊂ Λ(3) ⊂ . . . ⊂ Λ(L).

(3.8)

Intuitively, the finest lattice Λ(L) is used to quantize the most important samples, while
the coarser lattice, Λ(L − 1), is used for the next most important class of samples, and so
on until Λ(1) is used for the least important samples.
To quantize a source sequence s [ n1 ], we first classify each source sample, s [i], into one
of L classes according to the value of q [i]. For example, if q ∈ {1, 2, . . . , L}, we can simply
represent the class for s [i] by the value of q [i]. To simplify the exposition we assume that
this is the case. 3 Then s [i] is quantized to the nearest point in lattice Λ(q [i]), which we
represent as λΛ(q[i]) (i). Finally, the resulting quantization indexes are entropy coded and
described to the receiver. The system described in Section 3.2.2 is one example of a fully
informed system where L = 2, Λ(2) = ∆Z, Λ(1) = 4∆Z, and d(s, ŝ; q) = q 4 · (s − ŝ)2 .

 3.4.3 The Partially Informed System
To facilitate comparison, we construct a partially informed system using the same lattice
and lattice partition chain as for the fully informed system. Specifically, our basic tool is a
sequence of L r-dimensional nested lattices as in (3.8). Our goal is to match the performance
of the corresponding fully informed system described in Section 3.4.2. Note that one simple
and sub-optimal approach would be for the encoder to simply send q [ n1 ] to the decoder and
then use the quantizer for the fully informed system. This would incur an overhead of H(q)
bits per sample. Instead, we describe a quantizer which uses the same lattices as the fully
informed system in a somewhat different manner in order to avoid the overhead of H(q)
required in communicating q.
Codebook Structure and Decoding

To quantize the source sequence s [ n1 ] with the distortion side information q [ n1 ], the encoder
sends three different pieces of information:
1. A list of the number of samples in q [ n1 ] taking the value i (denoted as #[q [ n1 ] ∼ j])
2. A sequence of n elements from the coarsest lattice Λ(1) (this sequence is denoted
λΛ(1) (i) with i ∈ {1, 2, . . . , n})
3. A table of coset representatives, c[i, j], where c[i, j] is the coset representative for the
partition [Λ(j + 1)/Λ(j)] for sample i with i ∈ {1, 2, . . . , n} and j ∈ {1, 2, . . . , L − 1}
Postponing for the moment how each of these components is determined and efficiently
encoded, once this encoding of the source s [ n1 ] is received, the decoder reconstructs the
3

Instead, if the number of possible values of q [i] is large or if q takes values in a continuum, then a more
complicated classifier may be required. In such cases, we could transform the original problem into one with
a new type of distortion side information, q 0 , and a new distortion measure where there are only L possible
values for q 0 . Hence our assumption incurs no essential loss of generality but simplifies notation.
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sequence ŝ [ n1 ] by setting
ŝ [i] = λΛ(1) (i) +

L−1
X

c[i, j].

(3.9)

j=1

Encoding #[q [ n1 ] ∼ j]

The number of occurrences of the sample j in q [ n1 ] can be encoded by via entropy coding
(e.g., Huffman coding or Arithmetic coding) if a statistical characterization of q is available.
Even without any statistical characterization of q, however, #[q [ n1 ] ∼ j] can be encoded
simply as a list of L − 1 integers from 0 to n where the ith value in the list is simply
#[q [ n1 ] ∼ j].4 Thus describing #[q [ n1 ] ∼ i] requires at most
(L − 1) · dlog2 ne

(3.10)

bits.
Encoding λΛ(1) (i)

The lattice elements in the base lattice can be encoded by entropy coding (e.g., Huffman
coding or Arithmetic coding).
Encoding c[i, j]

The key step in our construction is efficiently encoding the table of coset representatives.
Before describing our encoding method we first illustrate the intuition behind our construction.
For the least important samples where q [i] = 1, the fully informed system uses the
coarsest lattice, Λ(1). Thus, for these least important samples, the partially informed
system should ideally not spend any more bits to describe the source than the fully informed
system did. Therefore, the partially informed system should ideally spend zero bits to not
describe c[i, j] at all when q [i] = 1. Similarly, when q [i] = 2, the fully informed system uses
the second coarsest lattice, Λ(2) and so the partially informed system should ideally only
describe c[i, 1] and not attempt to describe c[i, j] for j > 1. This reasoning extends to the
remaining coset representatives.
In order to achieve this goal we use erasure quantizing codes which are in some sense
dual to erasure correction codes. Specifically, an (n, k, e) erasure quantizing code over an
alphabet X is a set of codewords c ∈ C with the following properties:
1. Each codeword is a vector of n elements from the alphabet X .
2. The code has dimension k in the sense that each element of C can be uniquely specified
with k letters from c.
3. For any source vector of length n, if at least e positions are marked as erasures, then
there exists at least one codeword in C which matches the remaining n − e positions
exactly.
4
The value of #[q [ n1 ] ∼ L] does not need to be explicitly encoded since it can be implicitly determined
P
n
as n − L−1
j=1 #[q [ 1 ] ∼ j].
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For example, the familiar single parity check linear code where C consists of all vectors
whose modulo-q sum is zero is an (n, n − 1, 1) erasure quantizing code. In general, any
maximum distance separable (n, k) erasure correcting code is an (n, k, n−k) error correction
code and vice versa. Thus we will refer to (n, k, n−k) erasure quantizing codes as maximum
distance separable (MDS). For large enough n, it is possible to construct (n, k, e) near-MDS
erasure quantizing codes where e/n converges to 1 − k/n. Furthermore, constructions of
near-MDS erasure quantizing codes exist whose encoding/decoding complexity is linear in
the block length [125].
We use erasure quantizing codes to encode c[i, j] as follows. For a given j, instead of
describing c[i, j] with i ranging from 1 to n directly, we use a near-MDS erasure quantizing
code with length n and dimension k = #[q [ n1 ] ∼ j] over an alphabet of size |Λ(j + 1)/Λ(j)|.
The jth erasure quantizing code is used to describe the coset representatives only for those
samples where q [i] > j and the coset representatives for samples with q [i] ≤ j are marked
as erasures. The following example best illustrates how erasure quantizing codes are used
to efficiently encode the coset representatives.
A Brief Example

So far we have only described the encoding format and not specified how the encoder might
map its inputs into this format. The mapping of inputs into this format will be discussed
in Section 3.5. Thus, in this example, we focus on illustrating the intuition behind the
codebook format described previously.
Let L = 3, with Λ(1) being the integers which are multiples of four, Λ(2) being the even
integers, and Λ(3) being simply the integers (i.e., Λ(1) = 4Z, Λ(2) = 2Z, and Λ(3) = Z).
Furthermore, assume we are interested in a block of length n = 3 with
q [ 31 ] = (2, 3, 1) and s [ 31 ] = (11.8, 1.1, 8.7).

(3.11)

First, #[q [ 31 ] ∼ i] = (1, 1, 1) is described to the decoder.
Then, each source sample is quantized to the base lattice, Λ(1), yielding λ Λ(1) (i) =
(8, 0, 4) and λΛ(1) (i) is described to the decoder.5
The first and second sample are more important than the third sample since they have
higher values of q [i] and thus we would ideally like to describe these samples with an element
from a finer lattice. We can refine the quantization values in the base lattice for these
samples by specifying the coset representatives for the partition [Λ(2)/Λ(1)] only for the first
two samples. We accomplish this by using a (3, 2, 1) binary erasure quantizing code (e.g.,
a binary single parity check code). Specifically, we consider the coset representative for the
third sample to be an erasure and find a codeword of the (3, 2, 1) binary erasure quantizing
code to match the coset representatives for the first two samples. Thus c[i, 1] = (1, 0, 1).
Finally, the second source sample has the highest value of q and thus we would ideally like to describe this sample with an element from the finest lattice. We can refine
the quantization value for this sample in Λ(2) by specifying a coset representative for the
partition [Λ(3)/Λ(2)] only for the second sample. We accomplish this by using a (3, 1, 2)
binary erasure quantizing code (e.g., a binary repetition code). Thus c[i, 2] = (1, 1, 1). The
resulting reconstruction is
ŝ [ 31 ] = (8, 0, 4) + 2 · (1, 0, 1) + (1, 1, 1) = (11, 1, 7)

(3.12)

5

Note that s [3] is quantized to 4 instead of the seemingly closer 8. This is to account for the shifts caused
by later choices for coset representatives and discussed in more detail in Section 3.5.1.
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with an absolute error of (0.8, 0.1, 1.7).
If instead q [ 31 ] was (2, 1, 3) we would choose the base quantization in Λ(1) to be λ Λ(1) (i) =
(8, 0, 8) with c[i, 1] = 2 · (1, 1, 0) and c[i, 2] = (1, 1, 1) to get ŝ [ 31 ] = (11, 3, 9) for an absolute
error of (0.8, 1.9, 0.7). In both cases, we see that the use of erasure quantizing codes allow
us to more accurately describe samples with higher values of q [ 31 ].

 3.5 Efficient Encoding and Performance
In Section 3.4.3 we essentially described the decoder or codebook for a partially informed
system. In particular, we did not specify how the source and distortion side information
are mapped into the required quantized bit stream. Obviously, this mapping should be
performed in a manner which minimizes the resulting distortion between the source and the
quantized reconstruction. Since the partially informed system is a composite lattice, mapping the source and distortion side information into the quantized bit stream to minimize
the distortion essentially corresponds to finding a point in the composite lattice which is
nearest to the source.
In general finding the closest point in a lattice is an NP-hard problem [54]. Various
heuristics exist which sometimes work well [54,82,2,178], but even these heuristics generally
have super-linear (usually cubic) complexity. Hence, we describe a sub-optimal encoding
procedure which requires only linear complexity in the block length but nonetheless produces
a distortion which is asymptotically the same as the distortion for the fully informed system.

 3.5.1 The Encoding Algorithm
Our encoding algorithm is essentially a type of multistage quantization. First, we quantize
the most important samples with the q [i] = L where L is the largest possible value for the
distortion side information. This process requires quantizing the corresponding s [i] to the
finest lattice Λ(L). We then describe the resulting points in the finest lattice with a coset
representation c[i, j]. But in order to efficiently encode c[i, L − 1] and avoid spending bits
on describing c[i, L − 1] for values of i where q [i] < L, we use erasure quantizing codes.
Finally, we subtract the resulting coset representatives from the source so that later stages
work with the remaining quantization error. This completes the encoding for c[i, L − 1]. We
then repeat the process for samples with q [i] = L − 1 and so on. One key feature of this
process is that in the vth stage, it allows us to only consider samples with q [i] = L + 1 − v
and decouple the various lattices. A detailed description of the encoding algorithm follows:
1. Initialize the coset representatives table, c[i, j], to “erasure” for all i ∈ {1, 2, . . . , n}
and j ∈ {1, 2, . . . , L − 1}.
2. Initialize v to v = L.
3. Quantize all source samples with q [i] = v to Λ(v), i.e., compute λΛ(v) (i) for all i with
q [i] = v.
4. Separate each of the values for λΛ(v) (i) found in the previous step into a coset decomposition of the form
λΛ(v) (i) = λΛ(1)(i) +

v−1
X
j=1
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c[i, j] ∈ [Λ(j + 1)/Λ(j)].

(3.13)

5. Find a codeword in the (n, #[q [ n1 ] ∼ v]) near-MDS erasure quantizing code over an
alphabet of size |Λ(v)/Λ(v − 1)| which exactly matches all unerased values in c[i, v − 1]
for i ranging from 1 to n.
6. Subtract the resulting coset representatives from the source, i.e., for each i set s [i] to
be s [i] − c[i, v − 1].
7. Decrease v by 1.
8. If v ≥ 1 return to step 3.
9. Entropy code the description of λΛ(1) (i) for i ranging from 1 to n (e.g., using Huffman
coding, Lempel-Ziv coding, arithmetic coding, etc.).
10. The algorithm is complete and s [i] now contains the difference between the original
source and the quantized value computed by the algorithm.

 3.5.2 An Example of Encoding
To clarify the encoding algorithm, we again return to the first example in Section 3.4.3 with
q [ 31 ] and s [ 31 ] as in (3.11).
In the first pass of the algorithm, we set v = 3 and quantize s [2] = 1.1 to the nearest
point in the Z lattice to obtain λΛ(3) (2) = 1. The resulting coset representation has c[2, 2] =
1 which must be encoded by a (3,1,2) erasure quantizing code (i.e., a binary repetition
code) to yield c[ 31 , 2] = 1. Thus, in step 6 of the encoding algorithm, we subtract these coset
representatives from the source to obtain
s [ 31 ]0 = (10.8, 0.1, 7.7)

(3.14)

after the first stage completes.
In the second pass, we set v = 2 and quantize s [1]0 to the nearest point in the 2Z
lattice to obtain λΛ(2) (1) = 10. Note that, in the previous pass we already determined that
λΛ(3) (2) = 1 which in the coset decomposition
λΛ(3)(2) = λΛ(2) (2) + c[2, 2]

(3.15)

implies that λΛ(2) (2) = 0. The resulting coset representatives for λΛ(2)(1) and λΛ(2)(2) are
c[1, 1] = 2 and c[2, 1] = 0. These coset representatives must be encoded by a (3,2,1) erasure
quantizing code (i.e., a binary single parity check code) to yield 2 · (1, 0, 1). Subtracting
this from the source yields
(3.16)
s [ 31 ]00 = (8.8, 0.1, 5.7)
at the conclusion of the second stage.
In the third pass, we set v = 1 and quantize s [3]00 to the nearest lattice point in
the 4Z lattice to obtain λΛ(1)(3) = 4. Note that in the previous two passes we already
quantized the other source samples which, through the appropriate coset decomposition,
yields λΛ(1) (1) = 8 and λΛ(1) (2) = 0.
Thus after the encoding process terminates, we obtain the reconstruction in (3.12).
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 3.5.3 Complexity Analysis
Theorem 11. Let M (n) be the complexity of finding a codeword in step 5 of the algorithm
in Section 3.5.1 and let E(n) be the complexity of entropy coding λΛ(1) (i) in step 9. Then
the complexity of this algorithm is
O (E(n) + L · (M (n) + n)) .

(3.17)

Proof. The operations in steps 3, 4, and 6 each require O (n) complexity since they perform
a single operation for each source sample. The loop is performed exactly L times and so
combining this with the assumed complexity for steps 5 and 9 yields (3.17).
Corollary 2. If linear-time erasure quantizing codes are used (e.g., the ones constructed in
[125] along with a linear time entropy coding algorithm, then the complexity of the algorithm
in Section 3.5 is linear in the block length n.

 3.5.4 Statistical Models and Distortion Measures
In order to the expected bit rate required using the proposed structures and the resulting
average distortion we need to introduce a statistical model for the source and distortion
side information. For simplicity, we consider a memoryless source with memoryless distortion side information which is independent of the source. 6 Specifically, we model the
source s [ n1 ] = (s [1] , s [2] , . . . , s [n]) as a sequence of either vectors or scalars taking values
in the alphabet S. The source is generated according to the independent and identically
distributed (i.i.d.) probability law
ps[ n ] (s [ n1 ]) =
1

n
Y

ps (s [i]).

(3.18)

i=1

Similarly, we model the distortion side information q [ n1 ] = (q [1] , q [2] , . . . , q [n]) as a sequence of scalars taking values in the finite alphabet Q. The distortion side information is
independent of the source and generated according to the i.i.d. probability law
pq [ n ]|s[ n ] (q [ ] |s [ ]) =
1

1

n
1

n
1

n
Y

pq (q [i]).

(3.19)

i=1

Furthermore, we will focus on the special case of difference distortion measures where,
for fixed q, the distortion between a source, s, and a reconstruction, ŝ, only depends on the
difference s − ŝ:
d(s, ŝ; q) = ρ(s − ŝ; q)
(3.20)
Admissible Lattices, Sources, and Distortion Measures

Results in the theory of lattice quantization are often developed in terms of the Voronoi
region of a basic cell of the lattice [40, 63, 112, 64, 197, 58]. Specifically, for any lattice point
λ ∈ Λ(q), and the associated distortion measure, d(s, ŝ; q), the Voronoi region of a lattice
6
Extending our results to sources with memory is straightforward and simply requires replacing algorithms/results for losslessly compressing memoryless sources with algorithms/results for losslessly compressing sources with memory. In contrast, exploiting memory in the distortion side information or correlation
between the source and distortion side information to further reduce the expected bit rate seems to require
additional tools.
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point V [λ ∈ Λ(q), d(s, ŝ; q)] is the set of all points closest to that lattice point. 7 For a
difference distortion measure, each lattice point has the same Voronoi region.
Let us define the random variable uΛ(q),ρ(·,q) as being uniformly distributed over this
Voronoi region. Under certain mild technical conditions, the distribution of the difference
between the source and its quantized reconstruction asymptotically approaches that of
uΛ(q),ρ(·,q) . Intuitively, as the density of the lattice increases, the source distribution becomes
roughly constant and uniform over each Voronoi region allowing us to focus on u Λ(q),ρ(·,q).
Alternatively, a dithered quantizer can be used where a uniform random variable is added
to the source prior to quantization and subtracted out during reconstruction. The dither
makes the quantization error uniformly distributed over the Voronoi region for all resolutions
at the cost of a slight increase in rate [92, 199, 80].
The technical details of how the quantization error approaches a uniform distribution
are somewhat involved (see [176, 134] for some details). Since our main goal is to present a
quantizer structure and the associated algorithm we adopt a strategy similar to [58,192,74,
72] and essentially assume that quantization error is uniform and develop the consequences
of this assumption. Specifically, we introduce the following definition:
Definition 2. A sequence of lattices, Λ(1), Λ(2), . . ., Λ(L), a source distribution p s (s) and
difference distortion a measure d(s, ŝ; q) = ρ(s − ŝ; q) are admissible if
1. For each q the Voronoi region of Λ(q) with respect to ρ(·; q) is well defined and bounded.
2. The quantization error in mapping s to the nearest point λ ∈ Λ(q) with respect to ρ(·; q)
asymptotically approaches a uniform distribution over the Voronoi region independent
of s and λ.

 3.5.5 Rate-Distortion For Fully Informed Systems
Theorem 12. For an admissible source, nested lattice, and distortion measure, the average rate and distortion for a fully informed system asymptotically approach the following
parametric form in the high-resolution limit:
" n
#
1X
∆
DFI = E
d(s [i] ,ŝ [i] ; q [i])
(3.21)
n
i=1

→
∆

RFI =

L
X
j=1

pq (j) · E[ρ(uΛ(q),ρ(·,q) ; q)|q = j]

1
H(ŝ [ n1 ] |q [ n1 ])
n

→ h(s) − h(uΛ(1),ρ(·,1) ) −

(3.22)
(3.23)

L
X
j=2

Pr[q ≥ j] · log |[Λ(j)/Λ(j − 1)]|.

(3.24)

7

For “simple” distortion measures this definition is sufficient and Voronoi regions are unique. For other
distortion measures there may exist non-negligible regions of space which are “closest” to multiple lattice
points. In such cases, a tie-breaking rule (e.g., break ties with Euclidean distance) or some other method of
specifying Voronoi regions may be necessary. These subtleties are beyond the scope of this work and hence
we use the upcoming Definition 2 to restrict attention to cases where these issues do not arise or can be
straightforwardly dealt with.
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Proof. Using the linearity of expectations followed by the law of iterated expectations yields
" n
#
n
1X
1X
E
d(s [i] ,ŝ [i] ; q [i]) =
E [d(s [i] ,ŝ [i] ; q [i])]
(3.25)
n
n
i=1

=

1
n

i=1
L
n X
X
i=1 j=1

pq (j) · E [d(s [i] ,ŝ [i] ; q [i])|q [i] = j] .

(3.26)

Combining the i.i.d. nature of the probability models in (3.18) and (3.19), the special form of
the distortion measure in (3.20), and the admissibility assumption in Definition 2 establishes
that (3.26) implies (3.22).
Next, we have
1
H(ŝ [ n1 ] |q [ n1 ]) = H(ŝ|q)
n
= I(ŝ; s|q)

(3.27)
(3.28)

= h(s|q) − h(s|q,ŝ)

(3.29)

→ h(s|q) − h(uΛ(q),ρ(·,q)|q)

(3.31)

= h(s|q) − h(s − ŝ|q,ŝ)

(3.30)

= h(s) − h(uΛ(q),ρ(·,q)|q)

(3.32)

= h(s) −

L
X
q=1

h(uΛ(q),ρ(·,q) ) · pq (q)

(3.33)

where (3.27) follows from the i.i.d. probability models in (3.18) and (3.19), (3.28) follows
from the fact that ŝ [i] is a deterministic function of s [i] conditioned on q [i], (3.31) follows
from Definition 2, and (3.32) follows from our probability model in which s and q are
statistically independent.
The random variable uΛ(q),ρ(·,q) is uniform over the Voronoi region V [Λ(q), ρ(·, q)], therefore h(uΛ(q),ρ(·,q) ) is simply the logarithm of the volume of V [Λ(q), ρ(·, q)]. Since Λ(q) ⊂
Λ(q + 1), however, the Voronoi region of the former is composed of |[Λ(q + 1)/Λ(q)/|] copies
of the latter, i.e.,
Volume(V [Λ(q), ρ(·, q)]) = |[Λ(q + 1)/Λ(q)]| · Volume(V [Λ(q + 1), ρ(·, q + 1)]).

(3.34)

Repeatedly applying (3.34) and taking the logarithm of the resulting volume yields
h(uΛ(q),ρ(·,q) ) = h(uΛ(1),ρ(·,q) ) +

q
X
j=2

log |[Λ(j)/Λ(j − 1)]|.

(3.35)

Furthermore, for admissible lattices and distortion measures satisfying Definition 2, the
volume of the Voronoi region does not depend on the distortion measure [41] and thus we
can replace (3.35) with
h(uΛ(q),ρ(·,q) ) = h(uΛ(1),ρ(·,1) ) +

q
X
j=2
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log |[Λ(j)/Λ(j − 1)]|.

(3.36)

Substituting (3.36) into (3.33) and collecting terms completes the proof.

 3.5.6 Rate-Distortion For Partially Informed Systems
Theorem 13. For an admissible source, nested lattice, and distortion measure, the average
rate and distortion for a partially informed system asymptotically approach the rate and
distortion for a fully informed system.
Proof. For samples where q [i] = L, both the partially informed and fully informed system
quantize s [i] to the nearest point in the finest lattice Λ(L) and hence achieve the same
distortion. For q [i] = L, the fully informed system quantizes s [i] to Λ(L − 1). For the
partially informed system, s [i] is quantized to the lattice Λ(L − 1) shifted by c [i]. But
this shift does not affect the admissibility assumption in Section 2, and the quantization
error for the shifted lattice is still uniformly distributed over the Voronoi region. Thus, the
fully informed and partially informed systems asymptotically achieve the same distortion
for samples with q [i] = L−1. This argument can be extended to all possible values of q and
hence shows that the total average distortion for the fully and partially informed systems
are asymptotically equal.
We compute the contributions to the rate from the components of the partially informed system listed in Section 3.4.3. As discussed in (3.10) of Section 3.4.3, the number
of bits required to encode #[q [ n1 ] ∼ j] is at most logarithmic in n and hence asymptotically
negligible. The rate required to encode the base lattice points λ Λ(1)(i) is
h(s) − h(uΛ(1),ρ(·,1) )

(3.37)

by the same arguments as in the proof of Theorem 12. All that remains is to compute the
rate required to encode the coset representatives as described in Section 3.4.3.
If an (n, #[q [ n1 ] ∼ j], n − #[q [ n1 ] ∼ j]) MDS erasure quantizing code is used to encode
the sequence c[i, j] for each j, then the total average rate per sample required is
L
X
#[q [ n ] ∼ j]
1

n

j=2

· log |[Λ(j)/Λ(j − 1)]|.

(3.38)

By the law of large numbers, #[q [ n1 ] ∼ j]/n converges to pq (j) and thus (3.38) converges
to
L
X
pq (j) · log |[Λ(j)/Λ(j − 1)]|.
(3.39)
j=2

Of course, MDS erasure quantizing codes may not exist for large n or their encoding/decoding
may be too complex. Therefore we proposed using near-MDS erasure quantizing codes with
parameters (n, #[q ∼ j]+(n), n−#[q ∼ j]) where (n) → 0 as n → ∞ (i.e., the asymptotic
rate penalty for using near-MDS codes instead of MDS codes is negligible).
Summing the rate components from (3.10), (3.37), and (3.39) shows that the rate for
the partially informed system is asymptotically the same as the rate for the fully informed
system.
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 3.6 Concluding Remarks
In this chapter we have described two lattice based quantizers to use distortion side information. The first is a fully informed system where both the encoder and decoder know
the distortion side information. It is a natural application of lattice codes and entropy
coding to lossy compression with distortion side information and is introduced mainly for
the purpose of comparison. The second quantizer is a partially informed system where only
the encoder knows the distortion side information. Our main result is that the partially
informed system can asymptotically achieve the same performance as the fully informed
system and requires only linear complexity.
We feel these results are important for two main reasons. First, the distortion side
information framework provides an analytically tractable way to model a rich variety of
effects not captured by the traditional distortion measures. As mentioned previously, some
examples include perceptual distortion measures and sensor applications. Second, the constructions proposed in this chapter provide a low complexity way to obtain the theoretical
benefits of using sophisticated distortion measures in a practical way.
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Chapter 4

Iterative Quantization Using Codes
On Graphs
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In this chapter, we study codes on graphs combined with an iterative message passing
algorithm for quantization. Specifically, we consider the binary erasure quantization (BEQ)
problem which is the dual of the binary erasure channel (BEC) coding problem. We show
that duals of capacity achieving codes for the BEC yield codes which approach the minimum
possible rate for the BEQ. In contrast, low density parity check codes cannot achieve the
minimum rate unless their density grows at least logarithmically with block length. Furthermore, we show that duals of efficient iterative decoding algorithms for the BEC yield
efficient encoding algorithms for the BEQ. Hence our results suggest that graphical models
may yield near optimal codes in source coding as well as in channel coding and that duality
plays a key role in such constructions.

 4.1 Introduction
Researchers have discovered that error correction codes defined on sparse graphs can be
iteratively decoded with low complexity and vanishing error probability at rates close to
the Shannon limit. Based on the close parallels between error correction and data compression, we believe that similar graphical codes can approach the fundamental limits of data
compression with reasonable complexity. Unfortunately, the existing suboptimal channel
decoding algorithms for graphical codes generally fail unless the decoder input is already
near a codeword. Since this is usually not the case in source coding, either a new type of
graph or a new suboptimal algorithm (or both) is required.
Before developing iterative quantization techniques it is worth investigating the potential
gains of such an approach over existing systems. For asymptotically high rates, when
compressing a continuous source with finite moments relative to mean square error (MSE)
distortion, entropy coded scalar quantization (ECSQ) is 1.53 dB from the rate-distortion
limit [79]. For moderate rates the gap is larger: in quantizing a Gaussian source relative
to MSE distortion, ECSQ systems are 1.6–3.4 dB away from the rate-distortion limit. For
these parameters, trellis coded quantization (TCQ) using a 256-state code with optimal
quantization has a gap of 0.5–1.4 dB [117]. For higher rates, sources with larger tails
(e.g., a source with a Laplacian distribution), or sources with memory, the gaps are larger.
Thus for memoryless sources quantized at moderate rates, new codes have the potential to
improve performance by the noticeable margin of a few decibels. More generally, the codes
on graphs paradigm may prove valuable in a variety of scenarios involving speech, audio,
video and other complicated sources.
To illustrate possible approaches to developing graphical codes we focus on the binary
erasure quantization (BEQ) problem which is the dual of the binary erasure channel (BEC)
coding problem. First we describe the BEQ problem model in Section 4.2. Next, in Section 4.3 we present our main result for the BEQ: duals of low density parity check codes can
be analyzed, encoded, and decoded by dualizing the corresponding techniques for the BEC.
Specifically, by dualizing capacity achieving codes for the BEC we obtain rate-distortion
approaching codes for the BEQ. Finally, we close with some concluding remarks in Section 4.4.

 4.2 Quantization Model
Vectors and sequences are denoted with an arrow (e.g., x). Random variables or random
vectors are denoted using the sans serif font (e.g., x or x). We consider the standard
(memoryless) data compression problem and represent an instance of the problem with the
74

tuple (S, ps (s), d(·, ·, )) where S represents the source alphabet, ps (s) represents the source
distribution, and d(·, ·,) represents a distortion measure. Specifically, a source s consists
of a sequence of n random variables s1 ,Q
s2 , . . ., sn each taking values in S and generated
according to the distribution ps (s) = ni=1 ps (si ). A rate R encoder f · maps s to an
integer in {1, 2, . . . , 2nR }, and the corresponding decoder g· maps the resulting integer into
a reconstruction
ŝ. Distortion between the source s and the reconstruction ŝ is measured
1 Pn
via D = n i=1 d(si , ŝi ,).
Shannon derived the minimum possible rate required by any data compression system
operating with distortion D. The so-called rate-distortion function is given by the formula
R(D) =

min

pŝ|s (ŝ|s):E[d(s,ŝ,])≤D

I(s; ŝ)

(4.1)

where I(·; ·) denotes mutual information and E[·] denotes expectation.

 4.2.1 Binary Erasure Quantization
To highlight connections between error correction and data compression, we consider the
binary erasure quantization (BEQ) problem where the source vector consists of ones, zeros,
and “erasures” represented by the symbol ∗. Neither ones nor zeros may be changed,
but erasures may be quantized to either zero or one. Practically, erasures may represent
source samples which are missing, irrelevant, or corrupted by noise and so do not affect
the distortion regardless of the value they are assigned. Formally, the BEQ problem with
erasure probability e corresponds to
S = {0, 1, ∗}
1−e
1−e
ps (s) =
· δ(s) +
· δ(s − 1) + e · δ(s − ∗)
2
2
d(a, b,) = 0 if a = ∗ or a = b, and 1 otherwise.

(4.2a)
(4.2b)
(4.2c)

It is straightforward to show that for D = 0 the distribution
pŝ|s (ŝ|s) = δ(ŝ − s) if s ∈ {0, 1}, and

1
1
· δ(ŝ) + · δ(ŝ − 1) if s = ∗.
2
2

(4.3)

optimizes (4.1) and yields the value of the rate-distortion function at D = 0:
RBEQ (D = 0) = 1 − e.

(4.4)

 4.3 Codes For Erasure Quantization
It is well-known that the encoder for a quantizer serves a similar function to the decoder
for an error correcting code in the sense that both take a vector input (i.e., a source to
quantize or channel output to decode) and map the result to bits (i.e., the compressed
source or the transmitted message). The decoder for a quantizer can similarly be identified
with the encoder for an error correcting code in the sense that both take bits as input and
produce a vector (i.e., a source reconstruction or a channel input). Thus it is natural to
investigate whether swapping the encoder and decoder for a good error correcting code such
as a low density parity check (LDPC) code produces a good quantizer.
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 4.3.1 LDPC Codes Are Bad Quantizers
One benefit of studying the BEQ problem is that it demonstrates why low density parity
check (LDPC) codes are inherently unsuitable for quantization. Specifically, consider an
LDPC code like the one illustrated in Fig. 4-1 using Forney’s normal graph notation [66].
If all the variables connected to a given check are not erased, then there is an even chance
that no code symbol can match the source in that position and thus the distortion will
be positive regardless of the code rate. Thus, as stated in Theorem 14 and proved in
Appendix C, successful decoding is asymptotically unlikely unless the density of every parity
check matrix for the code increases logarithmically with the block length. 1
Theorem 14. Let C(n) be a sequence of linear codes of length n and fixed rate R such that
the probability that binary erasure quantization using C(n) of a random source sequence with
e · n erasures will succeed with zero distortion is bounded away from 0 as n → ∞. Then
regardless of the values of R and e, the degree of the parity-check nodes in any parity-check
graph representation of C(n) must increase at least logarithmically with n.

0

*

0

1

*

*

Figure 4-1. Using an LDPC code for binary erasure quantization. The boxes with = signs are repetition
nodes: all edges connected to an = box must have the same value. The boxes with + signs are check nodes:
the modulo 2 sum of the values on edges connected to a + box must be 0. The source consists of 0’s, 1’s, and
erasures represented by ∗’s. Erasures may be quantized to 0 or 1 while incurring no distortion. A non-zero
distortion must be incurred for the source shown above since the left-most check cannot be satisfied.

The poor performance of LDPC codes for quantization may seem surprising in light of
their excellent properties in channel coding, but it has long been recognized that good codes
for error correction and quantization may be different. The former is essentially a packing
problem where the goal is to place as many codewords as possible in a given space such
that the codewords are far apart and can be distinguished despite noise. The latter is a
covering problem where the goal is to place as few codewords as possible in a given space
such that every point in space is near at least one codeword.
From any good error correcting code (respectively data compression code) it is easy to
obtain another code which is almost as good at error correction (resp. data compression)
but terrible at source coding (resp. channel coding). For example, removing half the
codewords has an asymptotically negligible effect on error correction since it only decreases
the rate by 1/n and only increases robustness. But, removing half the codewords can
dramatically hinder source coding since half the time the source may be very far from the
nearest codeword. Conversely, doubling the number of codewords has an asymptotically
negligible effect on data compression since the rate only increases by 1/n while the distortion
1

We may expect the density of a code to increase as it approaches the capacity or rate-distortion function,
but a code whose density also increases with block length seems undesirable.
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may decrease slightly. But doubling the number of codewords can be catastrophic for error
correction if it drastically reduces the distance between codewords.

 4.3.2 Dual LDPC Codes
Many researchers have explored duality relationships between error correction and source
coding. Such work demonstrates that often a good solution for one problem can be obtained
by dualizing a good solution to the other. Continuing in this tradition, we study the
properties of dual LDPC codes for binary erasure quantization.
Formally, a length n binary linear code C is a subspace of the n dimensional vector
space over the binary field and the dual code C ⊥ is the subspace orthogonal to C. For
LDPC codes, the code C is usually specified by the parity check matrix H representing the
constraint that HxT = 0 if and only if x is a codeword. To obtain the dual code C ⊥ we can
recall that the generator G⊥ of C ⊥ is exactly H. If the code C is represented by a normal
graph as in Fig. 4-1, then the graph of the dual code C can be obtained by swapping + and
= nodes [66]. In dualizing the code graph in this manner it may be useful to note that while
the graph of C obtained from H represents a syndrome former for C, the dualized graph
represents an encoder for C ⊥ .
For example, Fig. 4-2 is obtained by dualizing the code graph in Fig. 4-1. Notice that
while the original code cannot quantize the source with distortion 0, the dual code can.
Intuitively, the advantage of a low density encoder structure is that it provides a simple
representation of a basis which can be used to construct the desired vector. In the following
sections, we investigate the properties of dual LDPC codes for quantization with both
optimal quantization and iterative quantization.

0

*

0

1

*

*

Figure 4-2. Using the dual of an LDPC code for binary erasure quantization. Choosing values for the
variables at the bottom produces a codeword. The values for each sample of the resulting codeword are
obtained by taking the sum modulo 2 of the connected variables. In contrast to Fig. 4-1, this structure can
successfully match the source with no distortion if the bottom 3 variables are set to 0, 0, 1.

 4.3.3 Optimal Quantization/Decoding and Duality
The following theorem (proved in Appendix C) demonstrates the dual relationship between
channel decoding and source quantization using optimal decoding/quantization algorithms.
Theorem 15. A channel decoder for the code C can correctly decode every received sequence
with the erasure pattern2 e if and only if a quantizer for the code C ⊥ can successfully quantize
2

If symbol i is erased (resp. unerased) then ei = 1 (resp. ei = 0) in our notation for erasure patterns.
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every3 source sequence with the erasure pattern e⊥ = 1 − e.
From this result we immediately obtain the following Corollary.
Corollary 3. Let C(n) be a sequence of linear codes which achieves the capacity of a bi⊥
nary erasure channel with erasure probability e using optimal decoding. The sequence C (n)
obtained by taking the duals of C(n) achieves the minimum rate for D = 0 for the BEQ with
erasure probability e⊥ = 1 − e using optimal quantization.
The statement and proof of the two preceding results contain a curious duality between
erased/known symbols in source coding and known/erased symbols in channel coding. A
1−λ
similar duality exists between a likelihood ratio, λ, and its Fourier transform Λ = 1+λ
used in dualizing the sum-product algorithm [66, pp. 545–546]. Specifically, the Fourier
transform maps known/erased likelihood ratios to erased/known likelihood ratios.

 4.3.4 Iterative Decoding/Quantization and Duality
In the following we first review the intuition behind iterative erasure decoding algorithms
and describe the particular decoding algorithm we consider in Table 4.1. Next we outline
the intuition behind a similar approach for iterative quantization and precisely describe our
quantization algorithm in Table 4.2. Finally, we show that these algorithms are duals.
Iterative Erasure Decoding

Many iterative message-passing decoding algorithms are essentially based on the following
idea. The outgoing message on edge i of a + node is the modulo-2 sum of all incoming
messages (excluding edge i) with the proviso that if any incoming message (excluding edge
i) is ∗ then the outgoing message is also ∗. For an = node, the outgoing message on edge
i is ∗ only if all other incoming messages are ∗, otherwise the outgoing message is the
same as the known incoming message or messages. These message-passing rules can be
interpreted as determining the outgoing message on edge i by applying the following “sum”
and “product” formulas to all other incoming messages. 4
+

0

1

∗

×

0

1

∗

0
1
∗

0
1
∗

1
0
∗

∗
∗
∗

0
1
∗

0
#
0

#
1
1

0
1
∗

and

(4.5)

It is well-known that such algorithms yield optimal decoding on a tree and also perform
well on graphs with cycles provided appropriate scheduling and initialization rules are selected. Initializing all messages to ∗ and using sequential or parallel schedules are common
choices. For the purpose of proving theorems, we consider a sequential schedule in the
ERASURE-DECODE algorithm of Table 4.1.
Note that some source sequences (e.g., the all zero sequence) can be successfully quantized using C ⊥
regardless of e⊥ . Similarly, a system which decodes ambiguous received sequences to the all zero sequence
may succeed even when many erasures occur. Thus to obtain the desired equivalence between correct
decoding and successful quantization we define correct decoding (resp. successful quantization) as being
able to deduce the transmitted codeword (resp. a codeword matching non-erased positions of the source)
for every possible received sequence (resp. source) with the the erasure pattern e (resp. e ⊥ ).
4
In the product rule for erasure decoding, the symbol # denotes a contradiction which is impossible if
only erasures and no errors occurred.
3
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Table 4.1. An algorithm for iteratively decoding data with erasures.

ERASURE-DECODE(H,y)
1: while y has at least one erased sample do
2:
if ∃ row i of H (i.e., a check) connected to exactly one erased variable yj then
3:
Set yj to be the XOR of all unerased bits in the check
4:
else
5:
return FAIL
6:
end if
7: end while
8: Set x to the message variables obtained from y
9: return the message variables x

Iterative Erasure Quantization

The message-passing rules in (4.5) can also be applied to the BEQ problem for graphs
without cycles provided some form of tie-breaking is used. Specifically, some variables will
receive erasure messages even after the algorithm has completed. Such variables can be
arbitrarily chosen to be either 0 or 1 and still produce a valid quantization. For example
in quantizing the source (∗, ∗, 1) with a (3,2) single parity check code, both (1, 0, 1) and
(0, 1, 1) are equally valid results and this tie can broken arbitrarily.
On a graph with cycles, however, generalizing this approach by initializing all unknown
messages to ∗ usually fails. For example, on the dual of a Gallager code or a code like the
one represented in Fig. 4-2 such an initialization rule leads to all messages being erased
at every step of the algorithm. To perform effective tie-breaking, we need to distinguish
between variables which can be arbitrarily set to 0 or 1 and variables which have not yet
received enough information to be determined.
One way to distinguish between these cases is to denote the former as erasures with the
symbol ∗ and the latter as null messages with the symbol ∅, and initialize all messages to
∅. With this initialization, we can use the following “sum” and “product” rules: 5
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∅
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∅
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(4.6)

Specifically, the outgoing message from a + node in a graph like Fig. 4-2 is computed by
combining incoming messages from all other edges with the + rule. The outgoing message
from an = node is computed by combining incoming messages from all other edges with
the × rule. Whenever an = node has all incoming messages being ∗, the value of the node
is arbitrary. This tie can be broken by arbitrarily choosing a value of 0 or 1 provided the
tie is broken consistently. Essentially, the requirement of consistent tie-breaking can be
interpreted as a constraint on the message-passing schedule: tie-breaking information for a
given tie should be propagated through the graph before other ties are broken.
In order to provide a precise algorithm for the purpose of proving theorems, we consider
the ERASURE-QUANTIZE in Table 4.2 based on applying the rules in (4.6) with a sequential
5

In the product rule for erasure quantization, the symbol # denotes a contradiction. If a contradiction
is generated then quantizing the given source with no distortion is impossible and the algorithm fails.
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schedule and all tie-breaking collected into step 8.
Table 4.2. An algorithm for iteratively quantizing a source with erasures.

ERASURE-QUANTIZE(G,z)
1: while z has at least one unerased sample do
2:
if ∃ row i of G (i.e., a variable) connected to exactly one unerased check zj then
3:
Reserve message variable i to later satisfy zj and erase check zj
4:
else
5:
return FAIL
6:
end if
7: end while
8: Arbitrarily set all unreserved message variables
9: Set reserved variables to satisfy the corresponding checks starting from the last reserved variable
and working backward to the first reserved variable
10: return message variables w

Iterative Algorithm Duality

Our main results regarding iterative quantization are the following three theorems stating
that ERASURE-QUANTIZE works correctly, can be analyzed in the same manner as the
ERASURE-DECODE algorithm, and works quickly:
Theorem 16. For any linear code with generator matrix G, ERASURE-QUANTIZE(G, z)
either fails in step 5 or else returns w such that wG matches z in all unerased positions.
Theorem 17. Consider a linear code with parity check matrix H and its dual code with
generator matrix G⊥ = H. The algorithm ERASURE-DECODE(H, y) fails in step 5 if and
only if the algorithm ERASURE-QUANTIZE(G⊥, z) fails in step 5 where y has erasures
specified by e and z has erasures specified by e⊥ = 1 − e.
Theorem 18. The algorithm ERASURE-QUANTIZE(G, z) runs in time O (n · d) where n
is the length of z and d is the maximum degree of the graph corresponding to G.
These results (proved in Appendix C) imply that the parallel structure between erasure
decoding and erasure quantization allows us to directly apply virtually every result from
the analysis of one to the other. For example, these theorems combined with the analysis/design of irregular LDPC codes achieving the capacity of the binary erasure channel [139]
immediately yield the following Corollary:
Corollary 4. There exists a sequence of linear codes which can be efficiently encoded and
decoded that achieves the rate-distortion function for binary erasure quantization.

 4.4 Concluding Remarks
In this chapter we demonstrated how codes on sparse graphs combined with iterative decoding can achieve the Shannon limit for binary erasure quantization. The main contribution
of our algorithm is in recognizing the role of tie-breaking, scheduling, and initialization
in iterative quantization. The key insight in our analysis is the strong dual relationship
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between error correction and quantization for codes on graphs and their associated decoding/quantization algorithms (both optimal and iterative). We conjecture that the main
task in designing iterative message-passing algorithms for more general quantization problems lies in designing appropriate tie-breaking, scheduling, and initialization rules for such
scenarios and exploiting similar dual relationships to channel decoding.
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Chapter 5

Source Coding with Fixed Lag Side
Information
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 5.1 Introduction
There is a growing consensus that understanding complex, distributed systems requires
a combination of ideas from communication and control [132]. Adding communication
constraints to traditional control problems or adding real-time constraints to communication
problems has recently yielded interesting results [30,55,157,169,188]. We consider a related
aspect of this interaction by exploring the possible advantages that the feedback/feedforward
in control scenarios can provide in compression. Specifically, we explore a variant of the
Wyner-Ziv problem [189] where causal side information about the source is available with
a fixed lag to the decoder and explore how such side information may be used.
For example, consider a remote sensor that sends its observations to a controller as
illustrated in Fig. 5-1. The sensor may be a satellite or aircraft reporting the upcoming
temperature, wind speed, or other weather data to a vehicle. The sensor observations
must be encoded via lossy compression to conserve power or bandwidth. In contrast to the
standard lossy compression scenario, however, the controller directly observes the original,
uncompressed data after some delay. The goal of the sensor observations is to provide the
controller with information about upcoming events before they occur. Thus at first it might
not seem that observing the true, uncompressed data after they occur would be useful. Our
main goal is to try to understand how these delayed observations of the source data (which
we call side information) can be used. Our main result is that such information can be
quite valuable.
The following toy problem helps illustrate some relevant issues. Imagine that Alice
plays a game where she will be asked 10 Yes/No questions. Of these questions, 5 have
major prizes while the others have minor prizes. After answering each question, she is told
the correct answer as well as what the prize for that question is and receives the prize if
she is correct. Bob knows all the questions and the corresponding prizes beforehand and
wishes to help Alice by preparing a “cheat-sheet” for her. But Bob only has room to record
5 answers. Is there a cheat-sheet encoding strategy that guarantees that Alice will always
correctly answer the questions with the 5 best prizes? No such strategy exists using a
classical compression scheme. Instead, as illustrated in Section 5.3, the optimal strategy
requires an encoding which uses the fact that Alice gains information about the prize after
answering.
In the rest of the chapter, we study the fixed lag side information problem. Since
solving the general problem seems difficult, we begin by focusing on perfect side information
with a unit lag. This special case is the feedforward source coding problem introduced by
Pradhan [144] and is dual (in the sense of [145, 16]) to channel coding with feedback. By
using
the feedforward side information, it is possible to construct low complexity source
PSfrag replacements

Source s [i]

Sensor

Compressed data m
Delay

Controller

ŝ [i]

s [i − ∆]

Figure 5-1. A sensor compresses and sends the source sequence s [1], s [2], . . ., to a controller which
reconstructs the quantized sequence ŝ [1], ŝ [2], . . ., in order to take some control action. After a delay or lag
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coding systems which can achieve the rate-distortion bound. Specifically, [144] describes
how to adapt the Kailath-Schalkwijk scheme for the Gaussian channel with feedback [160]
to the Gaussian source squared distortion scenario with feedforward side information. In
this chapter, we consider finite alphabet sources with arbitrary memoryless distributions
and arbitrary distortion measures. Since Ooi and Wornell’s channel coding with feedback
scheme [137] achieves the best error exponent with minimum complexity, we investigate the
source coding dual. Specifically, we show that the source coding dual of the Ooi–Wornell
scheme achieves the rate-distortion bound with linear complexity.
We begin by describing the problem in Section 5.2. Next we present a simple example of
how feedforward side information can be useful in the binary erasure quantization problem
in Section 5.3. In Section 5.4, we consider the more complicated example of quantizing a
binary source with respect to Hamming distortion. We present our source coding algorithm
for general sources in Section 5.5 and show that it achieves the rate-distortion function with
low complexity. We close with some concluding remarks in Section 5.6.

 5.2 Problem Description
Random variables are denoted using the sans serif font (e.g., x) with deterministic values
using serif fonts (e.g., x). We represent the ith element of a sequence as x [i] and denote a
subsequence including elements from i to j as x [ ji ].
We consider (memoryless) source coding with fixed lag side information and represent an
instance of the problem with the tuple (S, W, ps,w , d(·, ·, , )∆) where S and W represent the
source and side information alphabets, ps,w (s, w) represents the source and side information
joint distribution, d(·, ·,) represents the distortion measure, and ∆ represents the delay or
lag. Specifically, the source and side information each consist of a sequence of n random
variables s [ n1 ] and Q
w [ n1 ] taking values in S and W generated according to the distribution
n
ps [ n ],w [ n ] (s [ 1 ]) = ni=1 ps,w (s [i] , w [i]).
1

1

A rate R encoder, f (·), maps s [ n1 ] to a bit sequence represented as an integer m ∈
{1, 2, . . . , 2nR }. The corresponding decoder f −1 (·) works as follows. At time i, the decoder
takes as input m as well as the side information samples, w [ i−∆
1 ], and produces the ith
reconstruction ŝ [i]. A distortion of d(s [i] , ŝ [i] ,) is then incurred for the ith sample where
d(·, ·,) is a mapping from S × S to the interval [0, dmax ].
The basic problem can be specialized to the original (non-causal) Wyner-Ziv problem
[189], by allowing a negative delay ∆ = −∞. Similarly, setting ∆ = 0 yields a causal version
of the Wyner-Ziv problem. Finally, letting the side information be exactly the same as the
source with a positive delay yields the feedforward source coding problem studied in [144].
For all these cases, the goal is to understand the fundamental rate-distortion-complexity
performance. To show that the benefits of fixed lag side information are worth investigating,
we focus on the feedforward case where w = s with unit delay ∆ = 1 throughout the rest
of this chapter.
(I)

For memoryless sources, the information feedforward rate-distortion function, R f (D),
is defined to be the same as Shannon’s classical rate-distortion function:
(I)

Rf (D) =

inf

pŝ|s :E[d(s,ŝ,])≤D

I(ŝ; s).

(5.1)

The operational feedforward rate-distortion function, Rf (D), is the minimum rate required
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such that there exists a sequence of encoders and decoders with average distortion,
n

1X
d(s [i] , ŝ [i]),
n
i=1

asymptotically approaching D. As observed in [144] and shown in the appendix, the information and operational feedforward rate-distortion functions are the same. Thus feedforward does not reduce the rate required, but as we argue in the rest of this chapter, it allows
us to approach the rate-distortion function with low complexity.

 5.3 Example: Binary Source & Erasure Distortion
The simplest example in channel coding with feedback is the erasure channel and in this case
the algorithm in Fig. 5-2 achieves capacity. At time 1 the encoder puts message bit m [1]
into the channel. If it is received correctly, the transmitter then transmits m [2], otherwise
m [1] is repeated until it is successfully received. The same process is used for m [2], m [3],
etc. For example, to send the message 0101 though a channel where samples 2, 3, 6, and
7 are erased, the transmitter would send 01110111 and the receiver would see 0 ∗ ∗10 ∗ ∗1.
In general, if there are n message bits, m [1], m [2], . . ., m [n], and e erasures, then exactly
n + e channel uses are required. This yields a transmission rate of n/(n + e) which is exactly
the channel capacity.
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Figure 5-2. Encoder (left) for transmitting a message m = m1 , m2 , . . . across an erasure channel with
feedback and decoder (right) for producing an estimate of the transmitted message m̂.

The dual to the binary erasure channel (BEC) is the binary erasure quantization problem (BEQ). In the BEQ, each source sample can be either 0, 1, or * where * represents
“don’t care”. The distortion measure is such that 0 and 1 cannot be changed but * can be
quantized to either 0 or 1 with no distortion. The BEQ models the game introduced in the
introduction.1 To develop a source coding with feedforward algorithm for the BEQ, we can
dualize the channel coding with feedback algorithm for the BEC as illustrated in Fig. 5-3.
1

Yes/No answers for questions with major prizes map to 1/0 values for the source while questions with minor prizes map to a value of * for the source. The distortion measure represents the restriction that questions
with major prizes must be answered correctly while the answers for the other questions are irrelevant.
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to the binary erasure channel.

Assume the source is s [ 81 ] = 0 ∗ ∗10 ∗ ∗1. The encoder compresses this to m = 0101 by
ignoring all the * symbols and sends this to the receiver. At time 1, the receiver chooses
ŝ [1] to be the first bit in the encoding (i.e., ŝ [1] = m [1] = 0). From the feed-forward the
receiver realizes this is correct after it makes its choice. Next, the receiver chooses ŝ [2] to
be the next bit received (i.e., ŝ [2] = m [2] = 1). After choosing this reconstruction, the
receiver is told that in fact s [2] = ∗ so even though s [2] 6= ŝ [2], no distortion is incurred. At
this point, the receiver realizes that m [2] must have been intended to describe something
after s [2]. So at time 3, the receiver chooses ŝ [3] = m [2] = 1. Once again the receiver
learns that this is incorrect since s [3] = ∗, but again no penalty is incurred. Again, the
receiver decides that m [2] must have been intended to describe something else so it chooses
ŝ [4] = m [2] = 1 at time 4. This turns out to be correct and so at time 5 the receiver
chooses ŝ [5] = m [3], etc.
In the encoder/decoder described above, the encoder sends the non-erased bits of s [ n1 ]
and the decoder tries to match up the compressed data to the source. This system yields
distortion 0 provided that at least n − e bits are sent where e denotes the number of *
symbols in the source vector. It is straightforward to show that no encoder/decoder can
do better for any value of n or e. A system not taking advantage of the feedforward could
asymptotically achieve the same performance but it would require more complexity and
more redundancy. Thus just as in the erasure channel with feedback, we see that for the
erasure source, feedforward allows us to achieve the minimum possible redundancy with
minimum complexity.

 5.4 Example: Binary Source & Hamming Distortion
The example in Section 5.3 illustrates that feedforward can be useful in source coding by
using some special properties of the BEQ problem. Next, we consider a somewhat more
complicated example to illustrate that a key idea in developing lossy compression algorithms
for source coding with feedforward is the use of classical lossless compression algorithms.
Specifically, we consider a binary source which is equally likely to be either zero or one,
and we consider the Hamming distortion measure d(s, ŝ) = |s − ŝ|. As is well known, the
rate-distortion function for this case is R(D) = 1 − Hb (D) where Hb (·) is the binary entropy
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function. In the following we outline a scheme which achieves a distortion of D 0 = 0.11 and
rate R(D0 ) = 1 − Hb (0.11) ≈ 1/2.
Let C (·) and C−1 (·) be a lossless compression and decompression algorithm for a Bernoulli
source with a fraction D0 of ones. Specifically, C (·) takes as input t bits with a fraction D0
ones and maps them into Hb (D0 )t ≈ t/2 uniformly distributed bits while C−1 (·) maps t0
approximately uniformly distributed bits into t0 /Hb (D0 ) ≈ 2t0 bits with a fraction D0 ones.
To simplify the exposition, we assume that for t0 ≥ M, these approximations are exact. A
more careful treatment appears in Section 5.5.
The feedforward lossy compression system encoder takes a sequence of source samples,
n
s [ 1 ], where n = M(2K − 1) and encodes by producing the following codewords:
∆

b1 = s
∆

b2 = s
∆







n
n−M+1



n−M
n−3M+1

(5.2)





⊕ C−1 (b1 ) = s



n−M
n−3M+1







⊕ C−1 s





n
n−M+1




(5.3)


n−M
n−3M
⊕ C−1 (b1 )
⊕ C−1 s n−3M+1
⊕ C−1 (b2 ) = s n−7M+1




n−3M
n−M
n
⊕ C−1 s n−3M+1
⊕ C−1 s n−M+1
= s n−7M+1
..
..
.
.
 h
i



 K−1 
∆
−1
−1
−1
3M2K−1
M2
bK = s M2K−1
⊕
C
(b
)
=
s
⊕
C
s
⊕
C
(b
)
K−1
K−2
1
1
2K−1 ·M+1
 h
 h
i
i


 K−1 
−1
−1
7M2K−2
3M2K−1
n
s
⊕
.
.
.
⊕
C
s
⊕
C
⊕ C−1 s 2K−1
= s M2 1
n−M+1
3M2K−1 +1
·M+1

b3 = s



n−3M
n−7M+1



(5.4)
(5.5)
(5.6)
(5.7)
(5.8)

according to the general rule

∆

bi = s

h

n−(2i−1 −1)M
n−(2i −1)M+1

i

⊕ C−1 (bi−1 ) .

(5.9)

The output of the encoder is the M · 2K−1 bit sequence bK for the last block.
As we see from (5.7), bK is a description of the first block of source samples corrupted
by the addition of C−1 (bK−1 ). The decoder reconstructs the first M · 2K−1 source samples
via
 K−1 
 K−1  ∆
⊕ C−1 (bK−1 ) .
(5.10)
= bK = s M2 1
ŝ M2 1
The distortion for this block is approximately D0 since, by assumption, the decompresser
C−1 (·) maps its input to a sequence with a fraction D0 ones. The error between the
reconstruction and the true source obtained via feedforward is a description of future source
samples shaped bythe function
C (·). Thus, to reconstruct the next block, the decoder uses

the feedforward, s M2K−1
,
to
produce
1
ŝ

h

3M2K−2
M2K−1 +1

i

∆

=C s



M2K−1
1



h
i

K−2
−1
⊕ bK = bK−1 = s M23M2
(bK−2 ) .
K−1 +1 ⊕ C

(5.11)

Once again the distortion is approximately D0 since the decompresser maps its input to a
sequence with D0 ones.
The decoder proceeds in this manner and obtains a distortion of approximately D 0 for
each block except the last which yields no distortion. The average distortion is therefore
roughly D0 . Since M2K−1 bits are required to describe bK in encoding the M(2K − 1) source
samples, the average bit rate is 2K−1 /(2K − 1) ≈ 1/2. Thus by taking advantage of the
source feedforward, we can obtain a point on the rate distortion curve simply by using a
low complexity lossless compression algorithm.
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 5.5 Finite Alphabet Sources & Arbitrary Distortion
In this section, we generalize the construction in Section 5.4 to arbitrary rates, source
distributions and distortion measures. We require two components: a lossless compression/decompression algorithm and a shaping algorithm. Using these subsystems, we describe our feedforward source coding algorithm and present an analysis of its rate and
distortion.

 5.5.1 Feedforward Source Coding Subsystems
Our lossless compression and shaping algorithms must be efficient in some sense for the overall feedforward source coding algorithm to approach the rate-distortion function. Instead
of delving into the details of how to build efficient compression and shaping algorithms,
we define admissible systems to illustrate the required properties. We then describe how
efficient subsystems can be combined.
Lossless Compression Subsystem

We define a (δ, , m) admissible lossless compression system as follows. On input of m
samples from which are δ-strongly typical2 according to the distribution pŝ , the compressor,
denoted Cŝ (·), returns m · H(ŝ) +  bits. If the input is not δ-strongly typical, the output is
undefined. The corresponding decompresser, Cŝ−1 (·) takes the resulting bits and reproduces
the original input.
Shaping Subsystem

We define a (δ, , m) admissible shaping system as follows. On input of a sequence of m bits,
and a semi-infinite sequence of samples, s [ ∞
1 ] which is δ-strongly typical according to the
distribution ps , the shaper Sŝ|s (·) returns a sequence of m0 = m · [H(ŝ)/H(ŝ|s)] +  samples,
ŝ [ m10 ], such that (s [ m10 ] , ŝ [ m10 ]) is δ-strongly typical according to the distribution pŝ,s . If the
input is not δ-strongly typical, the output is undefined. The corresponding deshaper takes
0
0
the pair of sequences ŝ [ m1 ] and s [ m1 ] as input and returns the original sequence of m bits.
The compression and shaping systems described previously are fixed-to-variable and
variable-to-fixed systems respectively. Hence, for notational
convenience we define the

corresponding length functions L (Cŝ (·)) and L Sŝ|s (·) as returning the length of their
respective arguments.
Efficient Shaping and Compression Systems

We call a lossless compression system or a shaping system efficient if both δ and  can
be made arbitrarily small for m large enough. Efficient lossless compression systems can
be implemented in a variety of ways. For example, arithmetic coding is one well-known
approach. Perhaps less well-known is that shaping systems can also be implemented via
arithmetic coding [137]. Specifically, by using the decompresser for an arithmetic code as a
shaper, we can map a sequence of bits into a sequence with an arbitrary distribution. The
compressor for the arithmetic code takes the resulting sequence and returns the original bit
sequence.
2

A sequence is δ-strongly typical if the empirical fraction of occurrences of each possible outcome differs
by at most δ from the expected fraction of outcomes and no probability zero outcomes occur.
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 5.5.2 Feedforward Encoder and Decoder
Since the encoder for our feedforward lossy compression system is based on a variableto-fixed shaper and a fixed-to-variable compressor, it is a variable-to-variable system. In
practice, one could use buffering, padding, or other techniques to account for this when
encoding a fixed length source or when required to produce a fixed length encoding. We
do not address this issue further here. Instead, we assume that there is a nominal source
block size parameter, N, and buffering, padding, look-ahead, etc. is used to ensure that the
system encodes N source samples (or possibly slightly more or less). Also, we assume that
there is a minimum block size parameter, M, which may be chosen to achieve an efficient
shaping or lossless compression subsystem.
Once N and M are fixed, the feedforward encoder takes as input a stream of inputs
s [ ] and encodes it as described in Table 5.1. The feedforward decoder takes as input the
resulting bit string, b, and decodes it as described in Table 5.2. Section 5.4 describes an
example of the encoding and decoding algorithm with a shaper (denoted C −1 (·)) mapping
uniform bits to Bernoulli(0.11) bits. This example does not require a compressor because
the pŝ distribution is incompressible.
∞
1

Table 5.1. The Feedforward Encoder.

1: Initialize T = 1, L = M, and reverse the input so that in the following s [ n1 ] = s [ n1 ].
2: Take the block of source samples s [ T T+L ] and generate a “noisy version” ŝ [ T +L
T ] (e.g., by

generating each ŝ [i] from the corresponding s [i] according to pŝ|s ).
3: while L + T < N do
4:
Compress ŝ [ T T+L ] to obtain the bit sequence b = Cŝ (ŝ [ T T+L ]).
5:
T ←T +L+1

6:
L ← L Sŝ |s (b, s [ ∞
]) .
T
7:
ŝ [ T +L
] ← Sŝ|s (b, s [ ∞
])
T
T
8: end while
9: return Cŝ (ŝ [ T +L
])
T

Table 5.2. The Feedforward Decoder.

1:
2:
3:
4:
5:
6:
7:
8:
9:
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Initialize T to the length of the sequence encoded in b.
while T > 1 do 
L ← L Cŝ−1 (b)
T ←T −L+1
ŝ [ T +L
] ← Cŝ−1 (b)
T
Get s [ T T+L ] via the feedforward information
−1
b ← Sŝ|s
(ŝ [ T T+L ] , s [ T T+L ])
end while
return the reversed version of ŝ [ n1 ]

 5.5.3 Rate-Distortion Analysis
Theorem 19. By using efficient lossless compression and shaping subsystems, the distortion in encoding an i.i.d. sequence generated according to p s can be made to approach
E[d(s, ŝ, ]) as closely as desired.
Proof. First we note that by assumption, we can choose M large enough so that the probability of the source sequence being non-typical can be made negligible. For a typical source
sequence, we can focus on how the encoder maps s [i] to ŝ [i] since the decoder simply maps a
bit sequence to the ŝ [i] sequence chosen by the encoder. The encoder maps blocks of source
T +L
samples, s [ T +L
T ], to blocks of quantized samples, ŝ [ T ], by using an admissible shaping
algorithm. As described in Section 5.5.1, the shaper produces a δ-strongly typical sequence.
Thus the total expected distortion is at most
E[d(s, ŝ, ]) + dmax · δ + dmax · Pr[s [ n1 ] not typical]

(5.12)

where the first two terms are the distortion for a typical sequence produced by the shaper
and the last term is the contribution from a non-typical source sequence.
Theorem 20. By using efficient lossless compression and shaping subsystems, the rate in
encoding an i.i.d. sequence generated according to ps can be made to approach I(s; ŝ) as
closely as desired.
Proof. Imagine that the parameter N is chosen so that K passes of the loop in the encoding
algorithm are executed. Also, let Lj denote the value of L in line 3 of the encoder in the
jth pass. We know L1 = M by construction. By definition of an admissible shaping system
in Section 5.5.1 and line 6 of the encoder we have that Lj+1 ≥ Lj · [H(ŝ)/H(ŝ|s)]. Using
this relation and assuming that each block of length Lj is typical, we can compute the total
number of samples encoded via
n=

K
X
j=1

Lj ≥

K−1
X
j=0

M·



H(ŝ)
H(ŝ|s)

j

=M·

[H(ŝ)/H(ŝ|s)]K − 1
.
H(ŝ)/H(ŝ|s) − 1

(5.13)

The bit rate required to encode these samples is
R = LK · H(ŝ) +  ≤ M · H(ŝ) · [H(ŝ)/H(ŝ|s)]K−1 +  · K · [H(ŝ)/H(ŝ|s)]K .

(5.14)

This follows by the assumption that the admissible lossless compression system in Section 5.5.1 requires m · H(ŝ) +  bits to encode a block of m typical samples.
Therefore the number of bits per sample when the source blocks are typical is obtained
by dividing (5.14) by (5.13) to obtain
(


 )


H(ŝ) K
[H(ŝ)/H(ŝ|s)]K − 1
H(ŝ) K−1
+·K ·
M·
R/n ≤ M · H(ŝ) ·
H(ŝ|s)
H(ŝ|s)
H(ŝ)/H(ŝ|s) − 1

(5.15)









  (



H(ŝ|s)
H(ŝ)
K H(ŝ)
1−
−1
+
H(ŝ)
M H(ŝ|s)
H(ŝ|s)

(
−K )

H(ŝ)
K
.
1−
= I(ŝ; s) · 1 +
MH(ŝ|s)
H(ŝ|s)

=

H(ŝ) 1 −

−K )

(5.16)
(5.17)
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An extra term must also be added to account for the possibility that the source is atypical.
By assumption we can choose N so that K is large enough to make the second term in
braces negligible, and then we can choose M so that the probability of any source block
being typical is negligible. Also, by making M large enough we can make the first term in
curly braces negligible. Thus the bit rate can be made as close to I(ŝ; s) as desired.
Combining the previous theorems indicates that we can approach the feedforward ratedistortion function with only the complexity required for lossless compression and shaping
systems.
Corollary 5. When linear complexity admissible lossless compression and shaping systems
are used, the resulting feedforward rate-distortion function can be approached arbitrarily
closely with linear complexity.
In particular, we can use the lossless compression and shaping systems described in [137]
which are based on arithmetic coding and the dual of arithmetic coding respectively.

 5.6 Concluding Remarks
In this chapter we describe a lossy compression algorithm to encode a finite-alphabet source
in the presence of feedforward information. In particular, we show that although memoryless
feedforward does not change the rate-distortion function, it allows us to construct a low
complexity lossy compression system which approaches the rate-distortion function. In
practice, the particular scheme described here may require modifications and other methods
of using feedforward information or similar knowledge may be more appropriate. Our main
goal therefore is not necessarily to advocate a particular scheme but to show that when
compression, observation, and control interact, additional resources such as feedforward
may provide advantages not available in the classic compression framework. One interesting
possibility for future work includes studying the general problem in Section 5.2 when the
fixed lag side information, w , is not exactly the same as the source. Similarly, investigating
the effects of memory in the source and different values for the delay, ∆, would also be
valuable.

92

Part II

Delay Constraints
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Chapter 6

System Model
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In this section we outline the system model we plan to study in this part of the thesis.
Our main goal is to introduce a general model motivated by delay sensitive applications,
discuss the key features of this model and note its relationship to previous work. Later
chapters further specialize the model when necessary.
As demonstrated by Shannon [162], arbitrarily low error probability can be achieved
in transmitting messages across memoryless, noisy channels provided that the transmission
rate is below the channel capacity and long channel codes are used. Similarly, a source
can be encoded with minimum distortion provided long source codes are used in quantizing
the source. However, when the channel suffers occasional impairments due to signal fading,
shadowing, mobility, congestion, interference, etc., and delay constraints prohibit averaging
over these impairments, Shannon capacity may no longer be a relevant measure.
Specifically, achieving the (ergodic) Shannon capacity of a channel requires coding over
a long enough block that the transmission encounters each channel state in proportion to
its probability. When latency constraints limit the length of the transmission, arbitrarily
low error probability may be unattainable at rates approaching the Shannon capacity. Similarly, when the source statistics vary due to motion, sudden activity, or other correlations,
achieving optimal distortion may be impossible due to latency constraints. In the sequel,
we present these issues in the channel coding framework with the understanding that our
models can be translated to the source coding problem in a straight-forward manner.

 6.0.1 Notation
In this part of the thesis we continue our notational conventions from the previous part.
Vectors and sequences are denoted in bold (e.g., x) with the ith element denoted as x [i].
Random variables are denoted using the sans serif font (e.g., x) while random vectors and
sequences are denoted with bold sans serif (e.g., x). Subsequences are denoted by stacking
(e.g., x [ ji ] denotes the subsequence x [i], x [i + 1], . . ., x [j]).

 6.1 Channel Models
A general (memoryless) channel model which captures these effects can be constructed by
letting the channel output vector, y, depend on the channel input vector, x, with a different
probability law for each sample
Y
py|x (y|x) =
py |x;θ (y [i] |x [i] ; θ [i]).
(6.1)
i

where θ [0], θ [1], . . . denote channel states (e.g., modeling the level of fading or amount of
interference).
To model packet based systems as well as systems where the channel state changes
relatively slowly, researchers often use piece-wise constant or block-interference channel
models [126] [23] [93] [141]. In such channels the inputs and outputs are grouped into
blocks x [0], x [1], . . ., x [T] and y [0], y [1], . . ., y [T] where each block consists of n c samples:
x [i] = x0 [i], x1 [i], . . ., xnc −1 [i] and y [i] = y0 [i], y1 [i], . . ., ync −1 [i]. The channel law is constant
for each block:
T
Y
i=0
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py[i]|x[i];θ[i] (y [i] |x [i] ; θ [i]) =

T Y
nc
Y

i=0 j=1

py |x;θ (yj [i]|xj [i]; θ [i])

where the block size, nc , typically depends on problem details such as the coherence time in
wireless communication or the Maximum Transmit Unit (MTU) in wired networks. When
coding is allowed only over a single block (i.e., T = 0), this (non-ergodic) channel is sometimes referred to as the compound channel [50] or a class of channels [25], [187].
Ideally, T should be large enough that the receiver can average over the channel variations
and obtain arbitrarily low probability of error provided that the transmission rate is below
the ergodic capacity. However, due to delay constraints, T is often constrained to be finite
and reliably transmitting rates approaching the ergodic capacity is not possible. In this
case, previous researchers have characterized performance using measures such as outage
capacity [141] [23] or delay-limited capacity [81].
While such work highlights some key issues in dealing with time-varying channel uncertainty, in order to focus on real-time applications where delay and causality are important
constraints, we consider a sequential model which requires block Markov coding [45]. Specifically, we consider the model where the transmitter has a sequence of messages, s [i], to send
over the channel. At each time step, the transmitter chooses the channel input x [i] as a
function of s [i], s [i − 1], . . . and the receiver obtains the corresponding channel output y [i].
The receiver’s goal is to reliably estimate s [i] within a given delay constraint (to be defined
shortly).
There are two key differences between the sequential model and previous models. First,
instead of sending a fixed length message, s, known before transmission begins, the encoder
must send a stream of messages, s [i], revealed causally. Second, instead of only measuring
whether the entire message (or even a piece of the message) can be decoded eventually,
we are interested in the decoding delay. As we shall argue, the sequential model is suited
to delay sensitive applications such as video or audio streaming, two-way communications,
remote control, and many others. Furthermore, we shall demonstrate that it leads to a rich
set of new algorithms for real-time communication.

 6.2 Notions Of Delay
Many formulations of communication problems with delay exist. Before we choose a model
and explore the resulting conclusions, it is useful to consider what issues we are trying to
understand with a given definition of delay. For example, error exponents are one common
notion of delay (i.e., a block notion). The analysis of error exponents essentially asks “How
large a block is required to achieve the performance promised by random coding arguments
and the law of large numbers?” The theory of error exponents answering this question is
useful in deciding how large a block (and correspondingly how much latency) to use in a
block code. But we are interested in a different question: “How do we design codes which
can be quickly decoded despite dynamic channel fluctuations?”. Therefore, after discussing
various notions of delay we introduce the idea of “packet delay” we use in the rest of the
thesis.

 6.2.1 Block-Delay
Consider transmitting a message which consists of one long file. For such messages, a
natural performance measure is the block-delay: the length of time between when the
encoder starts transmitting and when the receiver decodes the entire message. Generally,
block-delay is an appropriate performance measure for monolithic messages where no piece
of the message is useful without the whole. Block-delay seems to be one of the earliest
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measure of delay and is connected to the traditional analysis of error exponents (for standard
channels) as well as outage-capacity or delay-limited capacity (for compound channels).
Recently, codes designed to minimize the block-delay in transmitting large files have been
reported [115, 31, 163, 59, 53].
However, certain information sources possess a natural ordering of distinct segments
(e.g., video, audio, sequential sensor readings, or statements in two-way conversations).
Decoding earlier portions of a message of this kind before the entire message is received is
not only valuable but sometimes essential. For such systems, other measures of delay are
desirable.

 6.2.2 Symbol-Delay
Perhaps the most basic way to measure decoding delay in a sequential model is via the
symbol-delay i.e., the number of time units between when s [i] is sent and it is decoded
(neglecting any propagation delay). Essentially, this corresponds to considering packets of
length nc = 1. For example, if a convolutional encoder with constraint length L is used with
a Viterbi decoder, then it is well-known that a decoding delay of 5L causes a negligible loss
in performance [151]. The symbol-delay (or in this case the bit-delay) for a system designed
to make decisions according to this criteria would be simply 5L as illustrated in Fig. 6-1 for
the case of L = 4.
Source Sequence:
s [0] s [1] . . . s [20] s [21] s [22] s [23] s [24] s [25]
Encoded Sequence: x [0] x [1] . . . x [20] x [21] x [22] x [23] x [24] x [25]
Channel Output:
y [0] y [1] . . . y [20] y [21] y [22] y [23] y [24] y [25]
Decoder Output:
...
. . . . . . ŝ [0]
ŝ [1]
ŝ [2]
ŝ [3]
ŝ [4]
ŝ [5]
Figure 6-1. Illustration of a system with a bit-delay of 20.

However, if long delays are undesirable, some symbols may be decoded earlier and some
later resulting in a different symbol-delay for each message element. In such cases, statistical
characteristics of the symbol-delay (e.g., moments of the symbol-delay, the symbol-delay
histogram, or the decay rate of the histogram) may be appropriate.

 6.2.3 Packet-Delay
Symbol-delay may seem like the most complete delay characterization (though potentially
intractable to analyze). For example, symbol-delay subsumes block-delay in the sense that
if all the symbols are presented to the encoder simultaneously, then the maximum symboldelay is exactly the block-delay. However, the concept of symbol-delay fails to capture a
key facet of many practical systems: packetization.
Consider a music or video streaming system or a video-conferencing system. In such
systems the encoder receives a sequence of audio or video samples to quantize from the
microphone or camera. Usually, however, these source samples are not quantized as they
are received but blocked into a packet and encoded together in order to apply powerful
source coding techniques such as vector quantization, LPC coding, wavelet transforms, etc.
Furthermore, at the physical layer, information is usually collected into packets due to the
benefits of packet switched communications.
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Thus measuring the time interval between when a certain audio or video sample entered
the encoder and was reconstructed at the receiver is not especially meaningful. Instead, it is
more useful to consider the time interval between when a source packet entered the encoder
and when it was reconstructed by the decoder. Consequently, for packet based systems we
introduce the following notion of packet-delay.
Let the encoder input be a sequence of message packets s [i] where each message packet
is composed of ns samples s0 [i], s1 [i], . . ., sns −1 [i]. The encoder transforms the input packet
stream into a sequence of channel input packets of length n c , x [i] = x0 [i], x1 [i], . . . , xnc −1 [i],
which are transmitted to the receiver. A decoder takes the resulting channel output packets,
y [i], and produces an estimate of the original message ŝ [i]. The packet-delay is the number
of time units between when s [i] is sent and ŝ [i] is decoded. Essentially, one can think of
coding in the packet-delay setting as using a type of convolutional code where the basic unit
is a “super-symbol” instead of a bit and each super-symbol corresponds to a single packet.
In the sequel, we will focus on packet-delay since it most closely models practical systems
of interest. For many voice, video and audio applications and many physical layer designs,
packet sizes are reasonably large. Consequently, we study limiting performance as the packet
size grows to infinity (i.e., as ns → ∞ or nc → ∞). At first glance, it may seem strange
that when ns → ∞ or nc → ∞ the symbol-delay grows to infinity, but the packet-delay
remains finite and well-defined. We emphasize that in practice, limiting performance can
be achieved with packet sizes on the order of hundreds of bits (e.g., see Chapter 8 and
Section 9.4). Hence the packet-delay model illustrates system performance when packets
are reasonably large, but coding can be performed over a limited, finite number of channel
states.
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Chapter 7

Streaming Codes For Bursty Channels
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In a number of settings, channel fluctuations occur in bursts. Some examples include
packet losses due to congestion in the Internet [143] [27] [191] [29] [13], as well as multipath
fading, shadowing, interference, etc. In wired packet networks, burstiness can be caused
by switch or router queues overflowing and dropping many consecutive packets, as well
as by protocol dynamics, and cross-traffic. In wireless networks fading, shadowing, and
interference typically have time scales that are determined by the receiver or transmitter
mobility, carrier frequency, or terrain. Perhaps due to the many possible causes of burstiness,
there is no canonical bursty channel model. Specifically, although bursty channel models
have been studied since the early days of information theory [73], there is little agreement
on which channel models are the most detailed, accurate and analytically tractable.
Consequently, we focus mainly on an adversarial channel model since it requires fewer
parameters or assumptions and represents a kind of conservative worst-case design. Furthermore, since we are mainly interested in the interplay between channel dynamics and
efficient codes, our idealized channel model highlights these issues most clearly. The resulting code constructions illustrate what seems to be a new idea in coding. Of course, these
codes are intended to be used in real channels and the performance of our codes on more
detailed channel models is an important topic which we defer to other work [119, 121].
We begin by studying block burst models which are similar to traditional block-fading
models [141] [93] used in wireless communication, and block erasure channels used in packet
networks. In such models, the channel characteristics are constant for each block of inputs
(which we call a packet), but occasionally the channel suffers a burst of noise, interference
or other such effects which last for a few blocks or packets. To explore the benefits of
coding over both time and space, we consider a model with M different transmission paths.
For simplicity, we consider a channel with two possible states where at time i, the block
transmitted over path j may be received either over the good channel state or the bad
channel state.
Our goal is to develop codes which can recover from a burst of B consecutive occurrences
of the bad channel state with the minimum possible delay. We first illustrate the problem
with a brief Gaussian example in Section 7.1. Then, after more precisely defining our channel model in Section 7.2, we introduce and compute the burst-delay capacity in Section 7.3.
Section 7.4 shows that no rates above the burst delay capacity can be reliably communicated under a decoding delay constraint of T packets while Section 7.5 provides a random
coding construction achieving all rates below the burst-delay capacity. Finally, Section 7.6
presents some detailed examples of the random coding arguments, Section 7.7 discusses
more practical coding structures, and Section 7.8 provides some concluding remarks.

 7.1 A Gaussian Example
Consider a block fading, complex additive white Gaussian noise channel used to send an
information stream. Specifically, imagine that at each time i, a data source produces a
packet of information (e.g., a packet of speech), s [i], which the transmitter maps into an
encoded block x [i] to send through the channel. 1 Ideally, the receiver decodes each block
as soon as it is received. Occasionally, however, channel fluctuations such as fading may
make it impossible to decode block i when it is received. Thus, the goal is to using coding
so that, in such cases, the data from block i can be decoded from later blocks. If the packet
1

Note that each channel input block can only depend on current and past source blocks and so the channel
coding must be causal in some sense.
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produced by the data source at time i is decoded when block j is received, we say that a
decoding delay of j − i is incurred.
For simplicity, consider a scenario where nominally each block is received with a signalto-noise ratio (SNR) of 10 dB and the data for that block can be reliably decoded with
negligible error probability provided the block is large enough. 2 Furthermore, imagine that
occasionally a burst of B blocks are received with a lower SNR of 0 dB due to fading. What
is the decoding delay required to recover the information transmitted in the faded blocks?
The unfaded state can support a rate of log 11 bits per sample while the faded state
can only support a rate of log 2 bits per sample. Thus if data is sent at the latter rate, it
can always be decoded with no delay regardless of fading. By contrast, if data is sent at
the former rate, then the faded blocks can never be decoded resulting in an infinite delay
for the corresponding source packets. Intuitively, as the transmission rate is increased from
log 2 to log 11 the decoding delay should increase from 0 to ∞, but how does the optimal
decoding delay vary as a function of the rate and what is the appropriate coding scheme?
For example, one possible option is to repeat the information in block i in block i +
B. This would result in a decoding delay of B provided that packet i contains at most
(1/2) log 11 bits per sample of new information plus the (1/2) log 11 bits per sample of
information repeated from time i − B. Evidently, repetition coding achieves a decoding
delay of B while transmitting at a rate of (1/2) log 11 bits per sample. Another approach
would be to encode the information stream with a convolutional code with maximum free
distance or with an optimal distance profile. Although the decoding delay and rate are
harder to analyze for convolutional codes than for repetition codes, all of these coding
schemes are in fact suboptimal.
Specifically, there exists a coding scheme which achieves a decoding delay of T with a
rate of
T · log 11 + B log 2
(7.1)
T+B
for all T ≥ B. The causality requirement implies that for T < B, the best strategy is to
code for the worst case and send only log 2 bits per sample in every block. Furthermore, it
is possible to show that no coding scheme can achieve a lower decoding delay at the same
rate.
The point of this example is to illustrate the type of delay issues we plan to study, to
show that the decoding delay vs. transmission rate trade-off is interesting and non-trivial,
and to show that the most obvious coding schemes are suboptimal. In the sequel, we
examine more general channels and consider space or path diversity techniques in addition
to coding over time.

 7.2 Problem Model
We consider the problem model in Fig. 7-1 which allows coding over both time and space in
order to study the decoding delay required to correct bursts. Specifically, at each time i, the
transmitter chooses M channel input blocks x[i, p] with p ranging from 0 to M−1. The different
paths could correspond to different frequency bands or antennas, in wireless communication
or to different routes in wired networks. Each x[i, p] consists of nc components x0 [i, p],
x1 [i, p], . . ., xnc −1 [i, p] all taking values in the finite alphabet X . The channel has a good
2

In practice, the size of each block will depend on the coherence time of the channel, but for now we
suppress this detail and assume that the blocks are large enough that the bursts are the dominant cause of
error.
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state, θG , where the channel outputs for each path (taking values in the alphabet Y) are
determined according to the (memoryless) “good channel law”
py[i,p]|x[i,p] (y[i, p]|x[i, p]) =

nc
Y

py |x (yj [i, p]|xj [i, p]; θG ).

(7.2)

j=1

and a bad state, θB , where the channel outputs for path p are determined according to the
(memoryless) “bad channel law”
py[i,p]|x[i,p] (y[i, p]|x[i, p]) =

nc
Y

py |x (yj [i, p]|xj [i, p]; θB ).

(7.3)

j=1

We assume that the receiver knows which channel law is in effect, but the transmitter does
not. The packet size, nc , is discussed in more detail at the end of Section 7.2.1.
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ŝ [i]
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Figure 7-1. The low delay burst correction problem model. At each time i, the encoder observes the source
packet s [i] and produces M channel input packets for the M possible paths which could correspond to different
frequency bands, antennas, in a wireless network or different routes in a wired network. A burst of length B
may occur on any single path and the decoder must be able to correct all such bursts with delay T.

We define an M path packet encoder, f (·), as a causal mapping from a source symbol
stream, s [i], consisting of ns components, sj [i] each over the alphabet S, to a sequence of M
symbol streams x[i, 0], x[i, 1], ..., x[i, M − 1],
ns ·i
f (·) : S−∞
7→ X nc .

(7.4)

We define a packet decoder operating with delay T, gT (·), as a mapping from the received
signal stream up to time i + T to an estimate of the source at time i:
n ·(i+T)

c
gT (·) : Y−∞

7→ S ns .

(7.5)

In contrast to the standard communication model where a single, finite-length message
is communicated using one block of channel uses, our model considers an information stream
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where new information is continuously generated and sent. Consequently, to focus on the
delay required to correct occasional channel fluctuations, we need a slightly different notion
of probability of error. Therefore, we define the maximal, delay T, block-based probability
of error, Pe (θ, T), for a given sequence of channel states, θ as
∆

Pe (θ, T) = max max Pr {gT (y [i + T] , y [i + T − 1] , ...|θ) 6= s [i]} .
i

s[i]

(7.6)

The inner max is the familiar maximum of the probability of error taken over all messages
while the outer max ensures that the probability of error is low for all times. For the usual
case where the source consists of bits, (i.e., S = {0, 1}), the rate of a system is defined as
the number of source bits per channel sample:
∆

R=

ns
nc

(7.7)

 7.2.1 Defining Burst-Delay Capacity
To compare various communication systems and study the trade-off between burst length,
decoding delay, and rate, we need to describe how the channel state sequence, θ, is chosen
and define a performance metric. One approach would be to specify a probabilistic model
for θ and investigate various notions of capacity such as outage-capacity [141] [23], delaylimited capacity [81], or ergodic Shannon capacity. One drawback to this approach is that
determining an accurate probabilistic model for the channel state sequences is often difficult
in practice. Also, since it is generally impossible to guarantee any finite rate can be reliably
communicated for a probabilistic state sequence, all of our analysis would depend strongly on
the error probability. Finally, in our opinion, the difficulty in analyzing probabilistic models
seems to obscure some essential features of the relationship between channel dynamics and
code design.
Consequently we consider an adversarial channel model where the channel is nominally in
the good state. At any time, however, the channel may enter the bad state for B consecutive
blocks. Formally, we define the B burst ensemble, ΘB , as all state sequences with exactly
one burst of length B:
ΘB = {θ|θ [i] = θB , i∗ ≤ i ≤ i∗ + B − 1, and θ [i] = θG otherwise} .

(7.8)

In practice, the channel may experience multiple bursts of the bad channel state, and
provided that such bursts are far enough apart, the results for the single burst ensemble,
ΘB , will also apply to multiple burst channels as well. An important advantage of the
adversarial model is that it is in some sense a weaker assumption about the channel since
we do not presume to know exactly how often bursts occur, but only require knowledge of
a characteristic length. A second advantage of this model is that it admits the following
simple but powerful notion of capacity.
We define the operational burst-delay capacity CB,T as the maximum rate such that there
exist encoders and decoders where the maximal, delay T, block-based probability of error
in (7.6) for any channel state sequence in ΘB goes to zero asymptotically with nc :
∆

CB,T = sup R s.t. ∃f (·), gT (·) with

lim Pe (θ, T) = 0 ∀θ ∈ ΘB .

nc →∞

(7.9)

It may seem strange that (7.9) chooses a scaling where the block size, nc , goes to infinity
105

while considering a finite delay. In practice, we are interested in systems with a fixed, finite,
but reasonably large, packet size nc . For example, in wireless or wired networks nc may
be determined by the coherence time or the Maximum Transmit Unit (MTU), respectively.
Our goal is to focus on the channel dynamics and therefore the lowest meaningful timescale for the delay is the number of channel blocks or packets required to recover from a
burst. Since finite nc effects only serve to complicate the analysis and do not affect the
fundamental trade-offs when packets are “large enough”, we focus on asymptotic results.
By using the theory of error exponents, it is straightforward to show that our asymptotic
analysis becomes valid for quite modest packet sizes as shown in Chapter 8.

 7.3 Computing Burst-Delay Capacity
There are essentially two issues in computing the burst delay capacity: choosing the proper
input distribution for the channel and choosing a coding scheme with the right dynamics.
We are most interested in the latter and so we focus on the case where the two channel laws
py |x (·|·; θB ) and py |x (·|·; θG ) are such that a single input distribution maximizes the mutual
information for both. We refer to such a pair of channel laws as input compatible. For
example, Gaussian channels with different signal-to-noise ratios are input compatible as are
binary erasure channels and binary symmetric channels. In contrast, a pair of channels
with additive Gaussian noise and additive Laplacian noise are not input compatible. In any
case, we define the informational burst-delay capacity as
(
B
M · I(x; y |θ = θG ) − B+T
· [I(x; y |θ = θG ) − I(x; y |θ = θB )] , T ≥ B
(I) ∆
CB,T = max
(7.10)
px (x) (M − 1) · I(x; y |θ = θG ) + I(x; y |θ = θB )],
T<B
from which we obtain the following theorem.
Theorem 21. For a pair of input compatible channel laws, the informational and operational burst-delay capacities are equal.
Proof. We prove the two parts of Theorem 21 separately. Specifically, Theorem 22 in
Section 7.4 shows no better rates are achievable while Theorem 23 at the end of Section 7.5
shows that all rates up to CB,T are achievable.
We conjecture that the theorem holds even for non input compatible channels. Specifically, the rate in (7.10) is actually achievable for any pair of channels, but we do not yet
have a proof that a higher rate is impossible for non input compatible channels.
Before moving on to proofs, we examine some of the implications of Theorem 21. Evidently, for delays longer than the burst length, the rate loss imposed by the delay constraint
is exactly
B
· [I(x; y |θ = θG ) − I(x; y |θ = θB )] .
(7.11)
B+T
For example, consider a single path, (i.e., M = 1), burst erasure channel (i.e., I(x; y |θ =
θB ) = 0) where the good channel state corresponds to perfect reception (i.e., I(x; y |θ =
θG ) = 1). Then the rate loss for decoding all bursts of B erased packets with a delay of T
packets is B/(T + B) for T ≥ B as derived previously in [119]. For example, if we insist that
T = B, then the burst-delay capacity is 1/2. This rate can be achieved simply by placing
the source data at time i, s [i], in the first half of the ith channel input, x [i], and repeating
it again in the second half of x [i + B].
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Alternatively, we can also consider a single path fading channel where the good channel
state corresponds to a complex, additive white Gaussian noise (AWGN) channel with signalto-noise ratio SNR1 and the bad channel state corresponds to an AWGN channel with
signal-to-noise ratio SNR2 . Once again if we require T = B, then the burst-delay capacity
is
1
[log(1 + SNR1 ) + log(1 + SNR2 )]
(7.12)
2
and the rate loss for meeting the delay constraint is
1
(log(1 + SNR1 ) − log(1 + SNR2 )) .
2

(7.13)

As with the erasure channel, this rate can be achieved by using half the bandwidth in x [i]
for s [i] and the other half for s [i − B]. For the Gaussian case, however, a more complicated
decoding process similar to maximal ratio combining is required. When a burst occurs
at time i − B, the receiver waits until y [i] is received. Then the receiver jointly decodes
s [i] and s [i − B] from y [i] and y [i − B]. The latter provides log(1 + SNR 1 ) bits of mutual
information while the former provides log(1 + SNR2 ) bits of mutual information to decode
the two messages. Thus decoding will be successful provided the rate is below (7.12).
Evidently, the basic structure of the coding scheme required is the same for the burst
erasure channel with T = B as for the AWGN fading channel with T = B (although the rate
obtained and decoding process are different). While the encoding scheme becomes more
complicated for the general case of M > 1 or T > B, this structural correspondence remains.
Sometimes it may be desirable to consider the minimum possible decoding delay as a
function of rate as opposed to the maximum possible rate as a function of delay. This is
possible by inverting (7.10) and so we obtain the following corollary.
Corollary 6. The minimum possible ratio of decoding delay to burst length for a rate R,
M-path encoder which can correct any burst of length B with arbitrarily low maximal, blockbased probability of error defined in (7.6) satisfies


T
1 M · I(x; y |θ = θG ) − I(x; y |θ = θB )
= min max
·
− 1, 1
(7.14a)
B px (x)
M
M · I(x; y |θ = θG ) − R
for
R ≥ M · I(x; y |θ = θG ) − [I(x; y |θ = θG ) − I(x; y |θ = θB )]

(7.14b)

and is zero otherwise.

 7.4 The Converse of the Burst-Delay Capacity Theorem
In this section we prove the converse part of the coding theorem in Theorem 21.
Theorem 22. Consider a pair of input compatible channel laws. An M-path encoder which
can correct any burst of length B after decoding delay T with arbitrarily low maximal, blockbased probability of error has a rate less than the burst-delay capacity.
Proof. Assume that the first B transmitted packets in path 0 suffer a burst starting at time
0, and the next T packets are successfully received in the good channel state. At this point
the decoder must be able to decode everything up to and including s [B]. Therefore, if the
next B packets in path 0 suffer a burst, they can be recovered once another T packets are
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successfully received in the good channel state. Repeating this pattern, we see that the
decoder can completely recover from the alternating bursts in Fig. 7-2 each time T packets
are received in the good channel state following a burst of B packets in the bad channel
state.

path 0:

path 1:
...
path M − 1:

T
T
T
{
}|
{
}|
{
z
z




|
|
|
{z
}
{z
}
{z
}
B
B
B
z

}|

   
...

   

Figure 7-2. An encoder enabling correction of all bursts of length B on an arbitrary path with decoding
delay T must allow correction of the displayed alternating burst pattern where shaded boxes indicate packets
sent over a channel in the bad state.

If L blocks of the alternating burst pattern occur then exactly L · [T · M + (M − 1)B] of
the L · (T + B) · M packets sent arrive over the good channel while the remaining L · B arrive
over the bad channel. By Fano’s inequality, the packets arriving over the good channel can
each transmit at most I(x; y |θ = θG ) bits per packet while the packets arriving over the
bad channel can transmit at most I(x; y |θ = θB ) bits per packet. Consequently, the total
bit rate received must be less than
L · [T · M + (M − 1)B]
L·B
· I(x; y |θ = θG ) +
· I(x; y |θ = θB )
L · (T + B)
L · (T + B)
which reduces to (7.10) for the T ≥ B case.
The T < B case, however, requires special treatment. Once again we assume that the
first B packets transmitted in path 0 suffer a burst starting at time 0. If s [0] (the initial
source packet) can be decoded at time T, then at time T the recovered symbol stream is
equivalent to what would be observed if a burst of B − 1 started at time 1. In other words,
since the first packet lost in the burst can be recovered at time T, after this recovery takes
place it is as if x[0, 0] was transmitted over the good channel state. Hence, if the next
packet on path 0, x[B, 0], arrives over the bad channel, then decoding can proceed as if a
burst of length B had occurred starting at time 1. At time T + 1, s [1] will be recovered and
the symbol stream will be equivalent to what would be observed if a burst of B − 1 started
at time 2. Hence, if the next packet on path 0, x[0, B + 1], arrives over the bad channel,
decoding can still proceed as if a burst of length B had occurred at time 2. By induction,
this burst extending argument can be used to show that if a code can decode all bursts of
length B with delay T < B, then it can decode when any path arrives over the bad channel
for all time. By Fano’s inequality, this implies the M−1 good paths contribute I(x; y |θ = θ G )
bits each, while the bad path contributes I(x; y |θ = θB ) bits. This establishes the second
case in (7.10).

 7.5 The Direct Part of the Burst-Delay Capacity Theorem
Since Theorem 22 provides an upper bound on the achievable rate, a natural question is
whether this bound is achievable. In [119], a class of practical, single path, burst erasure
correcting codes are presented which meet the lower bound with equality for certain rates.
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To study the multiple path case for arbitrary channels, we consider a random coding construction and demonstrate that the bound in (7.10) is achievable. Our argument works for
arbitrary channel laws since the the input compatible assumption is only required to show
that (7.10) cannot be exceeded. While reading this section, the reader may find it useful to
refer to the examples in Section 7.6 which provide more concrete single-path descriptions
of codes for delay T = 3 and burst length B = 2.

 7.5.1 Coding Scheme Overview
We begin by providing an intuitive explanation of our coding scheme. Essentially, coding
works by using a combination of interleaving and binning to spread the information in each
source packet into later packets. For example, one possible interleaving scheme would be
to divide each source packet, s [i], into thirds, repeat the first third in packets i + 1 and
i + 2, and repeat the remaining two-thirds in packet i + 3. If we denote source packets as
consisting of 3 components
s [i] = (s0 [i], s1 [i], s2 [i]),
then the example interleaving schedule can be represented as
x [i] = (s0 [i], s1 [i], s2 [i], s0 [i − 1], s0 [i − 2], s1 [i − 3], s2 [i − 3]).

(7.15)

If an erasure burst of length B = 2 starts at time j, it is easy to verify that the lost data
can be recovered with a decoding delay of T = 3 from the repeated data.
Unfortunately, this system has a rate of R = 3/7 while, according to (7.10), a rate 3/5
system should suffice. Evidently, purely repeating data and interleaving is inefficient: it
requires too much redundancy. To reduce the amount of redundancy required we combine
interleaving with binning. Specifically, we first repeat and interleave to obtain an intermediate representation, v [i], for each channel input to send at time i on path p. For example,
the intermediate representation
v [i] = (s0 [i], s1 [i], s2 [i], s0 [i − 1], s0 [i − 2], s1 [i − 3], s2 [i − 3])

(7.16)

corresponds to (7.16). Instead of sending the full intermediate representation, however, we
partition all possible values for v [i] into bins and send only the bin number. Thus the
transmitted packet is denoted
x [i] = H(v [i])
(7.17)
where H(·) denotes the bin number assigned to the input. By choosing appropriate interleaving and binning schemes, we will show it is possible to obtain an efficient system (i.e.,
one which satisfies (7.10)).

 7.5.2 Encoding
For T < B, using a standard random code construction to encode the source data, s [i], into
the M packets, x[i, p], transmitted through the channel is sufficient. This is because each of
the M − 1 packets received over the good channel law contributes about n c · I(x; y |θ = θG )
bits while the packet received over the bad channel law conveys about n c · I(x; y |θ = θB )
bits.
Hence, we focus mostly on the case with T ≥ B. Specifically, we describe time and path
invariant interleaving and binning schedules for a rate R system operating over M paths
designed to correct bursts of length B with decoding delay T ≥ B.
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Dividing Source Packets

First, we divide each source packet at time i, s [i], into M pieces and associate each piece
with one possible path to obtain s[i, p] with p ∈ {0, 1, . . . , M−1}. Next we further sub-divide
each s[i, p] into L pieces denoted sj [i, p] with
∆

L = T · M + B · (M − 1) + 1.

(7.18)

nc · [I(x; y |θ = θB ) − ]

(7.19)

We place
bits in the last piece, sL−1 [i, p], for each path and evenly distribute the rest of the source
data among the remaining pieces yielding
nc ·

CB,T − M · I(x; y |θ = θB ) − 
L−1

(7.20)

bits for each piece sj [i, p] with j ∈ {0, 1, . . . , L − 2}. This splitting scheme is summarized in
Table 7.1.
Table 7.1. Each source packet is split into M · L pieces. The number of bits for the last piece on each path
is specified by (7.19) and the size for the remaining pieces are specified in (7.20).




∆ 
s [i] = 


s0 [i, 0]
s0 [i, 1]
..
.

s1 [i, 0]
s1 [i, 1]
..
.

...
...
..
.

sL−1 [i, 0]
sL−1 [i, 1]
..
.

s0 [i, M − 1] s1 [i, M − 1] . . . sL−1 [i, M − 1]







Interleaving the Divided Packets

The pieces of each source packet are then interleaved to produce the intermediate representation v[i, p] as specified in Table 7.2 and discussed in more detail below. The interleaving
schedule is easiest to understand if we imagine that the transmitter “knows” a burst of
length B will start at time i on path p and designs an interleaver to allow quick recovery.
Specifically, only s[i, p], s[i + 1, p], . . ., s[i + B − 1, p] are affected by the burst, therefore these
are the components considered by the interleaver inside the outermost for loop in Table 7.2.
Packets which follow the burst can communicate at most I(x; y |θ = θG ) bits of information while packets damaged by the burst can communicate at most I(x; y |θ = θ B ) bits. One
approach to coding is to choose an interleaving schedule such that the receiver can recover
sL−p−1 [i] from y [i, p], and recover the remaining L − 1 pieces from the packets not suffering
the burst. But how many pieces of s [i] should be placed in later packets?
To answer this question, note that for a system transmitting at the burst-delay capacity,
each of the packets transmitted on the M possible paths contains n c CB,T /M bits of new
information. Thus if a packet is received over the good channel state after the burst,
the difference between the mutual information and the amount of new information sent is
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Table 7.2. Description of how s [i]’s are interleaved to produce v[i, p]’s.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:

for p ∈ {0, 1, . . . , M − 1} do
for l ∈ {0, 1, . . . , L − 1} do
Put sl [i, p] in v[i, p]
end for
for b ∈ {0, 1, . . . , B − 1} do
for m ∈ {0, 1, . . . , M − 1} do
j ← b + mB
i0 ← i + T
p0 ← p + m mod M
Put sj [i, p] in v[i0 , p0 ]
end for
end for
for t ∈ {0, 1, . . . , T − B − 1} do
j ← BM + t
i0 ← i + t
for b ∈ {0, 1, B − 1} do
Put sj [i, p] in v[i0 + 1 + b, p]
end for
end for
for t ∈ {0, 1, . . . , T − 1} do
for m ∈ {0, 1, . . . , M − 2} do
j ← B(M − 1) + T + t + mT
i0 ← i + t
p0 ← p + 1 + m mod M
for b ∈ {0, 1, B − 1} do
Put sj [i, p] in v[i0 + b, p0 ]
end for
end for
end for
end for
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roughly
nc · [I(x; y |θ = θG ) − CB,T /M] = nc ·

B
· [I(x; y |θ = θG ) − I(x; y |θ = θB )].
(T + B) · M

(7.21)

Thus, the amount of information about packets affected by the burst which can be recovered
by a packet following the burst is exactly (7.21). Stated differently, each packet can carry
about nc ·CB,T /M bits of new information in addition to the amount specified by (7.21) which
is used to carry redundant information about past data. For T > B, each packet sent at time
i + T will be received regardless of which path it takes. Therefore, we can start by placing
the maximum amount of redundant information from s [i] in the transmitted packets at
time i + T. Dividing the room left for redundant information in each packet (7.21) by the
size of pieces 0 through L − 2 (7.20) indicates that B pieces can be placed in each packet at
time i + T. This explains step 10 of Table 7.2.
Next, since the transmitter “knows” packets x[i, p] through x[B − 1, p] will be lost in
the burst, there are T + 1 − B packets remaining on path p to which we can interleave
information. Therefore we interleave one piece of redundant information to each such v[i, p]
input in step 17. (The loop in step 16 also interleaves the same piece to each of the preceding
B packets v[i, p], but this will be discussed later). Similarly, there are (M − 1)(T + B) packets
on the paths not affected by the burst within the decoding delay window which have not yet
been assigned redundant information. Thus we assign each of these a different redundant
piece in step 26. (Again the loop in step 25 also interleaves the same piece to each of
the preceding v[i, p]). This accounts for all pieces of s[i, p] except s L−1 [i, p] which is not
interleaved at all.
Of course, the transmitter knows neither when the burst will start nor what path it
will strike. Therefore, the encoder essentially repeats the previous interleaving scheme with
B possible time shifts and M possible path shifts. The time shifts explain the for loops in
steps 16 and 25 mentioned earlier while the path shift explains the outermost for loop.
Binning the Interleaved Pieces

The interleaving schedule described above requires too much redundancy to be efficient by
itself. Therefore, instead of sending each v[i, p], we send only the bin index of each packet.
Specifically, we define a hash partition with output length N as a mapping
H(·) : S ∗ 7→ {0, 1}N

(7.22)

which takes as input an arbitrary length sequence of source symbols from the alphabet S
and returns N bits. Instead of describing the a hash partition with a specific input–output
relationship, we work with random hash partitions where every possible input is assigned a
random N -bit output.3 To construct burst-delay capacity achieving systems, we use random
hash partitions with output length
nc · [I(x; y |θ = θG ) − ]/M

(7.23)

and transmit the channel input x[i, p] by selecting codeword number H(v[i, p]) from a random channel codebook.
3

By this we mean that the input–output relationship is randomly constructed not that H(s) may produce
different random values when called with the same fixed input s.
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Encoder Summary

To summarize, the encoding process is as follows. For each time i and each path p, a
rate 2nc (R)/M , length nc , random codebook is constructed by selecting 2nc (R)/M sequences of
length nc according to the i.i.d. distribution ps (·). Each source packet, s [i] is divided and
interleaved as described in Tables 7.1 and 7.2 to produce the intermediate representations
v[i, p]. A bin index, H(v[i, p]) is computed and the corresponding codeword in the codebook
for time i and path p is transmitted through the channel.

 7.5.3 Decoding
To decode s [i], the receiver first decodes the bin indexes from the channel output and then
decodes the pieces of the source from the bin indexes. For packets received over the good
channel state, decoding the bin index for x[i, p] is accomplished by looking for a codeword
jointly typical with the channel output y[i, p]. This will succeed with high probability
according to standard arguments since the transmitted rate is less than the mutual information. Furthermore, since the codebooks at each time and path are independent there are
no error propagation or other dynamic issues in decoding the bin indexes.
Therefore, the main effort in describing and analyzing the decoding process is in decoding
the pieces of the source packets from the bin indexes. Essentially, the decoder accomplishes
this by trying to find a sequence of source packets jointly typical with the decoded bin
indexes. If a unique source packet is jointly typical it is declared to be s [i], otherwise a
decoding error occurs. For simplicity, we consider a suboptimal bin decoding process which
nonetheless achieves capacity.
The analysis of the decoding process is somewhat lengthy and complicated. Hence the
reader may find it useful to read the examples in Section 7.6 either before or in concert with
the rest of this section.
Decoding When No Burst Occurs

Lemma 1. When no burst occurs, s[i, p] can be decoded from y[i, p] with probability of error
tending to zero as nc → 0.
Proof. Assume for the time being that all past source packets have been successfully recovered. With this assumption, decoding s [i] from the bin indexes obtained from x[i, p] for
p ∈ {0, 1, . . . , M − 1} is straightforward. Specifically, while each v[i, p] includes data from
current and past source packets, the past source data in v[i, p] is known by assumption and
can be ignored. Thus the unknown pieces are exactly the R · nc bits of s [i]. Since we have M
bin indexes each consisting of nc ·I(x; y |θ = θG )−]/M bits, the probability that an incorrect
source packet will be jointly typical with all the bin indexes is exactly
2nc ·R · 2−nc ·I(x;y |θ=θG )−] = 2−nc [I(x;y |θ=θG )−−R]

(7.24)

which goes to zero asymptotically with nc for any  > 0 provided R ≤ CB,T . The correct
source packet will always be jointly, and hence the probability of decoding error given the
past source data was correctly decoded and the current channel output was received over
the good channel state is approximately (7.24).4
4

We say approximately and not exactly since the true probability of error must also take into account
the possibility that the bin indexes are incorrectly decoded from the channel outputs. For R ≤ C B,T , this
probability goes to zero so our approximation is justified. A sharper analysis, e.g., one which analyzes error
exponents, would need to take this into account, however.
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Finally, we address the assumption that all past source packets have been successfully
decoded. This is trivially true for the initial packet and therefore our argument shows the
first packet can be successfully decoded with some small error probability  0 . Thus our
assumption is true for the second packet which can be decoded with a probability of error
at most 20 . Continuing by induction shows that the error probability for the nth packet is
no more than n · 0 . Thus the error probability for all the packets can be made negligible
provided that 0 decreases faster than n.
One way to accomplish this is to make sure that the packet size nc grows fast enough
(and hence the error probability 0 drops fast enough) with n to ensure that the product n0
goes to zero. Increasing nc with n may be sufficient to provide simple bounds on the error
probability when n is finite, but it is somewhat undesirable if n is large or even infinite.
In general, it is possible to obtain an error probability 0 which depends only on nc and is
independent of n. This is achieved either by a detailed analysis of error propagation or by
considering a more complicated decoding scheme. For the latter, the receiver decodes s [i]
by looking not only at the current channel output y [i] but at all past channel outputs. For
such decoding, the difference between the received mutual information and the transmitted
data increases with both nc and n and so the error probability does not grow with n. We
omit such an analysis since our focus is on the first order effect of delay. Understanding
the details of the probability of error is an interesting topic for future work, however, and
might have connections to [157].

Decoding When a Burst Occurs

Next we assume that decoding was successful before time i when a burst of length B started
on path p. At first we give up on decoding the packets, y[i, p], y[i + 1, p], . . ., y[i + B − 1, p],
which are affected by the burst and declare the corresponding bin indexes H(v[i, p]), H(v[i+
1, p]), . . ., H(v[i + B − 1, p]) to be erased. The other bin indexes can still be successfully
decoded, however, according to standard arguments.
Our main tool in decoding the intermediate representations v[i, p] from the successfully
recovered bin indexes is the following lemma proved in Appendix E.
Lemma 2. Consider a bin index, H(v[i, p]), where the only unknown source components
are s[i, p] and at most B redundant pieces of the form sb [a, c] with 0 ≤ b ≤ L − 2 of size
(7.20). All of these source components can be recovered with error probability approaching
zero as nc → ∞.
The intuition for this result is that each packet received over the good channel state can
convey about nc · I(x; y |θ = θG ) bits. Piece s[i, p] takes about nc · CB,T bits while each of the
other unknown components has a size of about (7.20). Thus, as discussed in Section 7.5.2,
nc ·I(x; y |θ = θG ) will be larger than the amount of data in the unknown source components
so an appropriately encoded system will be able to decode correctly.
We begin by focusing on the B · (M − 1) bin indexes which are “parallel” with the burst
but not affected by it.
Lemma 3. Imagine that all source data packets are correctly decoded until a burst starts
at time i on path p and let p0 6= p and t ∈ {0, 1, . . . , B − 1}. Then all received packets of
the form y[i + t, p0 ] can be decoded to their bin indexes H(v[i + t, p0 ]) and the corresponding
bin indexes can be decoded to their intermediate representations v[i + t, p 0 ] with negligible
probability of error. Furthermore, the decoding delay is at most T.
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Proof. The rate of each bin index is chosen to be less than the channel mutual information
I(x; y |θ = θG ). Therefore, the bin indexes H(v[i + t, p0 ]) can be recovered using standard
arguments. The unknown components in each bin index are s[i + t, p 0 ] as well as at most
B other pieces of the form sb [a, c] with 0 ≤ b ≤ L − 2. This follows by construction and
specifically by Table 7.2.
In particular, only one component of s[i, p] is placed in each v[i, p 0 ] in step 26 of Table 7.2
so Lemma 2 can be applied to show that is H(v[i, p0 ]) decoded successfully. Similarly, only
one component of s[i+1, p] is placed in each v[i+1, p0 ]. Note, however, that a new component
of s[i, p] is also placed in v[i + 1, p0 ] along with the component of s[i, p] which was placed
in v[i, p0 ] due to the loop in step 25 of Table 7.2. Since this last component was recovered
when H(v[i, p0 ]) was decoded in the previous step we can treat it as known when decoding
H(v[i + 1, p0 ]). Thus we can again apply Lemma 2 to show H(v[i + 1, p0 ]) is decoded.
In general, v[i + t, p0 ] contains t + 1 components from s[i, p], plus t components from
s[i + 1, p], plus t − 1 components from s[i + 2, p], and so on down to one component from
s[i + t, p] for a total of (t + 2)(t + 1)/2 components. The key insight of this lemma is
that many of these components are repeated. Specifically, of the two components from
s[i + t − 1, p] in v[i + t, p0 ], one of these was recovered when H(v[i + t − 1, p0 ]) was decoded.
Similarly, of the three components from s[i + t − 2, p0] in v[i + t, p0 ], two were recovered when
H(v[i + t − 1, p0 ]) was decoded, and so on. Thus, v[i + t, p0 ] contains at most t unknown
source components. Since t ≤ B − 1 by assumption, Lemma 2 implies that the desired
intermediate representations can be decoded.
Next we consider the (T + 1 − B) · M packets following the burst.
Lemma 4. Imagine that all source data packets are correctly decoded until a burst starts at
time i on path p and let t ∈ {0, 1, . . . , T + 1 − B} and p0 ∈ {0, 1, . . . , M − 1}. Then all received
packets of the form y[i + B + t, p0 ] can be decoded to their bin indexes H(v[i + B + t, p0 ]) and
the corresponding bin indexes can be decoded to their intermediate representations v[i + t, p 0 ]
with negligible probability of error. Furthermore, the decoding delay is at most T.
Proof. As in Lemma 3, each bin index can be decoded and the unknown components in
each v[i + t, p0 ] contain components of the form s[i + t, p0 ] as well as at most B other pieces of
the form sb [a, c] with 0 ≤ b ≤ L − 2. Establishing this is slightly different than in, Lemma 3,
however.
For all but the last packet, (i.e., for all t ∈ {0, 1, . . . , T + 1 − B} except t = T + 1 − B)
the situation is essentially the same as for decoding the last set of packets in Lemma 3.
Specifically, each bin index H(v[i + t, p0 ]) contains exactly B unknown source components in
addition to s[i + t, p0 ] because other source components from s[i, p], s[i, p], . . ., s[i + B − 1, p]
in H(v[i + t, p0 ]) have been recovered in previous steps.5
The last set of bin indexes, H(v[i + T − 1, p0 ]), each contain exactly B components from
s[i, p] added in step 10 of Table 7.2 along with s[i + T − 1, p0 ] and previously recovered source
components. Thus Lemma 2 implies that successful decoding occurs except with negligible
probability.
5
The situation is essentially the same and not exactly because in Lemma 3 going from time i + a to
i + a + 1 always added more unknown source components to the bin index to be decoded. In Lemma 4,
however, going from time i + t to i + t + 1 results in the same number of unknown source components in
the bin index to be decoded. Also, only paths with p0 6= p were considered in the former while all paths are
considered in the latter.
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The previous lemmas establish successful decoding for all components of s j [i, p] with
j ≤ L − 1, while the following considers the last piece.
Lemma 5. Imagine that all source data packets are correctly decoded until a burst starts
at time i on path p. Then sL−1 [i, p] can be decoded with negligible probability of error with
a decoding delay of T.
Proof. According to the previous lemmas, after a delay of T (i.e., at time i + T + 1), all
the components of s[i, p] can be successfully decoded except possibly s L−1 [i, p] which we
now consider. By construction in (7.19), sL−1 [i, p] is of size nc · [I(x; y |θ = θB ) − ] bits.
Therefore, there are
2nc ·[I(x;y |θ=θB )−]
(7.25)
possible values for sL−1 [i, p] and similarly, the number of possibilities for x[i, p] is also (7.25).
The decoder searches for an x[i, p] which is jointly typical with the received channel output
y[i, p]. The correct codeword will be typical with high probability, while the probability
that a given incorrect codeword is typical is roughly 2−nc I(x;y |θ=θB ) . Thus the probability
that any incorrect codeword is typical is about
2nc ·[I(x;y |θ=θB )−] · 2−nc I(x;y |θ=θB ) = 2−nc  .

(7.26)

Thus decoding is successful with asymptotically negligible probability of error.
Combining all our results for this section yields the following theorem.
Theorem 23. Any rate less than the burst-delay capacity in (7.10) is achievable with decoding delay T.
Proof. Lemmas 3, 4, and 5 imply that s[i, p] can be recovered with delay T when a burst
of length B starts at time i on an arbitrary path p. Since the encoding scheme used is
time invariant, the same argument shows that all packets affected by the burst can also be
recovered with delay T.

 7.6 Single Path Examples
 7.6.1 An Erasure Channel Example
Imagine that we which to design a system to correct for erasure bursts of length B = 2,
with decoding delay T = 3, using M = 1 path. Specifically, the good channel corresponds to
a noiseless binary channel (i.e., I(x; y |θ = θG ) = 1) and the bad channel is a binary erasure
channel, (i.e., I(x; y |θ = θB ) = 0). According to (7.10), the burst-delay capacity is 3/5.
Thus if each packet transmitted through the channel contains n c bits, then about (3/5)nc
source bits per packet can be reliably communicated.
Based on the coding scheme described in Section 7.5.2 each source packet should be
divided into L = 4 pieces, but since according to (7.19) the last piece is empty we ignore
it in this example. Thus each s [i] is divided into the three pieces (s 0 [i], s1 [i], s2 [i]) with
each piece consisting of about nc /5 bits. Applying the prescription in Section 7.5.2 and
in particular the interleaving schedule in Table 7.2 produces the packet stream shown in
Table 7.3.
If all packets before time i are received correctly and x [i] and x [i + 1] are lost in burst
of length 2, decoding proceeds as follows. At time i + 2, the decoder receives x [i + 2] and
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Table 7.3. Encoding example for a rate R = 3/5 single path code. Each source component
is split into 3 equal pieces and interleaved. Instead of transmitting the interleaved data
directly, a binning function H5/7(·) maps (7/5−)·nc input bits to a bin number consisting
of nc bits.

x [i − 1] = H5/7 s0 [i − 1], s1 [i − 1], s2 [i − 1], s0 [i − 2], s0 [i − 3], s1 [i − 4], s2 [i − 4]

x [i + 0] = H5/7 s0 [i + 0], s1 [i + 0], s2 [i + 0], s0 [i − 1], s0 [i − 2], s1 [i − 3], s2 [i − 3]

x [i + 1] = H5/7 s0 [i + 1], s1 [i + 1], s2 [i + 1], s0 [i + 0], s0 [i − 1], s1 [i − 2], s2 [i − 2]

x [i + 2] = H5/7 s0 [i + 2], s1 [i + 2], s2 [i + 2], s0 [i + 1], s0 [i + 0], s1 [i − 1], s2 [i − 1]

x [i + 3] = H5/7 s0 [i + 3], s1 [i + 3], s2 [i + 3], s0 [i + 2], s0 [i + 1], s1 [i + 0], s2 [i + 0]

x [i + 4] = H5/7 s0 [i + 4], s1 [i + 4], s2 [i + 4], s0 [i + 3], s0 [i + 2], s1 [i + 1], s2 [i + 1]













searches for a collection of pieces
(s0 [i + 2], s1 [i + 2], s2 [i + 2], s0 [i], s0 [i + 1])

(7.27)

which has a bin number corresponding to x [i + 2]. The correct collection will always have
the correct bin number. The probability that an incorrect collection has the correct bin
number is 2−nc . Since the correct value for s [i − 1] is known and each unknown source piece
consists of about nc R/3 bits, there are 2(5/3)ncR possible collections. Thus the expected
number of incorrect collections which nonetheless have the correct bin number is
2−nc · 2nc (5/3)R = 2−nc [1−(5/3)R] .
Thus provided that R < 3/5 − , the expected number of incorrect collections which have
the correct bin number is at most 2−nc (5/3) and the probability of decoding failure goes to
zero as nc → ∞.
Similarly, when x [i + 3] is received the decoder searches for a collection of pieces
(s0 [i + 3], s1 [i + 3], s2 [i + 3], s0 [i + 1], s0 [i + 2], s1 [i], s2 [i])
which has a bin number matching x [i + 3]. Provided that s0 [i+1] and s [i + 2] were correctly
determined in the preceding step, the probability that an incorrect collection has the correct
bin number will be small according to the previous argument. Thus, with probability
arbitrarily close to 1, the decoder will correctly recover the lost packets.

 7.6.2 A Single Path Binary Symmetric Channel Example
Next consider a noiseless binary channel as the good channel and a binary symmetric channel
with cross-over probability p as the bad channel. If p is chosen such that H b (p) = 1/3
where Hb (·) denotes the binary entropy function, then the only difference as compared to
the erasure channel example is that now I(x; y |θ = θB ) = 1 − Hb (p) = 2/3 and therefore
each source packet is split into 4 pieces where the last piece contains (2/3 − ) · n c bits and
the remaining 3 pieces each contain (1/15 − ) · nc bits. The total amount of bits in each
source packet is
(3/15 + 2/3 − 4)nc = (13/15 − 4)nc
(7.28)
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bits which equals the bound (7.10) for successful decoding of bursts of length B = 2 with
delay T = 3:
3 2
3 2 2
13
CB,T = + · (1 − Hb (p)) = + · = .
5 5
5 5 3
15
Applying the interleaving schedule described in Table 7.2 produces the packet stream
shown in Table 7.4.
Table 7.4. Encoding example for a burst binary symmetric channel. Each source packet is
split into four pieces and interleaved. Instead of transmitting the interleaved data directly,
a binning function, H15/17(·) maps (17/15 − 8)nc input bits to a bin number consisting
of nc bits.

x [i − 1] = H15/17 s0 [i−1], s1[i−1], s2 [i−1], s3 [i−1], s0[i−2], s0 [i−3], s1[i−4], s2 [i−4]

x [i + 0] = H15/17 s0 [i+0], s1[i+0], s2 [i+0], s3 [i+0], s0[i−1], s0 [i−2], s1[i−3], s2 [i−3]

x [i + 1] = H15/17 s0 [i+1], s1[i+1], s2 [i+1], s3 [i+1], s0[i+0], s0 [i−1], s1[i−2], s2 [i−2]

x [i + 2] = H15/17 s0 [i+2], s1[i+2], s2 [i+2], s3 [i+2], s0[i+1], s0 [i+0], s1[i−1], s2 [i−1]

x [i + 3] = H15/17 s0 [i+3], s1[i+3], s2 [i+3], s3 [i+3], s0[i+2], s0 [i+1], s1[i+0], s2 [i+0]

x [i + 4] = H15/17 s0 [i+4], s1[i+4], s2 [i+4], s3 [i+4], s0[i+3], s0 [i+2], s1[i+1], s2 [i+1]













If all packets before time i are received correctly and x [i] and x [i + 1] are lost in burst
of length 2, decoding proceeds as follows. At time i + 2, the decoder receives x [i + 2] and
searches for a collection of pieces
(s0 [i + 2], s1 [i + 2], s2 [i + 2], s3 [i + 2], s0 [i], s0 [i + 1])

(7.29)

which has a bin number corresponding to x [i + 2]. The correct collection will always have
the correct bin number. The probability that a given incorrect collection has the same bin
number as x [i + 2] is 2−nc . Since the correct value for s [i − 1] is known, there are
2nc ·(13/15−4) · 2nc ·(1/15−) · 2nc ·(1/15−) = 2nc (1−6)
possible collections, i.e., the cardinality of s [i + 2], s0 [i], and s0 [i + 1]. Thus the expected
number of incorrect collections which nonetheless have a bin number matching x [i + 2] is
2−nc · 2nc (1−6) = 2−6nc  .
Thus the probability of decoding failure goes to zero as n c → ∞.
Similarly, when x [i + 3] is received the decoder searches for a collection of source components which has a bin number matching x [i + 3]. Provided that s 0 [i + 1] and s [i + 2]
were correctly determined in the preceding step, the probability that an incorrect collection
has this bin number will be small. Specifically, the unknown components in x [i + 3] are
(s0 [i + 3], s1 [i + 3], s2 [i + 3], s3 [i + 3], s1 [i], s2 [i])

(7.30)

because s0 [i + 2] and s0 [i + 1] were recovered when x [i + 2] was decoded. Thus, according
to the previous argument x [i + 3] is decoded.
Finally, having decoded s0 [i], s1 [i], and s2 [i] the receiver can decoded s3 [i] by searching
for a sequence s3 [i] jointly typical with y [i] and the previously decoded terms. There are
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2nc (2/3−) possible values for s3 [i]. The codeword corresponding to the correct value of s3 [i]
will be jointly typical with high probability. The probability that a given (incorrect) value
of s3 [i] is jointly typical with the channel output y [i] is roughly 2−nc I(x;y |θ=θB ) . Thus the
expected number of incorrect codewords which are jointly typical with y [i] is roughly
2nc [I(x;y |θ=θB )−−I(x;y |θ=θB )] = 2−nc  .
Thus, with probability arbitrarily close to 1, only the transmitted sequence s 3 [i] will be
jointly typical and decoding will succeed.
This examples illustrates an interesting (and probably essential) feature of our encoding
and decoding process: only a subset of the information from s [i] is repeated in later packets.
When a burst occurs at time i, the decoder does not try to recover all of x [i] from later
packets. Instead, the decoder recovers just enough of x [i] from later packets to decrease
the uncertainty about x [i] to a point where it can be resolved from the output of the bad
channel.

 7.7 Practical Coding Schemes
The random coding schemes presented so far are too complex to be implemented, but
the random codes suggest how practical, structured codes can be designed. As illustrated
by the examples in Section 7.6.1 and Section 7.6.2, our coding scheme has a component
that is based only on the decoding delay and burst length and a component based only
upon the channel mutual informations in the good and bad state. The former corresponds
to interleaving and binning scheme while the latter corresponds to using familiar random
codes for a noisy channel. It seems that these components are almost separable.
Based on recent success in practical constructions of single path burst erasure correcting codes [119] via Reed-Solomon codes, we suspect this insight has some interesting
practical implications. Specifically, we believe that burst-delay capacity achieving codes for
non-erasure channels can be designed by combining inner codes for traditional non-bursty
channels with outer codes designed for a burst erasure channel. Decoding would work by
first using the inner decoder on packets arriving over the good channel and treating packets
arriving over the bad channel as erased. Next components 0 through L − 2 of the “erased”
information sources would be decoded. Finally, all previously decoded information could
be used as side information for the inner decoder used to recover packets arriving over the
bad channel.
For example, consider a bursty, additive white Gaussian noise channel. One appropriate
inner code would be a multi-level Gaussian code where one level (or set of levels) conveys
about I(x; y |θ = θB ) bits per sample and the other level (or set of levels) conveys about
I(x; y |θ = θG ) bits per channel. The outer code would be a burst-delay capacity achieving
code for an erasure channel with the same T and B. First, all source components for s j [i]
except sL−1 [i] would be decoded from the outer erasure correcting code. The resulting
information would correspond to the second set of levels for the multi-level Gaussian code.
“Subtracting off” this known information from the multi-level Gaussian code, would then
leave a Gaussian code conveying about I(x; y |θ = θB ) bits per sample of information which
could be successfully decoded on the bad channel.
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 7.8 Concluding Remarks
In this chapter we have considered streaming information over bursty channels. We introduced an adversarial channel model where nominally each packet is received over a good
channel while an occasional burst of B packets are received over a bad channel. One advantage of this adversarial model is that it requires a less precise channel model and hence
may be more robust to the difficulties of accurate channel measurement. More importantly,
however, our adversarial burst model provides a nice setting to study and illustrate the
relationship between channel dynamics and code structure.
Specifically, if we require that each source packet can be decoded with a delay of at most
T packets, then a natural quantity of interest is the maximum amount of information which
can be reliably communicated. In order to derive a coding theorem characterizing this
burst-delay capacity, we introduced a new type of random coding argument which spreads
information over time in a way which depends on the burst length and decoding delay. We
believe that this type of random coding argument may be an essential tool in understanding
the fundamental delay introduced in a variety of channel models both bursty and otherwise.
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Chapter 8

Delay-Optimal Burst Erasure Code
Constructions
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In this chapter we describe how to construct codes to meet the optimal burst-delay
trade-off in Chapter 7. We focus mainly on burst erasure channels, but such codes can also
be extended to other types of bursty channels as sketched in Section 8.5.

 8.1 Problem Model
We consider the same problem model as in Chapter 7, but specialize it to erasure channels and feedback-free linear codes with finite memory. As illustrated in Fig. 8-1 a linear, feedback-free, rate R = k/n, M path packet encoder, f (·), is a causal, multipleinput multiple-output, linear filter (i.e., a convolutional code). Specifically, the input to
f (·) is a source stream, s [i], where each source symbol consists of k sub-symbols s [i] =
(s0 [i], s1 [i], . . . , sk−1 [i]) each taking values over some finite field GF(q). The output of f (·)
is a collection of encoded streams, x[i, p] (with p ∈ {0, 1, . . . , M − 1}) where each encoded
symbol consists of n sub-symbols over the same finite field GF(q). At time i, each x[i, p] is
transmitted along the pth channel path. We consider bursts of length B where at any time,
i∗ , B packets on any path, p∗ , may be erased. A burst-delay optimal code is one which can
correct any such burst with delay T where the parameters B, T, and R satisfy the trade-off
derived in (7.10).
In this chapter, our goal is to construct such optimal codes with low encoding and
decoding complexity and the smallest possible field size. In practice, the maximum possible
packet size is determined by the underlying channel characteristics and is not a parameter
which the code designer can change. For example, the coherence time in a wireless channel
or the Maximum Transmit Unit (MTU) in an Internet link might determine the maximum
packet size (and hence the maximum field size for the code). Thus if a burst-delay optimal
code with an alphabet size smaller than the maximum packet size exists, then the burstdelay capacity in (7.10) can be practically achieved. Otherwise, finite length effects force
the system to operate at a burst-delay-rate trade-off worse than the fundamental limit in
(7.10).

 8.2 Single-Link Codes
We begin by focusing on single link codes and observe that designing packet encoders can
be viewed as essentially designing matched interleavers and block codes. Specifically, in
Fig. 8-1, the initial delay elements can be viewed as a periodic interleaving of the input
similar to [62]. Instead of working with the structure in Fig. 8-1 which requires us to
specify M block codes, we instead choose a different interleaving structure to simplify design
of the corresponding block code.
In particular, to obtain a simple mapping between the properties of the convolutional
code and the block code, we use the interleaving structure shown in Fig. 8-2. We refer to
this as “diagonal interleaving” both to distinguish it from Forney’s periodic interleaving [62]
and for another reason illustrated shortly. Furthermore, when discussing block code design,
we denote the inputs and outputs of the block code as vj and wj and reserve the symbols
sj [i] and xj [i] for the input and output of the corresponding packet encoder obtained via
interleaving.
As stated in the following theorem and proved in Appendix F, diagonal interleaving
allows us to construct a rate k/n convolutional code to correct any burst of length B with
delay T , by focusing on the somewhat simpler problem of constructing a single (n, k) block
code.
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Figure 8-1. A linear, feedback-free, rate k/n, memory M packet encoder can be represented as a multipleinput multiple-output finite impulse response linear filter (i.e., a convolutional code). For multiple links
(i.e., M > 1), a similar section is required for each link. The source packet at time i, s [i], is split into k
sub-symbols each taking values in a finite field GF(q). The sub-symbols are delayed, fed into the sub-codes
Cj , and added together to produce the encode packet at time i, x [i]. Essentially, the initial delay section
can be as interleaving the input before applying a block code.
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Theorem 24. Consider an (n, k) systematic block code, C, that can recover the ith input
symbol from the unerased symbols from 0 through T + i for any erasure burst of length B.
Then such a code can be diagonally interleaved as in Fig. 8-2 to yield a rate k/n, single-link,
packet encoder which can correct any erasure burst of length B with delay T.
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Figure 8-2. A convolutional code structure based on diagonal interleaving. The z −λ and z λ elements
denote delay or advance by λ. Advances are possible since they can be “pushed through” the systematic
block code to cancel with delays.

An example best illustrates this idea. Imagine we want to construct a convolutional code
to correct all bursts of length B = 2 with delay T = 3. First, we construct the following
block code taking the input vector v to the output vector w via left multiplication by a
code matrix C:


1 0 0 1 0


w = v · C = v0 v1 v2 ·  0 1 0 0 1  = v0 v1 v2 v0 + v2 v1 + v2 (8.1)
0 0 1 1 1

It is straight-forward to verify that if any two symbols in the code vector w are erased, then
they can both be recovered with a delay of 3. For example if w 1 and w2 are erased then the
latter can be recovered via w2 = w3 ⊕ w0 and the former can be recovered via w1 = w4 ⊕ w2 .
Of course the block code in (8.1) does not satisfy our definition of a packet encoder (it
can only encode a single block and not a semi-infinite stream as required by our model).
Therefore, to obtain a packet encoder, we interleave such a block code as in Fig. 8-2. The
effect of the interleaver is that parity check symbols are computed along “diagonals” of the
convolutional code as illustrated in Table 8.1. It is easy to show that if the constitunent
block code corrects any burst of length B with delay T then the corresponding convolutional
code will also. Hence, we can simplify the convolutional code construction problem by only
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Table 8.1. Illustration of how a rate 3/5 convolutinal code can be constructed by the interleaving structure
of Fig. 8-2. Essentially, the block code is computed along the “diagonal” of the convolutional code. Boxed
entries compromise one such constituent block code.
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s0 [i − 3] ⊕ s2 [i − 1]

s1 [i − 3] ⊕ s2 [i − 2]

s0 [i − 1] ⊕ s2 [i + 1]
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s0 [i + 1] ⊕ s2 [i + 3]

s1 [i − 2] ⊕ s2 [i − 1]
s1 [i] ⊕ s2 [i + 1]





considering block code constructions.

 8.2.1 Reed-Solomon Codes Are Not Generally Optimal
Reed-Solomon codes (and other cyclic codes) are well-known to have excellent burst correcting properties when their delay is not considered. Thus, it might seem natural to use
such codes in the periodic interleaving structure as suggested by Forney [62] or in the diagonal interleaving structure in Fig. 8-2. Unfortunately, such constructions are not generally
optimal. For example, consider attempting to use a Reed-Solomon code in place of the code
of (8.1) to correct bursts of length 2 with delay 3. If the delay starts at time 0 and erases w 0
and w1 , then these symbols can not be recovered until all of them remaining code symbols
are received. Thus the Reed-Solomon construction requires a worst case delay of 4 instead
of 3 with either type of interleaving.
In general, the straightforward construction using an (n, k) Reed-Solomon code requires
a worse case delay of n − 1 to correct any burst of length n − k. In contrast, an (n, k)
block code must correct any burst of length n − k with delay k if it is to yield a burst-delay
optimal code after interleaving.

 8.2.2 Provably Optimal Construction For All Rates
As stated Theorem 25 and illustrated in Fig. 8-3, we can construct the required (n, k) block
code to interleave into a delay-optimal rate k/n burst correcting convolutional code by
combining a repetition block code and a block code which corrects bursts without regard
to delay.
Theorem 25. A rate k/n code capable of correcting any burst of length n − k with delay k
can be constructed by diagonally interleaving the matrix


In−k×n−k 0n−k×2k−n In−k×n−k
∗
Gk×n =
(8.2)
02k−n×n−k
Pcyc,2k−n×k
where Ii×j is an i-by-j identity matrix, 0i×j is an i-by-j zero matrix, and Pcyc,2k−n×k is the
(2k − n)-by-k systematic generator matrix for a length k, dimension 2k − n code capable of
correcting any erasure burst of length at most n − k (including end-around bursts) without
regard to delay.
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Figure 8-3. An (n, k) delay-optimal erasure burst correcting block code can be constructed by combining
a repetition code and a code capable of correcting erasure bursts of length n − k without regard to delay.
The encoder shown above maps the (interleaved) symbols v0 , v1 , . . ., vk−1 to the (interleaved) code symbols
w0 , w1 , . . ., wn−1 .
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Before proving Theorem 25, we illustrate how it can be applied to construct a rate
7/11 code over GF(2) which is capable of correcting any burst of length 4 with delay 7.
The desired code requires a generator matrix Pcyc,7×3 corresponding to a (7, 3) erasure
burst correcting code. We can obtain Pcyc,7×3 from a binary cyclic code generated by
g(x) = x4 + x2 + x1 + 1. Thus the desired generator matrix for the rate 7/11 code is
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0
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0
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0
1
0

0
0
0
0
0
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1
0
0
0
1
0
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0
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0
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0
0
1
0
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0
0
0
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(8.3)

Proof of Theorem 25: As illustrated by Fig. 8-3 and the example code in (8.3), the first
n − k information symbols are treated quite differently than the last 2k − n information
symbols. We refer to these two classes of information symbols as the urgent and non-urgent
symbols respectively since we can ignore the delay required in recovering the latter provided
they are eventually recovered but must insure the delay in recovering the former is at most
k. We first describe how the non-urgent symbols are decoded and then describe how the
urgent symbols are decoded.
Assume that an erasure burst of length n − k starts at time 0 ≤ i ≤ k − 1 (bursts
starting after time k − 1 are equivalent to bursts starting at time k − 1 since the bursts
after time k − 1 fall off the end of the code vector). By time at most i + k − 1, we would
receive exactly 2k − n cyclically consecutive1 symbols of the bottom block code in Fig. 8-3.
Note that while repeated symbols from time 0 through i − 1 are added to the parity check
symbols of the bottom block code, these repeated symbols can be subtracted out of the
desired parity check symbols of the bottom block code because they are correctly received
before the burst. By assumption the bottom block code can decode any cyclic burst of
length n − k or equivalently any cyclically consecutive 2k − n symbols are an information
set. Thus by time i + k − 1 we can recover the non-urgent information symbols.
Once the non-urgent information symbols are recovered we can subtract the effect of
the parity check symbols of the bottom block code in Fig. 8-3 from the top repetition code.
Furthermore, note that this subtraction can be performed at time i + k − 1 which is exactly
the time when the first urgent symbols must be recovered. Thus the first urgent information
symbol is recovered from the repetition code at time i+k −1, the second urgent information
symbol is recovered from the repetition code at time i + k, and so on until the last urgent
information symbol is recovered.
For example, consider the matrix in (8.3). If a burst started at time 2 then urgent
information symbols 0 and 1 would be received correctly as would the last non-urgent
information symbol. The 2 urgent information symbols could then be subtracted out of the
first 2 parity check symbols of the bottom block code. After this subtraction is performed,
at time 9 we have 3 consecutive symbols of the bottom (7, 3) code and thus the nonurgent information symbols are recovered. Once the non-urgent information symbols are
recovered, their effect on the repetition code at the top of Fig. 8-3 can be subtracted out.
Thus information symbols 2, 3, and 4 would each be recovered with delay 7.
1

By cyclically consecutive we mean that the code vector is assumed to wrap around. For example,
symbols A—D in the code vector (A B ∗ ∗ C D) are cyclically consecutive.
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At first glance, Theorem 25 may seem useless since applying it requires constructing
a smaller burst correcting code. Since the smaller burst correcting code need only correct bursts without regard to delay, however, constructing it is generally much easier than
directly constructing a low delay burst correcting code. In fact, if a cyclic code of the
appropriate length and dimension exists for the desired alphabet then it suffices since any
(n, k) cyclic code can correct all erasure bursts of length n − k.2
For example, to construct a rate 5/8 code capable of correcting any burst of length 3
with delay 5 we require the generator matrix for a (5, 2) code which can correct any burst
of length 3 (without regard for delay). Since x5 + 1 factors into (1 + x) · (1 + x + x2 + x3 + x4 )
there is no binary cyclic code of dimension 2 and length 5. 3 We could consider larger fields
to find a cyclic code with the right parameters (e.g., a Reed-Solomon code over GF(5)). If
using a binary alphabet is important, we can use a (non-cyclic) binary code generated by
the following matrix:


1 0 1 1 0
Pcyc,2×5 =
(8.4)
0 1 0 1 1
which we can verify by inspection can correct any erasure burst of length 3. Thus we obtain
the generator matrix for the desired rate 5/8 code


1 0 0 0 0 1 0 0
 0 1 0 0 0 0 1 0 


 0 0 1 0 0 0 0 1 .
(8.5)


 0 0 0 1 0 1 1 0 
0 0 0 0 1 0 1 1
In any case, if a cyclic code does not exist or is inconvenient to find, the required
erasure burst correcting code can always be constructed with a symbol alphabet that is not
too large.
Corollary 7. The largest alphabet size required for the generator matrix P cyc,2k−n×k in
Theorem 25 is at most q m where q m is the smallest prime power exceeding k.
Proof. By constructing a Reed-Solomon code over GF(q m ) and puncturing the code down
to length k we obtain an MDS code which can correct the desired erasure bursts.
Corollary 8. The largest alphabet size required for the generator matrix P cyc,2k−n×k in
Theorem 25 is at most 2k.
Proof. By applying Corollary 7 with q = 2 we see that the field size is at most the largest
power of 2 which is greater than or equal to k.
While there are clearly parameters for which no cyclic code exists, it would be interesting
to know whether there are parameters (n, k) where there is no binary block code capable of
correcting all erasure bursts of length (n − k) and moving to higher alphabets is absolutely
required.
2

To see this, note that for a systematic cyclic code the first k symbols form an information set. Since
any cyclic shift of a codeword is also a codeword, any consecutive k symbols must form an information set.
3
A cyclic code of dimension k and length n over GF(2) exists if and only if x n + 1 has a factor of degree
n − k over GF(2) [108].
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 8.3 Two-Link Codes
In this section we consider scenarios where the transmitter can use two links as illustrated
in Fig. 8-4. Intuitively, the advantage of using multiple links is that the extra links can
reduce the delay required to correct for a given burst length and coding rate. In particular,
it is possible to lower bound the ratio of decoding delay to correctable burst length via
i
h
(
1
− 1, 1 , R ≥ M−1
max M1 · 1−R
T
M
≥
(8.6)
M−1
B
0,
R≤
M

or equivalently to upper bound the code rate via
(
B
,
1 − (T+B)·M
R≤
1 − M1 ,

T≥B

T < B.

(8.7)

As we see from (8.6) doubling the number of transmission links almost halves the decoding
delay confirming our intuition about the value of multiple links.
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Figure 8-4. A channel with two transmission links.

 8.3.1 Constructions
To construct delay optimal convolutional codes for the two-link case we again use the idea
of interleaving block codes as illustrated in Table 8.2. To construct a delay optimal convolutional code we can instead solve the simpler problem of constructing a delay optimal
block code. Notice that in contrast to the single-link case, however, the block code for a
multi-link channel has multiple samples for a given “time slot”. Perhaps a good way to
denote such a block code is to write the output for link j as wj and represent the encoding
operation as



(8.8)
w 1 w 2 = v · C1 C2 = v · C 1 v · C 2
where the || is intended to convey the idea that w1 and w2 are code vectors which are sent
at the same time but on different links.
With this notation, the constituent block code in Table 8.2 would have




0 1
1 0

(8.9)
C1 =  0 1  and C2 =  0 1  with v = v0 v1 v2
1 1
0 0
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Table 8.2. Illustration of how a two-link convolutional code can be constructed by using a block code
on the diagonal. Boxed entries compromise a constituent block code. The code shown is a rate 3/4
code capable of correcting any burst of length B = 1 with decoding delay T = 1 and is therefore optimal
according to (8.6).
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resulting in the two-link block code
w1

w2



=

v · C1

v · C2



=



v0
v1

v2
v0 ⊕ v 1 ⊕ v 2



.

(8.10)

Fig. 8-5 illustrates how our code construction can be extended to the case of two links.
As stated Theorem 26 (and proved in Appendix F), we can obtain a block code to interleave
into a two-link, delay-optimal, rate k/n, burst correcting convolutional code by combining
smaller delay-optimal single-link codes.
Theorem 26. Consider positive integers k and n with n even and k/n ≥ 3/4. A rate k/n
two-link code capable of correcting any burst of length B = (n − k) with delay T = (k − n/2)
(∗∗,1)
(∗∗,2)
can be constructed by diagonally interleaving the matrix G∗∗
k×n = (Gk×n ||Gk×n ) where
(∗∗,1)

Gk×n =
(∗,0)



In/2×n/2
0(k−n/2)×n/2



(∗∗,2)

, Gk×n




(∗,0)
G(k−n/2)×n/2


=  0(n−k)×(k−n/2) I(n−k)×(n−k)  ,
G∗(k−n/2)×n/2

(8.11)

and Ga×b is a generator for the single-link code construction in Theorem 25 with the upper
left identity matrix replaced by zeros, and the remaining notation the same as in Theorem 25.
Some discussion and examples help clarify Theorem 26. First, note that restricting n
to be even is only used to simplify the exposition and does not restrict the possible rates.
For example, to obtain a rate 4/5 code, one could use the parameters k = 8 and n = 10
in Theorem 26. Second, the restriction that k/n ≥ 3/4 causes no difficulty in achieving
the bound in (8.6). To see this note that for rates less than 3/4, the two-link bound
yields T/B ≥ 0 which is trivially achieved by sending exactly the same data on both links.
Evidently, only codes with R = 1/2 or R ≥ 3/4 are sufficient. Finally, observe that by setting
R = k/n and M = 2 in (8.6) we obtain T/B ≥ (k − n/2)/(n − k) so the codes in Theorem 26
are optimal.
To gain some insight into the structure of the two-link construction we consider a rate
4/5 example. For this rate, we choose n = 10 and k = 8 to obtain a code capable of
correcting any burst of length 2 with delay 3. To obtain codes correcting longer bursts, we
could multiply this k and n by any positive integer.
According to Theorem 26, this code requires the matrix G∗3×5 corresponding to a (5, 3)
single-link, delay-optimal, erasure burst correcting block code. Using Theorem 25 we obtain
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Figure 8-5. An (n, k) two-link, delay-optimal, erasure burst correcting, block code correcting any burst of
length n−k with delay k−n/2 can be constructed by combining two single-link, (k−n/2, n/2) delay-optimal,
erasure burst correcting, block codes. The encoder shown above maps the k (interleaved) symbols v 0 , v1 ,
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systematic output symbols of each single-link code are shown vertically and the parity output symbols are
shown horizontally. Note that the first code stream w1,0, w1,1 , . . ., w1,n/2−1 is simply composed of the first
n/2 − 1 input symbols and so the systematic output symbols of the top single-link code are unused.
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G∗3×5




1 0 0 1 0
=  0 1 0 0 1 .
0 0 1 1 1

(8.12)

Thus the encoding matrix for the two-link block code is


G∗∗
8×10






=
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0
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.






(8.13)

Let us consider the burst correcting capabilities of G∗∗
8×10 . As illustrated by Fig. 8-5 and
the encoding matrix in (8.13), the idea behind this construction is that if a burst occurs
on the second stream, we strip out the information received on the first stream so that the
second stream looks like a single-link code suffering a correctable burst. A similar stripping
argument can be used if a burst occurs on the first stream. This intuition is made precise
by considering bursts on each stream in detail as follows.

Imagine an erasure burst of length 2 occurs on the second stream. Without loss of
generality, we can assume that the data symbols on the first stream (v0 , v1 , . . ., v4 ) are
zero. If this is not the case, they can be subtracted out since they are received correctly. If
the first stream can be ignored, then we can ignore the first 5 rows of the encoding matrix
and collapse it to


1 0 0 0 0 0 0 0 1 0
 0 1 0 0 0 0 0 0 0 1 


 0 0 1 0 0 0 0 0 1 1 


 0 0 0 1 0 0 0 0 1 0 


(8.14)
 0 0 0 0 1 0 0 0 0 1 .


 0 0 0 0 0 1 0 0 1 0 


 0 0 0 0 0 0 1 0 0 1 
0 0 0 0 0

0 0 1 1 1

If we ignore the left half of the resulting matrix since it is all zeros, we are left with the
encoding matrix for a single-link code which can correct any erasure burst of length 2 with
delay 3. Thus we can correct the second stream with delay 3.

Now imagine that instead an erasure burst of length 2 occurs on the first stream. The
data on the second stream is received without error and can therefore assumed to be zero or
subtracted off. If the erasure burst on the first stream does not affect the last two symbols
on the first stream, then these can be stripped off and we are left with the effective encoding
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(8.15)

Recalling Fig. 8-5 may help clarify this process. Specifically, the parity check symbols
resulting from encoding the first 3 symbols on the first stream were added to the parity
check symbols on the second stream as well as the last two symbols of the first stream.
Thus if the latter are known, the effective encoding matrix in (8.15) is exactly the encoding
matrix for a single-link code capable of correcting any burst of length 2 with delay 3. So
the remaining data symbols can be recovered as described in Theorem 25.
Next imagine that an erasure burst of length 2 affects either of the last two symbols on
the first stream. In this case it might appear that our goal of making the first stream look
like a single-link code fails because we can no longer subtract the erased symbols on the first
stream from the parity check symbols on the second stream. To be more specific, imagine
that an erasure burst of length 2 erases w1,2 = v2 and w1,3 = v3 . Since v3 is unknown it can
not be subtracted from w2,3 .
Thus even though it is v3 that is actually erased, this has the effect of “virtually” erasing
w2,3 . So v0 and v1 are received correctly, v2 , is actually erased, w2,3 is virtually erased and
w2,4 is received correctly. But this looks just like an erasure burst of length 2 on a single-link
code and can therefore be corrected within the required delay constraint. Essentially, the
virtual erasures do not hinder decoding because the top single-link code in Fig. 8-5 can
correct them. Finally, once v0 , v1 , and v2 are recovered, v3 can be recovered from w2,3 .

 8.4 Multi-Link Codes
The same ideas used in generalizing single-link codes to make two-link codes can be applied
to general multi-link channels. For example, the matrix for a three-link block code


(∗∗∗,1)
(∗∗∗,2)
(∗∗∗,3)
G∗∗∗
=
(8.16a)
G
G
G
k×n
k×n
k×n
k×n
can be created by choosing

(∗∗∗,1)

Gk×n

(∗∗∗,2)

Gk×n



In/3×n/3



0(n/3)×n/3
In/3×n/3



(8.16b)



(8.16c)

=  0(k−n/3)×n/3  ,
0(k−2n/3)×n/3
=

0(k−2n/3)×n/3

 ,
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and

(∗∗∗,3)

Gk×n






=




(∗,0)

G(k−2n/3)×n/3
0(n−k)×(k−2n/3) I(n−k)×(n−k)
(∗,0)
G(k−2n/3)×n/3
0(n−k)×(k−2n/3) I(n−k)×(n−k)
G∗(k−2n/3)×n/3






.




(8.16d)

The version of Fig. 8-5 appropriate for a three-link code would have two stages like the top
of Fig. 8-5 and one stage like the bottom. Specifically, the first and second coded streams
would simply contain input data. The third coded stream would be produced by feeding
k − 2n/3 input symbols into a single-link code, adding the resulting parity check symbols to
the parity check symbols resulting from passing the first k − 2n/3 input symbols from the
other two streams into a single-link code and finally adding the remaining input symbols
from the first two streams.
The version of Fig. 8-5 appropriate for an M-link code would have M−1 stages like the top
of Fig. 8-5 and one stage like the bottom. Specifically, the first M − 1 coded streams would
simply contain n/3 symbols of input data. The last coded stream would be produced by
feeding the last k − n · (M − 1)/M input symbols into an optimal (n/3, k − n · (M − 1)/M) singlelink code, adding the resulting parity check symbols to the parity check symbols resulting
from passing the first k − n · (M − 1)/M input symbols from each of the other streams through
similar single-link codes, and finally adding the remaining input symbols from the first M − 1
streams.
As stated in the following theorem and proved in the appendix, an optimal M-link code
can be developed by extending these ideas in the straightforward manner.
Theorem 27. Consider positive integers k, n, and M with n a multiple of M and k/n ≥
1 − 2/M. A rate k/n, M-link code capable of correcting any burst of length B = (n − k) with
delay T = (k − n + n/M) can be constructed by diagonally interleaving the matrix
(∗M,1)

(∗M ,1)

(∗M ,2)

(∗M ,M)

Gk×n = (Gk×n ||Gk×n || . . . ||Gk×n )

(8.17)

(∗M ,1)

where each Gk×n is constructed by extending the patterns for M = 2 and M = 3 in (8.11)
and (8.16).

 8.5 Codes For Stochastically Any Degraded Channel
Although we only focused on burst erasure channels, our codes can be extended to achieve
the optimal burst-delay-rate trade-off in Chapter 7 for a wide variety of stochastically
degraded broadcast channels. Essentially, an inner broadcast code can be used to divide
the data for each packet into two messages of rate R1 and R2 . The former corresponds to the
mutual information for the bad channel state while the latter corresponds to the remaining
transmission rate. By construction the message of rate R1 can be decoded regardless of
the channel state. The message of rate R2 is effectively erased for all packets received
over the bad channel state. Thus, by applying the codes developed in this chapter to the
second message, the optimal burst-delay-rate trade-off can be achieved for any stochastically
degraded channel.
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 8.6 Concluding Remarks
In this chapter we have described how to construct codes with the optimal burst-delayrate trade-off derived in Chapter 7. We approached the problem by first introducing a
diagonal interleaving structure. By using interleaving, we were able to take the general
problem which essentially corresponds to designing a convolutional code and reduce it to the
simpler problem of designing a block code which can correct erasure bursts with low delay.
Furthermore, we reduced the problem of constructing a low delay burst correcting block
code to constructing a smaller block code with maximum erasure burst capability without
regard to delay. The final code needed in our reduction can always be constructed from
Reed-Solomon codes with modest alphabet sizes or sometimes directly to obtain smaller
alphabet sizes.
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Chapter 9

Delay Universal Streaming Codes
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In contrast to Chapter 7 which considered bursty channels, in this chapter we study the
rate-delay trade-off in designing a system for a variety of channel dynamics. Robust communication over different types of channels has been studied with the traditional broadcast
channel model [43], the compound channel model [101,187,25] and more recently the static
broadcast model [163, 164] and digital fountain codes [31, 32, 33, 114]. Essentially, these
models all consider scenarios with different messages, mutual information, or optimal channel input distributions for the different receivers. In contrast, we are interested in channels
with different dynamics.
For example, as illustrated by the two erasure channel output sequences in Fig. 9-1, two
channels may be able to support the same information rate, but have different dynamics.
Specifically, even though the channel outputs in Fig. 9-1(a) and Fig. 9-1(b) have the same
number of erasures, these erasures are clumped together in the former and spread out in the
latter. Intuitively, these different kinds of channel dynamics may result in different delays
or require different coding structures.


(a) Erasure pattern with erasures occurring in clumps.


(b) Erasure pattern with erasures occurring far apart.

Figure 9-1. Channels with same number of erasures but different dynamics.

The techniques we consider can be applied to single user settings with channel uncertainty. But, as discussed in the introduction in Chapter 1, perhaps the simplest motivating
example is to consider two users receiving the same data over two different channel conditions. We are mainly interested in minimizing the delay for both users simultaneously or,
when this is not possible, we are interested in the delay trade-off between the two users.
Specifically, consider transmission of a single message which can be received over a
collection of channel ensembles denoted by {Θi } and defined in detail in Section 9.2. The
decoding delay will of course depend upon the particular channel conditions encountered.
But, codes which minimize delay for Θ may be poor for Θ0 . Therefore, achieving good
overall performance depends on designing codes which perform well for each Θ ∈ {Θ i }.
For example, in a multicast scenario, user i may receive the signal over channel ensemble
Θi . Similarly, even with only a single receiver, there may be some uncertainty about the
channel or the channel may act differently at different times and each Θ i may correspond
to one such possible channel. Ideally, we would like a system which achieves the minimum
possible decoding delay for each possible channel condition.
To illustrate the shortcomings of using traditional block codes, consider a packet loss
channel which behaves in one of two possible modes. In the first mode, denoted Θ 1 , no
more than 1 packet is lost within a given window of time. In the second mode, Θ 2 , up to 3
packets may be lost in the time window of interest. The former corresponds to Fig. 9-1(b)
while the latter corresponds to Fig. 9-1(a).
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With a traditional block code, the transmitter could encode each group of 9 source
packets, x [0], x [1], . . ., x [8] into 12 coded packets, y [0], . . ., y [11] using a systematic (12, 9)
Reed-Solomon (RS) code (or any other equivalent Maximum Distance Separable code).
With this approach, any pattern of 3 (or less) packet losses occurring for channel Θ 2 can
be corrected. But, on channel Θ1 , if only y [0] is lost, the soonest it can be recovered is
when 9 more coded packets are received. Evidently the system may incur a decoding delay
of 9 packets just to correct a single packet loss.
To decrease the delay, instead of using a (12, 9) code, each block of 3 source packets
could be encoded into 4 coded packets using a (4, 3) RS code. Since one redundant packet
is generated for every three source packets, this approach requires the same redundancy as
the (12, 9) code. With the (4, 3) code, however, if the channel is in mode Θ 1 and only y [0]
is lost, it can be recovered after the remaining 3 packets in the block are received. Thus the
(4, 3) system incurs a delay of only 3 to correct one lost packet. While this delay is much
smaller than with the (12, 9) code, if more than one packet in a block is lost on channel Θ 2 ,
then decoding is impossible with the (4, 3) code.
Both practical block codes as well as traditional information theoretic arguments are
not designed for real-time systems. Thus we see that minimizing delay for minor losses
from Θ1 and maximizing robustness for major losses from Θ2 are conflicting objectives. Is
this trade-off fundamental to the nature of the problem, or is it an artifact of choosing a
poor code structure? We show that in many cases of practical interest, there exist better
code structures which are universally optimal for all channel conditions. Specifically, for
the packet loss example, there exist codes with both the low decoding delay of the (4, 3)
code and the robustness of the (12, 9) code.
We begin by considering previous work in Section 9.1 and defining the problem model
in Section 9.2. Next we prove a coding theorem characterizing sufficient conditions for the
existence of delay universal codes in Section 9.3. In Section 9.4 we consider the packet loss
channel and describe a linear code construction which is delay universal and can be encoded
and decoded in polynomial time. Using techniques from the theory of random walks, we
derive bounds on moments of the decoding delay and evaluate these bounds for the packet
loss channel in Section 9.5.

 9.1 Previous Work
Researchers have explored channel uncertainty and transmission to multiple users by studying the broadcast channel, compound channel, and arbitrarily varying channel, [43] [102].
In these problems, each channel Θi represents a different channel probability law and the
focus is on finding the capacity region. Usually there is a trade-off and increasing the rate
received for a particular channel Θi requires decreasing the rate received over a different
channel Θi0 . In certain cases, however, universal systems exist [103].
In contrast to these static models where the goal is to find various capacity regions,
we consider a dynamic model and study the delays or lags. Since we analyze the intramessage delays appropriate for real-time applications as opposed to the overall message
delay appropriate for non real-time applications, we require a communication model where
small chunks (or packets) of information are generated, sent, received, and decoded. We
let each Θi represent an ensemble of channel conditions, and study the lag between when
packets are generated and decoded.
An alternative model also concerned with delays in a somewhat different setting (i.i.d.
channels as opposed to the adversarial channels considered here) has been recently studied
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by Sahai [158]. Also, Shulman and Feder have considered a static broadcast channel where
multiple receivers listen for a single long message (e.g., a file transfer) [164]. They derive
the trade-off between decreasing total delay for one receiver at the cost of increasing delay
for another by studying the delay region. Similarly, Luby et al. construct codes to allow
transmission of a file over a packet network such as the Internet [114] [33]. Once a number
of bits corresponding to the total length of the file have been received, their codes allow
the receiver to successfully recover the file with low computational delay. Techniques from
this work may also prove useful for real-time applications (especially in the construction of
practical codes).

 9.2 Stream Coding System Model
We consider a streaming model where at each time step i a new source packet s [i] is revealed
to the transmitter and encoded into a channel packet x [i]. Each source packet consists of
ns samples from the alphabet S and each channel packet consists of n c samples from the
alphabet X . A memory M packet encoder, C, consists of a causal mapping from the past
M source packets, s [i − M], s [i − M + 1], . . ., s [i − 1] and the current source packet s [i] into
the current channel input packet x [i]:
C : (S ns )M+1 7→ X nc .

(9.1)

For ease of analysis, we allow M and nc to be as large as required. We define the rate of the
system as
R = (ns /nc ) log |S|.
(9.2)
where | · | denotes cardinality of a set. Throughout the chapter log refers to the natural
logarithm and thus rate is measured in nats.
To study systems where the channel state changes relatively slowly we use a piece-wise
constant or block-interference model [126] [23] [93]. Specifically, the channel output packet,
y [i], obtained by the receiver is determined according to the channel law
∞
Y
i=0

py[i]|x[i];θ[i] (y [i] |x [i] ; θ [i]) =

∞ Y
nc
Y

py |x;θ (yj [i]|xj [i]; θ [i]).

i=0 j=1

where θ [i] denotes the channel state for packet i. In the first part of the chapter, we mostly
consider deterministic or adversarial channel state sequences to facilitate analysis and code
design. We then compute the performance of the resulting codes for random channel state
sequences in the last part of the chapter.
A packet decoder, C−1 , is a mapping from a delayed sequence of channel outputs
y [i + T], y [i + T − 1], . . ., and the corresponding channel states θ [i + T], θ [i + T − 1], . . .,
to an estimate of a source packet, s [i]. For a particular channel state sequence, θ, an encoder, C, and the associated decoder C−1 , we define the decoding delay, T (θ, C, nc , ), as
the minimum lag which guarantees successful decoding with probability of error at most 
when using packets of length nc :

   
 
∆
i+T
i+T
6= s [i] ≤ 
, θ −∞
T (θ, C, nc , ) = min : Pr C−1 y −∞
T

where we use the notation a [ ji ] to denote the subsequence a [i], a [i + 1], . . ., a [j].
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(9.3)

 9.2.1 The Achievable Delay Region
In a broadcast or multicast scenario, different users receive the signal over different channel
conditions. Similarly, even with only a single receiver, there may be some uncertainty about
the channel. Traditionally in a static problem, this is modeled by defining a different channel
probability law for each user or each possible channel. Instead, to obtain a dynamic model,
we define a channel ensemble Θi as a set of possible channel state sequences, θ [i]. The
packet loss channel in the introduction provides one example of such a model. For another
example, the channel ensemble Θ1 could consist of all channel state sequences where five
of the received packets have a signal-to-noise ratio up to 10 dB below nominal. Similarly,
the channel ensemble Θ2 could consist of all sequences where seven of the received packets
have a signal-to-noise ratio up to 3 dB below nominal.
One natural performance measure for a code C on the channel ensemble Θ is the maximum decoding delay for C on any state sequence in Θ:
∆

Tmax (Θ, C, nc , ) = max T (θ, C, nc , ) .
θ∈Θ

(9.4)

To model scenarios where the channel may behave in one of N distinct modes (e.g., N
users each receiving the transmission over different physical conditions), we can consider
a collection of N channel ensembles {Θ1 , Θ2 , . . . , ΘN }. In this case, performance can be
measured by the delay tuple (T1 , T2 , . . . , TN ) where Ti = Tmax (Θi , C, nc , ).
We define the set of all possible delay tuples as the achievable delay region, as illustrated
in Fig. 9-2 for N = 2. Determining the N -dimensional achievable delay region for arbitrary
channel ensembles would provide the most complete understanding of delay in the packetstreaming model. Codes which achieve the best delay trade-offs characterized by such a
region would be useful building blocks in designing practical systems. In this chapter, we
focus on simpler performance measures corresponding to particular delay tuples.
To obtain a simple performance measure, we need to map the collection of channel
ensembles {Θi }N
i=1 to a single measure of overall delay efficiency. How should we construct
this mapping? First, the measure should not completely ignore performance for any channel
ensemble Θi . Second, the measure should lead to the design of codes which are good for a
large collection of channel conditions. Finally, the measure should be reasonably simple to
analyze.
Worst-case performance would seem to be a natural metric. Specifically, define the
minimax-delay for a channel ensemble Θ as the worst-case delay for the best code:
∆

Tmin
max (Θ, nc , ) = min max T (θ, C, nc , ) .
C

θ∈Θ

(9.5)

The codes labeled C1 , C2 , and C12 in Fig. 9-2 correspond to points achieving the minimaxmin
min
delays Tmin
max (Θ1 , nc , ), Tmax (Θ2 , nc , ) and Tmax (Θ1 ∪ Θ2 , nc , ) respectively.
The drawback of using
Tmin
max (Θi , nc , )
as a performance measure is that it completely ignores performance
on all channel ensembles

N
except Θi . The drawback of using Tmin
∪
Θ
,
n
,

is
that
this
quantity is essentially
max
i=1 i c
N
determined by the worst channel in the collection ∪i=1 Θi . Hence codes designed to optiN
mize Tmin
max ∪i=1 Θi , nc ,  will not necessarily perform well on most of the ensembles in the
collection.
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max (Θ2 , nc , )
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(Θ1 , nc , )

Figure 9-2. Conceptual illustration of a possible delay region. The axes represent delay for two channels
ensembles Θ1 and Θ2 . Points above and to the right of the solid curve correspond to achievable delays. The
points marked C1 and C2 correspond to codes achieving the minimum delay for Θ1 and Θ2 , while the code
C12 minimizes the maximum delay. The code C∗ minimizes the maximum difference between the delay for
a fixed code and the best code for each channel ensemble.

To illustrate the drawback of worst-case delay for a concrete example, consider a congestion model where packet losses may occur. Let each Θi represent the ensemble of packet
loss patterns with exactly i lost packets. The worst-case delay will always be determined
by a packet loss pattern consisting of the maximum number of lost packets, i.e.,
max

θ∈∪N
i=1 Θi

T (θ, C, nc , ) = max T (θ, C, nc , ) .
θ∈ΘN

(9.6)


N
Hence Tmin
max ∪i=1 Θi , nc ,  completely ignores performance for every channel ensemble
except ΘN and only focuses on the worst channel conditions. Specifically, the worst-case
delay does not consider performance when fewer losses occur: if only N/2 packet losses
occur, then C could have a much lower decoding delay than C 0 , but this is not captured
by our performance metric. Ideally, we desire a code which can correct the loss of fewer
packets with correspondingly shorter delay.
Intuitively, we would like a “universal” code which has the same delay as an optimal
code designed for B packet losses when B packet losses occur and has the same delay as an
optimal code designed for B0 packet losses when B0 occur. Thus, we believe that a valuable
performance measure for a code is the codes deviation from being universal. We define
the excess delay Tex (C, {Θi }) of a code C as how much more delay C requires for each
ensemble than a minimax delay optimal code designed specifically for that ensemble:


∆
min
(9.7)
Tex (C, {Θi }, nc , ) = max max T (θ, C, nc , ) − Tmax (Θi , nc , ) .
i
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θ∈Θi

The code C∗ in Fig. 9-2 is an example
 of a code which minimizes the excess delay. While
min
N
a code minimizing Tmax ∪i=1 Θi , nc ,  is found by drawing a 45 degree line from the origin
to the frontier of the achievable delay region, a code minimizing T ex (C, {Θi }, nc , ) can be
found by drawing a 45 degree line from the intersection of the T min
max (Θi , nc , ) hyper-planes
to the frontier of the achievable region.
If the excess delay for a code C is zero, we call C delay-universal over the collection
of channel ensembles {Θi }. Of course, whether such a universal code exists depends upon
the collection of channel ensembles. In the sequel, we show that in many practical cases
of interest such codes do exist and lead to systems which are good for a variety of channel
conditions.

 9.3 Coding Theorems
In order to state our main result about the existence of delay-universal codes, we need the
following definitions.
Definition 3. A collection of channel ensembles {Θi } is defined as input compatible
if there exists an input probability distribution which simultaneously maximizes the mutual
information I(x; y |θ [i]) for every state θ [i] in every sequence θ ∈ Θi .
A collection of channel ensembles containing additive white Gaussian noise (AWGN)
channels with different signal-to-noise ratios is an example of an input compatible collection
while one containing both additive white Gaussian noise channels and additive exponential
noise channels is not.1 Intuitively, this property is important if universal codes are desired.
Otherwise a code matched to one channel ensemble will have a sub-optimal mutual information on another channel ensemble and hence fail to be universally optimal. For non input
compatible collections, techniques from the theory of compound channels and broadcast
channels will be required.
Definition 4. A channel ensemble Θ is defined as permutation invariant if, for every
state sequence θ ∈ Θ, every permutation of θ is also in Θ.
A channel ensemble where any B packets may be completely lost while the others are
received error free and an ensemble where any B packets may be received with half the
normal signal-to-noise ratio are both permutation invariant. Bursty channel ensembles like
those in Chapter 7 where any consecutive B packets may be completely lost or received with
half the normal signal-to-noise ratio are not permutation invariant.
Our main result, proved in Appendix G, is the following theorem:
Theorem 28. If {Θi } is a collection of input compatible, permutation invariant channel
ensembles, then there exists a delay-universal code for {Θi }. Specifically, there exists a
code, C, such that for every  > 0, the excess delay is exactly zero for large enough packets:
∀nc > n0 (), Tex (C, {Θi }, nc , ) = 0.

(9.8)

1

AWGN channels are also stochastically degraded [46]. In general, stochastically degraded channels are
not necessarily input compatible, and input compatible channels are not necessarily stochastically degraded.
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To apply this result to streaming in a packet network, we can choose
Θi as the ensemble where at most i packets are lost. For any N , {Θi }N
i=1 is a collection
of input compatible, permutation invariant channel ensembles and therefore Theorem 28
guarantees the existence of a universal code. In practice the minimum packet size, n 0 (),
need not be excessively large and codes requiring packet sizes proportional to N/ log 
with encoding and decoding times polynomial in the packet size can be easily constructed
as shown in Section 9.4. Such lengths are well within the packet sizes used for Internet
transmission as well as various wireless standards. For arbitrary channel models, tools from
the traditional analysis of error exponents can be used to bound the required packet size.
The construction of the desired code is straightforward and uses standard random coding
arguments. The key variation is that the code is designed to work in a packet-streaming
model instead of a block model. The main effort required to prove the theorem is showing
that no code designed for a specific Θi can do better. To show this we need a tool to study
the decoding delay of a code as a function of the channel mutual information.

A Packet Loss Example

 9.3.1 Information Debt
We define the mutual information debt at time i, Id [i, R|θ], according to the recursion
Id [i, R|θ] = nc · R − I(x [i] ; y [i] |θ [i]) + max {Id [i − 1, R|θ], 0}

(9.9)

with the added condition that Id [istart, R|θ] = 0 where istart is the time of the initial transmission. The information debt can be thought of as how much more information we need
to receive about the current messages before successful decoding can occur. This interpretation can be immediately translated into the following simple bound on decoding delay
proved in Appendix G.
Lemma 6. Consider a channel state sequence where the mutual information debt becomes
positive at time is and stays positive until at least time if . If N is the largest integer below
Id [if , R|θ]/(nc R), then at least one of the packets s [is ], s [is + 1], . . ., s [if − N ], transmitted
by a causal, rate R system will fail to be decoded by time if .
Note that Lemma 6 is a somewhat weak characterization of the decoding delay. Specifically, it tells us that as long as the information debt is positive at least some source packet
can not be decoded, but it does not tell us exactly which packet can not be decoded. For
example, imagine that a number of packets are lost starting at time i s and thus the information debt becomes positive at time is and stays positive until time if . If the encoder
somehow anticipated the packet losses it may be possible that at time i f , the decoder can
reconstruct all packets except the one at time if − N and hence the decoding delay may be
only N instead of if − is .
Thus, in general, it is possible for the decoding delay required by a code to be less than
the time the information debt is positive (e.g., with burst erasure correction Chapter 7,
[120, 119]). For a permutation invariant channel ensemble, however, this is not the case.
Lemma 7. For any rate R code, C, and permutation invariant channel ensemble, Θ, the
worst-case decoding delay is at least the maximum possible time the information debt can
be positive:

∞ 
X
max min T(θ, C) ≥ max
Id [i, R|θ]
(9.10)
θ∈Θ
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C

θ∈Θ

i=−∞

1


where t is 1 for t > 0 and 0 otherwise.
1

At this point we provide a sketch of the argument for Lemma 7 only for packet loss
channels. The full proof for arbitrary channels is essentially the same but requires some
tedious bookkeeping and is therefore relegated to Appendix G.
Proof sketch for Lemma 7 on packet loss channels: Let Θ consist of all channel state sequences where exactly B packets may be completely lost and all others are correctly received.
Assume for the sake of contradiction that Lemma 7 is false and the decoding delay for some
code C is strictly less than the right hand side of (9.10) which we denote as T. Consider
the channel state sequence
θ ∗ = θ ∗ [0] , θ ∗ [1] , . . . , θ ∗ [T − 1] = 1B 0T−B
where θ ∗ [i] = 1 indicates packet i was erased.
By assumption, s [0] can be recovered by time T − 1 even though the information debt
is positive at time T − 1. Now imagine that θ ∗ [T] is erased. Since, s [0] is already recovered,
the decoding delay for θ ∗ is the same as for
θ∗∗ = θ ∗∗ [0] , θ ∗∗ [1] , . . . , θ ∗∗ [T] = 01B−1 0T−B 1.
But since Θ is permutation invariant θ ∗∗ ∈ Θ and hence, by assumption, for θ ∗∗ , s [1] can
be decoded at time T. Since the decoding delay for θ ∗ must be no worse than for, θ ∗∗ , s [1]
can be decoded at time T for θ ∗ even though
Id [T, R|θ ∗ ] > Id [T − 1, R|θ ∗ ] > 0.
By continuing this argument, we can construct a channel state sequence with information
debt greater than T · nc · R at time i∗ , which, by assumption, can be decoded with delay
T − 1. This contradicts Lemma 6 and shows our assumption that Lemma 7 was false is
incorrect.

 9.3.2 Random Code Constructions
Lemma 7 provides a lower bound on the decoding delay via the information debt. We
present a random code construction which results in successful decoding whenever the mutual information debt is non-positive. Together these results can be used to characterize
the connection between information debt and delay.
Encoder Construction: To construct an encoder we require a random partition, H(·), mapping arbitrary length sequences from the alphabet S ns to random i.i.d. sequences of length
nc from the alphabet X . Specifically, H(·) is generated according to the following procedure.
For each element of the alphabet S ns , independently select nc elements from the alphabet
X using the distribution p(x). Repeat this procedure for each element of the alphabets
S 2ns , S 3ns , etc.
This code structures differs from the one in Chapter 7 in that the former essentially provides an equal amount of redundancy from past packets into packet i to provide robustness
to a wide range of potential channel dynamics. In contrast, the code structure in Chapter 7
provides more redundancy from packets further in the past to tailor the code to the specific
burst dynamics.
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The initial source packet, s [0], is encoded to form x [0] = H(s [0]).
The next source packet, s [1], is encoded to form x [1] = H(s [0] , s [1]), the one after that is
encoded to form x [2] = H(s [0] , s [1] , s [2]), etc. To decode s [i] for any  > 0, the decoder
waits until Id [i + j, R + |θ ] ≤ 0. Then the decoder searches for a unique sequence of packets
. . ., s [i], s [i + 1], . . ., s [i + j] such that . . ., x [i], x [i + 1], . . ., x [i + j] are jointly typical with
. . ., y [i], y [i + 1], . . ., y [i + j]. If no such unique sequence is found, the decoder declares a
decoding failure.

Encoding and Decoding:

Probability of Error:

Lemma 8. For any  > 0, there exists an n0 such that for all nc > n0 , the probability of
decoding failure is less than .
Proof. We prove the Lemma using standard arguments. Let E be the event that the decoder
fails. The event E can be separated into the event that the transmitted codeword is not
jointly typical with the received sequence (denoted by E1 ) and the event that an incorrect
codeword is jointly typical with the received sequence (denoted by E 2 ). The union bound
implies Pr[E] ≤ Pr[E1 ] + Pr[E2 ]. By the law of large numbers, Pr[E1 ] → 0 as nc → ∞, so all
that remains is to bound Pr[E2 ].
Note that if Id [i + j, R + |θ] ≤ 0, then according to (9.9),
i+j
i+j
I (x [ i+j
0 ] ; y [ 0 ] |θ [ 0 ]) ≥ (i + j − 1) · nc (R + ).

(9.11)

This leads to the following chain of inequalities
i+j
i+j
Pr[E] ≤ |S|ns ·(i+j−1) · exp {−I (x [ i+j
0 ] ; y [ 0 ] |θ [ 0 ])}

i+j
i+j
= exp {(i + j − 1) · ns log |S| − I (x [ i+j
0 ] ; y [ 0 ] |θ [ 0 ])}


ns
≤ exp (i + j − 1) ·
· nc log |S| − nc · (i + j − 1)(R + )
nc
= exp {−nc · (i + j − 1) · } .

(9.12)
(9.13)
(9.14)
(9.15)

The right hand side of (9.12) consists of the number of possible codewords times a bound
on the probability that any incorrect codeword is typical with the received sequence. We
obtain (9.14) from (9.11), and (9.15) comes from our definition of rate (9.2).
We can now use these Lemmas to prove Theorem 28.
Proof of Theorem 28: Since the collection of channel ensembles is input compatible, the
preceding code construction yields a code where the decoding delay is given by the length
of time the information debt stays positive. According to Lemma 7, for any particular
channel ensemble, Θi , the minimax decoding delay for any code is given by the maximum
time the information debt can stay positive. Hence the preceding code construction is
universal.

 9.4 Code Constructions
In this section we consider convolutional code constructions designed to recover from erasures as quickly as possible. In contrast to previous constructions focusing on maximizing
the total number of correctable erasures regardless of delay [166], our chief interest is not
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optimizing the free distance. Instead, we sketch a construction designed to obtain codes
which can successfully decode whenever the mutual information debt returns to 0.
While Section 9.3 proves the existence of infinite memory encoders with fast decoding
properties, an important constraint for practical systems is a finite encoder memory. For
a memory M system where the encoder output x [i] must be a function of s [i], s [i − 1], . . .,
s [i − M], successful decoding will only be possible if Id [i, R|θ] stays positive for at most M
packets. We sketch a linear, periodically time-varying (LPTV) code construction which has
this property.
Linear encoders are traditionally specified via a generator matrix, G(D), where D represents the delay operator [87]. However, we find it more convenient to consider the encoder
as an infinite matrix operating on the input via
x = Cs.
Our notation and encoding system is best illustrated by example. Hence, we focus on
describing a memory M = 2, rate k/n = 2/3 encoder where the output is obtained by
multiplying the input by a block Vandermonde matrix
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(9.16)

where the zi ’s represent elements in a finite field which are yet to be specified. Note that
the memory and causality of the encoder is evident from the block structure of C. The
zeros in the upper right are due to the causality restriction while the zeros in the lower left
are due to the requirement that the encoder output for packet i can only depend on packets
i, i − 1 and i − 2.
For a rate k/n code with memory M, an LPTV code with period M+1 could be constructed
along similar lines by creating M+1 Vandermonde matrices each of dimension n by k ·(M+1).
The infinite matrix C would be created by using shifted copies of these Vandermonde
matrices repeated periodically. Comparing the code structure above to the burst correcting
code constructions in Chapter 8 shows that the former essentially treats past packets equally
while the latter treats past packets differently as required to match the bursty channel
dynamics.
Returning to the rate 2/3 example, suppose that all symbols are received correctly
except that x [1] is erased. The information debt becomes positive at time i = 1 and returns
to zero at time i = 3. To decode at time i = 3 we consider the relationship between x [i]
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and s [i] given by the matrix equation
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(9.17)

Technically, the matrix in (9.17) should be a 9-by-6 matrix which operates on a column
vector containing s [0] through s [3], but since s [0] was received correctly by assumption, we
can always subtract out the effect of terms before the erasure.
Successful decoding will be possible if we can invert the equation in (9.17) to recover
s [i] from x [i] or equivalently if the matrix in (9.17) is non-singular. If the zeros were not
present and we had a true Vandermonde matrix, then a Vandermonde argument [42] could
be used to prove the determinant is non-zero when zi 6= zj for i 6= j. Instead, to check if
this matrix is singular we can perform Gaussian elimination to zero out terms above the
diagonal using the algorithm in Table 9.1.

Table 9.1. The algorithm VANDERMONDE-ELIMINATE(C).

(N, M ) ← size(C)
r←1
while (r ≤ N ) do
c←M
while (c > r) do
if (C(r, c − 1) 6= 0) then
C(r,c)
C(1 : N, c) ← C(1 : N, c) − C(1 : N, c − 1) · C(r,c−1)
end if
c ←c−1
end while
r ←r+1
end while

The result of running this algorithm on the matrix in (9.17) for
outer loop produces the following result
 2
z7
0
0
0
0
 z82 z83 + p2 (z7 , z8 ) z84 + p3 (z7 , z8 ) z85 + p4 (z7 , z8 )
0
 2 3
 z9 z9 + p2 (z7 , z9 ) z94 + p3 (z7 , z9 ) z95 + p4 (z7 , z9 )
0

 1 z1 + p0 (z7 , z1 ) z 2 + p1 (z7 , z1 ) z 3 + p2 (z7 , z1 ) z 4 + p3 (z7 , z1 )
1
1
1

 1 z2 + p0 (z7 , z2 ) z 2 + p1 (z7 , z2 ) z 3 + p2 (z7 , z2 ) z 4 + p3 (z7 , z2 )
2
2
2
1 z3 + p0 (z7 , z3 ) z32 + p1 (z7 , z3 ) z33 + p2 (z7 , z3 ) z34 + p3 (z7 , z3 )
while another iteration of the outer loop yields
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one iteration of the
0
0
0
5
z1 + p4 (z7 , z1 )
z25 + p4 (z7 , z2 )
z35 + p4 (z7 , z3 )



















z72
z82
z92
1
1
1

0
z83
z93 + p2 (z7 , z8 , z9 )
z1 + p0 (z7 , z8 , z1 )
z2 + p0 (z7 , z8 , z2 )
z3 + p0 (z7 , z8 , z3 )

0
0
z94 + p3 (z7 , z8 , z9 )
z12 + p1 (z7 , z8 , z1 )
z22 + p1 (z7 , z8 , z2 )
z32 + p1 (z7 , z8 , z3 )

0
0
0
0
0
0
z95 + p4 (z7 , z8 , z9 )
0
0
z13 + p2 (z7 , z8 , z1 ) z14 + p3 (z7 , z8 , z1 ) z15 + p4 (z7 , z8 , z1 )
z23 + p2 (z7 , z8 , z2 ) z24 + p3 (z7 , z8 , z2 ) z25 + p4 (z7 , z8 , z2 )
z33 + p2 (z7 , z8 , z3 ) z34 + p3 (z7 , z8 , z3 ) z35 + p4 (z7 , z8 , z3 )










where the notation pi (α, β, . . . , γ) stands for some rational polynomial in α, β, . . ., γ of
degree at most i in the variable γ. These intermediate results illustrate two important
invariants of the algorithm.

Theorem 29. When the algorithm VANDERMONDE-ELIMINATE is called on a
block Vandermonde matrix C, the following conditions are true for every step of the algorithm:
1. For all r ≥ c, the entry, C(r,c), in row r and column c, is a rational polynomial with
a degree greater than rational polynomial in C(r,c−1) with respect to the row variable
αr . Furthermore the highest degree term of this polynomial has the coefficient 1.
2. Row r does not contain any of the row variables in rows greater than r.
Proof. The theorem can be proved by induction. A block Vandermonde matrix satisfies
the required invariants by construction (this is the base case). Next we assume that the
invariants hold at some iteration of the algorithm and prove that they hold at the next step.
Since C is only modified inside the if statement, we only need to consider the subtracted
term
C(r, c)
C(1 : N, c − 1) ·
.
(9.18)
C(r, c − 1)

The term C(r, c)/C(r, c − 1) does not contain any of the row variables in rows greater
than r since condition 2 holds by assumption. Since C(1 : N, c − 1) satisfies both invariants
by assumption, the product in (9.18) satisfies the invariants for rows r + 1 through N and
therefore so does C(j, c), for r + 1 ≤ j ≤ N after the subtraction. Furthermore, C(j, c)
must be 0 for j ≤ r after the subtraction since the algorithm performs Gaussian elimination.
Therefore the second condition is satisfied for j ≤ r and hence all j. The first condition is
trivially satisfied for j ≤ r since the test in the inner while loop implies r < c and the first
condition applies only to C(j, i) with j ≥ i.

According to this theorem, the final result of calling VANDERMONDE-ELIMINATE
on the matrix in (9.17) will have the diagonal corresponding to









z72 + p1 (z7 )
z83 + p3 (z7 , z8 )
4
z9 + p3 (z7 , z8 , z9 )
3
z1 + p2 (z7 , z8 , z9 , z1 )
z24 + p3 (z7 , z8 , z9 , z1 , z2 )
z35 + p4 (z7 , z8 , z9 , z1 , z2 , z3 )










(9.19)

and decoding will be successful provided that values for zi are chosen such that the product
of terms in (9.19) is non-zero. While there may exist an efficient algorithm for choosing the
values of zi , we instead show that for large enough field sizes a random choice will result in
successful decoding with high probability.
149

Theorem 30. If the row variables, zi , for a rate k/n code with memory M are chosen
uniformly at random over the non-zero elements of a finite field GF(q), then successful
decoding will be possible if the information debt becomes positive and returns to zero within
M + 1 packets except with probability at most
n · (M + 1)2 · 2n·(M+1)
.
q − 1 − n · (M + 1)

(9.20)

Proof. Consider decoding of a particular erasure pattern. Successful decoding will be possible if the matrix, C, corresponding to the encoding of the unerased symbols is non-singular.
By the assumption that the mutual information debt returned to zero within (M + 1) packets, there can be no more than n · (M + 1) rows and columns in this matrix. Let V be the
result of calling VANDERMONDE-ELIMINATE on C. Successful decoding will occur
provided that none of the n · (M + 1) diagonal terms of V is 0. If we let z (j) denote the
vector of row variables with zj omitted then we have
h
i
n·(M+1)
Pr[det(C) = 0] = Pr ∪j=1 V(j,j) = 0
(9.21)
n·(M+1)

≤

X

Pr[V(j,j) = 0]

(9.22)

j=1

n·(M+1)

=

X X
j=1

z(j)

n·(M+1)

≤
=

X X
j=1

z(j)

Pr[V(j,j) = 0|z(j) = z(j) ] · Pr[z(j) = z(j) ]

(9.23)

1
· Pr[z(j) = z(j) ]
q − 1 − n · (M + 1)

(9.24)

n · (M + 1)
q − 1 − n · (M + 1)

(9.25)

where (9.24) follows from Theorem 29 and the assumption that zj 6= 0.
Since there are at most 2n·(M+1) correctable erasure patterns starting at time i and ending
by time i + M and the code is periodic with period M + 1, there are at most
(M + 1) · 2n·(M+1)

(9.26)

distinct possibilities for C. Thus the probability that a random choice of z i ’s yields a 0
determinant for any C is at most the product of (9.26) and (9.25) which yields (9.20).
Thus to make the probability of choosing a bad code less than e.g., 10 −6 , for our rate
2/3, memory 2 example we can apply Theorem 30 and select
q≥

n · (M + 1)2 · 2n·(M+1)
+ 1 + n · (M + 1) ≈ 1.382 · 1010 .
10−6

(9.27)

For example, choosing q = 234 (i.e., choosing a finite field with 34-bit symbols) would
suffice.
We emphasize that the bound on choosing a bad code developed in Section 30 is quite
conservative. We believe that much tighter bounds can be developed for the random selection method and that simple modifications of the random selection method can significantly
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decrease the probability of choosing the zi ’s poorly.

 9.5 Delay and Stability Analysis
Since the information debt characterizes when successful decoding can occur for causal systems, we can study the delay required as a fundamental property of the channel independent
of a particular code structure. Specifically, if Id [i, R|θ] increases above 0 at time i = is , the
decoder will be unable to completely decode the transmitted message until time i s + t when
Id [i+t, R|θ] becomes non-positive. Furthermore, according to Theorem 28, there exist codes
with delay corresponding to t. Thus, a natural quantity of interest is the decoding delay t.
Specifically, when delay is an issue, the ergodic Shannon capacity of a channel may not
be relevant since achieving such a rate may require very long delays. Instead, one may
define a more useful performance measure as the maximum rate at which data can be sent
such that the probability of the decoding delay for a packet exceeding T is at most . Such a
definition is similar to the well-known outage-capacity formulation [141, 23]. Alternatively,
since packets will generally have variable delays, one could consider the maximum rate at
which the expected delay for a packet is at most T. Computing such rates is analogous to
analyzing stability and delay in queuing systems.
Intuitively, an important concern is whether the information transmitted will ever be
decoded (or equivalently, whether the random variable t will always be finite). This corresponds to the analogous concern of whether incoming requests to a queue will ever be
serviced or whether the waiting time random variable will always be finite. We know that
if the transmitter sends information at a rate larger than the ergodic channel capacity then
there is no hope of successful decoding. Thus Id [i, R|θ] will tend to drift upward such that
there is no finite t where Id [i + t, R|θ] becomes non-positive. However, if the transmitter
sends at a rate below the ergodic capacity it is slightly less obvious whether successful
decoding will eventually occur or whether there is a chance that the delay will continue
to grow without bound. Roughly speaking we refer to the case where I d [i, r|θ] tends to
grow to ∞ as an unstable system and the case where Id [i, r|θ] tends to eventually become
non-positive as a stable system.
We can analyze t and hence the stability of a causal system by considering the information debt as a random walk starting at time is + 1 and continuing until Id [i, R|θ] becomes
non-positive. Specifically, we define
∆

v [i] = Id [i + is , R|θ] − Id [i + is − 1, R|θ]

(9.28)

as the increment of the random walk defined by
∆

w [i] =

i
X

v [j] .

(9.29)

j=1

Note that the increment v [i] is the expected difference between the channel capacity and
the transmission rate. The random variable t is defined as the earliest time when w [i]
crosses a threshold at −Id [is , R|θ].
When the random process θ [i] is i.i.d. and a semi-invariant moment generating function,
γ(r) = log{E[er·v [i] ]}, exists in some open interval near the origin, we can use Wald’s
Identity [70, Chapter 7],
E[exp(r · w [t] − t · γ(r))] = 1,
(9.30)
151

to compute various properties of t.
Delay Bounds For i.i.d. Channels

Theorem 31. Consider a channel where θ [i] is an i.i.d. process such that the semiinvariant moment generating function γ(r) = log{E[exp r · v ]} exists for some open interval
near the origin and R < E[I (x; y )]. If Id [i, R|θ] becomes positive at i = is then Id [i, R|] first
becomes non-positive at time is + t where
R − E[I (x; y )|I (x; y ) < R]
R − E[I (x; y )|I (x; y ) < R] max[I (x; y ) − R]
≤ E[t] ≤
+
(9.31)
E[I (x; y ) − R]
E[I (x; y ) − R]
E[I (x; y ) − R]
Theorem 32. For the conditions of Theorem 31,
VAR[I (x; y ) − R] max I (x; y ) − R
VAR[t]
+
.
≤
E[t]
E[I (x; y ) − R]2
E[I (x; y ) − R]2

(9.32)

In addition to the mean and variance of t we may be interested in the tails of the
distribution for t. The following theorem provides an exponential bound to t.
Theorem 33. For the conditions of Theorem 31 with r ∗ being the smallest positive root of
γ(r),
Pr[t > T] ≤ exp[r · (Id [is , R|θ] + max I (x; y ) − R) + T · γ(r)],

r < r∗.

(9.33)

Pr[t < T] ≤ exp[r · (Id [is , R|θ] + max I (x; y ) − R) + T · γ(r)],

r > r∗.

(9.34)

and

 9.5.1 An Erasure Channel Example
Next we consider a packet erasure channel example. Specifically, each transmitted packet
x [i] is correctly received with probability 1 − p (in which case y [i] = x [i]) or erased with
probability p (in which case y [i] = ∅). The capacity of such a channel is 1 − p.
When erasures are i.i.d., the required quantities in Theorem 31 and Section 32 can be
computed by noting that
Pr[I (x [i] ; y [i]) = 0] = p
Pr[I (x [i] ; y [i]) = 1] = 1 − p.
Therefore we have

and

R
1
≤ E[t] ≤
1−p−R
1−p−R
VAR[t]
2−p−R
≤
.
E[t]
(1 − p) · (1 − R)2 + p · R2

These quantities are plotted in Fig. 9-3. The figure illustrates that although the system has
a finite expected delay (and is therefore stable) for every rate below the channel capacity,
as the transmission rate approaches the channel capacity, the expected delay increases
to infinity inversely with C − R. Thus Fig. 9-3 illustrates that if we require the expected
decoding delay to be bounded, the rate we can achieve is a fraction of the Shannon capacity.
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Figure 9-3. Bounds on decoding delay for an erasure channel. The plot illustrates upper bounds on the
p
mean and standard deviation (E[t] and VAR[t]) and a lower bound on the mean (E[t]5) for the decoding
delay for a channel with erasure probability of 10%.
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To compute bounds on Pr[t > T] from Theorem 33 we note that
γ(r) = log E[exp(r · v )] = log[(1 − p) · er·(R−1) + per·R ]

(9.35)

and therefore the right hand side of (9.33) and (9.34) is
exp {r + T · log[(1 − p) · exp(r · (R − 1)) + p · exp(r · R)]} .
To optimize the parameter r in the bound we take the logarithm of the previous expression
and set the first derivative equal to 0 to obtain


p · (1 + T · R)
ropt = − log
.
(1 + T · R − T) · (−1 + p)
Fig. 9-4 plots the optimized bounds. Specifically, the right tail of each curve in the plot
represents an upper bound on Pr[t > T] while the left tail represents an upper bound on
Pr[t < T]. Thus we see that if we transmit at rates approaching capacity, then with high
probability, large decoding delays will be incurred. If we require a bound on the probability
that a packet requires too large a delay, then Fig. 9-4 illustrates the corresponding maximum
rate.
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 9.6 Concluding Remarks
In this chapter we explored the decoding delay for general channel dynamics instead of the
specific burst dynamics considered in Chapter 7. We introduced the idea of the achievable
delay region and proved a coding theorem characterizing the delay region under certain
conditions. Motivated by this theoretical analysis we developed a practical code construction for erasure channels with optimal delay properties. Finally, we explored what rates a
channel can support if the maximum or expected delay is bounded.
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Chapter 10

Low Delay Application and Physical
Layer Diversity Architectures
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 10.1 Introduction
Consider transmitting a source such as audio, video, or speech over a wireless link. Due to
the nature of wireless channels, effects such as fading, shadowing, interference from other
transmitters, and network congestion can cause the channel quality to fluctuate during
transmission. When the channel varies on a time-scale longer than the delay constraints
of the desired application, such channel fluctuations cause outages. Specifically, when the
channel quality is too low, the receiver will be unable to decode the transmitted data in time
to reconstruct it at the appropriate point in the source stream. Thus some frames of video
or segments of speech/audio will be reconstructed at the receiver with large distortions.
As illustrated in Fig. 10-1, one approach to combat such channel fluctuations is to code
over multiple parallel channels (e.g., different frequency bands, antennas, or time slots)
and leverage diversity in the channel. A variety of source and channel coding schemes
can applied to this scenario, including progressive and multiple description source codes
[57, 148, 173, 10, 17, 47, 68, 154, 167, 179, 4, 12, 9, 14, 48, 76, 75, 89, 91, 147, 174, 180, 194, 202, 172,
201, 3, 71, 184, 203], broadcast channel codes [34, 105, 106, 161, 43, 46], and hybrid analogdigital codes [38, Chapter 3] [36, 37, 155, 127]; however, the best source and channel coding
architecture to exploit such parallel channels is still unknown. In this chapter, we examine
system architectures based upon two encoding algorithms that exploit diversity in the source
coding and channel coding, respectively, along with two compatible decoding algorithm for
the first encoder, and one compatible decoding algorithms for the second encoder. We
PSfrag replacements compare performance of these systems by studying their average distortion performance on
a various block fading channel models.

x1
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Figure 10-1. Conceptual illustration of the parallel diversity coding problem considered in this chapter.
An encoder must map a source sequence, s, into a pair of channel inputs x 1 and x2 without knowing the
channel states θ 1 and θ 2 . A decoder must map the channel outputs y1 and y2 along with knowledge of
the channel states into an estimate of the source, ŝ. The optimal encoding and decoding architecture is
unknown.

More specifically, Fig. 10-2 illustrates the two classes of encoders we consider. In the
channel coding diversity system of Fig. 10-2(a), the source s is encoded into ŝ by a single description (SD) source coder. Next ŝ is jointly encoded into (x 1 , x2 ) by the channel
coder and transmitted across a parallel channel. For the source coding diversity system of
Fig. 10-2(b), the source s is encoded into ŝ1 and ŝ2 by a multiple description (MD) source
coder. Each ŝi is then separately encoded into xi by a channel coder and transmitted across
the appropriate channel.
Since the encoders in Fig. 10-2 exploit the inherent diversity of a parallel channel in
qualitatively different ways, we focus on the following two questions:
1. Which of the basic architectures in Fig. 10-2 achieves the smallest average distortion?
If neither architecture is universally best, for what channels is one architecture better
than the other?
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Figure 10-2. Diagrams for (a) channel coding diversity and (b) source coding diversity.

2. Is there a way to combine the best features of both systems in Fig. 10-2?
Essentially, the answers we develop can be illustrated through Fig. 10-3. For channel
coding diversity, the source codeword, ŝ, can be reliably decoded only if the total channel
quality is high enough to support the transmission rate. So this system achieves diversity
in the sense that even if one of the channels is bad, then as long as the overall channel
quality is good, the receiver will still be able to recover the encoded source. In contrast,
for source coding diversity, each source codeword ŝi can be decoded if the quality of the
corresponding individual channel is high enough. This system achieves diversity in the sense
that even if one of the channels is bad and one description is unrecoverable, then as long as
the other channel is good and the remaining description is recovered, a low fidelity source
reconstruction is obtained. If both channels are good and both descriptions are successfully
decoded, then they are combined to form a high fidelity reconstruction.
Fig. 10-3 compares the two systems when the source coders are designed to achieve
the same distortion if all source codewords are successfully decoded (i.e., in region III).
Furthermore, in region I, both systems fail to decode and again have the same distortion.
In regions II and V, channel coding diversity is superior since the channel conditions are
such that at most one source codeword is decoded under source coding diversity. Conversely,
in region IV, source coding diversity is superior since one source codeword is received, and
channel coding diversity fails to decode. Therefore our first question about which of the
architectures in Fig. 10-2 is best, is essentially a question about which region the channel
quality is most likely to lie in. If regions II and V are more probable, channel coding
diversity will be superior; conversely, if regions IV are more likely, source coding diversity
will be superior.
As a specific example, in the classic MD coding problem modeling link failure or packet
erasure [71], each channel is either off, in which case no information can be communicated,
or supports a particular rate. The four channel conditions for this scenario are indicated
by ’s in Fig. 10-3 for an example packet erasure channel. For such discrete models, source
coding diversity is clearly superior, since both SD and MD source coding achieve the same
distortions in regions I and III, but channel coding diversity fails completely in region IV.
In this region, source coding diversity recovers one source codeword and produces a low
fidelity reconstruction of the source.
The opposite occurs for channels where a continuous range of rates can potentially be
supported (e.g., additive white Gaussian noise channels with Rayleigh fading). For these
channels, the channel quality is essentially more likely to lie in region II than in IV and thus
channel coding diversity is superior. Specifically, we characterize performance by analyzing
how quickly the average distortion decays as a function of the signal-to-noise ratio (SNR)
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Figure 10-3. Conceptual illustration of successful decoding regions for source and channel coding diversity
systems designed to have the same distortion when all codewords are received. For channel coding diversity,
the receiver will be able to decode the transmitted source description if the sum of the channel quality
exceeds a threshold represented by the solid diagonal line. For source coding diversity, the first (respectively,
second) source description will be successfully decoded provided the first (resp., second) channel quality
exceeds the vertical (resp., horizontal) dashed line. The ’s represent the four possible channel qualities for
a packet loss channel where each channel is either on or off.
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for various systems. We refer to the slope of the distortion versus SNR on a log-log plot
as the “distortion exponent” and use this as our figure of merit. In particular, our analysis
shows that optimal channel coding diversity is generally superior to source coding diversity
on continuous channels in the sense that an optimal channel coding diversity architecture
achieves a better distortion exponent than a source coding diversity architecture.
Since source coding diversity is best for on-off channels, and optimal channel coding
diversity is best for continuous state channels, our second question of whether there exists
an architecture that combines the advantages of both becomes relevant. In addition to
our analysis of the two previously known diversity architectures in Fig. 10-2, our second
main contribution is the description of a new joint source-channel decoding architecture
which achieves the best qualities of both. Specifically, to perform well on both continuous
state channels and on-off channels we do not propose a third encoding architecture, but
a third new joint decoding architecture. We show that the main inefficiency of source
coding diversity on continuous state channels results from the channel decoders ignoring
the correlation between the multiple descriptions. By explicitly accounting for the structure
of the source encoding when performing channel decoding, we prove a coding theorem
characterizing the performance of source coding diversity with joint decoding. We show
that such a system can achieve the same performance as optimal channel coding diversity
on continuous channels and the same performance as source coding diversity for on-off
channels.

 10.1.1 Related Research
The problem of MD coding was initially studied from a rate-distortion perspective, having
been formalized by Gersho, Witsenhausen, Wolf, Wyner, Ziv, and Ozarow at the 1979
IEEE Information Theory Workshop. Their initial contributions to the problem appear in
[183,185,140,184]. El Gamal & Cover develop an achievable rate region for two descriptions
in [71], and this region is shown to be optimal for the Gaussian source, with mean-square
distortion, by Ozarow [140]. Specialized results for the binary symmetric source, with
Hamming distortion, are developed by Berger & Zhang [20, 201, 202] and Ahlswede [3].
Zamir [194] develops high-rate bounds for memoryless sources. Most recently, work by
Venkatarami et. al [174, 173] provides achievable rate regions for many descriptions that
generalize the results in [71, 201]. Important special cases of the MD coding problem have
also been examined, including successive refinement, or layered coding, [57,156] and certain
symmetric cases [147, 148].
Some practical approaches to MD coding include MD scalar quantization, dithered MD
lattice quantization, and MD transform coding. Vaishampayan [172] pioneered the former,
Frank-Dayan and Zamir considered the use of dither [68], and Wang, Orchard, Vaishampayan, and Reibman [180] and later Goyal & Kovacevic [76] studied the latter. See [75]
for a thorough review of both approaches. Recently, the design of MD video coders has
received considerable attention [9, 10, 154, 91, 167, 179]
All of the classical work on MD coding utilizes an “on-off” model for the channels or
networks under consideration, without imposing strict delay constraints. More specifically,
source codes are designed assuming that each description is completely available (errorfree) at the receiver, or otherwise completely lost. Furthermore, the likelihood of these
events occurring is independent of the choice of source coding rates. Under such conditions,
it is not surprising that MD coding outperforms SD coding; however, for many practical
channel and network environments, these conditions do not hold. For example, in delay
161

constrained situations, suitable for real-time or interactive communication, descriptions may
have to be encoded as multiple packets, each of which might be received or lost individually.
Furthermore, congestion and outage conditions often depend heavily upon the transmission
rate. Thus, it is important to consider MD coding over more practical channel models, as
well as to fairly compare performance with SD coding.
Some scattered work is appearing in this area. Ephremides et. al [4] examine MD coding
over a parallel queue channel, compare to SD coding, and show that MD coding offers
significant advantages under high traffic (congestion) situations. This essentially results
because the MD packets are more compact than SD packets, and indicates the importance
of considering the influence of rate on congestion. Coward et. al [48, 47] examine MD
coding over several channel models, including memoryless symbol-erasure and symbol-error
channels, as well as block fading channels. For strict delay constraints, they show that
MD outperforms SD; for longer delay constraints, allowing for more sophisticated channel
coding, they show that SD outperforms MD. Thus, the impact of delay constraints are
important. This chapter examines fading conditions similar to those in [48,47], but considers
a wider variety of channel coding and decoding options, with an emphasis on architectural
considerations as well as performance.

 10.1.2 Outline
We begin by summarizing our system model in Section 10.2. Section 10.3 studies on-off
channels, Section 10.4 treats continuous state channels, and Section 10.5 develops source
coding diversity with joint decoding. Many of the more detailed proofs are deferred to
Appendices. Finally, Section 10.6 closes the chapter with some concluding remarks and
directions for further research.

 10.2 System Model
Fig. 10-1 depicts the general system model we consider in this chapter. Our objective is to
design and evaluate methods for communicating a source signal s with small distortion over
certain channels with independent parallel components. In particular, focusing on memoryless source models for simplicity of exposition, we consider non-ergodic channels models
in which delay constraints or limited channel variations limit the effective blocklength at
the encoder. Of many possible examples, we focus on on-off channels and additive noise
channels with block fading. While cross-layer design is generally acknowledged to yield
superior performance to layered design, simultaneously optimizing all facets of a system is
usually too complex. Hence we consider various architectures based upon using a classical
system at one layer combined with an optimized system at another layer. In the remainder of this section, after briefly introducing some notation, we summarize the source and
channel models, discuss architectural options for encoding and decoding, and review highresolutions approximations for the various source coding algorithms employed throughout
the chapter.

 10.2.1 Notation
Vectors and sequences are denoted in bold (e.g., x) with the ith element denoted as x [i].
Random variables are denoted using the sans serif font (e.g., x) while random vectors
and sequences are denoted with bold sans serif (e.g., x). We denote mutual information,
differential entropy, and expectation as I(x; y ), h(x), E[x]. Calligraphic letters denote sets
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(e.g., s ∈ S). When its argument is a set or alphabet, | · | denotes the cardinality of the
argument. To simplify the discussion of architectures, we use the symbols ENC(·) and
DEC(·) to denote a generic encoder and decoder. To specialize this generic notation to one
of the architectures discussed in Section 10.2.4, we will employ subscripts representing the
relevant system variables.

 10.2.2 Source Model
We model the source as a sequence of independent and identically distributed (i.i.d.) samples
s [k]. For example, such a discrete-time source may be obtained from sampling a continuoustime, appropriately band-limited, white-noise random process. We denote the probability
density for the discrete-time source sequence s [k] as
ps (s) =

K
Y

ps (s [k]) .

(10.1)

k=1

We
that the process is such that the differential entropy, h(s), and second moment,
 assume

2
E s , both exist and are finite.
To measure quality of the communication system, we employ a distortion measure between the source signal s and its reconstruction ŝ ∈ Ŝ. Specifically, given a per-letter
distortion measure d(s [k] , ŝ [k]), we extend it additively to blocks of source samples, i.e.,
d(s,ŝ) =

K
X

d(s [k] , ŝ [k]) .

(10.2)

k=1

We may characterize performance in terms of various statistics of the distortion, viewed as
a random variable. In particular, we focus on the expected distortion
D = E [d(s,ŝ)] .

(10.3)

Throughout our development, we will emphasize squared-error distortion, for which d(s, ŝ) =
(s − ŝ)2 ; in this case, (10.3) is the mean-square distortion.

 10.2.3 (Parallel) Channel Model
The channel depicted by Fig. 10-1 consists of two branches, each of which corresponds to an
independent channel with independent states. Specifically, a channel input block, x, consists
of two sub-blocks, x1 and x2 , and the corresponding channel output block, y, consists of the
two sub-blocks, y1 and y2 . The channel states are denoted by random variables θ 1 and θ 2 ,
respectively. The channel law is the product of the two independent sub-channel laws:
py1 ,y2 ,θ1 ,θ 2 |x1 ,x2 (y1 , y2 , θ1 , θ2 |x1 , x2 ) = py,θ|x (y1 , θ1 |x1 ) · py,θ|x (y2 , θ2 |x2 ) =
nc
Y


py |x,θ (y1 [i]|x1 [i], θ1 ) · py |x,θ (y2 [i]|x2 [i], θ2 ) . (10.4)
pθ (θ1 ) · pθ (θ2 )
i=1

For simplicity, we only consider channels for which the input distribution that maximizes the
mutual information is independent of the channel state. Throughout the chapter we consider
the case where both the transmitter and receiver know the channel state distribution p θ and
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the channel law py |x , but only the receiver knows the realized channel states and channel
outputs.
To examine fundamental performance and compare between systems, we analyze random
coding over these non-ergodic channels using outage probability [142] as a performance
measure. Briefly, because the mutual information I , corresponding to the supportable
transmission rate of the channel, is a function of the fading coefficients or other channel
uncertainty, it too is a random variable. For fixed transmission rate R (in nats/channel
use), the outage probability Pr [I < R] measures channel coding robustness to uncertainty
in the channel.
The structure of the channel coding and decoding affects the form of the outage probability expression [142]. If coding is performed over only the first component channel, then the
probability of decoding failure is Pr [I (x1 ; y1 ) < R]. If repetition coding is performed across
the parallel channels, then a single message is encoded as x 1 = x2 = x. With selection combining at the receiver, the probability of decoding failure is Pr {max[I (x; y 1 ), I (x; y2 )] < R};
with optimal maximum-ratio combining at the receiver, the probability of decoding failure
is Pr {I (x; y1 , y2 ) < R}. Finally, if optimal parallel channel coding is performed using a
pair of jointly-designed codebooks with x1 and x2 independent, the probability of decoding
failure is Pr [I (x1 ; y1 ) + I (x2 ; y2 ) < R].

 10.2.4 Architectural Options
In this section, we specify some architectural options for encoding and decoding in the
source-channel diversity system depicted in Fig. 10-1.
Joint Source-Channel Diversity

In the most general setup, joint source-channel diversity consists of a pair of mappings
(ENCx1 ,x2 ←s , DECŝ←y1 ,y2 ). The encoder ENCx1 ,x2 ←s maps a sequence of K source letters
into N pairs of channel inputs; correspondingly, the decoder maps N pairs of channel
outputs into K reconstruction letters. The ratio N/K (sometimes referred to as the processing gain, excess bandwidth, or bandwidth expansion factor) is denoted with the symbol
∆

β = N/K.1 Mathematically,
ENCx1 ,x2 ←s : S K −→ X1N × X2N

DECŝ←y1 ,y2 : Y1N × Y2N −→ Ŝ K .

(10.5)
(10.6)

If the image of ENCx1 ,x2 ←s , i.e., ENCx1 ,x2 ←s (S K ), is finite, we define the rate of the code
as
ln |ENCx1 ,x2 ←s (S K )|
,
(10.7)
R=
N
which has units of nats per parallel channel use.
Regarding the non-ergodic nature of the channels, we consider situations in which K is
large enough to average over source fluctuations, i.e., the source is ergodic, but N is not
large enough to average over channel variations, i.e., the channel is non-ergodic.
1

The bandwidth expansion ratio in [96] (denoted by L) is defined slightly differently from β. Specifically,
since [96] considers a complex source and Rayleigh fading Gaussian noise channel, L = 2β.
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Figure 10-4. Channel coding diversity.

Channel Coding Diversity

From one perspective, a natural way to exploit diversity in the channel is to employ repetition or more powerful channel codes applied to a single digital representation of the source.
In such scenarios, Fig. 10-1 specializes to that shown in Fig. 10-4. Such channel coding
diversity consists of a source pair of encoder and decoder mappings (ENC m←s , DECŝ←m̂ )
and a channel pair of encoder and decoder mappings (ENC x←m , DECm̂←y ). As in classical
rate-distortion source coding, the source encoder maps a sequence of K input letters to a
finite index, and the source decoder maps an index into a sequence of K reconstruction
letters:
ENCm←s : S K −→ {1, 2, . . . , |M|}

DECŝ←m̂ : {0, 1, 2, . . . , |M|} −→ Ŝ K

(10.8)
(10.9)

Further, as in classical channel coding, the channel encoder maps an index into N pairs of
channel inputs, and the channel decoder maps N pairs of channel outputs into an index:
ENCx←m : {1, 2, . . . , |M|} −→ X1N × X2N

DECm̂←y : Y1N × Y2N −→ {0, 1, . . . , |M|} .

(10.10)
(10.11)

Note that we include the index 0 at the output of the channel decoder and input to the
source decoder. This serves as a flag in the event of a (detected) channel coding error.
For the channel coding diversity approach, a key parameter is the rate defined by
R=

ln |M|
,
N

(10.12)

where again the units are nats per parallel channel use.
Source Coding Diversity

Instead of exploiting diversity through channel coding, an emerging class of source coding
algorithms based upon MD coding allows diversity to be exploited by the source coding
layer.
For such source coding diversity, the block diagram of Fig. 10-1 specializes to that shown
in Fig. 10-5. Source coding diversity employs two independent, but otherwise classical,
channel encoder and decoder pairs (ENCx1 ←m1 , DECm̂1 ←y1 ) and (ENCx2 ←m2 , DECm̂2 ←y2 ):
ENCxi ←mi : {1, 2, . . . , |Mi |} −→ XiN
DECm̂i ←yi :

YiN

−→ {0, 1, 2, . . . , |Mi |} ,

(10.13)
(10.14)

for i = 1, 2. Again, we allow for the output of the channel decoding process to be 0 to
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Figure 10-5. Source coding diversity system model described more precisely in Section 10.2.4.

m̂1
=0
=0
6= 0
6= 0

m̂2
=0
6= 0
=0
6= 0

DECŝ←m̂
DECŝ∅ ←m̂∅
DECŝ1 ←m̂1
DECŝ2 ←m̂2
DECŝ1,2 ←m̂1,2

Table 10.1. Source coding diversity decoder rules based upon channel conditions.

indicated a (detected) error. Here the rates
Ri =

ln |Mi |
,
N

i = 1, 2 ,

(10.15)

both in nats per parallel channel use, are key parameters of the system.
The source encoder consists of two mappings
ENCmi ←s : S K −→ {1, 2, . . . , |Mi |} ,

i = 1, 2 .

(10.16)

The source decoder can be viewed as four separate mappings, depending upon whether or
not there are channel decoding errors on the individual channels. Specifically, the source
decoder can be constructed from the following four mappings:
DECŝ∅ ←m̂∅ : {0} × {0} −→ {s∗ }K

DECŝ1 ←m̂1 : {1, 2, . . . , |M1 |} × {0} −→

DECŝ2 ←m̂2 : {0} × {1, 2, . . . , |M2 |} −→

(10.17)
Ŝ1K
Ŝ2K

DECŝ1,2 ←m̂1,2 : {1, 2, . . . , |M1 |} × {1, 2, . . . , |M2 |} −→

(10.18)
(10.19)
Sˆ0K

,

(10.20)

where s∗ is a constant determined by the distortion measure for the source; for example,
if mean-square distortion is important, then s∗ = E [s]. Table 10.1 summarizes how these
mappings are employed.
Source Coding Diversity with Joint Decoding

Finally, we also consider source coding diversity with joint decoding, as depicted in Fig. 10-6.
Here all is the same as in the source coding diversity model of Fig. 10-5, except that source
and channel decoding is performed jointly across channels by accounting for correlation
among the channel coding inputs m1 and m2 . Specifically, the channel decoding for this
approach is a mapping
DECm̂1,2 ←y1,2 : Y1N × Y2N −→ {0, 1, 2, . . . , |M1 |} × {0, 1, 2, . . . , |M1 |}
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(10.21)
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Figure 10-6. Source coding diversity with joint source-channel decoding.

which also takes into account knowledge of the source coding structure. In practice full
joint-design of the decoder may not be required and a partially separated design where
likelihood-ratios, quantized likelihood-ratios or similar information are exchanged between
the source and channel decoders may be sufficient.

 10.2.5 High-Resolution Approximations for Source Coding
An important practical example of our source model is the Gaussian source, for which
ps (s) is a Gaussian density function with zero mean and unit variance. The Gaussian
source also serves as a useful approximation to other sources in the high resolution (low
distortion) regime [109, 194]. We now summarize the well-known results for single- and
multiple-description source coding for the Gaussian case, and generalize them using the high
resolution distortion approximations. These high resolution approximations are utilized
throughout the sequel in our performance analysis.
Single Description Source Coding

In SD source coding, or classical rate-distortion theory, the source, s, is quantized into a
single description, ŝ, using rate R.
In general, the rate-distortion function is difficult to determine, but a number of researchers have determined the rate-distortion function in the high resolution limit. Specifically, under some mild technical conditions [109],
lim R(D) −

D→0

e2h(s)
1
log
=0 .
2
2πeD

(10.22)

1
e2h(s)
log
2
2πeD

(10.23)

This result also implies that2
R(D) ≈

Without loss of generality we scale a given source under consideration so that e 2h(s) = 2πe
to simplify the notation. Furthermore, instead of measuring the quantization rate in bits,
we will find it more convenient to measure the rate in nats per channel sample by using the
processing gain β defined in Section 10.2.4. Thus we will use the expressions
R(D) ≈

1
1
ln
2β D

and

exp R(D) ≈ D −1/(2β)

(10.24)

2

Throughout the chapter, the approximation f (x) ≈ g(x) is in the sense that f (x)/g(x) → 1 and
|f (x) − g(x)| → 0 as x approaches a limit, either x → 0 or x → ∞, which should be clear from the
context.
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to approximate R(D) and exp R(D) in high-resolution.
As is well-known, the rate (in nats/channel sample) required for SD source coding of a
Gaussian source at average distortion D for any resolution is [46]
Rsd (D) =

1
1
log
.
2β
D

(10.25)

Therefore, one way to interpret (10.23), is that for difference distortion measures in the
high-resolution limit all sources essentially look Gaussian except for scaling by the constant
factor exp[2h(s)]/(2πe). Note that the form of the rate-distortion function in (10.23) is
asymptotically accurate and not a worst case result like those in [100, 159].
Multiple Description Source Coding

In contrast to SD coding, MD source coding quantizes the source into two descriptions,
ŝ1 and ŝ2 so that if only one is received then moderate distortion is incurred, and if both
descriptions are received then lower distortion is obtained [71].
The rates and distortions achievable by coding a unit variance Gaussian source into
two equal-rate descriptions with a total rate of Rmd nats per channel sample, (i.e., each
description requires Rmd /2 nats) satisfy [71]
Rmd(D0 , D1 ) =

1
1
1
(1 − D0 )2
log
+
log
,
2β
D0 2β
(1 − D0 )2 − (1 − 2D1 + D0 )2

(10.26a)

in the case of low distortions (2D1 − D0 ≤ 1) where D0 is the distortion when both descriptions are received and D1 is the description when only a single description is received. For
high distortions with (2D1 − D0 ≥ 1), there is no penalty for the multiple descriptions and
the total rate required is
1
1
Rmd (D0 , D1 ) =
log
.
(10.26b)
2β
D0
The general rate-distortion region for the MD coding problem is still unknown, in the
Gaussian case for more than two descriptions, and for more general sources. In the high
resolution limit the rate-distortion region is the same as for a Gaussian source with variance
exp[2h(s)]/(2πe) [194]. Hence for our asymptotic analysis we use the rate distortion function
in (10.26) for both Gaussian and non-Gausian sources with exp[2h(s)]/(2πe) = 1.
Exponentiating (10.26a) yields
−1/(2β)

exp[Rmd (D0 , D1 )] = D0

· (1 − D0 )−1/β

· (1 − 2D0 + D02 − 1 − D02 − 2D0 + 4D1 + 4D0 D1 − 4D12 )−1/(2β)
(10.27)
−1/(2β)

· (1 − D0 )−1/(β) · (4D1 − 4D0 + 4D0 D1 − 4D12 )−1/(2β)
(10.28)

−1/(2β)

· (4D1 − 4D0 )−1/(2β)

= D0

≈ D0

(10.29)

where the last line follows since (1 − D0 ) ≈ 1 and 4(D1 − D0 + D0 D1 − D12 ) ≈ 4(D1 − D0 )
as D0 → 0 and D1 → 0. If only D0 → 0, then the ≈ in (10.29) must be replaced with '.
Any reasonable multiple description system has D0 ≤ D1 /2 (otherwise the denominator of
(10.26a) could be easily increased while decreasing the distortion by setting D 1 = 2D0 ). So
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since 2D1 ≤ 4(D1 − D0 ) ≤ 4D1 we obtain
(4D0 D1 )−1/(2β) / exp[Rmd (D0 , D1 )] / (2D0 D1 )−1/(2β)

(10.30)

where the lower bound holds when D0 → 0 and the upper bound also requires D1 → 0.

 10.3 On-Off Component Channels
In this section, we examine the performance of source and channel coding diversity for
scenarios in which each of the component channels is either “on”, supporting a given transmission rate, or “off”, supporting no rate (or an arbitrarily small rate). Much of the
literature suggests that source coding diversity was developed for, and performs well on,
such channel models. Our analysis is based upon channels that are parameterized in a
manner similar to the continuous channels in Section 10.4. This parameterization allows us
to compare source and channel coding diversity over a broad range of operating conditions.
In addition to confirming that there exist operating conditions for which source coding diversity significantly outperforms channel coding diversity, our results illustrate that there
also exist operating conditions for which the performance difference between source and
channel coding diversity is negligible.

 10.3.1 Component Channel Model
For cases in which we are concerned with prolonged, deep fading or shadowing in a mobile radio channel, strong first-adjacent interference in a terrestrial broadcast channel, or
congestion in a network, we can model the channel state θ i as taking on only two possible
values. Specifically, we can consider on-off channels where the channel mutual information
has probability law
(
ln(1 + SNR) , with probability (1 − )
.
(10.31)
I =
0,
with probability 
In (10.31), SNR parameterizes the channel quality when the channel is on, and  parameterizes the probability that the channel is off. There is no connection between the channels’
probability of being off and the quality in the on state; that is, neither SNR nor the selected
encoding rate R effects . By contrast, for the continuous channels discussed in Section 10.4,
 will depend directly on both.
For simplicity of exposition, and ease of comparison with continuous channel scenarios
in the sequel, the term outage will refer to the inability of a given approach to convey
information over the pair of component channels. If both channels are off, then the system
experiences outage regardless of the communication approach; however, as we will see,
different approaches may or may not experience outage when one of the channels is on
and the other is off. For all of the approaches we discuss, due to the nature of the on-off
channels, performance can be classified into two regimes. The quality-limited regime has
average distortion performance varying dramatically with the channel quality in the on state,
because the distortion under no outage dominates the average distortion. In this case, the
distortion under no outage is limited by the rate communicated, which, in turn, is limited
by the channel quality. The outage-limited regime has average distortion performance that
does not vary dramatically with the channel quality in the on state, because the distortion
under outage dominates the average distortion.
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 10.3.2 No Diversity
Combining a SD source coder with a single component channel with channel encoder and
decoder, the average distortion, as a function of the source coding rate R, is given by
(
(1 − ) exp(−2β) +  , if 0 < R ≤ ln(1 + SNR)
.
(10.32)
E [DNO−DIV (R)] =
1,
otherwise
Thus, the minimum average distortion is
DNO−DIV = min E [DNO−DIV (R)]
R

= (1 − )(1 + SNR)−2β +  .

(10.33)

We say that this system operates in the quality-limited regime if
(1 + SNR)2β 

1−
,


(10.34)

in which case, the average distortion behaves essentially as (1 − )(1 + SNR) −2β . If
(1 + SNR)2β 

1−
,


(10.35)

the system operates in the outage-limited regime, in which case the average distortion
behaves essentially as .

 10.3.3 Optimal Channel Coding Diversity
Combining a SD source coder with optimal parallel channel coding over the component
channels, the average distortion, as a function of the source coding rate R, is given by


(1 − 2 ) exp(−2βR) + 2 ,
if 0 < R ≤ ln(1 + SNR/2)




<R
if ln 1 + SNR
2
2
2

.
E [DOPT−CCDIV (R)] = (1 − ) exp(−2βR) + [2 −  ] ,

and
R
≤
2
ln
1
+ SNR

2


1,
otherwise
(10.36)
For parallel channel coding, the two channel codewords are independent, and the system is
able to sum the mutual informations of the component channels. This leads to the upper
bound of R ≤ 2 ln(1+SNR/2) in the second case of (10.36). If we instead utilized repetition
coding, so that the two channel codewords are identical, the upper bound in the second case
would instead be R ≤ ln(1 + SNR).
In contrast to the case of no diversity, the performance of the optimal channel coding
diversity exhibits a discontinuity as a function of R. Fig. 10-7 illustrates that, because
of the discrete probability distribution on the channel states, a discontinuity arises in the
outage probability about the point R = ln(1 + SNR/2).
Clearly, each case in (10.36) is minimized by utilizing the largest possible rate for that
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Figure 10-7. Outage region boundaries for optimal parallel channel coding. The  symbols correspond to
the sample mutual information pairs (0, 0), (0, ln(1+SNR/2)), (ln(1+SNR/2), 0), and (ln(1+SNR/2), ln(1+
SNR/2)). The solid line corresponds to the first case of (10.36), in which a low rate is selected to take
advatange of diversity gain. The dashed line corresponds to the second case of (10.36), in which a higher
rate is selected to take advantage of multiplexing gain. Outage regions are below and to the left of these
diagonals.

case. Then the minimum average distortion becomes
DOPT−CCDIV = min E [DOPT−CCDIV (R)]
R
n
= min (1 − 2 )(1 + SNR/2)−2β + 2 ,

(1 − )2 (1 + SNR/2)−4β + [1 − (1 − )2 ]

o

.

(10.37)

As Fig. 10-8 illustrates, the two terms in (10.37) have their own quality- and outage-limited
regimes, which, when combined by the minimum operation, leads to four trends in the
overall system performance.
Comparing the two terms in (10.37), we see that the different choices of rate lead to
different costs and benefits. Using the lower transmission rate, R = ln(1 + SNR/2), (cf.
the first term in (10.37)) results in better outage-limited performance, but worse qualitylimited performance. This approach exploits the diversity gain of the underlying parallel
channel. On the other hand, using the higher transmission rate, R = 2 ln(1 + SNR/2),
(cf. the second term in (10.37)) results in worse outage-limited performance, but better
quality-limited performance. This approach exploits the multiplexing gain of the underlying
parallel channel. We note that the diversity and multiplexing terminology is inspired by
the inherent tradeoff between the two for multiple-input, multiple-output (MIMO) wireless
systems operating over fading channels [204].
Note that the two terms in (10.37) are equal when
(1 + SNR/2)2β =

1−
.
2

(10.38)
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Figure 10-8. Average distortion performance with  = 10−2 for the first (solid line) and second (dashed
line) terms in the minimization of (10.37).

For small SNR (such that (1 + SNR/2)2β < (1 − )/(2)), we exploit the multiplexing mode
of operation and pass through its quality-limited and outage-limited regimes as we increase
SNR until (10.38) is satisfied. As we will see, passing through the outage-limited regime of
the multiplexing mode is the key limitation of optimal channel coding diversity for on-off
channels. For higher SNR (such that (1 + SNR/2)2β > (1 − )/(2)), we exploit the diversity
mode of operation and pass through its quality- and outage-limited regimes as we increase
SNR.

 10.3.4 Source Coding Diversity
In this section, we approximate the minimum average distortion for an MD system with
independent channel coding. The analysis of this system is slightly more involved than those
of previous sections because the rate-distortion region for MD coding is more complex, and
independent channel coding over on-off component channels involves a pair of outage events.
Similar to Fig. 10-7, Fig. 10-9 displays outage region boundaries for independent channel
coding. It is straightforward to see that the source coder should employ rates no greater
than ln(1 + SNR/2) on each of the component channels; otherwise, one of the channels
exhibits outage with probability one, and the system can perform no better than the case
of no diversity with half the SNR. As a result, our analysis only considers the case R i ≤
ln(1 + SNR/2). Moreover, due to the symmetry of the component channels, one can expect
symmetric rates, i.e., R1 = R2 = R, to be optimal; thus, we focus on this case. With these
simplifications, we observe that, in contrast to the triangular outage regions for optimal
parallel channel coding in Fig. 10-7, the rectangular outage regions for independent channel
coding in Fig. 10-9 are well-matched to the on-off channel realizations.
Optimizing average distortion for the MD system requires a tradeoff between the distortion D1 = D2 achieved when only one description is received and the joint distortion D 0
achieved when both descriptions are received. Although this tradeoff is available in (10.30),
we refactor it for our purposes here. Specifically, we set
(
exp(−(1 − λ)2βR) , 0 ≤ λ < 1
D1 = D 2 ≈
,
(10.39)
1,
λ=1
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Figure 10-9. Outage region boundaries for MD source coding with independent channel coding. The 
symbols correspond to the sample mutual information pairs (0, 0), (0, ln(1 + SNR/2)), (ln(1 + SNR/2), 0),
and (ln(1 + SNR/2), ln(1 + SNR/2)). The solid line corresponds to the outage region boundary for the first
channel, and the dashed line corresponds to the outage region boundary for the second channel. The outage
region for channel one (resp. channel two) is to the left (resp. below) the boundary.

where R is the channel coding rate for a single channel. Thus, if λ = 0, the individual descriptions achieve the single description rate-distortion bound. With this parameterization
of D1 and D2 , the MD high-resolution approximation (10.30) yields
(
1
exp(−(1 + λ)2βR) , 0 ≤ λ < 1
D0 ≈ 2
(10.40)
exp(−4βR) ,
λ=1
for the joint distortion when both descriptions are received. We note that an essentially
identical approximation is developed in [76].
The minimum average distortion for source coding diversity is then approximately
1
DSCDIV ≈ min{ min 2 + 2(1 − )(1 + SNR/2)−(1−λ)2β + (1 − )2 (1 + SNR/2)−(1+λ)2β ,
0<λ<1
2
[1 − (1 − )2 ] + (1 − )2 (1 + SNR/2)−4β } .
(10.41)
For λ = 1, source coding diversity performance reduces to that of channel coding diversity;
for λ = 0, source coding diversity performance reduces to that of no diversity with half
the SNR. Because optimization over λ does not lend much insight, we delay discussion of
source coding diversity quality- and outage-limited regimes to the next section, where we
also compare with the other approaches.

 10.3.5 Comparison
Fig. 10-10 compares average distortion performance of source and channel coding diversity
by displaying the minimum average distortions (10.33), (10.37), and (10.41) as functions of
the component channel quality, SNR, in the on state, for different values of the probability
of a component channel being off, . The results in Fig. 10-10 are clearly consistent with our
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Figure 10-10. Average distortion performance over on-off channels. The plots show average distortion as a
function of SNR; successively lower curves correspond to no diversity (dotted lines), optimal channel coding
diversity (dashed lines), and source coding diversity (solid lines), respectively. Each plot corresponds to a
different value for the probability  of a component channel being off, and all are for β = 1.
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intuitive discussion of source and channel coding diversity performance in Section 10.1.1.
For moderate SNR, depending upon , both systems exhibit transitions from SNR −4 behavior to SNR−2 behavior; however, the transition is generally less drastic for source coding
diversity, especially for smaller . The difference between the two systems is apparently the
outage-limited behavior of the multiplexing mode for optimal channel coding diversity, for
which the outage regions are not well-matched to the channel realizations. By contrast,
the transition between the two quality-limited trends for source coding diversity is much
less drastic, and this graceful degradation property of source coding diversity leads to their
better performance over on-off channels. However, it is important to note that there is
negligible difference between optimal channel coding diversity and source coding diversity
at both low and high SNR.

 10.4 Continuous State Channels
In cases where we are concerned with time or frequency selective multipath fading in a
mobile radio channel or a range of possible interference levels in a cellular network, we can
model the channel state θ i as taking on a continuum of values. For example, multiplicative
fading is commonly modeled as a Rayleigh or Nakagami random variable in such scenarios.
In the following section we study the average mean square distortion in the limit of high
SNR for such continuous channels when the channel state is known to the receiver but not
the transmitter. Since the distortion generally behaves as SNR−∆ for such channels, we are
mainly interested in computing the distortion exponent defined as
∆=−

log E[D]
.
SNR→∞ log SNR
lim

(10.42)

Note that there is an important difference between the average or transmit signal-tonoise ratio which is deterministic and known by both transmitter and receiver and the
instantaneous or block signal-to-noise ratio which is random and known only at the receiver.
Throughout the rest of the chapter, we always use SNR to refer to the former and consider
the random, instantaneous signal-to-noise ratio as a random variable.
In Section 10.4.7, we plot the distortion exponents as well as the numerically computed average distortions for a Gaussian source transmitted over a complex Rayleigh fading
additive white Gaussian noise channel. Hence the reader may find it useful to refer to
Figures 10-11 and 10-12 as a concrete example for comparing the following results for the
performance of each system.

 10.4.1 Continuous Channel Model
For continuous state channels, the distribution of the mutual information random variable is
generally difficult to compute exactly. For complex, additive white Gaussian noise channels
with multiplicative fading, however, the mutual information random variable is I = log(1 +
θ · SNR) where θ corresponds to the multiplicative fading which is normalized so that
E[θ] = 1 so that SNR is the transmit power or equivalently, the average received power.
For θ · SNR  1, we have




1
1
= log(θ · SNR) + O
≈ log(θ · SNR)
I = log(θ · SNR) + log 1 +
θ · SNR
θ · SNR
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and so exp I is close to SNR · θ. 3 Thus, for additive Gaussian noise channels with multiplicative fading, we can develop asymptotic results by considering the first terms in the
Taylor series expansion of the distribution of θ near zero. More generally, we can focus on
the high SNR limit by considering the Taylor series expansion of the distribution for the
mutual information random variable for each channel.
Specifically, let fI (t) and FI (t) represent the probability density function (PDF) and
cumulative distribution function (CDF) for the mutual information and let f eI (t) and FeI (t)
represent the PDF and CDF for I .4 We consider the case where there exists a parameter
called SNR such that

p−1
t
feI (t) ≈ cp
(with p ≥ 1)
(10.43)
SNR
and consequently FeI (t) can be approximated via

p
t
FeI (t) ≈ c
.
SNR

(10.44)

Intuitively, SNR represents the transmit signal-to-noise ratio or the average signal-to-noise
ratio and FeI (t) is the probability that the instantaneous signal-to-noise ratio is below t. As
introduced in Section 10.2.5, the notion of approximation we use is that a(SNR) ≈ b(SNR)
if limSNR→∞ a(SNR)/b(SNR) = 1 and limSNR→∞ |a(SNR) − b(SNR)| = 0.

For example, in wireless communications, a common model is an additive white Gaussian
noise channel with fading:
y [i] = θ · x [i] + z [i]
(10.45)

where θ represents the fading and z [i] represents additive noise. A common approach is to
obtain robustness by coding over two separate frequency bands or time-slots in which case
the channel model becomes
y1 [i] = θ 1 · x1 [i] + z1 [i]

y2 [i] = θ 2 · x2 [i] + z2 [i].

If we are interested in Rayleigh fading then each θ i has an exponential distribution and at
high SNR, the cumulative distribution function for exp I (yi ; xi ) is approximated by t/SNR
and hence the parameters c and p in (10.44) are both unity (e.g., see [98,181] for a discussion
of such high SNR expansions).

 10.4.2 No Diversity
Perhaps the simplest case to consider is when there is only a single channel and no diversity is
present. For such a scenario, a natural approach is cascading an SD source encoder/decoder
ENCm←s (·)/DECŝ←m̂ (·) with a single channel encoder/decoder ENCx←m (·)/DECm̂←y (·). In
terms of our general joint source-channel coding notation such a system has the encoder
3
A similar expression can also be obtained for additive noise channels with non-Gaussian noise (e.g.,
using techniques from [196, 118]).
4
Recall that we assume the mutual information optimizing input distribution is independent of the channel
state. Hence it makes sense to speak of the mutual information distribution as given instead of a parameter
controlled by the system designer.
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and decoder
x = ENCx←s (s) = ENCx←m (ENCm←s (s))
(
DECŝ←m̂ (DECm̂←y (y)), DECm̂←y (y) 6= 0
ŝ = DECŝ←y (y) =
E[s],
otherwise.

(10.46a)
(10.46b)

Theorem 34. The distortion exponent for a system with no diversity described by (10.46)
is
2βp
∆NO−DIV =
,
(10.47)
2β + p
where β is the processing gain defined in Section 10.2.4 and p is the diversity order of the
channel approximation in (10.44).
Proof. The average distortion is
E[D] = min Pr[I (x; y ) < R(D)] + {1 − Pr[I (x; y ) < R(D)]} · D
D

= min FeI (exp R(D)) + [1 − FeI (R(D))] · D
D
"
#
D −p/(2β)
D −p/(2β)
+ 1−c
·D
≈ min c
D
SNRp
SNRp
≈ min c
D

D −p/(2β)
+ D.
SNRp

(10.48)
(10.49)
(10.50)
(10.51)

Differentiating and setting equal to 0 yields the minimizing distortion
∗

D =



2β
cp

 −2β

2β+p

−2βp

· SNR 2β+p .

Substituting this into (10.51) yields
−2βp

E[D] ≈ CNO−DIV · SNR 2β+p .

(10.52)

where CNO−DIV represents a term independent of SNR. Thus the distortion exponent is
2βp/(2β + p).

 10.4.3 Selection Channel Coding Diversity
Perhaps the simplest approach to using two independent channels is to use SD source
coding with repetition channel coding and selection combining. In this scheme, the encoder
quantizes the source, s, to ŝ, adds channel coding to produce x, and repeats the result
on both channels. The receiver decodes the higher quality channel and ignores the other.
Formally, the encoder and decoder are given by
(x1 , x2 ) = ENCx1 ,x2 ←s (s) = (ENCx←m (ENCm←s (s)), ENCx←m (ENCm←s (s)))

DECŝ←m̂ (DECm̂←y (y1 )), DECm̂←y (y1 ) 6= 0



DECm̂←y (y1 ) = 0
ŝ = DECŝ←y1 ,y2 (y1 , y2 ) = DECŝ←m̂ (DECm̂←y (y2 )),
and DECm̂←y (y2 ) 6= 0



E[s],
otherwise

(10.53a)

(10.53b)
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where the SD source encoder/decoder and the single channel encoder/decoder are denoted
ENCm←s (·)/DECŝ←m̂ (·) and ENCx←m (·)/DECm̂←y (·).
Thus, the quantized source signal will be recovered provided either channel is good. While
such a scheme is sub-optimal in terms of resource use, it is simplest to understand and easiest
to implement. The following theorem (proved in Appendix H.1) characterize asymptotic
performance.
Theorem 35. The distortion exponent for a system with selection channel coding diversity
described by (10.53) is
2βp
.
(10.54)
∆SEL−CCDIV =
β+p

 10.4.4 Multiplexed Channel Coding Diversity
A key drawback of repetition coding with selection combining is that it wastes the potential bandwidth of one channel in order to provide diversity. When the channel is usually
good, such a scheme can be significantly sub-optimal. Hence, a complementary approach
is channel multiplexing where the source is quantized using SD coding and this message is
split over both channels. We define a channel multiplexing system as one with encoder and
decoder given by
(x1 , x2 ) = ENCx1 ,x2 ←s (s) = (ENCx1 ←m1 (ENCm1 ←s (s)), ENCx2 ←m2 (ENCm2 ←s (s)))
(10.55a)
ŝ = DECŝ←y1 ,y2 (y1 , y2 ) =


DECŝ←m̂ (DECm̂1 ←y1 (y1 ), DECm̂2 ←y2 (y2 )), DECm̂1 ←y1 (y1 ) 6= 0 and
DECm̂2 ←y2 (y2 ) 6= 0


E[s],
otherwise.

(10.55b)

where the single channel encoders/decoders, the first and second half of the output of a
single description source encoder, and the source decoder are denoted
ENCxi ←mi (·)/DECm̂i ←yi (·) and ENCmi ←s (·) and DECŝ←m̂ (·).
If both channels are good enough to support successful decoding, then this scheme can
transmit roughly twice the rate of a repetition coding system. The drawback is since either
channel being bad can cause decoding failure, the system is less robust. The following
theorem (proved in Appendix H.2) characterizes asymptotic performance.
Theorem 36. The distortion exponent for a system with multiplexed channel coding diversity described by (10.55) is
∆MPX−CCDIV = 4pβ/(p + 4β).

(10.56)

Intuitively, we expect that when bandwidth is plentiful and outage is the dominating
concern, the diversity provided by repetition coding is more important than the extra rate
provided by channel multiplexing. When bandwidth is scarce, we expect the reverse to be
true. We can verify this intuition by examining the distortion exponents in these two limits
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to obtain
lim

β/p→∞

lim

β/p→0

∆SEL−CCDIV
=2
∆MPX−CCDIV
1
∆SEL−CCDIV
= .
∆MPX−CCDIV
2

(10.57)
(10.58)

The distortion exponents are equal if p = 2β.

 10.4.5 Optimal Channel Coding Diversity
Each of the previous schemes used SD source coding with some form of independent channel
coding and hence was sub-optimal. With SD source coding, the optimal strategy is to use
parallel channel coding. In this scheme, the two component channels are treated as a
single parallel channel with channel encoding and decoding performed jointly over both.
Specifically, we define optimal channel coding diversity as
(x1 , x2 ) = ENCx1 ,x2 ←s (s) = ENCx←m (ENCm←s (s))
(
DECŝ←m̂ (DECm̂←y (y1 , y2 )),
ŝ = DECŝ←y1 ,y2 (y1 , y2 ) =
E[s], otherwise

(10.59a)
DECm̂←y (y1 , y2 ) 6= 0

(10.59b)

where the SD source encoder/decoder and the parallel channel encoder/decoder are denoted
ENCm←s (·)/DECŝ←m̂ (·) and ENCx←m (·)/DECm̂←y (·).
Since parallel channel coding optimally uses the channel resources, it dominates both repetition coding with selection combining and channel multiplexing as characterized by the
following theorem (proved in Appendix H.3).

Theorem 37. The distortion exponent for a system with optimal channel coding diversity
described by (10.59) is
4pβ
.
(10.60)
∆OPT−CCDIV =
p + 2β

 10.4.6 Source Coding Diversity
Next, we consider the case where the source is transmitted over a pair of independent
channels using MD source coding. Specifically, we consider a system with
(x1 , x2 ) = ENCx1 ,x2 ←s (s) = (ENCx1 ←m1 (ENCm1 ←s (s)), ENCx2 ←m2 (ENCm2 ←s (s)))
(10.61a)
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ŝ = DECŝ←y1 ,y2 (y1 , y2 ) =


DECŝ1 ←m̂1 (DECm̂1 ←y1 (y1 )),










DECŝ2 ←m̂2 (DECm̂2 ←y2 (y2 )),





DECm̂1 ←y1 (y1 ) 6= 0
DECm̂2 ←y2 (y2 ) = 0
DECm̂1 ←y1 (y1 ) = 0
DECm̂2 ←y2 (y2 ) 6= 0

DECŝ1,2←m̂1,2 (DECm̂1 ←y1 (y1 ), DECm̂2 ←y2 (y2 )), DECm̂1 ←y1 (y1 ) 6= 0





DECm̂2 ←y2 (y2 ) 6= 0





E[s],
DECm̂1 ←y1 (y1 ) = 0




DECm̂2 ←y2 (y2 ) = 0

and
and
and

(10.61b)

and

where ENCm1 ←s (·) and ENCm2 ←s (·) represent the two quantizations of the source produced by the MD source coder, DECŝi ←m̂i (·) represent the possible source decoders described in Table 10.1, and ENCxi ←mi (·) / DECm̂i ←yi (·) correspond to single channel encoders/decoders. The performance of such a system is characterized by Theorem 38 (proved
in Appendix H.4).
Theorem 38. The distortion exponent for source coding diversity as described by (10.61)
is


8βp
4βp
∆SCDIV = max
.
(10.62)
,
4β + 3p 4β + p
When p ≤ 4β, MD source coding achieves diversity in the sense that if either channel is
bad but the other is good a coarse-grained description of the source can be reconstructed
while if both channels are good, a fine-grained description can be reconstructed. Therefore, in this regime, source coding diversity dominates sub-optimal channel coding diversity
because it takes advantage of the redundancy between descriptions at the source coding
layer.
When p ≥ 4β, however, the max in (10.62) selects the second term. In this regime, it
is more important to maximizes the transmitted rate than protect against fading. Thus
source coding diversity degenerates into multiplex channel coding diversity as analyzed in
Section 10.4.4.
In both regimes, optimal channel coding diversity dominates source coding diversity.

 10.4.7 Rayleigh Fading AWGN Example
In this section, we evaluate the various distortion exponents on a complex Rayleigh fading
additive white Gaussian noise (AWGN) channel. The high SNR approximation for the
mutual information on each Rayleigh fading AWGN channel is F eI (t) ≈ (t/SNR), i.e.,
p = 1 in (10.44) (e.g., see [98, 181] for a discussion of such high SNR expansions).
The resulting distortion exponents are summarized5 in Table 10.2 and plotted in Fig. 10-11.
When the processing gain is small (i.e., β  1), multiplex and optimal channel coding diversity as well as source coding diversity all approach a distortion exponent of 4β, while
selection channel coding diversity and no diversity both approach distortion exponents of
2β. Intuitively, this occurs because since bandwidth is scarce, a good system should try to
maximize the information communicated by sending different information on each channel.
5

The distortion exponents in this chapter are slightly different than in [96] due to different definitions of
the processing gain as described in Section 10.2.4.
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Multiplex coding does this by sending different information on each channel using the same
code, optimal channel coding does this by using a different code for each channel, and multiple descriptions coding does this by sending different source descriptions on each channel.
Since neither selection diversity nor no diversity provide any multiplexing gain (in the sense
of [204]) both of these systems achieve the same sub-optimal distortion exponent.
When the processing gain is large (i.e., β  1), selection and optimal channel coding
diversity as well as source coding diversity all approach a distortion exponent of 2, while
systems with multiplex channel coding diversity or no diversity achieve a smaller distortion
exponent of 1. Intuitively, this occurs because, since bandwidth is plentiful, even one good
channel provides plenty of rate to send a satisfactory description of the source. Thus good
systems should try to maximize robustness by being able to decode even if one channel fails
completely.
At both extremes of processing gain, the best distortion exponent can be achieved either
by exploiting diversity at the physical layer via parallel channel coding or at the application
layer via multiple description coding. In some sense, this suggests that both physical layer
and application layer systems are flexible enough to incorporate the main principles of
diversity for continuous channels. Other sub-optimal schemes such as selection channel
coding diversity are less flexible in that they only incorporate a subset of the important
principles of diversity and thus approach the best distortion exponent in at most one extreme
of processing gain. For all processing gains, however, optimal channel coding diversity is
superior to source coding diversity, suggesting that the application layer system is missing
something. In Section 10.5, we show that the loss of source coding diversity is essentially
caused by separating the process of channel decoding from source decoding.

Table 10.2. Distortion exponents.

System

∆

No Diversity (Section 10.4.2)
Selection Channel Coding Diversity (Section 10.4.5)
Multiplex Channel Coding Diversity (Section 10.4.4)
Optimal Channel Coding Diversity (Section 10.4.5)
Source Coding Diversity (Section 10.4.6)

2β/(2β + 1)
2β/(β + 1)
4β/(4β + 1)
4β/(2β + 1)
max[8β/(4β + 3), 4β/(4β + 1)]

Fig. 10-12 shows the average distortion for various systems transmitting over complex
Rayleigh fading AWGN channels with β = 1 where the parameters in the rate optimizations
have been numerically computed for each system using the high SNR approximations. As
the plot indicates, the difference in performance suggested by the asymptotic results in
Table 10.2 becomes evident even at reasonable SNR. Indeed, as the figure shows, optimal
channel coding diversity is always superior to source diversity and achieves an advantage of
a few dB at moderate SNR. Source diversity is superior to selection diversity by a similar
margin. In contrast, Fig. 10-10 shows that for on-off channels, source-diversity is always
better than optimal channel coding diversity for on-off channels. Evidently, none of the
systems considered so far are universally optimal and the best way to achieve diversity
depends on the qualitative features of the channel. In the next section, we consider a joint
source-channel coding system which we show achieves the benefits of source-diversity for
on-off channels and the benefits of optimal channel diversity for continuous state channels.
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Figure 10-11. Distortion exponents as a function of bandwidth expansion factor β in decibels. From top
to bottom on the right hand side the curves correspond to optimal channel coding diversity (Section 10.4.5),
source coding diversity (Section 10.4.6), selection channel coding diversity (Section 10.4.3), multiplexed
channel coding diversity (Section 10.4.4), and no diversity (Section 10.4.2).
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Figure 10-12. Average distortion performance on a complex Rayleigh fading additive white Gaussian noise
channel with processing gain β = 1. From top to bottom on the right hand side the curves correspond to
no diversity (Section 10.4.2), multiplexed channel coding diversity (Section 10.4.4), selection channel coding
diversity (Section 10.4.3), source coding diversity (Section 10.4.6), and optimal channel coding diversity
(Section 10.4.5).
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 10.5 Source Coding Diversity with Joint Decoding
In this section we consider source coding diversity with a joint decoder that uses the redundancy in both the source coder and channel coder to decode the received signal. Specifically,
we define source coding diversity with joint decoding to have encoder and decoder
(x1 , x2 ) = ENCx1 ,x2 ←s (s) = (ENCx1 ←m1 (ENCm1 ←s (s)), ENCx2 ←m2 (ENCm2 ←s (s)))
(10.63a)
ŝ = DECŝ←y1 ,y2 (y1 , y2 )

(10.63b)

where ENCx1 ←m1 (·)/ENCx1 ←m1 (·) are single channel encoders (with potentially but not necessarily different codes), ENCm1 ←s (·)/ENCm2 ←s (·) are MD source encoders, DECŝ←y1 ,y2 (·)
denotes a joint source-channel decoder to be described in the sequel.
The motivation for joint source-channel decoding is illustrated by considering the conceptual diagram of an MD quantizer in Fig. 10-13. Since the two quantization indexes
ENCm1 ←s (s) and ENCm2 ←s (s) are correlated, the channel decoder should take this correlation into account. For example, if one channel is good and y 1 is accurately decoded to
m1 = ENCm1 ←s (s) this decreases the number of possible values for m2 and makes decoding
y2 easier.

m1
s

PSfrag replacements

m2
Figure 10-13. Conceptual diagram of an MD quantizer. The source s is mapped to the quantizer bins
labeled m1 = ENCm1 ←s (s) and m2 = ENCm2 ←s (s). Since only overlapping pairs of indexes are legal
quantization values, if a receiver accurately decodes m1 from the channel output y1 , then there are only two
possible values for m2 in decoding a second channel output y2 .

We show that a joint decoder that exploits this correlation can enlarge the region where
both m1 and m2 are successfully decoded. Specifically, with separate decoding, both descriptions are decoded when both I (x1 ; y1 ) and I (x2 ; y2 ) exceed some rate threshold RT ,
which is denoted as region III in Fig. 10-3. A joint decoder, however, also recovers both
descriptions in region II yielding the decoding regions shown in Fig. 10-14. With these
enlarged decoding regions, we show that source coding diversity with joint source-channel
decoding achieves the same performance as optimal channel coding diversity for continuous
channels in addition to providing the benefits of source coding diversity for on-off channels.

 10.5.1 System Description
Next we describe one way to implement the architecture in (10.63) using an information
theoretic formulation and random coding arguments.
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Decode m2

I (x2 ; y2 )

Decode Both
m1 and m2

PSfrag replacements

Outage
Decode m1
I (x1 ; y1 )
Figure 10-14. Decoding regions for a joint source-channel decoder.

Source Encoding

Choose a test-channel distribution pŝ1 ,ŝ2 |s (ŝ1 , ŝ2 |s) with the marginal distributions
pŝi (ŝi ) =

X

s,ŝ3−i

pŝ1 ,ŝ2 |s (ŝ1 , ŝ2 |s)ps (s),

for i ∈ {1, 2}.

(10.64)

Create a pair of rate R random source codebooks, C1 and C2 by randomly generating
exp ns R sequences of length ns according to the i.i.d. test-channel distributions pŝi (ŝi ). To
encode a source, find a pair of codewords ŝ1 ∈ C1 , ŝ2 ∈ C2 , such that the triple (ŝ1 ,ŝ2 , s) is
strongly typical. According to [71], encoding will succeed with probability approaching one
if6
R > I(ŝ1 ; s)

(10.65a)

R > I(ŝ2 ; s)

(10.65b)

2R > I(s; ŝ1ŝ2 ) + I(ŝ1 ; ŝ2 ).

(10.65c)

Channel Encoding

For each channel, generate a rate R random codebook, Ci , by randomly selecting exp(ns R)
sequences (or equivalently exp(nc R/β) sequences) of length nc according to the i.i.d. distribution px (x). Encode the source codeword in the ith row of Cj by mapping it to the ith
channel codeword in Cj .
Joint Decoding

Denote the output of channel j as yj for j ∈ {1, 2}. To decode, create the lists L1 and L2 ,
by finding all channel codewords, xj ∈ Cj , such that the pair (xj , yj ) is typical with respect
to the distribution pyj ,xj |θj (y, x|θj ). Next search for a unique pair of codewords (x1 , x2 )
6

Note that [71] also includes a term ŝ0 which can be ignored (i.e., ŝ0 can be set to null or set to a constant
such as 0) for our purposes.
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with x1 ∈ C1 and x2 ∈ C2 such that the corresponding source codewords (ŝ1 ,ŝ2 ) are typical
with respect to the distribution pŝ1 ,ŝ2 (ŝ1 , ŝ2 ). If a unique pair is found, output the resulting
source reconstructions. Otherwise declare a decoding error.
Probability Of Error

The following theorem provides an achievable rate for source coding diversity with joint
decoding.
Theorem 39. Joint decoding will succeed with probability approaching one if
max [0, R − β · I (x1 ; y1 )] + max [0, R − β · I (x2 ; y2 )] ≤ I(ŝ1 ; ŝ2 ).

(10.66)

Proof. Decoding can fail if either the correct pair of source codewords are not typical or if
an incorrect pair of source codewords are typical. According to the law of large numbers
the probability of the former event tends to zero as the block length increases. Therefore,
the union bound implies that if the probability of the latter tends to zero, then the total
probability of a decoding error also tends to zero.
The probability that an incorrect pair of channel codewords is typical according to
pyj ,xj |θj (y, x|θj ) is roughly exp −nc I (xj ; yj ). Since there are exp ns R possible codewords for
each channel, the expected list sizes are
|Lj | = 1 + exp [ns R − nc I (xj ; yj )] + 

(10.67)

where the “1” corresponds to the correct channel codeword and  denotes a quantity which
goes to 0. Using standard arguments it is possible to show that the actual list sizes will be
close to the expected list size with probability approaching one.
The probability that an incorrect pair of source codewords, (ŝ 1 ,ŝ2 ) corresponding to the
channel codeword pair (x1 , x2 ) with xj ∈ Cj is typical is roughly exp −ns I(ŝ1 ; ŝ2 ). Multiplying this probability by the number of incorrect pairs yields the expected number of incorrect
codewords which are nonetheless typical:
exp {−ns I(ŝ1 ; ŝ2 ) + max [0, ns R − nc I (x1 ; y1 )] + max [0, ns R − nc I (x2 ; y2 )]} .

(10.68)

Therefore, after dividing through by ns and recalling that the processing gain is defined as
β = nc /ns , we conclude that decoding succeeds provided that (10.66) holds.

 10.5.2 Performance
In order to analyze performance, we must first choose a distribution for the source and
channel codebooks. Naturally, we choose the capacity optimizing input distribution for
each channel codebook Cj . For the source codebook distribution we use a simpler form of
the additive noise test-channel in [71]:
ŝj = s + nj

(10.69)

where (n1 , n2 ) is a pair of zero-mean, variance σ 2 , Gaussian random variables independent
of s and each other. For this distribution, the distortion when using only description j is
Dj ≤ σ 2 . When both descriptions are received they can be averaged to yield distortion
D1,2 ≤ σ 2 /2.
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Performance on Continuous Channels

To derive the performance on continuous channels, we must choose σ 2 as a function of the
channel parameters. The choice of σ 2 determines the rate and hence also the probability of
outage and the distortion exponent. Our goal is to show that source coding diversity with
joint decoding achieves the same distortion exponent as optimal channel coding diversity.
Hence instead of solving an optimization problem to determine σ 2 , we make an educated
guess inspired by (H.30) to choose7
−4pβ

σ 2 = SNR p+2β

.

(10.70)

Theorem 40. The distortion exponent for source coding diversity with joint decoding is at
least as good as that for optimal channel coding diversity:
∆SCDIV−JD ≥ ∆OPT−CCDIV .

(10.71)

Note that to achieve the distortion exponent in the previous theorem, the multiple
description source redundancy is used in two qualitatively different ways. First, the redundnacy between x1 and x2 is used to recover the two source descriptions. In this sense,
the source coding redundancy acts like channel coding redundancy in providing robustness
to noise. Next, the redundancy between ŝ1 and ŝ2 is used to produce a better source reconstruction by averaging out the quantization noise. Thus, the benefit of joint source-channel
decoding is that it can gain the maximum benefit of the redundancy required by multiple
description coding both at the channel decoding stage and the source decoding stage.

 10.6 Concluding Remarks
We considered various architectures to minimize the average distortion in transmitting
a source over independent parallel channels. Conceptually, we view the overall channel
quality encountered by a system as a two-dimensional random variable where the two axes
correspond to the Shannon mutual information for each channel. As illustrated in Fig. 10-3,
the different architectures considered essentially correspond to systems which perform well
when the channel quality is in a certain part of this two-dimensional mutual information
plane. Thus minimizing the distortion for a given channel model corresponds to choosing an
architecture matched to the shape of the overall channel mutual information distribution.
For on-off channel models, where a channel either fails completely or functions normally,
the overall channel mutual information takes values on the Cartesian product of a finite
set. This shape is well matched to source coding diversity, i.e., MD source coding and
independent channel coding, that exploits diversity at the application layer. Specifically,
in the high SNR regime, it is essential that both channels carry redundant information
so that if one channel fails the signal can still be decoded from the surviving channel.
This forces channel coding diversity to use complete redundancy, and so the distortion
when both channels are on is the same as when only one channel is on. In contrast, source
coding diversity can use only partial redundancy by sending slightly different signals on each
channel. When both channels are on, the differences in the two received descriptions lead to
a higher resolution reconstruction and lower distortion. Therefore, source coding diversity
7

Technically, it would be better to choose σ 2 to be proportional to the right hand side of (10.70) with a
complicated proportionality constant. Since distortion exponent analysis essentially ignores constant factors,
however, we ignore this refinement to simplify the exposition.
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achieves substantially better performance than channel coding diversity as illustrated in
Fig. 10-10.
In contrast, for fading, shadowing, and similar effects, the overall channel mutual information takes on a continuous range of values. This shape is better suited to optimal channel
coding diversity that exploits at the physical layer. Specifically, in the high SNR regime,
optimal channel coding diversity takes advantage of redundancy between the information
transmitted across each channel while source coding diversity with separate decoding cannot. As one of our main results, we showed that for such channels the average distortion
asymptotically behaves as SNR −∆ . In particular, we calculated the distortion exponent
∆ for various architectures and showed that the distortion exponent for optimal channel
coding diversity is strictly better than for source coding diversity.
Finally, we demonstrated that there is no inherent flaw in source coding diversity on
continuous channels. Instead, the inferior distortion exponent of source coding diversity is
due to the sub-optimality of separate source and channel decoding. If joint source-channel
decoding is allowed, source coding diversity achieves the same distortion exponent as optimal
channel coding diversity. Thus, for the non-ergodic channels considered in this chapter,
Shannon’s source-channel separation theorem fails,8 and the best overall performance is
achieved by a joint source-channel architecture using multiple description coding.
Essentially, the architectural implications of our results can be summarized as follows.
Application layer diversity is best for on-off channels, physical layer diversity is best for
continuous-state channels, and (of the limited schemes we considered) joint source-channel
coding achieves the best performance in either regime. Our results provide a way to balance
the cost of choosing a potentially sub-optimal architecture against other concerns such as
implementation complexity, ease of deployment, etc. Finally, our results on joint sourcechannel coding illustrate the price of layering incurred in separating source and channel
coding.
While this chapter explores a variety of architectures, many aspects of the detailed
design, analysis and implementation of such systems remain to be addressed. On the information theory side, determining the best possible average distortion, or at least lower
bounds to the best distortion, would be a valuable step. Similarly, determining the performance for architectures using broadcast channel codes combined with successive refinement
source codes, hybrid digital-analog codes, or other joint source-channel architectures would
be interesting. Also, determining second-order performance metrics beyond the distortion
exponent would be useful in designing practical systems. Some issues of interest in signal
processing and communication theory include developing practical codes achieving the theoretical advantages of joint source-channel decoding, generalizing the results in this chapter
to sources with memory or correlated channels (e.g., as found in multiple antenna systems),
and studying the effect of imperfect channel state information at the receiver. Finally, a
wide array of similar questions arise in a variety of network problems such as relay channels,
multi-hop channels, and interference channels. For network scenarios, both the number of
possible architectures as well as the advantages of sophisticated systems will be larger.

8

We believe that the main value of Shannon’s original source-channel separation theorem was in showing
that bits are a sufficient currency between source and channel coding systems. Thus even though the system
in Section 10.5 has separate encoding and only the decoding is performed jointly, we say that the separation
theorem breaks down because exchanging bits is no longer sufficient. Specifically, such a joint decoding
system would need to pass lists, log-likelihood ratios, or similar information from the channel coding layer
to the source coding layer.
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Chapter 11

Concluding Remarks
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 11.1 Distortion Side Information Models
In the first part of this thesis we focused on dynamics in source coding. Essentially, our
goal was to study scenarios where the relative importance or qualitative notion of distortion
varies throughout the source signal. To do so, we introduced the idea of side information
which affects the distortion measure but is independent of the source. We developed the
theory of such distortion side information and showed that knowing it at the encoder is
often as good as knowing it at both encoder and decoder. Furthermore, we constructed
practical algorithms to exploit such side information using lattices and erasure quantization
codes. If linear complexity erasure quantization codes (such as the ones in Chapter 4) are
used, these constructions require only linear complexity to fully utilize the distortion side
information.
Our results about distortion side information illustrate a new principle for use in lossy
compression. Specifically, in addition to the boundary gain achieved by entropy coding and
the granular gain achieved by choosing a good high-dimensional packing, distortion side
information provides a way to exploit the “modelling gain” of a more accurate distortion
measure. The fact that distortion side information based quantizers require only linear
complexity suggests that this principle is one which can be practically implemented. Beyond
the specific results presented in this thesis, we believe that exploring the role of dynamic
distortion models may lead to a rich set of new possibilities for source coding.
First, while there is a growing understanding of perceptual effects in lossy compression, leveraging such knowledge can be difficult due to the complexity of incorporating it
in classical quantizer design. In contrast, the framework presented in this thesis provides a
clean interface between the tasks of constructing quantizers and investigating the properties of human perception. Biologists, psychologists, and cognitive scientists can debate and
propose distortion side information models while engineers can focus on designing quantizers for generic distortion side information. By having a common interface, scientists
can communicate physiologically meaningful models to engineers and engineers can suggest
computationally attractive model structures for scientists to investigate.
Second, separating the quantizer structure from the detailed distortion model has a
number of practical advantages in compression standards. To facilitate forward and backward compatibility, a common codebook format that supports a variety of distortion side
information models could be standardized without fixing the exact distortion side information model. Then each source encoder could use a potentially different distortion side
information model to produce a bit stream understandable to every decoder without the
need to specify the model details. This would provide an incentive for quantizer designers
to research better distortion models and reap the benefit via proprietary encoders. Alternatively, such a structure would allow constant innovations in the distortion model used at
the encoder without the need to upgrade existing decoders.
Third, there is a growing interest in the interaction of compression with control and
sensing [129, 30, 128, 170, 157, 132]. In such scenarios, it seems plausible that the benefit
of incorporating the dynamics of the source in performing compression may outweigh the
packing gain or boundary gain optimized by traditional quantizers. Specifically, the appropriate notion of distortion may depend on a controller’s current state or on the noise or
nonlinearities present in a sensor’s observations. The corresponding quantizers may need
to combine ideas from classical source coding theory and distortion side information with
real-time structures common in control theory.
While we believe the results in this thesis represent a valuable step forward, many
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open issues remain in realizing the potential benefits of distortion side information. To
crisply illustrate the advantages of the distortion side information framework we focused on
uniform or high-resolution models where the source and side information are independent.
In Sections 2.5.3 and 2.6 we explored the penalty for deviating from these assumptions
and showed that distortion side information is still useful. But a better understanding
of distortion side information in more general scenarios would be valuable. Specifically,
investigating the design of optimal quantizers at finite-resolution (perhaps with a Lloyd-Max
type algorithm), or for non-difference distortion measures would provide a clear practical
benefit. Similarly, exploring the connection between estimation, distortion side information,
and lossy compression may uncover interesting connections between information theory and
control/sensing.

 11.2 Delay
Delay is an essential parameter in real-time systems and has received a great deal of attention in networking research. Much of this research focuses on the important problems of
designing protocols, scheduling algorithms, and routing architectures to minimize latency.
In contrast, relatively little attention has been devoted to understanding the fundamental
limits of delay from a communication theory perspective or developing delay-optimal coding
schemes.
This thesis presents several communication models focused on delay and examines the
associated rate-delay-robustness trade-offs. The resulting analysis yields the fundamental
limits of delay for various scenarios as well as explicit constructions for the corresponding
delay-optimal codes. Such codes may be useful in a number of real-time applications, but
they also illustrate two more general points. First, delay is a parameter like transmit power,
rate, or distortion which can be analyzed and optimized using information theoretic tools.
Second, the decoding delay is intimately connected to the code structure and designing codes
to minimize delay is different from designing codes to maximize minimum distance, product
distance, diversity exponent, etc. Indeed, one of the main contributions of this thesis is to
establish that coding is useful in reducing delay and the appropriate codes must be tailored
to the channel dynamics as opposed to classical block notions of code performance.
We believe these insights will be essential to designing coding schemes for real time
systems for both the idealized models in this thesis as well as more detailed (and less analytically tractable) scenarios encountered in practice. In particular, one can view the burst
correcting theory/codes from Chapters 7 and 8 as one extreme and the theory/codes from
Chapter 9 as another. In practice, we expect that appropriate codes would be constructed
by combining these structures with each other as well as with other structures yet to be
discovered.
For example, one possibility for future work would be to construct a burst correcting
code which meets the optimal burst-delay trade-off in Chapter 7 but also corrects other
non-bursty dynamics with a slightly longer delay. Another possibility would be to consider
a multi-burst adversarial channel where N bursts of length B could occur and analyze the
decoding delay required as a function of the rate. A third possibility would be to require
a code to meet the optimal burst-delay trade-off for bursts of length B and investigate
the delay required if instead a burst of length B0 > B occurs. We believe that studying
such generalizations could yield further interesting random coding structures like the one
in Chapter 7 as well as practical codes such as those in Chapter 8.
At a higher level, we believe that many problem models and heuristic algorithms are
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essentially motivated by delay and formalizing the role of delay may yield interesting results.
For example, multiple description coding is often motivated by citing delay constraints [11,
75,4,133]. It would be interesting to reformulate the classic multiple descriptions problem as
a joint source-channel coding problem with delay constraints and investigate the resulting
solution. We expect that optimal codes may contain aspects of multiple description coding
combined with features of the codes in Chapters 7–9 and in [147, 148, 152].
In some sense, this is the motivation for exploring various diversity architectures in
Chapter 10. In that setting, we consider a delay constraint of zero requiring the source data
transmitted over a parallel channel at time i to be decoded at time i. The main issue is
whether to exploit the inherent diversity of the parallel channel at the physical layer through
channel coding or at the application layer through source coding. We show that the former
is better for continuous state channels, while the latter is better for on-off channels, and a
joint source-channel decoding architecture achieves the best qualities of both.
Thus one advantage of explicitly including delay in problem formulations is that doing so
illustrates the potential advantages of joint source-channel coding in a quantitative manner.
Specifically, when delay is ignored, Shannon’s source-channel separation theorem states that
there is no fundamental loss in optimality by layering separately designed source and channel
coders. In contrast, considering delay illustrates the price of layering by illustrating that
a layered system based on existing source and channel coding ideas performs measurably
worse for either on-off channels or continuous-state channels.
A natural extension to the work in Chapter 10 would be to allow coding over multiple
blocks in time subject to some delay constraint as in Chapter 7 and investigate the performance of various architectures. Another extension would be to consider source and channel
coding in concert with additional network layers and investigate the performance of the
resulting architectures. Using the simplified asymptotic analysis of the distortion exponent
framework may help bridge the gap between networking and information theory discussed
in [56].
Interesting delay-motivated problem formulations are also possible in pure source coding
settings. For example, consider a pair of distributed sensors whose observations are usually
correlated so that multi-terminal source coding techniques such as Wyner-Ziv coding or
Slepian-Wolf coding [46] can be used to reduce the required bit rate. If occasionally the
correlation weakens or disappears for short bursts of time, what are the fundamental limits
of the decoding delay and what types of codes achieve the optimal delay? We conjecture
that it is possible to formulate and solve such problems using techniques analogous to those
in Chapters 7–9.

192

Appendix A

Notation Summary
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The following is a brief summary of the notation used:
Sequences: Sequences are denoted as a variable indexed using brackets: x [i], y [i].
Sub-sequences: A sub-sequence indexed from i to j is denoted by stacking: x [ ji ] =
x [i] , x [i + 1] , . . . , x [j].
Vectors and Matrices: Vectors are denoted using bold face: x, y. When a sequence
is referred to in its entirity it is denoted in bold, but elements of the sequence are
only denoted as bold if the sequence element is a vector Thus, x denotes a sequence,
x [i] denotes a scalar element of a sequence, and x [i] denotes a vector element of a
sequence. Matrices are denoted in uppercase bold: C.
Random Variables: Random variables are denoted in the sans serif font: x, x [i], y [i]
Random Vectors and Matrices: Random vectors are denoted in bold sans serif font:
x [i], y [i]. Random matrices are denoted in uppercase bold sans serif: C.
Vector Components: Vector components are generally denoted using subscripts: x j [i],
xj [i].
Parameters: Parameters or resource constraints a system must satisfy are denoted with
the typewriter font: T, B.
Sets: Calligraphic letters denote sets (e.g., s ∈ S) with | · | denoting the cardinality of its
argument.
Information and Entropy: We denote mutual information and differential entropy as
I(x; y ) and h(x). A related quantity called information debt and denoted I d [i, R|θ] is
defined in (9.9) of Section 9.3.1.
Type Classes: For any length n sequence q [ n1 ], we denote the number of occurrences of
the symbol i as #[q [ n1 ] ∼ i]. In the Information Theory literature, #[q [ n1 ] ∼ i] is
sometimes refereed to as the type of q [ n1 ].
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Distortion Side Information Proofs
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 B.1 Group Difference Distortion Measures Proof
∗
Proof of Theorem 1: Assume that pŝ|s,q
(ŝ|s, q) is an optimal test-channel distribution with
∗
the conditional pŝ|q (ŝ|q). By symmetry, for any t ∈ S, the shifted distribution
∆

∗
t
(ŝ ⊕ t|s ⊕ t, q)
(ŝ|s, q) = pŝ|s,q
pŝ|s,q

(B.1)

must also be an optimal test-channel. Since mutual information is convex in the test-channel
distribution, we obtain an optimal test-channel distribution, p∗∗ , by averaging t over S via
the uniform measure dS (t):
Z
∆
∗∗
t
pŝ|s,q
(ŝ|s, q) =
pŝ|s,q
(ŝ|s, q)dS (t).
(B.2)
S

To prove that the resulting distribution for ŝ given q is independent of q, we will show that
∗∗ (ŝ|q) = p∗∗ (ŝ ⊕ r|q) for any r ∈ S:
pŝ|q
ŝ|q
Z

∗∗
pŝ|s,q
(ŝ|s, q)dS (s)
S
Z Z
t
pŝ|s,q
(ŝ|s, q)dS (t)dS (s)
=
S S
Z Z
∗
pŝ|s,q
(ŝ ⊕ t|s ⊕ t, q)dS (t)dS (s)
=
ZS ZS
∗
(ŝ ⊕ r ⊕ t|s ⊕ r ⊕ t, q)dS (r ⊕ t)dS (s)
pŝ|s,q
=
S S
Z Z
∗
(ŝ ⊕ r ⊕ t|s ⊕ r ⊕ t, q)dS (t)dS (s ⊕ r)
pŝ|s,q
=
S S
Z Z
∗
(ŝ ⊕ r ⊕ t|s ⊕ t, q)dS (t)dS (s)
pŝ|s,q
=

∗∗
pŝ|q
(ŝ|q) =

=

S S
∗∗
pŝ|q
(ŝ ⊕

r|q).

(B.3)
(B.4)
(B.5)
(B.6)
(B.7)
(B.8)
(B.9)

Equation (B.3) follows from Bayes’ law and the fact that ps|q is the uniform measure on S.
The next two lines follow from the definition of p∗ ∗ and pt respectively. To obtain (B.6), we
make the change of variable t → r ⊕ t, and then apply the fact that the uniform measure
is shift invariant to obtain (B.7). Similarly, we make the change of variable s ⊕ r → s to
obtain (B.8).
Note that this argument applies regardless of whether the side information is available
at the encoder, decoder, both, or neither.

 B.2 Binary-Hamming Rate-Distortion Derivations
In this section we derive the rate-distortion functions for a binary source with Hamming
distortion.

 B.2.1 With Encoder Side Information
The rate-distortion function for source independent side information available at the encoder
only is the same as with the side information available at both encoder and decoder. Hence,
we compute R[Q-ENC-W-NULL](D) and R[Q-BOTH-W-NULL](D) by considering the latter case
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and noting that optimal encoding corresponds to simultaneous description of independent
random variables [46, Section 13.3.3]. Specifically, the source samples for each value of q
can be quantized separately using the distribution
(
1 − pq , ŝ = s
pŝ|s,q (ŝ|s, q) =
(B.10)
pq ,
ŝ = 1 − s.
The cross-over probabilities, pq , correspond to the bit allocations for each value of the side
information and are obtained by solving a constrained optimization problem:
R[Q-BOTH-W-NULL](D) =

min

E[d(s,ŝ;q)=D]

N
X
i=1

E[1 − Hb (pq )]

(B.11)

where Hb (·) is the binary entropy function.
Using Lagrange multipliers, we construct the functional
J(D) =

N
X
i=1

pq (i) · [1 + pi log pi + (1 − pi ) log(1 − pi )] + λ

N
X
i=1

pq (i) · [αi + pi βi ].

Differentiating with respect to pi and setting equal to 0, yields
δJ
δpi
pi
log
1 − pi

= pq (i) log
= −λsi

pi
+ λpq (i)βi = 0
1 − pi

(B.12)
(B.13)

2−λβi
.
1 + 2−λβi

pi =

(B.14)

Thus we obtain the rate-distortion functions
R[Q-ENC-W-NULL](D) = R[Q-BOTH-W-NULL](D) = 1 −

N
X
i=1

pq (i) · Hb



2−λβi
1 + 2−λβi



(B.15a)

where λ is chosen to satisfy
N
X
i=1



2−λβi
pq (i) αi + βi ·
1 + 2−λβi



= D.

(B.15b)

 B.2.2 Without Encoder Side Information
When no encoder side information is available, decoder side information is useless. Hence,
the problem is equivalent to quantizing a symmetric binary source with distortion measure
d(s, ŝ) = E[αq + βq · dH (s, ŝ)] = E[αq ] + E[βq ] · dH (s, ŝ).

(B.16)

The rate-distortion function is obtained by scaling and translating the rate-distortion function for the classical binary-Hamming case:


D − E[αq ]
R[Q-NONE-W-NULL](D) = 1 − Hb
(B.17)
E[βq ]
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 B.3 High-Resolution Proofs
Proof of Theorem 3: To obtain R[Q-ENC-W-DEC ](D) we apply the Wyner-Ziv rate-distortion
formula1 to the “super-source” s0 = (s, q) yielding
R[Q-ENC-W-DEC ](D) =

inf

pŝ|s,q (ŝ|s,q)

I(ŝ, q; s|w )

(B.18)

where the optimization is subject to the constraint that E[d(s, v(ŝ, w ); q)] ≤ D for some
reconstruction function v(·, ·). To obtain R[Q-BOTH-W-BOTH](D) we specialize the wellknown conditional rate-distortion function to our notation yielding
R[Q-BOTH-W-BOTH](D) =

inf

pŝ|s,q,w (ŝ|s,q,w)

I(ŝ; s|w , q)

(B.19)

where the optimization is subject to the constraint that E[d(s, ŝ; q)] ≤ D.
Let us define ŝ ∗ as the distribution which optimizes (B.18). Similarly, define ŝw∗ as the
distribution which optimizes (B.19). Finally, define z given q = q to be a random variable
with a conditional distribution that maximizes h(z|q = q) subject to the constraint that
E[d(s, s + z; q)|q = q] ≤ E[d(s, ŝw∗ ; q)|q = q].

(B.20)

Then we have the following chain of inequalities:
∆

∆R(D) = R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D)
∗

= I(ŝ ; q, s|w ) −
∗

= I(ŝ ; q, s|w ) −
∗

≤ I(ŝ ; q, s|w ) −
∗

[h(s|q, w ) − h(s|q, w , ŝw∗ )]
h(s|q, w ) + h(s − ŝw∗ |q, w , ŝw∗ )
h(s|q, w ) + h(s − ŝw∗ |q)

≤ I(ŝ ; q, s|w ) − h(s|q, w ) + h(z|q)

(B.22)
(B.23)
(B.24)
(B.25)

≤ I(s + z; q, s|w ) − h(s|q, w ) + h(z|q)

(B.26)

= h(s + z|w ) − h(s|q, w )

(B.28)

= h(s + z|w ) − h(s + z|w , q, s) − h(s|q, w ) + h(z|q)

(B.27)

= h(s + z|w ) − h(s|w )

(B.29)

lim ∆R(D) = 0.

D→Dmin

(B.21)

(B.30)

Equation (B.25) follows from the definition of z to be entropy maximizing subject to a
distortion constraint. Since z is independent of s and w , the choice ŝ = s +z with v(ŝ, w) = ŝ
is an upper bound to (B.18) and yields (B.26). We obtain (B.29) by recalling that according
to our problem model in (2.2), q and s are independent given w . Finally, we obtain (B.30)
by using the “continuity of entropy” result from [109, Theorem 1].
Note that although the z in [109, Theorem 1] is an entropy maximizing distribution while
our z is a mixture of entropy maximizing distributions, the special form of the density is
not required for the continuity of entropy result in [109, Theorem 1]. To illustrate this, we
show how to establish the continuity of entropy directly for any distortion measure where
D → Dmin ⇒ Var[z] → 0. One example of such a distortion measure is obtained if we
2
choose d(s, ŝ; q) = q · |s − ŝ|r with r > 0 and Pr[q = 0] = 0. Denoting Var [z|w ] as σz|w
1

Some readers may be more familiar with the Wyner-Ziv formula as a difference of mutual informations
(e.g., as in [44]), but the form in (B.18) is equally valid [190] is sometimes more convenient.
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2
and Var [s|w ] as σs|w
and letting N (α) represent Gaussian random variable with variance
α yields
(B.31)
lim sup h(s + z|w ) − h(s|w ) = lim sup h(s + z|w ) − h(s|w )
D→Dmin

σ 2 →0

2
2
)|w )
+ σz|w
= lim sup h(s + z|w ) ± h(N (σs|w
σ 2 →0

2
± h(N (σs|w
)|w ) − h(s|w )

(B.32)

2
2
2
= lim sup D(s|w ||N (σs|w
)) − D(s + z|w ||N (σs|w
+ σz|w
))
σ 2 →0

2
2
2
)|w )
)|w ) − h(N (σs|w
+ σz|w
+ h(N (σs|w

(B.33)

2
2
))
)) − D(s|w ||N (σs|w
≤ D(s|w ||N (σs|w

2
2
2
)|w ) − h(N (σs|w
)|w )]
+ lim sup[h(N (σs|w
+ σz|w
2
σ →0
Z h
i
2
2
2
= lim sup
)|w = w) − h(N (σs|w
)|w = w) dpw (w)
+ σz|w
h(N (σs|w
σ 2 →0

Z 
2
2
2
=
lim sup h(N (σs|w + σz|w )|w = w) − h(N (σs|w )|w = w) dpw (w)

(B.34)
(B.35)
(B.36)

σ 2 →0

= 0.

(B.37)

We obtain (B.33) since for any random variable v , the relative entropy from v to a Gaussian
takes the special form D(v ||N (Var [v ])) = h(N (Var [v ])) − h(v ) [46, Theorem 9.6.5]. To get
(B.34) we use the fact that relative-entropy (and also conditional relative-entropy) is lower
semi-continuous [49]. This could also be shown by applying Fatou’s Lemma [1, p.78] to get
that if the sequences p1 (x), p2 (x), . . . and q1 (x), q2 (x), . . . converge to p(x) and q(x) then
Z
Z
lim inf pi (x) log[pi (x)/qi (x)] ≥ p(x) log[p(x)/q(x)].
Switching the lim sup and integral in (B.36) is justified by Lebesgue’s Dominated Convergence Theorem [1, p.78] since the integrand is bounded for all values of w. In general, this
bound is obtained from combining the technical condition requiring h(s|w = w) to be finite
with the entropy maximizing distribution in (2.20) and the expected distortion constraint
in (2.21) to bound h(s + z|q = q). For scaled quadratic distortions, h(s + z|q = q) can
be bounded above by the entropy of a Gaussian with the appropriate variance. To obtain
(B.37) we first note that Var [z] → 0 implies Var [z|w = w] → 0 except possibly for a set of
w having measure zero. This set of measure zero can be ignored because the integrand is
finite for all w. Finally, for the set of w where Var [z|w = w] → 0, the technical requirement
that the entropy maximizing distribution in (2.20) is continuous shows that the entropy
difference (B.37) goes to zero in the limit.

Proof of Theorem 4: When ∗ ∈ {ENC, BOTH} in (2.23), the encoder can simulate w by generating it from (s, q). When ∗ ∈ {DEC, NONE}, the encoder can still simulate w correctly
provided that w and q are independent. Thus being provided with w provides no advantage
given the conditions of the theorem.
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Proof of Theorem 5: We begin by showing
R[Q-DEC-W-DEC ](D) = R[Q-NONE-W-DEC ](D).

(B.38)

When side information (q, w) is available only at the decoder, the optimal strategy is WynerZiv encoding [190]. Let us compute the optimal reconstruction function v(·, ·, ·) which maps
an auxiliary random variable u and the side information q and w to a reconstruction of the
source:
v(u, q, w) = arg min E[d(ŝ, s; q)|q = q, w = w, u = u]
ŝ

(B.39)

= arg min d0 (q)E[d1 (ŝ, s)|q = q, w = w, u = u]

(B.40)

= arg min E[d1 (ŝ, s)|q = q, w = w, u = u]

(B.41)

= arg min E[d1 (ŝ, s)|w = w, u = u].

(B.42)

ŝ

ŝ

ŝ

We obtain (B.40) from the assumption that we have a separable distortion measure. To get
(B.42) recall that by assumption q is statistically independent of s given w and also q is
statistically independent of u since u is generated at the encoder from s. Thus neither the
optimal reconstruction function, v(·, ·, ·) nor the auxiliary random variable, u, depend on q.
This establishes (B.38).
To show that
R[Q-DEC-W-NONE ](D) = R[Q-NONE-W-NONE](D)

(B.43)

we need w and q to be independent. When this is true, w does not affect anything and the
problem is equivalent to when w = 0 and is available at the decoder. From (B.43) we see
that providing w = 0 at the decoder does not help and thus we establish (B.43). Note that
this argument fails when w and q are not independent since in that case Wyner-Ziv based
on q could be performed and there would be no w at the decoder to enable the argument
in (B.39)–(B.42).
To show that
R[Q-DEC-W-BOTH ](D) = R[Q-NONE-W-BOTH](D)

(B.44)

we note that in this scenario the encoder and decoder can design a different source coding
system for each value of w. The subsystem for a fixed value w ∗ corresponds to source
coding with distortion side information at the decoder. Specifically, the source will have
distribution ps|w (s|w ∗ ), and the distortion side information will have distribution pq|w (q|w ∗ ).
Thus the performance of each subsystem is given by R[Q-DEC-W-NONE ](D) which we already
showed is the same as R[Q-NONE-W-NONE](D). This establishes (B.44).
Finally, to show that
R[Q-DEC-W-ENC ](D) = R[Q-NONE-W-ENC](D)

(B.45)

we require the assumption that q and w are independent. This assumption implies
R[Q-DEC-W-ENC ](D) = R[Q-DEC-W-NONE ](D)

(B.46)

since an encoder without w could always generated a simulated w with the correct distri200

bution relative to the other variables. The same argument implies
R[Q-NONE-W-ENC](D) = R[Q-NONE-W-NONE](D).

(B.47)

Combining (B.46), (B.47), and (B.43) yields (B.45).
Proof of Theorem 6: First we establish the four rate-distortion function equalities implied
by (2.25a). Using Theorem 3 we have
lim R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-DEC](D) ≤

(B.48)

lim R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D)

(B.49)

D→Dmin

D→Dmin

= 0.

(B.50)

Similarly,
lim R[Q-ENC-W-BOTH](D) − R[Q-BOTH-W-BOTH](D) ≤

(B.51)

lim R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D)

(B.52)

D→Dmin

D→Dmin

= 0.

(B.53)

To show that
lim

D→Dmin

R[Q-ENC-W-NONE](D) − R[Q-BOTH-W-NONE](D) = 0

(B.54)

we need q and w to be independent. When this is true, w does not affect anything and
the problem is equivalent to when w = 0 and is available at the decoder and (B.48)–(B.50)
establishes (B.54). Without independence this argument fails because we can no longer
invoke Theorem 3 since there will be no w to make s and q conditionally independent in
(B.29).
To finish establishing (2.25a) we again require q and w to be independent to obtain
lim R[Q-ENC-W-ENC ](D) − R[Q-BOTH-W-ENC ](D) ≤

(B.55)

lim R[Q-ENC-W-NONE](D) − R[Q-BOTH-W-ENC](D) =

(B.56)

lim R[Q-ENC-W-NONE](D) − R[Q-BOTH-W-NONE](D)

(B.57)

D→Dmin
D→Dmin
D→Dmin

=0

(B.58)

where (B.57) follows since the encoder can always simulate w from (s, q) and (B.58) follows
from (B.54).
Next, we establish the four rate-distortion function equalities implied by (2.25b). Using
Theorem 3 we have
lim R[Q-ENC-W-DEC ](D) − R[Q-ENC-W-BOTH](D) ≤

(B.59)

lim R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D)

(B.60)

D→Dmin

D→Dmin

= 0.

(B.61)
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Similarly,
lim R[Q-BOTH-W-DEC ](D) − R[Q-BOTH-W-BOTH](D) ≤

(B.62)

lim R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D)

(B.63)

D→Dmin

D→Dmin

= 0.

(B.64)

To show that
lim

D→Dmin

R[Q-NONE-W-DEC](D) − R[Q-NONE-W-BOTH](D) = 0

(B.65)

we need q and w to be independent and we need the distortion measure to be of the form
d(ŝ, s; q) = d0 (q) · d1 (s − ŝ). When this is true the two rate-distortion functions in (B.65)
are equivalent to the Wyner-Ziv rate-distortion function and the conditional rate-distortion
function for the difference distortion measure E[d0 (q)] · d1 (s − ŝ). Thus we can either apply
the result from [193] showing these rate-distortion functions are equal in the high-resolution
limit or simply specialize Theorem 3 to the case where q is a constant.
To complete the proof, we again require the assumptions that q and w are independent
and that the distortion measure is of the form d(s, ŝ; q) = d0 (q) · d0 (q) · d1 (s − ŝ). We have
lim R[Q-DEC-W-DEC ](D) − R[Q-DEC-W-BOTH ](D) ≤

(B.66)

lim R[Q-NONE-W-DEC ](D) − R[Q-DEC-W-BOTH ](D) =

(B.67)

lim R[Q-NONE-W-DEC ](D) − R[Q-NONE-W-BOTH](D)

(B.68)

D→Dmin
D→Dmin
D→Dmin

= 0.

(B.69)

where (B.68) follows from Theorem 5 and (B.69) follows from (B.65).
Proof of Theorem 7: We note that according to Theorem 4 and Theorem 6 we can focus
solely on the case
R[Q-*-W-NONE](D) − R[Q-*-W-BOTH](D).
(B.70)
When * = NONE, the rate difference in (B.70) is the difference between the classical
rate-distortion function and the conditional rate-distortion function in the high-resolution
limit. Thus the Shannon Lower Bound [109] (and its conditional version) imply that
lim

D→Dmin

R[Q-NONE-W-NONE](D) − R[Q-NONE-W-BOTH](D) = h(s) − h(s|w ).

(B.71)

Similarly, when * = DEC an identical argument can be combined with Theorem 5.
When * = ENC, Theorem 6 implies
R[Q-ENC-W-NONE](D) → R[Q-BOTH-W-NONE](D)
and
R[Q-ENC-W-BOTH](D) → R[Q-BOTH-W-BOTH](D).
To find the asymptotic difference between R[Q-BOTH-W-NONE](D) and R[Q-BOTH-W-BOTH](D)
we note that a separate coding system can be designed for each value of q without loss of
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optimality. The rate difference for knowledge of w for each value of q is then given by an
expression similar to (B.71) and thus the total rate difference is again h(s) − h(s|w ).
Similarly, when * = BOTH an identical argument applies.
Proof of Theorem 8: To simplify the exposition, we first prove the theorem for the relatively
simple case of a one-dimensional source (k = 1) with a quadratic distortion (r = 2). Then
at the end of the proof, we describe how to extend it to general k and r.
We begin with the case where * = NONE. Since Theorems 5 and 6 imply
R[Q-NONE-W-NONE](D) = R[Q-DEC-W-NONE ](D)

(B.72a)

R[Q-ENC-W-NONE](D) → R[Q-BOTH-W-NONE](D) ,

(B.72b)

and
we focus on showing


E[q]
1
.
lim R[Q-BOTH-W-NONE](D) − R[Q-NONE-W-NONE](D) = E ln
D→Dmin
2
q

(B.73)

Computing R[Q-BOTH-W-NONE](D) is equivalent to finding the rate-distortion function
for optimally encoding independent random variables and yields the familiar “water-pouring”
rate and distortion allocation [46, Section 13.3.3]. For each q, we quantize the corresponding
source samples with distortion Dq = E[(s − ŝ)2 ] (or E[||s − ŝ||r ] in the more general case)
and rate Rq (Dq ). The overall rate and distortion then become E[Rq (Dq )] and E[q · Dq ].
Thus to find the rate and distortion allocation we set up a constrained optimization
problem using Lagrange multipliers to obtain the functional
J(D) = E[Rq (Dq )] + λ(D − E[q · Dq ]),

(B.74)

differentiate with respect to Dq , set equal to zero and solve for each Dq . In the highresolution limit, various researchers have shown
Rq (Dq ) → h(s) −

1
log Dq .
2

(B.75)

(e.g., see [109] and references therein). Therefore, it is straightforward to show this process
yields the condition Dq = 1/(2λq) with 2λ = 1/D implying
lim R[Q-BOTH-W-NONE](D) → h(s) −

D→0

1
1
log D + E[log q].
2
2

(B.76)

To compute R[Q-NONE-W-NONE](D), we note that since neither encoder nor decoder
knows q the optimal strategy is to simply quantize the source according to the distortion
d(q, s; ŝ) = E[q] · (s − ŝ)2 to obtain
lim R[Q-NONE-W-NONE](D) → h(s) −

D→0

1
1
log D + log E[q].
2
2

(B.77)

Comparing (B.76) with (B.77) establishes (B.73).
By applying Theorem 4 we see that the case where * = ENC is the same as * = NONE.
Next we consider the case where * = DEC. Since Theorem 6 implies R[Q-*-W-DEC](D) =
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R[Q-*-W-BOTH](D) and R[Q-ENC-W-*](D) → R[Q-BOTH-W-*](D), it suffices to show that


E[q]
lim R[Q-NONE-W-BOTH](D) − R[Q-BOTH-W-BOTH](D) = E log
.
(B.78)
D→Dmin
q
We can compute R[Q-BOTH-W-BOTH](D) by considering a separate coding system for each
value of w . Specifically, conditioned on w = w, computing the rate-distortion trade-off
is equivalent to finding R[Q-BOTH-W-NONE](D) for a modified source, s 0 with distribution
ps 0 (s0 ) = ps|w (s0 |w). Thus we obtain
lim

D→Dmin

R[Q-BOTH-W-BOTH](D) → h(s|w ) −

1
1
log D + log E[q].
2
2

(B.79)

Similarly, we can compute R[Q-NONE-W-BOTH](D) using an analogous conditioning argument
to obtain
lim

D→Dmin

R[Q-BOTH-W-BOTH](D) → h(s|w ) −

1
1
log D + E[log q].
2
2

(B.80)

Comparing these two rate-distortion functions yields (B.78).
By applying Theorem 6 we see that the case where * =

DEC

is the same as * =

BOTH.

This establishes the theorem for k = 1 and r = 2. For general k and r, the only change
is that each component rate-distortion function Rq (Dq ) (B.75) becomes [109, page 2028]
"
 k/r #
k
k
r
k
Rq (Dq ) → h(s) − log Dq − + log
.
(B.81)
r
r
kVk Γ(k/r) r
and a similar change occurs for all the following rate-distortion expressions. Since we are
mainly interested in the difference of rate-distortion functions, most of these extra terms
cancel out and the only change is that factors of 1/2 are replaced with factors of k/r.

 B.4 Finite Resolution Bounds
Before proceeding, we require the following lemma to upper and lower bound the entropy
of an arbitrary random variable plus a Gaussian mixture.
Lemma 9. Let s be an arbitrary random variable with finite variance σ 2 < ∞. Let z
be a zero-mean, unit-variance Gaussian independent of s and let v be a random variable
independent of s and z with vmin ≤ v < vmax . Then
h(s) +

√
1
1
log(1 + vmin ) ≤ h(s + z v ) ≤ h(s) + log(1 + vmax · J(s))
2
2

(B.82)

with equality if and only if v is a constant and s is Gaussian.
Proof. The concavity of differential entropy yields
√
√
√
h(s + z vmin ) ≤ h(s + z v ) ≤ h(s + z vmax ).
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(B.83)

For the lower bound we have
Z

vmin

√
δ
h(s + z τ)dτ + h(s)
δτ
Z0 vmin
√
1
J(s + z τ )dτ + h(s)
=
2
0
Z vmin
p
1
≥
J(z σ 2 + τ)dτ + h(s)
2 0
Z
1 vmin dτ
=
+ h(s)
2 0
σ2 + τ

vmin 
1
= log 1 + 2
2
σ

√
h(s + z vmin ) =

(B.84)
(B.85)
(B.86)
(B.87)
(B.88)

where (B.85) follows from de Bruijn’s identity [46, Theorem 16.6.2], [51, Theorem 14], (B.86)
follows from the fact that a Gaussian distribution minimizes Fisher Information subject to
a variance constraint, and (B.87) follows since the Fisher Information for a Gaussian is the
reciprocal of its variance.
Similarly, for the upper bound we have
Z vmax
√
√
δ
h(s + z τ )dτ + h(s)
h(s + z vmax ) =
(B.89)
δτ
Z0 vmax
√
1
=
J(s + z τ )dτ + h(s)
(B.90)
2
0
√
Z
1 vmax J(s)J(z τ )
√ dτ + h(s)
(B.91)
≤
2 0
J(s) + J(z τ )
Z
1 vmax J(s)dτ
+ h(s)
(B.92)
=
2 0
τ J(s) + 1
1
(B.93)
= log (1 + vmax · J(s))
2
where (B.90) again follows from de Bruijn’s identity, (B.91) follows from the convolution
inequality for Fisher Information [24], [46, p.497], and (B.92) follows since the Fisher Information for a Gaussian is the reciprocal of its variance.
Combining these upper and lower bounds yields the desired result. Finally, the inequalities used in (B.86) and (B.91) are both tight if and only if s is Gaussian.
As an aside we note that Lemma 9 can be used to bound the rate-distortion function
of an arbitrary unit-variance source, s, relative to quadratic distortion. Specifically using
an additive Gaussian noise test-channel ŝ = z + s and combining Lemma 9 to upper bound
h(s + z) with the Shannon Lower Bound [109] yields
h(s) −

1
1
1
log 2πeD ≤ R(D) ≤ h(s) − log 2πeD + log[1 + DJ(s)].
2
2
2

(B.94)

Evidently, the error in the Shannon Lower Bound is at most 21 log[1 + DJ(s)] and the
sub-optimality of an additive Gaussian noise test-channel is at least 21 log[1 + D].
Proof of Theorem 9: Starting with the bound for the rate gap from (B.29), we have
R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D) ≤ h(s + z|w ) − h(s|w )

(B.95)
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Z

[h(s + z|w = w) − h(s|w = w)] pw (w)dw




Z 
D
1
· J(s|w = w)
pw (w)dw
log 1 + min 1,
≤
2
qmin


Z 
J(s|w = w)
D
≤
pw (w)dw
· min 1,
2
qmin


D
J(s|w )
· min 1,
.
=
2
qmin
=

(B.96)
(B.97)
(B.98)
(B.99)

To obtain (B.97) we note that z is a Gaussian mixture and apply Lemma 9. This follows
since, conditioned on q = q, z is a Gaussian with variance E[d(s, ŝ w∗ ; q)] where ŝw∗ was
defined in the proof of Theorem 3 to be the optimal distribution when both encoder and
decoder know the side information. By considering the optimal “water-pouring” distortion
allocation for the optimal test-channel distribution ŝw∗ , it can be demonstrated that if the
distortion is D, then E[d(s, ŝw∗ ; q)] is at most min[1, D/q] for each q.

To develop a similar bound for other distortion measures essentially all we need is an
√
upper bound for the derivative of h(s + τ z) with respect to τ . Since entropy is concave, if
we can compute this derivative for τ = 0 then it will be an upper bound for the derivative
at all τ .
To obtain the desired derivative at τ = 0, we can write
√
√
√
h(s + τ z) = I(s + τ z; τ z) − h(s).

(B.100)

The results of Prelov and van der Meulen [150] imply that under certain regularity conditions
√
√
δ
lim I(s + τz; τ z) = J(s)/2
δτ τ →0+

(B.101)

which provides the desired derivative. Similarly if we rewrite the mutual information in
(B.100) as a relative entropy, then a Taylor series expansion of the relative entropy [94, 2.6]
can be used to establish (B.101) provided certain derivatives of the probability distributions
exist.

Proof of Theorem 10: Starting with the bound for the rate gap from (B.29) in Theorem 3
we have
R[Q-ENC-W-DEC ](D) − R[Q-BOTH-W-BOTH](D) ≤ h(s + z|w ) − h(s|w )
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(B.102)

2
2
2
= D(s|w ||N (σs|w
)) − D(s + z|w ||N (σs|w
+ σz|w
))
2
2
2
)|w )
)|w ) − h(N (σs|w
+ σz|w
+ h(N (σs|w

2
2
2
2
≤ D(s|w ||N (σs|w
)) + h(N (σs|w
+ σz|w
)|w ) − h(N (σs|w
)|w )

=

(B.103)
(B.104)
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Z h
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2
2
2
)|w = w) pw (w)dw
)|w = w) − h(N (σs|w
+ σz|w
h(N (σs|w
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2
σz|w
1
2
≤ D(s|w ||N (σs|w )) +
log 1 + 2
pw (w)dw
2
σs|w
!#
Z "
2
σ
1
2
pw (w)dw
log 1 + max
)) +
≤ D(s|w ||N (σs|w
2
2
σs|w


Z 
2
1
σmax
2
pw (w)dw
≤ D(s|w ||N (σs|w )) +
log 1 + 2
2
σmin


2
1
σmax
2
= D(s|w ||N (σs|w )) + log 1 + 2
.
2
σmin
+

(B.105)
(B.106)
(B.107)
(B.108)
(B.109)

To obtain (B.103)–(B.106) we use the same arguments as in (B.31)–(B.37) plus the additional observation that relative entropy is positive and can be dropped in obtaining (B.104).
Next, we note that there is never any need to choose the variance of the test-channel noise
2
2
2
to be larger than σmax
to get (B.107). Finally, the assumption that σs|w
≥ σmin
yields
(B.108).
To develop a similar bound for other distortion measures, we would use an entropy
maximizing distribution for the appropriate distortion measure in D(s|w ||·) and D(s +
z||w ||·) above.
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Iterative Quantization Proofs
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Proof of Theorem 14: Consider quantizing a random source and choose some c > 0 and let
d be the smallest integer such that at least c·n parity checks have degree at most d. For each
such parity check, the probability that all variables in the check are not erased is at least
(1 − e)d . Hence the probability that the check cannot be satisfied is at least (1/2) · (1 − e) d .
Since there are c · n such checks, the probability that at least one check cannot be satisfied
is
ic·n
h
Pr[encoding failure] ≥ 1 − 1 − (1/2) · (1 − e)d
(C.1)
ic·n
h
≥ 1 − 1 − (1/2 − e/2)d
(C.2)
n
h
io
= 1 − exp c · n ln 1 − (1/2 − e/2)d
(C.3)
n
o
≥ 1 − exp −c · n · (1/2 − e/2)d
(C.4)
= 1 − exp {− exp [ln c + ln n + d ln (1/2 − e/2)]} .

(C.5)

Hence for the probability of decoding failure to become small, d must grow at least logarithmically with n for every c > 0. Note that this argument applies to any parity-check
graph representation of the code.
Proof of Theorem 15: We will show that unique channel decoding is possible if and only if
the matrix equation Mx = y has a solution (where M will be defined shortly). Similarly, we
will show that source quantization is possible for every z if and only if the matrix equation
wM = z has a solution for every z. By demonstrating that both conditions are satisfied if
and only if the same matrix M has rank n, we will prove the desired result.
Assume that all erasures occur in the last |e| positions (i.e., e = 0n−|e| 1|e| ). 1 This
incurs no loss of generality since the coordinates of C can always be permuted accordingly
and the theorem applied to the permuted code and its permuted dual code. Let x represent
the transmitted signal and let y denote the received signal. Optimal decoding corresponds
to finding a vector which is a codeword of C and consistent with the unerased received
values. The requirement that x is a codeword corresponds to the equation Hx = 0 where
H is the parity check matrix of C. The requirement that x is consistent with the received
n−|e|
unerased data corresponds to the equation (In−|e| 0)x = y 1
where It represents a tj
by-t identity matrix and y i represents the sub-vector (yi , yi+1 , . . . , yj ). Thus successful
decoding is possible if and only if the equation
!


n−|e|
In−|e| 0
y1
x=
(C.6)
H
0
has a unique solution. According to well-known properties of linear algebra, uniqueness is
equivalent to the matrix in (C.6) having full column rank (i.e., rank n). Note that existence
of a solution is guaranteed since a codeword was sent and no errors occurred.
Let z represent the source to be quantized with erasure pattern e ⊥ . Since we assumed
that all erasures in e occurred in the last |e| samples, the dual erasure pattern e ⊥ has
all erasures occurring in the first |e⊥ | positions (i.e., e⊥ = 1n−|e| 0|e| ). Optimal decoding
corresponds to finding a vector w which is a codeword of C and consistent with the unerased
1

∆

We use |a| to denote the number of non-zero values in a (i.e., the weight of a) and b c = (b b . . . b).
| {z }
c times
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received values. The former requirement corresponds to the equation vG ⊥ = w where G⊥
is the generator matrix of C ⊥ and v is a binary
 vector
 of appropriate dimension. The latter
requirement corresponds to the equation u I|e⊥ | 0 + w = z where u is a binary vector

chosen to ensure that the first |e⊥ | positions (i.e., the erased positions) match regardless of
w. Thus successful decoding is possible for every z if and only if a solution exists for


 I|e⊥ | 0
=z
(C.7)
u v
G⊥

for every z. According to well-known properties of linear algebra, existence of a solution for
every z is equivalent to the matrix in (C.7) having full column rank (i.e., rank n). Note that
uniqueness of a solution is neither guaranteed not required since quantization is successful
if at least one solution is found.
Noting that G⊥ = H and |e⊥ | = n − |e| completes the proof since these conditions
imply that the matrices in (C.6) and (C.7) are identical.
Proof of Theorem 16: For the algorithm to exit the while loop and reach step 8, every
unerased element of zi must have been erased in step 3 and assigned a reserved message
variable. After a variable is reserved all its checks must be erased. Since checks can never
changed from erased to unerased, a reserved variable can never again be selected in step 2
and thus a variable can never be reserved more than once.
Thus after the while loop, each unerased position in z has a corresponding reserved
variable. Hence there exists an assignment of the message variables which result in a
codeword matching z in the unerased positions. This assignment could be computed via
brute-force by solving he corresponding system of linear equations, but in Theorem 18 we
show that this step can be computed more efficiently.
Proof of Theorem 17: The proof relies on the following invariant for steps 1–7 of both algorithms:
∀j, yj is erased if and only if zj is unerased.
(C.8)

This condition is trivially true before the algorithm begins and forms the base case for a
proof by induction. We assume that (C.8) holds at iteration i of steps 1–7 and show that
it must also hold at iteration i + 1.
First, (C.8) implies that the outcome of step 1 is the same for each algorithm. Next,
since G⊥ = H the tests in step 1 and step 2 of ERASURE-DECODE(H, y) and ERASUREQUANTIZE(G⊥ , z) yield the same result. Finally, at step 3, yj is unerased while zj is
erased. Therefore, by induction, condition (C.8) is true at every iteration and ERASUREDECODE(H, y) fails at step 5 if and only if ERASURE-QUANTIZE(G⊥, z) fails at step 5.
Proof of Theorem 18: The while loop executes at most n times. Therefore step 1 requires at
most O (n) operations. Consider storing the number of variables with exactly one unerased
check in a data structure which supports insertion and removal in constant time (e.g., a
hash table). We can initialize the data structure with O (d · n) operations. Removing an
element in steps 2 and 3 and updating the data structure to account for step 3 requires
O (d) operations. Thus steps 1 through 8 require O (d · n) operations and all that remains
is to bound the running time of step 9.
Denote the first reserved variable by vj(1), the second reserved variable by vj(2) and so
on to vj(|e|) . As described in step 9, we first assign a value to vj(|e|) and work backward.
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Specifically, we set vj(i) to the modulo-2 sum of zj(i) and all message variables connected
to zj(i) (except vj(i) ). This is possible for zj(|e|) since no other reserved variable could be
connected to zj(|e|) .2 Similarly, zj(|e|−1) must be connected to only unreserved variables as
well as perhaps to vj(|e|) and therefore a value can be determined for vj(|e|−1) . Thus, by
induction we can determine every vj .
Adding up the operations computed for each step yields a running time of O (d · n).

2

If zj(|e|) was connected to another reserved variable v, that would imply v was reserved when connected
to zj(|e|) which was unerased as well as z which must also have been unerased. This contradicts step 2 in
ERASURE-QUANTIZE.
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Appendix D

Information/Operational R(D)
Equivalence
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Proposition 3. The information/operational feedforward rate-distortion functions are equal.
Proof. Since the decoder must deterministically produce ŝ [i] from s [ i−1
1 ] and the nR bits
produced by the encoder we have
nR ≥
≥
=

n
X
i=1

n
X
i=1

n
X
i=1

=
≥

n
X

i=1
n
X
i=1

H(ŝ [i] |s [ i−1
1 ])

(D.1)

i
[H(ŝ [i] |s [ i−1
1 ]) − H(ŝ [i] |s [ 1 ])]

(D.2)

i−1
[H(s [i] |s [ i−1
1 ]) − H(s [i] |s [ 1 ] , ŝ [i])]

(D.3)

[H(s [i]) − H(s [i] |s [ i−1
1 ] , ŝ [i])]

(D.4)

[H(s [i]) − H(s [i] |ŝ [i])]

(D.5)

where (D.4) follows since the source is memoryless and (D.5) follows since conditioning
reduces entropy. From this point standard convexity arguments establish that (5.1) is a
lower bound to the average rate.
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Proofs For Burst-Delay Codes
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Proof of Lemma 2: Based on (7.20) there are at most

B
2nc ·R/M · 2nc ·[R/M−M·I(x;y |θ=θB )]/(L−1)

(E.1)

2−nc ·[I(x;y |θ=θG )−] .

(E.2)

possible values for the unknown source components. The correct combination will always be
jointly typical with the bin index. The probability that a particular incorrect combination
of source components is typical is exactly the inverse of the number of possible bin indexes:

Thus the probability that any incorrect combination is jointly typical is at most

B
2nc ·R/M · 2nc ·[R/M−I(x;y |θ=θB )]/(L−1) · 2−nc ·[I(x;y |θ=θG )−] .

(E.3)

Provided R < CB,T − M · , the exponent is strictly less than


CB,T − M
B
B
nc ·
+ (CB,T − M) ·
−
· I(x; y |θ = θB ) − I(x; y |θ = θG ) + 
M
(L − 1)M L − 1
(E.4)

B
B
+ I(x; y |θ = θG ) −
· [I(x; y |θ = θG ) − I(x; y |θ = θB )]
= nc −
L−1
M(B + T)
B
+
· [I(x; y |θ = θG ) − I(x; y |θ = θB )]
L−1

B2
· [I(x; y |θ = θG ) − I(x; y |θ = θB )] − I(x; y |θ = θG )
(E.5)
−
(B + T)M(L − 1)

B
= nc −
L−1


B
B2
B
−
−
(E.6)
+ [I(x; y |θ = θG ) − I(x; y |θ = θB )] ·
L − 1 M(T + B) M(T + B)(L − 1)

B
= nc −
L−1

I(x; y |θ = θG ) − I(x; y |θ = θB )
+B·
· [M(T + B) − (L − 1) − B]
(E.7)
M(T + B)(L − 1)
B
.
(E.8)
= −nc
L−1
Thus for R < CB,T − M · , the probability of error is at most
B

2−nc L−1
which goes to zero asymptotically with nc .
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(E.9)

Appendix F

Proofs for Burst Correcting Code
Constructions
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Proof of Theorem 24: Imagine that a convolutional packet code is constructed from a block
code C using the structure in Fig. 8-2 and consider a burst of length B starting at time
i. Since the resulting convolutional packet code is time invariant, showing that s [i] can
be recovered by time i + T is sufficient to establish the desired result. We do this by
separately considering the k source components sj [i] with j ∈ {0, 1, . . . , k − 1}. Each such
source component is the jth component in a different “diagonal block code” as illustrated
in Fig. F-1.
In general, sj [i] is the jth symbol in w [i + k − 1 − j]. The burst starting at x [i] affects
wj [i + k − 1 − j] through wj+B−1 [i + k − 1 − j] and can be recovered once wj+B [i + k − 1 − j]
through wj+T [i + k − 1 − j] are received by the assumption about the delay C requires to
correct a burst of length B. Since wj+T [i + k − 1 − j] is an element of x [i + T], we have that
sj [i] is recovered with delay T.

x [i − 2] =
x [i − 1] =
x [i] =

s0 [i − 2]
s0 [i − 1]
s0 [i]

s1 [i − 2]
s1 [i − 1]
s1 [i]

s2 [i − 2]
s2 [i − 1]
s2 [i]

x [i + 1] =

s0 [i + 1]

s1 [i + 1]

s2 [i + 1]

x [i + 2] =

s0 [i + 2]

s1 [i + 2]

s2 [i + 2]

x [i + 3] =

s0 [i + 3]

s1 [i + 3]

s2 [i + 3]

x [i + 4] =

s0 [i + 4]

s1 [i + 4]

s2 [i + 4]

s0 [i − 5] ⊕ s2 [i − 3]
s0 [i − 4] ⊕ s2 [i − 2]
s0 [i − 3] ⊕ s2 [i − 1]

s1 [i − 5] ⊕ s2 [i − 4]
s1 [i − 4] ⊕ s2 [i − 3]
s1 [i − 3] ⊕ s2 [i − 2]





s0 [i − 1] ⊕ s2 [i + 1]

s1 [i − 1] ⊕ s2 [i]



s1 [i + 1] ⊕ s2 [i + 2]



s0 [i − 2] ⊕ s2 [i]

s0 [i] ⊕ s2 [i + 2]

s0 [i + 1] ⊕ s2 [i + 3]

s1 [i − 2] ⊕ s2 [i − 1]
s1 [i] ⊕ s2 [i + 1]





(a) A burst starting at time i affects the first two symbols of the constituent diagonal block code starting
with s0 [i].

x [i − 2] =
x [i − 1] =

s0 [i − 2]
s0 [i − 1]

s1 [i − 2]
s1 [i − 1]

s2 [i − 2]
s2 [i − 1]

s0 [i − 5] ⊕ s2 [i − 3]
s0 [i − 4] ⊕ s2 [i − 2]

x [i + 1] =

s0 [i + 1]

s1 [i + 1]

s2 [i + 1]

x [i + 2] =

s0 [i + 2]

s1 [i + 2]

s2 [i + 2]

s0 [i − 2] ⊕ s2 [i]

x [i + 3] =
x [i + 4] =

s0 [i + 3]
s0 [i + 4]

s1 [i + 3]
s1 [i + 4]

s2 [i + 3]
s2 [i + 4]

x [i] =

s0 [i]

s1 [i]

s2 [i]

s0 [i − 3] ⊕ s2 [i − 1]

s0 [i − 1] ⊕ s2 [i + 1]

s0 [i] ⊕ s2 [i + 2]
s0 [i + 1] ⊕ s2 [i + 3]


s1 [i − 5] ⊕ s2 [i − 4]

s1 [i − 4] ⊕ s2 [i − 3]

s1 [i − 3] ⊕ s2 [i − 2]

s1 [i − 2] ⊕ s2 [i − 1]

s1 [i − 1] ⊕ s2 [i]

s1 [i] ⊕ s2 [i + 1]

s1 [i + 1] ⊕ s2 [i + 2]

(b) A burst starting at time i affects the second and third symbols of the constituent diagonal block
code starting with s0 [i − 1].

Figure F-1. Illustration of how a burst on a rate 3/5 convolutinal code affects the constituent interleaved
block codes.

For example, as illustrated in Fig. F-1(a), s0 [i] corresponds to v2 [i + k − 1] in Fig. 8-2
and is encoded with the block
v [i + k − 1] = (s0 [i], s1 [i + 1], s2 [i + 2], . . . , sk−1 [i + k − 1])
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(F.1)

to yield w [i + k − 1]. The burst erases x [i], x [i + 1], . . ., x [i + B − 1], or equivalently the
first B symbols of the constituent block code (i.e., v2 [i+k −1], v2 [i+k −1], . . ., v2 [i+k −1]).
Thus by the assumption about the delay C requires, v2 [i + k − 1] can be recovered once
v2 [i + k − 1], v2 [i + k − 1], . . ., v2 [i + k − 1] are received. Thus, s0 [i] can be recovered once
the unerased packets up to and including s [i + T] are received and s 0 [i] is recovered with
the appropriate delay.
A similar argument follows for s1 [i] as shown in Fig. F-1(b). Specifically, s1 [i] corresponds
to v2 [i + k − 2] in Fig. 8-2 and is encoded with the block
v [i + k − 2] = (s1 [i], s2 [i + 1], s3 [i + 2], . . . , sk−1 [i + k − 2])

(F.2)

to yield w [i + k − 2]. The burst erases v2 [i + k − 2], v2 [i + k − 2], . . ., v2 [i + k − 2]. Thus by
the assumption about the delay C requires, v2 [i + k − 2] can be recovered once v2 [i + k − 2],
v2 [i + k − 2], . . ., v2 [i + k − 2] are received. Thus, s1 [i] can be recovered once the unerased
packets up to and including s [i + T] are received and s1 [i] is recovered with the appropriate
delay.
Thus we see that in general sj [i] is part of a constituent block code with the burst
affecting symbols j through j + B − 1 of the block code. By our assumption about the burst
correcting capabilities of the block code, such bursts can be corrected with the appropriate
delay. So the burst correcting abilities of the block code translate into similar abilities for
the convolutional code.
Proof of Theorem 26: First imagine that a burst of length B = n − k occurs on the second
stream in the code construction in Fig. 8-5 (i.e., the burst affects x2,j ). Since the entire first
stream is received correctly, its effect on the second stream can be computed and subtracted
out. Thus any burst of length n − k on the second stream can be decoded with the required
delay by the argument used for a single link code in Theorem 25.
Next, consider a burst of length B = n − k occurring at time i on the first stream (i.e.,
x1,i , x1,i+1 , . . ., x1,i+B−1 ). Since the source symbols for the second stream are systematically
encoded, the corresponding parity symbols can be computed and subtracted out from x 2,j .
Thus the decoder effectively receives the unerased symbols from the first stream as well as
the linear combination of the parity check symbols output from the top single-link code in
Fig. 8-5 with s1,k−n/2 , s1,k−n/2+1 , . . ., s1,n/2−1 . The unerased symbols in s1,k−n/2 , s1,k−n/2+1 ,
. . ., s1,n/2−1 can be subtracted out of this linear combination.
After these two subtractions, the decoder effectively receives the output of a single-link
code with input s1,0 , s1,1 , . . ., s1,k−n/2−1 except for B “virtually erased” symbols starting
at time i. We use the term virtually erased since these symbols are not truly erased, but
received linearly combined with erased symbols and thus not useful. In any case, the loss of
the virtually erased symbols can be corrected with the required delay using the arguments
from Theorem 25.
Finally, once s1,0 , s1,1 , . . ., s1,k−n/2−1 are decoded, the corresponding parity check symbols for the output of the top single-link encoder in Fig. 8-5 can be computed and subtracted
from the second stream. At this point the second stream contains s1,k−n/2 , s1,k−n/2+1 , . . .,
s1,n/2−1 and thus these symbols are recovered with the appropriate delay.
Proof of Theorem 27: Imagine that a burst occurs on the last stream. Then the data for all
the other streams is correctly received and can be subtracted off. Thus since the single-link
code for the last stream is optimal, the burst can be corrected with the required delay. If
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a burst occurs on any stream j < M, then the data for all streams except j and the last
stream are received and can be subtracted off. The argument to show that the remaining
two streams can be correctly recovered is then the same as for Theorem 26.
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Proofs For Delay Universal Streaming
Codes
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Proof of Lemma 6: We have the following chain of inequalities:
N · nc · R < Id [if , R|θ]
=

if
X

i=is

(G.1)

[nc R − I(x [i] ; y [i] |θ [i])]

(G.2)

 h i h i h i
= (if − is + 1)nc R − I x iifs ; y iifs θ iifs
 h i h i h i
if
if
= (if − is + 1)nc R − I x iifs ; y −∞
θ −∞
 h i h i h i
if
if
θ −∞
≤ (if − is + 1)nc R − I s iifs ; y −∞
i h i h i
 h
if
if
; y −∞
θ −∞
≤ (if − is + 1)nc R − I s ifi−N
s

i h i h i
 h
if
if
< (if − is − N + 1)nc R.
; y −∞
θ −∞
I s if i−N
s

(G.3)
(G.4)
(G.5)
(G.6)
(G.7)

Equations (G.1) and (G.2) follow from the assumption that Id [i, R|θ] > nc RN for is ≤ i ≤ if .
The chain rule for mutual information and the block memoryless structure of the channel
yield (G.3) and (G.4). Equation (G.5) follows from the data processing inequality and (G.6)
follows from the chain rule for mutual information.
Finally, we can consider s [is ], s [is + 1], . . ., s [if − N ] as a message of rate (if − is −
N + 1) · R. Therefore Fano’s inequality combined with (G.7) implies that the decoder can
not recover this message with small probability of error.
Proof of Lemma 7: Consider the greedy channel state sequence θ ∗ where first θ ∗ [is ] is chosen to maximize the information debt when it becomes positive at time i s , next θ ∗ [is + 1] is
chosen to maximize Id [is + 1, R|θ ∗ ], and then θ ∗ [is + 2] is chosen to maximize Id [is + 2, R|θ ∗ ],
etc, until Id [i, R|θ ∗ ] becomes non-positive at time is + T and stays non-positive for at least
the next T times.1 By construction, this choice for θ ∗ [i] maximizes the right hand side of
(9.10).
Without loss of generality, let is = 0, and assume, for the sake of contradiction, that
some code, C, achieves a lower delay than (9.10). Then, with this code, s [0], can be decoded
at or before time T − 1 when Id [T − 1, R|θ ∗ ] = δ > 0. Define the new channel state sequences
0
0
0
θ ∗∗ and θ ∗∗ by letting θ ∗∗ = θ ∗ , θ∗∗ = θ∗ except that θ ∗∗ [T] = θ ∗ [0], θ ∗∗ [T] = θ ∗ [0],
and θ ∗∗ [0] = θ ∗ [T]. The relationships between these channel state sequences and others we
define shortly are illustrated in Table G.1.
Table G.1. The relationship between various channel state sequences used in the proof. Sequences without
the prime symbol (0 ) are elements of Θ, while those with primes may not be in Θ, but must be decodable
with delay no more than the corresponding unprimed sequence.

θ∗
θ∗∗
0
θ∗∗
θ∗∗∗
0
θ∗∗∗
1

=
=
=
=
=

θ ∗ [−1]
θ ∗ [−1]
θ ∗ [−1]
θ ∗ [−1]
θ ∗ [−1]

θ ∗ [0]
θ ∗ [1]
θ ∗ [T]
θ ∗ [1]
∗
θ [0]
θ ∗ [1]
∗
∗
θ [T] θ [T + 1]
θ ∗ [0]
θ ∗ [1]

θ ∗ [2]
θ ∗ [2]
θ ∗ [2]
θ ∗ [2]
θ ∗ [2]

...
...
...
...
...

θ ∗ [T − 1]
θ ∗ [T − 1]
θ ∗ [T − 1]
θ ∗ [T − 1]
θ ∗ [T − 1]

θ ∗ [T] θ ∗ [T + 1]
θ ∗ [0] θ ∗ [T + 1]
θ ∗ [0] θ ∗ [T + 1]
θ ∗ [0]
θ ∗ [1]
∗
θ [0]
θ ∗ [1]

θ ∗ [T + 2]
θ ∗ [T + 2]
θ ∗ [T + 2]
θ ∗ [T + 2]
θ ∗ [T + 2]

θ ∗ [T + 3]
θ ∗ [T + 3]
θ ∗ [T + 3]
θ ∗ [T + 3]
θ ∗ [T + 3]

If it is not possible to choose θ in a permutation invariant set such that I d [i, R|θ] stays non-positive for
at least T times, then it is possible to show that Id [i, R|θ] eventually becomes bounded away from 0 and the
decoding delay grows to infinity.
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0

Note that while θ∗∗ ∈ Θ by the permutation invariance of Θ, technically θ ∗∗ may not
be in Θ. However, since s [0] can be decoded before time T, to the decoder it is as if s [0] is
0
known perfectly by time T and hence the decoding delay for the state sequence θ ∗∗ must
be no greater than for θ ∗∗ . Specifically, the decoder must be able to recover s [1] by time
T + 1. Furthermore, since θ ∗ [0] was chosen to maximally increase the information debt
while θ ∗ [T + 1] was chosen to not increase it,
I (x [T + 1] ; y [T + 1] |θ ∗ [T + 1]) − I (x [0] ; y [0] |θ ∗ [0]) > δ
0

and hence Id [T + 1, R|θ ∗∗ ] must be at least 2δ.
0
Next, define the new channel state sequences θ ∗∗∗ , θ∗∗∗ by letting θ ∗∗∗ = θ∗∗ , and
0
0
0
θ ∗∗∗ = θ ∗∗ , except that θ ∗∗∗ [T + 1] = θ ∗ [1], θ ∗∗∗ [T + 1] = θ ∗ [1], and θ ∗∗∗ [1] = θ ∗ [T + 1].
0
Once again, θ∗∗∗ may not be in Θ, but θ∗∗∗ is in Θ, and the decoding delay for these two is
equivalent since we have already shown s [0] is recovered by time T − 1 and s [1] is receovered
by time T. Also, using similar reasoning as before, since θ ∗ [1] was chosen to maximally
increase the information debt while θ ∗ [T + 2] was chosen to not increase it,
I (x [T + 2] ; y [T + 2] |θ ∗ [T + 2]) − I (x [1] ; y [1] |θ ∗ [1]) > 0
0

and hence Id [T + 2, R|θ ∗∗∗ ] must still be at least 2δ.
We can continue this pattern to construct the sequences,
(
θ ∗ [i mod T] , 0 ≤ i ≤ T + q − 2
q0
θ ∗ [i] =
θ ∗ [i] ,
otherwise
and


∗

θ [i − T] ,
q
θ ∗ [i] = θ ∗ [i + T] ,

 ∗
θ [i] ,

T≤i≤T+q−2
0≤i≤q−2
otherwise.

(G.8)

(G.9)

The latter sequence is an element of Θ and requires decoding delay at most T − 1 by
assumption. Furthermore, we can show by induction that


q−1
∗q 0
Id [T + q − 2, R|θ ] >
δ.
2T
Choose q such that d(q − 1)/(2T)e > RT/δ, and consider when s [q − 1] can be decoded
q0
for the channel state sequence θ ∗ . By induction on our previous arguments, we can show
∗
∗0
that the decoding delay for θ q is no greater than for θ q . Hence, the decoding delay is
T − 1 and s [q − 1] can be recovered by time T + q − 2. But the information debt at time
T + q − 2 is at least RT, and according to Lemma 6, s [q − 1] can not be decoded at or before
time T + q − 2. Therefore, it is impossible for any code to correct all patterns in Θ with
delay less than T, and the proof is complete.
Proof of Theorem 31: By assumption the random walk defined in (9.29) will satisfy the
requirements for Wald’s Identity, (9.30). Taking the derivative with respect to r of both
sides of (9.30) and evaluating the result as r → 0 yields
E[w [t]] = E[v ]E[t].

(G.10)
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By construction, the random walk ends at time t when w [t] drops below −I d [is , R|θ] so
E[v ]E[t] = E[w [t]] ≤ −Id [is , R|θ]
−Id [is , R|θ]
E[t] ≥
E[v ]

(G.11)
(G.12)

where the inequality changes direction due to division by E[v ] which is negative since
R < E[I (x; y )]. Substituting the definitions of v (9.28) and Id [i, R|θ] (9.9), and taking the
expectation of Id [is , R|θ] conditioned on the fact that Id [i, R|θ] becomes positive at time
i = is then yields the first term in (9.31).
Next we note that w [t − 1] > −Id [is , R|θ] by definition and therefore
w [t] = w [t − 1] + v [t] > −Id [is , R|θ] + min v .
Substituting this bound into Wald’s Identity and preceding as before yields the second term
in (9.31).

Proof of Theorem 32: We begin by taking the second derivative with respect to r of Wald’s
Identity, (9.30), and evaluating the result as r → 0:
E{w [t]2 − 2t · w [t] · E[v ] + t 2 · E[v ]2 − t · VAR[v ]} = 0.
Performing some simple algebra yields
E[t 2 ] · E[v ]2 ± E[t]2 · E[v ]2 = −E[w [t]2 ] ± E[w [t]]2
2

2

VAR[t] · E[v ] + 2(E[v ] · E[t])

2

VAR[t] · E[v ] + (E[v ] · E[t])
2

+2E[t · w [t]] · E[v ] + E[t] · VAR[v ]

= −VAR[w [t]] − E[w [t]]2

+2E[t · w [t]] · E[v ] + E[t] · VAR[v ]

= −VAR[w [t]] + 2E[t · w [t]] · E[v ] + VAR[v ] · E[t]

where the last line follows from (G.10).
Next we obtain the following sequence of inequalities
VAR[w [t]]
2 · E[t · (Id [is , R|θ] + min v )] VAR[v ]
VAR[t]
≤ −2E[t] −
+
+
2
E[t]
E[v ] · E[t]
E[v ] · E[t]
E[v ]2
2 · Id [is , R|θ]
VAR[w [t]]
2 · Id [is , R|θ] + min v
VAR[v ]
VAR[t]
≤−
−
+
+
E[t]
E[v ]
E[v ]2 · E[t]
E[v ]
E[v ]2
VAR[v ] min v
+
.
≤
E[v ]2
E[v ]

(G.13)
(G.14)
(G.15)

We obtain (G.13) by noting that w [t]/E[v ] ≤ (Id [is , R|θ] + min v )/E[v ]. Using (G.12)
yields (G.14) and (G.15) follows from the obvious fact that −VAR[w [t]] ≤ 0. Substituting
the appropriate quantities completes the proof.
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Proof of Theorem 33: Starting from (9.30) we have the following chain of inequalities:
1 = E[exp(r · w [t] − t · γ(r))]

(G.16)

≥ E[exp(r · w [t] − t · γ(r))|t > T] · Pr[t > T]

≥ exp(r · w [t] − T · γ(r)) · Pr[t > T],

Pr[t > T] ≤ exp(−r · w [t] + T · γ(r)),

r<r

r < r∗

∗

(G.17)
(G.18)
(G.19)

where (G.18) follows since γ(r) < 0 for r < r ∗ by the definition of r ∗ and the assumption
that R < E[I (x; y )]. We obtain (9.33) by noting that
w [t] ≥ w [t − 1] + min v ≥ −Id [is , R|θ] + min v.

(G.20)

To obtain (9.34), we again start from (9.30) and use the following chain of inequalities:
1 = E[exp(r · w [t] − t · γ(r))]

(G.21)

≥ E[exp(r · w [t] − t · γ(r))|t < T] · Pr[t < T]

≥ exp(r · w [t] − T · γ(r)) · Pr[t < T],

Pr[t < T] ≤ exp(−r · w [t] + T · γ(r)),

r<r

∗

r>r

∗

(G.22)
(G.23)
(G.24)

where (G.23) follows since γ(r) > 0 for r > r ∗ by the definition of r ∗ and the assumption
that R < E[I (x; y )]. We obtain (9.34) by again using (G.20).
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Appendix H

Distortion Exponent Derivations
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 H.1 Distortion Exponent For Selection Channel Coding Diversity
Proof of Theorem 35: The minimum expected distortion for such a scheme is computed as
follows:
E[D] = min Pr {max [I (x1 ; y1 ), I (x2 ; y2 )] < R(D)}
D

+ Pr {max [I (x1; y1 ), I (x2 ; y2 )] ≥ R(D)} · D

(H.1)

= min FeI (exp R(D))2 + [1 − FeI (exp R(D))2 ] · D
D


−p
−p
≈ min c2 D β SNR−2p + 1 − c2 D β SNR−2p · D

(H.2)
(H.3)

D

≈ min c2 D

−p
β

D

SNR−2p + D.

(H.4)

Differentiating and setting equal to zero yields
∗

D = SNR

−2pβ
p+β

·



β
pc

 −pβ
p+β

and thus

(H.5)

−2pβ

E[D] ≈ CSEL−CCDIV SNR p+β

(H.6)

where CSEL−CCDIV is a constant independent of SNR.

 H.2 Distortion Exponent For Multiplexed Channel Coding Diversity
Proof of Theorem 36: The minimum expected distortion for such a scheme is computed as
follows:
E[D] = min Pr {min [I (x1 ; y1 ), I (x2 ; y2 )] < R(D)}
D

+ Pr {min [I (x1; y1 ), I (x2 ; y2 )] ≥ R(D)} · D

(H.7)
2

2

= min 2FeI (exp[R(D)/2]) − FeI (exp[R(D)/2]) + [1 − FeI (exp[R(D)/2])] · D (H.8)
D
2

−p
−p
−p
(H.9)
≈ min 2cD 4β SNR−p − c2 D 2β SNR−2p + 1 − cD 4β SNR−p · D
D

−p

≈ min 2cD 4β SNR−p + D

(H.10)

D

Differentiating and setting equal to zero yields the optimizing distortion
∗

D = SNR

−4pβ
p+4β

·



2β
pc

 −4β

and thus

p+4β

−4pβ

E[D] ≈ CMPX−CCDIV SNR p+4β
where CMPX−CCDIV is a constant independent of SNR.
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(H.11)

(H.12)

 H.3 Distortion Exponent for Optimal Channel Coding Diversity
Before proving Theorem 37 we require the following lemma characterizing the mutual information for the parallel channel in terms of probability distribution for each sub-channel.
Lemma 10. Let
I (x; y) = I (x1 ; y1 ) + I (x2 ; y2 )
be the mutual information for the total channel and assume that the density and distribution
for each sub-channel is given by. (10.43) and (10.44) If we define the cumulative distribution
function for exp I (x; y) as FeI0 +I1 (t) then


p 
t
1
2
FeI0 +I1 (t) ≈ pc
(H.13)
ln t −
p
SNR2
in the sense that the ratio of these quantities goes to 1 as SNR → ∞.
Proof. Note that for any random variable, θ with density fθ (t), we have
feθ (t) = fθ (ln t)/t and fθ (t) = feθ (et ) · et .

(H.14)

Therefore we can obtain the desired result by computing the pdf, f I0 +I1 (t), via convolution,
and applying (H.14):
Z t
fI (τ ) · fI (t − τ )dτ
(H.15)
fI0 +I1 (t) =
0
Z t
=
eτ feI (eτ ) · et−τ feI (et−τ )dτ
(H.16)
0
Z t
epτ
ep(t−τ )
cp
dτ
(H.17)
≈
p · cp
SNR
SNRp
0
Z
t
ept
= c2 p2
dτ
(H.18)
SNR2p 0
ept
= c2 p2 t
(H.19)
SNR2p
Z t
(H.20)
feI0 +I1 (τ )dτ
FeI0 +I1 (t) =
Z

−∞
t

fI0 +I1 (ln τ )
dτ
τ
−∞
Z t
c2 p2
τ p−1 · ln τ dτ
≈
2p
SNR
1


tp
1
tp ln t
c2 p2
− 2+ 2
·
=
p
p
p
SNR2p

p 

t
1
≈ pc2
ln t −
2
p
SNR

=

(H.21)
(H.22)
(H.23)
(H.24)

where (H.17) follows from the high SNR approximation in (10.43), (H.22) follows from
substituting (H.19) into (H.21) and noting that since I (x; y) is positive then fI0 +I1 (ln t) is
non-zero only for t > 1, and the final line follows from noting that the last parenthesized
term in (H.23) is negligible at high SNR.
229

Proof of Theorem 37: To compute the minimum average distortion we have
E[D] = min Pr[I (x1 ; y1 ) + I (x2 ; y2 ) < R(D)] + {1 − Pr[I (x1 ; y1 ) + I (x2 ; y2 ) < R(D)]} · D
D

(H.25)
= min FeI0 +I1 (exp R(D)) + [1 − FeI0 +I1 (R(D))] · D
D
"
−p
−p
p !
2β
2β
2β
1
D
D
2
2 D
−β ln D − +
≈ min pc
+ 1 − pc
2p
D
p
p
SNR
SNR2p

−β ln D −

(H.26)
p !#

1 D 2β
+
p
p

·D

(H.27)
≈ min pc2
D

−p
2β

D
SNR2p

−β ln D −

p
2β

1 D
+
p
p

!

+ D.

(H.28)

By noting that the parenthesized term in (H.28) is between 1/p and (1 + e−1 )/p when
D < exp −(1/pβ), we obtain
−p

−p

2β
D 2β
−1 2 D
+
D
/
E[D]
/
min
(1
+
e
)c
+ D.
min c
D
D
SNR2p
SNR2p

2

(H.29)

Differentiating the lower bound and setting equal to zero yields the optimizing distortion
D ∗ = SNR

−4pβ
p+2β

·



c2 p
2β

−2β
 p+2β

.

(H.30)

Substituting (H.30) into (H.29) yields
−4pβ

−4pβ

CLB · SNR p+2β / E[D] / CUB · SNR p+2β

(H.31)

where CLB and CUB are terms independent of SNR. Hence we conclude that the distortion
exponent is
∆OPT−CCDIV = (4pβ)/(p + 2β).
(H.32)
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 H.4 Distortion Exponent for Source Coding Diversity
Proof of Theorem 38: For small D0 and D1 , the average distortion is
E[D] = min Pr[I (x1 ; x2 ) < Rmd (D0 , D1 )/2]2
D0 ,D1

+ 2 Pr[I (x1 ; x2 ) < Rmd (D0 , D1 )/2] · Pr[I (x1 ; x2 ) ≥ Rmd(D0 , D1 )/2] · D1
+ Pr[I (x1 ; x2 ) ≥ Rmd (D0 , D1 )/2]2 · D0

= min FeI (exp Rmd (D0 , D1 )/2)

(H.33)

2

D0 ,D1

+ 2 · FeI (exp Rmd (D0 , D1 )/2) · [1 − FeI (exp Rmd (D0 , D1 )/2)] · D1
+ [1 − FeI (exp Rmd (D0 , D1 )/2)]2 · D0

(H.34)

c2
exp {p · Rmd (D0 , D1 )}
D0 ,D1 SNR2p
np
o h
np
oi
c
c
exp
·
R
(D
,
D
)
·
1
−
exp
·
R
(D
,
D
)
· D1
+2
0
1
0
1
md
md
SNRp
2
SNRp
2
h
np
oi2
c
+ 1−
(H.35)
· D0
· Rmd (D0 , D1 )
p exp
SNR
2
np
o
c2
c
exp
·
R
(D
,
D
)
· D1 + D0 .
≈ min
exp
{p
·
R
(D
,
D
)}
+
2
0
1
0
1
md
md
p
D0 ,D1 SNR2p
SNR
2
(H.36)

≈ min

Substituting the bounds from (10.30) into (H.36) yields
c2
E[D] / min
D1 ,D0 SNR2p
c2
E[D] ' min
D1 ,D0 SNR2p




1
2D1 D0
1
4D1 D0




p
2β

p
2β

2c
+
SNRp
2c
+
SNRp




1
2D1 D0
1
4D1 D0




p
4β

p
4β

· D1 + D0

(H.37a)

· D1 + D0

(H.37b)

where (H.37b) requires D0 → 0 and (H.37a) also requires D1 → 0.
When p ≥ 4β then (H.37) increases as D1 becomes small. Hence in this regime the
optimal choice for D1 approaches a constant bounded away from zero. If the low distortion formula for the lower bound is used, then the optimal choice for D 1 approaches one.
Technically, however, for D1 ≥ 1/2 the rate required is given by (10.26b) not (10.26a), so
there is no excess rate in multiple description coding [71,76] and the optimal D1 for p ≥ 4β
approaches 1/2 using (10.26b). In any case, regardless of whether D1 = 1/2 or D1 = 1 or
some other intermediate value, when p ≥ 4β, average distortion is minimized by choosing
D1 to be large. Thus for p ≥ 4β, the optimal multiple description system essentially degenerates into the channel multiplexing scheme analyzed in Section 10.4.4 and achieves the
same distortion exponent (although with a slightly different constant factor term).
When p < 4β, we can find the optimal value for D1 by differentiating the lower bound
with respect to D1 and setting equal to 0 to obtain
D1∗

=



4β − p
cp

 −4β

4β−p

−4βp

4β

· SNR 4β+p · (4D0 )−1+ 4β+p , p < 4β.

(H.38)
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For the case when p < 4β, substituting (H.38) into (H.37b) yields
−2p

−8pβ

E[D] ' C · D04β+p · SNR 4β+p + D0 for p < 4β

(H.39)

where C is a constant independent of SNR and D0 . Differentiating with respect to D0 and
setting the result equal to zero yields the optimal value for D0 :

−8βp
C 0 · SNR 4β+3p
, p < 4β
∗
D0 =
(H.40)
−4βp
C 00 · SNR 4β+p , p ≥ 4β

from which we conclude
CLB · SNR

− max

h

8βp
, 4βp
4β+3p 4β+p

i

/ E[D] / CUB · SNR

− max

h

8βp
, 4βp
4β+3p 4β+p

i

(H.41)

where the max occurs since multiple description coding essentially degenerates into channel
multiplexing with a better constant factor when p ≥ 4β.

 H.5 Distortion Exponent for Source Coding Diversity with Joint Decoding
Computing the exact rates required to guarantee successful encoding in (10.65) is generally
difficult, thus we focus on the high resolution limit in the following Lemma.

Lemma 11. Let s be a source with finite variance and finite entropy power. Then in the
high resolution limit, choosing
R > h(s) − (1/2) log 2πeσ 2

(H.42)

asymptotically satisfies (10.65) and guarantees successful encoding.

Proof. Proving the claim requires showing that


1
2
lim I(s; ŝj ) − h(s) − log 2πeσ = 0
Dj →0
2
and

for j ∈ {0, 1}

(H.43)



1
lim I(s; ŝ1 ŝ2 ) + I(ŝ1 ; ŝ2 ) − 2 h(s) − log 2πeσ 2 = 0.
Dj →0
2

(H.44)

The former follows from the fact that the Shannon Lower Bound is asymptotically
tight [109]. In the interest of completeness, however, we define ∆R as left hand side of
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(H.43) and summarize the argument showing that it goes to zero:


1
∆
2
∆R = lim I(s; ŝj ) − h(s) − log 2πeσ
Dj →0
2


1
2
log
2πeσ
= lim h(s + nj ) − h(s + nj |s) − h(s) −
Dj →0
2


1
2
= lim h(s + nj ) − h(nj ) − h(s) − log 2πeσ
Dj →0
2

(H.45)
(H.46)
(H.47)

= lim h(s + nj ) − h(s)

(H.48)

= 0.

(H.49)

Dj →0

Equations (H.46) and (H.47) follow from the choice of the conditional distribution ŝj = s +nj
where nj is independent of s. The key step in going from (H.48) to (H.49) is the “continuity”
property of differential entropy [109, Theorem 1] which is the main tool in obtaining many
high-resolution source coding results.
A similar chain of equalities establishes (H.44). Specifically, if we define the right hand
side of (H.44) as ∆2R then we obtain


1
∆
2
∆2R = lim I(s; ŝ1 ŝ2 ) + I(ŝ1 ; ŝ2 ) − 2 h(s) − log 2πeσ
(H.50)
Dj →0
2


1
(H.51)
= lim h(ŝ1 ŝ2 ) − h(ŝ1 ŝ2 |s) + h(ŝ1 ) − h(ŝ1 |ŝ2 ) − 2 h(s) − log 2πeσ 2
Dj →0
2


1
2
= lim h(ŝ1 ) + h(ŝ2 ) − h(ŝ1 |s) − h(ŝ2 |s) − 2 h(s) − log 2πeσ
(H.52)
Dj →0
2
= lim 2 · ∆R

(H.53)

=0

(H.54)

Dj →0

where (H.53) follows by noting that (H.52) is simply twice (H.45), and hence (H.54) follows
from (H.49).

In the sequel, we require the following Lemma which states that, in the high resolution
limit, the two descriptions, ŝ1 and ŝ2 , only differ in half a bit per sample. This close relationship between the two descriptions enables the joint decoder to approach the performance
of parallel channel coding with a single description.

Lemma 12. If the rate is chosen according to (H.42), specifically, if the difference between
the two sides is , then
1
lim I(ŝ1 ; ŝ2 ) − R ≥ − log 2 − .
(H.55)
Dj →0
2
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Proof. We have the following chain of inequalities:
lim I(ŝ1 ; ŝ2 ) − R = lim h(s + n1 ) − h(s + n1 |s + n2 ) − R

Dj →0

Dj →0

(H.56)

= lim h(s + n1 ) − h(n1 − n2 |s + n2 ) − R

(H.57)

≥ lim h(s + n1 ) − h(n1 − n2 ) − R

(H.58)

Dj →0

Dj →0

1
log 4πeσ 2 − R
Dj →0
2
1
= lim h(s + n1 ) − h(n1 ) − log 2 − R
Dj →0
2
1
= lim I(ŝ1 ; s) − R − log 2
Dj →0
2


1
1
= lim I(ŝ1 ; s) − h(s) − log 2πe +  − log 2
Dj →0
2
2
1
= lim ∆R − log 2 − 
Dj →0
2
1
= − log 2 − .
2
= lim h(s + n1 ) −

(H.59)
(H.60)
(H.61)
(H.62)
(H.63)
(H.64)

Most of the arguments follow from well-known properties of mutual information and entropy.
Equation (H.64) follows from Lemma 11.
Proof of Theorem 40: If we choose σ 2 as in (10.70), the expected distortion is at most the
distortion when both descriptions are successfully decoded times the probability that both
descriptions are not decoded. Hence, applying Theorem 39 yields
E[D] ≤

σ2
· Pr[E] + Pr[E c ]
2

(H.65)

where E denotes the event that both descriptions can be decoded as defined in (10.66) and
E c is the complement of E. Note that since Pr[E] ≤ 1, the first term on the right hand side
of (H.65) is proportional to SNR−∆OPT−CCDIV by construction due to our choice of σ 2 in
(10.70). Therefore, to prove the Theorem, we need to bound the second term, Pr[E c ].
If we let E[i, j] (with i, j ∈ {1, 2}) denote the event that the first max operation in E
returns the ith argument while the second max operation in E returns the jth argument,
then we can express the second term in (H.65) as
Pr[E c ] = Pr[E c ∩ E[1, 1]|E[1, 1]] Pr[E[1, 1]] + Pr[E c ∩ E[1, 2]|E[1, 2]] Pr[E[1, 2]]

+ Pr[E c ∩ E[2, 1]|E[2, 1]] Pr[E[2, 1]] + Pr[E c ∩ E[2, 2]|E[2, 2]] Pr[E[2, 2]]. (H.66)

To prove the theorem, it is sufficient to show that for every  > 0, there exists a constant
ci,j such that
Pr[E c |E[i, j]] Pr[E[i, j]] ≤ ci,j · SNR−∆OPT−CCDIV
for large enough SNR.
Conditioned on E[1, 1], both I (x1 ; y1 ) > R/β and I (x2 ; y2 ) > R/β, so both channels are
good enough to decode each description separately. Thus Pr[E c |E[1, 1]] = 0, and therefore
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Pr[E c |E[1, 1]] Pr[E[1, 1]] = 0 as well. This takes care of the first term in (H.66).

Next we consider the second term of (H.66). Conditioned on E[1, 2], only I (x1 ; y1 ) > R/β
while I (x2 ; y2 ) < R/β and only description 1 can be decoded separately. Description 2 can
be decoded jointly provided that I (x2 ; y2 ) ≥ R/β − I(ŝ1 ; ŝ2 )/β. By applying Lemma 12, this
condition becomes I (x2 ; y2 ) > (log 2)/(2β) in the high-resolution limit, therefore


log 2
c
Pr[E |E[1, 2]] Pr[E[1, 2]] ≈ Pr I (x2 ; y2 ) ≤
· Pr[E[1, 2]]
(H.67)
2β
1 !p
2 2β
· Pr[E[1, 2]]
(H.68)
≈c·
SNR
1 !p
2 2β
≤c·
· Pr[I (x2 ; y2 ) < R/β]
(H.69)
SNR

p
1 !p
h(s)
exp β
2 2β

· c ·  1/β
≈c·
(H.70)
SNR
σ SNR

p
2p
1
h(s)
2
−2p
(H.71)
= SNR
· SNR p+2β · c 2 2β exp
β


−4pβ
1
h(s) p
2
p+2β
2β
(H.72)
= SNR
· c 2 exp
β
where in going from (H.69) to (H.70) we replaced R with h(s) − (1/2) log 2πeσ 2 and recalled
that we assumed exp[2h(s)] = 2πe just after (10.23).

Thus, for some constant CSCDIV−JD , and every  > 0, there exists an SNR large enough
such that
− 4pβ
Pr[E c |E[1, 2]] Pr[E[1, 2]] ≤ SNR p+2β · CSCDIV−JD
(H.73)
and

4pβ

Pr[E c |E[2, 1]] Pr[E[2, 1]] ≤ SNR− p+2β · CSCDIV−JD .

(H.74)

A similar analysis works for the third term of (H.66).

Finally, we consider the last term in (H.66). Conditioned on E[2, 2], both I (x1 ; y1 ) < R/β
and I (x2 ; y2 ) < R/β, so neither channels is good enough for separate decoding. Successful
joint decoding requires
I (x1 ; y1 ) + I (x2 ; y2 ) > [2R − I(ŝ1 ; ŝ2 )] /β.

(H.75)
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and therefore
Pr[E c ∩ E[2, 2]|E[2, 2]] = Pr [I (x1 ; y1 ) + I (x2 ; y2 ) ≤ 2R/β − I(ŝ1 ; ŝ2 )/β]
(H.76)


log 2
(H.77)
/ Pr I (x1 ; y1 ) + I (x2 ; y2 ) ≤ R/β −
2β
 1
p


h(s)
2β exp
2
h(s) log 2πeσ 2 log 2 1
2β 
2
≈ pc
(H.78)
−
+
−
·
2β
2β
2β
p
σ 1/β SNR2


1
h(s)
h(s) log 2πeσ 2 log 2 1
−p/β
−2p
2β
=σ
· SNR
· 2 · exp
·
−
+
−
2β
2β
2β
2β
p
(H.79)
−2p2

2

0
· SNR
≈ SNR p+2β −2p · CSCDIV−JD

= SNR

4pβ
− p+2β

0
· CSCDIV−JD

(H.80)
(H.81)

where (H.77) follows since Lemma 12 implies
2R − I(ŝ1 ; ŝ2 ) ≤ R −

1
log 2 + ,
2

(H.82)

0
 is a quantity which can be made arbitrarily small, and CSCDIV−JD
is some constant
independent of SNR.
The above results combined with ∆OPT−CCDIV = 4pβ/(p+2β) proves the desired result.
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