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Motivation

New replication algorithm to tolerate Byzantine
fault 1n asynchronous environment.

Allows f faulty processes, n> 3f.

Safety does not rely on synchrony, but liveness
relies on time-out.

Using simple protocols in normal case, €.g., three-
phase commit and practical protocols in presence
of failures
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Basic Assumptions

)
Unreliable network that allow message loss, delay,
duplication and out of order
Byzantine replica failures

Unforgeable signature: the adversary cannot
produce a valid signature of a non-faulty process

No two messages with the same digest
Bounded message delay



Safety and liveness

« Safety:
— Atomic object, 1.e, it behaves like a centralized implementation
that executes operations atomically one at a time.
— Depend on sequence number to order messages

— Do not rely on synchrony

* Liveness
— Clients eventually receive replies to their request

— Using timeouts



Sketch of the Algorithm

* Succession of views(round)

— In each view, 1 replica 1s primary and all others are
backups

— View change, in a round-robin way

— During a certain view, works as a centralized algorithm
by the primary.

— When primary fails, triggers a view change, 1.e., a new
leader election.



Quorum and Certificates
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Quorums intersect in at least one correct replica



Basic Algorithm: three-phase commit
D

1. A client sends a request to invoke a service operation to the primary

2. The primary executes 3-phase commit

- On receiving a request, the primary assigns a seq num for all messages
it’s about to send and multicasts a pre-prepare message to replicas

- A backup accepts a pre-prepare and multicasts prepare to replicas

—  When a replica receives a pre-prepare and 2f prepares from different
backups, it multicasts a commit to replicas

— If a replica receives 2f + I commits, it executes the request and sends
reply to the client
3. The client waits for ' + [ replies from different replicas with the
same result

4. If client doesn’t receive replies soon enough, it broadcasts the
request to all replicas and can trigger a view change.



Normal case operations

Order requests sent in the same view
ven in presence of faulty primary




Garbage collection and checkpoints

« For safety, a replica needs to store a large amount of
messages to prove a request has been executed by at least

f +1 non-faulty replicas

* Solution: periodically discard logs with low sequence
numbers.
— Periodically multicast (checkpoint, seq num) to all other replicas.

— Each replica collects checkpoints in its log until it has f + 7 of
them with seq num.

— Then those replicas discards all pre-prepare, prepare and commit
messages with lower sequence number and all earlier checkpoints



View change protocol

* Provide liveness when primary fails
* Triggered by timeouts

— A backup starts a timer when it receives a request and the timer 1s
not running

— On timeout 1n view v, the backup starts a view change to view v +/
by stopping accepting messages and multicast (view-change, v +1)

— When replica v + [ receives 2f valid view-change messages from
other replicas, it multicasts (new-view, v + 1) with new pre-prepare
request to re-start three-phase commit



View-change and New-view messages
B

* View-change
— (view-change, v +1, n, C, P, i)
— n: seq _num of last stable checkpoint
— (: last f + [ valid checkpoint messages

— P: aset of requests prepared at i with a seq num higher than n
containing a valid pre-prepare and 2f matching valid prepare.

* New-view
— (new-view, v+1, V, O)
— V: aset of view-change messages
— O: a set of pre-prepare messages computed from P

— Replicas redo the protocol for messages in O



Safety Properties in normal operations
-

* Primary is non-fault: two non-faulty replicas agree on the sequence
number of requests that commit locally in the same view
— All non-faulty replicas will only send commit one request per
sequence number

— A replica sends out commit only when it receives 2f prepares from
different replicas with the corresponding correct pre-prepare

— It implies f + I non-faulty nodes have sent pre-prepare or prepare
for one request

— If commit for more than one request, then at least one of them have
sent two conflicting prepares



Safety Properties when view changes

Non-faulty replicas agree on the sequence number of
request executed in different views

Lemma: If a replica executes the request, then at least f + /
non-faulty replicas have committed.
View-change
— A request m commits if there 1s a set R of f + I non-faulty replicas
such that each in the set is prepared

— Non-faulty replicas will accept a pre-prepare for v’ > v only if it
receives new-view for v + 7, 1.e., 2f + [ view-change messages in
a set O of 2f + I replicas.

— So exist one kin RN Q, k’s view-change ensures m prepared in a
previous view 1s propagated to subsequent views (redo).



Liveness and optimization

* View-change protocol forces progress when primary fails

* Goal: maximize the period of time when at least 2f + /
non-faulty replicas are in the same view

— Avoid starting the next view too late: a replica sends view-change
when receives f + [ valid view-change messages

— Basic Algorithm: wait for new-view after sending out view-change
forv + 1

— Optimized: when receives 2f + I view-change, starts a timer 7,
when T expires, then sends view-change for v +2, starts timer 27’
» Helps when v + [ also fails

* Message delays cannot grow faster than timeout period indefinitely



Conclusion and future works

* A new state-machine replication algorithm to tolerate
Byzantine failures and is practical

— Simple three-phase commit for normal cases
— View-change protocol when primary fails
« Daifferent from Paxos: uses view changes only to select a
new primary rather than a different set of replicas to form
the new view

e Improvement:
— Avoid using digital signature and public-key cryptography
— Possible to reduce the number of copies of the state to f + 1





