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Abstract
Detection of brain activity and selectivity using functional magnetic resonance imaging
(fMRI) provides unique insight into the underlying functional properties of the brain. We
propose a generative model that jointly explains neural activation and temporal activity
in an fMRI experiment. We derive an algorithm for inferring activation patterns and estimating the temporal response from fMRI data, and present results on synthetic and actual
fMRI data, showing that the model performs well in both settings, and provides insight into
patterns of selectivity.
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Chapter 1
Introduction
We propose and demonstrate a novel model for brain activity observed through functional
magnetic resonance imaging (fMRI). In particular, given data from fMRI experiments that
present a variety of stimuli to a subject, our model discovers both patterns of activation to
each stimulus throughout the brain and the shape of the brain's response.
Localization of brain function has long been of interest to the scientific community. The
advent of fMRI as an imaging modality has brought on new insights into the functional
organization of the brain. In addition to advancing fundamental science, such insights can
also be of practical use for the study and treatment of neurological disorders, ranging from
localizing impaired functions to pinpointing areas to spare during invasive treatments, such
as radiotherapy or surgery to remove cancerous regions.
Functional localization based on fMRI is an inherently difficult problem due to the limitations of the imaging technique. FMRI data is typically characterized by low signal-to-noise
ratio (SNR); techniques to increase SNR often trade off between richness in the experimental
setup and statistical power of the resulting inference. Consequently, accurate and efficient
models are very useful in analyzing such data.
We propose a Bayesian model that infers activation modes for brain voxels (pixels within
the volume) and estimates the shape of the response in an fMRI experiment. As part of our

analyis, we infer each voxel's probability of activation to each stimulus. We also infer the
temporal nature of the response across voxels. We apply the resulting inference method to
an fMRI study of the visual cortex, finding meaningful activation patterns in a robust and
consistent way. Our model and inference scheme provide an efficient and effective way to
infer activation patterns in fMRI.
This thesis is organized as follows. We provide the necessary background and review prior
work in Chapter 2. We then formulate the proposed model in Chapter 3 and describe the
inference methods derived from the model in Chapter 4. We present results from our analysis
on synthetic and actual fMvRI data in Chapter 5. Chapter 6 concludes with discussion of our
model and future research directions. Finally, we include a publication that illustrates the
use of the proposed model in higher-level fMRI analysis in Appendix A.

Chapter 2
Background
In this chapter, we introduce the basics of functional magnetic resonance imaging (fMRI), review the classical techniques for fMRI analysis, and discuss more recent Bayesian approaches
to modeling fMRI signals.

2.1

Functional Magnetic Resonance Imaging

FMRI is an imaging modality widely used for the study of the functional properties of the
human brain [13, 29].

In particular, we focus our attention on fMRI measuring blood-

oxygenation-level dependent (BOLD) contrast. BOLD fMRI is a non-invasive imaging technique that measures blood flow and oxygenation in the brain over time. This activity, often
referred to as hemodynamic activity, has long been known to be closely linked to neural
activity [341.

As a result, fMRI is often used to localize particular functional regions in

the brain. Among imaging modalities, fMRI provides relatively good spatial resolution, but
relatively poor temporal resolution. It can typically differentiate activity on the scale of 1-2
mm spatially, but only 1-4 seconds temporally. The data from an fMRI study form a fourdimensional array: for each location in space, a set of values is observed over time. They
also include a binary onset matrix that contains a set of onset times for each stimulus.
In an fMRI experiment, a subject is usually exposed to a variety of stimuli over the course

of a run (which typically lasts 3-10 minutes), with a volume acquired once every 1-4 seconds.
A session includes a number of runs (up to roughly 20) and lasts up to 2 hours.
Most experiments can be classified into one of two broad categories: block design and
event-related. In a block design experiment, subjects undergo sustained exposure to a stimulus for a prolonged duration, a pattern that is repeated for different stimulus types and
is interspersed with baseline periods. In an event-related experiment, subjects are exposed
to stimuli for a short duration each. For example, a block design experiment examining responses to visual stimuli might present face pictures for several seconds, followed by fixation,
followed by scene pictures for several seconds, etc. An event-related experiment for the same
types of stimuli might briefly show a picture of a face, then briefly show a picture of a scene
after a few seconds, etc. This presents a tradeoff: block design experimental data typically
have a higher signal-to-noise ratio (SNR) than that of event-related paradigm experiments,
but at the cost of reduced flexibility in the number of stimuli that can be presented.

2.2

General Linear Model: Formulation

Traditional fMRI analysis aims to perform detection, i.e. discovery of locations in the brain

that are activated by a particular stimulus or a particular set of stimuli.
The traditional approach to fMRI analysis is based on the General Linear Model [9].
This model explains the observed time course at each voxel as a linear combination of factors
relevant to the experiment, some nuisance factors (such as known physiological noise), and
stochastic noise.
Formally, let yn = (Y,...
t E {1, ...

,T}.

, Ynr)T

be the observed time course for voxel n for time points

The GLM implies

yn = (G | F)

On
( n)

+ En,

(2.1)

where P = (G

I F)

is the design matrix. G contains relevant factors of interest, while F

contains nuisance factors. The elements of the vector

3Tv)

)T serve as the regression

coefficients corresponding to the columns of G and F respectively. Each column of G represents the expected timecourse relevant to a particular experimental condition, while

3

,

represents that condition's contribution to the response. The matrix F represents factors
irrelevant to the neural response, such as deterministic trends in the data. The vector un
contains the coefficients corresponding to the contribution of these nuisance regressors to the
data.
Given an fMRI volume, the model in Equation (2.1) is instantiated for each voxel separately. Detection of active voxels is then performed independently across voxels. While
there has also been significant work on extending this formulation to multi-voxel methods [30, 31, 39], in this thesis, we focus primarily on the basic model, which leads to univariate
detection methods.
We discuss the elements of the GLM in more detail below.

2.2.1

The Design Matrix

The design matrix is constructed by treating the brain as a linear time-invariant (LTI)
system whose impulse response to a stimulus is fixed. This impulse response is known as the
hemodynamic response function (HRF). To obtain a particular column of the design matrix,
we convolve the HRF with an impulse train of stimulus onsets, as illustrated in Figure 2.2.1.
By repeating this process for the onset train corresponding to each stimulus or category of
stimuli, we obtain a design matrix describing the expected response to the stimuli.

2.2.2

Nuisance Factors

There are many factors that contribute to noise in fMRI data. While many of these are
random, some follow deterministic patterns [13]. Much of the noise is physiologically based
and includes motion and various low-frequency processes. These effects can be either removed

............................
..............................................

Figure 2-1: Design matrix formation for an event-related experiment. The left figure shows
the assumed shape of the hemodynamic response function (HRF) at a typical fMRI sampling
rate of 3 seconds. The top right figure shows the onset pattern for a particular stimulus, and
the bottom right figure shows the predicted response to this stimulus, obtained by convolving
the two. This predicted signal forms one column of the design matrix.

using preprocessing steps or modeled explicitly as nuisance factors in the regression model [9].
Still another source of deterministic noise is the MR scanner itself. In particular, the
nature of the signal produces a baseline effect, which is a constant offset in the signal present
throughout an entire run. Various properties that are not well-understood also cause a
gradual drift [9]. This drift can be adequately modeled as a linear or low-order polynomial
component over the course of a run [23], or can be explained by the low-frequency components
above.

2.2.3

Noise models

Most fMRI analyses typically assume either a white noise model over both space and time
or an autoregressive (in time) model. In a first-order autoregressive model, the noise e, over

time for a particular voxel n, is modeled as:

EnO ~ A(O,
Ent

-2 )

~A/(pEn(ti),a0I2 ),

<

1.

(2.2)

Estimating the noise model from the data involves solving for the scale parameter p and the
variance parameter oa.
For an autoregressive model of order K, Equation (2.2) becomes
K
Ent ~

NV

E
pk'Enct-k),
(k=1

Or2

i.e. the mean of the noise at a particular time depends linearly on the noise at the last K time
points. In this thesis, we will only consider white noise. We will briefly discuss extensions
to the general autoregressive setting in the last chapter.

2.3

General Linear Model: Detection

Since the GLM in Equation (2.1) usually has many more equations than unknowns, solving
for On is an overconstrained problem, and we must choose an estimate /3 that minimizes
error in some sense. If we assume that En is zero-mean i.i.d. Gaussian noise and minimize
the f2 error at each voxel between the predicted signal Gfn and the observation yn (that is,

IG/,3 - yn||1), we arrive at the least-squares estimate,
n= (GT G

G Tyn.

(2.3)

This is also the maximum-likelihood estimator for On under our assumption of univariate,
white Gaussian noise.

2.3.1

Significance Testing

Traditional fMRI analysis typically uses contrasts to compare and evaluate the estimated
regression coefficients.

A contrast is a weighted linear combination of these coefficients,

which we can express as K = cT 3, where c is the contrast vector. Assuming that the noise
is i.i.d. in time, the distribution of the quantity
T

cT,3

(2.4)

var(c T /3)
can be approximated with the Student's t-distribution

[91.

For example, suppose we obtain data from a visual experiment where subjects view
three different kinds of pictures: faces, scenes, and objects.
3
(/faces, / scenes, /3objects)

T

.

In this case, we have

3

faces -

=

In order to test the hypothesis that a particular voxel is more se-

lective to faces than objects, we construct the contrast vector cT
K = CT)

#

/objects.

[1, 0, -1],

-

implying

Note that a contrast provides only a relative measure of activa-

tion. For example, the contrast above only describes whether a voxel is significantly more
activated by faces than objects, not whether the voxel is highly responsive to faces.
Once a contrast has been formulated, we can analyze the statistic

T

described in Equa-

tion (2.4) in a standard hypothesis testing framework. The null hypothesis typically states
that the mean of the distribution for values of

T

should be 0, and the alternative hypothesis

states that this mean is significantly larger than (in the one-sided case) or different from
(in the two-sided case) zero. The probability of obtaining the observed value is measured
under the Student's t-distribution. A significance threshold is established, and voxels with
high enough significance (or low enough probability of occurring under the null hypothesis) are classified as active. In the visual experiment described above, the null hypothesis
would be that a voxel is not significantly more selective for faces than objects. The resulting
significance values are typically referred to as p-values.

2.4

Hemodynamic Response Function Estimation

In most classical work in estimation of the HRF, the GLM (with a fixed HRF as described
earlier) is used as a preprocessing step in order to determine "active" regions [5, 12]. Once
these regions have been detected, one performs time-averaging and/or a least-squares fit
to estimate the HRF within the active regions. Most prior work assumes a parametric
shape [12, 33], and then performs a (possibly nonlinear) least-squares fit to the parameters.
To describe the shape of the HRF, the use of Poisson [10] and Gaussian densities [33] has
been proposed. Most recent work assumes a parametric model using a mixture of Gamma
densities [9].
The Gamma density is given by

f(t) =

(d

exp

t

d

,

where the dispersion parameter d controls the rise and fall times, the power oz controls the
skew, and the delay 6 determines the shift of the density along the time axis.
Exploratory studies of HRF shape in fMRI [12] have shown that although a mixture
of Gamma densities (with different sets of parameters) performs reasonably well, the exact
parameters vary not only from subject to subject, but also across functional areas within a
particular subject (e.g., the shape of the response in the brain's vision areas can be different
from the shape of the response in the brain's language areas). Figure 2.4 shows one such
mixture of two Gamma densities.
Several recent proposed methods have been proposed that frame the problems of detection
and estimation in a Bayesian setting. For example, work by Makni et al [25] develops a richer
model which allows joint detection-estimation of both activated areas and the shape of the
hemodynamic response function. They propose a binary activation variable for each voxel
that models which of two clusters the GLM coefficients for that voxel are drawn from. For
an inactive voxel, the coefficients are zero-mean, while for an active voxel, the mean of

.

.
... ......

-::..........
..............
...........

Figure 2-2: Mixture of two gamma functions, commonly used as a canonical shape for a
hemodynamic response function. The dotted blue and green lines show the two components,
and the solid red line shows their sum.

the resulting coefficients is nonzero.

A Gibbs sampling framework is used for inference.

In this thesis, we propose a similar model, but we make different assumptions about the
decomposition of the response into neural and hemodynamic factors. We assume that the
response can be decomposed into a hemodynamic component that is independent of stimuli,
and a binary neural component. The increased quantization implied by our model allows
for more robust detection. We also use a different inference scheme, choosing a variational
approach for faster convergence.

Chapter 3
Generative Model for Activation in
fMRI
In this chapter, we describe our framework for joint detection-estimation in fMRI experiments. Table 3 provides a brief summary of the variables in our model.

3.1

Signal Likelihood

The GLM in Equation (2.1) implies that the observed data can be written as

yn = G/n3+

Fun + c,

where the vector / contains variables of interest, the vector v contains nuisance regressor
coefficients, and the vector E,, is i.i.d. Gaussian noise parametrized by precision (or reciprocal
of variance) A,. Recall that we use the notation y, to indicate the vector (Yn1, yn2, . .

, Ynr)T.

For notational convenience, we define Gj = (Gij,..., GTj)T as the regressor for stimulus j,
and Fk = (Fik, ...

, FTk)T

as the kth nuisance regressor.

Our model assumes further decomposition of the regression coefficient f3j into nuisance
and relevant factors. In particular, we let every voxel be associated with a set of binary

Variable
ynt
xnj

h,
bj
B
Gj
Fk
vnk
an
An

Rn

Description

Observed timecourse value at voxel n and time t
Binary variable indicating whether voxel n is active for stimulus j
Hemodynamic response function at time I since onset
Binary onset vector for stimulus j
T x L matrix whose first column is bj; subsequent columns are shifts
Regressor for stimulus j: convolution of h and by
Nuisance regressor k
Nuisance regression coefficient k in voxel n
Amplitude of activation for voxel n
Precision (reciprocal of variance) of voxel n
Onset matrix multiplied by x, shifted by different amounts
Table 3.1: Summary of notation used throughout the thesis.

random variables xnj for j E {1,. . ., J}, which indicate whether voxel n activates in response
to stimulus type j, and a continuous variable an, so that 3n = xan.

Note that whenever

voxel n is activated by stimulus j (as determined by Xnj), its response has magnitude an.
This construction distinguishes our model from previous work, such as [25], in which binary
variables similar to xnj are the labels in a two-component mixture model for

#rj.

In contrast,

our model assumes a magnitude an that is constant across different stimuli. This captures
the (voxel-specific) magnitude of the response, which is likely driven by physiological factors
unrelated to activation. The posterior probability that Xnj = 1 indicates the strength of
activation. Under this basic model,

yn = an

xnjGj + E Fvnk +

En.

(3.1)

k

This defines the following signal likelihood model, given the activation variables x, the
response magnitude a, the nuisance regressors v, and the noise precision A:

p(y1X, a, v, A; G, F) =

JM

(yn ;n27

AnI),

(3.2)

n

where

NV(x; p,

E) =

Texp

{-i

(x

-

p) T B (x - p)} denotes the Gaussian likelihood

parametrized by mean and precision (or inverse covariance), and

gnt

denotes the expected

signal:

In

] xnjGj + E

an

FVnk

(3.3)

k

3.2

Priors

We place an i.i.d. Bernoulli prior over the binary variables {x}: P(Xnj) =b~j (1 -

)Xnj.

Combining over all stimuli and voxels, we obtain
N

J

p(x) = Hfl95#j

(1 - #nj)-Xn

(3.4)

n=1 j=1

We assume (one-dimensional) i.i.d. Gaussian priors for the activation magnitudes {a} and
the nuisance regression coefficients {v}:
N

p(a) = f A(an; an, an),

(3.5)

n=1

N

p(v) =

K

1 A(Vnk; Fnk, ink).

(3.6)

n=1 k=1

We assume a Gamma distribution for the noise precisions {A} to ensure conjugacy with the
likelihood:
N

p(A) = ]7!;(An; 0,K),

(3.7)

n=1

where g(x; a,3) =

/3I

denotes the Gamma distribution parametrized by shape a and

inverse scale /. We assume white noise and do not model noise covariance.
The model as described in Equations (3.2), (3.4), (3.5), (3.6), and (3.7) is valid for
detecting voxels that are active in response to certain sets of stimuli. This formulation leads

to a detection algorithm that we derive in the next chapter. This method offers an alternative
to using the GLM with contrasts and significance testing to detect active regions. Moreover,
we can augment our model to include estimation of the response function.

3.3

HRF model

As discussed in Section 2.2.1, the regressors Gi are formed via the convolution of the binary
onsets with the hemodynamic response function.

We let the set of vectors {b 1 , ...

,b

represent the onset vectors b. = (b31, ... , byr) where bj= 1 if stimulus j was presented
at time t, and bjt = 0 otherwise. We let h = (hi,..., hL) represents the HRF. Using this
notation, we construct the columns of G as G = bj * h. To represent this using matrix
Column 1 of this matrix contains the

multiplication, we construct the T x L matrix B.

vector bj shifted by 1 - 1, so that Gj = Bjh. The likelihood in Equation (3.2) then becomes

(y

p(yx, h, a, v, A; B, F) = f1

; y, , AnI),

(3.8)

n

where the expected signal in Equation (3.3) becomes

n= an

xB
Xn

3h

+

E

Fkunk

(3.9)

k

Note that the HRF h does not vary across space. It has been previously shown that although the HRF varies significantly between subjects, it is relatively stable within subjects,
especially within a particular anatomical region [12]. Our model is therefore best applied
in studies where responses are relatively localized (e.g. a study of selectivity in the visual
cortex). We could further improve the performance by imposing a clustering structure over
both activation patterns and HRF modes.
We assume a multivariate Gaussian prior over h, with a precision A that encourages

smoothness:

p(h) = A(h; h, A).

(3.10)

To encourage smoothness, we construct a matrix of the form

1

-1

0

...

0

0

0

1

-1

---

0

0

0

0

0

---

1 -1

0

0

0

---

0

0

and define the prior precision as QTQ + pIL, so that the first matrix produces a term of the
form
L-1
E(hi - hni,)2
l=1

in the likelihood, and the second term accounts for the variance.

3.4

Full Model

Together, Equations (3.4), (3.10), (3.5), (3.6), (3.10), and (3.8) fully define our model. Let
w

{x, h, a, V, A} denote the set of all hidden variables in our model.

Then the joint

log-probability of the full model is:
N

J

In #nj + (1 - xj) In #4

Ejy

Inp(w, y) =

n=1 j=1

Al

1
2

1

-Tr
A(h-h)

-(h-h

+-l

2

(2 7)L

N

+

N(
n= 2
N

+

n=1
n=1 K=1
N

(an-n

-

-

~k
~nLn Ik

~
-

in

22

i,
n3

2

( - 1) In An - KAn + 0 In K - In F(6)
A

N

+ lnIn n=1

2

27

K
Eun

+ E(

In

L

#n

Kn
K

J

- an

(B3h)xnj j=1

(3.11)

Fk nk
k=1

2-

where the terms correspond to the prior for x, the prior for h, the prior for a, the prior for
v, the prior for A, and the likelihood, respectively.

3.5

Summary

We propose our generative model for activations in fMRI. We assume a model similar to the
standard GLM, but impose the constraint that the regression coefficients can be decomposed
into the product of a neural binary activation variable and a physiological activation magnitude. We formulate this model in a Bayesian framework. In the next chapter, we derive
an algorithm for estimating the model parameters from fMRI data.

Chapter 4
Model Estimation and Inference
In the previous chapter, we defined the prior p(w) and the likelihood p(ylw) for the hidden variables {w} and the observed signal y. Performing estimation and/or detection is
equivalent to finding the posterior distribution p(wIy). However, this requires marginalizing
over w, which is computationally intractable due to multiplicative interactions between the
variables in the model in Equation (3.8). Therefore, we apply mean-field variational inference [14]. We approximate the true posterior with a distribution q(w). We then minimize
the variational free energy F = Eq[lnq(w)] - Eq[lnp(w, y)], which bounds the divergence

between q(.) and the true posterior distribution p(-|y).
We assume a fully factored approximation q(w) = q(x)q(h)q(a)q(v)q(A)

of the true

posterior p(wly). Each factor is naturally defined to have the same parametric form as the
corresponding term in the prior.
N

q(x;

J

H)J

$J' (1- O5j)l-Xns

n=1 j=1

q(h; h , A) = NV(h; h , A)
N
q(a;d, a;:) =

Nj
V(an;
n=1

n

N

q(v; ,5v) = fl

(n;3',

n)

n=1

N

q(A; 0, R) =

J

(An; ^n, 2n)

n=1

The parameters of these distributions are easily interpretable. For example, the parameter

#nj

provides an approximation of the posterior probability that voxel n is activated by

stimulus

j

given the observed data. The parameters of q(h) provide an estimate of the HRF,

and also of the uncertainty of the estimate. The parameters of q(a) describe the activation
magnitude at each voxel; we assume this quantity is a purely hemodynamic effect with no
neural contribution. The parameters of q(v) describe the contribution of each of the nuisance
terms, such as the baseline level or the linear drift. Finally, the parameters of q(A) describe
the noise precision at every voxel. These parameters are closely related to the sufficient
statistics of these distributions, which we will use in the derivations in the following.
Given the distribution q(w) and the joint distribution p(w, y), we compute Y as follows:

Y = Eq[lIn q(w)] - Eq[lnp(w, y)]

= Eq[ln q(x) + In q(h) + ln q(a) + In q(v) + In q(A)]
- Eq[lnp(x) + Inp(h) + Inp(a) + lnp(v) + lnp(A) + Inp(ylx, h, V, a, A)]
= D(q(x)Ip(x)) + D(q(h)|Ip(h)) + D(q(a)Ip(a)) + D(q(v)||p(v))+

D(q(A)I|p(A)) + Eq[lnp(ylx, h, a, V, A)],
where D(q(-) |p(-)) denotes the Kullback-Leibler divergence, also known as information divergence, between distributions q(.) and p(-). In order to optimize f as above, we will fix
the distribution parameters of all but one variable, and compute the optimal parameters of
the remaining distribution.
In order to perform this optimization for a given distribution q(-), we need only consider
the corresponding divergence term D(q(.) |p(-)) and the relevant terms in the expected log-

likelihood Eq[lnp(ylx, h, v, a, A)]. Accordingly, we let F be the sum of all terms in F that
contain x, and similarly for Fh, Fa, F,, and FA. We let Fy be the expected log-likelihood
Eq[lnp(ylx, h, V, a, A)].
Expanding the expected log-likelihood and omitting constant terms yields:
2

Fy =

Eq

-n

yn- an

xnjBh

-Z

Fkvnk

n
=

k
-Eq[An]

+-

T

In An

2

Y Yn

]

+Eq[a

Eq[xnxnj,]tr(BBjEq[hhT])

(FTFEq[Vik]

+

k

(

F/JFEq[Vnk] Eq

[vnk')

k'#k

- 2yn (Eq[an]

3 Eq[xn]BjEq[h])

- 2y T(

FEq[vnk])

+ 2 (Eq[an]

(

Eq[xnj]BiEq[h]

(z FEq[vnk])k
k

T

+ -Eq[ln An]

(4.1)

The first three terms in the sum are the squared terms for the observed signal, the
stimulus terms, and the nuisance regressors respectively. The last three terms contain the
product terms in the square. We note that there are numerous multiplicative interactions
between variables throughout, and the relative simplification of the expectation terms is
achievable only due to our fully-factored approximation.
The bilinear term

Wit

= Eq [an]

(

Eq[xnj]Bj Eq[h]

(4.2)

occurs several times in Equation (4.1), with B interacting linearly with both Eq[x) and Eq[h].
To clarify this notationally, we introduce a set of T x L matrices R, = E Bjxj. We define
Rn=

Z3 BjEq[xnj].

Similarly, we define G = BjEq[h]. We can then view Equation (4.2)

in one of two equivalent ways:

Wnt

=Eq[an]

LWt =Eq[an]

(

(4.3)

Eq[xnj]G

(4.4)

(RnEq[h]

When estimating the parameters of q(x), Equation (4.3) provides better insight, and
when estimating the parameters of q(h), it is more helpful to refer to Equation (4.4).

4.1

Update Rules

Since the prior distributions and approximating posterior distributions belong to exponential
families that are conjugate to the likelihood, we can perform each optimization by matching
moments [3], and setting the coefficient of each sufficient statistic to 0, giving us a set of
update rules.

Binary activations x
Combining F with the prior term for the binary activations x yields the terms in F involving

.FX

nj) - ln(1

[Eq[xnj](ln(Onj) - ln(#nj)) + Eq[(1 - xnj)](ln(1 -

-

Eq[An] [Eq[an]Eq[xnj]$T(Yn

Eq [a2] (E [x

FEq[Vn

-

-

#j))

-

k

]E [GjGy] +

Eq[xn ]Eq[xnj ]Eq[GTGy]

.

(45

Optimizing this gives the following update rules for q(xnj):

In

(

=)Eq[An] Eq[an]$T Yn

FkEq[vnk]

-

1n
-kn

2 Eq[a ]Eq[GjTGj] + IEq[al] Z
+ ln(

E[n/]Eq[GG

)

(4.6)

The first term correlates the vector Eq [an]Gj - the predicted response from the model for
category

j

in voxel n - with the vector

removing nuisance factors.

= (yn

-

E=FEq[vnk]),

the actual data after

The higher this correlation, the stronger our belief that xnj

should be 1. The second term almost computes the correlation of the vector Eq[an]Gj with
itself (with the appropriate correction for second-order moments as we explain later in this
chapter. Its contribution to the overall term is negative; this term therefore serves as a
log-domain normalization to the first term. The third term subtracts the overlap between
the predicted response for stimulus

j

and other stimuli

j' j.

These three terms are then

multiplied by Eq[An], so that less-noisy voxels rely less heavily on the prior. When combined
with the prior in the fourth term, they contribute to the log-probability that Xnj

1.

Hemodynamic Response h
Here, the relevant free energy terms are

.F

= (Ah - Ah)

TEq [h]

+

S Eq [an]

(RnEq[h]

n

+ tr

A -A-

5 Eq[An]Eq[an]Eq[RnRn]

(y

-

FEq [vfnk]
k

Eq[hhT]).

(4.7)

Applying our optimization procedure yields

A

A+

(Eq[An]Eq[R

(4.8)

T Rn],

n

X

= Ah + EEq[An]Eq[an]Rn (Yn

-

FkEq[vn]).

(4.9)

To compute the precision

These updates involve the precision A and the potential Ah.

update, we sum the correlation between different columns of Rn across all voxels n (again,
with the appropriate second-order corrections). Stronger correlation between these two vectors (across all voxels) indicates a higher precision estimate. The update for the potential,
much like the update for q(x), computes correlations of columns of the matrix Eq[an]Rn with
the vector yn -

Ek FkEq [Vnk].

The mean is obtained by normalizing this potential by the

precision.

Activation magnitude a
The activation magnitude terms are

-Fa=

Eq [an](n -

l)

xnjGj)

xnjGj)

Eq[xnj]G)

(Yn - Z

- Eq[an]E q

Eq[an](7inn -(an a)

-

Eq[an](

FEq[vnk1).

(4.10)

k

Optimizing with respect to the parameters of q(a) gives

a=n

+ Eq[An] I

(4.11)

Eq[xnjxny]tr(BBjEq[hh

(413

+ Eq [An] (SEq[Xnj]Gj ) T(Yn
i
(ea) n= a-nin
j

->FkEq

[1/nk])

(4.12)

k

(4.13)

The precision update computes tr(BBjIEq[hhT])Eq[xjnxj], or the norm of the combined
prediction from all regressors (with the appropriate second-order corrections). The update
for the potential, similarly to the updates for q(x) and q(h), computes the correlation of the
estimated unscaled response

>2 Eq[xnj]Gj

with the vector yn - Ek FkEq[vnk]; the mean is

then computed as the ratio of the two natural parameters.
Nuisance Parameters v
The terms involving v are

F

=3

(nk

-

gnk)Eq[v c] -

IkFE[v1 k ] +

nkun -

'nkink )E

gnk]

n,k.

-

F

yn-

Eq[xn]Gj -

Eq[an]

Fk/Eq[vnki1)Eq[vnk].
k'pk

(4.14)

I

The update rules for q(v),

(4.15)

Vnk = Vnk + FTjFk,

(

n =) n n+ Eq[An]FiT(Yn - Eq[an]

Eq[xnj]Gj
j

-

>3

FkEq[/nk]),

(4.16)

k'#k

are straightforward: the precision is computed by combining the prior with the norm of the
vector Fk, to normalize for large regressors and long timecourses. The potential is computed
as a combination of the prior and a term that computes the correlation of the vector the
predicted response shape Fk for nuisance regressor k and the vector

yn

-

Eq[an]

>
j

GjEq[xnj]

-

(

Fk'Eq[Vnli],

(4.17)

k'#k

which is the result of subtracting the estimated activation response, along with the other
nuisance regressors, from the timecourse. The mean

Eq[vnk]

of these two; the precision serves to normalize the potential.

is then computed as the ratio

The variables v interact with the observed timecourses only through the canonical nuisance regressors Fk. If we restrict these regressors to form an orthogonal set, this ensures
that FjFk, = 0. This variation improves the efficiency of our inference algorithm without
limiting the generality of our model: applying processes such as Gram-Schmidt orthonormalization to ensure orthogonality does not reduce the span of the regressors, and therefore
does not limit the patterns in the signal they can explain.
Under this assumption Equation (4.16) becomes

()

since FkFk, = 0 for k

=Pia

+ Eq[An]FT (yn

-

Eq[an]

GjEq[xnj]),

(4.18)

k'.

Noise precision A
Lastly, the free energy terms for the noise precision are

(nOn)

-FA=

Eq[An]+('kns-n)Eq[lnAn]
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The parameters of q(A) can be found by

yO
yn

On

-

lEq[aE]

(Eq[xnxnj,]tr(Bj

(FkTFkEq[vnk] +E

-(

k

-

FITFkEq[vnk]Eq[Vnk',

k'#k

' (Eq[an]

Eq[xnj]Gj + ZFkEq[nk])
k

j

+ (an

BjEq[hhT)

(

(

Eq[xn]Gj)

FEq[vnk]),

(4.20)

k

T
Kn =+

-

(4.21)

The expected noise precision is given by the ratio of the shape to the inverse scale. The
shape parameter is simply computed as
2
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Fkvnk
k
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(4.22)
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which measures the deviation of the data from the prediction given by the other variables.
Since this is the denominator, higher deviations will lead to lower precision estimates, as
expected. The numerator is the inverse scale estimate, which is simply a combination of the
prior with half the number of data points (which can be thought of as normalization).

4.2

Implementation

By iteratively applying each of these updates in turn, we perform a coordinate descent that
continually decreases the value of F. We repeat this process until approximate convergence
as measured by the change in F.

4.2.1

Bilinearity

Although our model is fully specified, a degeneracy exists in the likelihood: due to the
bilinearity of the model, scaling every a, by a certain amount a and scaling h by the inverse
1/a does not change the likelihood in Equation (3.8). This degeneracy can be resolved by
specifying priors p(h) and p(a). However, when examing our posterior estimates, we must
take into account the magnitude of h when interpreting the absolute magnitude of a, and
similarly we must take the average amplitude of the magnitude estimates {a} into account
when interpreting the absolute magnitude of the HRF h. We are usually interested in the
shape of the hemodynamic response rather than its magnitude. As long as we scale our
estimates appropriately, we can compare different response functions. Therefore, although
our choice of prior is important in resolving the degeneracy, the degeneracy itself has little
impact on quantities of interest.
This degeneracy does not affect any other variable, since all other update rules depend
only on the product of Eq[a] and Eq[h].

4.2.2

Second-Order Terms

Some of the terms in the updates, such as the expectation of w as in Equation (4.2), involve expectations of products of non-independent variables; as a result we cannot simply
factorize these expectations. Examples include the term

>jg,,

tr(BfBjEq[hhT])Eq[xnjxnj')

in Equation (4.11).
By our independence assumption, we have that

Eq[xnjxnj']

= Eq[xnj]Eq[xnj'] for

j'

j.

We also note that Eq[xnl] = Eq[Xnj], and rewrite the above term as

S~J tr(BBjEq[hhT])Eq[xn]Eq[xnjl]
i

-(tr(BBjEq[hh

T

]) (Eq[xnjl - Eq[xnj]2 )

(4.23)

We then compute tr(BjBjEq[hhT]) by noting that Eq[hh] = Eq[h]Eq[h] T + covq(h):

tr(BjBj Eq [hhT]) = Eq[h]TBjBj Eq[h] + tr(BTBjCOVq(h))

(4.24)

We apply a similar computational strategy to compute the term Eq[RTR,] that appears in
the update for q(h) in Equation (4.8).

4.2.3

Initialization

Variational approaches are well-known to be sensitive to initialization. Our choice of initialization is therefore critical to the quality of the estimates. Due to the similarity of our model
to the GLM, we can initialize v directly with the values of the nuisance regressor coefficients
estimated from the GLM. Similarly, we can initialize A to values based on the estimated
residuals from the GLM. Since fluctuations in h are usually small, we can initialize h to a
canonical function such as one described in Section 2.4. The activation variables x and the
response amplitude a are the most difficult to initialize from the GLM estimates. Recall
that the GLM produces coefficients

#nj,

which we assume can be factored as

#

=

anonx.

Therefore, we can initialize Eq[an] = maxj #3 j, and similarly Eq[xnj] = Onj/(maxj Onj), assuming that the stimulus eliciting the maximum response is active within a given voxel, and
that every other stimulus can be measured relative to that one. Although this measure is
sensitive to noise, it serves merely as an initialization from which the model improves. We
also explored more robust schemes, such as the coefficient at a given high percentile instead
of the maximum. By exploring different initializations and finding which one attains the
minimum free energy, we can better search the space of solutions and improve the quality of
the estimates.
Note that the update rules for each variable usually depend only on the other variables
in the model. The exception to this is

j # j'. Therefore,

#nj,

which depends on previous estimates of

#/j,for

unless we begin by updating x, the first variable to be updated does not

need to be initialized. Due to the coupling of the initializations for x and a, we choose to
initialize one of them and update the other first. We can repeat the algorithm with various
orderings and choose the one that achieves the lowest free energy.
Since the update for q(x) involve iterating over all stimuli, we must be careful about the
order in which we update each q(xj). In particular, a fixed ordering of the updates could
lead to convergence to an inferior local optimum. Therefore, we randomize the ordering of
the updates, choosing a different (and random) order each time. By varying the sequence of
random permutations used in the process, we can more extensively search the space of all
possible solutions for a given set of initial values.

4.3

Summary

We derive a variational inference algorithm based on the model as described in Chapter 3.
Given an fMRI dataset, our algorithm provides estimates for the voxelwise activation probabilities and the form of the HRF. We also show that these estimates and the procedure for
deriving them have a straightforward interpretation.

Chapter 5
Results
In this chapter, we present the results of applying our method to simulated and real fMRI
data. We first describe the datasets used to evaluate our model. Then, we restrict ourselves to
performing detection and evaluate our model without estimating the hemodynamic response,
comparing it to the standard GLM. Finally, we also include HRF estimation and examine
its results and effects on detection.

5.1
5.1.1

Data
Synthetic data drawn from the model

Since we assume priors for each of the variables in our model, we can simulate the modeled
process by sampling from the model. We set the hyperparameters of the data to match the
hyperparameters estimated from actual data, with varying amounts of noise.
Our first synthetic dataset consists of 5000 voxels and 80 stimuli. Each stimulus belongs
to one of four categories. Much like, for example, the visual cortex of a real brain, the voxels
are divided into category-selective groups, along with a group that is active to all the stimuli.
The 80 stimuli are divided into four categories, each consisting of 20 stimuli. We construct
six groups of voxels: the first four groups are selective to one category each and have prior

probability

#inactive

#active

= 0.9 of being activated by stimuli in that category and prior probability

= 0.005 of being activated by other stimuli. The fifth group is activated by every

stimulus (with the same probability
with probability

#inactive.

#active),

and the sixth group is activated by any stimulus

The first five groups contain 2.5% of the total voxels each; the last

group contains the remaining 90%. This determines the set

{<}

that governs the sample

{x}.
For the variables a, v, and h, we choose hyperparameters similar to those estimated
from real data (see Section 5.2.1 for details about the estimation process). We choose the
noise precision A such that the SNR estimated from the synthetic data matches the SNR
estimated from actual fMRI data. We estimate the SNR using the GLM as

SNR =log

(

)

(5.1)

We then vary the precision to create two more datasets: one whose estimated SNR is 5dB
more than the SNR estimated from real data, and one whose estimated SNR is 5dB less
than the SNR estimated from real data. This ultimately led to SNRs of -9.5dB,

-4.5dB,

and -0.5dB for the three datasets.
We repeat the sampling process 8 times to investigate the variability of the model across
different datasets. The errorbars in the detection plots below reflect this variability.

5.1.2

Synthetic data drawn from the GLM

To approximate the generative process implied by the standard GLM, we also construct
synthetic datasets drawn from a modification of our model. Since the GLM is a descriptive
rather than generative model, there is no corresponding generative process from which we
can generate data. Instead, we modify the sampling process described in the previous section
such that instead of generating a, and xj, as before, we instead generate Oj as described
in Figure 5-1: if the corresponding xj 3 is 1, we draw Oj from the upper tail of the Gaussian

Figure 5-1: Distribution of sampled regression coefficients for the GLM-based dataset. For
active voxel-stimulus pairs, a coefficient is sampled from the red region (i.e., above the
cutoff), and for inactive pairs, a coefficient is sampled from the blue region (i.e., below the
cutoff).

distribution; if the corresponding x., is 0, we draw 03, from the lower portion of the Gaussian.
The cutoff is set such that the probability of obtaining a value in the upper tail is .05. In
order to construct the timecourses from the sampled
0ljGj instead of a,

E zajGj

p3,

values, we use scaled regressors

in Equation (3.2) and sample all other variables as described

above. As in the data drawn from our model, we sample the noise at -9.5dB, -4.5dB, and
-0.5dB of estimated SNR.

5.1.3

Real fMRI data

We use data from an event-related fMRI experiment studying object selectivity in the visual
cortex. The fMRI data set was acquired using a Siemens 3T scanner and a custom 32channel coil (TR = 3 seconds, in-plane resolution = 1.5 mm, slice thickness = 1.5 mm, 42
axial slices).
Figure 5-2 shows the stimuli presented to subjects during the experiment. There are 8
images each of animals, human bodies, cars, human faces, scenes, shoes, tools, trees, and 5
images of vases. The 69 images were presented in random order across several runs and two
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Figure 5-2: Images of the 69 different stimuli used in the event-related fMRI dataset.

sessions, with total duration of 4 hours. We emphasize that the ground truth is not available
for real fMRI experiments.

5.2

Methods

5.2.1

Procedure

For each dataset, we run the algorithm with the GLM-based initializations described in
Section 4.2.3 and with a random initialization that assigns every variable to a random sample
from its prior. The random initialization explores the model's performance independent of
the GLM-based initialization. Typically, the initialization scheme where we initialize each

#4j

as a fraction of the maximal

#35 and

begin by updating a performs better than other

schemes described earlier, although this is not always the case.
We use maximum likelihood estimates of the hyperparameters from the empirical distributions. We observed that the process is relatively insensitive to the choice of hyperparameters for most variables. For x, we do not have prior knowledge about the prior probability
of activation for each voxel-stimulus pair. As a result, we use a spatially uniform activation
prior

#.

In order to choose the best value for this activation prior, we run the model with

a variety of values for

#

and choose the one that achieves the lowest Gibbs free energy F.

For the hemodynamic response prior p(h), we simply use the canonical HRF shape as described in Section 2.4. For the activation magnitude prior p(a), we use the distribution of
GLM coefficients determined by significance testing to be active. For the prior over nuisance
regressors p(v), we use the distribution of GLM coefficients for the corresponding regressor
over all voxels. We also assume that the true HRF is unknown to us in the experiments
with synthetic data. Specifically, in experiments testing our ability to estimate the HRF, we
initialize our estimate with a simple one-gamma parametric shape. For the noise precision
prior p(A), we use the distribution of the residuals from the GLM.
For our implementation of the GLM, we do not include estimation of the noise covariance.
We use the standard two-gamma HRF (the same as the one used to generate the synthetic
datasets) when the model does not estimate the HRF, and we use a simpler, one-gamma
HRF when it does. Our contrasts incorporate known information about the dataset: for

each stimulus

j,

we construct a contrast such that for stimuli within the same category as

j,

the contrast is equal to 0 (with the exception of the value for that particular stimulus, which
is 1), and outside that category, the contrast is equal to -1. We then normalize the contrast
so that it sums to 1. This construction already provides an advantage to the GLM over
our model, which does not have any prior knowledge of the structure in the data. We then
compute the p-values for each contrast

5.2.2

Evaluation

ROC curves
Since we have ground truth for the synthetic datasets, {x} that we generate, we can measure
the detection performance of our algorithm and compare it to the results of the GLM. Each
value of the (uniform) activation prior

#

produces a different set of estimates {Eq[x]}. In

order to compare the posterior probability estimates to the binary ground truth values, we
threshold the estimates.
Intuitively, higher values of the activation prior

#

will result in an overly sensitive detec-

tor that classifies most active voxel-stimulus pairs correctly, but also classifies many inactive
pairs as active. Similarly, lower values of

#

will result in an overly specific detector that

classifies most inactive voxel-stimulus pairs correctly, but also classifies many active pairs as
inactive. To fully explore this trade-off between sensitivity and specificity, we examine receiver operating characteristic (ROC) curves that compare the detection ability of our model
to that of the GLM. Each point on the curve for our model corresponds to a different global
prior

#,

while each point on the curve for the GLM corresponds to a different significance

threshold p.
We choose to display the false positive rate on a log scale due to the nature of fMRI data,
matched in our synthetic dataset. Since less than 5% of voxel-stimulus pairs are active, a
false positive rate of 5% means that the number of false positives is approximately equal to
the total number of active voxels. Thus, we are most interested in low values of the false

positive rate.

Robustness and consistency
In order to explore the robustness of our model to decreasing amounts of data, we can run the
model on subsets of the data. In particular, we select subsets of the timecourse representing
33% and 66%, of the data (for all voxels) and apply the analysis to these subsets.
To measure the robustness of the algorithms, we apply the analysis while using the the
true activation values {x} as ground truth. To measure the consistency of each algorithm,
we treat the results of each model on the full dataset as the baseline.
Clustering
Since the voxels are divided into category-selective groups, a natural way to measure the
quality of each algorithm's estimates is to cluster its results. Specifically, we use the posterior
estimates Eq [X] from our model and compare the clustering to that based on the estimated
regression coefficients 3 from the GLM, and the t-statistics estimated by the GLM. Since
the p-values are obtained by a simple monotonic transformation of the t-statistics and the tstatistics have a distribution more similar to x and 3 in linear space, we choose to work with
t instead of p to evaluate the normalized results of the GLM. To focus on feature quality and
avoid details of the clustering algorithm, we use the standard k-means clustering algorithm
with each set of features.
We evaluate the clustering performance of the features by comparing the voxel assignments to the clustering of the true activations {x}. For our evaluation metric, we use the
fraction of data points correctly assigned to the same clusters. Our evaluation metric should
ideally be invariant to permutations of cluster labels, since we are interested only in cluster
memberships.

In order to resolve the ambiguity in cluster labels, we use the Hungarian

algorithm, where the two sets of nodes correspond to cluster indices and the weight of an
edge is equal to the fraction of data points assigned to the clusters at the edge's ends. This

approach finds the permutation of cluster indices that maximizes the number of voxels labeled consistently by the two methods. We note that this metric gives a particularly large
weight to large clusters. In order to explore accuracy with respect to the small active regions
present in our synthetic dataset and in real fMRI data, we also compute a similar metric for
the same matching, this time dividing each voxel's contribution by the size of its cluster.
We also note that there is no well-established method for comparing the performance of
clustering assignments or the quality of different features used for clustering. In particular,
our evaluation criterion is sensitive to the cluster matching, which depends only on the
assignments and not on the cluster centers. Improved methods which take both of these
factors into account would be an interesting future direction not only for the evaluation of
our work, but also for the evaluation of clustering in general.

HRF Estimation
Due to the bilinearity of the model between a and h, the magnitude of the HRF estimate
is irrelevant. Therefore, when displaying our estimates, we normalize them such that the
magnitude of each vector is constant.

5.3
5.3.1

Detection Results
Synthetic data drawn from the model

ROC curves
Figure 5-3 shows the ROC curves for our method and for the GLM applied to the synthetic
datasets described in Section 5.1.1.
We see that on these datasets, our method consistently outperforms the GLM by a
significant margin. Additionally, our detector's performance degrades more gracefully: the
curves corresponding to different datasets are generally closer together.
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Figure 5-3: ROC curves for three model-based datasets with varying amounts of noise. The
GLM p-values were thresholded at a range of significance values. Errorbars indicate variance
over many repetitions of the procedure (i.e., repeatedly sampling data and applying both
methods).

Robustness and consistency
The robustness and consistency results are shown in Figure 5-4. For these, we chose to work
with the -4.5dB dataset as this was closest to real fMRI data. On this dataset, the model's
robustness is extremely high: as the amount of noise increases, the model still maintains a
consistently high true positive rate for any given false positive rate.
As expected, the our proposed model performs better: as the amount of data available
decreases, the model performs only slightly worse. The results from the GLM, however are
not particularly consistent for this synthetic dataset. As the amount of noise increases, the
performance rapidly decreases.

Clustering
Figure 5-6 shows the results of clustering. We examine the results of clustering for the
number of clusters k between 4 and 8.

The clustering is fairly consistent for any value
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Figure 5-4: ROC curves for the model-based synthetic data. (a) uses the true activation
values as ground truth to measure robustness, and (b) uses each model's result on the full
data as ground truth to measure consistency.

greater than the true value of k = 6. For smaller values, the more selective clusters typically
collapsed into each other. For this reason, we show only the results of clustering with k = 6.
This also allows us to compare our clustering to the ground truth.
The results based on the t-statistics are similar to those based on the estimated activation probabilities Eq[x], but they typically do not perform as well at distinguishing the
all-active and all-inactive regions. Such detection would require the formulation of more
complex contrasts. Since in real fMRI data we often have no prior information about functional organization and selectivity, relying on any one particular hypothesis and contrast
could be naive. The profiles obtained from the GLM coefficients appear less noisy, but the
corresponding clustering assignments are less accurate.
As the noise level increases, the performance of the proposed model (measured by both
detection and clustering) deteriorates, but the posterior estimates grow closer to the prior,

#

= 0.5. This effect, which is particularly noticeable in the profiles in the noisiest dataset,

is to be expected from the update rule for q(xnj) in Equation (4.6), which is a combination
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Figure 5-5: Clustering performance of different models on the model-based synthetic dataset,
measured by comparing against the true grouping. The left figure shows the clustering
accuracy for each cluster (i.e., the diagonal elements of the confusion matrix): the cyan
bars correspond to the category-selective groups, the magenta bar corresponds to the group
activated by all stimuli, and the yellow corresponds to the inactive group. The second graph
shows the two metrics described in 5.2.2: the clustering accuracy in blue and the normalized
accuracy (i.e., the mean of the elements of the first graph) in red. The graphs show results
for the -4.5dB dataset.

of a prior term and a data term, the latter of which is weighted by Eq[A,]. In the absence of
reliable data, our estimate more closely resembles the prior. We also note that the
Figure 5-5 reports the clustering accuracy of our model, the GLM coefficients, and the
GLM t-statistics when using the clustering results from the true activations as ground truth.
We can see that all the features perform well in the absolute metric, but that our method
performs significantly better when smaller clusters are weighted more heavily. We also note
that the t-statistics are particularly poor at assigning voxels to the all-active group, since
the coefficients in that group are all roughly equal, and our contrast only computes a relative
measure.
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Figure 5-6: Clustering results for different features for the three model-based datasets. Each
row corresponds to a different noise level. We show results for three features: the model's
posterior estimates Eq[X], the GLM's coefficient estimates #, and the t-statistics from the
significance test. For each method, we show the cluster centers on the left, and a confusion
matrix for the assignments on the right. For the confusion matrix, lighter squares indicate
higher values while darker squares indicate lower values.
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Figure 5-7: ROC curves for three GLM-based datasets with varying amounts of noise. The
GLM p-values were thresholded at a range of significance values. Errorbars indicate variance
over many repetitions of the procedure (i.e., repeatedly sampling data and applying both
methods).

5.3.2

Synthetic data drawn from the GLM

ROC curves
The results of applying the proposed method and the GLM to the dataset drawn from a
generative model matched to the GLM, as described in Section 5.1.2, are shown in Figure 5-7.
This dataset is significantly more difficult for both models. In particular, neither model
achieves low false positive rates as the amount of noise increases. This is likely partially
due to our notion of SNR. Many voxels which are inactive still can have large regression
coefficients (see Figure 5-1), and as a result the estimated SNR will be artificially inflated.
Additionally, our assumptions about this dataset - namely, that inactivity and activity are
nearly indistinguishable at the boundary - make it more difficult to perform detection on
than the first synthetic dataset. This holds even as we reduce the prior several orders of
magnitude below the true fraction of voxels while running our model, and decreasing the
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Figure 5-8: ROC curves for the GLM-based synthetic data. (a) uses the true activation
values as ground truth to measure robustness, and (b) uses each model's result on the full
data as ground truth to measure consistency.

significance threshold for the GLM detection to many orders of magnitude below the standard
threshold.

Robustness and consistency
Figure 5-8(a) reports the robustness results for the two methods. We see that while the
absolute performance of each model is rather poor, both models show a high degree of
robustness: as the amount of data decreases, we observe only a slight decrease in detection
ability, as measured both by the similarity of the curves corresponding to varying amounts
of data and by the small errorbars on each plot. This is also evident from Figure 5-7, where
as the noise increases, the models do not degrade greatly.
Figure 5-8(b) shows the consistency results for this dataset.

We see that while the

proposed method achieves reasonable consistency, the GLM achieves greater consistency.
Additionally, the model is still unable to achieve sufficiently low false positive rates.
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Figure 5-9: Clustering performance of different models on the GLM-based synthetic dataset,
measured by comparing against the true grouping. The left figure shows the clustering
accuracy for each cluster (i.e., the diagonal elements of the confusion matrix): the cyan
bars correspond to the category-selective groups, the magenta bar corresponds to the group
activated by all stimuli, and the yellow corresponds to the inactive group. The second graph
shows the two metrics described in 5.2.2: the clustering accuracy in blue and the normalized
accuracy (i.e., the mean of the elements of the first graph) in red. The graphs show results
for the -4.5dB dataset.

Clustering
We show the results of clustering for the three GLM-based datasets in Figure 5-10. For this
dataset, the estimated 3 values outperform both our proposed model's posterior estimates
and the t-statistics. In particular, the confusion matrices show that the t-statistics often
cannot distinguish between the all-active group and the all-inactive group.

The cluster

centers are typically noisier, since the range of possible values within an active or inactive
group is much wider. We also note that in the noisiest dataset, applying clustering to our
model led to the second and fourth clusters collapsing.
In Figure 5-9, we show the clustering accuracy of the various models. For the absolute
metric, the GLM

#

values significantly outperform our model's features and the t-statistics,

but the gap narrows when we consider the normalized metric. This is likely due to the model's
relatively high false positive rate, leading to incorrect estimates and cluster assignments for
voxels in the completely-inactive group. This is even more apparent in the first plot, where we
see that although our model outperforms the t-statistics in assigning voxels to the categoryselective groups and the all-active group, it does so at the cost of false positives: it assigns
too few voxels to the all-inactive group.
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Figure 5-10: Clustering results for different features for the three GLM-based datasets. Each
row corresponds to a different noise level. We show results for three features: the model's
posterior estimates Eq[X], the GLM's coefficient estimates #3, and the t-statistics from the
significance test. For each method, we show the cluster centers on the left, and a confusion
matrix for the assignments on the right. For the confusion matrix, lighter squares indicate
higher values while darker squares indicate lower values.
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Figure 5-11: ROC curves for actual fMRI data, using each algorithm's results on the full
data as ground truth to measure consistency.

5.3.3

Detection: fMRI experimental data

Since we do not have ground truth available for this dataset, we are limited to the consistency
and clustering analyses described above to compare the algorithms.

Consistency
Figure 5-11 shows the results of applying the consistency analysis described above to actual
fMRI data.
Both models are somewhat consistent, although the GLM is slightly more consistent than
our proposed model. This is to be expected, since the dataset was designed to be as short as
possible (to minimize the amount of time that subjects spend in the scanner) while allowing
for as much SNR as possible.
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Figure 5-12: Result of k-means clustering on features from the model (using only detection)
and the GLM. Recall that the categories are animals, bodies, cars, faces, scenes, shoes, trees,
and vases.

Clustering
Figure 5-12 shows the results of running the k-means algorithm on features from the GLM
and the model. We see that our model produces the most structured clusters: groups of
stimuli from the same category (e.g. stimuli 25 to 32, which correspond to faces), tend to be
clustered together. This matches prior literature on object selectivity in the visual cortex,
which has found regions selective to certain categories of stimuli such as faces, scenes, and
bodies. We can see these clusters in the features from our algorithm, while the clusters
from the GLM are less selective. Figure 5-13 shows the spatial extent of voxels in cluster 2,
which is selective to faces. We see that the clusters overlap significantly and are both located

Figure 5-13: Partial spatial map showing voxels assigned to cluster 2 from the model and
cluster 3 from the GLM. This figure shows several slices of the full 3-dimensional volume
with the voxels assigned to each cluster, along with the voxels that are shared by the two
clusters.

in well-known face-selective regions, validating our algorithm's results in this context. We
also see that cluster 1 is highly selective to scenes, another well-known category that has a
dedicated area in the brain. Interestingly, cluster 7 is selective to faces, animals, and bodies,
suggesting a preference for "animate" over "inanimate" objects. We note that cluster 3 in
the t-statistic clusters is face-selective, and cluster 2 is very slightly scene-selective. Similarly,
cluster 3 in the 3 clusters is slightly scene-selective.
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Figure 5-14: Clustering performance of different models on the model-based synthetic
dataset, measured by comparing against the true grouping. The left figure shows the clustering accuracy for each cluster (i.e., the diagonal elements of the confusion matrix): the cyan
bars correspond to the category-selective groups, the magenta bar corresponds to the group
activated by all stimuli, and the yellow corresponds to the inactive group. The second graph
shows the two metrics described in 5.2.2: the clustering accuracy in blue and the normalized
accuracy (i.e., the mean of the elements of the first graph) in red. The graphs show results
for the -4.5dB dataset. HRF estimation was used to obtain the results for our method; the
corresponding results without HRF estimation are in Figure 5-5.

5.4
5.4.1

Estimation Results
Estimation: Synthetic data drawn from the model

Because the results for the model with estimation were very similar to the results described
in Section 5.3.1, we omit them here. The GLM's result is slightly worse since it uses the
wrong HRF, while our model correctly discovers the true HRF. We also omit the robustness
and consistency results due to their similarity to the results described earlier.

Clustering
Figure 5-14 shows the clustering results for this dataset. We see that qualitatively, the results
are very similar to the ones described earlier, although HRF estimation slightly improves
our model's estimates.
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Figure 5-15: Estimates Eq[h] from the model-based synthetic dataset.

HRF
Figure 5-15 shows the estimated HRF from this dataset. We see that the model is able to
accurately recover the true HRF despite an incorrect initialization, even in the presence of
noise.
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Figure 5-16: Clustering performance of different models on the GLM-based synthetic dataset,
measured by comparing against the true grouping. The left figure shows the clustering
accuracy for each cluster (i.e., the diagonal elements of the confusion matrix): the cyan
bars correspond to the category-selective groups, the magenta bar corresponds to the group
activated by all stimuli, and the yellow corresponds to the inactive group. The second graph
shows the two metrics described in 5.2.2: the clustering accuracy in blue and the normalized
accuracy (i.e., the mean of the elements of the first graph) in red. The graphs show results
for the -4.5dB dataset. HRF estimation was used to obtain the results for our method; the
corresponding results without HRF estimation are in Figure 5-9.

5.4.2

Estimation: Synthetic data drawn from the GLM

As in the previous section, we omit the ROC, consistency, and robustness analyses due to
their similarity to the ones in Section 5.3.2.

Clustering
Figure 5-16 shows the clustering performance for the algorithms on this dataset. We see
that the performance is similar to before.
HRF
Figure 5-15 shows the estimated HRF from this dataset. Our estimation method does not
perform as well here: since our assumption of binary activations no longer holds, the weights
from different voxels in the update for q(h) are improperly combined, likely resulting in an
incorrect estimate.
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Figure 5-17: Estimates Eq[h] from the GLM-based synthetic dataset.
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Figure 5-18: ROC curves for actual fMRI data, using each algorithm's results on the full
data as ground truth to measure consistency. The results from the model were obtained
using the full detection-estimation framework.

5.4.3

Estimation: fMRI experimental data

We can also apply our full detection-estimation framework to data from an fMRI experiment
as in Section 5.1.3.

Consistency
Figure 5-18 shows the consistency results for both algorithms. We see that adding HRF
estimation increases the consistency of the model.
Clustering
Figure 5-19 shows the results of clustering for the same subject as in Figure 5-12. We see
that qualitatively, the results are extremely similar. The spatial locations of the various
clusters remain similar as well. Figure 5-20 shows the estimated HRFs for a representative
subject as data is withheld. We see that the peak occurs one sample (3 seconds) earlier
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Figure 5-19: Result of k-means clustering on features from the model (using the full
detection-estimation framework) and the GLM. Recall that the categories are animals, bodies, cars, faces, scenes, shoes, trees, and vases.

than our predicted HRF, and also that the undershoot is significantly lower and longer
than predicted. As the amount of data withheld increases, the estimate does not change
significantly, indicating that only a small amount of fMRI data is required to accurately
estimate the shape of the HRF.

5.5

Summary

We presented the results of our model on synthetic and real fMRI data, and compared it
to the GLM. We showed that on synthetic data generated from our model's assumptions, it
significantly outperforms the GLM and accurately detects active and inactive regions, as well
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Figure 5-20: Estimates Eq[h] from the fMRI experiment for varying amounts of data.

as provides useful features for clustering. On synthetic data generated from the assumptions
of the standard GLM, the model did not perform as well, but still maintained robustness
and consistency. When applied to an fMRI study of object selectivity in the visual cortex,
our model provides an alternative to the GLM that is consistent. We also emphasize the
unsupervised nature of our model: no contrasts or hypotheses need be specified. Despite
this, we detect well-known regions of the visual cortex from actual fMRI data, as well as
discover variability in the HRF.

Chapter 6
Conclusions
We presented a model for detecting activation and estimating the response in fMRI. We
derived an inference algorithm based on this model, and presented results from this algorithm
as well as with baseline methods. Our method demonstrated superior results in most settings,
and behaved robustly and consistently in others.

6.1

Comparison to GLM

Our proposed model is clearly closely related to the GLM. They share many underlying
assumptions, such as the notion that the observed fMRI response is a linear combination of
factors corresponding both to experimental stimuli and nuisance factors. However, there are
several differences, most of which come from two factors. The first difference between the
two models is the model's assumption that the regression coefficients 73# can be decomposed
into

#35 = a,,%3 , for

binary xy. The second major difference is the generative process that

the model describes, and from which the inference algorithm is derived. These lead to several
differences, including some advantages and disadvantages, which we discuss in the following.

6.1.1

Model Advantages

The assumption that the voxel response can be decoupled from the physiologically-driven
magnitude of the activity allows more robust estimation of the voxel-specific magnitude an,
since the data from all categories are pooled. As a result, distinguishing between the two
levels (inactive and active) while updating each activation estimate Eq[x,] also becomes more
robust. This method is also less sensitive to hemodynamic factors that influence the response:
fMRI responses are often influenced by factors such as voxels' proximity to blood vessels,
which can increase the magnitude of a particular voxel's fMRI response that is not explained
by the underlying neural response. Our model produces large activation magnitudes for such
voxels, and adjusts the posterior activation probability estimates accordingly. In contrast,
the GLM obtains large regression coefficients for all stimuli for such voxels, and possibly
erroneously detects activations. Although this effect can be somewhat neutralized by using
p-values rather than coefficients as the final result, this step requires formulating a different
hypothesis.
The generative nature of our Bayesian model enables greater flexibility in extending the
model. We can see this in the incorporation of the HRF estimation (as in Section 3.3),
and in the application to clustering (as in Appendix A). We could also incorporate spatial
information into the model by using a more sophisticated prior for the activation variables,
such as a Markov Random Field that encourages neighboring voxels to have the same value.
Also, as discussed in Section 2.4, by building in a clustering model, we can use both our
estimates for the activation variables and the HRF as features in a clustering algorithm based
on a generative model.

6.1.2

Model Disadvantages

Our model assumes that the desired representation is a set of activation probabilities or
binary activations, leading to the assumption that the response to a stimulus is either present
or absent. Therefore, the model cannot detect whether the response to one stimulus is

larger (in terms of BOLD response) than the response to another. For example, given an
auditory experiment where subjects are presented with a quiet sound and a loud sound,
the experimenter might hypothesize that the response to the louder sound would be larger
than the response to the quiet sound. After applying the GLM, the experimenter might
then construct an an appropriate contrast to test the hypothesis that loud sounds evoke a
response that is substantially greater than that from quiet sounds. The model as described
here cannot test such hypotheses; it can merely detect the presence of activation to loud
and quiet sounds. This is consistent with the "supervised" nature of contrast formulation,
as opposed to the "unsupervised" nature of the proposed generative model: hypotheses like
this must be formulated (in an infinitely large space of hypotheses) and tested individually
within the GLM framework.

6.2

Extensions and Future Work

Various extensions are possible within the Bayesian modeling framework. We discuss a few
of these below.

6.2.1

Deactivation

Previous fMRI studies have shown that certain areas of the brain deactivate in response to
experimental stimuli, and are relatively active during baseline [4]. Such deactivations could
be useful to model. Towards this end, we could model our activations xy not as binary
state variables, but instead as ternary state variables, taking on values -1 (deactivated), 1
(activated), and 0 (inactive).

6.2.2

Noise covariance models

As discussed in Section 2.2.3, noise in fMlRI data is not necessarily white. A richer model
for the noise variance of the noise could include an autoregressive covariance structure or a

more general covariance structure. For example, we could assume a first-order autoregressive
process, and include the autoregressive scale variable p in our model. Due to the loss of
conjugacy this would entail, we could use a sampling-based approach to provide an optimal
posterior estimate for this quantity.

6.3

Use of the Proposed Model for Higher-Level Interpretation of fMRI Data

The proposed framework also enables more comprehensive generative models of activation
structure across different subjects. Appendix A reproduces our recently published work [21]
that builds on the model described in this thesis to extract representations of functional
units in the brain and visual image categories from fMRI data.
The proposed model can also be used as part of a more comprehensive generative model
examining structure across different subjects.

The proposed model is used to connect a

generative model for functional units of voxels and categories of stimuli to observed fMRI
timecourses: in Appendix A, we reproduce the contents of a paper [21] which does this.

Appendix A
Categories and Functional Units: An
Infinite Hierarchical Model for Brain
Activations
Abstract
We present a model that describes the structure in the responses of different brain areas
to a set of stimuli in terms of stimulus categories (clusters of stimuli) and functional units
(clusters of voxels). We assume that voxels within a unit respond similarly to all stimuli from
the same category, and design a nonparametric hierarchical model to capture inter-subject
variability among the units. The model explicitly captures the relationship between brain
activations and fMRI time courses. A variational inference algorithm derived based on the
model can learn categories, units, and a set of unit-category activation probabilities from
data. When applied to data from an fMRI study of object recognition, the method finds
meaningful and consistent clusterings of stimuli into categories, and voxels into units.

A.1

Introduction

The advent of functional neuroimaging techniques, in particular fMRI, has for the first
time provided non-invasive, large-scale observations of brain processes. Functional imaging
techniques allow us to directly investigate the high-level functional organization of the human
brain. Functional specificity is a key aspect of this organization and can be studied along two

separate dimensions. Specifically, we investigate 1) which sets of stimuli or cognitive tasks
are treated similarly by the brain, and 2) which areas of the brain have similar functional
properties. For instance, in the studies of visual object recognition the first question defines
object categories intrinsic to the visual system, while the second characterizes regions with
distinct profiles of selectivity. To answer these questions, fMRI studies examine the responses
of all relevant brain areas to as many stimuli as possible within the domain under study.
However, the analysis of the resulting data becomes challenging due to high-dimensionality
and the noisy nature of fMRI measurements.
Clustering is a natural choice for answering questions we pose here about functional
specificity with respect to both stimuli and voxels.

Applying clustering in the space of

stimuli identifies stimuli that induce similar patterns of response and has been recently used
to discover object categories from responses in human inferior temporal cortex [18]. Applying
clustering in the space of brain locations seeks voxels that show similar functional responses
[38, 19, 20]. We will refer to a cluster of voxels with similar responses as a functional unit.
In this paper, we present a model to investigate the interactions between these two aspects
of functional specificity. We make the natural assumption that functional units are organized
based on their responses to the categories of stimuli and the categories of stimuli can be
characterized by the responses they induce in the units. Therefore, categories and units are
interrelated and information about either side informs us about the other. Our generative
model simultaneously learns the specificity structure in the space of both stimuli and voxels.
We use a block co-clustering framework to model the relationship between clusters of stimuli
and brain locations [1]. In order to account for variability across subjects in a group study,
we assume a hierarchical model where a group-level structure generates the clustering of
voxels in different subjects (Fig. A-1). A nonparamteric prior enables the model to search
the space of different numbers of clusters. Furthermore, we tailor the method specifically
to brain imaging by including a model of fMRI signals. Most prior work applies existing
machine learning algorithms to functional neuroimaging data. In contrast, our Bayesian

integration of the co-clustering model with the model of fMRI signals informs each level of
the model about the uncertainties of inference in other levels. As a result, the algorithm is
better suited to handle the high levels of noise in fMRI observations.
We apply our method to a group fMRI study of visual object recognition where 8 subjects
are presented with 69 distinct images. The algorithm finds a clustering of the set of images
into a number of categories along with a clustering of voxels in different subjects into units.
We find that the learned categories and functional units are indeed meaningful and consistent.
Different variants of co-clustering algorithms have found applications in biological data
analysis [6, 24, 17].

Our model is closely related to the probabilistic formulations of co-

clustering [22] and the application of Infinite Relational Models to co-clustering [16]. Prior
work in the applications of advanced machine learning techniques to fMRI has mainly focused on supervised learning, which already requires the knowledge of stimulus categories
[28]. Unsupervised learning methods such as Independent Component Analysis (ICA) have
also been applied to fMRI data to decompose it into a set of spatial and temporal (functional) components [2, 26]. ICA assumes an additive model for the data and allows spatially
overlapping components. However, neither of these assumptions is appropriate for studying
functional specificity. For instance, an fMRI response that is a weighted combination of a
component selective for category A and another selective for a category B may be better
described by selectivity for a new category (the union of both). We also note that Formal
Concept Analysis, which is closely related to the idea of block co-clustering, has been recently
applied to neural data from visual studies in monkeys [8].

A.2

Model

Our model consists of three main components:
I. Co-clustering structure expressing the relationship between the clustering of stimuli
(categories) and the clustering of brain voxels (functional units),
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Figure A-1: Co-clustering fMRI data across subjects. The first row shows a hypothetical
data set of brain activations. The second row shows the same data after co-clustering, where
rows and columns are re-ordered based on the membership in categories and functional units.
II. Hierarchical structure expressing the variability among functional units across subjects,
III. Functional MRI model expressing the relationship between voxel activations and observed fMRI time course.
The co-clustering level is the key element of the model that encodes the interactions between
stimulus categories and functional units. Due to the differences in the level of noise among
subjects, we do not expect to find the same set of functional units in all subjects. We employ
the structure of the Hierarchical Dirichlet Processes (HDP) [36] to account for this fact. The
first two components of the model jointly explain how different brain voxels are activated
by each stimulus in the experiment. The third component of the model links these binary
activations to the observed fMRI time courses of voxels. Sec. A.2.1 presents the hierarchical
co-clustering part of the model that includes both the first and the second components above.
Sec. A.2.2 presents the fMRI signal model that integrates the estimation of voxel activations
with the rest of the model. Section A.2.3 outlines the variational algorithm that we employ
for inference. Fig. A-2 shows the graphical model for the joint distribution of the variables
in the model.
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Nonparametric Hierarchical Co-clustering Model

A.2.1

Let xzis E {0, 1} be an activation variable that indicates whether or not stimulus s activates
voxel i in subject j. The co-clustering model describes the distribution of voxel activations
xzi, based on the category and the functional units to which stimulus s and voxel i belong.
We assume that all voxels within functional unit k have the same probability

#k,l

of being

activated by a particular category 1 of stimuli. Let z = {zji}, zji E {1, 2, - - - } be the set of
unit memberships of voxels and c =

c E {1, 2,.-.

}

the set of category memberships of

the stimuli. Our model of co-clustering assumes:

zii I zji, cs, #

The set

#

rI-

Bernoulli (#2,cs),,.

(A. 1)

{#0k,1}, the probabilities of activation of functional units to different categories,

summarizes the structure in the responses of voxels to stimuli.
We use the stick-breaking formulation of HDP [36] to construct an infinite hierarchical
prior for voxel unit memberships:

#5
0|

zi

#j
7r

. Mult(0j),

(A.2)

Dir(a7r),

(A.3)

ir i.d.

|

(A.4)

-y GEM( 1 ).

Here, GEM(Q) is a distribution over infinitely long vectors 7r = [71,7

2

,-

T, named after

Griffiths, Engen and McCloskey [32]. This distribution is defined as:
k-1
-Vk') ,

7rk =Vk

k

(A.5)

k'=1

where the components of the generated vectors 7 sum to one with probability 1. In subject
j, voxel memberships are distributed according to subject-specific weights of functional units

#3. The

weights

#j

are in turn generated by a Dirichlet distribution centered around r with

a degree of variability determined by oz. Therefore, 7r acts as the group-level expected value
of the subject-specific weights. With this prior over the unit memberships of voxels z, the
model in principle allows an infinite number of functional units; however, for any finite set
of voxels, a finite number of units is sufficient to include all voxels.
We do not impose a similar hierarchical structure on the clustering of stimuli among
subjects. On a conceptual level, we assume that stimulus categories reflect how the human
brain has evolved to organize the the processing of stimuli within a system and are therefore identical across subjects. Even if any variability exists, it will be hard to learn such a
complex structure from data since we can present relatively few stimuli in each experiment.
Based on these conceptual and practical arguments, we assume identical clustering c in the
space of stimuli for all subjects, with a Dirichlet process prior:

Sc p

p |X

j

Mult(p),

~GEM(X).

(A.6)

Finally, we construct the prior distribution for unit-category activation probabilities

#k,l

A.2.2

rl.

Beta(-ri,

#:

(A. 7)

2).

Model of fMRI Signals

Functional MRI yields a rough measure of average neuronal activation in each brain voxel
at different time points. The standard linear time-invariant model of fMRI signals expresses
the contribution of each stimulus by the convolution of the spike train of stimulus onsets
with a hemodynamic response function (HRF) [10]. The HRF peaks at about 6-9 seconds,
modeling an intrinsic delay between the underlying neural activity and the measured fMRI
signal. Accordingly, measured signal yjit in voxel i of subject

Yjit =3

bjisGst +

i

j

at time t is modeled as:

eihFht + Ejit,

(A-8)

h

where Gst is the model regressor for stimulus s, Fht represents nuisance factor h, such as a
baseline or a linear temporal trend, at time t and ejit is gaussian noise. We use the simplifying
assumption throughout that ejit

. Normal(0, A-.). The response bis, of voxel i to stimulus

s can be estimated by solving the least squares regression problem.
Unfortunately, fMRI signal does not have a meaningful scale and may vary greatly across
trials and experiments. In order to use this data for inferences about brain function across
subjects, sessions, and stimuli, we need to transform it into a standard and meaningful
space. The binary activation variables x, introduced in the previous section, achieve this

transformation by assuming that in response to any stimulus a voxel is either in an active or
a non-active state. If voxel i is activated by stimulus s (xjis = 1), its response takes positive
value aji that specifies the voxel-specific amplitude of response; otherwise, its response remains 0. We can write bjis = ajixjis and assume that aji represents uninteresting variability
in fMRI signal. When making inference on binary activation variable xjis, we consider not
only the response, but also the level of noise and responses to other stimuli. Therefore, the
binary activation variables can be directly compared across different subjects, sessions, and
experiments.
We assume the following priors on voxel response variables:

(peh, %,h),

(A.9)

U) ,
aji ~ Normal+ (P, of

(A. 10)

ei

- Normal

~j Gamma (rjy, 6j) ,

(A. 11)

where Normal+ defines a normal distribution constrained to only take positive values.

A.2.3

Algorithm

The size of common fMRI data sets and the space of hidden variables in our model makes
stochastic inference methods, such as Gibbs sampling, prohibitively slow. Currently, there is
no faster split-merge-type sampling technique that can be applied to hierarchical nonparametric models [36]. We therefore choose a variational Bayesian inference scheme, which is
known to yield faster algorithms.
To formulate the inference for the hierarchical unit memberships, we closely follow the
derivation of the Collapsed Variational HDP approximation [37].
subject-specific unit weights /3

We integrate over the

{O} and introduce a set of auxiliary variables r = {frk}

that represent the number of tables corresponding to unit (dish) k in subject (restaurant)

j

according to the Chinese restaurant franchise formulation of HDP [36].

Let h

{x, z, c, r, a, <, e, A, v, u} denote the set of all unobserved variables. Here, v

U

{vk} and

{u } are the stick breaking fractions corresponding to distributions 7r and p, respec-

tively. We approximate the posterior distribution on the hidden variables given the observed
data p(hly) by a factorizable distribution q(h). The variational method minimizes the Gibbs
free energy function F[q] = E[log q(h)] - E[logp(y, h)] where E[.] indicates expected value
with respect to distribution q. We assume a distribution q of the form:

q(h) = q(rlz)

11 q(vk) l
k

1

q(ul) 1 q(k,l)
k,l

Jl q(cs) -J7
s,

q(aj)q(Aji)q(zji) H q(xji,)

L-

S

T q(ei).
h

We apply coordinate descent in the space of q(.) to minimize the free energy. Here, since
we explicitly account for the dependency of the auxiliary variables on unit memberships in
the posterior, we can derive closed form update rules for all hidden variables. Due to space
constraints, we present the update rules and their derivations in the Supplementary Material.
By iterative application of the update rules, we find a local minimum of the Gibbs free
energy. Since variational solutions are known to be biased toward their initial configurations,
the initialization phase becomes critical to the quality of the results. For initialization of the
activation variables xjis, we estimate bjis in Eq. (A.8) using least squares regression and for
each voxel normalize the estimates to values between 0 and 1 using the voxel-wise maximum
and minimum. We use the estimates of b to also initialize A and e. For memberships, we
initialize q(z) by introducing the voxels one by one in random order to the collapsed Gibbs
sampling scheme [36] constructed for our model with each stimulus as a separate category
and the initial x assumed known. We initialize category memberships c by clustering the
voxel responses across all subjects. Finally, we set the hyperparameters of the fMRI model
such that they match the corresponding statistics computed by least square regression on
the data.
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Figure A-3: Comparison between our nonparametric Bayesian co-clustering algorithm (NBC)
and Block Average Co-clustering (BAC) on synthetic data. Both classiciation accuracy (CA)
and noramlized mutual information (NMI) are reported.

A.3

Results

We demonstrate the performance of the model and the inference algorithm on both synthetic and real data. As a baseline algorithm for comparison, we use the Block Average
Co-clustering (BAC) algorithm [1] with a Euclidean distance. First, we show that the hierarchical structure of our algorithm enables us to retrieve the cluster membership more
accurately in synthetic group data. Then, we present the results of our method in an fMRI
study of visual object recognition.

A.3.1

Synthetic Data

We generate synthetic data from a stochastic process defined by our model with the set of
parameters 7

3, a = 100, X

1, and

Ti = T2-=

1, Nj = 1000 voxels, S = 100 stimuli, and

J = 4 subjects. For the model of the fMRI signals, we use parameters that are representative
of our experimental setup and the corresponding hyperparameters estimated from the data.
We generate 5 data sets with these parameters; they have between 5 to 7 categories and 13 to
21 units. We apply our algorithm directly to time courses in 5 different data sets generated
using the above scheme. To apply BAC to the same data sets, we need to first turn the
time-courses into voxel-stimulus data. We use the least squares estimates of voxel responses

(bjis) normalized in the same way as we initialize our fMRI model. We run each algorithm
20 times with different initializations. The BAC algorithm is initialized by the result of a
soft k-means clustering in the space of voxels. Our method is initialized as explained in the
previous section. For BAC, we use the true number of clusters while our algorithm is always
initialized with 15 clusters.
We evaluate the results of clustering with respect to both voxels and stimuli by comparing
clustering results with the ground truth. Since there is no consensus on the best way to
compare different clusterings of the same set, here we employ two different clustering distance
measures. Let P(k, k') denote the fraction of data points (voxels or stimuli) assigned to
cluster k in the ground truth and k' in the estimated clustering. The first measure is the socalled classification accuracy (CA), which is defined as the fraction of data points correctly
assigned to the true clusters [27]. To compute this measure, we need to first match the cluster
indices in our results with the true clustering. We find a one-to-one matching between the
two sets of clusters by solving a bipartite graph matching problem. We define the graph
such that the two sets of cluster indices represent the nodes and P(k, k') represents the
weight of the edge between node k and k'. As the second measure, we use the normalized
mutual information (NMI), which expresses the proportion of the entropy (information) of
the ground truth clustering that is shared with the estimated clustering. We define two
random variables X and Y that take values in the spaces of the true and the estimated
cluster indices, respectively. Assuming a joint distribution P(X=k, Y=k') = P(k, k'), we set
NMI = I(X; Y)/H(X). Both measures take values between 0 and 1, with 1 corresponding
to perfect clustering.
Fig. A-3 presents the clustering quality measures for the two algorithms on the 5 generated
data sets. As expected, our method performs consistently better in finding the true clustering
structure on data generated by the co-clustering process. Since the two algorithms share the
same block co-clustering structure, the advantage of our method is in its model for the
hierarchical structure and fMIRI signals.

A.3.2

Experiment

We apply our method to data from an fIMRI study where 8 subjects view 69 distinct images.
Each image is repeated on average about 40 times in one of the two sessions in the experiment.
The data includes 42 slices of 1.65mm thickness with in plane voxel size of 1.5mm, aligned
with the temporal lobe (ventral visual pathway).

As part of the standard preprocessing

stream, the data was first motion-corrected separately for the two sessions [7], and then
spatially smoothed with a Gaussian kernel of 3mm width. The time course data included
about 120 volumes per run and from 24 to 40 runs for each subject. We registered the data
from the two sessions to the subject's native anatomical space [11]. We removed noisy voxels
from the analysis by performing an ANOVA test and only keeping the voxels for which the
stimulus regressors signifcantly explained the variation in the time course (threshold p=10-4
uncorrected). This procedure selects on average about 6,000 voxels for each subject. Finally,
to remove the idiosyncratic aspects of responses in different subjects, such as attention to
particular stimuli, we regressed out the subject-average time course from voxel signals after
removing the baseline and linear trend. We split trials of each image into two groups of equal
size and consider each group an as independent stimulus forming a total of 138 stimuli. This
allows us to examine the consistency of our results with respect to different trials of the same
image.
We use a = 100, y = 5,

x

= 0.1, and

T1

= r2

= 1 for the nonparametric prior. We

initialize our algorithm 20 times and choose the solution that achieves the lowest Gibbs
free energy. Fig. A-4 shows the categories that the algorithm finds on the data from all
8 subjects. First, we note that the pairs of stimuli that represent an identical image are
generally assigned to the same category, confirming the consistency of the resuls across trials.
Category 1 corresponds to the scene images and, interestingly, also includes all images of
trees. This may suggest a high level category structure that is not merely driven by low
level features. Such a structure is even more evident in the 4th category where images of
a tiger that has a large face joins human faces. Some other animals are clustered together
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Figure A-4: Categories (left) and activation probabilities of functional units (E[#k,l]) (right)
estimated by the algorithm from all 8 subjects in the study.
with human bodies in categories 2 and 9. Shoes and cars, which have similar shapes, are
clustered together in category 3 while tools are mainly found in category 6.
The interaction between the learned categories and the functional units is summarized in
the posterior unit-category activation probabilities E[#4,1) ( Fig. A-4, right ). The algorithm
finds 18 units across all subjects. The largest unit does not show preference for any of the
categories. Functional unit 2 is the most selective one and shows high activation for category
4 (faces). This finding agrees with previous studies that have discovered face-selective areas
in the brain [15]. Other units show selectivity for different combinations of categories. For
instance, Unit 6 prefers categories that mostly include body parts and animals, unit 8 prefers
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Figure A-5: (Left) Spatial maps of functional unit overlap across subjects in the normalized
space. For each voxel, we show the fraction of subjects in the group for which the voxel
was assigned to the corresponding functional unit. We see that functional units with similar
profiles between the two datasets show similar spatial extent as well. (Right) Comparison
between the clustering robustness in the results of our algorithm (NBC) and the best results
of Block Average Co-clustering (BAC) on the real data.
category 1 (scenes and trees), while the selectivity of unit 5 seems to be correlated with the
pixel-size of the image.
Our method further learns sets of variables {q(zji=k)}'
that different voxels in subject

j

2

1

that represent the probabilities

belong to functional unit k. Although the algorithm does

not use any information about the spatial location of voxels, we can visualize the posterior
membership probabilities in each subject as a spatial map. To see whether there is any
degree of spatial consistency in the locations of the learned units across subjects, we align
the brains of all subjects with the Montreal Neurological Institute coordinate space using
affine registration [35].

Fig. A-5 (left) shows the average maps across subjects for units

2, 5, and 6 in the normalized space. Despite the relative sparsity of the maps, they have
significant overlap across subjects.
As with many other real world applications of clustering, the validation of results is
challenging in the absence of ground truth. In order to assess the reliability of the results,
we examine their consistency across subjects. We split the 8 subjects into two groups of
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Figure A-6: Categories found by our algorithm in group 1 (left) and by BAC in all subjects
for (1,k) = (14,14) (right).
4 and perform the analysis on the two group data separately. Fig. A-6 (left) shows the
categories found for one of the two groups (group 1), which show good agreement with the
categories found in the data from all subjects (categories are indexed based on the result
of graph matching). As a way to quantify the stability of clustering across subjects, we
compute the measures CA and NMI for the results in the two groups relative to the results
in all the 8 subjects. We also apply the BAC algorithm to response values estimated via
least squares regression in all 8 subjects and the two groups. Since the number of units and
categories is not known a priori, we perform the the BAC algorithm for all pairs of (1,k)
such that 5 < 1 < 15 and k E {10, 12,14,16,18, 20}. Fig. A-5 (right) compares the clustering

measures for our method with those found by the best BAC results in terms of average CA
and NMI measures (achieved with (1,k) = (6, 14) for CA, and (1, k) = (14,14) for NMI).
Fig. A-6 (right) shows the categories for (1,k) = (14,14), which appear to lack some of the
structures found in our results. We also obtain better measures of stability compared to the
best BAC results for clustering stimuli, while the measures are similar for clustering voxels.
We note that in contrast to the results of BAC, our first unit is always considerably larger
than all the others including about 70% of voxels. This seems neuroscientifically plausible
since we expect large areas of the visual cortex to be involved in processing low level features
and therefore incapable of distinguishing among different objects.

A.4

Conclusion

This paper proposes a model for learning large-scale functional structures in the brain responses of a group of subjects. We assume that the structure can be summarized in terms
of groupings of voxels (functional units) with similar responses to categories of stimuli. We
derive a variational Bayesian inference scheme for our hierarchical nonparametric Bayesian
model and apply it to both synthetic and real data. In an fMRI study of visual object
recognition, we show that our method finds meaningful structures in both object categories
and functional units.
This work is a step toward devising models for functional brain imaging data that explicitly encode our hypotheses about the structure in the brain functional organization. The
assumption that functional units, categories, and their interactions are sufficient to describe
the structure, although proved successful here, may be too restrictive in general. A more
detailed characterization may be achieved through a feature-based representation where a
stimulus can simultaneously be part of several categories (features). Likewise, a more careful treatment of the structure in the organization of brain areas may require incorporating
spatial information. Nevertheless, we show in this paper that we can turn such basic insights

into complex models that allow us to investigate the structures under study in a data-driven
fashion. By incorporating the properties of brain imaging signals into the model, we better
utilize the data for making relevant inferences across subjecs.
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